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Abstract
This paper presents timing compartments, a hardware archi-

tecture abstraction that eliminates microarchitectural timing
channels between groups of processes of VMs running on
shared hardware. When coupled with conventional access
controls, timing compartments provide strong isolation com-
parable to running software entities on separate machines.
Timing compartments use microarchitecture mechanisms to
enforce timing sensitive noninterference, which we prove for-
mally through information flow analysis of an RTL imple-
mentation. In the process of systematically removing timing
interference, we identify and remove new sources of timing
channels, including cache coherence mechanisms and module
interfaces, and introduce new performance optimizations. We
also demonstrate how timing compartments may be extended
to support a hardware-only TCB which ensures security even
when the system is managed by an untrusted OS or hypervisor.
The overheads of timing compartments are low; compared to a
comparable insecure baseline, executing two timing compart-
ments reduces system throughput by less than 7% on average
and by less than 2% for compute-bound workloads.

1. Introduction
Timing channel attacks have become a major threat as hard-
ware is increasingly consolidated and is shared by distrusting
entities. For example, in cloud computing, mutually distrust-
ing parties own virtual machines on shared hardware. Mobile
device users download untrusted applications that share hard-
ware with other sensitive software. The access-control based
isolation provided by processes and virtual machines limits
explicit communication. However, timing channel vulnerabili-
ties in the microarchitecture allow attackers to subvert these
boundaries even when the OS and hypervisor are bug-free.
Physical side channels such as power consumption are danger-
ous only when adversaries have physical proximity, but timing
channels can be exploited by remote adversaries.

For example, researchers have shown that secret keys can be
extracted from co-resident VMs on production EC2 servers by
exploiting microarchitectural timing channels [37]. Hardware-
level timing channels have also been shown for many shared
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hardware components, including caches [36, 7, 10, 35, 47, 3,
43, 10, 28, 22], branch predictors [1, 2], interconnects [50, 54],
pipelines [52], and memory controllers [49, 21]. The wide
range of vulnerable components suggests that a comprehensive
method is needed for protecting hardware resources against
timing attacks.

To achieve this goal, we propose timing compartments
(TCs), a hardware-enforced abstraction that isolates distrust-
ing software by eliminating timing channels through shared
hardware components. Timing compartments use microar-
chitecture protection mechanisms to provably enforce timing-
sensitive noninterference. When combined with access con-
trols which prevent attacks that do not exploit timing, timing
compartments provide isolation that is comparable to running
each compartment on a separate processor.

Timing compartments use static spatial and temporal parti-
tioning to completely eliminate, not reduce, timing channels
through shared hardware. Sophisticated attacks [24] that suc-
ceed despite noise have shown that obfuscation techniques are
insufficient to prevent timing channels. Dedicated attackers
can make repeated measurements and use statistical analyses
to filter out noise.

Systematically applying temporal and spatial partitioning
to a modern, multicore-architecture revealed new timing chan-
nel vulnerabilities. Notably, we show that cache coherence
mechanisms cause timing channels even among processes
with no shared data, and propose modifications to remove this
vulnerability.

We formally verify that timing compartments enforce
timing-sensitive noninterference using an information-flow
analysis approach. We implemented a pipelined, multicore
processor with the key microararchitectural enforcement mech-
anisms of timing compartments in SecVerilog. SecVerilog [60]
extends Verilog with a type system that controls information
flow.

Timing compartments provide timing isolation even when
the OS/hypervisor is compromised. Efficiently defending
against a malicious OS/hypervisor requires interfaces which
allow it to manage resource allocation without leaking in-
formation. In particular, we address timing channel attacks
through page faults, including the attack proposed by Xu et
al. [57].
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Experiments show that naively applying temporal and spa-
tial partitioning has a significant performance overhead. We
propose several performance optimizations that improve per-
formance without weakening the security guarantee. First,
coordinated scheduling reduces the latency of memory re-
quests which are handled by multiple, temporally partitioned
resources. By considering the interaction between these re-
sources when scheduling requests to use them, coordinated
scheduling reduces the average L2 miss latency by up to
62% compared to a greedy schedule. Second, we propose
a novel optimization which improves the available bandwidth
through a temporally partitioned memory controller. Since
our experiments show that memory bandwidth reduction is
the greatest performance overhead, this optimization improves
performance considerably. Finally, we show how resources
can be allocated according to the resource demands of the
applications without leaking information.

Simulation results suggest that the performance overhead
of timing compartments is quite low. Compared to an insecure
baseline, executing two timing compartments with the afore-
mentioned optimizations reduces system throughput by less
than 7% on average and by less than 2% for compute-bound
workloads. The optimizations reduce the average overhead by
58%.

The following summarizes the main contributions
• We propose Timing compartments, a new abstraction that

enables software to explicitly remove microarchitecture-
level timing interference in a multicore processor, and show
that strong protection is viable.

• We identify new timing channels including a vulnerability
through cache coherence protocols which may leak infor-
mation even among processes which do not share data.

• We propose novel optimizations including time-
multiplexing coordination, memory controller dead
time relaxation, and application-aware resource allocation,
which significantly reduce overhead.
• This paper shows how full-processor timing isolation can

be enforced when the OS/hypervisor cannot be trusted. This
enables timing channel protection for secure hardware com-
partments such as Intel SGX [25].

• We formally verify an RTL implementation of a timing-
compartment-enabled 4-core processor with a shared cache,
ring network, and memory controller. Information flow anal-
ysis with SecVerilog [60] proves that timing compartments
enforce timing-sensitive noninterference.
The rest of the paper is organized as follows. Section 2

introduces timing compartments and presents example appli-
cations that can be enabled by strong timing isolation. Section
3 identifies the sources of timing channels in a multi-core
processor, and describes protection mechanisms to eliminate
them. Section 4 presents the performance optimizations to
make timing compartments practical. Section 5 extends the
timing compartment for cases with an untrusted OS. Section
6 evaluates the proposed architecture. Section 7 discusses

Figure 1: Baseline multi-core architecture.

related work, and Section 8 concludes the paper.

2. Timing Compartments

2.1. Objective and Scope
The goal of timing compartments is to provide strong microar-
chitecture timing isolation among multiple software compo-
nents that share a multi-core processor. Timing compartments
aim to eliminate timing channels that are not present among
software modules running on dedicated processors.

Timing compartments ensure that the timing of a program
in one compartment is independent of program behavior in
other compartments. They prevent both intentional (covert-
channel) and unintentional (side-channel) information leaks
between different timing compartments. However, timing
compartments do not remove timing dependence within one
compartment. For example, Bernstein’s attack [7] showed
that an AES key in OpenSSL can be extracted by observing
timing variations that depend on cache interference among
memory accesses within one program. These timing channel
vulnerabilities exist even if a program runs on its own ded-
icated hardware. Since this is an orthogonal problem, they
are not prevented by timing compartments. Language-level
techniques have been developed to mitigate [5, 58, 59] these
timing channels.

Similarly, since timing compartments aim to eliminate
hardware-level timing interference that cannot be eliminated
in software, they do not address timing channels introduced at
the software implementation level. If necessary, software-level
timing channels can be handled separately in software. For
example, there has been recent work on preventing OS-level
timing channels (e.g., [6]).

Timing compartments allow software to explicitly control
hardware-level timing interference among groups of software
entities, without enforcing any restrictions within each com-
partment. Handling timing channels separately from tradi-
tional isolation abstractions such as virtual memory allows
the overhead of timing channel protection to only be incurred
when necessary.

2.2. Architecture Model
Figure 1 a conventional multi-core architecture that is assumed
as the baseline in this paper. The architecture has multiple
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cores, each with one or more private caches (L1 and L2). The
cores are connected to a shared cache (L3) via an on-chip bus.
A shared system bus connects the shared cache to a memory
controller that manages requests to main memory as well as
other system components such as a DMA engine, a timer, and
I/O modules. Bus interconnects are used to model on-chip
networks. The general approach and findings should apply to
other types of interconnect networks as well.

2.3. Threat Model and Assumptions

Our threat model focuses on software attacks from one timing
compartment to another. We assume that attackers do not have
physical access to the system, and do not consider physical
attacks such as ones that tamper with off-chip memory buses or
physical side-channel attacks through power consumption or
electromagnetic emission. If physical security is required, the
proposed timing compartments can be combined with existing
off-chip memory protection techniques [42, 39, 20].

We also assume that explicit communications between dif-
ferent timing compartments are prevented using traditional
access control mechanisms such as virtual memory. Therefore,
timing compartments should have separate address spaces and
do not share physical pages except for read-only pages that
contain instructions or libraries. There is no point in timing
isolation if explicit communication is allowed.

This paper addresses two threat models for privileged soft-
ware such as an OS or a hypervisor. In traditional systems, the
privileged software is trusted and manages protection mech-
anisms such as virtual memory. In this case, the privileged
software is also trusted to manage timing compartments. We
use this as the baseline threat model. To apply timing com-
partments to recent secure processor technologies, we also
consider a threat model where the OS or a hypervisor is un-
trusted. In this case, the timing compartment is extended to
allow the untrusted OS/hypervisor to allocate resources while
guaranteeing timing isolation and also remove information
leaks to the untrusted OS/hypervisor.

2.4. Application Scenarios

The ability to remove timing channels between software mod-
ules significantly increases the level of assurance in diverse
application domains where distrusting entities share a physical
system.

High-Assurance Cloud Computing. In IaaS cloud com-
puting, a tenant may share hardware with competitors or at-
tackers that want to extract sensitive data. Conventional virtual-
ization technologies restrict explicit communication channels
among virtual machines, but cannot control timing channels.
A practical timing channel attack has been exploited in com-
mercial clouds to extract cryptographic keys [37]. Timing
compartments can enable high assurance cloud computing
by ensuring that there is no software-level communication
channel among virtual machines.

Untrusted Software. The ability to completely eliminate
timing channels enables timing compartments to keep infor-
mation contained even when software is potentially malicious.
For example, smartphone users download third party appli-
cations that cannot be trusted to manage private or sensitive
data. A system may sandbox an untrusted application and
restrict its communication channels when it accesses sensitive
data. However, access control mechanisms cannot prevent
the untrusted application from intentionally leaking informa-
tion through covert timing channels. These sandboxes can
be extended with timing compartments to provide complete
isolation that includes timing.

Safety-Critical Systems. Aside from timing channel pro-
tection, the capability to control interference in shared hard-
ware can also be used to provide timing guarantees in safety-
critical systems. For example, hard real-time systems such
as automotive controllers must perform computations within
a strict deadline. Unfortunately, multi-core processors cause
interference that makes timing guarantees difficult to meet.
Timing compartments can be used to ensure that the timing
of safety-critical components is not affected by the rest of a
system.

3. Full-Processor Timing Isolation

3.1. General Protection Approach
Timing channels exist whenever an adversary in one compart-
ment can correlate the timing of its event to a program behavior
in another compartment. As a result, any program-dependent
interference in shared hardware resources between timing
compartments may lead to timing channels. For this reason,
timing compartments remove timing interference rather than
mitigating it.

Timing interference between compartments may happen
either within each core and its private caches or in the shared
memory hierarchy. To remove timing channels through each
core’s private resources (such as TLBs, private caches, branch
predictors, and pipelines) hardware enforcement mechanisms
ensure that at most one timing compartment can be allocated to
a core at a time. SMT is restricted so that only processes within
the same timing compartment can share a core. A similar
approach is already taken in production EC2 servers which
disable SMT to prevent timing channel attacks [62]. Also, the
state of private core resources is flushed on a context switch to
a different timing compartment. Section 3.3 discusses details
of secure compartment switches.

To eliminate timing channels in the shared memory hier-
archy, timing compartments are tracked with each memory
request, and enforcement mechanisms remove interference
among compartments. Each core has an active timing com-
partment register (ATC) which indicates the timing compart-
ment ID (TCID) of the TC that is currently executing on that
core. The value stored in the ATC is appended to each mem-
ory request. The following subsection discusses protection
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mechanisms for resources in the shared memory hierarchy.

3.2. Timing Isolation in Memory Hierarchy
To remove timing channels through the shared memory hierar-
chy, timing compartments rely on static resource partitioning
to remove contention. Temporal partitioning resolves con-
tention by time multiplexing resources among timing com-
partments with a fixed schedule. Spatial partitioning removes
contention by duplicating or partitioning a resource for each
process. Both approaches ensure that resource utilization for
one compartment is independent of resource demands from
other compartments.

In addition to partitioning, obfuscation (or randomization)
is another approach to remove or mitigate the correlation be-
tween secrets and contention. For example, cache lines can be
evicted [53] or inserted [31] randomly, reducing the correlation
between timing and which address was accessed. However,
noise may be removed with statistical analysis with a large
number of samples. As the goal of this work is to investi-
gate strong timing isolation, we focus on spatial and temporal
partitioning.
3.2.1. Shared Caches Static cache partitioning [36] elimi-
nates cache interference among timing compartments by al-
lowing a cache block to replace only entries owned by the
same timing compartment. The TC architecture adopts way
partitioning [40] in which each cache way is allocated to one
timing compartment.

A set of control registers, called the cache partition control
registers (CPCs), associate a TCID with each way. On a cache
access, only entries in ways owned by the corresponding TC
are checked or evicted. By changing these registers, manage-
ment software can adjust the number of ways allocated to each
TC.

While there exist other protection approaches to mitigate
cache timing-channel attacks, timing compartments use way
partitioning to eliminate timing channels. For example, RP-
Cache [53] and Random Fill cache [31] obfuscate cache tim-
ing by randomizing cache replacements and insertions respec-
tively, but does not hide the number of cache accesses which
can be used for covert-channel attacks. NoMoCache [18], par-
titions some cache ways but allows interference in other cache
ways to reduce timing channel capacity, but does not remove
cache timing channels. Since the threat model of timing com-
partments requires complete elimination of timing channels,
none of these three approaches are suitable. PLCache [53]
eliminates timing channels by locking cache blocks that may
contain secrets in the cache and prevents them from being
evicted even through other accesses by the same program.
However, this approach targets timing channels caused by in-
terference within a program, which are present even without
shared hardware.

In addition to contention for cache arrays, shared ports and
MSHRs also require protection. These have not yet been
described in the literature.

MSHR Contention. Contention for miss status holding
registers (MSHRs) in non-blocking caches can lead to timing
channels. The number of outstanding cache misses that the
cache can tolerate depends on the number of MSHRs. Once all
MSHRs are occupied, the cache will stall on a miss resulting
in increased latency for cache accesses. Therefore, shared
MSHRs may cause a timing channel. To remove MSHR con-
tention, disjoint sets of MSHRs are allocated to each timing
compartment.

Response Port Contention. Cache ports cause another tim-
ing channel yet to be discussed in the literature. Conventional
caches have CPU-side ports and memory-side ports which are
each split into request and response ports. However, each port
can only service a single response/request at a time creating
timing channels through contention. Similarly, a shared queue
that buffers responses at the port may also lead to timing in-
terference. To remove this timing channel, the cache ports
are time multiplexed and the shared queue is partitioned into
per-compartment queues.
3.2.2. On-Chip Interconnect As in previous work [54], time
multiplexing protects the on-chip networks between the pri-
vate and shared caches and between the shared cache and the
memory controller. Here, network protection is extended with
the capability to allow system software to control network
bandwidth allocation and scheduling. Each interconnect is
extended with a ring-buffer of network turn control (NTC)
registers and a network turn offset control (NTOC) register.
NTCs specify a TCID and turn length. The NTOC allows the
start of the bus schedule to be adjusted relative to other time
multiplexed resources (namely, other buses and the memory
controller).
3.2.3. Main Memory Controller The main memory is shared
concurrently among multiple cores. As a result, interference
among memory accesses from multiple timing compartments
can lead to timing channels. We adopt a proposal by Wang
et al. [49], which uses time division multiplexing to remove
timing channels in DRAM controllers, but proposes a new
optimization to reduce its overhead (Section 4.2).

This approach uses a set of techniques to remove timing
channels in each components. A shared request queue is
replaced with smaller per-compartment queues. To remove
timing variations based on row buffer state, the DRAM con-
troller uses the closed page policy. The contention on DRAM
resources such as command/data bus, banks, and ranks are
removed using timing division multiplexing with a fixed sched-
ule where only one timing compartment can issue a request at
a time. A period where no new requests can be issued, called
the dead time, is added to each time slice in order to prevent
in-flight requests or refreshes from interfering with the next
time slice.

Memory controller protection similarly supports fine-
grained resource allocation by the OS. The resource allocation
control structures are similar to those used for the on-chip
interconnects. A ring buffer of memory turn control registers
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Figure 2: TC0’s timing observation.

(MCTs) controls the owner and length of each turn and the
memory turn offset control register (MTOC) controls the turn
offset.
3.2.4. Cache Coherence Protocols Multi-core processors
use cache coherence protocols. Unfortunately, we found that
coherence operations can lead to a new timing channel, which
was not discussed previously. Coherence operations can lead
to timing interference though coherence bus contention or
contention for cache ports. Even when there is no shared
data between timing compartments, traffic on the snooping
coherence bus can lead to a timing channel because the bus is
shared by multiple timing compartments.

Attack Example. Here, we demonstrate a timing covert-
channel attack through cache coherence mechanisms using a
simulated 4-core system. Each core has private L1 and L2
caches, and the four cores share an L3 cache. The four L2
caches are connected with a snooping coherence bus which
uses a MOESI protocol. TC0 runs on core 0 and core 1 while
TC1 runs on core 2 and core 3.

TC0 has two threads, each running on a different core. Both
threads run a for loop, and write to shared data during each
iteration. Before each write is performed, one of the L2 caches
has to forward the data to the other through the snooping
coherence bus and invalidate its own copy. TC0 repeats this
process and records the time for each loop. To communicate a
secret, TC1 sends a ’0’ by doing nothing and sends a ’1’ by
spawning multiple threads that write to shared data. Figure 2
shows the execution time of the for loop that TC0 observes,
which shows clear correlation to the secret ’01101100’ sent
by TC1.

Protection. Cache coherence mechanisms have two
sources of timing interference: bus contention and port con-
tention. Similar to the on-chip data bus, timing compartments
use temporal partitioning remove interference. However, tim-
ing channel protection for the coherence mechanism is differ-
ent from data bus protection in two ways. While coherence
requests are associated with the TCID of the core that issued
the request, responses must be tagged with the TCID of the
corresponding request, not the TCID of the core that sends the
response. Also, in the MOESI protocol, a private cache that
owns the data may need to send it to another cache. These
transactions can contend for cache ports with requests from

L2-L3 bus

ReqLayer

RespLayer

Timeline

TC0

TC1

L3-Mem bus

ReqLayer

RespLayer

Memory Controller

...........
L3 Pipeline

...................

treq

tL3 Request blocked by other TC

Not enough time for memory access

treq

Figure 3: A bad time multiplexing schedule.

processing pipelines. To remove this contention, we change
the coherence protocol to serve data from the shared cache
instead of from the private caches whenever the data is owned
by a different timing compartment. Because protected pages
that are shared between compartments are always read-only,
the shared cache or memory always has an up-to-date copy.

3.3. Secure Timing Compartment Switching
The resources that are dedicated to each core such as private
caches, TLBs, and branch predictors, are only used by one
timing compartment at a time. However, multiple timing
compartments can use these resources through time-sharing.
Therefore, there exist timing channels if the state is kept across
context switches. For example, the branch behavior of one
timing compartment may affect the next timing compartment if
the branch predictor table is kept across a switch. To eliminate
this timing channel, timing compartments flush the per-core
state when a core leaves a timing compartment (i.e., the TCID
changes).

To prevent information leakage, the time that these flushing
operations take cannot depend on the timing compartment’s
state. For example, cache flushing should not take longer
when there are more dirty blocks. Therefore, after flushing,
each core is blocked until the worst case writeback time. In
our evaluation, we found the impact of flushing and writeback
blocking is negligible.

4. Performance Optimizations

4.1. Time Slice Coordination
Timing compartments rely heavily on time multiplexing to
protect shared resources including the L2-L3 bus, the L3-
memory bus, and the memory controller. Since these resources
are all involved to handle L2 misses, their schedules must
be coordinated. For example, when a request exits the L3-
memory bus, the memory controller should be available to
handle that request to avoid an unnecessary delay.

Figure 3 illustrates the problem. It shows when each of
two timing compartments are scheduled to use the time multi-
plexed resources along the L2 miss path. Red blocks indicate
that TC0 is scheduled to use the device, and blue blocks indi-
cate that TC1 is scheduled. The block of time that a timing
compartment is scheduled to use a device is called the turn, and
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Figure 4: L3 cache hit timing sequence.
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L3 Pipeline

L3-Mem bus
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tL3

tmem
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tL3

tresp

treq

Figure 5: L3 cache miss timing sequence.

the duration of a turn is called the turn length. In this schedule,
timing compartments are allotted the same turn length for each
time multiplexed resource, and the schedule for each device
starts at the same time.

In the figure, an access from TC0 that misses in both L2
and L3 is shown. The L2 miss sends a request to the L3 using
the L2-L3 bus request layer. When the L3 access is complete,
the request must proceed through the L3-memory bus request
layer, but at this time TC1 is scheduled to use the L3-memory
bus, so it must wait for TC1’s turn to finish before the request
can proceed to the memory controller. Then, when it arrives
at the memory controller, there is not enough time left in the
turn to complete a request, so it is blocked again. To reduce
the unnecessary stalls, the time slices need to be carefully
coordinated.

4.1.1. L2 Miss Timing Paths L2 misses take two different
paths and have different timings depending on whether the
L2 miss is an L3 hit or miss. This section analyzes L2 miss
timings under both cases: an L2 miss followed by an L3 hit,
and an L2 miss followed by an L3 miss.

Figure 4 shows the timing for an L3 hit. The arrows indicate
the time that the resource in the corresponding column is used.
The L2 miss begins by transferring a request over the L2-L3
bus request layer in treq cycles. The request then arrives at the
L3 cache, where it takes tL3 cycles (i.e. the L3 cache latency).
Finally, the data is transferred from the L3 response port back
to the L2 over the L2-L3 bus response layer in tresp cycles.

Figure 5 shows the timing for an L3 miss. The request
begins by transferring over the L2-L3 bus request layer, and
similarly takes tL3 cycles to identify that it is a miss. After-
wards, it sends another request to the memory controller over
the L3-memory bus request layer in treq cycles. Memory re-
quests take some time to complete, after which the data is
returned to the L3 in tresp cycles, written to the L3 in tL3 cycles
and finally returned to the L2 after another tresp cycles.

tresp

tresp
treq+tL3

L2-L3 bus

ReqLayer

RespLayer

Timeline

TC0

TC1

Figure 6: Cache hit timing path schedule.

4.1.2. Devising an Efficient Schedule A good time multi-
plexing schedule should minimize the average L2 miss latency.
This can be achieved by controlling the turn lengths and offsets
for each time multiplexed device. Here, an offset refers to a
shift in the start of the turn for a single device compared to the
start of the full schedule.

There are three main criteria for developing an efficient
schedule. First, the turn length should be long enough for at
least one transaction to complete. Second, to reduce unneces-
sary waits, the offset should make the turn start when the data
is available from the preceding step. Third, the offset should
be repeated for each time slice and each timing compartment.

L2 Miss Followed by an L3 Hit. This reasoning can be
applied in a straightforward way to derive the schedule that
optimizes the L2 miss latency assuming it is followed by an
L3 hit. The optimal schedule is shown in Figure 6. From
the timing for this case shown in Figure 4, the turn length for
the L2-L3 request layer must be greater than treq. The data
is available to the L2-L3 response layer after treq + tL3 cycles,
so this is used as the offset for the response layer. The turn
length for the response layer is tresp. Finally, to ensure that
the schedule including the offset repeats, we can set the turn
lengths for both request and response layers to be the same.
The schedule parameters are summarized at the top of Table 1.

L2 Miss Followed by an L3 Miss. Deriving a schedule
that is suitable for L2 misses assuming they are followed by
L3 misses is similar. The turn lengths for both L3-memory bus
layers and the memory controller should be tmem, the minimum
memory turn length. The L2-L3 bus layer turn lengths should
be the smallest factor of tmem greater than tresp. The L2-L3 bus
turn lengths are greater than tresp to improve the schedule’s
repeatability. Each device schedule is offset so that it starts
when the data is available based on the timing of an L2 miss
followed by an L3 miss shown in Figure 4. Table 1 summarizes
both the turn lengths and offsets in this schedule. Here tread is
the worst case memory read time and

t+req = Min({n|∃m ∈ N.tmem = m ·n,n > tresp}).

L2 Miss in General. Finding a good schedule for L2
misses in general is difficult because both L3 hit and miss
cases must be considered at the same time. Note that the
L2-L3 request and response layer turn lengths and the L2-L3
response layer offsets in the efficient schedules for the L3
miss and L3 hit cases are different. These differences must
be balanced for an L2 miss schedule. We were not able to
analytically derive an optimal solution for this case. For this
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L2 misses followed by L3 hits

Device Name Turn Length Offset

L2-L3 Req tresp 0
L2-L3 Resp tresp treq + tL3

L2 misses followed by L3 misses

Device Name Turn Length Offset

L2-L3 Req t+resp 0
L3-Mem Req tmem treq + tL3
Mem Ctl tmem 2treq + tL3
L3-Mem Resp tmem 2treq + tL3 + tread
L2-L3 Resp t+resp 2treq +2tL3 + tread + tresp

Table 1: Efficient L2 miss schedules by case.

general case, we solved the problem using simulated annealing
to find a good schedule.

4.2. Operation-Aware Dead Time

Simulations show that the reduced memory bandwidth due
to the protection for memory controllers lead to a significant
slowdown for memory-intensive workloads. TP [49] reduces
the maximum usable memory bandwidth, because it requires
a dead time at the boundary between time slices for different
timing compartments during which no new transaction can be
issued. For security, the dead time is conservatively set as the
worst-case time between two transactions. In practice, this is
a substantial portion of a time slice. For the parameters used
in our simulations, the dead time consumes 22 memory cycles
out of each time slice, which range from 23 to 43 cycles.

Security requres only that in-flight transactions issued by
one compartment cannot interfere with transactions issued by
another compartment in the following turn. The worst-case
time between two transactions depends on the type of each
transaction — in other words, for some transaction types, the
worst-case time is lower, meaning that transactions can safely
be issued later in the turn. We propose an optimization that
leverages this observation by coarsely grouping transactions
into reads and writes. Then, then a separate dead time is
used for each type of transaction. For example, the following
equations show the dead time for each memory operation
sequence.

• Read, Read: tFAW −3∗ tRRD
• Write, Write: tFAW −3∗ tRRD
• Read, Write: tCAS+ tBURST + tRT RS− tCWD
• Write, Read: tCWD+ tBURST + tWT R

The dead time for reads is determined as the worst case
time between any read transaction and any other transaction.
The dead time for writes is determined similarly. The required
dead time for read transactions is much smaller than the one
for writes, allowing reads to be issued later in the turn than
they would be with a monolithic dead time. The optimization
results in significant performance improvements for memory-
intensive workloads.

4.3. Application-Aware Resource Allocation

In our baseline configuration, we assume that the resources
are equally partitioned among timing compartments. This
approach ensures the timing of one compartment is completely
independent of other compartments. However, this allocation
will rarely match the resource demands of the applications.

This inefficiency can be reduced if the management soft-
ware can adjust the amount of each statically partitioned re-
source granted to each TC. In doing so, the amount of re-
sources granted to a TC can match the amount of resources
needed by that TC. However, to be secure the allocation deci-
sions cannot depend on confidential data. To solve this prob-
lem, we use static information about each program’s resource
demands, which does not reflect sensitive, input-dependent
data used at runtime. These general characteristics can be
obtained by profiling the workload with public input sets
that do not contain secrets. Alternately, in cloud computing
datacenters, the end-user can submit workloads with service
level agreements, indicating the resource needs. A previous
study on job scheduling in cloud computing infrastructures
has shown that the resource needs of a job can be quickly de-
termined and used to find an efficient resource allocation [14].
For example, a workload which requires a large amount of
cache space can be allocated to a physical machine where
other applications use little cache space.

5. Handling an Untrusted OS

Many security vulnerabilities are caused by bugs in complex
software. Significant efforts have been made to reduce the
size of the software trusted computing base. One promising
approach to achieve this goal uses hardware to protect the
confidentiality and integrity of critical software entities with-
out trusting low-level software such as operating systems or
hypervisors. Architectures which achieve this goal are of-
ten referred to as secure hardware compartments or secure
processors. Many hardware compartment designs have been
studied in academia [42, 39, 29, 26, 41, 20, 11, 13, 19]. Intel
also announced a hardware compartment technology, called
Secure Guarded eXecution (SGX) which will be implemented
in upcoming processors [25].

However, existing hardware compartment architectures are
vulnerable to timing channel attacks through shared hardware
components. This section extends timing compartments so
they be applied to conventional compartments to provide iso-
lation from both explicit software access and timing channels
even when managed by an untrusted OS and/or hypervisor.
In particular, the untrusted OS/hypervisor introduces two ad-
ditional technical challenges; 1) the untrusted OS/hypervisor
must be allowed to manage resource allocation without com-
promising security, and 2) there can be no information leakage
from a timing compartment to the OS/hypervisor through tim-
ing.
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Timing channel Protection

System calls Software protection. Secure HW timer enables SW miti-
gation techniques.

Page faults Page lock and unlock instructions
Interrupts No need. Do not depend on sensitive data.

Table 2: Protection for new timing channels under an un-
trusted OS/hypervisor.

5.1. Secure Protection Management
Conventional hardware compartments distrust the
OS/hypervisor, but still grant it the authority to man-
age the allocation of resources such as CPU cycles and virtual
memory. In many compartment architectures, the software
in a compartment is executed (i.e. CPU cycles are allocated
to the compartment) by setting a compartment ID register
on the core [19, 41, 39, 25]. This ID is used to make access
control decisions, so this register is not directly accessible in
software. Instead, it is controlled through special instructions
which, for example, simultaneously set the program counter
and the ID to guarantee that the correct code is executed. This
ID can naturally be used as the TCID for timing protection.
Instructions which change the ID must be augmented to flush
private core state (e.g., caches and branch predictor tables).
Adding timing protection does not require virtual memory
management protection to differ from previous compartment
architectures.

In addition to CPU cycle and memory management, the
untrusted management software must be permitted to control
the allocation of timing-protected, shared resources without
violating secuirty. These resources include space in shared
caches and bandwidth in on-chip networks and the memory
controller. To ensure timing isolation, the interfaces for re-
source allocation must satisfy the following properties: 1)
each resource is allocated to at most one timing compartment
at a time, and 2) the corresponding state is flushed when a
resource is deallocated from a timing compartment.

Shared cache space is allocated by adjusting the CPCs
which associate an owner TC with each way. Only one TC
can be allocated to each way at a time. The CPCs are not
controlled in software directly. Instead, ways are allocated
through the TC_ALLOC_WAY which flushes the contents of a
cache way before allocating it to a new TCID. Bandwidth
for on-chip networks and memory controllers is allocated by
changing a set of control registers. The NTCs and MTCs
which allocate turns to TCs permit only one TCID to be allo-
cated to a time slot. These registers may safely be controlled
directly in software.

5.2. New Timing Channels
Timing compartments as described thus far remove timing
channels through shared hardware resources, and rely on
trusted software to manage other timing channels. However,
when the OS/hypervisor cannot be trusted, information leaks
through events that are visible to the OS/hypervisor must also
be prevented in hardware. In particular, the untrusted system

software can observe the timing of events that cause transitions
out of the timing compartment, which may depend on confi-
dential data. There are three possible ways that a compartment
transitions to an untrusted OS/hypervisor: explicit system calls
(or hypercalls), exceptions, and external interrupts.

Figure 2 show how these three new timing channels can
be handled. First, the timing of external interrupts does not
depend on secrets within compartments, and does not leak
confidential information. Note that timer interrupts may be
determined by a value from a compartment, but this value
cannot be a secret as it is already visible to the untrusted
OS/hypervisor.

System calls (or hypercalls) are externally visible events
that are fully controlled by software within a compartment.
Also, the timing channels in externally visible I/O events ex-
ist even when a program runs on dedicated hardware with a
trusted OS/hypervisor. As a result, there exist countermea-
sures for information leaks through timing variations within a
single program. For example, language-level techniques have
been developed to eliminate [48] or mitigate [5, 58, 59] such
timing channels. To enable mitigation schemes that insert
delays for certain program operations without relying on an
untrusted OS/hypervisor, timing compartments provide a new
instruction that provides a trustworthy time value even if the
OS is compromised.

Most program exceptions come from bugs or errors and
should not happen if programs in compartments are well-
written. However, page faults are difficult to control in soft-
ware and their timing may leak confidential information. In
modern virtual memory systems, only a finite set of pages are
kept in physical memory. When new pages are brought into
physical memory, page faults are triggered, revealing which
page is being accessed. In fact, Xu et al. [57] recently demon-
strated an attack that exploits this vulnerability. We add two
new instructions, TC_LOCK and TC_UNLOCK, to eliminate tim-
ing channels through page faults. The instructions allow a
program in a timing compartment to preload and lock some
pages before sensitive computations so that those pages can-
not be replaced. Hardware compartments typically provide
instructions to add or remove a page to a compartment, and
maintain a protected list of physical pages for each compart-
ment in order to protect them from the untrusted software.
The compartment aborts on a page lock instruction if the page
does not already exist in the protected memory region. An
attempt by an untrusted OS/hypervisor to remove a locked
page returns an error so that the OS can select a different page
to remove.

6. Evaluation

6.1. Methodology
To study the performance overhead of timing compartments
for modern multi-core processors, a timing compartment ar-
chitecture is simulated using gem5 [8] integrated with DRAM-
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Core count 2/4/6/8
gem5 core model “O3”
CPU Clock 2GHz

Memory 2GB 667MHz

Network Clock 1GHz

L1d / L1i 32kB 2-way 2 cycles
L2 256kB 8-way 7 cycles
L3 2/4/6/9MB 16-way 17 cycles

Table 3: Simulation configuration parameters.

Sim2 [38]. The simulations use the ARM ISA. Table 3 shows
the system configuration. The cores use the gem5 “O3“ out-of-
order core model which runs at 2GHz. Each core has private
32KB L1 instruction and data caches, and a private 256KB
L2 cache. The shared L3 cache is varied from 2MB to 9MB
depending on the number of cores. The cache configuration
parameters are derived from the Intel Xeon E3-1220L and
Intel Xeon E7-4820 which are used by Amazon EC2. In
DRAMSim2, we simulate a 667MHz 2GB DDR3 memory.
The interconnects in the simulator run at 1GHz. Unless speci-
fied otherwise, each benchmark is fastforwarded for 1 billion
instructions, and run for 100 million instructions.

For most experiments, each core has its own timing com-
partment. That is, for an n-core system, n timing compart-
ments execute concurrently. We study the impact of having
multiple cores in one timing compartment separately. In the
baseline configuration, the number of cache ways and the
network/memory bandwidths are evenly partitioned among
timing compartments, and the minimum turn length (23) is
used for memory controllers. Unless otherwise stated, the
memory controller protection uses the relaxed dead time op-
timization, which apply different dead times for reads and
writes. For studies on the application-aware resource alloca-
tion, the number of cache ways are set based on the cache
miss curve (the number of misses as a function of the num-
ber of cache ways), and longer turn lengths are allocated to
memory-intensive TCs based on the number of L3 misses.

6.2. Security Verification
We formally verified that timing compartments enforce strict,
timing-sensitive noninterference. To do so, we implemented a
Verilog description of the core microarchitecture enforcement
mechanisms of Timing Compartments on a 4-core prototype
processor. Then we verified the prototype with SecVerilog, a
variant of Verilog which is extended with an information flow
type system [60]. SecVerilog allows variables to be declared
with a security type. Security types form a lattice [17]. If a
SecVerilog implementation typechecks, it is formally guaran-
teed that it obeys timing-sensitive noninterference with respect
to the security policy (i.e. the lattice of security types). Al-
though SecVerilog does checking statically, it provides depen-
dent types which allow security labels to depend on runtime
values of variables in the design. Dependent types support
fine-grained resource sharing over time.

The verified processor has 4 5-stage in-order MIPS cores
with full bypassing, 2-way private 16KB I/D caches (16B

blocks), a ring network, and a DRAM controller. The private
caches are blocking, so MSHRs and branch predictors are
unnecessary. The microarchitecture protection features are
implemented as described in Section 3, however the configu-
ration registers which allow the cache partition sizes, memory
and network turn lengths, and memory and network offsets to
be adjusted are omitted. These features improve performance,
but are not necessary for security.

The policy is configured so that each timing compartment
has unique security type. The types of each TC are mutually
distrusting (i.e. incomparable in the lattice). Since cores are
restricted to running only processes within the same TC at a
time, on-core components within the same core are given the
same security type. Wires carrying memory requests are given
dependent types that depend on the TCID of the originating
core. Static cache partitions assigned to each TC are labeled
accordingly. The prototype was successfully type-checked
implying that these enforcement mechanisms are sufficient
for removing all timing channels in the off-core resources
included in the prototype.

6.3. Impact of Time Slice Coordination
To study the impact of TDM coordinations under a large design
space of parameters (namely, the turn lengths and offsets), we
built a custom simulator that models the memory hierarchy for
an L2 cache miss. The simulator enumerates all possible L2
miss arrival times and calculates the average L2 miss latency
assuming the distribution of L2 miss arrival times is uniform
random.

Using this simulator, we exhaustively searched for the low-
est average L2 miss latency for an L3 hit with all turn length
combinations per resource within a wide range and all possible
offsets. The experiments confirmed that the intuitive schedule
described in the previous subsection achieves the lowest ex-
pected L2 miss latency assuming a hit in the L3 cache. Fixing
the turn lengths to the optimal values and adjusting only the
offsets, the worst case latency is 19.6% higher than the one
with the optimal schedule.

The design space for schedules involving all resources from
the L2 cache to the main memory is far too large to search
exhaustively. Instead we used simulated annealing to search
this design space. First, we used the optimizer to study the L2
miss latency assuming the access misses in the L3 as well. The
optimizer did not find a schedule better than the one discussed
in the previous subsection after 20,000 iterations. Fixing the
turn lengths to the best values and sweeping only the space of
offsets, the worst schedule we found had an average L2 miss
latency that is 2.64X higher than the best schedule, showing
the importance of coordinating TDM schedules.

We used the same optimizer to find a schedule that mini-
mizes the L2 miss latency under the assumption that the L3
cache hit-rate is 90%. We found that the memory latency
changes by 39% when offsets are varied while the turn lengths
are fixed.
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Workload Benchmarks Memory Intensity

ast_ast astar astar low-low
h26_hm h264ref hmmer med-med
ast_h26 astar h264ref low-med
sjg_h26 sjeng h264ref med-med
sjg_sjg sjeng sjeng med-med
mcf_ast mcf astar high-low
lib_ast libquantum astar high-low
mcf_mcf mcf mcf high-high
mcf_lib mcf libquantum high-high
lib_lib libquantum libquantum high-high

Table 4: Multiprogram workloads.
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Figure 7: Performance Overhead of Timing Compartments.

6.4. Performance Overhead
This section evaluates the performance overhead of timing
isolation by running multiprogram workloads comprised of
SPEC2006 benchmarks, and measuring the system throughput
(STP). STP is the aggregated normalized IPC of each program
relative to the IPC when each program runs by itself. An STP
of greater than 1 means that higher throughput is achieved
by running the programs in parallel rather than serially. It is
computed by

n

∑
i=1

IPCMP,i

IPCSP,i
, (1)

where IPCMP,i is the IPC of the ith program in the workload
when run in parallel with the others, and IPCSP,i is the IPC for
the same program when it is run alone on the same system.

The experiments evaluate the performance for the workload
mixes shown in Table 4. Workloads were selected to include
a diverse set of application mixes that include both memory
intensive and compute intensive benchmarks. Applications
also vary in cache sensitivity. For experiments with two cores,
each workload consists of the two benchmarks in the table.
For experiments with more cores, the same labels are used to
refer to a workload mix where half the compartments run the
first program, and the others run the second half.
6.4.1. Overall Performance Overhead Figure 7 shows the
performance overhead of timing compartments in a system
with 2 cores both with and without optimizations. The op-
timizations include the relaxed dead time for the memory
controller (relaxed) and static workload-aware resource allo-
cations for the cache (Cache) and memory (Mem). The bar
labeled (All Opti) uses all optimizations. The overhead is
measured using the STP of the secure system normalized to
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Figure 8: Performance Breakdown (4 cores).

the STP of the insecure baseline. Performance overhead de-
pends heavily on memory intensity. The overhead is quite low
for compute-intensive workloads such as sjg_sjg, ast_h26,
ast_ast, and sjg_h26, because timing compartments only
incur overhead during L2 misses.

On the other hand, the performance overhead can be quite
significant for memory intensive workloads when unoptimized
protection techniques are used. For example, lib_lib has
overhead close to 45%. For these cases, the relaxed operation-
aware dead time can significantly reduce overhead. This opti-
mization reduces the worst-case overhead to roughly 20%. The
overhead can be further reduced to less than 7% on average
and 16% in the worst case if the application-aware resource
allocation is also enabled.
6.4.2. Overhead Breakdown To better understand the
sources of the performance overhead, the overhead of pro-
tection mechanisms were evaluated individually. Figure 8
shows the performance overhead of timing compartments
compared to the insecure baseline when only a single pro-
tection mechanism is enabled at a time. These protection
mechanisms include cache partitioning, time multiplexing for
on-chip interconnect, and time multiplexing for a memory
controller. The memory controller uses the relaxed dead time
optimization, but resources are not allocated based on appli-
cation characteristics. The results suggest that the memory
controller protection is the most substantial source of overhead,
and that cache partitioning and bus protection are less costly.
This is because memory controller protection requires a dead
time [49] to drain in-flight transactions which significantly
reduces total memory bandwidth. For example, in our DRAM
configuration, the turn length is 23 cycles whereas the dead
time is 22 cycles. As a result, only one DRAM request can
be issued every 23 cycles, incurring significant overhead for
bandwidth-limited applications. While protection for caches
and on-chip interconnects introduce inefficiencies, they do not
reduce the total cache capacity or the on-chip interconnect
bandwidth.
6.4.3. Scaling the Number of TCs Figure 9 shows the per-
formance overhead of the timing compartment as the number
of TCs and cores increases from 2 to 8. The relaxed dead time
is used, but resource allocations are not optimized based on
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Figure 9: STP of Timing Compartments normalized to inse-
cure as the number of TCs increases.

application characteristics. The performance overhead is low
(less than 5%) for compute-intensive benchmarks even with
a large number of timing compartments. Yet, the overhead
of memory-intensive workloads increases with the number
of timing compartments, because more compartments share
the same amount of fixed memory bandwidth. While our
simulation infrastructure currently only supports one memory
controller, we note that commercial systems typically have
multiple memory channels, typically one for every 2-4 cores.
Therefore, we believe that the overhead for processors with
more cores will be similar to these results with fewer cores.

The results suggest that many timing compartments can
be supported simultaneously with reasonable overhead for
compute-intensive applications. However, many memory in-
tensive workloads should not be allocated to the same machine
to keep overheads low, which is true even without timing com-
partments. In cloud computing environments, workloads can
be dynamically profiled and more intensive workloads can
be allocated to machines where there are few other memory
intensive workloads [16]. Further, in many practical systems,
multiple processes can be executed in the same timing com-
partment.

6.4.4. Using one TC for Multiple Programs Multiple pro-
grams or virtual machines can be grouped into the same timing
compartment as long as they have the same security needs.
For example, cloud users often request several VMs that run
on the same physical machine, possibly to avoid network com-
munication latencies. Naturally, VMs owned by the same
user can be grouped into the same timing compartment. Also,
low-security VMs may not need timing channel protection.

Using one timing compartment for multiple cores provides
substantial performance improvements because cores within
one compartment can share resources as they would in a con-
ventional system without timing protection. Figure 10 shows
the benefit of grouping multiple programs into a single timing
compartment by comparing the STP of a system that runs 4
programs in 4 TCs, to the same system running the same 4
programs in 2TCs. The memory controller turn lengths are
increased to 30 for the 2 TC system (compared to 23 for the
4TC systems) since TCs running two programs consume more
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Figure 10: Performance benefit of allowing 2 programs to
share a TC.

memory bandwidth. The performance improvement is depen-
dent on the characteristics of the applications in the workload.
For memory intensive workloads such as lib_lib the STP
improves by as much as 54%. However, for workloads like
ast_ast where all applications are compute-bound, the im-
provement is small. Overall, the performance overhead of
running 2 TCs on 4 cores is comparable to running 2 TCs on
2 cores.

6.4.5. Multi-threaded Performance Overhead The multi-
program workloads do not show the overhead of timing chan-
nel protection for the cache coherence bus, because they do
not have shared data. To evaluate the overhead of cache co-
herence protection, we used SPLASH-2 [55] benchmarks on
a 4-core system. For each experiment, we run two copies of a
SPLASH-2 benchmark, each with two threads, in two timing
compartments.

The overhead of cache coherence protection was evaluated
by comparing the normalized execution time of a system with
all protection mechanisms to the normalized execution time
of the same system with all protection mechanisms except
cache coherence protection. The overhead of adding cache
coherence protection is quite low; the overhead is at most 1.5%
for ocean_cp. The overheads for the remaining SPLASH-
2 benchmarks is negligible. The overhead is low because
coherence protocol transactions are infrequent.

6.4.6. Context Switch Overhead When the TC is context
switched out, the remaining state in the private and shared
caches, and on-chip resources such as the TLB and branch
predictor, need to be flushed and dirty cache lines need to be
written back to main memory. To prevent writeback requests
from interfering with the incoming process, the core must be
stalled until all writebacks are complete. We believe flushing
the private and shared caches are the main source of overhead
as they are the largest state elements. Figure 11 shows the
STP of a 4-core system with 4TCs with private caches that
are flushed every 10ms, 50ms, and 100ms normalized to the
STP of the system without flushing. The overhead of context
switching is quite small. On average the overhead is 2.1%
when context switches happen every 10ms and 0.8% when
context switches happen every 100ms.
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Figure 11: Performance overhead of TC switching.

Component No protection With protection Overhead
(µm2) (µm2) (%)

Cores 530,524 530,524 0
Inst cache 617,944 617,844 0
Data cache 578,270 577,968 -0.05
Network 621,996 661,309 6.32
DRAM controller 158,757 184,577 16.26

Total 2,507,491 2,572,222 2.58

Table 5: Area breakdown and overhead for the RTL prototype.

6.5. Area and Frequency Overheads
The Verilog prototype used for security verification is also
used to evaluate the area and frequency overheads. The design
was synthesized with the Synopsys Design Compiler. Timing
channel protection does not affect the maximum frequency in
this. Both designs with and without timing channel protection
synthesized to 820MHz. The overall area overhead is relatively
low, at 2.58%, even when the baseline processor is rather
small and SRAM areas for caches are not included. The static
partitioning in this model was simple. It only supports fixed
partitions, and does not lead to any area overhead for caches.

7. Related Work

To our knowledge, this paper is the first study to eliminate
microarchitectural timing channels through shared hardware in
a full multi-core. Previous studies have identified a number of
microarchitectural timing channels in caches [32, 36, 7, 35, 47,
3, 43, 10, 28, 22], branch predictors [1, 2], processor pipelines
[52], networks on chip [50, 54], and memory controllers [49,
21]. Researchers have also proposed solutions for timing
channels in individual components such as caches [53, 51, 28,
31, 18], memory controllers [49, 21], and on-chip network [50,
54]. While we leverage previous proposals, this study exposed
new sources timing channels and new optimizations to reduce
overhead.

Execution leases [44] enforce strict upper bounds on the
execution times of program subsections, and a secure proces-
sor has been developed and verified [45] to provide timing
channel protection. Ascend [20] prevents information leaks
through off-chip memory accesses patterns by a single pro-
gram. However, these architectures focus on preventing timing
channels within a single program, and do not address interfer-
ence among multiple cores.

Recent advancements have been made in detecting attempts
to use covert timing channels. Hunger et al. [24] formally
model timing channels, and demonstrate that reads from a
covert timing channel are destructive. This facilitates detection
since it implies reads can be observed. They also show how
attacks can both be performed and detected even through noisy
channels. Chen et al. [12] propose CC-Hunter, a framework for
timing channel detection that uses hardware support to detect
bursts of events that are likely to correspond to attempts to use
a timing channel. These detection strategies complement TCs
by providing different trade-off points. For high-assurance
systems, TCs can provide a strong guarantee that there are no
timing channels through shared hardware. For lower-security
scenarios, the detection approaches can limit information leaks
(but not eliminate them) by enabling protection only after
attacks have been detected.

The key enforcement mechanisms of timing compartments
are formally verified using SecVerilog [60]. SecVerilog per-
forms timing-sensitive information flow analysis at the hard-
ware description language level. Caisson [30] is another tool
which performs information flow analysis at the HDL level.
There exist other tools to check information flows in hardware
designs. For example, Gate level information flow tracking
(GLIFT) [46, 33, 34] allows information flow analysis at the
gate level either at run-time or during simulations. These
tools can be used to verify the security of timing compartment
implementations.

We show how timing compartments can be applied even
when the OS/hypervisor is not trusted. This allows timing
compartments to be used for secure hardware compartment
architectures [61, 19, 20, 41, 27, 29, 11, 13, 25, 9, 4, 26, 42,
44, 23, 56, 15] to provide strong isolation through both ex-
plicit and timing channels. Iso-X [19] represents the latest
academic compartments architecture. Ascend [20] is a com-
partment architecture which prevents timing channels through
the off-chip memory access patterns of a single program. Hy-
perwall [41] extends compartments to systems managed by an
untrusted hypervisor. Other architectures reduce the software
TCB rather than eliminating it [27, 11, 29, 13]. Compartment
architectures have been adopted commercially as well [25, 9].
Since the approaches of these architectures are similar, we
believe the techniques used for timing compartments can be
applied to many of these designs.

8. Conclusion

This paper presents timing compartments, which provide an
architecture abstraction to eliminate timing channels. When
used in conjunction with access controls, timing compartments
can provide strong software-level isolation since other side
or covert channel attacks require physical access. To realize
timing compartments, we designed a multi-core architecture
that eliminates all inter-program timing channels, developed
performance optimizations, and also show how they can be
applied when the OS cannot be trusted. The simulation studies
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show that the overhead is low if only a few compartments need
to run in parallel.
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