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This thesis contains papers on three diverse topics. The first topic is luck in

games, and how to measure it. Game theory is the study of tractable games

which may be used to model more complex systems. Board games, video games

and sports, however, are intractable by design, so “ludological” theories about

these games as complex phenomena should be grounded in empiricism. A first

“ludometric” concern is the empirical measurement of the amount of luck in

various games. We argue against a narrow view of luck which includes only

factors outside any player’s control, and advocate for a holistic definition of

luck as complementary to the variation in effective skill within a population of

players. We introduce two metrics for luck in a game for a given population - one

information theoretical, and one Bayesian, and discuss the estimation of these

metrics using sparse, high-dimensional regression techniques. Finally, we apply

these techniques to compare the amount of luck between various professional

sports, between Chess and Go, and between two hobby board games: Race for

the Galaxy and Seasons.

The second topic centers on matrix and tensor completion, which are frame-

works for a wide range of problems, including collaborative filtering, missing

data, and image reconstruction. Missing entries are estimated by leveraging

an assumption that the matrix or tensor is low-rank. Most existing Bayesian

techniques encourage rank-sparsity by modelling factorized matrices and tensors

with Normal-Gamma priors. However, the Horseshoe prior and other “global-



local” formulations provide tuning-parameter-free solutions which may better

achieve simultaneous rank-sparsity and missing-value recovery. We find these

global-local priors outperform commonly used alternatives in simulations and

in a collaborative filtering task predicting board game ratings.

The third topic is a review and novel perspective on fairness in algorithms. A

substantial portion of the literature on fairness in algorithms proposes, analyzes,

and operationalizes simple formulaic criteria for assessing fairness. Two of these

criteria, Equalized Odds and Calibration by Group, have gained significant at-

tention for their simplicity and intuitive appeal, but also for their incompatibility.

This chapter provides a perspective on the meaning and consequences of these

and other fairness criteria using graphical models which reveals Equalized Odds

and related criteria to be ultimately misleading. An assessment of various graph-

ical models suggests that fairness criteria should ultimately be case-specific and

sensitive to the nature of the information the algorithm processes.
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CHAPTER 1

LUDOMETRICS: LUCK AND HOW TO MEASURE IT

This chapter is a reproduction of Gilbert and Wells [2018], coauthored by

Martin T. Wells.

1.1 Introduction

1.1.1 Ludology and Ludometry

Game theory tends to concern itself with relatively simple games like Von-

Neumann matrix games, auctions, and combinatoric games with reducible com-

plexity. These games are useful to game theorists partially because their solutions

are within reach. They are useful to economists and biologists because they can

be used to explain simple emergent phenomena from complex scenarios. But

these games aren't particularly fun.

The games we play for fun are quite different, whether they are board games,

video games, or sports. These games are outside of the realm of mathematical

tractability by design. Board games like Chess have such expansive and irre-

ducible game trees that the “skill-cap” is effectively infinite. Meanwhile, the

athletic component of sports cannot be modelled by a game theorist without

significant abstraction. In general, the purpose of these games is not to be solved,

but to spur competition and provide an experience for the players and spectators.

It is interesting, therefore, to study these games not just from the perspective of

finding optimal solutions, but to understand how they foster a compelling com-

petitive environment for necessarily sub-optimal players. The study of complex
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games, their mechanisms, and the experience that they foster in players has been

called “ludology”.

Studies of complex real-world phenomena ought to use empiricism to orient

and evaluate models. Just as economics uses econometrics to study economies

as they exist in the real world, our pursuits in ludology might be accompanied

by some “ludometrics.” Modern online gaming platforms log an unprecedented

wealth of information about who is playing which games, how the games unfold,

and who wins. We can use this data to shed light on the quantitative aspects of

our ludological theories.

A pressing ludometric concern is the precise measurement of luck. System-

atically quantifying luck would allow a ludologist to rigorously answer urgent

questions such as “do European board games have less luck than American

board games?” or “have video games become more luck-based over time?” First,

we must agree on a definition of luck.

1.1.2 Beyond Extra-Agential Luck

A good ludometric definition of luck should be authentic and useful. An authen-

tic definition would capture what laymen mean when they use the word “luck.”

A useful definition would be specific, unambiguous and facilitate the practical

measurement of luck.

However, the word “luck” can be used in multiple, contradictory ways. An

“extra-agential” (outside of the player) view holds luck to be “the variation in

player outcomes due to forces outside any player’s control.” By this definition,
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only factors such as dice, cards, spinners, weather, and random matchmaking

are considered eligible sources of luck. We insist on a broader definition of luck,

because an extra-agential concept of luck is neither authentic nor useful.

It isn't useful because it doesn't facilitate the precise measurement of luck

except in the simplest of games. In most real games, the impact of dice and cards

on the outcome is complex and mediated by player choices in intricate ways. It

isn't clear how we should account for the interactions between random events

and player choice; attempting to quantify the impact of one or the other would

require detailed modelling of both or else a host of unrealistic assumptions.

But more importantly, this definition isn't authentic, because it places Rock

Paper Scissors alongside Chess in the category of games with no luck whatsoever.

While psychological exploitation yields some advantage in Rock Paper Scissors,

it is commonplace for a novice to beat an experienced player, which is not the

case in Chess. When we play Rock Paper Scissors, we do not feel as though we

have much control over the outcome of the game, and when we win or lose,

it says very little about our true Rock Paper Scissors ability, regardless of our

opponent. These are the conditions under which the outcome of a game can be

considered “lucky.”

Here we will discuss two works which broaden the definitions of luck to

include agential factors.

The Success Equation

The popular book The Success Equation: Untangling Skill and Luck in Business,

Sports, and Investing [Mauboussin, 2012] discusses at length the concept of luck,
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where it is found, and why knowledge of luck content in real-life endeavors as

well as games is useful. Malboussin offers three heuristics for identifying where

an activity can be placed on the “luck-skill continuum.“ When participating in

activities which are high in luck,

• The outcomes are highly unpredictable

• Great advantages cannot be achieved through learned, repeatable behavior

• The amount of “reversion to the mean” in performance is high.

These criteria allow for a great many sources of luck which are least partially

agential. These sources are categorized in the next section.

Characteristics of Games’s Typology

Characteristics of Games [Elias et al., 2012] lays a groundwork for ludology with

useful definitions and concepts applicable to complex games. Most pertinently,

this work enumerates the potential sources of luck as follows:

• Type I Luck or overt randomness is that which arises from physical ran-

domizers such as dice, cards and spinners.

• Type II Luck is that which arises due to simultaneous decision making.

• Type III Luck is that which arises due to human performance fluctuating

unpredictably in complex circumstances.

This typology more explicitly expands the definition of luck to incorporate

agential factors, casting extra-agential luck as merely one type of three. Type
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II luck is justified by the fact competitive games with simultaneous decisions

generally encourage players to act unpredictably, motivating game theorists to

model player strategies as intrinsically random. Though Rock Paper Scissors

is devoid of Type I Luck, the Nash Equilibrium strategy [Fisher, 2008] is to

choose each symbol with probability 1
3 . Players loosely aspiring to this model

will produce outcomes so arbitrary that the game is often used as a substitute

for overt randomization when there are no dice in the room, hence Type II Luck.

See Rubinstein [1991] for further discussion of interpreting game theoretical

equilibria in real play.

Type III Luck is more suspicious. A player’s performance fluctuates from

game to game; he may occasionally notice a particularly clever move in Chess, or

he may trip over his feet in a game of Tennis. These anomalies can be unilaterally

attributed to a player, so why should they be factored into luck? Elias et al. [2012]

concisely argues for the necessity of Type III Luck with the hypothetical game

Guess the Digit of Pi. In this game, one player chooses an eight-digit number, and

the other player must name that digit of π in 10 seconds or else lose the game. It

is beyond a humans capacity to calculate the solution so quickly (or memorize

so many numbers), so most of the time, the player is compelled to guess. This

game is devoid of Type I or Type II Luck, and thus suggests a third type of luck

emergent from players facing intractability.

Some of this same intractability can be found in Chess’s unfathomable game

tree, which suggests that Chess has at least some luck. This claim can be a

sticking point for those who relish the idea of a game of “pure skill.” However,

this categorization was hardly defensible in the first place; a random number

generator could beat Magnus Carlsen once every few heat-deaths of the universe,
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and the reason is unlikely due to the machine suddenly acquiring a high level of

skill, and then immediately relinquishing it.

There is one source of luck missing from the typology of Elias et al. [2012],

which we will call

• Type IV Luck: luck due to matchmaking.

We motivate Type IV Luck as follows. First consider a population of Rock

Paper Scissors players, each of whom will be matched with a random opponent

for a single game of Rock Paper Scissors. Because players will only need to throw

one symbol, each has chosen his move in advance. The players’ strategies are

therefore deterministic, so whether a player wins or loses depends entirely on

the random selection of his opponent. Without a concept of “matchmaking luck,”

this game has no luck whatsoever. However, if players were to choose their

moves a split second after matchmaking rather than a split second before, the

game would suddenly be almost entirely luck. Thus, a non-arbitrary definition

of luck must accommodate uncertainty due to matchmaking.

While Rock Paper Scissors serves as an extreme example, any game or tour-

nament which selects a player’s opponents unpredictably will exhibit Type IV

Luck. Type IV Luck is especially salient in collectible card games like Magic: the

Gathering in which players pre-construct personal decks of cards to pit against

other players. Each deck is relatively strong against certain decks and weak

against others. An important facet of an advanced strategy involves anticipating

the composition of the population of one’s opponents in order to construct a

deck which fills the most efficient niche. However, one’s deck choice pays off

only probabilistically; it is perfectly possible to be repeatedly matched against

6



the deck which is your deck’s Achilles heel.

It is particularly obvious in the case of pre-constructed decks that a random

advantage or disadvantage is attained at the time of matchmaking. But these

decks can serve as a metaphor for the multidimensional strengths and weak-

nesses inherent to our strategies whenever we play a complex game. In a Chess

tournament, a player brings with her only her experience. However, she may be

lucky enough to be matched with a series of players all of whom have had little

experience dealing with her preferred opening.

1.1.3 Previous Methods for Measuring Luck

Exhaustively sourcing and categorizing luck is interesting to the game designer

and ludologist, because different types of luck may result in subjectively different

player experiences. But this typology does not directly allow us to quantify the

total amount of luck in a game. For example, while we know that die rolls are

a source of luck, a game wherein a single die roll decides the outcome likely

has more luck than a game with many die rolls which influence and depend on

player choices. The total luck depends not on the number of die rolls but on the

extent to which these die rolls influence the outcome of the game.

Characteristics of Game’s Method

In addition to categorizing sources of luck, Elias et al. [2012] proposes a concep-

tion of a game’s total luck content as follows. For a given two-player game, we

could carefully select players from the population of players and line them up so
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that each would have at least a 60% win-rate against the player to their right. We

could then characterize the total skill content of a game by the longest skill chain

we could construct from the population of players of that game. A game like

Chess would have a long chain with 10-15 players, whereas a game like Yahtzee

may only have a chain 2-3 players long, indicating that Yahtzee has far more

luck than chess. While this method would be difficult to execute, we agree that it

essentially captures the amount of luck in a game (albeit in low resolution), and

note the following features of this conception of luck:

• It is contingent on the population of players.

• It does not depend on the particulars of how a given match transpires,

but only on the relationship between the players and their likely match

outcomes.

• It is counterfactual in the sense that it depends not on matches which

necessarily occurred, but upon hypothetical matches against certain repre-

sentative opponents from the population.

The Success Equation’s Method

Mauboussin [2012] proposes a more practical method for measuring luck with

similar features. To quantify the amount of luck in various professional sports,

Malboussin uses the following procedure:

Using the schedule of matches for a season of the given sport with T teams,

where each team i ∈ {1, . . . ,T } has played n games.

1) Compute pi, i ∈ {1, . . . ,T }, the proportion of games won for each team.
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2) Compute V = 1
T−1

∑T
i=1(pi − p̄)2, the sample variance of the team win-rates.

3) Set V0 = .25n, the hypothetical variance of the win-rates if the game were in

fact pure luck.

4) Then the amount of luck in the game is V0/V .

Thus, if the population of teams exhibits a great spread in win-rates, the game

will have be considered low in luck, whereas if all of the teams have about a 50%

win-rate, the game will be considered high in luck. Mauboussin [2012] uses this

method to construct an approximate luck-skill continuum of professional sports,

finding that NHL seasons are relatively high in luck, whereas NBA seasons are

relatively low in luck.

This definition is population contingent and depends only on the match

schedule including the outcomes. However, it is not counterfactual, in that

team win-rates, which depend on the opponents each team happens to face,

are used directly in the formula for luck. We view this as a weakness: some

teams will happen to be matched against relatively strong opponents, and their

win-rates will suffer. Thus, this method confounds sampling happenstance in

match schedules with the effect of team skill. Furthermore, this method requires

perfectly balanced data, and thus does not generalize well beyond professional

sports.

1.1.4 Defining Luck

Here we offer our own general concept of total luck, which elaborates on the

spirit of the previous conceptions. We will then formalize our definition mathe-

matically in Section 1.2.
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Table 1.1: Examples of skill-content and luck-content combinations.

Low Skill High Skill

Low Luck Tic-Tac-Toe Chess

High Luck Slots Poker

The amount of luck in a game is somehow related to a concept of skill.

However, the common conception that games exist on a spectrum between “skill-

based” and “luck-based” is overly simplistic. As Elias et al. [2012] explains,

games can exist with any combination of “skill-content” and “luck-content”

levels. Table 1, from Elias et al. [2012], illustrates that Poker and Chess are games

with undiscovered skill-caps, but the results of each individual hand of Poker

are quite arbitrary.

This concept of “total skill” is mercurial. When we refer to a player’s level

of skill at a particular game we refer to his propensity for playing it, whether

due to advanced knowledge or tailored athleticism. A player’s skill varies only

slowly over time, as opposed to his performance, which may fluctuate greatly

from game to game.

Furthermore, skill is multidimensional; a player may excel at one aspect of

a game while remaining weak at others. Chess players have been known to be

weak to certain openings and strong against others. In certain games, Player A

may usually beat Player B, who usually beats Player C, who usually beats Player

A.

Finally, skill cannot be determined solely from a player’s game outcomes.

The best Poker players are more “skilled” at Poker than the best Bezique players

are at Bezique, even though they may achieve similar win-rates. Poker boasts a
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committed community of players who have won their mastery through years of

study using wisdom developed for decades; it is difficult to rise to the top of the

scene. Bezique, on the other hand is played casually by an obscure smattering of

card game hobbyists; a moderately motivated individual could expect to become

one of the best players within months or years [Carlisle, 2009].

1.1.5 “Returns to Skill” and Luck

Thus, in order to relate luck and skill, we should make use of the concept of

“Returns to Skill” (RS) from Elias et al. [2012]. The returns to skill is the degree

to which skill, differentially expressed within a population, determines player

outcomes.

Suppose a game has a corresponding population of players. In theory, each

player has a probability distribution over the outcomes they would attain if

matched with an opponent (or set of opponents) uniformly at random from the

population. For instance, a chess player rated 1300 may have about a 20% chance

of winning against a random opponent, and a 2000-rated player may have a 95%

chance of winning against a random opponent. Then RS is a measure of how

much these marginal player outcome distributions vary over the population.

Luck is complementary; a game in which knowing the player told us little about

his outcome distribution would be low in RS and high in luck.

This definition is authentic and useful. It is authentic because it attributes a

regularity in skill to players and relegates the fluctuations in player performance

to luck. Moments in games which fail to reflect the regular component of a

players skill are precisely those which are considered “lucky,” regardless of
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whether they arise from dice or entirely agential chaos. Further, this definition

allows us to ascertain the amount of luck in a game using only data which

identifies its players and their outcomes - the game itself may as well be a

black box. The methodology for ascertaining luck is developed in the following

sections.

Before doing so, we elaborate on two essential features of RS and luck.

Population Contingency

RS and luck in a game depend on the population. This is unavoidable. If the

population of players is limited to those with very similar skill, the RS will

be found to be low and the luck will be found to be high. Thus, to compare

the amount of luck inherent to different games, we will need to assume that

the reference populations have similar distributions of expertise. We may also

consider the amount of luck in a game with respect to a sub-population; for

instance, we might find that amateur Chess is luckier than amateur Go, but

professional Chess has less luck than professional Go. With some additional

assumptions and modelling, we may be able to satisfy questions about the luck

associated with a theoretical population, such as a “standard population with a

certain distribution of hours of experience.

Uniform Matchmaking

RS and luck depend on the distribution of player outcomes under uniformly

random matchmaking. We dont usually find uniform matchmaking in the wild.

Players often match themselves against similarly skilled opponents, especially

in the case of competitive video games, for which sophisticated matchmaking

systems ensure a near 50% win-rate for every player. The reason we do not
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conclude that all of these games are pure luck is because we occasionally have

the pleasure of watching a seasoned professional trounce a novice. The RS of

a game is determined by what would hypothetically happen between players

of different skill levels, even if they never play each other. In the absence of

uniformly matched data, we must use some assumptions and modeling to extract

this hypothetical information from the arbitrarily matched data we do observe.

1.2 Ludometric Definitions

1.2.1 Discrete Outcome Games

For the purpose of studying player outcomes, let the n-player version of a game

G be represented by Gn = {O,A,M,P}. Here,

• O is the set of possible outcomes.

For example, in Chess,

O = {{Win, Lose}, {Tie, Tie}, {Lose, Win}}

In an n-player game of New Angeles, where any number of players may win as

long as at least one player loses,

O = {o ∈ {Win, Lose}n |
n∑

i=1

1{oi=Lose} ≥ 1}

• A is a finite population of players (“Agents”). For a game with a population

of A players, A = {1, 2, . . . , A}.
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• M is a “matchmaking” probability function with domain An, the set of all

combinations of n players from A.

• P = {PA | A ∈ An} is a set of probability functions, each over the outcomes

O, which depend on the set of players, A.

Thus an instance of game Gn is a random variable G = {O ∈ O,A ∈ An}, where

A ∼ M and O|A ∼ PA. Our formulation of Gn is reminiscent of the theory of

games and statistical decisions framework developed in Blackwell and Girshick

[1954].

Notation: We write A = (A1, A−1) and O = (O1,O−1). Thus O1 is the outcome

associated with player A1. (The order of this player vector should not be conflated

with in-game seating, which should be arbitrarily assigned during the game).

Let O(1) = {o1 | ∃ o−1 s.t. (o1, o−1) ∈ O} be the space of possible outcomes for an

individual player. Let A(−1)
a1 = (A\a1)n−1, the possible opponent sets contingent

on a1. Then let O(−1)
o1 = {o−1|(o, o−1) ∈ O} be the space of possible outcomes for the

remaining players contingent on o1.

For o ∈ O(1) and a ∈ A, let

Pa(o) ≡ P(O1 = o | A1 = a)

=
∑

a−1∈A(−1)
a

∑
o−1∈O(−1)

o

M(A−1 = a−1 | A1 = a)P(a,a−1)(O1 = o)

P(o) ≡ P(O1 = o)

=
∑
a∈An

∑
o−1∈O(−1)

o

M(A = a)Pa(O1 = o)

Thus Pa is the distribution of outcomes for a particular player a under match-

making system M, and P is the overall population’s distribution of outcomes
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under matchmaking system M. If M(A = a) =
(

N
n

)−1
for all a ∈ An, M is considered

a uniform matchmaker.

Then the “returns to skill,” S, in Gn is defined as:

S ≡

∑
o∈O(1)

P(o) log P(o) − 1
N

∑
a∈A

∑
o∈O(1)

Pa(o) log Pa(o)∑
o∈O

P(o) log P(o)
(1.1)

=
I(O1, A1)

H(O1)
under a uniform matchmaker. (1.2)

where I(O1, A1) is the mutual information between a player and his outcome,

and H(O1) is the unconditional entropy of O1. Thus S is a measure of relative

information, 0 ≤ S ≤ 1, and the “luck” in Gn is:

L ≡ 1 − S. (1.3)

1.2.2 Continuous Outcome Games

For some games, we might want to consider a continuous outcome space; for

instance O = Rn, as in a betting game with arbitrary monetary outcomes.

In this case, we replace our discrete probability mass functions with densities:

for o ∈ O(1), P = { fa | a ∈ An}, fa(o) ≡ fO1 |A1(o), and f (o) ≡ fO1(o).

Information theoretic quantities do not retain all of their properties in the con-

tinuous setting. Here, H(O) may be negative, and thus the relative information is

no longer a natural probabilistic representation of luck. In this case, we might

define

S = 1 − exp


∫

o∈O(1)
f (o) log f (o)do −

1
N

∑
a∈A

∫
o∈O(1)

fa(o) log fa(o)do

 (1.4)

= 1 − exp{−I(O1, A1)} under a uniform matchmaker. (1.5)
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Then 0 ≤ S ≤ 1 and we may once again define luck as L = 1 − S.

Due to the relative rarity of games with continuous outcomes, we will focus

the remainder of the discussion on discrete outcome games.

1.3 Estimation

The game outcome set O is inherent to the rules of a game, and we assume the

population of players A is known. The definition of luck is contingent on a

uniform matchmaker M. Therefore, in order to quantify the amount of luck in a

game, we need only estimate Pa for each player a ∈ A.

If we were lucky enough to observe a large number of uniformly-made

matches, we could quite simply estimate each Pa using P̂a, the empirical distribu-

tion of each player’s outcomes, unconditional on the opponents.

However, in the ubiquitous case we observe arbitrarily matched, unbalanced

data, we require some assumptions and modeling.

1.3.1 Skill Models

Let s = {sa ∈ S , a ∈ A} be a set of skill levels associated with the population of

players. Usually skill levels are scalar, i.e. S = R, but we may consider multi-

dimensional skill levels, e.g. S = Rq. We will often need to constrain the skill

levels (to mean 0, for instance). Therefore, let S = {s ∈ S n | c(s) ∈ C}.

To construct a skill model for P, we assume, for o ∈ O and possibly some
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parameters θ ∈ Θ, Pa(o) = Pθ
sa

(o), i.e. the outcome probabilities depend on the

players only through their skill levels.

Suppose we observe a set of arbitrary matches (oi, ai) for i = 1, . . . ,m. Under

the assumption

oi
i.i.d
∼ Pθ

sai
for i = 1, . . . ,m

a maximum likelihood rule for P is:

(θ̂, ŝ) = argmax
θ∈Θ,s∈S

m∏
i=1

Pθ
sai

(oi). (1.6)

Bradley-Terry Model

The Bradley-Terry Model [Bradley and Terry, 1952] is a well-known model for

inferences from paired comparisons. For the Bradley-Terry model for two-player

games without ties, let

O = {{Win, Lose}, {Lose, Win}}, S = R,
∑

a∈A sa = 0, n = 2, and

Pa1,a2(o) =


1

1+e−(sa1−sa2 ) if o = (Win, Lose)

1
1+e(sa1−sa2 ) if o = (Lose, Win).

(1.7)

This model can be interpreted as a “latent performance model,” wherein

players exhibit performances in each game randomly distributed about their skill

levels.

Let

Yai

ind
∼ EV1(sai , 1) for i = 1, 2

be each player’s unobserved random performance, where EV1 is the Type-1
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Extreme Value or Gumbel distribution [Gumbel, 1954]. Then if

O|Ya1 ,Ya2 =


(Win, Lose) if Ya1 > Ya2

(Lose, Win) otherwise
(1.8)

it follows that (1.7) holds.

This Bradley-Terry model is equivalent to a logistic regression model with

coefficient parameters s, a canonical (logit) link function and design matrix x,

where the ith row of x, xi· = ea1 − ea2 where ei is the unitary vector with 1 at

index i. This matrix has rank A − 1, but the constraint
∑

a∈A sa = 0 guarantees an

identifiable model.

Probit Models

In some cases, especially for tractability in Bayesian models, we may prefer to

replace the extreme-value distributed player performances with Gaussian player

performances. In an n-player game, let

Yai

ind
∼ N(sai , 1) for i = 1, . . . , n. (1.9)

For instance, a 2-player game using model (1.8) yields

Pa1,a2(o) =


Φ

( sa1−sa2√
2

)
if o = (Win, Lose)

Φ
( sa2−sa1√

2

)
if o = (Lose, Win),

(1.10)

where Φ(·) is the cumulative distribution function of the standard normal distri-

bution. Again, this model is a binary regression model as above but now with

a probit link function. For simplicity, we proceed using probit links, but the

principles discussed generalize to common link functions.
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Ties

Extending our models to accommodate tied games will be sufficient for the vast

majority of 2-player games. Introducing a tie threshold t yields:

O|Ya1 ,Ya2 , t =



(Win, Lose) if Ya1 − Ya2 > t

(Tie, Tie) if − t ≤ Ya1 − Ya2 ≤ t

(Lose, Win) if otherwise

(1.11)

for some t ∈ R+. Using the latent performance model in (1.9), the outcome

probabilities are:

Pt
a1,a2

(o) =



Φ
( sa1−sa2−t

√
2

)
if o = (Win, Lose)

Φ
( t−(sa2−sa1 )

√
2

)
− Φ

(
−t−(sa1−sa2 )

√
2

)
if o = (Tie, Tie)

Φ
(
−t−(s1−s2)
√

2

)
if o = (Lose, Win).

(1.12)

This model is no longer strictly a GLM but a “cumulative link model” [Chris-

tensen and Brockhoff, 2013, Greene and Hensher, 2010]. Nonetheless, Burridge

[1981] has shown that in this case (1.6) is concave, so global maximization is

straightforward.

Multiplayer Games

For multiplayer games without ties, it would be natural to use a skill model

equivalent to the multinomial generalized linear model [Agresti, 2003]. Thus

O|Ya = “Player a j Wins” if Ya j ≥ Ya1 , . . . ,Yan . (1.13)
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Again, using model 1.9 results in

Pa(o = “Player a j Wins”) =

n∏
k=1
k, j

Φ

(
sa j − sak
√

2

)
. (1.14)

Latent Performance Based Luck Metrics

The metric L is quite general, as it depends only on the assumption that there

exist for each player fixed probabilities that they will achieve various outcomes

for each combination of opponents. For example, in a two-player game without

ties, L depends on all of the win probabilities {pi j|i , j; i, j ∈ A}, with only the

constraint that Pi j + P ji = 1, thus having
(

A
2

)
free parameters. In theory, we could

estimate these probabilities entirely non-parametrically from enormous balanced

data sets in which all combinations of players are represented, but generally we

are compelled to use skill models.

Contingent on these more constrained models, simpler metrics may have

more intuitive force. In a unidimensional latent performance skill model, we

may consider an alternate quantification of luck and returns to skill. Let S = R,

and
∑

a∈A sa = 0. Then let

`2(s) =
1

1 + 1
n

∑
a∈A s2

a

= 1 − ¯s2(s). (1.15)

Then `2(s) ∈ [0, 1] and can be interpreted as a measure of the fluctuation in

player performance (fixed to 1) from game to game relative to the spread of

player skill levels amongst the population. A further simplification is contingent

on the assumption that the skill levels are normally distributed in the population:

s ∼ N(0, σ2
sIn). (1.16)
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In this model, the skill levels are latent variables, and as in a random-effects

model, we may study the similar quantity

`2(σs) =
1

1 + σ2
s

= 1 − ¯s2(σs) (1.17)

which is an “intra-player” correlation.

Because `2(s) and `2(σ) depend only on variation in skill levels and perfor-

mances, they do not depend on the specific nature of the game outcome (binary,

ordinal, or multinomial with various numbers of categories). Therefore, they may

be especially useful in comparing the amount of luck across games at different

player counts.

1.3.2 Fitting Algorithms

The following algorithms can be used to estimate L and `2 in two-player games

with ties under different assumptions. The first, a frequentist algorithm, corre-

sponds to a model with fixed skill levels, while the second, a Bayesian algorithm,

corresponds to the hierarchical model in which the skills are normally distributed

in the population. As shown in Section 1.4, the second algorithm is especially

useful in the common case of highly unbalanced outcome data.

Method 1: Skill Estimation

Suppose there is a population of A players, and a set of n games observed. In

game i, player a1i with skill level sa1i competes against player a2i with skill level
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sa2i , i ∈ {1, . . . , A}. Let oi be the outcome of the game, where

oi =



1 if player a1i wins

0 if the players tie

−1 if player a2i wins.

Then using the model in 1.11, the data likelihood to be maximized is

l(o; a, t) =

n∑
i=1

log P(Oi = oi).

Let xi· = ea1 − ea2 where ei is the unitary A-dimensional vector with a 1 at index

i. Then x is the n × A design matrix in this cumulative link model. Note that x is

extremely sparse with only 2n nonzero entries.

There are two obstacles to fitting the model using straightforward likelihood

maximization. The first is that the matrix x is column-rank deficient. Consider

a graph G of the population of players, with edges connecting any two players

who have played a least one game together. The rank of x is A − K where K is the

number of separate subgraphs of G.

The second obstacle is that in data sets containing data on some players

who have played few games, there are likely to be some players who have only

ever lost or only ever won. This is a case of perfect data separation, and the

maximum likelihood estimate for the skill levels of those players does not exist.

The algorithm will produce extremely large estimates for those players’ skill

levels, and consequently the `2(s) for the game will be found to be extremely low.

The first obstacle can be solved by including constraints in the model of the
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form
∑Ak

a=1 ska = 0 for k ∈ {1, . . . ,K}. Thus every subcommunity of players must

have skill levels centered at 0.

A second solution, which addresses both challenges, is to introduce a small

ridge penalty which obviates the need for constraints and prevents oversized

skill level estimates due to perfect separation. Using this strategy, the penalized

loss function is

lλ(o; s, t) =

n∑
i=1

log P(Oi = oi) − λ||s||22

=

n∑
i=1

li − λ||s||22

where

li =



log(1 − Φ( t−x>i· s√
2

)) if oi = 1

log(Φ( t−x>i· s√
2

) − Φ(−t−x>i· s√
2

)) if oi = 0

log(Φ(−t−x>i· s√
2

)) if oi = −1.

The Newton-Raphson algorithm [Lange, 2004] for optimizing this loss func-

tion is: st


j+1

=

st


j

−
(
∇2(lλ(o; s, t))

)−1
∇(lλ(o; s, t)). (1.18)

∇2(lλ(o; s, t)) and ∇(lλ(o; s, t)) are given in Appendix .1.
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Method 2: Population Variance Estimation

Modeling the population of skill levels and latent performances, we have

s ∼ N(0, σ2
sIA)

yi | s
iid
∼ N(sa1i − sa2i , 2) for i ∈ {1, . . . , n}

oi | yi, t =



1 if yi > t

0 if − t ≤ yi ≤ t

−1 otherwise.

We could use a stochastic EM algorithm [Diebolt and Ip, 1996] to find maxi-

mum likelihood estimates for t and σ2
s , or use a fully Bayesian approach using

prior distributions for these variables. Modeling t conditional on s results in

unacceptably slow mixing times, therefore it is useful to collapse the chain by

modeling t conditional only on σ2
s and y as follows:

σ2
s ∼ Γ−1(aσ, bσ), p ∼ beta(ap, bp) and t =

√
2(1 + σ2

s)Φ
−1(

1 + p
2

)

where Γ−1(·, ·) denotes the inverse-gamma distribution parametrized by shape

and scale, and beta(·, ·) denotes the beta distribution. This allows us to sample

p conditional only on the outcomes, o. The full conditional distributions which

facilitate Gibbs sampling can be found in Appendix .2.
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1.4 Empirical Study

1.4.1 Professional Sports

How much luck is in a single Major League Baseball (MLB), National Football

League (NFL), National Hockey League (NHL) or National Basketball Asso-

ciation (NBA) game for the two competing teams? These games provide a

great place to start because data on the outcomes is widely available (we used

www.sports-reference.com), but also because the skill levels of the teams

can reasonably be assumed to be constant over the course of a season and the

match schedules are well balanced.

First, assuming the model in (1.12), using the regularized sparse cumulative

link model as in Method 1 to estimate L and `2 for each of the three games over

three consecutive seasons (2015-2017), with the results (λ = .3) in Table 2. This

method works reasonably well for NHL, NBA and MLB data, as large number of

balanced matches wash out the effect of the regularization parameter (see Figure

1). However, due to the small number of NFL matches played each year, the

regularization parameter λ largely determines L and `2.
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Table 1.2: L and `2 values using penalized skill estimates with λ = .3

Season Teams Matches L̂ ˆ̀2

2015 32 256 .908 .647

NFL 2016 33 336 .930 .722

2017 32 256 .899 .594

2015 30 1230 .982 .927

NHL 2016 30 1230 .976 .901

2017 31 1271 .973 .890

2015 30 1316 .920 .682

NBA 2016 30 1309 .946 .779

2017 30 1312 .939 .761

2015 30 2429 .987 .945

MLB 2016 30 2427 .988 .949

Figure 1.1: `2 for varying values of λ.

Method 2 provides a convenient Bayesian alternative with error quantifica-
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Table 1.3: Posterior estimate and standard deviation of `2 using aσ = 2, bσ =

1. Thus the prior mean for σ2
s is 1, corresponding to equal varia-

tion in outcomes due to skill and performance.

Season Teams Matches E(`2 | ·) sd(`2 | ·)

2015 32 256 .694 .065

NFL 2016 33 336 .746 .051

2017 32 256 .623 .078

2015 30 1230 .882 .028

NHL 2016 30 1230 .866 .031

2017 31 1271 .855 .033

2015 30 1316 .682 .060

NBA 2016 30 1309 .764 .050

2017 30 1312 .742 .051

2015 30 2429 .898 .026

MLB 2016 30 2427 .901 .024

tion, the results of which are shown in Table 1.3.

Due to the fact that the populations examined by these data sets consist of

the most elite teams playing at the highest level, it would not be reasonable

to characterize the hobbyist version of these sports using these luck metrics.

Regardless of how skill intensive a game is, if we restrict our scope to only the

best players, we will usually find that the outcomes are determined mostly by

luck. Mauboussin [2012] refers to this phenomenon as the “paradox of skill.”

Here the most we can say is that these elite teams are so similar in their high

levels of skill that the outcomes of all of these games are determined mostly by

happenstance. However, NFL teams manifest the most differences in effective
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skill, followed by the NBA, then the NHL, and finally, knowing which MLB

teams are playing seems to give us very little information about who will win.

These results roughly agree with those in Mauboussin [2012], with NBA notably

lower in luck than NHL and MLB. However, whereas we estimate the amount

of luck inherent to each match, Mauboussin necessarily estimates the luck in an

entire season of each game, thus he finds NFL, with its short season, to be high

in luck. We find assessing the single-match luck allows us to more naturally

compare the amount of luck across sports with seasons of different lengths.

1.4.2 Chess and Go

Go is sometimes considered a more opaque game than Chess and less friendly to

beginners. At the professional level, does Chess have more luck than Go?

We use a chess data set from Kaggle.com which contains 65,053 games

played by the world’s top 13,000 chess players over the last 12 years

[Kaggle.com, 2018]. For Go, we use a widely available set of 42,302 professional

games played since 2000 [yenw, 2018].

These data sets are less amenable to Method 1 than the sports data sets, in

which each team plays a moderate number of games. In the Chess and Go data

sets, a large proportion of players have played relatively few games. Thus these

players’ skill levels are largely determined by our choice of λ, and so is our

estimate of L and `2. Setting λ = 0, there is unresolved perfect separation in the

data resulting in infinite skill estimates and the luck metrics found to be 0.

One solution is to use cross validation to find the value of λwhich captures the
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most predictive spread in skill levels. However, optimal values of λ from cross

validation are sensitive to the number of folds in the cross-validation procedure,

and furthermore this estimation procedure does not lead to straightforward error

quantification. Thus Method 2 is attractive here. Below are posterior estimates

of `2 and t for Chess and Go using aσ = 2, bσ = 1, ap = 2, bp = 5 with 250 samples

after a burn-in period of 100 iterates. Note the game of Go does not allow for ties.

On the other hand, professional Chess games in this data set results in a tie 44.1%

of the time!

Table 1.4: Posterior summary statistics for `2(σs) and t for Go and Chess.

Players Matches E(`2 | ·) sd(`2 | ·) E(t | ·) sd(t | ·)

Go 2,312 42,162 .586 .014 0 0

Chess 7,138 64,953 .640 .007 1.03 .008

Thus we conclude that in this population of professional Go players, there is

somewhat more variation in effective skill amongst the players. If we are willing

to assume that these populations represent similar swaths of the highest level of

play for each game, we can claim that at the highest levels, Chess has more luck

than Go.

1.4.3 Race for the Galaxy and Seasons

Moving on to the more niche boardgame world, we analyze data on two games

graciously provided by boardgamearena.com: Race for the Galaxy and Seasons.

Among the reasons to suspect that Race for the Galaxy has more luck are that it is

shorter, actions are selected simultaneously rather than sequentially, and cards
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Figure 1.2: Race for the Galaxy and Seasons are both tableau-building non-
collectable dedicated card games.

are drawn directly from the deck rather than drafted. The advantage of using

data from an online gaming platform like boardgamearena.com is that it may

be reasonable to assume that the population of players playing each game is

quite similar. However, because these players are not professionals, their skill

levels likely change dramatically over the course of their matches. Because our

algorithm assumes skill levels are fixed, we will overestimate the amount of

luck in these games due to the fact that we will attribute changes in skill level to

random fluctuation in performance. In this paper, we will abate this limitation by

using data only for players who, at the time of the match, have played between

150 and 250 games. In that range, we can assume that player skill levels are

increasing quite slowly. Below are posterior estimates of `2 and t for Race for the

Galaxy and Seasons using aσ = 2, bσ = 1, ap = 2, bp = 5 with 250 samples after a

burn-in period of 100 iterates.

Table 1.5: Posterior summary statistics for `2(σs) and t for Race for the Galaxy
and Seasons

Players Matches E(`2 | ·) sd(`2 | ·) E(t | ·) sd(t | ·)

Race for the Galaxy 4,265 21,978 .998 .00007 .006 .0007

Seasons 7,138 64,953 .818 .014 .003 .0005
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It is encouraging to see that both of these more casual boardgames have

considerably more luck than famously “pure-skill” games like Chess and Go. As

expected, Race for the Galaxy has more luck than Seasons; in fact, it seems that

when Race for the Galaxy players who have played between 150 and 250 games

play against one another, the results are almost completely unpredictable. On

the other hand, in Seasons, certain players have discovered strategies which give

them a substantial edge.

1.5 Conclusion

This paper builds on the ludological foundations in Elias et al. [2012], formalizing

the concepts of “Returns to Skill” and Luck. We propose a framework for

thinking about luck which contextualizes the formulations of Elias et al. [2012]

and Mauboussin [2012] and generalizes the methodologies inspired by these

formulations. Furthermore, we have proposed two metrics for luck in games: one

information-theoretical, and one based on Gaussian models for player skill and

performance. We have also proposed two statistical methods for estimating luck:

a maximization algorithm which is fast but often stymied by real-life game data,

and a sampling algorithm which is robust to pathological data distributions.

Empirical evaluations of luck in games provides a grounding for theories

about game mechanisms and populations of players. Although game outcome

data alone does not allow us to distinguish between the amount of luck “inherent

to a game” and the amount of luck manifest in a particular population, with

further assumptions or data about the level of dedication or training of the

players, we can make relevant quantitative statements about games using data
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about matches and their outcomes.

Luck is one of the defining characteristics of games, but we expect that other

aspects of games can be meaningfully quantified. Are there games for which

skill is best modelled as multidimensional? How can we characterize the degree

of player interaction in a game? How do players’ odds of winning evolve over

the course of a game? For quantitative inquiries into intractable games, let’s look

to gameplay data for insights.

32



CHAPTER 2

TUNING FREE RANK-SPARSE MATRIX AND TENSOR COMPLETION

WITH GLOBAL-LOCAL PRIORS

This chapter is a reproduction of Gilbert and Wells [2019], coauthored by Martin

T. Wells.

2.1 Introduction

The problem of imputing missing values into possibly noisy matrices and tensors

has wide-ranging applications. In missing data problems, practitioners use im-

putation to overcome the hurdle of non-response in service of building statistical

models [Rubin, 2004, Sengupta, Nandana et al., 2017, Sportisse et al., 2018]. In

machine learning, various problems can be cast as missing data problems includ-

ing collaborative filtering [Keshavan et al., 2010, Su and Khoshgoftaar, 2009], as

well as image and video denoising, reconstruction, and classification [Yuan et al.,

2018, Ji et al., 2010].

Imputation requires some assumption about the relationship between the

missing values and the values which are observed. By assuming that the matrix

or tensor is low-rank, we can specify the missing values using only a small num-

ber of observations. We will begin by discussing matrices, and later generalize

the discussion to tensors.

If the rank of the matrix is known, completing the matrix is a more straightfor-

ward problem [Geweke, 1996]. However, if the rank is unknown, simultaneously

finding a suitable rank and completing the matrix is a non-convex and compu-
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tationally complex problem [Candes and Plan, 2010, Candès and Recht, 2009].

A predominant frequentist approach yields a convex optimization problem by

relaxing the low-rank assumption into a constraint on the nuclear norm of the

matrix [Recht, 2011, Candes and Plan, 2010].

Meanwhile Bayesian methods use prior distributional information to encour-

age approximate rank sparsity in the matrix a posteriori. Let Θ be an m × n rank r

matrix with missing entries. Θ can be decomposed into “component” matrices,

M (m × K) and N (n × K) where K ≥ r, such that Θ = MN> =
∑K

k=1 M·kN>·k. The

Bayesian approach to adaptive rank estimation is to set K > r and place priors

distributions on M and N which encourage posterior estimates of entire columns

to be exactly or approximately 0.

The most common prior formulation [Babacan et al., 2011, Alquier et al.,

2014, Song and Zhu, 2016] used to induce near-sparsity in the columns of the

component matrices is the normal-gamma prior, here defined as:

M·k ∼ Nm(0,γkIm) and N·k ∼ Nn(0,γkIn)

where γk
iid
∼ G(α, β) for k ∈ {1, . . . ,K}. Here G(·, ·) is the gamma distribution

parametrized by shape and rate, respectively. By setting β to be large, we can put

posterior weight near 0 for each γ encouraging sparse solutions.

For a solution which is unique up a factor of −1 on the columns of the

component matrices, one can control the length and orthogonality of the columns

of the component matrices by restricting them to Stiefel manifolds [Hoff et al.,

2016, Hoff, 2007]. However, it is computationally expensive to do so, because

it introduces complex dependencies a posteriori between the all of the entries
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of the component matrices. By contrast, the unconstrained normal-gamma

formulation does not specify unique posterior component matrices, but affords

highly efficient block Gibbs sampling due to posterior row-wise independence in

the component matrices. Uniquely specified component matrices are not always

necessary as long as Θ is estimated faithfully, and length and orthogonality

constraints do not seem to bolster the estimation of Θ in practice [Song and Zhu,

2016, Alquier et al., 2015].

This problem of selecting a small number of columns to remain non-null is

similar to the problem of variable selection in linear regression. In that setting,

choosing the best subset of variables to include in a model is computation-

ally complex. A classic solution is the Lasso method, in which we relax the

subset-cardinality constraint into an `1 constraint [Tibshirani, 1996]. A Bayesian

analogue to the Lasso is the application of the Laplace prior to model param-

eters [Park and Casella, 2008]. In this model, the maximum-a-posteriori (MAP)

parameter estimates coincide with the estimates produced by the Lasso.

However, newly developed prior distributions have proven more effective in

sparse regression than the Laplace prior, which fails to simultaneously induce

sparsity while efficiently recovering non-null parameters [van der Pas et al., 2016].

Among these are “global-local priors” including the Horseshoe prior [Carvalho

et al., 2010], the Horseshoe+ prior [Bhadra et al., 2017], and most recently the

Inverse-Gamma Gamma (IGG) prior [Bai and Ghosh, 2017].

Returning to the matrix completion problem, we see there is a connection

between the normal-gamma prior and the Lasso. The Laplace distribution is an

exponential scale-mixture of Gaussians, which is a special case of the normal-

gamma prior. Indeed, MAP estimation in the normal-gamma case is equivalent to
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using a group-Lasso penalty on the columns of the component matrices [Alquier

et al., 2014]. Having developed an instinctive aversion to all things Lasso and

`1-penalized, we will instead adapt these global-local priors to the group-case

and use them to model the columns of the component matrices M and N.

One advantage to these global-local priors is that they are tuning-parameter

free. As we will demonstrate, the results using the normal-gamma prior are quite

sensitive to the choice of β, which corresponds to the tuning parameter in the

Lasso. This parameter ought to specify the level of sparsity, which is usually

unknown a priori. Learning the global shrinkage parameter with these global

local priors avoids the need to use cross validation. Furthermore, the global-local

priors result in sparser solutions and better estimates than the normal-gamma

prior, both in simulations of low-rank incomplete matrices and in real data.

In this paper, we use the following notational conventions unless otherwise

noted. Vectors are indicated by bolded lowercase letters and symbols, such as

ρ and φ. Matrices and tensors are indicated by bolded uppercase letters and

symbols such as M and Θ. Mi· refers to a column vector formed by the entries

of the ith row of the matrix M, and M· j refers to a column vector formed by the

entries of the jth column of the matrix M. Vec(A) refers to the column vector

formed using the entries of a set of scalars,A. For a length-n vector of indices

v, Mv j is vec({Mvi j | i ∈ {1, . . . , n}}). Furthermore, Mv· refers to the matrix with jth

column Mv j, and Mi· refers to the matrix with ith row Miv.

For two column vectors v and w length m and n respectively, v ⊗ w is their

outer product, vw>. By extension, for several vectors v(1), v(2), . . . , v(K) with lengths

m1,m2, . . . ,mK respectively, v(1) ⊗ v(2) ⊗ · · · ⊗ v(K) is the m1 × m2 × · · · × mK mode-K

tensor T such that
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Ti1,i2,...,iK = v(1)
i1

v(2)
i2
· · · v(K)

iK
.

For two matrices of the same dimensions, M1 and M2, M1 �M2 indicates an

element-wise matrix product.

We use N(·, ·) to denote the univariate normal distribution parametrized

by mean and variance, and NK(·, ·) to denote the K-dimensional multivariate

normal distribution parametrized by mean and dispersion. C+(·, ·) is the Cauchy

distribution truncated to the positive part, parametrized by location and scale.

G(·, ·) is the gamma distribution parametrized by shape and rate. G−1(·, ·) is

the inverse gamma distribution parametrized by shape and scale. IG(·, ·) is the

inverse Gaussian distribution parametrized by mean and shape, and GIG(·, ·, ·) is

the generalized inverse Gaussian distribution parametrized as in Johnson et al.

[1994].

2.2 Rank-Sparse Matrix Completion with Global-Local Priors

Let Y be an m × n random matrix with a potentially large number of missing

entries. Le S = {(i, j)|Yi j is not missing}. We will complete Y by assuming that

it is the sum of a centered mean matrix, row and column intercepts, an overall

intercept, and Gaussian noise, that is,

Yi j = Θij + ρi + ω j + µ + Ei j (2.1)

where Θ is an m × n mean matrix, ρ and ω are vectors with lengths m and n
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respectively such that
∑m

i=1 ρi = 0 and
∑n

i=1 ωi = 0, µ is a scalar, and E is an m × n

error matrix with Ei j
i.i.d.
∼ N(0, σ2).

We also assume, the rank of Θ, rank(Θ) ≡ r < min(m, n), thus there exist

(non-unique) m × r and n × r component matrices M∗ and N∗ such that

Θ = M∗N∗>. (2.2)

2.2.1 Prior Formulation

Under the model in (2.1) we aim to learn the true rank r of Θ. Expressing 2.2 in

terms of vectors it follows that

Θ = MN> =

K∑
k=1

M·kN>·k

where M and N are m × K and n × K augmented component matrices, with K > r

columns. We choose K > r so that we can assign continuous shrinkage priors

to the columns of M and N to encourage all but r columns to become small. We

formulate the mixture priors as

M·k|γk, σ ∼ N(0,γkσ
2Im) and N·k|γk, σ ∼ N(0,γkσ

2In) for k = 1, . . . ,K,

σ2 ∼ G−1(aσ, bσ), and to the the row and column intercept vectors ρ and ω in

(2.1) we assign independent improper uniform priors.

We can express all of the prior formulations we will use in this paper in terms

of the distribution of γk for k = 1, . . . ,K as well as some fixed hyperparameters α,
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β, a, b, and c. The standard priors are taken from Alquier et al. [2014]. Following

Alquier et al. [2014], we set shape parameter for the gamma prior to α = (m + n +

1)/2.

Table 2.1: Prior Formulations for γ

Prior Column Variance Distribution

Traditional

Gaussian γk = V0 (constant)

Gamma γk
i.i.d.
∼ G(α, β)

Global-Local

Horseshoe γk
D
= λ2

kτ
2 where λ2

k
i.i.d.
∼ C+(0, 1)

τ2 ∼ C+(0, 1)

Horseshoe+ γk
D
= λ2

kη
2
kτ

2 where λ2
k

i.i.d.
∼ C+(0, 1)

η2
k

i.i.d.
∼ C+(0, 1)

τ2 ∼ C+(0, 1)

IGG γk
D
= λkτk where λk

i.i.d.
∼ G−1(a, c)

τk
i.i.d.
∼ G(b, c)

If the performance of a method is highly sensitive to the prior hyperparame-

ters, these hyperparameters must be treated as tuning parameters. In the unlikely

situation we know the true level of rank sparsity of the matrix to be completed,

we can choose hyperparameters using this information. Otherwise, we will need
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to use a sample-data-dependent technique such as cross-validation. We find in

simulations that the Gaussian and Gamma methods are sensitive to the choice of

V0 and β, respectively.

However, the Horseshoe and Horseshoe+ methods contain no prior hyperpa-

rameters, as the hierarchical prior structure allows the mixture components of γ

to adapt to the level of sparsity in the data. We therefore consider these methods

“tuning parameter free,” and in practice practitioners can use these priors without

first finding suitable hyperparameter values. The Gamma Inverse-Gamma prior

has a similar property, as we will keep its prior hyperparameters constant. Due

to its global-local construction, this posterior distributions corresponding to the

Gamma Inverse-Gamma prior are not particularly sensitive to the choices of a, b,

and c.

2.2.2 Gibbs Sampler

We explore the posterior distribution of Θ, σ, ρ and ω using Gibbs sampling.

Efficient block sampling is facilitated by the posterior independence of the rows

of the component matrices, M and N. Define the sets of indices

ji = { j ∈ 1, . . . , n|(i, j) ∈ S} for i = 1, . . . ,m

i j = {i ∈ 1, . . . ,m|(i, j) ∈ S} for j = 1, . . . , n

Thus ji is a vector of column indices associated with non-missing entries in the

ith row of Y, and i j is a vector of row indices associated with non-missing entries

in the jth column of Y. Let Γ be the K × K diagonal matrix such that Γkk = γk.

The Gibbs sampling algorithm is run by iteratively sampling each parameter
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or parameter block from its “full conditional distribution,” meaning its distri-

bution conditional on the data, {Yi j | (i, j) ∈ S}, as well as every other model

parameter upon which it depends. For some model parameter θ, the expres-

sion θ | · ∼ F indicates that F is the full conditional distribution of θ. The full

conditional distributions for the component matrices are:

Mi·|· ∼ NK

((
N>ji·

Nji· + Γ
−1

)−1
N>ji·

Yiji , σ
2
(
N>ji·

Nji· + Γ
−1

)−1
)

for i ∈ 1, . . . ,m

N j·|· ∼ NK

((
M>
·i j

M·i j + Γ−1
)−1

M>
·i j

Yi j j, σ
2
(
M>
·i j

M·i j + Γ−1
)−1

)
for j ∈ 1, . . . , n,

with independence between rows of each component matrix. Therefore the

rows of the component matrices can be sampled as blocks, even in parallel.

The full conditional distributions for the intercepts are:

ρi | ·
i.i.d.
∼ N

 1
|ji|

∑
j∈ji

(Yi j −Θi j − ω j − µ),
σ2

|ji|

 1ρ>1=0 for i ∈ 1, . . . ,m

ω j | ·
i.i.d.
∼ N

 1
|i j|

∑
i∈i j

(Yi j −Θi j − ρi − µ),
σ2

|ji|

 1ρ>1=0 for i ∈ 1, . . . ,m

µ | · ∼ N

 1
|S|

∑
{i, j}∈S

(Yi j −Θi j − ρi − ω j),
σ2

|S|

 .
Note that for large matrices, sampling from the constrained posterior distri-

butions for ρ and ω is computationally expensive, but in practice unnecessary.

Sampling from the unconstrained Gaussians and stabilizing the sampling routine

by recentering these vectors after each iteration achieves nearly identical results.
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The full conditional distribution for the noise variance is:

σ2 | · ∼ Γ−1

aσ +
|S|

2
, bσ +

1
2

∑
i, j∈S

(Yi j −Θi j − ρi − ω j − µ)2

 .
Finally, only the way in which we sample the column variances γ depends

on our choice of prior formulation.

Gaussian Priors

Here the column variances are constant. Thus γk | · = V0 for all k in {1, . . . ,K}.

Gamma Priors

Here, the gamma prior is a special case of the Generalized Inverse Gaussian

distribution, which is conjugate to the Gaussian component column entries

[Johnson et al., 1994]. Given the careful choice of α = m+n+1
2 from Alquier et al.

[2014], the posterior simplifies to a an Inverse Gaussian distributed random

variable. Thus

γk | ·
i.i.d.
∼ IG

(
β

||M·k||
2
2 + ||N·k||22

, β2
)

for k ∈ 1, . . . ,K.

Horseshoe Priors

Following Makalic and Schmidt [2016], we represent the positive-Cauchy-

distributed variance terms as mixtures of inverse-gammas to facilitate sampling.

For the Horseshoe formulation, a priori:
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λ2
k | νk ∼ G

−1(
1
2
,

1
νk

) and νk ∼ G
−1(

1
2
, 1) for k ∈ 1, . . . ,K,

τ2 | ξ ∼ G−1(
1
2
,

1
ξ

) and ξ ∼ G−1(
1
2
, 1).

Thus a posteriori, the complete conditional distributions are:

λ2
k | ·

i.i.d.
∼ G−1

(
1 + m + n

2
,

1
νk

+
||M·k||

2
2 + ||N·k||22

2τ2σ2

)
for k ∈ 1, . . . ,K

νk | ·
i.i.d.
∼ G−1

(
1, 1 +

1
λ2

k

)
τ2 | · ∼ G−1

1 + K(m + n)
2

,
1
ξ

+

K∑
k=1

(
||M·k||

2
2 + ||N·k||22

2λ2
kσ

2

)
ξ | · ∼ G−1

(
1, 1 +

1
τ2

)
.

Horseshoe+ Priors

For the Horseshoe+ prior we simply add in an extra pair of hierarchical variance

terms, so we have

λ2
k | νk ∼ G

−1(
1
2
,

1
νk

) and νk ∼ G
−1(

1
2
, 1) for k ∈ 1, . . . ,K,

η2
k | φk ∼ G

−1(
1
2
,

1
φk

) and νk ∼ G
−1(

1
2
, 1) for k ∈ 1, . . . ,K,

τ2 | ξ ∼ G−1(
1
2
,

1
ξ

) and ξ ∼ G−1(
1
2
, 1).

Thus a posteriori, the complete conditional distributions are:
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λ2
k | ·

i.i.d.
∼ G−1

(
1 + m + n

2
,

1
νk

+
||M·k||

2
2 + ||N·k||22

2η2
kτ

2σ2

)
for k ∈ 1, . . . ,K

νk | ·
i.i.d.
∼ G−1

(
1, 1 +

1
λ2

k

)
for k ∈ 1, . . . ,K

η2
k | ·

i.i.d.
∼ G−1

(
1 + m + n

2
,

1
φk

+
||M·k||

2
2 + ||N·k||22

2λ2
kτ

2σ2

)
for k ∈ 1, . . . ,K

φk | ·
i.i.d.
∼ G−1

(
1, 1 +

1
η2

k

)
for k ∈ 1, . . . ,K

τ2 | · ∼ G−1

1 + K(m + n)
2

,
1
ξ

+

K∑
k=1

(
||M·k||

2
2 + ||N·k||22

2λ2
kη

2
kσ

2

)
ξ | · ∼ G−1

(
1, 1 +

1
τ2

)
.

Inverse-Gamma Gamma Priors

For the IGG formulation, the gamma distribution again enjoys conjugacy to the

component column as a special case of the generalized inverse Gaussian distri-

bution, and the inverse gamma distribution is itself conjugate to the component

column. Therefore, a posteriori, the complete conditional distributions are:

τk | ·
i.i.d.
∼ GIG

(
2c,
||M·h||

2
2 + ||N·h||22
λkσ2 , b −

m + n
2

)
λk | ·

i.i.d.
∼ G−1

(
a +

m + n
2

, c +
||M·h||

2
2 + ||N·h||22

2τkσ2

)
.

As in the Gamma formulation, if we set b = m+n+1
2 , the generalized inverse

Gaussian distribution posterior reduces to an inverse Gaussian posterior.

Using the representation of the positive-Cauchy distribution as an inverse-

gamma mixture of inverse-gammas, we can see that all of these prior formula-
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tions are similar in that the component column variance terms γ are products of

some number and combination of gamma and inverse-gamma distributed global

(column-spanning) and local (column-specific) factors.

2.3 Extension to Tensor Completion

In the case of multiway data, we can easily extend this methodology to tensors.

Many frequentist and Bayesian solutions rely on the CANDECOMP/PARAFAC

or “CP” tensor decomposition [Kolda and Bader, 2009, Zhao et al., 2016, Bazerque

et al., 2013]. We notice that by extending the matrix formulation by adding

additional component matrices, we achieve a CP-like decomposition, although,

as in the matrix case, we will not enforce the orthogonality of the columns of the

component matrices.

Suppose that Y ∈ <m1×m2×···×mD is a D-dimensional tensor with a large propor-

tion of missing values. Now S = {(i1, i2, . . . , iD)|Yi1i2...iD is not missing}

Again, suppose the tensor Y is observed with Gaussian noise, thus

Y = Θ + E (2.3)

where Θ is an m1 × m2 × · · · × mD mean matrix and E is an m1 × m2 × · · · × mD

error matrix with Ei1i2...iD
iid
∼ N(0, σ2). For notational simplicity, we will assume

Θ is centered and forego intercept terms in 2.3. However, the incorporation of

intercepts corresponding to any dimensions is straightforward and analogous to

the matrix case in 2.1.

The rank ofΘ, rank(Θ) ≡ r < min(m1,m2, . . . ,mD), thus there exist (non-unique)
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component matrices
{
M(d), d ∈ 1, . . . ,D

}
with dimensions md × r such that

Θ =

r∑
k=1

M(1)
·k ⊗M(2)

·k ⊗ · · · ⊗M(D)
·k (2.4)

Again, we aim to learn the true rank r of Θ in (2.4). We will augment the

component matrices to K > r rows such that

Θ =

K∑
k=1

M(1)
·k ⊗M(2)

·k ⊗ · · · ⊗M(D)
·k

where
{
M(d), d ∈ 1, . . . ,D

}
have dimensions md × K. Now

M(d)
·k |γk, σ ∼ N(0,γkσ

2Im) for k = 1, . . . ,K d = 1, . . . ,D

independent across columns and component matrices. The prior formulations

for γ are identical to the matrix case; see to Table 2.1. As before,

σ2 ∼ G−1(aσ, bσ).

2.3.1 Gibbs Sampler

Again, efficient block sampling is facilitated by the posterior independence of

the rows of the component matrices, M(d), d ∈ 1, . . . , d. Define the indices

i(d1,d2)
l = {i ∈ 1, . . . ,md2 | ∃ (i1, . . . , iD) ∈ S s.t. id1 = l, id2 = i} for l = 1, . . . ,md1 .

Thus i(d1,d2)
l is a vector of indices along dimension d2 corresponding to the set

of entries where id1 = l. Now let
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N(d1)
(l) =

D
�

d2=1
d2,d1

M(d2)

i(d1 ,d2)
l ·

,

where � is an elementwise matrix product. Let Y(d)
(l) = vec{Yi1,...,iD |id = l}. Again, let

Γ be the K × K diagonal matrix such that Γkk = γk.

Thus, the full conditional distributions can be expressed as

Md
l· | · ∼ NK

((
N(d)

(l)
>

N(d)
(l) + Γ−1

)−1
N(d)

(l)
>

Y (d)
(l) , σ

2
(
N(d)

(l)
>

N(d)
(l) + Γ−1

)−1)
.

for d ∈ 1, . . . ,D and l ∈ 1, . . . ,md. Furthermore,

σ2|· ∼ Γ−1

aσ +
|S|

2
, bσ +

1
2|S|

∑
(i1,...,iD)∈S

Yi1,...,iD −

 K∑
k=1

M(1)
i1k ⊗ M(2)

i2k ⊗ · · · ⊗ M(D)
iDk

2
All of the posterior sampling distributions from the component column

variances γ can be preserved from the matrix case with only slight modification.

Those terms which depend on columns of the component matrices M and N in

the matrix case must be extended to depend on the corresponding columns from

all of the component matrices M(1), . . . ,M(D) in the tensor case. For example, the

full conditional distributions in the case of the horseshoe formulation are:

λ2
k | ·

i.i.d.
∼ G−1

1 +
∑D

d=1 md

2
,

1
νk

+

∑D
d=1 ||M(d)

·k||
2
2

2τ2σ2

 for k ∈ 1, . . . ,K

νk | ·
i.i.d.
∼ G−1

(
1, 1 +

1
λ2

k

)
for k ∈ 1, . . . ,K

τ2 | · ∼ G−1

1 + K(
∑D

d=1 md)
2

,
1
ξ

+

K∑
k=1

∑D
d=1 ||M(d)

·k||
2
2

2λ2
kσ

2


ξ | · ∼ G−1

(
1, 1 +

1
τ2

)
.
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2.4 Simulation Studies

In the following simulation studies, we compare the performance of the pro-

posed global-local formulations to the Gaussian and Gamma priors. In the

2-dimensional (matrix) case, we also compare our results to a popular frequentist

matrix completion algorithm, softImpute [Hastie et al., 2015], which is based

on nuclear norm regularization. In each simulation, we generate random low-

rank matrices and tensors using the following procedure. Given the desired

dimensions m1, . . . ,mD, true rank r and scalar column variances vl, l ∈ {1, . . . , r},

we generate D component matrices in which each entry M(d)
i j is an independent

draw from N(0, vl). The simulated mean matrix or tensor is then

Θ =

r∑
k=1

M(1)
·k ⊗M(2)

·k ⊗ · · · ⊗M(D)
·k

to which we add Gaussian noise, thus

Y = Θ + E

where

Ei1i2...iD
i.i.d.
∼ N(0, σ2).

We then select a proportion p of entries to retain uniformly at random, with

the condition that at least one entry from each row and column (and slice, etc.)

remain.

The softImpute algorithm requires a tuning parameter, λ, which specifies

the desired level of rank-sparsity. The Gamma formulation requires a prior

hyperparameter, β, which serves much the same function. In these simulations,
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we will be unusually charitable towards these algorithms by training their tuning

parameters using oracle information for each combination of test parameters.

The Gaussian and IGG formulations also require prior hyperparameters, but

we find ther results of these algorithms are not particularly sensitive to the choice

of hyperparameters. For the Gaussian case, it is necessarily only to choose V0

to be sufficiently large. In the IGG case, following Bai and Ghosh [2017], we set

a = 1, c = 1, and b < .5.

2.4.1 Changing the rank-sparsity

Here we study the performance of the various algorithms under changing levels

of rank-sparsity.

Matrix Case

Here we simulate 100 × 100 matrices, setting σ2 = .5 and vl = 5 for l ∈ {1, . . . , r}

and keeping p = 20% of observations.

For the Bayesian algorithms, we set K = 20. We also set the max rank setting

in softImpute to 20. We attain Bayes estimates from the Gibbs samplers using

100 samples with a thinning factor of 5 after a burn-in of 500 iterations.

For a given estimate of Θ, denoted Θ̂, We calculate the standard error as:

SE =

√√ m∑
i=1

n∑
j=1

(Θ̂i j −Θi j)2.
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The standard errors presented are averaged over 100 trials.

r
2 4 8 16

Horseshoe+ SE .374 .608 1.50 15.8
Horseshoe SE .375 .608 1.50 15.8

IGG

a 1 −−−−−−−−−−−−−−→

b .4 −−−−−−−−−−−−−−→

c 1 −−−−−−−−−−−−−−→

SE .397 .624 1.55 16.7

Gamma β 40 27 12 10
SE .385 .631 1.95 16.2

Gaussian V0 10 −−−−−−−−−−−−−−→

SE .654 1.29 7.17 17.1

softImpute λ 10.4 12.0 18.4 28.2
SE 1.50 3.29 8.50 15.9

Table 2.2: Chosen hyperparameters and performance of several algorithms
over various degrees of rank-sparsity.

We find that even when competing algorithms are tuned with oracle informa-

tion, the global-local priors still achieve the lowest SE, especially at high levels

of sparsity. All of the Bayesian methods outperform softImpute at high levels

of sparsity, but in high-dimensional cases where there is very little information

about the missing entries, softImpute is competitive.

Order-3 Tensor Case

We find similar results for order-3 tensors. The tensors we generate have σ2 = .5,

vl = 5 for l ∈ {1, . . . , r} and dimensions 20 × 20 × 25, keeping only p = 10% of the

entries. For the Bayesian algorithms, we use the same settings as above and tune

the gamma prior using oracle information.

Similar to above, the standard error is:
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SE = ||vec(Θ̂) − vec(Θ)||2.

The standard errors presented are averaged over 100 iterations.

r
2 4 8 16

Horseshoe+ SE .305 .463 .828 35.8
Horseshoe SE .306 .461 .828 36.7

IGG

a 1 −−−−−−−−−−−−−−→

b .4 −−−−−−−−−−−−−−→

c 1 −−−−−−−−−−−−−−→

SE .318 .471 .835 42.7

Gamma β 20 17 15 15
SE .306 .461 .835 42.7

Gaussian V0 10 −−−−−−−−−−−−−−→

SE .425 .568 21.2 62.2

Table 2.3: Chosen hyperparameters and performance of several algorithms
over various degrees of rank-sparsity.

Again, we find that even when the gamma algorithm is tuned with oracle

information, the global-local priors still achieve the same or lower SE, especially

at high levels of sparsity.

2.4.2 Changing the proportion of missing entries

In this experiment, we vary the level of missing observations in 100×100 matrices

while keeping the true rank fixed at r = 4 with column variances vl = 5 for

l ∈ {1, . . . , 4}. As above, for the Bayesian algorithms, we set K = 20. We also set

the max rank setting in softImpute to 20. We attain Bayes estimates from the

Gibbs samplers using 100 samples with a thinning factor of 5 after a burn-in of

51



500 iterations. Again, the standard errors are averaged over 100 iterations.

p
.075 .15 .3 .8 1

Horseshoe+ SE 6.39 .860 .425 .226 .200
Horseshoe SE 6.36 .860 .425 .227 .201

IGG

a 1 −−−−−−−−−−−−−−−−−−−−→

b .4 −−−−−−−−−−−−−−−−−−−−→

c 1 −−−−−−−−−−−−−−−−−−−−→

SE 6.68 .878 .440 .240 .213

Gamma β 15 30 40 50 60
SE 13.7 1.03 .438 .229 .201

Gaussian V0 10 −−−−−−−−−−−−−−−−−−−−→

SE 13.1 5.37 .682 .424 .366

SoftImpute λ 15 13 8 8 8
SE 8.57 5.13 1.62 .349 .366

Table 2.4: Chosen hyperparameters and performance of several algorithms
over varying levels of missing data.

Again, the Horseshoe+ prior formulation generally achieves the best perfor-

mance, although it is very similar to the performance of the Horseshoe. The

Gamma and Gaussian priors perform particularly poorly when there are ex-

tremely few observations. The sparsity inducing structures in the global-local

prior formulations seem essential in rank-sparse scenarios when there are too few

observations for the standard Gaussian formulation to approximate the column

variances using the observed data. Here, the performance of the softImpute

algorithm largely mimics the performance of the Gaussian algorithm.

2.4.3 Rank-Sparsity Recovery

Here we showcase the tendency of the global-local Bayesian algorithms to faith-

fully identify the true underlying dimensionality of the matrix to be completed.
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We simulate 100 × 100 matrices with rank r = 6 and set column variances

v = {6, 6, 3, 3, 1}. Here we retain only p = .15% of the observations. This scree

plot (with values averaged over 100 iterations) demonstrates the the fact that

the output of the Bayesian algorithms concentrates more of the information

about the signal in the first five singular vectors. The Gaussian algorithm and

softImpute disperse more of the information over the full allotment of dimen-

sions. Thus in rank-sparse cases, these sparser formulations may help more

accurately identify the true underlying rank. (We omit the Horseshoe, Gamma,

and IGG algorithm from this plot because their results nearly entirely overlap

the Horseshoe+ results).

By examining Figure 1 the singular values resulting from the Horseshoe+

algorithm, we can easily identify the underlying rank-5 structure. However, we

cannot identify this structure from examining the singular values of either the

Gaussian or softImpute results.
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Figure 2.1: Scree plot with the first 15 singular values of Θ and Θ̂ for three
algorithms: Gaussian (Gauss), Horseshoe+ (HS+), and softIm-
pute (SI).

2.5 Matrix Completion Application: Board Game Ratings

The preeminant website for hobby board game enthusiasts is www.boardgamegeek.com.

The site catalogs information about every board game released, and has over one

million registered users, who rate games on a continuous scale between 1 and 10.

We compiled a data set of votes on the top 200 games by 5,000 randomly selected

users who have rated least 5 of these games. (Users who had suspiciously rated

over 200 games on the site were excluded). We represent this as a 5000× 200 vote

matrix with each row representing a user and each column representing a game.

Here we compare the relative performance of various matrix completion

algorithms on this real data. We randomly select 20% of users and hold out one

of each of their ratings to form a test set, T . For the Gamma and softImpute
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algorithm, we use multiple values of β and λ respectively. For each algorithm,

we calculate the standard error of its predictions as:

SE =

√ ∑
{i, j}∈T

(Yi j − Ŷi j)2

where Yi j player i’s actual rating on game j and Ŷi j is player i’s predicted

rating on game j.

We also compare the percentage of the total variation in rankings explained

by the various models. We define this percentage as

% Explained = 1 −
∑
{i, j}∈T (Yi j − Ŷi j)2∑
{i, j}∈T (Yi j − Ȳ)2

where Ȳ is the average rating across users and games in the test set.

In order to predict user ratings, we include in each of these models row-

wise intercepts representing users’ levels of generosity, columnwise intercepts

representing games’ overall levels of quality, and and overall intercept.

Params Test SE % Explained
Horseshoe+ 1.280 19.4%

Horseshoe 1.287 18.5 %
IGG a, b, c = 1, .4, 1 1.283 19.0%

Gamma
β = 5 1.293 17.8%
β = 30 1.294 17.7%
β = 60 1.293 17.8 %

Gaussian V0 = 10 1.301 17.7 %

SoftImpute
λ = 5 1.369 7.8 %
λ = 20 1.287 18.5 %
λ = 40 1.293 17.8 %

Table 2.5: Chosen hyperparameters and test performance on board game
rating data.
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The relative performances of the various algorithms are largely consistent

with the simulations, but in this case the global local priors perform only slightly

better than softImpute, as long as we choose a suitable correct tuning parameter.

It seems the greatest advantage here to the Horseshoe, Horseshoe+ and IGG

formulations over softImpute are the lack of tuning parameters, indicating their

convenience as default methods. The Gamma formulation seems to be more

robust to its hyperparameter in this situation, but still worse performing overall.

As long as we are modeling this user-game vote matrix in terms of its decom-

position into a de-facto user and game component matrices, we cannot resist

conducting an exploratory factor analysis. This decomposition models user votes

as depending on up to K latent factors, which may be recognizable as game

properties. After normalizing the columns of the component matrices M and N,

we can interpret each Mik as the affinity of user i for game property k, and we

can interpret each N jk as the degree to which game j exhibits property k.

When we position games according to their first two factor scores, Ni1 and Ni2

for i ∈ {1, . . . , 200}, familiar patterns emerge.

We notice in Figure 2 that the coordinates seem to capture two aspects of

games which are generally considered important by hobby gamers. Towards

the bottom left are “lighter” games - they have shorter play time and easier to

understand rules. To the top right of the horizontal axis are “heavier” games -

these games appeal to “core” gamers who don’t mind learning complex rule-sets

and playing for many hours. Orthogonal to this direction, we find an axis that

seems to correspond to a game’s thematic content and flavor. To the bottom right,

we find games with exciting and immersive themes and settings, and to the top

left we find games with subtler and more traditionally European themes and
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settings.

The furthest game to the bottom left on the horizontal axis is Seiji Kanai’s Love

Letter, a card game which only has a handful of different cards and only lasts a

few minutes. Love Letter has a “Complexity” rating on boardgamegeek.com

of 1.20/5, an average of community votes. On the lower left, we also find Uwe

Rosenberg’s Bohnanza, Marc André’s Splendor, and Masao Suganuma’s Machi

Koro, with complexity ratings of 1.67, 1.82, and 1.55 respectively. These games

are all known for the light rule sets which make them suitable “gateway games”

for newcomers to the hobby.

Meanwhile, to the top right we find notoriously formidable and lengthy

games like Helge Ostertag’s Terra Mystica, Vlaada Chvátil’s Through the Ages, and

Chad Jensen’s Dominant Species, with complexity ratings of 3.95, 4.17, and 4.03

respectively. The seeming outlier to the right of the image plot is Vlaada Chvatil’s

Mage Knight, a game notorious for it’s long playtime and complex movement

and fighting mechanisms. Mage Knight has a weight rating of 4.26 out of 5.

Looking to the bottom right we find highly thematic games like Jonathan

Gilmour and Isaac Vega’s Dead of Winter, a zombie survival game, Fantasy

Flight’s Star Wars Rebellion, a game attached to an expensive intellectual property,

and Mansions of Madness, also by Fantasy Flight, one of many games set in a

world of monsters inspired by H.P. Lovecraft. By contrast, at the top left are

games like Andreas Seyfarth’s Puerto Rico, Uwe Rosenberg’s Agricola, and Bernd

Brunnhofer’s Saint Petersburg. These games all take place in historical settings, in

which players peacefully trade goods to maximize their economic returns. Hobby

board game players sometimes call this style of game the “Eurogame,” as this

type of economic resource-management game first become popular in Germany
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in the 1980s and 1990s, when Klaus Teuber’s Settlers of Catan helped bring about

the modern renaissance in hobby games [Woods, 2012]. Various community

members, depending on their preferences, are known either to heavily anticipate

or sneer at “yet another game about trading spices in the Mediterranean.”

We present these interpretations with due modesty considering that the total

amount of variation in ratings explained by all of the factors combined is less

than 20% - it seems that either the noise in user ratings is much greater than the

signal, or else the signal has a structure that cannot be fully captured by this

bilinear model. Furthermore, the positions of the various games along the third

principal component score axis and beyond elude our interpretation.
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Figure 2.2: Board games mapped according to their first two principal
components using results from the Horsehoe+ algorithm.

2.6 Tensor Completion Application: Color Image Recovery

In this section, we test out the tensor completion functionality of our proposed

algorithms. We use the representation of color images as l ×w × 3 tensors; l ×w is

the size in pixels of the two-dimensional image, and there is one matrix slice for

each of the red, green and blue color channels. By applying the low-rank tensor

completion algorithm with intercepts for each dimension we can reasonably
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reconstruct the images even while most of the pixels are missing.

In Table 2.6, we experiment with five different images (all covers of various

classic board games) with different percentages of pixels removed uniformly

at random. For images with few missing pixels, the output for each algorithm

is visually indistinguishable. However, when a high percentage of pixels are

missing, the Gaussian algorithm performs poorly, and the Gamma algorithm

depends heavily on the choice of hyperparameter. This highlights the advantage

of the global-local algorithms as out-of-the-box solutions.

In Table 2.7, we break down the outputs for one particular image (the cover

of the board game Acquire) into low rank reconstructions. We find the r-rank

representations of the completed tensors by computing the 3-mode tensor Single

Value Decomposition (SVD) of the form

Θ = USV>,

where U and V are orthogonal 3-mode tensors, and S is a 3-mode tensor whose

matrix faces are diagonal matrices [Kilmer et al., 2013, Li et al., 2018]. We then

set the (i, i, i)th entry of S to 0 when i > r.

From this breakdown we can see that an accurate reconstruction requires

information from a large number of principal components - in this sense the

images are themselves not particularly low-rank. Thus we may not expect

substantial gains in performance from sparse methods.
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2.7 Blind Source Separation and Changepoint Detection

In this section, we discuss an application of Bayesian matrix decomposition

techniques to a problem in time series analysis1. Here we assume all entries are

observed, though it is straightforward to incorporate the missing data aspect we

have focused on in the rest of this chapter. We aim to find a low-dimensional set

of underlying source signals which have been mixed into a high dimensional set

of observed signals, and in doing so detect two different types of changepoints;

additive outliers and shifts in the means of the underlying signal processes.

There are three main differences between this model and the model for matrix

completion with sparse priors. Firstly, we allow for row-wise error variances in

the observation matrix Y. Secondly, we decompose the right-hand component

matrix N into two “signal matrices” V (0) and V (1) in order to model a mean-process

and a level shift process. Finally, we induce two additional types of sparsity; in

addition to rank-sparsity due to column sparsity in the component matrices, we

also induce row-wise sparsity and element-wise sparsity in the signal matrices.

This facilitates the identification of true additive outliers and mean changes.

Y = MS> + E (2.5)

where M is a m × K mixing matrix, S is an n × K source signal matrix, and E is a

m× n error matrix. We wish to allow for different levels of noise in each row of Y,

thus we let Ei j ∼ N(0, σ2
i ).

We further decompose S as

1The content of this section is based on the paper Zhang et al. [2018] See this paper for a
detailed report of the algorithm and its results in simulations and on data dealing with electric
power consumption
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S = V(0) + D−1V(1), (2.6)

where V(0) is an n × K mean process matrix and V(1) is an n × K matrix of first

differences. D is a differencing matrix, thus D−1V (1) is a matrix of cumulative

mean differences. We will estimate V(0) and V(1) under sparsity in order to detect

outliers and change points respectively in the latent signal.

Mik | γk, σi ∼ N (0, γkσi)

V(d)
jk | γk, φ

(d)
j , λ

(d)
jk ∼ N

(
0, φ(d)

j λ
(d)
jk γk

)

for 1 ≤ i ≤ m and 1 ≤ k ≤ K and 1 ≤ j ≤ n and d ∈ {0, 1}.

Thus as in the matrix completion specification, γ induces column-wise spar-

sity in the component matrices M,V(0) and V(1), while φ induces sparsity in the

rows of signal matrices V(0) and V(1). Finally, Λ, the matrix with i jth entry λi j

induces elementwise sparsity in the signal matrices V(0) and V(1). For each ele-

ment of these parameters, we can choose a global-local prior from Table 2.1. In

Zhang et al. [2018] we use a horseshoe formulation for all of the sparsity inducing

parameters. The derivation of a Gibbs sampling algorithm is similar to the matrix

completion case. The full conditional distributions of the component matrices

are:

Mi· | · ∼ N

((
S>S + diag(γ)−1

)−1
S>Yi·, σi

(
S>S + diag(γ)−1

))
V(d)

j· | · ∼ N
(
B−1

j M>Σ−1C jD(d)−1
j ,B

−1
j

)
where B(d)

j = M>ΣM
(
D(d)D(d)>

)−1
+diag(φ(d)Λ

(d)
j· �γ)−1, C(d)

j = Y−MS>+MV(d)
j· D(d)>

· j,

D(1) is a differencing matrix and D(0) = I.
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The full conditional distribution of the variance terms are more straightfor-

ward and very similar to those exposed in section 2.2.2.

2.8 Conclusion

In this paper, we have presented three new prior formulations for modelling the

components of matrix and tensor decompositions. These models outperform

previous algorithms in the task of matrix and tensor completion in simulations

and in real data examples. In addition, these algorithms require no tuning

parameters, and thus provide convenient out-of-the-box solutions for matrix

and tensor completion which automatically adapt to the underlying level of

rank-sparsity in the data.

Beyond collaborative filtering and image completion, these factorization

techniques can be directly applied to modify existing missing data imputation

techniques based on matrix factorization [Sengupta, Nandana et al., 2017]. The

framework in this paper assumes there is no systematic relationship between

missingness and response, and thus is directly applicable in the Missing Com-

pletely at Random setting [Rubin, 2004]. Therefore, it would be interesting

to extend these algorithms to account for data Missing Not at Random, as in

Sportisse et al. [2018].

Although in this paper we have focused on the completion of matrices and

tensors, global-local priors also provide a flexible structure for automatic rank-

detection in low-rank matrix and tensor decomposition problems in general. By

elaborating on the structure of the priors on γ, we can also encourage sparsity in

the rows of the component columns and even the individual entries; see Zhang
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et al. [2018] for an application of such an extension to the problem of compression

and change-point detection in multivariate time series.

Most importantly, the connection between Bayesian variable selection in lin-

ear models and Bayesian low-rank matrix decomposition may point in additional

promising directions. For example, in contrast to “one-group” priors including

the global-local priors discussed in this paper, “two-group” or “spike and slab”

priors [Mitchell and Beauchamp, 1988] may be considered for the singular values

of the response matrix. In particular, Spike and slab priors using “non-local”

slab-priors [Rossell and Telesca, 2017] have increased power in finding null pa-

rameters in regression models, and thus may be useful in nullifying singular

values. A wealth of results in sparse Bayesian linear models may yield analogous

successes for low-rank models models in general.
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CHAPTER 3

FAIRNESS THROUGH THE LENS OF DIRECTED ACYCLIC GRAPHS

This chapter is a reproduction of a review paper coauthored by Benjamin R. Baer

and Martin T. Wells.

3.1 Introduction

The emergence of artificial intelligences algorithmic tools represents one of the

most important social and technological developments of the last several decades.

Machine learning based scoring systems now determine creditworthiness of

consumers and insurance prices [Robinson and Yu, 2014] and social media

metrics [Duffy, 2016], algorithmic hiring platforms target job advertisements

and screen résumés to calculate who should and should not be seen by human

resource managers [Ajunwa et al., 2016, Gillum and Tobin, 2019], and predictive

analytics are deployed as sentencing tools in the criminal justice system [Eubanks,

2018]. Big data’s algorithmic tools have come to play a decisive role in many

aspects of our lives. However, there is concern that these algorithmic tools may

lack fairness and exacerbate existing social inequalities [Barocas and Selbst, 2016,

Ziewitz, 2016, O’Neil, 2017, Lum, 2017].

One might imagine that because algorithms are inherently procedural, en-

suring fairness should be a simple matter of not explicitly using race or gender

as features [Grgic-Hlaca et al., 2016]. This notion of fairness has been called

Fairness Through Unawareness, and it is easy to see why it is insufficient. First of

all, other features will generally redundantly encode sensitive variables [Barocas
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and Selbst, 2016]. We could trivially skirt around Fairness Through Unawareness

by including variables which are close proxies for gender or race like hair length

or name, but even less suspicious and eminently predictive features such as

zip code, language usage, or GPA will allow an algorithm to partially infer an

individual’s sensitive characteristics and make generalizations on those bases.

Furthermore, including information about an individual’s sensitive character-

istics can actually serve to make a predictive algorithm more fair, especially

when there are interaction effects between sensitive characteristics and other

features. The area of algorithmic fairness constitutes an attempt to move beyond

Fairness Through Unawareness and develop a link between the mathematical

properties of algorithms and our philosophical and intuitive notions of fairness.

Unfortunately, there is little consensus on the philosophical bedrock upon which

algorithmic fairness should rest [Binns, 2017, Chouldechova and Roth, 2018].

Much of the literature on fairness in algorithms has been influenced by a

controversy surrounding the Northpointe COMPAS algorithm, an algorithm

for predicting criminal recidivism. Angwin et al. [2016] analyzed the output of

the algorithm and determined that its predictions were unfair due to the fact

that the rate of false positives and false negatives differed significantly between

racial groups. In response, Northpointe published a rejoinder arguing the criteria

used by Angwin et al. [2016] to assess fairness were nonstandard, and a proper

analysis reveals that the predictions made by the COMPAS algorithm are in fact

calibrated by race [Flores et al., 2016].

Beyond merely inspiring interest in the study of algorithmic fairness, this

controversy may have influenced the early direction of the field. One significant

branch of the field is concerned with the development, study, comparison, and
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implementation of simple fairness criteria, much like the balanced-odds criterion

implicit in Angwin et al. [2016] or the calibration criterion used in Flores et al.

[2016]. These fairness criteria have largely been tailored to the classification

setting.

Furthermore, Angwin et al. [2016] had access to limited information in as-

sessing the COMPAS algorithm; the authors were able to acquire the COMPAS

scores for 11,575 pretrial defendants, along with information about their criminal

histories, race, and whether that defendant in fact went on to reoffend [Larson

et al., 2016]. However, these authors did not have access to the precise features

used by the COMPAS algorithm nor the specifications of the COMPAS algorithm

itself. Therefore, the authors assessed the fairness of the COMPAS algorithm by

examining its false positive and false negative rates across races, which can be

calculated using only the COMPAS predictions, the races of the defendants, and

whether they reoffended.

Other commonly considered fairness-apt data sets have a similar form; we

often desire to assess whether a predictive algorithm is fair using only infor-

mation about the predictions, the observed outcomes, and the race or gender

of the subjects. Perhaps for this reason, much of the early work on algorithmic

fairness has centered around so-called oblivious fairness criteria, which assess

algorithms only on the basis of their outputs compared to the ground truth. The

three central oblivious criteria are most often called Demographic Parity, Equalized

Odds, and Calibration by Group, although it is common to encounter these and

related concepts under a host of names.

Two prominent strains of criticism have emerged which cast doubt on the

utility of simple one-size-fits-all metrics for the fairness of algorithms. The first
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criticism concerns obliviousness; even alongside the introduction of Equalized

Odds, Hardt et al. [2016] note that intuitively fair and intuitively unfair algorith-

mic procedures can appear identical if we only compare the algorithm’s output

to the ground truth. Indeed, many of our intuitive notions of fairness have to

do with the nature of the information used to make a prediction, rather than the

outcome.

A second strain of criticism concerns incompatibility between the three obliv-

ious fairness criteria, and thus their lack of universality. Most notably, Choulde-

chova [2017] and Kleinberg et al. [2017] proved that Calibration and Equalized

Odds could not simultaneously be achieved; this recast the disagreement be-

tween ProPublica and Northpointe as a philosophical rather than statistical

debate.

Various review papers have been written which tie together the outpouring

of early ideas in fairness in algorithms. In this paper, we do not intend to

exhaustively catalogue the world of fairness criteria: instead we will focus on a

small number of basic criteria which have received significant attention, similar

to Yeom and Tschantz [2018]. For a comprehensive map of fairness measures and

their relationships to one another, see Mitchell et al. [2018]. Corbett-Davies and

Goel [2018] elucidates the incompatibility of Calibration and Equalized Odds

using visualizations of outcome distributions. These authors argue that the

problem of infra-marginality suggests that Equalized Odds is a poor criterion for

fairness.

We agree. We are concerned that work which generalizes and operationalizes

Equalized Odds may further obscure the criterion’s underlying flaws. The

purpose of this article is to provide an alternate source of intuition about fairness
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criteria using probabilistic directed acyclic graphical models. Graphical models

have been used to motivate and expose fairness criteria in other works, especially

those which work with explicitly causal criteria for fairness. We believe that

graphical models provide an invaluable source of intuition even in non-causal

scenarios, and themselves reveal the weakness of Equalized Odds.

Using Bayesian networks, we can view fairness criteria in a way which is

easily generalized beyond classification settings. Considering generalizations

as defined in Barocas et al. [2018] of Demographic Parity, Equalized Odds, and

Calibration helps to expose certain fundamental aspects of these criteria which

the classification setting obscures.

In Section 3.2, we provide a brief overview of probabilistic directed graphical

models and the associated causal theory. In Section 3.3, we define the three

oblivious fairness criteria and their generalizations. In Section 3.4, we discuss

two graphical scenarios and the implications of various fairness criteria therein.

In Section 3.5, we review the incompatibility between Equalized Odds and

Calibration and give a graphical view of the problem with Equalized Odds. This

motivates a modified class of criteria which we call Separation by Signal. Finally,

in Section 3.6, we discuss the relationship between causality and fairness.

3.2 Graphical Models

A directed acyclic graph (DAG) G is a pair {V,E}where V = {V1, . . . ,Vn} is a set

of nodes and E is a set of directed edges, each pointing from one node to another.

The acyclic property of DAGs requires that the edges in E never form a directed

path leading from one variable back to itself. Let the parents of Vi, Pa(Vi), refer to
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the set of nodes which share an edge with Vi such that the edge is pointing to Vi.

3.2.1 Probabilistic Directed Acyclic Graphical Models

A probabilistic directed acyclic graphical (PDAG) model, sometimes known as

a Bayesian Network, is a pair {G,P} where G is a DAG and P is a probability

distribution over the nodes of G [Pearl, 2009b, Spirtes et al., 2000]. Each node

V1, . . . ,Vn in G represents a random variable, and these random variables are

jointly governed by the probability distribution P. In this paper, we will consider

only PDAG models which satisfy the Markov Condition. A PDAG model {G,P}

satisfies the Markov Condition only if the probability distributionP can be factored

into the conditional distributions of each node given its parents. That is,

P(V1, . . . ,Vn) =

n∏
i=1

P(Vi | Pa(Vi)). (3.1)

Node V1 is considered an ancestor of node V2 if there is a directed path leading

from V1 to V2. In that case, node V2 is a descendent of V1. A node is a root if it has

no ancestors and a leaf if it has no descendants. The random variables associated

with root nodes we call exogenous because their distribution does not depend on

any of the other modelled variables.

In discussing PDAG models, three common relationships between nodes

are of particular interest. Nodes V1 and V3 are confounded by node V2 if V2 is an

ancestor of both V3 and V1. In this case, we say there is a backdoor path between V1

and V3. If V1 is an ancestor of V2 and V2 is an ancestor of V3, then V2 is a mediator

of the relationship between V1 and V3. Finally, if V1 and V2 are both ancestors of

V3, then V3 is said to be a collider for V1 and V2. See Figure 3.1 for a depiction of

these relationships.
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Figure 3.1: In the leftmost graph, V2 is a confounder, in the center graph, V2

is a mediator, and in the rightmost graph, V2 is a collider.

We can determine certain marginal and conditional independence relation-

ships between the random variables V1, . . . ,Vn using the structure of the DAG.

The nodes Vi and V j are d-separated if the structure of the DAG implies that Vi

and V j are (marginally) independent, i.e., Vi⊥⊥ V j. A set S of nodes d-separates Vi

and V j if the structure of the DAG implies that Vi and V j are independent given

the variables in S, i.e. Vi⊥⊥ V j | S. Specifically, under the Markov Condition, the

nodes Vi and V j are d-separated given S if S blocks all paths between Vi and V j. A

connected sequence of edges between two nodes is considered a path regardless

of the edges’ orientation. A path is blocked if either:

• it contains a mediator or confounder Vk where Vk ∈ S, or

• it contains a collider Vk where Vk < S and if Vl is a descendent of Vk, Vl < S.

Thus, conditioning on colliders (or their descendents) actually unblocks paths

and can induce dependency between marginally independent variables. See

Figure 3.3 for examples. Note that while d-separation implies conditional in-

dependence, d-connection or lack of d-separation does not necessarily imply

dependence. Therefore, it is sometimes useful to make the assumption that

a PDAG model is faithful, which means that every conditional d-connection

relationship in the graph implies dependence between those variables.

Unfaithfulness can occur because whenever there exist multiple paths leading

from Vi to V j, the dependencies along those paths can cancel each other out. For
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V1

V2 V3

V4

Figure 3.2: Because there are multiple paths from V1 to V4, this PDAG model
may be unfaithful if the effect of V1 on V4 along one path per-
fectly counteracts the effect along the other path.

V1

V2 V3 V4

V5 V6

Figure 3.3: In this PDAG model, nodes V2 and V3 are d-separated a priori,
that is, conditional on the empty set S = ∅. However, con-
ditional on the collider S = {V5}, V2 and V3 are d-connected.
V2 and V4 are d-separated given any of the following sets:
{V1},{V1,V5,V3} or {V1,V6,V3}.

example, consider a PDAG model associated with the DAG in Figure 3.2. Let

V2 = 3V1 + ε2, V2 = 2V3 = V1 + ε3, and V4 = −2V2 + 3V3 + ε4. Then V4 = 3ε3 − 2ε2 + ε4,

thus V4 is independent of V1, despite the fact that V1 and V4 are d-connected.

Thus this PDAG model is unfaithful. Note, however, it is unusual for path effects

to precisely cancel each other except when variables are carefully constructed to

do so.

3.2.2 Causality

Strictly speaking, the directed edges in PDAG models need not have any causal

interpretation, as long as they are consistent with the conditional dependencies

in P. However, DAGs are not fully determined by their associated probability
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distributions: a given probability distribution is usually consistent with multiple

DAGs with differently oriented edges. Thus it is natural to use a PDAG model to

convey causal meaning, so that an edge pointing from Vi to V j then means that Vi

has a causal effect on V j. When PDAG models are used in the context of causal

inference, they are often called Structural Causal Models and the associated DAG

may be called a Causal Graph.

Pearl’s theory of causality addresses two types of causal questions: questions

about the effects of manipulating variables and questions about counterfactual

states of affairs [Pearl, 2009b]. We will focus on inferences about variable manipu-

lations. Pearl uses a construct called the do() operator to express do-statements such

as P(V1 = v1 | do(V2 = v2)). This statement can be interpreted as “the probability

that V1 = v1 when we intervene to set V2 = v2.” Formally, to intervene on the

variable V2 by setting it to v2 means to construct an alternate PDAG model in

which the edges between V2 and its ancestors are deleted and the distribution of

the root V2 is set to be a point mass at v2.

These do-statements can sometimes be resolved into equivalent see-statements

using Pearl’s three rules of do-calculus, which are consequences of the Markov

Condition. See-statements are expressions which may involve various condi-

tional probabilities, but do not contain the do-operator. Thus, see-statements can

be evaluated using only information about the joint probability distribution P

of the variables in the original PDAG. Note that in some cases, we may include

unobserved variables in a PDAG model. We will indicate that a variable is un-

observed in a DAG with a dotted outline as in Figure 3.4. When do-statements

cannot be resolved into see-statements depending only on observed variables,

they are called unidentifiable.
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V1

V2 V3

Figure 3.4: In this PDAG model, V2 and V3 are confounded by the un-
observed variable V1; this will render an expression such as
P(V3 | do(V2)) unidentifiable.

For an accessible and more complete introduction to PDAG models and

Pearl’s causal theory, see Pearl et al. [2016], Pearl [2009a]. The purpose of our

use of PDAG models in this paper is mostly to provide intuition regarding sets

of variables with various conditional dependency relationships. However, in

Section 3.6 we will discuss certain aspects of fairness which require a properly

causal treatment.

3.3 Three Criteria for Fairness

We will review the definitions of three prominent fairness criteria: Independence,

Separation, and Sufficiency, which we will examine through the lens of PDAG

models in this paper. Let Y be a response, an outcome of interest measured for an

individual. For example, Y could be whether an individual will repay a loan, or

whether she will click on an advertisement. Let A be a sensitive characteristic, a

categorical variable indicating that individual’s class with respect to a fairness-

apt feature such as race or gender. Let R be a prediction, an estimated response

for that individual.

If we select an individual at random from the population, the quantities Y , A,

and R can be modelled as random variables. We are concerned with assessing

whether R is a fair prediction. The three fairness criteria we examine in this paper
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are oblivious criteria, which means they assess only the joint distribution of the

tuple (A,R,Y) [Hardt et al., 2016]. In other words, these criteria are not concerned

with the functional form of R or the information upon which it is based; they

treat R as a black box.

Most of the work that has been done on fairness criteria for machine learning

has considered the classification setting, in which Y is a categorical (and often

binary) variable. Therefore it is no surprise that each of the three fairness criteria

defined in this section were first introduced as criteria for assessing classifiers.

These fairness criteria for the classification setting are known as Demographic

Parity, Equalized Odds, and Calibration by Group. However, Barocas et al. [2018]

offers sensible generalizations of these three criteria to settings with arbitrary,

possibly continuous R and Y . Here we will introduce both the original and

generalized versions of each of the three criteria.

3.3.1 Demographic Parity and Independence

As a starting point for assessing the fairness of a prediction algorithm, we may

ask whether the algorithm is making systematically different predictions for

different groups. Suppose A is a categorical sensitive characteristic taking values

in the set A. Considering only the binary classification case for the moment,

suppose that the response Y ∈ {0, 1} and the prediction R ∈ {0, 1}.

Definition 1. A prediction R satisfies Demographic Parity if

P(R = 1 | A = a) = P(R = 1 | A = a′)

for every sensitive characteristic a, a′ ∈ A.
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In the binary case, this is equivalent to the statement R⊥⊥ A. Therefore, the

natural generalization of Demographic Parity as suggested by Barocas et al.

[2018] is as follows. For arbitrary random variables R, A and Y ,

Definition 2. A prediction R satisfies Independence if R⊥⊥ A.

This is a strong criterion in the sense that it requires that no aspect of the distribu-

tion of R depend on A. A weaker form of Independence could require only that

the expected value and possibly the variance of R not depend on A. See Johndrow

and Lum [2019], Calders et al. [2009], Calders and Verwer [2010], Del Barrio et al.

[2018], Hacker and Wiedemann [2017] for methods for achieving full or partial

Independence in predictions.

3.3.2 Equalized Odds and Separation

The Independence criterion does not take the response Y into account; that is,

it enforces equality of the distributions of the prediction R across the protected

characteristic A even when the distribution of the response Y may differ across

protected classes. For binary classifiers, Hardt et al. [2016] argues:

Demographic Parity is seriously flawed on two counts. First, it doesn’t

ensure fairness. The notion permits that we accept the qualified

applicants in one demographic, but random individuals in another,

so long as the percentages of acceptance match. This behavior can

arise naturally, when there is little or no training data available for

one of the demographics. Second, demographic parity often cripples

the utility that we might hope to achieve, especially in the common
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scenario in which an outcome to be predicated, e.g. whether the loan

will be defaulted, is correlated with the protected attribute.

In light of this, Hardt et al. [2016] proposes an alternative criterion for fairness.

Suppose Y ∈ {0, 1} and the prediction R ∈ {0, 1}.

Definition 3. A prediction R satisfies Equalized Odds if

P(R = 1 | Y = y, A = a) = P(R = 1 | Y = y, A = a′)

for every sensitive characteristic a, a′ ∈ A and response y ∈ {0, 1}.

Hardt et al. [2016] argues that when Y and A are not independent, Y itself does

not satisfy Demographic Parity, and therefore nor would a “perfect” classifier

R = Y . On the other hand, a “perfect” classifier R = Y will always satisfy

Equalized Odds. Thus unless we are attempting to modify our predictions as

a form of affirmative action, Equalized Odds seems to have an advantage over

Demographic Parity. In Section 3.5.2 we argue that this intuition regarding

“perfect” classifiers is an artifact of the discrete classification setting and its

motivation has less force in arbitrary regression settings. Thus we will consider

a general form of Equalized Odds offered by Barocas et al. [2018].

Definition 4. A prediction R satisfies Separation if R⊥⊥ A | Y .

Like Independence, this is a strong criterion, and can be relaxed by requiring only

that the conditional expectation E(R | Y) and possibly the conditional variance

Var(R | Y) do not depend on A. See Hardt et al. [2016], Pleiss et al. [2017], Donini

et al. [2018], Zafar et al. [2017], Corbett-Davies et al. [2017] for expositions of

Separation-like criteria and methods for enforcing them.
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3.3.3 Calibration by Group and Sufficiency

Calibration itself is not a fairness concept; it is a popular criterion for assessing

an aspect of the performance of predicted probabilities [Lichtenstein et al., 1981].

Consider the case where the response Y ∈ {0, 1} is binary and the predicted

probability that Y = 1 is P ∈ [0, 1].

Definition 5. A predicted probability P satisfies Calibration if P(Y = 1 | P = p) = p

for any p ∈ [0, 1].

This would suggest that classifications generated by a calibrated predicated

probability are trustworthy in the sense that a practitioner has no incentive to

make post-hoc adjustments to compensate for known biases in ranges of the

prediction.

A related criterion, which is directly relevant to fairness, is whether a pre-

dicted probability is calibrated across subpopulations, that is, whether a given

predicted probability has the same meaning when generated for individuals

from different subpopulations. Suppose Y ∈ {0, 1} and P ∈ [0, 1].

Definition 6. A predicted probability P satisfies Calibration by Group if P(Y = 1 |

P = p, A = a) = p for each sensitive attribute a ∈ A and probability p ∈ [0, 1].

Calibration by Group is intuitively appealing because if it is not satisfied,

some individuals’ predictions must deviate from the model-grounded truth in a

manner depending on their group membership. That is, a predicted probability P

which satisfies Calibration by Group has equal performance across the sensitive

attribute. Indeed, Calibration by Group is a combination of Calibration and
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lack of dependence on the sensitive attribute A. The lack of dependence can be

isolated, in terms of a prediction R ∈ {0, 1}, through the following definition.

Definition 7. A prediction rule R ∈ {0, 1} satisfies Predictive Parity if P[Y = 1 |

R = r, A = a] = P[Y = 1 | R = r] where the prediction r ∈ {0, 1} and the sensitive

characteristic a ∈ A.

Predictive Parity was discussed and coined by Chouldechova [2017]. Baro-

cas et al. [2018] present a natural generalization of predictive parity for a not

necessarily binary Y and R.

Definition 8. A prediction R satisfies Sufficiency if Y⊥⊥ A | R.

3.4 Fairness Criteria in Two Scenarios

To supplement the basic motivations of these three fairness criteria, we will

discuss their implications in two prediction scenarios. We will find that these

various criteria do not represent equally viable choices with different subjective

implications, but rather that certain criteria are operational in certain scenar-

ios, and seemingly meaningless in others. Independence has clear use cases

and represents an assumption about the relationships between the sensitive

characteristic and the response, or else a desire to impose a regime of special

intervention in favor of a particular group. Sufficiency, on the other hand, serves

more as a measure of the extent to which a prediction takes advantage of all of

the information relevant in predicting the response. And finally, Separation does

have meaningful use cases in esoteric scenarios such as Scenario 2. However,

in most scenarios of interest, Separation has counterproductive and destructive

implications.
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A

X1

X2

X3

Y
A Race
Y Repays Loan?
X1 Applicant’s Hair Color
X2 Applicant’s Credit Rating
X3 Loan Interest Rate

Figure 3.5: The random variables in Scenario 1: various features and their
relationship to race A and loan repayment Y .

3.4.1 Scenario 1: Loan Repayment

We wish to predict whether an individual will repay a loan. Suppose we model

the situation using the PDAG in Figure 3.5.

We consider three features with different conditional dependency structures

encoded by this PDAG model. The applicant’s hair color X1 is a descendant of

her race A and is not a mediator of the effect of A on the whether she repays

the loan, Y . Perhaps for this reason, it seems intuitively unfair (and is illegal

in some places [Stowe, 2019]) to determine an applicant’s loan premium based

on her hair color. However, in some cases it may be tempting to do so because

there is a backdoor path connecting X1 and Y , thus X1 and Y are statistically

marginally dependent. The nature of X1 illustrates one shortcoming of Fairness

Through Unawareness, which demands we do not use A itself as an input into our

prediction. It would be no violation of Fairness Through Unawareness to use X1

alone to predict Y . However, if we do so, we are merely taking advantage of the

backdoor path through A; in other words, we are using a noisy version of A to

predict Y rather than A itself.

The applicant’s credit rating X2 is a mediator between A and Y . Therefore, it

is statistically dependent on race, but is also predictive of whether the applicant

will repay the loan even after taking race into consideration. While an applicant’s
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X1

X2

X3

Y

R

Figure 3.6: This prediction R is d-separated from A and therefore satisfies
Independence.

credit rating is a natural feature for predicting loan repayment, it redundantly

encodes race to some extent. Finally, the interest rate of the loan X3 influences

Y but is marginally independent of race. Therefore, X3 itself seems to be an

innocuous prediction.

We now assess the implications of the Independence, Separation, and Suffi-

ciency criteria in this context.

Independence

The Independence criterion requires that our prediction R is marginally indepen-

dent of the applicant’s race A. Thus, assuming that our PDAG model is faithful,

we can achieve Independence only by positioning R such that it is uncondition-

ally d-separated from A. The applicant’s hair color X3 is itself d-separated from

A, therefore any prediction R which is a descendant only of X3 will always satisfy

Independence.

However, a prediction R which descends from either the applicant’s hair color

X1 or credit rating X2 would fail to satisfy Independence. Nonetheless, there

may remain valuable information within X2 which may help us predict Y while

maintaining Independence. We can extract this information by constructing a

model which can be represented by the PDAG in Figure 3.7.
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X1

X2

X3

Y

εX2 R

Figure 3.7: The prediction R depends on only the part of X2 independent of
race A.

By decomposing X2 into a component which depends on A and an exoge-

nous component εX2 which is marginally independent of A, we can construct a

prediction R which uses more information but is still d-separated from A and

thus satisfies Independence. While X2 is observed in our model, this exogenous

component εX2 is unobserved, and must be recovered in a model-specific manner.

Consider a simple case, in which X2 | A ∼ N(µA, 1). Then εX2 = (X2 − µA) ∼ N(0, 1)

would satisfy the conditional independencies encoded by this PDAG model, and

thus we may safely allow our prediction R to depend on εX2 .

In the context of this scenario, satisfying Independence while using informa-

tion about X2 entails that we use a version of X2 which is de-meaned by race.

That is, we would use as a feature an individual’s credit rating relative only to

others of the same race.

This procedure may seem justifiable if credit ratings are themselves racially

biased and thus an inaccurate indicator of an individual’s likelihood of repaying

the loan. However this is untrue by assumption in our model, because Y is

conditionally independent of A given X2. Thus in this case, the procedure of

de-meaning credit ratings by race to satisfy Independence should be interpreted

as a special modification of the prediction R to benefit a particular (likely dis-

advantaged) group. If credit ratings are in fact racially biased, we may use a

modification of the model in Scenario 1.
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Figure 3.8: A modification of Scenario 1 in which the only part of X2 which
contributes to the response Y is the noise εX2 , independent of A.

In this modified scenario, X2 is a racially biased credit rating which unfairly

modifies information about an applicant’s true driver of default risk, εX2 . Un-

der these assumptions, we can achieve Independence without sacrificing any

predictive accuracy.

Finally, in Scenario 1, no information about an applicant’s hair color X1 can

be productively used while maintaining Independence. Any exogenous compo-

nents which resulted from a decomposition of X1 would be independent of Y ; in

this scenario, Independence bars us from considering an applicant’s hair color

entirely.

Separation

The Separation criterion requires that our prediction R is independent of an

applicant’s race A conditional on whether she does in fact repay the loan, Y . We

have seen that Independence is a strong criterion that requires that R has no

dependency on A despite the fact that Y itself is dependent on A. In Scenario 1,

we may desire a criterion which allows us to take into account more information

about the applicant’s credit rating X2 (because X2 has a direct and perhaps causal

relationship with Y). Nonetheless, we may we still desire that our criterion

prohibits the use of spurious information like hair color, X1.

85



A

X1

X2

X3

Y

R1

A

X1

X2

X3

Y

R2

A

X1

X2

X3

Y

R3

Figure 3.9: Three examples of predictions, each where the prediction rule
R j depends only on the feature X j.

However, in this scenario, Separation does no such thing. To see this clearly,

we will consider all prediction rules which are descendants of only one feature.

Let R j denote an arbitrary prediction rule which depends on only the feature X j,

for each j = 1, 2, 3.

Any prediction R1 depending on only X1 violates Separation as expected,

since Y does not d-separate R1 and A. But this is also the case for R2: Y does not

block the path between R2 and A. Even more surprisingly, because Y is a collider,

conditioning on Y actually unblocks the path between R3 and A. Therefore even

though the interest rate of the loan X3 was eligible for use under Independence

due to its independence with A, it cannot be used under Separation. Extracting

components from the features X1, X2 or X3 is also futile; any graphical descendent

or ancestor of these features would still be d-connected to A given Y .

In general, Separation prevents us from constructing any predictions which

are descendants of X1, X2 or X3 in a faithful PDAG model. We can, however,

induce a violation of faithfulness to force independence between R and A. To

do so, we must let R be a direct descendent of A. For example, considering for

simplicity a prediction using information about credit rating, X2, suppose we the

PDAG model contains the following Gaussian linear model:

Y | X2 ∼ N(βX2, σ
2),

X2 | A ∼ N(µA, σ
2
A).
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Figure 3.10: The prediction R takes as input both A and X2, whose effects
conspire to violate faithfulness and make R⊥⊥ A | Y .

As throughout this paper, assume that all of the model parameters, β, σ2, µA, and

σ2
A are known. Then, by basic properties of the multivariate normal distribution

[Moser, 1996],

X2 | Y, A ∼ N
(
(1 − ρA)µA + ρA

Y
β
, σ2ρA

)
,

where ρA =
β2σ2

A
β2σ2

A+σ2 . As we may have anticipated due to the structure of the PDAG

model, the mean and variance of X2 given Y still depend on race A. However, we

can use this conditional distribution to construct the optimal linear prediction R

which cancels out these dependencies by explicitly taking into account the race

A. It is:

R(X2) = β

(
X2 − (1 − ρA)µA

ρA

)
+ Z,

where Z ∼ N(0, (c − 1
ρA

)σ2) is an independent source of noise, and c = max{ 1
ρa
}

across all races, a ∈ A. Thus, R’s dependencies are encoded by the new PDAG

model which is not faithful, depicted in Figure 3.10.

Note that R(X2) | Y ∼ N(Y, cσ2), and this distribution does not depend on A.

However, this prediction rule R is suspicious perhaps most notably because it

requires that the addition of Harrison Bergeron-esque noise to to the predictions

for certain individuals in order to achieve parity in prediction error across groups.

The inclusion of additional noise is similar to a result found in Pleiss et al. [2017]

for discrete classifiers. A depiction of the prediction R above is in Figure 3.11.
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Figure 3.11: Here, the mean and variance of the distribution of X2 differs
between groups. In Group 1 (•), X2 has a lower mean and
greater variance than Group 2 (•). However, for both groups,
Y = βX2 + ε. That is, the known regression line ( ) ac-
curately captures the signal component of Y for both groups.
Nonetheless, the modified predictions satisfying Separation for
Group 1 ( ) and Group 2 ( ) differ and greatly deviate
from the true regression line. Furthermore, to achieve equal
conditional prediction variance between groups, we must ran-
domize the predictions for Group 1; the lighter dotted lines (
) indicate two-standard-deviation bounds for the randomized
predictions.

Thus, in Scenario 1, Separation does not seem to be a natural criterion for

fairness because it suggests only counterproductive procedures for constructing

estimators. However, we will show that in Scenario 2, Separation sometimes has

the power to discriminate between subjectively different prediction rules.

Sufficiency

The Sufficiency criterion demands that whether an applicant will repay her loan

Y is independent of her race A conditional on the prediction R. Because R will

always be a graphical descendent of some subset of the features, X1, X2, and X3,
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we can see from Figure 3.9 that we cannot achieve Sufficiency merely by carefully

choosing R’s arguments. Conditioning on R will never d-separate Y from A.

However, we can see that the applicant’s credit rating X2 d-separates Y from A,

and therefore any invertible function R(X2) will satisfy Sufficiency. This argument

will not generally work when the prediction rule R is a function of more than

one feature, though, since it is not generally possible to invert such a function.

Indeed, in order to construct a prediction rule R(X2, X3) which satisfies Separation,

the prediction R must explicitly block the path between A and Y . This can be

done when the response Y only depends on the features X2 and X3 through a

parameter θ(X2, X3): in this case, the predictor R = θ satisfies Sufficiency. Of

course, the parameter θ which controls the way in which the probability of loan

repayment depends on the loan interest rate X3 and an applicant’s credit rating

X2 is not known in practice, so this exact predictor is not available for use. This

argument further shows that, in this case, the only way that prediction rules

which are estimated from training data can be Sufficient is through their recovery

of the signal.

3.4.2 Scenario 2: Job Advertisement

In this scenario, modelled after a similar scenario from Barocas et al. [2018], we

are looking to serve advertisements for a programming job to web users who are

likely to be programmers. To predict whether or not the user is a programmer,

we use information about his or her browsing history. For a real life example of

issues in fairness which may arise from serving job advertisements, see Gillum

and Tobin [2019]. Suppose we model the relationship between measurements on
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A

X1

Y X2
A Gender
Y Is Programmer?
X1 Visited pinterest.com?
X2 Visited stackexchange.com?

Figure 3.12: The random variables in Scenario 2: various features and their
relationship to gender A and progamming employment Y .

an individual user using the PDAG in Figure 3.12.

We assume X1, a variable indicating whether a user has visited

pinterest.com, has no relationship to whether or not the individual is a

programmer except by virtue of the information it encodes about gender. The

novelty of this scenario is that we observe X2, a variable indicating whether a user

has visited stackexchange.com, which we assume is a graphical descendant

of whether a user is a programmer, Y . According to this model, a user’s gender

affects the likelihood that he or she is a programmer, but a programmer has

a certain likelihood of visiting stackexchange.com regardless of his or her

gender.

Therefore if we do not wish to target users for this employment advertise-

ment based on gender, X1 is a suspicious candidate, but X2 may reasonably be

considered fair game. We now examine the implications of the oblivious criteria

in this scenario.

Independence

As in Scenario 1, if the prediction R depends on whether a user has visited

pinterest.com, X1, R will violate Independence, and any information in X1

which is independent of a user’s gender A will also be independent of whether
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Figure 3.13: Two examples of predictions, each where the prediction rule
R j depends only on the feature X j.

he or she is a programmer, Y . Furthermore, because X2 is a descendant of Y with

no backdoor connection to A, any component of whether the user has visited

stackexchange.com, X2, which is independent of A will also be independent

of Y . Therefore, we cannot construct any non-trivial predictions R in Scenario 2

which satisfy Independence.

Separation

On the other hand, Scenario 2 is where Separation shines. Consider again estima-

tors which depend on only one feature: let R1 denote an arbitrary prediction rule

which depends on only X1, and, likewise, let R2 denote an arbitrary prediction

rule which depends on only X2.

A prediction R1 will fail to satisfy Separation because conditioning on whether

a user is a programmer, Y , does not d-separate whether he or she has visited

pinterest.com, X1, and his or her gender, A. Clearly, this will be the case re-

gardless of what information we extract from X1. However, any prediction which

is a descendent only of whether the user has visited stackexchange.com, X2,

will in fact satisfy Separation, because conditioning on Y blocks the path between

X2 and A.

Thus we can interpret Separation as a criterion which encourages us to use

information which depends on A only through the response, Y . However, it is not
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X1

U X2

Y R2

A Gender
Y Clicks Job Ad?
U Is Programmer?
X1 Visited pinterest.com?
X2 Visited stackexchange.com?

Figure 3.14: A perhaps more realistic DAG that underlies the click-
predicting task in Scenario 2.

clear that there are many situations in which we observe features which behave

as graphical descendants of the response. We are generally interested in using

features which temporally precede the observation of Y ; usually X causes Y and

not the other way around.

In fact Scenario 2, which was designed to illustrate a possible use of the

Separation criterion, is unrealistic. A modification to Scenario 2 which is more

realistic can be modelled with the PDAG in Figure 3.14.

Here, whether or not a user is a programmer is actually an unobserved

variable, U, and is relevant to us only because it determines the likelihood of the

observable event that the user clicks on our advertisement, Y . From this more

realistic model we can see that Y no longer d-separates R2 from A. Thus to the

extent that Y is not identical to U, Separation will not hold.

Sufficiency

In contrast to Scenario 1, we cannot construct a non-trivial prediction satisfying

Sufficiency. Neither X1 nor X2 are mediators of the effect of A on Y . The only way

our prediction R could block the direct path between A and Y would be for R to

perfectly encode the information in A.
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Figure 3.15: An example of a DAG where all features are mediators between
the sensitive characteristic A and the response Y .

3.5 Understanding Separation

Among the three oblivious criteria of fairness discussed, we are most skeptical of

Separation. As mentioned in Section 3.3.2, there is a significant literature focused

on applying and generalizing the criterion. However, unlike the other criteria,

Separation has fundamental limitations, which we now explore.

In Section 3.4.2, we found that predictions R which are a function of features

that are descendants of the response Y will satisfy Separation, so we will now

focus on other cases. In particular, we will focus on an arrangement of the

features, sensitive characteristic, and response which we feel is most likely

to occur in practice. We assume the DAG is arranged so that the sensitive

characteristic A is a root, the response Y is a leaf, and none of the features

are descendants of the response. We feel that this DAG is ubiquitous since

predictions are often made about the future, so that the features will need to be

causal ancestors of the response. An example of such an arrangement is provided

in Scenario 1. To be concrete, we will focus on a typical example of a DAG which

encodes dependencies between the features, visualized in Figure 3.15.

We will let A be a root node which may be an ancestor of any of the features,

X1, . . . , Xp. Furthermore, features may be ancestors or descendants of each other,

but all of the features are ancestors of the response, Y .
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We will now argue that Separation will tend not to hold by examining the

structure of the typical DAG, which is visualized with a prediction R in the

leftmost graph of Figure 3.17. There, conditioning on a leaf of the graph, the

response Y , will not generally block paths from the root, the sensitive charac-

teristic A, to the prediction R, which depends on the mediators, the features X.

This is due to a nondegeneracy of the graph: the response Y will be influenced

by exogenous random noise, say ε, in addition to a signal through the features

X1, . . . , Xp. Due to the interference of the noise ε, the information in the response

Y is fundamentally different than the information in the features, which leads to

the impossibility of blocking, and the failure of Separation.

This argument is easiest to see in the case of the visualized Figure 3.17, but

holds more generally. Whenever there is at least one feature which is an ancestor

of the response Y : the exogenous noise ε will still interfere with the response

Y , leading to an inability to recover the information in the feature. Specializing

the conclusion of this argument to the binary case uncovers a peculiarity in

Equalized Odds, despite that Equalized Odds is derived from common measures

for summarizing the accuracy of a classifier.

3.5.1 Incompatibility between Separation and Sufficiency

Measures of fairness were beginning to be intensely studied and debated when

Kleinberg et al. [2017] and Chouldechova [2017] established the surprising result

that Calibration and Equalized Odds cannot simultaneously hold in all but

degenerate settings. Specifically, it was established:

Theorem 1. Consider the binary setting, where the response Y ∈ {0, 1} and the
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Figure 3.16: A depiction of the prohibited paths between the random vari-
ables A,R, and Y under Separation and Sufficiency.

prediction R ∈ {0, 1}. When R , Y , the prediction R can only satisfy both Equalized

Odds and Calibration by Group if P(Y = 1 | A = a) = P(Y = 1 | A = a′) for all

a, a′ ∈ A, i.e., the mean response does not differ between levels of the protected

characteristic A.

The theorem has been generalized beyond the binary case to hold for Separation

and Sufficiency. Barocas et al. [2018] provide an argument using undirected

graphs, which we now reproduce. In Theorem 1, we assumed that R , Y . In

the general case, we similarly, but more generally, assume that all events in the

joint distribution of (A,R,Y) have positive probability. This assumption makes

it so that there’s no degeneracy between the random variables. Consider an

undirected graphical model of the variables A, R and Y .

Separation requires that R⊥⊥ A | Y , so that there can be no edge between A and

R. Similarly, Sufficiency requires that Y ⊥⊥ A | R, so that there can be no edge

between A and Y . We indicate the impossibility of an edge with a dashed line.

Therefore, it must hold that A⊥⊥ Y , since there can be no path drawn connecting

A and Y . This establishes the result: under the non-degeneracy assumption, if

Separation and Sufficiency both hold, it must be that A⊥⊥ Y . The condition A⊥⊥ Y

is a generalization of the condition in Theorem 1 that the mean response does

not differ between levels of the protected characteristic A.

These results cast the disagreement between ProPublica [Angwin et al., 2016]
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and Northpointe [Flores et al., 2016] in a new light. On one hand, the failure of

the COMPAS algorithm to achieve equal error rates between groups does not

seem to be an objective form of unfairness if it is mathematically impossible for a

calibrated classifier to do so. On the other hand, there remains the question of

whether disparate impact caused by unbalanced error rates is sufficient cause to

dispense with calibration.

In binary classification settings, it is common to characterize the performance

of a classifier using the false positive and false negative rate. These quantities

specify the distribution of R given Y . However, as we have seen using the

example of a simple linear regression model in Section 3.4.1, attempting to

enforce parity between quantities conditional on Y can lead to counterproductive

procedures. Furthermore, as we have argued, even when Calibration by Group

does not hold, in general there is no reason to expect conditioning on Y to block

the paths between R and A. Thus we believe that the choice between Calibration

by Group and Equalized Odds is not a mere subjective trade-off; instead we find

Separation to be a fundamentally unhelpful fairness criterion.

3.5.2 Parity by Signal

The original motivation of Equalized Odds [Hardt et al., 2016] was to overcome

limitations of Independence. In addition to the stringency of the criterion, the

authors argue that a limitation of the criterion is that the response Y itself does

not satisfy Independence whenever there is dependence between Y and the

sensitive characteristic A. This is undesirable, they write, since the response Y

is an “ideal [prediction], which can hardly be considered discriminatory as it
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Figure 3.17: The leftmost graph is the same example graph, and the right-
most graph shows the signal parameter θ.

represents the actual outcome.”

This line of reasoning seems to obscure a crucial point. When the probability

distribution of the response Y depends on the features X1, . . . , Xp only through a

signal parameter θ(A, X1, . . . , Xp), which we could take without loss of generality

to be the conditional mean E[Y | A, X1, . . . , Xp] when θ is one-dimensional, the

signal θ will not be an allowable prediction under Separation. This follows by

the same reasoning as in Section 3.5: in non-degenerate settings, conditioning on

the response Y will not block the dependence between any of its ancestors. This

is a significant limitation since the discrepancy between the response Y and the

signal θ is generally unique to each individual and cannot be predicted. Indeed,

no prediction rule R can achieve zero prediction error when the response Y has

an exogenous noise component. Therefore, in practicality, the perfect prediction

R is the signal θ, not the response Y . With this in mind, we explicitly define a new

measure of fairness.

Definition 9. Represent Y = Fθ(A,X1,...,Xp)(ε), where ε is exogenous noise, that is,

ε ⊥⊥ A, X1, . . . , Xp, and F is a function indexed by a signal parameter θ. Then a

prediction R satisfies Parity by Signal when R is conditionally independent of the

sensitive attribute A given the signal θ, i.e. R⊥⊥ A | θ.
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Another way to view this definition of fairness is that the predictions for simi-

lar people do not unnecessarily depend on the sensitive characteristic, where

similar people are defined to be those whose features contribute—via the signal

θ(A, X1, . . . , Xp)—in the same way to the outcome. This is related to the measure

of fairness described by Dwork et al. [2012], wherein Separation by Signal would

be considered as utilizing a perfect similarity metric. In Scenario 1, an optimal

prediction rule which satisfies Separation was presented, and it was found to

be unusual: however, in that same scenario, the true mean does indeed satisfy

Parity by Signal.

This definition of fairness is not without its limitations. Evaluating whether a

prediction R satisfies Separation by Signal requires the signal θ, which is generally

not known in practice. Above we demonstrated that Separation by Signal is a

useful device to develop understanding, but a close variant of it can also be made

operational. Separation by Signal compares the prediction R to the signal θ, but,

instead, R could be compared to another prediction S which we believe to be

more accurate than R.

Definition 10. A prediction R satisfies Parity by S if R is conditionally indepen-

dent of the sensitive attribute A given S , i.e. R⊥⊥ A | S .

Notice that a prediction R satisfies Separation by Signal if and only if R satisfies

Separation by θ.

We can interpret a variety of fairness-testing procedures as a form of testing

for Parity by S . For example, in the context of testing whether various police

precincts exhibit racial bias in contraband searches, Simoiu et al. [2017] develop

a threshold test which is a test for a kind of Parity by Signal. They are in the

binary setting and consider the prediction R(X1, . . . , Xn) = I
[
pA(X1, . . . , Xp) > tA

]
to
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be that an individual is carrying contraband when the probability pA(X1, . . . , Xp)

of the individual carrying contraband is larger than a threshold tA and to be

that an individual is not carrying contraband otherwise. They develop Bayesian

tests for whether the threshold tA depends on the race A, since they argue that a

fundamental form of unfairness occurs when minorities are ruled against more

stringent thresholds. Due to the prediction R depending only on the probability

pA and the threshold tA, this is a test for whether R satisfies Parity by pA.

In the above example, the threshold test sought to determine whether there

was a specific form of bias in police officers’ decisions to search for contraband.

This is an example of testing subjective human predictions, with some modeling

assumptions. However, a Separation by S criterion can also be desirable to hold

for a prediction R even when both R and S are generated by machine algorithms.

Consider cases in which we believe that a model is unfair due to misspecification;

perhaps this model is missing necessary features or fails to model interactions

between the sensitive characteristic and other features in a way which leads

the predictions generated by the algorithm to disparately impact certain groups.

(See in particular Scenario 1: The Red Car in Kusner et al. [2017].) Specifically,

suppose that the prediction R(X) = βT X and the prediction S (X) = βT
AX, where

each coefficient βA differs based on the sensitive characteristic A. In this case, a

likelihood ratio test [Agresti, 2015] between these models would be a test for

whether R satisfies Separation by S .
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3.6 Causal Considerations

In various discussions of Independence and Separation-like criteria, authors

propose generalizations which enforce parity only after conditioning on certain

features [Barocas et al., 2018, Hardt et al., 2016, Donini et al., 2018]. Consider the

following generalizations of Independence. Suppose X is some subvector of the

features X1, . . . , Xp.

Definition 11. A prediction R satisfies Conditional Independence with respect

to X if R⊥⊥ A | X.

Notice that Conditional Independence with respect to (X1, . . . , Xp) always

holds when the prediction R is a deterministic function of the features X1, . . . , Xp.

This reinforces that the purpose of Conditional Independence is to study the

influence of a subvector X of the features. Notice also the connection to Parity

by Signal and Parity by a prediction S , discussed in Section 3.5.2, which involve

evaluating independence conditional on a specific function of the features.

Conditional Independence criteria themselves convey little information about

the underlying desires of the practitioner. However, causal reasoning can provide

principled methods for developing fairness criteria which may ultimately be ex-

pressed as Conditional Independence criteria. Here, we discuss two scenarios in

which Conditional Independence criteria can be derived using causal reasoning.

For a variety of perspectives on the role of Pearl’s causality theory in fairness, see

Kusner et al. [2017], Kilbertus et al. [2017], Nabi and Shpitser [2018] and Chiappa

[2019].
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Figure 3.18: The random variables in Scenario 3: various features and their
relationship to race A and drop out status Y .

3.6.1 Scenario 3: College Admissions

For the purpose of college admissions, we wish to predict whether a student will

drop out before completing his or her degree. Suppose we model the situation

using the PDAG in Figure 3.18.

Suppose that the admissions committee wishes to use all of the relevant

information about student performance contained in the student’s SAT score X2,

but otherwise wishes to ignore the student’s race-laden socioeconomic status X1,

despite the fact that socioeconomic factors do have a direct effect on a student’s

probability of dropping out. In the language of Kilbertus et al. [2017], this means

that X2 is a resolving variable. The Independence criterion would not allow us to

use all of the information in X2, since we would have to extract the component of

X2 which is independent of the student’s race A. Separation or Parity by Signal,

on the other hand, would not allow us to fully make use of X2 while entirely

excluding information in X1.

In fact we actually desire for A to have no direct effect on R that is not mediated

by X2. We can express this criterion using the formula for Controlled Direct Effect

(CDE) as:

P(R | do(A = a),do(X2 = x)) = P(R | do(A = a′),do(X2 = x)) (3.2)
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Figure 3.19: The random variables in Scenario 4: an unobserved variable,
and various features and their relationship to religion A and
car accident status Y .

for all a, a′ ∈ A and all x in the range of X2. In this case, this do-expression

is identifiable and simplifies to the expression R ⊥⊥ A | X2. However, in cases

when a resolving variable is itself confounded with other variables, the do-

expressions in (3.2) may be unidentifiable or require some do-calculus to resolve

into observational expressions.

3.6.2 Scenario 4: Insurance Prices

In the scenarios we have discussed so far, we model the sensitive characteristic A

as an exogenous variable. Thus A has always been a root in our PDAG models,

and the total causal effects of A on endogenous entities such as R and Y coincide

with the observed effects. However, when A is an endogenous variable, there

may be backdoor paths from A to our predictions or response. Consider the

following scenario, which makes clear the need for causal reasoning in fairness.

We wish to predict whether an individual is likely to have a car accident

for the purpose of determining her insurance premium. Suppose we model the

relevant variables using the PDAG in Figure 3.19.

We may deem it unfair to use an individual’s religion, A, as a factor in our

prediction, R. However, there is a backdoor path between A and Y , and thus A
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and Y are marginally dependent. For the same reason, any prediction R which is

a non-trivial descendent of the individual’s driving record X will fail to satisfy

Independence. Of course, as in all of the ubiquitous cases when the features are

ancestors of the response, conditioning on Y will not black the path between R

and A either, thus our prediction will also fail to satisfy Separation.

In this case, we need not consider X to be a resolving variable. Whatever

dependence results between A and R is spurious. We are interested in ensuring

that A has no Total Effect (TE) on R, which we can express as:

P(R | do(A = a)) = P(R | do(A = a′)). (3.3)

Note that this is a special case of the Counterfactual Fairness criterion in Kusner

et al. [2017], although these authors do not explicitly consider cases in which A

is endogenous. The consequence of this criterion is that we can freely construct

predictions R which are based on traffic tickets, X, or other inferred aspects of

personality, U.

3.7 Conclusion

In Scenarios 1 through 4, PDAGs have proven to be fertile ground for developing

intuition about the three basic oblivious criteria for fairness: Independence,

Separation, and Sufficiency. In general, constructing a PDAG model relating the

sensitive characteristic, features, and response is a clarifying exercise, because

it allows us to more directly connect our senses about what is intuitively fair to

the implications of the decisions we make in specifying an algorithm. In contrast

to the project of constructing statistically optimal estimators, a fundamental
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concern in constructing fair estimators is blocking the use of information which

is subjectively unacceptable. Here, PDAGs and d-separation are natural tools.

In contrast, the oblivious fairness criteria alone are limited, because their

behavior is opaque and sensitive to the particularities of the scenario. Enforcing

Independence between the sensitive characteristic and the prediction was seen to

have wildly different implications in scenarios when the response was dependent

on race and when it was not. In the former case, Independence prohibited

discrimination which could not be statistically justified, and in the latter case,

Independence was an intervention in favor of adversely affected groups.

Sufficiency can be achieved by blocking all paths through which information

can flow between the sensitive characteristic and the response. Generally this

is only possible by accurately recovering the signal. That is, it was shown that

Sufficiency can be achieved by appropriately choosing the features through

which information flows from race to the response and appropriately choosing a

prediction that blocks that flow of information.

Separation naturally allows for the use of features which are descendants of

the response, but exhibits strange behavior whenever there are features which

are non-descendants of the response, even when those features are independent

of the sensitive characteristic. For non-degenerate and faithful PDAG models,

Separation will not hold since the response is comprised of not only the signal, but

also the noise, which obscures the information about the signal in the response.

In Scenario 1, a violation of faithfulness was induced to produce an optimal

prediction rule that turned out to be highly inappropriate, for some groups even

requiring the addition of further random noise.
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For the most part, these measures have been found wanting. We join the

recent consensus that the assessment of fairness in algorithms should not start

and end with the use of a singular criterion. The constraints we wish to impose

on predictions should be sensitive to each scenario, and PDAG models can help

to explore them.

More generally, we notice that there is little consensus on the underlying

philosophical principles that should provide the foundation for the quantification

of fairness. While much work in fairness seems to be framed around preventing

unfairness like that allegedly exhibited by the COMPAS algorithm, there is

no consensus that the COMPAS algorithm was ever unfair. We worry that as

constructs from fairness are taken out of context and treated as black boxes for

mathematical study and elaboration, the implicit underlying notions of fairness

will be obscured. We hope that fairness research can be grounded in clear,

practical examples of the ways algorithms can be unfair.

.1 Newton-Raphson Updates for Regularized Skill Estimation

For Algorithm 1.18, we have

lλ(o; s, t) =

n∑
i=1

log P(Oi = oi) − λ||s||22

=

n∑
i=1

li − λ||s||22,
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where

li =



log(1 − Φ( t−x>i· s√
2

)) if oi = 1

log(Φ( t−x>i· s√
2

) − Φ(−t−x>i· s√
2

)) if oi = 0

log(Φ(−t−x>i· s√
2

)) if oi = −1.

The Newton-Raphson algorithm for optimizing this loss function is:st


j+1

=

st


j

−
(
∇2(lλ(o; s, t))

)−1
∇(lλ(o; s, t))

where the above gradient and Hessian are given by

∇(lλ(o; s, t)) =

n∑
i=1

∇o
i − λs

∇2(lλ(o; s, t)) =

n∑
i=1

(∇o
i )2 − λIA

where

∇1
i = S 1(η1

i )

x>i·

−1


(∇1

i )2 = (η1
i − S 1(η1

i ))S 1(η1
i )

 xi·

−1


[
x>i· −1

]

∇−1
i = −S 2(η2

i )

xi·

1


(∇−1

i )2 = −(η2
i + S 2(η2

i ))S 2(η2
i )

xi·

1


[
x>i· 1

]

∇0
i =

−
(
φ(η1

i )−φ(η2
i )

Φ(η1
i )−Φ(η2

i )

)
xi·

φ(η1
i )+φ(η2

i )
Φ(η1

i )−Φ(η2
i )


(∇0

i )2 = [Φ(η1
i ) − Φ(η2

i )]−2

 (1) (2)

(2)> (3)


106



where the matrix entries are

(1) =
(
−[η1

i φ(η1
i ) − η2

i φ(η2
i )][Φ(η1

i ) − Φ(η2
i )] − [φ(η1

i ) − φ(η2
i )]2

)
xi·x>i·

(2) =
(
[η1

i φ(η1
i ) + η2

i φ(η2
i )][Φ(η1

i ) − Φ(η2
i )] + [φ2(η1

i ) − φ2(η2
i )]

)
xi·

(3) =
(
−[η1

i φ(η1
i ) − η2

i φ(η2
i )][Φ(η1

i ) − Φ(η2
i )] − [φ(η1

i ) + φ(η2
i )]2

)
and

η1
i =

t − x>i s
√

2

η2
i =
−t − x>i s
√

2

S 1(η) =
φ(η)

1 − Φ(η)

S 2(η) =
φ(η)
Φ(η)

.

.2 Conditional Distributions for Gibbs Sampling

Using the distributional assumptions for Method 2 in Section 1.3.2, the full

conditional distributions are as follows. We can sample the latent performances

y and the skill levels s as blocks:

yi | s, t
ind
∼ N(sa1i − sa2i , 2)1ai≤yi≤bi for i ∈ 1, . . . , n,

where

ai, bi =



t,∞ if oi = 1

−t, t if oi = 0

−∞,−t otherwise
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s | y ∼ NA

(x>x +

√
2

σ2
s

)−1x>y, (x>x +

√
2

σ2
s

)−1

 ,
and

σ2
s | s ∼ Γ−1(aσ +

A
2
, bσ +

||s||22
2

)

and we collapse the chain by sampling p directly conditional on o. Let |o0| be

the number of ties in the data set. Then p | o ∼ beta(ap + |o0|, bp + n − |o0|) and

t =
√

2(1 + σ2
s)Φ

−1( 1+p
2 ).
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