
COMPUTATIONAL ANALYSIS OF ORDER AND DISORDER
AT THE PICOMETER TO MICRON SCALE

IN SELECTED SCANNING TRANSMISSION ELECTRON
MICROSCOPY STUDIES

A Dissertation
Presented to the Faculty of the Graduate School

of Cornell University
in Partial Fullfullment of the Requirements for the Degree of

Doctor of Philosophy in Physics

by
Benjamin Herschel Savitzky

August 2018



© 2018 Benjamin Herschel Savitzky
ALL RIGHTS RESERVED



III

COMPUTATIONAL ANALYSIS OF ORDER AND DISORDER
AT THE PICOMETER TO MICRON SCALE

IN SELECTED SCANNING TRANSMISSION ELECTRON MICROSCOPY
STUDIES

Benjamin Herschel Savitzky

Cornell University, 2018

ABSTRACT

In this thesis, the development of computational tools for the analysis of scanning transmission
electron microscopy data are presented; these tools are applied to several physical systems, and
the resulting insights into the physics and materials science of these systems is detailed; and the
fundamental principles of image formation are relayed with an eye towards clarity and accessibil-
ity.

The first half of the thesis relates to images, image formation, and optimization, first physically
and then computationally. Chapter 2 contains an introductory level description of the basic
physics of image formation in the electron microscope. The aim is rigor sans mathematical for-
malism, beginning with a visual approach to the complex integrals of optics and wave propa-
gation. We then turn to an investigation of lenses which stresses the dual real/reciprocal space
nature of lens action and information transfer in a microcope, touching briefly on Abbe theory
and resolution limits. Finally, the physical basis of the contrast transfer function and optimum
focus conditions in the presence of lens aberrations are discussed for weak phase objects, followed
by a short description of advanced imaging modes. From physical image formation we turn to
computational processing to obtain the best quality images, and Chapter 3 takes up the question
of how best to achieve high signal-to-noise ratio images by registration and alignment of image
stacks, when low SNRs and high translational symmetry cause a strong propensity toward unit-
cell misalignments. After demonstrating the subtly specious images that can result from incor-
rectly aligned data, which can be particularly problematic in low SNR cryoSTEM data, a solution
is described whereby all possible pairs of images are aligned, and incorrect alignments are then
identified and corrected by enforcing physical consistency in the complete set of alignments.

The latter half of the thesis relates to applications in two systems in which structural disorder is an
essential element. Chapter 4 focuses on epitaxially bonded quantum dot superalattices. In these
materials, the theoretical promise of unprecedented bandstructure control is limited in practice by
structural disorder, which localizes the relevant charge carrier states such that a band picture is
unsuitable and transport is dominated by thermally activated hopping. Chapter 4 both quantifies
in detail and explicates the basic nature of the structural disorder in quantum dot superlattices.
Translational as well as orientational disorder are discussed in both the atomic lattice and super-
lattice, a connection is established between the disorder across many orders of magnitude of
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length, and the implications for electronic structure and growth are addressed. Chapter 5 exam-
ines charge density wave materials, in which the lattice positions and charge distribution of a crys-
tal are modulated with some periodicity larger than the unit cell. A method for locally mapping
fields of periodic lattice displacements at each atomic site is developed, and applied to a charge
ordered manganese oxide to reveal picometer scale, transverse displacements fields of the lattice.
Nanoscale spatial heterogeneity in two orthogonal modulations is revealed, and comptetition be-
tween the two fields is suggested by their local spatial anti-correlation and the detailed structure
of their defects.

Conclusions are in Chapter 6.
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ing the beam to a point on the surface of the sample, and scanning
the focal point across the sample’s surface. Unlike BF-STEM, in ADF-
STEM electrons which have been scattered off the optic axis are col-
lected in a ring shaped detector. 53

2.81 ADF-STEM is equivalent to TEM with hollow cone illumination
according to the reciprocity principle. 54

2.82 Coherent versus incoherent imaging obtain for different detector
shapes in STEM, or illumination types in TEM. In terms of STEM,
a detector collecting electrons scattered to every angle (left) results
in incoherent imaging. Imaging for a circular detector (middle) is co-
herent if the outer detector angle is small, and incoherent if the outer
detector angle is large. An ADF detector can be thought of as the en-
tire incident beam minus a circular detector, so if the inner detector
angle is sufficiently large, ADF imaging will be incoherent. 54

2.83 The contrast transfer function for HAADF-STEM and TEM imag-
ing at Scherzer conditions. Because HAADF-STEM is an incoherent
imaging mode, the CTF decays monotonically from 1 to 0, display-
ing none of the contrast reversals which plague TEM imaging. 55

2.84 Many STEM imaging modes are possible, each with different ad-
vantages and disadvantages, a few of which are shown here. High-
angle annular dark-field STEM is incoherent and gives easily inter-
pretably image contrast. Annular bright field STEM is sensitive to
lighter elements. Electron energy loss spectroscopy can be combined
with STEM to obtain spatially resolved spectral fingerprints from the
sample, enabling elemental and valence mapping. 56
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3.1 Referenceless cryo-STEM image correlation. (a) All possible image
pairs in a stack of fast acquisition cryo-STEM images are cross cor-
related to determine their relative shifts. (b) The shift matrices Rij =

Xijx̂+Yijŷ visualize the calculated shifts between all image pairs (i, j)
(left), from which the optimum global image shifts may be calculated.
The smoothly varying background encodes the stage movement dur-
ing acquisition, while the aberrant pixels are incorrect correlations,
resulting from the low-SNR of cryo-STEM imaging. False correla-
tions can then be identified (right) and corrected. (c) Characteriza-
tion of stage drift during acquisition can be extracted directly from
the shift matrices, including both the stage position (top) and instan-
taneous velocity (bottom) as a function of time. In this case the stage
drifted preferentially along the x-direction, changed direction mul-
tiple times, and had a maximum velocity of ∼2 Å/s during the 25.2
s stack acquisition. 65

3.2 Unit cell jumps and sampling error. (a) The cross correlation between
a pair of atomic resolution cryo-STEM images contains many local
maxima, corresponding to crystal lattice vector offsets between the
images. (b) In this case, the intensity of the correct maximum (left,
black box) has been distributed among four adjacent pixels, while the
intensity of the incorrect maximum (right, red box) falls primarily in
a single, central pixel. As a result, the brightest pixel in the cross cor-
relation is found in the red region, shown in the line profiles (bot-
tom). (c) The x-shift matrix obtained by identifying the maximum pixel
in each cross correlation contains incorrectly identified shifts (top),
many of which result from the sampling-induced unit cell hops seen
here. Calculating the same matrix by identifying the cross correla-
tion maximum with gaussian fits to the brightest several local max-
ima removes 50% of the erroneous matrix elements (bottom). This ad-
ditionally yields the relative image shifts with subpixel resolution. 68
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3.3 Avoiding subtle artifacts in atomic resolution cryo-STEM image
registration. (a) A single fast acquisition (0.63 s) frame from a 40 im-
age series of Bi1−xSrx−yCayMnO3 (BSCMO) imaged under liquid ni-
trogen cooling. In the full field of view (left) and zoom-in (middle)
the brighter A-sites of the perovskite lattice are identifiable but noisy,
while the dimmer B-sites cannot be clearly distinguished. The FFT
(right) shows clear information transfer to 1.38 Å, and very weak re-
flections at 1.08 Å. (b) Registering all frames to a single reference frame
and averaging significantly enhances the SNR, however, this regis-
tration is subtly flawed due to unit cell jumps, and any subsequent
analysis would be untrustworthy. (c) The optimum registration, ob-
tained by determining the optimal shifts from all image pairs, shows
information transfer to 0.72 Å. The incorrect registration differs in
several ways from the optimum registration. First, variation in the
A-site intensity is apparent in the correctly registered full field of view
image, and corresponds to cation disorder in the sample, but has been
averaged out in the incorrect registration. Second, artificial peaks in
the incorrectly registered FFT (right inset, red arrow) are suppressed
in the optimally registered data. Noise of known origin (overlapped
cross-hatch streaking from two Bragg peaks) at this frequency may
have contributed to the failed registrations. Finally, BSCMO supports
a charge density wave state which results in periodic, picometer scale
shifts of the atomic columns, with a wavelength of ∼3 unit cells. Unit
cell hops have therefore introduced diagonal streaks in the diffuse
background of the incorrect registration’s FFT, while the diffuse back-
ground of the optimally registered FFT decays monotonically. 71

3.4 Artifacts in the FFT diffuse background induced by incorrect reg-
istration and averaging. The difference between the absolute values
of the FFTs in Fig. 3.3 (b) and (c) clearly reveals stripes in the diffuse
background, which are present in the incorrectly registered FFT. In
general, the diffuse background intensity encodes useful structural
information, including various forms of disorder. 72

3.5 Variations in FFT diffuse background artifacts across several in-
correct registrations. FFTs of registered and averaged BSCMO data,
without any error handling to exclude unit-cell hops, using (a) 4 im-
ages out of a 30 image stack, (d) all 30 images, and (b,c) intermedi-
ate subsets of the stack. While the diffuse background decays mono-
tonically in the 4 image average, variations in the structure and sym-
metries of the diffuse background as more images are included in-
dicates that these patterns are artifacts of incorrect registrations, fur-
ther underscoring the importance of circumspection during low-SNR,
high translational symmetry image registrations. 72
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3.6 SNR gains versus number of frames averaged. For ideal Poisson
noise, we expect the SNR gain to scale with the number of averaged
frames, N, as SNRave

SNRframe
∝
√

N. Here, average images are calculated
using random subsets of the full N = 40 image stack from the dataset
shown in Fig. 3, and their SNR gains computed relative to the av-
erage SNR of the individual image frames. The SNR gain increases
monotonically with N (left), however does not increase linearly with
with

√
N (middle). A log-log plot is non-linear (right), indicating that

the SNR improvement with N is not well-described by a simple power
law, and suggesting more complicated noise sources, which could
include scan noise, continuous drift distortions, or other high frequency
effects. 73

3.7 Weighting information in Fourier space. (a) Applying a Fourier mask
with a high frequency cutoff below the primitive reciprocal lattice
vectors (left, center left) removes all lattice information from the cross
correlation (center right). The cross correlation is therefore smooth,
and correctly identifies the general region of the global maximum,
however lacks any precision in locating the maximum within that
region, resulting in a coarse Rij structure (right, Xij shown). (b) A Fourier
mask with a high frequency cutoff just above the primitive recipro-
cal lattice vectors (left, center left) contains the many local maxima cor-
responding to the atomic lattice, while simultaneously identifying
the region of the global maximum by significantly weighting low fre-
quencies (center right). The resulting image shifts are far more pre-
cise than those in (a), manifesting as smoother Rij matrices in areas
without unit cell jumps (right). (c) A Fourier mask with a high fre-
quency cutoff well above the primitive reciprocal lattice vectors (left,
center left) results in a cross correlation which is dominated by lat-
tice information (center right), with the region of the global maximum
entirely obscured due to the combination of low-SNR and high trans-
lational symmetry. The resulting Rij matrices contain many unit cell
hops, identifying the local maximum which minimizes the relative
shift between the image pair. 75
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3.8 Information redundancy and outlier handling in cryo-STEM im-
age registration. (a) The Rij matrices often contain incorrect corre-
lations, particularly in image pairs acquired a long duration of time
apart, i.e., the upper right and lower left corners of Rij (top). Calcu-
lating the deviation of each matrix element from perfect transitiv-
ity with Eqs. 3.8 and thresholding identifies incorrect correlations (mid-
dle). Physically consistent values for missing elements can then be
determined using transitivity, and the optimal shifts calculated with
Eq. 3.2 (bottom). (b) The resulting registered and averaged 27 image
stack of 512x512 pixel images and 0.58 s frame times of the layered
material Nb3Cl8, imaged in cross section. (c) A zoomed-in region of
(b) illustrates the benefit of achieving high-SNR STEM images – ev-
ery Nb and Cl column is clearly distinguishable, in spite of their dis-
parate atomic numbers (ZNb = 41, ZCl = 17) and projected inter-
atomic spacings of 1.66 Å to 2.07 Å. (d) The FFT shows information
transfer to 1.06 Å. 77

3.9 Cryo-STEM registration of fast acquisition, defective, atomic lat-
tice images at reduced beam current. Registration of low-SNR cryo-
STEM image stacks of La0.33Sr0.67FeO3 (LSFO). (a-d) In single image
frames, structural features are not discernible in either the full field
of view (a) or a zoomed-in region (b). In contrast, in the registered
50-frame average (c-d), stacking defects in the atomic lattice are im-
mediately apparent. (e) The shift matrices include a number of out-
liers which are corrected here, and suggest that without careful out-
lier handling this data could be incorrectly registered. 78

3.10 Low dose image registration of simultaneous ADF and ABF im-
age stacks of SrRuO3. (a,b) The averaged HAADF data shows a high
SNR in spite of the low beam current. (c,d) The averaged ABF data
shows a sufficiently high-SNR to enable direct observation of tilting
of oxygen octahedra (d). (e,f) A single image frame of the ABF data,
in which the SNR is too low to effectively interpret the atomic struc-
ture. (g,h) Drift characterization, using the registration of the ADF
data (g) and the ABF data (h) result in consistent stage positions be-
tween the two simultaneously acquired image stacks. As a result, it
is possible to simply register the higher SNR ADF data to obtain the
correct image shifts, then apply them to the lower SNR ABF data in
order to obtain a well registered average image. Here, the average
ABF image was calculated twice - once using shifts calculated from
the ADF data, and once using shifts calculated directly from the ABF
data - yielding the same result each time. 78
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3.11 Carbon contamination can be controlled to enable atomic resolu-
tion imaging by combining cryo-STEM with image registration.
The Ag-doped CdSe nanoparticles imaged here are sensitive to heat-
ing and plasma cleaning, making it difficult to limit carbon contam-
ination through conventional approaches. (a) Room temperature STEM
images at low and high magnification showing prompt carbon con-
tamination, preculding atomic resolution imaging. (b) A single, 1s
image frame taken under cryogenic cooling shows no carbon con-
tamination. (c) Registering and averaging a 21 image stack reveals
the atomic structure of the nanoparticles. 79

3.12 Comparing drift characterization across sub-images. (a) The LSFO
image stack from Fig. 3.9 was cropped into six sub-image stacks, each
512x512 pixels in size. (b) Extracting the stage position using each
sub-image stack reveals consistent descriptions of the drift. (c) The
difference between the stage positions at each frame measured us-
ing the full image (R(t)) and using each of the sub-images (ri(t)). 80

3.13 Robustness of outlier identification and correction. (a) Shift ma-
trices from all six sub-images shown in Fig. 3.12. The smaller images
contain far more outliers than the shift matrices shown in Fig. 3.9,
both because they contain less data to register, and because the drift
over the course of the image series constitues a greater fraction of
the field of view of the sub-images, leading to a high density of in-
correct registrations in the upper right and lower left corners. (b,c)
The outlier identification and correction approach described in Sec.
2.3 of the main manuscript, based on ensuring physically consistent
shifts by enforcing transitivity, successfully identifies and corrects
the errors in the shift matrices from all six sub-image stacks, despite
the large number of outliers. 81

4.1 QDS transport typically occurs via hopping, i.e. tunneling of charge
carriers between states. The detailed nature of the hopping transport
depends on the variability in single QD states, their energies, and
their couplings. In turn, this result from various forms of structural
disorder, including polydispersity of the constituent QDs, variations
in the superlattice spacing, and in the case of atomically coherent QDSs,
disorder in the QD-QD connectivity. 88

4.2 Charge carrier localization from transport combined with tight bind-
ing calculations and characterization of structural disorder. Above:
conductivity versus temperture and as a function of gate voltage in
field-effect transistors using the QDSs of this chapter as the active
layer. Below: inferred spatial extents of the conductivity limiting car-
rier states. From Whitham et al [1]. 90
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4.3 STEM HAADF micrographs of epitaxially connected PbSe super-
lattices at the atomic (a), superlattice (b) and grain sized (c) length
scales. 91

4.4 A raw dataset (a) is used to determine all QD centroids with sub-
pixel resolution (b). Displacement vectors between all centroid pairs
within a fixed radius are calculated (c), and G(r) is found by taking
a normalized two-dimensional histogram of pairwise displacement
vectors. The results are shown for nearest neighbor QDs only (d) and
for all QD pairs within a radius of 4.5 superlattice spacings (e). 93

4.5 Cumulative disorder in the QDS superlattice. Broadening peaks
in the pair correlation function G(r) with increasing peak order clearly
indicate propagation of disorder (a, b). The rate of broadening in the
longitudinal and transverse directions (a, inset) is compared to sev-
eral models of crystalline disorder, including a uniform model, the
ideal paracrystalline model (d), and the real paracrystalline model.
Over many datasets, the real paracrystalline model is found to de-
scribe the data best; a representative example in the longitudinal di-
rection is shown in (c). 94

4.6 Given a lattice site at the origin, the probability density function of
the position of the n’th lattice site is Pn(x). 96

4.7 Contrasting two-dimensional ideal (a) and real (b) paracrystals 100

4.8 Root-mean-square deviation for fits to experimental data under the
uniform, ideal paracrystal, and real paracrystal models. The uniform
model performs poorly relative to paracrystalline models in all cases.
The real paracrystal model is preferred in the longitudinal direction
in all cases, and in the 4 layer transverse case. In the 3 layer trans-
verse case the ideal and real paracrystal models are indistinguish-
able as the non-propagating term σreal vanishes. 101

4.9 Representative datasets and fits for the uniform, ideal paracrystal,
and real paracrystal models in the 3 layer longitudinal case (a), the
4 layer longitudinal case (b), the 3 layer transverse case (c), and the
4 layer transverse case (d). Note that the real paracrystal model best
fits the data in cases (a), (b), and (d), while in case (c) the ideal and
real models agree as the non-propagating term σreal vanishes, graph-
ically corresponding to the y-intercept of the fit curve approaching
the origin. Error bars on the experimental σ values based on the un-
certainty Gaussian fits to peaks in G(r) are smaller than the data mark-
ers. 101
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4.10 Improvements in paracrystalline disorder with sample thickness,
in both the longitudinal (blue) and transverse (red) directions (a). Solid
circles indicate mean σ values at each thickness and error bars in-
dicate the 95% confidence interval. The values shown represent the
disorder in a single two-dimensional layer even in thicker samples,
calculated by correcting for STEM projection effects (see Supporting
Information S6). Representative samples 1, 3, and 4 QD layers thick
are shown (b-d). 102

4.11 Sample thickness was determined by imaging edges of each grain
of interest (a), and identifying discrete steps in contrast correspond-
ing to increases in sample thickness of single QD layers. Line pro-
files integrated over several QD widths plainly reveal these discrete
contrast steps (b). 103

4.12 Long range order is influenced dramatically by Ångström-scale vari-
ations in nearest neighbor spacings in the presence of cumulative
disorder. While g(r) converges to unity in thin, 2-3 layer samples (blue)
at 100 nm, QD positions remain correlated in thicker, 6 layer sam-
ples (red) at 300 nm (a). Ideal paracrystal fits (b) confirm that the
origin of this long range structural disparity is sub-atomic differences
in the paracrystalline disorder parameter σ from σ2-3 layer = 3.5 Å,
to σ6 layer = 2.2 Å. 106

4.13 Geometry for calculation of g(r) in two-dimensions 107

4.14 A slightly anisotropic dataset (a), with superlattice anisotropy of 4%
measured directly from its Fourier transform (inset), results in a beat-
ing pattern in its radial distribution function (b), complicating quan-
titative interpretation of the decay of g(r). 110

4.15 An isotropic dataset (a) and its smoothly decaying radial distribu-
tion function (b) is artificially stretched along a principle superlat-
tice axis to induce anisotropy. The result is a beating pattern with
a beat frequency that increases with the degree of anisotropy, shown
for artificial anisotropies of 5% (c), 10% (d), and 15% (e). 111

4.16 The radial distribution function g(r) for a perfect square lattice is given
by a series of delta functions, with strengths decaying in integer mul-
tiples of (2πr)−1 (a). While the resulting behavior at long ranges is
complicated (b), applying a small Gaussian blur leads to oscillations
about unity with a period of a0 (c-e). The experimental data indicates
a more rapid decay in the amplitude of these oscillations for thin-
ner samples, however, numerical comparison of the decay envelopes
to g(r) for perfect lattices is beyond the scope of this paper. 112

4.17 The experimental data (red) and the decay envelope at long ranges
(black dashed line) are compared to the decay envelope of a uniform
disorder model (a) and an ideal paracrystal model (b). The uniform
model fits poorly, while the ideal paracrystal model is in good agree-
ment with the experimental data at long ranges. 113



XXVIII

4.18 Missing epitaxial bonds significantly increase the variance in near-
est neighbor spacing. The increase in spacing between adjacent, un-
connected QDs (blue) relative to connected QDs (green) broadens
σ from σconnected = 3.9 Å to σall adjacent = 5.3 Å. Due to cumula-
tive disorder the relatively small fraction (20%) of missing epitaxial
bonds thus disproportionately effects structure, particularly at large
length scales. 114

4.19 The connected nearest neighbor (green) and unconnected nearest neigh-
bor (blue) quantum dot spacings are fit to Gaussian distribution, and
the total nearest neighbor distribution is found to be well described
by the resulting bimodal Gaussian mixture. 115

4.20 Comparison of the short and long range structure of paracrystalline
lattices generated from distinct lattice vector distributions. The uni-
modal Gaussian distribution (red) and bimodal Gaussian distribu-
tion (blue) which have an identical standard deviation of σ = 4.4Å show
comparable structure at medium and long range, in spite of distinct
short range structure (inset). However, a unimodal Gaussian distri-
bution with a larger standard deviation of σ = 6.6Å shows much
more rapid decay in g(r) at medium and long ranges. 116

4.21 Width of epitaxially bridges between adjacent QD pairs is mapped
locally in units of atomic lattice planes (a), using the colorscale shown
in (b). The distribution of widths is approximately Gaussian (b), with
a mean width of 7.5± 2.8 atomic lattice planes (2.3± 0.9nm). 116

4.22 Unconnected nearest neighbors QDs (bridge width 0) are spaced 0.8nm
father apart on average than connected nearest neighbors, consistent
with Fig. 4.18b. However, for connected QDs, bridge width and near-
est neighbor spacing do not appear to be directly correlated. 117

4.23 The localization length determined by tight binding calculations of
a 2D square QD lattice, as a function of translational disorder and
holding other forms of disorder constant. As the variance in the QD-
QD spacing is reduced, the carrier localization length increases. The
mean σl values (black dashed lines) and their 95% confidence inter-
vals (yellow bars) extracted from experimental data at short ranges
(see Fig. 2 from the main text) are shown for monolayer, 3 layer, and
4 layer samples. The σ values extracted from experimental data at
long ranges (red dashed lines) are also shown. In the absence of other
sources of disorder, the experimentally observed reduction in paracrys-
talline disorder with thickness from 1 to 6 layers corresponds to an
increase in localization length by a factor of ∼10. 118
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4.24 Out-of-plane orientations of the QD ALs. (a) We observed five dis-
tinguishable orientations. Two of these categories had crystallographic
axes, the 〈100〉 and 〈110〉 directions, aligned out-of-plane. The remain-
ing three were partially rotated out-of-plane. Rotation planes for off-
axis QDs are represented in pink, and corresponding images are be-
low. (b) Distribution of the 1823 QDs across the orientations. 120

4.25 Disorder in the atomic lattice (AL) orientations of quantum dot (QD)
superlattices (SLs). (a) STEM image of a PbSe QD monolayer show-
ing the square SL structure. (b) AL orientations of each QD. QDs are
either (c) aligned in the out-of-plane direction, (d) rotated towards
〈110〉, or (e) towards 〈111〉. (f) AL orientations can be compared be-
tween neighbor QDs, and an average AL misalignment between near-
est neighbors is found for each dot. (g) Histograms of misalignments
for QDs in 〈100〉 (red), 〈1x0〉 (green), and 〈1yy〉 (blue) orientations
have standard deviations of 1.70, 2.31, and 2.59 degrees respectively,
indicating QDs misaligned in the out-of-plane direction are more likely
to be misaligned from their neighbors as well. 121

4.26 Local superlattice orientation and four-fold symmetry can be quan-
tified via ψ4, a metric of four-fold symmetry around a QD. (a) A HAADF-
STEM image of a disordered, but approximately square, QD SL. (b,c)
ψ4 is calculated for each dot via their corresponding Voronoi cells,
outlined in red. In comparatively ordered regions the Voronoi cell
is approximately square (c), while in more disordered regions the
cell perimeter is a less symmetric polygon. (d) More distant neigh-
bors corresponding to shorter Voronoi cell edges are weighted less
in the calculation of ψ4. (e) The magnitude of ψ4 quantifies the de-
gree of local fourfold symmetry of the SL, normalized between 0 and
1. The distribution of |ψ4| across 1823 QDs is shown and has a mean
of 0.74. (f) The Voronoi diagram corresponding to the image in (a),
with the cells colored according |ψ4| and the arrows indicating the
direction of best fourfold symmetry determined from arg(ψ4). 123

4.27 Local anticorrelation between four- and sixfold symmetry. Local
maps of |ψ4| (a) and |ψ6| (b), and their difference (c), visually sug-
gest the quantities are anticorrelated. Plotting |ψ4| against |ψ6| over
all QDs examined (d) supports this conclusion. 125

4.28 NN AL misalignment versus AL/SL misalignment. The mean of each
QDs misalignment with respect to its nearest neighbors, αn, is plot-
ted against the misalignment of the QD with respect to its local SL,
αψ4 , over all 1823 QDs examined. The semi-major and semi-minor
axes of the distribution have standard deviations of 4.01 and 1.90 de-
grees, respectively, and the distribution is tilted 13.0 degrees from
horizontal. Overlaid are confidence ellipses for 1, 2, and 3 standard
deviations. 125
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4.29 Grain boundaries in a QD monolayer and SL 3 layers thick. (a) A
Σ5 boundary. Purple circles highlight sites of the coincidence lattice
and the white pentagon a kink in the boundary. (b,c) FFTs of a stack
of QDs from the upper and lower grains show average AL orienta-
tions through the stack consistent with grain orientation. At the co-
incidence sites, periodicities corresponding to both grains are present
in the FFT, suggesting that along the projection direction there are
QDs aligned with both grains. (d) A similar GB in a monolayer film.
(e) Examining one QD at the boundary shows an AL Σ5 boundary
with QD to the left, as well as a 3.9± .3◦ misalignment with the QD
to the right. 127

4.30 Localization of strain in bent epitaxial necks. 128

4.31 Distinct AL and SL behavior at a grain boundary. (a) A grain bound-
ary (indicated by white arrow) in a monolayer film. The grain in the
lower right contains two twinned regions in which the shearing of
the SL is mirror reflected about the dashed line. (b,c) Overlays show-
ing the AL and local SL orientations, as well as |ψ4|. (d) A map of
the mean NN AL misalignment αn shows a sharply defined chan-
nel of large AL misalignments at the grain boundary. (e) AL orien-
tations measured with respect to the image frame also show a sharp
GB, consistent with (d). (f) SL orientations visualized with the same
color map as (e) show a smoother transition between the grains, with
a transition zone that is sharp at the upper right and broadens to the
lower left. 130

4.32 “Ideal” epitaxial connections between well aligned QDs oriented
in the expected 〈100〉 direction. 136

4.33 Bent bridges, in which the ALs of the connected QDs are misaligned
in the in-plane direction. Raw data is shown above, while below the
red lines indicate the directions of the two QDs’ ALs in the same data. 138

4.34 Tilted bridges, in which the ALs of the connected QDs are misaligned
in the out-of-plane direction. Here, connections between 〈100〉 and
〈1x0〉 oriented QDs are shown. 139

4.35 Tilted bridges, in which the ALs of the connected QDs are misaligned
in the out-of-plane direction. Here, connections between 〈100〉 and
〈1yy〉 oriented QDs are shown. 139

4.36 Defective bridges, with a lattice defect near the center of the neck. 140

4.37 Non-continuous bridges, in which there is a discrete change in lat-
tice orientations between the two abutting dots, constituting minute
grain boundaries. 140

4.38 Very narrow bridges, with widths as small as a single atom. 141

4.39 Bridges connecting [110] facets of adjacent QDs. 141
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5.1 Periodic lattice displacements in reciprocal space. (a) The perovskite
structure of Bi0.35Sr0.18Ca0.47MnO3 (BSCMO) and the projection of
the unit cell along the b-axis. (b) Electron diffraction over a 1µm se-
lected area and the Fourier transform of a 30 nm field of view scan-
ning transmission electron microscopy image of BSCMO along the
b-axis. Satellite peaks corresponding to two transverse and displacive
modulations with perpendicular wavevectors q1 ≈ 1/3 a∗ and q2 ≈
1/3 c∗ are indicated by blue and red arrows, respectively. (c,d) Schematic
of the Fourier transform of a square lattice (for simplicity) displaced
by transverse modulations along x and y, respectively. The intensity
of a satellite peak is reduced when its reciprocal vector, k = (kx, ky),
is not parallel to the modulation polarization Ai and vanishes when
k ·Ai = 0. (e) Stripe states contain locally unidirectional modula-
tions, while checkerboard states contain overlapping bidirectional
modulations. Both stripe and checkerboard order are consistent with
the reciprocal space data, which reflects the spatially averaged struc-
ture and cannot definitively determine the local symmetry. 145

5.2 Mapping picometer scale, periodic displacements of atomic lattice
sites. (a) High-angle annular dark-field scanning transmission elec-
tron microscopy projection image along the b-axis. The heavier (Bi,
Sr, Ca)-sites (green) appear brighter than the lighter Mn-sites (red).
(b) Mapping picometer scale periodic lattice displacements (PLDs)
∆1(r) at each atomic lattice site in response to a single modulation
wavevector q1. PLD maps indicate a displacive modulation rather
than an intensity modulation (cation order, charge disproportiona-
tion) with transverse polarization and 3a periodicity. Triangles rep-
resent displacements, with the area scaling linearly with displace-
ment amplitude. The color represents the angle of the polarization
vector, A1, relative to the modulation wavevector, q1, where blue (yel-
low) correspond to 90

◦(-90
◦) as indicated in the colorbar. (c) Map of

∆2(r) displacements at each atomic lattice site in response to q2 in
the same region as (a,b). The significantly weaker ∆2(r) response is
characteristic of locally striped, rather than checkerboard, ordering.
The scalebar corresponds to 1 nm. 146

5.3 Electron diffraction of BSCMO. Electron diffraction pattern over 1µm2

area indexed in the Pnma space group. Satellite peaks correspond-
ing to modulations along orthogonal directions are marked by blue
and red arrows. Transverse, displacive lattice modulations are indi-
cated. 147
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5.4 Temperature dependence of the electrical resistivity at 0 T and 2
T. Electrical resistivity of Bi0.35Sr0.18Ca0.47MnO3 (BSCMO) as a func-
tion of temperature and thermal cycling. As shown in the inset, a re-
sistivity anomaly associated with charge-ordering occurs just above
room temperature (315K) and has thermal cycling dependence (color
indicates heating or cooling). Instead of a sharp phase transition, we
observe a broad and gradual transition. The charge-ordering criti-
cal temperature is seen more clearly in the d(log ρ)

dt plot. Measurements
were repeated in the absence and presence of a ∼2 T applied mag-
netic field comparable to that of the objective lens at the position of
the specimen. The critical temperature and functional form of the
resistivity anomaly associated with charge-ordering are unchanged
at 0 T and ∼2 T, suggesting that the charge-ordered phase is intrin-
sic to the crystal and robust to the applied field. Note that resistiv-
ity measurements are performed on single crystals (∼0.5 × 0.5 mm)
with multiple orthorhombic twin domains (typical size ∼100µm).
The nominal critical temperature was determined by finding the min-
ima of the four d(log ρ)

dt curves following a mild Gaussian smoothing,
yielding Tc = 315± 0.5K. 147

5.5 Temperature dependence of the magnetic susceptibility. Magnetic
susceptibility (left axis, filled symbols) and its temperature deriva-
tive (right axis, open symbols) of Bi0.35Sr0.18Ca0.47MnO3 as a func-
tion of temperature. A phase transition is apparent as a peak in the
derivative curve at Tc ∼ 318 K, which is comparable to that indi-
cated by resistivity measurements. 148

5.6 Electron diffraction at 0 T and 2 T. Electron diffraction in the pres-
ence of an applied magnetic field of (A) ∼0 T and (B) ∼2 T. The lat-
ter measurement is representative of the sample conditions during
STEM imaging, during which the objective lens of the electron mi-
croscope induces a strong magnetic field perpendicular to the sam-
ple plane. The former measurement was performed with the objec-
tive lens turned off, under an estimated magnetic field of < 3 mT.
Note that the slight bending of the diffraction pattern in (A) results
from the imperfect electron optics in field-free conditions. The two
diffraction patterns are otherwise comparable, further indicating that
the PLDs under study are robust to the object lens’ magnetic field.

148
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5.7 Spectroscopic mapping shows minimal Mn valence changes. Loudon
et al [2] placed an upper bound of ±0.04 on any valence changes in
the Mn ions in a compositional variant of BSCMO (x = 0.5, y =

0.1) using electron energy loss spectroscopy (EELS). Here, we per-
formed aberration-corrected spectroscopic mapping, collecting a full
EELS spectrum at each scanned beam position with a pixel dwell time
of 0.05 s and and energy dispersion of 0.25 eV. (A) A simultaneously
recorded HAADF image shows atomic resolution and little sample
drift. Background subtracted EELS spectra integrated along the (B)
horizontal and (C) vertical directions show two peaks at ∼640 eV cor-
responding to the Mn L3 and L2 edges (D). (E) Integrating over both
L2,3 peaks yields a map of the Mn distribution. Following Loudon
et al., we calculated the white line ratio, the ratio of the integrated
intensities of L3 to L2 (gray regions, D), which tracks valence change.
(F) Mapping the white line ratio shows no structure or periodicity
above the noise level, consistent with prior work. Note that for (F)
the EELS map has been rebinned to the lattice periodicity to improve
the SNR. EELS mapping was performed in an aberration corrected
NION ultraSTEM at an accelerating voltage of 100 kV and a beam
convergence angle of 30 mrad. 149

5.8 Energy Dispersive X-ray Spectroscopy The sample composition was
determined using energy dispersive X-ray spectroscopy. We deter-
mined the Bi1−xSrx−yCayMnO3 composition to be approximately x =

0.65 and y = 0.47. We observed negligible variations in the com-
position across the sample. 150

5.9 Linear polarized optical microscopy of BSCMO twin domains. Lin-
ear polarized optical microscopy shows orthorhombic twin domains
of ∼100 µm extent in the crystals under study. Left and right images
are taken under different analyzer angles (A) with fixed light polar-
ization direction (P). In contrast, the electron diffraction data shown
corresponds to a ∼1 µm diameter selected area, and the HAADF-
STEM data has a ∼30 nm field of view. No evidence of twinning ex-
ists in any diffraction patterns of the regions examined, indicating
the area of study did not include twins of the a/b or b/c axes. More-
over, the STEM data presented here is representative of many datasets
acquired over an area of ∼2 µm extent, suggesting that the phenom-
ena we observe cannot be the result of imaging along a twin bound-
ary. 150
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5.10 PLD map data processing. PLD maps are generated beginning with
a single high resolution STEM image, obtained by cross correlating
and averaging ∼20-30 fast scanned images (C). A Fourier transform
is calculated (A), and all satellite peaks corresponding to a modu-
lation wavevector of interest are extracted (upper inset). These satel-
lite peaks are damped to the background level (B, upper inset) while
the phase is left unchanged (A,B, lower insets). Taking an inverse Fourier
transform yields a reference lattice (D). The difference between the
original and reference image qualitatively depict the PLD structure
(H). All atomic lattice positions are extracted using 2D Gaussian fits
for both the original and calculated reference lattice (E,F). The dif-
ference between the fit positions at each lattice site yields the PLD
displacements (I). The complete data flow is summarized in (G). 152

5.11 Comparison to PLD measurement without Fourier damping. Line
profiles (A-C) of the transverse component of the displacements are
calculated using both the modulation damping approach (red) and
by defining a local reference line in real space, without any Fourier
space modifications (black). Circles and error bars represent the mean
and standard deviations, respectively, of the transverse displacement
measurements across a single row of 8-12 lattice sites in three well-
ordered regions (D-F). The two approaches yield consistent results.
We believe the larger error bars of the real-space approach primar-
ily reflect that, unlike the modulation damping approach, this method
does not account for image distortions, as well as the relative impre-
cision of using locally defined lines as reference positions. 156

5.12 Effect of abrupt PLD features. Simulated data with antiphase do-
mains in the PLD phase were generated with varying domain bound-
ary width, by blurring a step function phase field with Gaussian ker-
nels given by σ = 0.25λ, σ = 0.5λ, σ = λ, and σ = 2λ (A-D). Line
profiles (E) of the transverse displacement components are plotted
for the simulated (black) and calculated (color) PLDs (A-D, above), along
with their corresponding residuals (A-D, below). Dark/light gray boxes
in A-D indicate ±σ/± 2σ about the domain boundary. Dark/light
regions in E indicate PLD phase values of 0/π, with the σ = 2λ case
shown here. The PLDs are accurately captured everywhere for σ =

2λ. The remaining cases all capture the PLDs accurately far from the
domain boundaries. For σ = λ the phase jump is correctly captured
qualitatively, but incorrectly damps the displacement amplitudes near
the boundary. For σ = 0.25λ and σ = 0.5λ the method fails at the
atomic sites on the boundary. 158
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5.13 Effect of varying mask size on real data. (A-F) Typical Fourier peaks
with reciprocal space mask diameter varying from (5.2 nm)−1 to (1.7 nm)−1

and their respective PLD maps. When the mask size is too small (A),
the amplitude of the PLD is diminished since the mask does not re-
flect the total intensity of the satellite peak. Once the peak is fully
captured by the mask, the mapping is insensitive to increasing mask
size. 160

5.14 Effect of varying mask size on mapping of a topological defect. (A-
F) Typical Fourier peaks with reciprocal space mask diameter vary-
ing from (5.2 nm)−1 to (1.7 nm)−1 and the respective PLD maps of
a topological defect. The topological defect is missing in A because
the mask does not fully capture the satellite peak. For mask sizes that
fully capture by the satellite peaks, the mapping is insensitive to in-
creasing mask size. 161

5.15 Effect of varying mask size on simulated data. Simulated data with
a Heavyside function antiphase domain boundary in the PLD phase
was generated, and the PLD reconstructed using 7 different mask
sizes. Line profiles of the transverse displacement components are
plotted for the simulated (black) and calculated (color) PLDs (A), along
with their corresponding residuals (B), for the sites indicated in the
PLD map (C). The horizontal bars in A (gray) and B (colors) indicate
±2 pm. All mask sizes accurately capture the displacements far from
the interface, and fail to capture the true displacements of the two
sites at the atomically sharp antiphase interface. Very small Fourier
space masks (red, brown) result in artifacts in the residuals several lat-
tice spacings or more from the interface. For large Fourier space masks
(light blue, dark blue, purple) the residuals are on the order of the ±2
pm error bars 2 lattice spacings from the interface. The typical mask
size used on experimental data is bolded (light blue, (1.7 nm)−1. 162

5.16 PLD mapping in STO vs BSCMO The Fourier transform of SrTiO3

(STO) data does not contain satellite peaks about the Bragg peaks
(A), while the Fourier transform of BSCMO data does (D). The damp-
ing procedure was performed on both STO data (B) and BSCMO data
(E) at comparable positions in Fourier space. The resulting PLD map
for STO data shows displacement vectors with a mean magnitude
of 0.390 pm and no clear periodic structure (C), in stark contrast to
the strong PLD structure observed for BSCMO PLD map (F). The im-
age and displacement vector size scales are identical for (C) and (F). 163

5.17 Precision of atomic position fits (A) A histogram of distances be-
tween neighboring Sr sites in STO data (B) is used to estimate the
precision of the atomic positions extracted via 2D Gaussian fits. A
1D Gaussian fit to the resulting histogram has σ = 2.157 pm and
FWHM= 5.078 pm. Identical analysis for the lower signal-to-noise
ratio Ti sites yields σ = 2.415 pm and FWHM= 5.687 pm. 163
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5.18 Longitudinal vs. transverse periodic lattice displacements (PLDs)
in Fourier space. (A,B) Reciprocal space structure of a square lat-
tice modulated by a longitudinal, displacive modulation along x and
y, respectively. (C,D) Reciprocal space structure of a square lattice
modulated by a transverse, displacive modulation along x and y, re-
spectively. STEM Fourier transforms and diffraction of BSCMO in-
dicate transverse PLDs. 166

5.19 A and B sublattice amplitudes (A) Histograms of the displacement
magnitudes at the PLD maxima in well-ordered regions on the A-
sublattice (blue) and B-sublattice (red). The mean magnitudes at these
sites is 6.2 pm / 8.2 pm on the A- / B-sublattices, respectively (dashed
lines). (B) Scatterplots of the PLD displacement magnitude versus
polarization angle φ for the A- and B-sublattices. The dashed lines
again show the mean displacements at the sites analyzed. (C,D) Sam-
ple sites used in analyzing the displacement magnitudes on the A-
and B-sublattice are shown in C and D, respectively. To extract mean-
ingful values we examined only sites corresponding to local PLD max-
ima. 169

5.20 Nanoscale domain structure and local symmetry of periodic lat-
tice displacement (PLD) stripes. (a) Combined PLD map showing
the displacements ∆(r) = ∆1(r) + ∆2(r) at all ∼9,000 atomic sites
in the 30 nm field of view. Colors indicates the displacement polar-
izations relative to q1 following the colorbar in Fig. 5.2, and trian-
gle areas scale linearly with the displacement magnitudes. (b,c) Maps
of the magnitudes |∆1(r)| and |∆2(r)| of the displacements due to
each PLD individually reveals that the two PLD strengths are anti-
correlated: when one is strong, the other is weak. The PLDs are stripe
ordered, segregated into nanoscopic domains. The regions indicated
by white delimiters contain local defect structures which are further
analyzed in Figs. 5.21-5.22. The scalebars correspond to 4 nm. 170

5.21 Shear deformation coincident with a nascent periodic lattice dis-
placement (PLD) grain. (a) A complete ∆ = ∆1 +∆2 map of a ∼5

nm region of incipient ∆2 order, and a coinciding shearing of the ∆1

modulation. (b) A ∆1 map of the same region highlights the bend-
ing wavefronts, and reveals attenuation of the PLD amplitude and
some rotation of the displacement vectors in the defective region. (c-
e) The shear strain εs, |∆1|, and |∆2|, respectively, in the same region.
The maximal shearing aligns with attenuation of ∆1 and emergence
of ∆2. The scalebar corresponds to 2 nm. 171
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5.22 Topological singularity coincident with a periodic lattice displace-
ment (PLD) grain boundary. (a) A complete ∆ = ∆1 + ∆2 map of
the interface between a ∆1-dominant region and coexisting ∆1 and
∆2 order. (b) A ∆1 map of the same region reveals a dislocation in
∆1, with a burgers vector of one PLD wavelength, λPLDq̂1. Analo-
gous to the elastic deformation of an atomic lattice about crystal dis-
location, the elastic response of the PLD includes bending and com-
pression of wavefronts and local displacement rotations. Some at-
tenuation of ∆1 is apparent in the mixed region. (c-e) The phase φ1,
|∆1|, and |∆2|, respectively, in the same region. ∆1 weakens and ∆2

grows within ∼ λPLD of the defect core, where φ1 exhibits an ex-
pected 2π winding. A narrow inlet of |∆1| amplitude collapse ex-
tends from the upper left to the singularity. The scalebar corresponds
to 2 nm. 171

5.23 HAADF lattice image of BSCMO. (A) Original, unrotated HAADF
image corresponding to results in main text. (B) Raw data correspond-
ing to the region containing the shear deformation shown in Figs. 4A-
C in the main text. (C) Raw data corresponding to the region con-
taining the dislocation shown in Figs. 4D-F in the main text. No dis-
locations are observed in the underlying lattice, supporting that ob-
served PLD defects in main text are intrinsic to the modulations. HAADF
data are unprocessed except for registration and alignment of im-
age series. The A-sites exhibit varying intensities indicating quenched
impurity disorder due to Bi/Sr/Ca doping. 173
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Introduction

The Roman philosopher Lucretius (c. 99-55 BCE) is known for a sin-
gle work, a six book poem titled On the Nature of Things. Its nominal
purpose is to expound the virtues of a particular school of ancient
Greek philosophy, Epicureanism, with the aim of proselytizing to a
single local politician and socialite named Memmius. Today, over two
millenia later, the influence of Lucretius’ opus has proven some-
what greater than that modest aim. One central point Lucretius
argues time and again, from any number of vantages, is that the
world is constructed from elemental, indivisible, indestructible build-
ing blocks he calls “ultimate particles.” On the Nature of Things is
a remarkably forceful ode to atomism, in which Lucretius argues
the existance of atoms by appealing to common, everyday observa-
tions including wind whipping through trees, plows turning soil in
fields, or the residual scent left behind by a pungent herb [3]. While
he made no systematic use of experimental apparatus as such, Lu-
cretius’ philosophy of knowledge was at its heart scientific. In four of
his six books, he repeats the lines:

This terrifying darkness that enshrouds the mind must be dispelled not by the
sun’s rays and the dazzling darts of day, but by study of the superficial aspect
and underlying principle of nature.

The parallel to Feynman’s statement of the principle science – ”The
test of all knowledge is experiment” – is remarkable [4].

The rapid ascension of the scientific mindset around the seventeenth
century occurred as new tools became available which enabled obser-
vation of previously inaccessible “superficial aspects” of the natural
world, most notably the telescope and microscope [5]. Suddenly,
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questions Lucretius could only pose – “...there are some living crea-
tures that are so minute...what are we to imagine that any one of
their internal parts is like? What of their globular heart or eyes?” –
became readily answerable. The eyes of a fly no longer needed to be
imagined when they could be observed and, in Robert Hooke’s 1665

masterpiece Micrographia, meticulously recorded (Fig. 1.1) [6]. With
the invention the electron microscope in the 1930s, study of even
more minute superficial aspects were made possible, enabling even
more sophisticated descriptions of the associated underlying princi-
ples, typified in early observations of bacteriophage structure and the
comcommitant developement of early microbiology [7].

Figure 1.1: The eyes and head of a
gray drone fly, from Robert Hooke’s
Micrographia.

Today, modern scanning transmission electron microscopes (STEMs)
allow routine observation of Lucretius’ “ultimate particles.” This is
thanks in large part to the advent and growing availability of aber-
ration corrected tools, in which inherent distortions in the shape of
the electron beam are remedied, since the early 2000’s [8]. The variety
of electron scattering experiments possible in an electron microscope
is vast, spanning imaging, diffraction, spectroscopy, and more. For a
sample of interest, each modality probes different superficial aspects,
and each provides different clues into the underlying principles. For
each, however, the data does not speak for itself; observations are as
meaningful as the associated interpretation. The more complex the
data and its mechanism of generation, the more challenging its inter-
pretation. Lucretius urges caution: “Refrain, then, from foisting on
the eyes the shortcomings of the mind.”

High-angle annular dark-field (HAADF) STEM is an imaging mode
which minimizes many of the challenges of interpretation. HAADF-
STEM produces Z-contrast images, in which contrast is generally
directly interpretable in terms of projected atomic potential of the
sample in the path of an atomically sharp electron beam [9]. Roughly
speaking, more contrast corresponds to more sample. Lucretius’
warning might be taken to suggest we examine every possible imag-
ing modality while paying careful heed to the possible artifacts
unique to each. With apologies to Lucretius, here we instead ease
the burden yoked on the mind by simplifying what is shown to the
eyes. The experiments herein focus primarily on HAADF-STEM data.

Computational data processing makes possible analyses of otherwise
untenable scale and precision. Automated, scalable, computer aided
analyses of cryo electron microscopy data of biological molecules be-
gan in the 1970’s, and today is bearing remarkable fruit in the field of
structural biochemistry [10, 11]. Aberration corrected HAADF-STEM
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is a far younger field, however, efforts to similarly leverage the power
of automation for this rather different imaging mode are underway
[12, 13]. The work herein focuses largely on the developement and
application of new computational methods to interpret and extract
meaning from HAADF-STEM data. In this aim, circumspection is an
important guiding principle, as careless computational processing
inevitably introduces errors, often catastrophically. To paraphrase Lu-
cretius, we at all times endeaver to refrain from foisting on the data
the shortcomings of the code.

Figure 1.2: The resolution limit of a
transmission electron microscope, from
Chapter 2.

Which superficial things, and which underlying principles, are wor-
thy of study? We first turn to the tool of observation itself. Chapter
2 aims to explain the fundamental principles of image formation
in lenses, in general, and in the electron microscope, in particular.
Image formation is a deceptively subtle topic of study, and both
Hooke and Lucretius had a great deal to say on the matter. The goal
of this chapter is to explain image formation conceptually rigorously,
demonstrating the physical logic of wave optics and propagation,
but sans mathemathematics, at the level of an undergraduate with an
interest in microscopy.

Figure 1.3: Registration and averaging
of fast acquisition image stacks of
cryoSTEM data to achieve high SNR
images, from Chapter 3.

While Z-contrast imaging simplifies image interpretation, various
forms of noise and artifacts are always present. Again, Lucretius:
“The square towers of a city, viewed from a distance, often appear
round.” In HAADF-STEM, sample drift and scan noise tend to be the
most deleterious noise sources. Cryogenic STEM imaging enables ac-
cess to low temperature phases of matter, solid-liquid interfaces, and
biological molecules in their native environments, but cryogen bub-
bling exacerbates these forms of noise. Chapter 3 presents a method
for obtaining high quality, high-SNR images which is optimized for
low-SNR cryo-STEM lattice images, which have a strong propensity
for unit-cell misalignments [14]. The approach involves acquiring
stacks of 30-50 rapid aquisition images, and subsequently aligning
and averaging. The tendency towards unit cell misalignment is han-
dled in detail, introducing a self-consistency criterion for the image
shifts which is used to identify and fix incorrect alignments.

Chapters 4 and 5 undertake studies of two rather different material
systems with several qualitative features in common. In both cases,
the structures are periodic at two distinct length scales – the scale
of the crystal lattice, and one other. In both cases, structural disor-
der exists at one or both length scales. In both cases, the disorder
is a superficial aspect which is very likely connected to the relevant
underlying principles, though precisely how is not perfectly manifest.

Figure 1.4: A superlattice of epitaxially
connected quantum dots, from chapter
4.
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Chapter 4 studies quantum dot solids (QDS), arrangements of col-
loidal semiconductor nanoparticles into periodic superlattices. Epi-
taxial connectivity was induced between adjacent particles in the
QDS studied here, such that their atomic lattices are joined by con-
tinuous atomic necks, in order to enhance the electronic transport.
This chapter studies structural disorder in the QDS, which is the
primary factor limiting efficient transport and application. First we
examine translational disorder in the SL, finding that it is cumula-
tive in nature, and is well described by a so-called paracrystalline
disorder model. A connection is demonstrated between disorder at
the atomic length scale and length scales of hundreds of nanometers
[15]. Next we examine orientational disorder, finding distinct but in-
terrelated behaviors of the orientations of the atomic lattice and local
superlattice structure, and suggest connections to the film growth
mechanism.
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Figure 1.5: Mapping periodic lattice
displacements, from chapter 5. Identi-
cal HAADF STEM data is shown in all
three images, with (a) no overlay, (b) an
overlay of the locally strong periodic
lattice displacement field, and (c) an
overlay of the perpendicular, locally
weak displacement field.

Chapter 5 studies a complex oxide supporting a charge density wave
state, in which the electronic charge and the positions of the atomic
nuclei are both modulated with some periodicity larger than that
of the underlying lattice. A method is proposed to map the lattice
displacements at each individual atomic column in a HAADF STEM
image, using a combination of real space and Fourier space infor-
mation. The method is described and justified in detail. It is then
applied to the manganite Bi1−xSrx−yCayMnO3, which has a charge
ordering critical temperature just above room temperature, and the
structure of the periodic lattice displacement is uncovered. Transverse
displacement fields with maximum amplitudes of 6.2 pm and 8.2
pm on the A and B sublattices of the perovskite crystal are locally
mapped over many thousands of atomic columns. Two distinct, or-
thogonal modulation fields are found to be spatially anticorrelated,
and defects in the fields are discovered at their boundaries [16].

Conclusions are in Chapter 6.

Before leaving him to the realm of history, we conclude this chapter
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with a final comment from Lucretius, somewhere between admonish-
ment and clarion call:

Lend open ears and alert mind, released from care, to true philosophy!
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2

Image Formation in the Transmission Electron Micro-
scope

This chapter aims to answer the question: how does a microscope
form an image? However, the question is at once complicated by
the variety of sorts of microscopes out there, spanning an almost
bewilderingly large array of tools which create magnified images.
For each, the question of how plays out a little differently, therefore
some refinement of the question may be helpful. To begin with, the
simplest object I can think of that might be reasonably called “a mi-
croscope” is a single lens: a single lens can certainly create an image,
as in a magnifying glass or an eye; the beginnings of scientific in-
quiry, as such, are frequently associated with observations through
clever combinations of lenses, pointed towards the heavens or the
earth; and, indeed, at the heart of most tools bearing the name “mi-
croscope” is a lens.1 So: how does a lens form an image?

1 Most, and not all, thanks primarily
to the wide and powerful world of
scanned probe microscopes.The situation is shown schematically in Fig. 2.1. Our description of

lenses, the action of a lens, and how lenses give rise to images applies
quite broadly, however, for concreteness we’ll take the transmission
electron microscope in conventional TEM mode as our guiding ex-
ample. In the figure, a beam of electrons shines onto a sample. As
we’re concerned with transmission microscopes, the beam passes
right through the sample. A lens then focuses the beam to a point –
or, something close to a point, anyway – before it travels the rest of
the way to the detector where an image is formed. The image looks
similar to the sample, though, is notably somewhat blurred.

A number of questions immediately suggest themselves. Why is the
final image blurred? Why does the beam get focused to a point, and
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Figure 2.1: A simple microscope,
imaging a small, equine creature
of some sort, the precise nature of
which is difficult to discern, as its
finer features are somewhat blurred in
the final image. An understanding of
resolution limits is called for.

what does that have to do with making an image? Where does the
magnification come from? These are all good, reasonable questions.
There is, however, a more basic problem, namely: why is there an
image at all?

Figure 2.2: Contrast, i.e. how different
the image and background are, makes
an image visible.

The problem may be thought of in terms of contrast. Fig. 2.2 shows
a series of images with increasing contrast. On the far left, we see
that without contrast, there is no image to speak of. As the contrast
between background and image increases, the image emerges. So
another statement of the same problem is: where does contrast come
from?

One answer we might consider is that fewer electrons strike the de-
tector in the shadow of our sample, simply because the sample is
blocking the beam. While the sample knocking some fraction of the
beam off course so that it misses the detector entirely certainly can,
and in many cases does, happen, it is not the most important image
formation mechanism in everything from a standard laboratory opti-
cal microscope imaging a paramecium in a high school biology class,
to the world’s most powerful transmission electron microcope imag-
ing individual atoms. This important, and less intuitive, mechanism
is referred to as “phase contrast”, and it has been the subject of quite
a bit of scholarship over the years.

In the 1860s and 1870s, Ernst Abbe established the diffraction limit
to image resolution, and the crux of his foundational theory revolved
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around how and where phase contrast appears.[17] Careful under-
standing of the mechanism of phase contrast led Frits Zernike to
propose a simple means of dramatically improving image contrast in
1942, which subsequently revolutionized biological imaging and won
the Nobel Prize in Physics in 1953.[18, 19] The 1971 physics Nobel
Prize was awarded to Dennis Gabor for the invention of hologra-
phy, which he did while trying to solve the problem of the extremely
messy phase contrast which occurs in lenses which are so imperfect
they might be “compared in optical perfection to a raindrop” – that
is, the electromagnetic lenses of the electron microscope.[20] Compu-
tationally accounting for phase contrast effects is a necessary step in
reconstructing the three dimensional structure of biological molecules
which have been flash-frozen in their native environments and then
imaged in the electron microscope, a technique which won the much
more recent 2017 Nobel Prize in Chemistry.[21, 22, 23] The opinions
of a handful of Norwegians aside, my point is, understanding phase
contrast is important and worthwhile!

The bulk of this chapter is structured around explaining what phase
contrast is, and how it creates contrast in an image in an electron mi-
croscope. On one leg, phase constrast refers to electrons overlapping
and interfering with each other such that their pattern in space mim-
ics the structure of the sample. Why the pattern of the beam should
replicate the structure of the sample when passed through a lens –
an object which transforms parallel beams into spherical ones – is not
immediately obvious. This chapter aims to connect these ideas.

Section 2.1, below, is concerned with refining our notion of “electron
beam” a bit, with an eye towards understanding how beams move
through space and interfere. Section 2.2 concerns lenses, sample in-
teractions, and images. Section 2.3 discusses issues related to electron
microscopes in particular, including lens aberrations, image contrast,
optimum focus, and concludes with a brief discussion of more ad-
vanced imaging modes such as ADF-STEM.

2.1 Waves and wave propagation

Figure 2.3: Waves are characterized
by a wavelength λ, or equivalently a
wavevector k = 1

λ , and a phase, φ.

Phase contrast is fundamentally a wave-like phenomenon, and to
understand it, we need to think of the electron beam as a wave. For
our purposes, waves have two important properties, illustrated in
Fig. 2.3. The first is the length of the wave, λ. We’ll have more to say
about this a little later. The second wave property of interest, and the
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real star of the show, is the phase, φ. In Fig. 2.3, φ describes where
the valleys and troughs of the wave fall in space, and changing the
phase by a small amount shifts the position of the wave to the left or
right.

Figure 2.4: The phase of an electron
wave can be thought of as the angle of
rotation of an arrow.

Figure 2.5: Another wave, visualized in
a way that directly represents the phase
rotation at each position of the wave.

However, there is a major shortcoming to representing electron waves
with images like Fig. 2.3. In the wave at the top of Fig. 2.4, point C
is higher than points A or E, which seems to imply that the wave is
largest at point C. For an electron wave, this is not the case! Rather,
the wave is the same “size” at all of points A–E, in the sense that
there is just as much electron at each of these positions. An alter-
nate representation which captures this idea is shown in the bottom
of Fig. 2.4. Here, the wave is depicted by an arrow at each position,
and as we move along the wave from points A to B to C, the arrows
rotate. The size of the wave, or how much electron there is at point
A or B or C, now corresponds to the length of the arrows, which is
constant. The phase of the wave now corresponds to the rotation of
the arrows. So while the top image in Fig. 2.5 is somewhat simpler
to visualize, the bottom image of the figure, showing arrows of uni-
form length which rotate as we move from left to right, will provide
a more useful intuition for how electron waves behave. Feynman
favored representing waves in this way in, e.g, QED.[24]

This description is useful because it allows us to visualize what hap-
pens when more than one electron wave overlaps at the same loca-
tion. The prescription is: we add up the arrows from the two or more
waves, by placing them tail to head. The final wave is described by a
new arrow, which we draw from the tail of the first arrow to the head
of the last. The top of Fig. 2.6 shows the addition of three overlap-
ping waves at point A. Two arrows which are oriented in the same
direction have the same phase, φ, (we say they are “in phase”), and
will add up to give a large final arrow, like at point B in the figure.
Two waves with arrows oriented opposite one another, like at point
C, are “out of phase” and will cancel out to give a small final wave.

Figure 2.6: Adding waves is accom-
plished by placing the arrows head
to tail, then drawing a new arrow
connecting the first tail to the last head.

Our description so far has been limited to one dimension, but the
electron beam in a real electron microscope is three-dimensional, so
we’ll need to extend these ideas now into three dimensions. There
are two archetypal shapes waves can take in three dimensions that
we’re primarily concerned with. The first is shown in Fig. 2.7. Here,
each successive sheet in the figure is meant to represent a plane of
arrows that are all pointing in the same direction, and the arrows
rotate a little bit from one plane to the next. These are called, appro-
priately enough, plane waves. As the electron beam moves through
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space at about half the speed of light, the arrows at any fixed position
will rotate around and around in time. Alternatively, we can think
of the arrows at a fixed point in time rotating as we move along the
direction of wave propagation.

Figure 2.7: A plane wave entails suc-
cessive planes of constant phase, i.e.
arrows all oriented in the same direc-
tion, with a small amount of phase
rotation added from one plane to the
next.

The second three-dimensional wave shape we need to know about is
the spherical wave, shown in Fig. 2.8. Here, we can think of arrows
on successively larger and larger concentric spherical surfaces. There
is a small mystery to unravel here, however. Will the arrows on a
given spherical surface be oriented as shown in the top of Fig. 2.8, or
as shown in the bottom of the figure? Certainly the top image looks
nice and symmetrical, and nature likes symmetry, no? Sadly, this
image, which depicts the arrows orienting perpendicular to the wave
surface, is entirely wrong! The bottom figure is correct. Like in the
case of the plane wave, we must think of all the arrows on a single
surface being oriented in the same direction. From one spherical
surface to the next, slightly larger one, the arrows will rotate slightly.

Figure 2.8: A spherical wave entails
concentric spherical surfaces of constant
phase, with a small amount of phase
added to each successive spherical
shell. The lower diagram is correct and
the upper diagram is incorrect, because
the direction of the arrows represent the
phase, not the direction of the beam.

This example highlights a subtle, but important, problem with this
type of representation of electron waves. The arrows here don’t rep-
resent the direction of the wave, or its motion, or anything like that
at all. Instead, the rotation of the arrows is showing a fundamental
property of the electrons themselves – their phase. In fact, the orien-
tations of the arrows don’t even live in the same space as the three
spatial dimensions that the sheets and spherical surfaces of Figs. 2.7
and 2.8 live in. Instead, at every point in normal, three dimensional
space, the electron beam has a phase, and that phase is represented
here by the direction of an arrow rotating in an entirely separate
(and, as it turns out, two-dimensional) space.2 As we look in differ-

2 i.e. the complex plane.

ent places in normal, 3D space, the phase of the electron beam varies,
corresponding in these visualizations to rotation of the arrows in
their own 2D space. How these two things happen to vary together
is exactly what we mean when we refer to a plane wave, a spherical
wave, or any other kind of electron wave!3

3 Actually, this is half of the story
– a complete description requires
additionally including variation of the
intensity of the wave in space, i.e. the
size of the arrows, which we’ll see some
of shortly.

There is another, deeper problem here, that doesn’t have to do with
how we’ve chosen to draw our pictures, but with the basic nature
of electron waves and measurement. The problem is this: when we
record an image in our microscope, we can only ever measure the
size of the arrows at each point on our detector. We cannot measure
their rotation. This problem, in one form or another, has caused a
great deal of gnashing of teeth over the years, and more than a few
Nobel prizes have been awarded for various clever work arounds. In
a phase contrast image, we’ll see that the size of the arrows on each



12

point on the detector will wind up varying because we have to add
up many arrows which have taken many different paths to get to
there – that is, the electron beam “overlaps and interferes”. To figure
out how much the beam will interfere where, we need to first answer
a more basic question: how do waves move through space?

2.1.1 Huygens Principle
Figure 2.9: Huygen’s principle states
that if we know what a wave looks
like on a surface, like the vertical line
here, then we can figure out what it
will look like everywhere else. The
procedure is to take each starting arrow
on the surface, measure how far it
needs to travel to get to the final point
we’re interested in, rotate the arrow in
proportion to that distance, then add up
all the resulting arrows.

Armed with an intuition for how to visualize electron waves, we’re
ready to address how they propagate. The key idea is that if we
know what the wave looks like along one surface in space, we can
figure out how it will look at any other point. As a concrete example,
lets say we know that along the vertical line in Fig. 2.9, all the arrows
of our wave point to the right, and we want to know what the result-
ing wave will look like at point P. To find the wave at point P, we
take each known arrow along the line, and let it “propagate” from its
starting position to point P. This essentially means we measure how
far the arrow will travel from its starting point to point P, then, rotate
the arrow around by an amount that depends on that distance. The
farther the arrow has to travel, the more it will rotate, and every time
it travels a distance of one wavelength, it rotates around a full circle.4

4 How long one wavelength is depends
on the energy of the electron beam,
or equivalently, how fast the electrons
are moving. The electron beams used
in this work had energies in the range
of 60 keV to 300 keV, velocities in the
range of 44.7 to 77.7 percent the speed
of light, and wavelengths of 1.97 pm to
4.87 pm.

To get the final wave, we add up all of the rotated arrows coming
from each point along the line by placing them all tail to head. Fig-
ure 2.9 shows this process for just three of the starting points along
the known line – to get the true, final arrow, we need to include every
arrow at every point along the known line.

This procedure is called Huygens principle. There are a few finer
points which we won’t stress too much for the purposes of the in-
formal description being developed here, but they are worth men-
tioning, as some of them will occassionally crop up. First, each initial
arrow doesn’t necessarily contribute the same amount to the final
answer. The farther the initial arrow is from the final point of inter-
est, the smaller its contribution, and the larger the patch of space the
initial arrow comes from, the larger its contribution. Each initial ar-
row also contributes less for longer waves than it would for shorter
waves. Intuitively, all these points are related to making sure the to-
tal energy of the wave is conserved. Perhaps the most mysterious
point is that if we do all the bookkeeping carefully, we need to rotate
each initial arrow an extra quarter turn to make the math work out.5

5 Mysterious quarter rotations – i.e. a
factor of i – will turn out to be critical
to the mechanism of phase contrast, so
we’ll hear more about them and where
they come from later, when we talk
about sample interactions.

Finally, to reflect the direction of propagation of the wave, initial ar-
rows that travelled from their starting point to their ending point
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along the direction that the wave itself is propagating will contribute
the most, while initial arrows traveling along more oblique paths will
contribute a little less.

Huygens principle provides the basic machinery for determining
how waves propagate. Now we’re ready to put it into action, to ex-
plain a real effect that comes up in everyday microscope images.

2.1.2 Near field propagation: the example of Fresnel fringes

Figure 2.10 shows three images of an iron oxide nanoparticle taken in
a transmission electron microscope. Notice the rings surrounding the
particle in the right two images – do these reflect its true structure?
Does it possess a core surrounded by successive shells? Certainly not
– here we see that the rings vary as the microscope focus is changed,
and vanish in the leftmost image, taken near focus. These rings are
frequently observed in slightly out-of-focus images, and are an image
artifact referred to as Fresnel fringes. The mechanism by which they
form is fundamentally a phase-contrast type effect.

Figure 2.10: Fresnel fringes about an
iron oxide nanoparticle. There are no
fringes in the focused image (left),
while farther from focus (middle, right)
light and dark fringes appear.

Fresnel fringes occur when a plane wave propagates past an edge,
and the simplest case to consider is that of an incident wave striking
an opaque, semi-infinite barrier. This is shown in Fig. 2.11. The left
depicts the situation in three dimensions, however, to understand the
effect, we need only consider the problem in two dimensions, shown
on the right. In 2D, we have a line on which we know that all of the
arrows are uniform and point to the right, and we want to know
what the wave, i.e. the final arrow size and direction, will look like at
some point P to the right. To start, let’s assume that P is directly to
the right of the edge of the barrier.

Figure 2.11: Fresnel fringe geometry, in
which an electron beam is incident on a
semi-infinite, opaque barrier.

Figure 2.12: Phase rotations are caused
by different path lengths from the
indicent electron wave to point P. Here,
the result is that the summed arrows at
point P form curves, which are tighter
for initial arrows near regions 3 than
near region 1.

We need to add up the contributions from all of the arrows above the
barrier. First, consider the arrows that begin in the region marked
1 on the left of Fig. 2.12. Arrows beginning at the lower part of this
region travel along the lower line shown, while arrows beginning at
the upper part of this region travel along the line just slightly above
it. This upper line is at a slightly more oblique angle, so arrows from
the upper part of region 1 travel a small extra distance, labelled ∆l1.
If we assume final arrows traveling along the lower line arrive at P
pointing to the right, then the arrows traveling along the upper line
will have rotated a little more. For argument’s sake, if we say there
were a total of 10 arrows starting in region 1, then adding them up
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will give a curve like the bottom right of Fig. 2.12.

Next, consider the region marked 2 on the left of the figure. Similarly,
arrows from the lower part of the region travel a shorter path than
the arrows from the upper part. But because the angle is now more
oblique, the extra distance travelled by the arrows in the upper part
of region 2 is greater than the extra distance travelled by the equiva-
lent arrows in the upper part of region 1 – in the figure, we see that
∆l2 is bigger than ∆l1. When they arrive at P, this extra distance will
turn into a little extra rotation. So if we add up the (say) 10 arrows
starting in region 2, they’ll form a curve like the arrows from region
1, but it will be a slightly tighter curve, as shown in the middle right
of Fig. 2.12. By identical arguments, adding up the arrows that arrive
at P starting from region 3 will form an even tighter curve. Thus, if
we add up all of the arrows, starting from the edge of the barrier and
extending infinitely far away, we’ll get a curve which gets tighter and
tighter and tighter. The resulting spiral is shown in Fig. 2.13. The fi-
nal arrow at point P is shown as a dotted line, and ends at the center
of the spiral.

Figure 2.13: A spiral resulting from
summing all arrows from the entire
incident electron wave at point P. The
dotted line shows the final arrow at
point P.

Figure 2.14: The propagated wave
intensity is found by drawing a final
arrow which starts farther and farther
along the spiral for final positions
blocked by more of the barrier, and in
each case terminating the final arrow
at the center of the spiral. The result
is that the wave intensity diminishes
rapidly as more of the incident wave is
blocked by the barrier.

What do the final arrows look like for other final points? If we con-
sider a final point a little farther down, like points P2–P4 in Fig. 2.14,
then the barrier now blocks a segment of the initial arrows which
had the shortest paths to travel, and thus which contributed to the
beginning (i.e. the ‘least curvy’) piece of the spiral. The result is that
the final arrow at P2 begins a little farther along the spiral, but still
ends at the center of the spiral. Moving the final point down farther,
from P2 to P3 to P4, means the final arrow will begin farther along the
spiral, making the final arrow shorter and shorter. Because a shorter
arrow represents less electron wave, this means the intensity of the
resulting image will decay more and more for points on a detector
which are more blocked by the barrier. This is hardly surprising!

Figure 2.15: An second spiral emerges
by summing the arrows at final points
for which more and more of the barrier
is uncovered.

If we consider final points a little above the edge of the barrier, like
points P′2–P′4 in Fig. 2.15, then the barrier now blocks less of the in-
coming wave. The result is that we need to add up all of the final ar-
rows of the spiral we found previously in Fig. 2.12, plus some extras.
The new arrows, coming from the parts of the incoming wave that
are ‘uncovered’ by looking at points farther away from the barrier,
will begin to form a curve identical to the spiral we already found,
because the extra distances travelled, and thus the extra rotations, are
all the same. We therefore need to add a partial copy of the spiral to
the spiral we found before.
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We need to be a little careful in adding these two pieces. The arrows
get added by placing them head-to-tail, and if we tried to simply
glue the two spirals together as they are, its not immediately clear
what the final shape would look like. Instead, imagine taking a sin-
gle arrow from the left end (the ‘less curvy’ end) of the new arrows,
and attaching it from the left (again, the ‘less curvy’ end) to the old
arrows. If we repeat the process of removing just the leftmost arrow
from the new spiral and tacking it onto the left end of the old arrows,
one-by-one until we’ve used them all, Fig. 2.16 shows that the re-
sulting curve will begin to form a second spiral, which curves in the
opposite direction. In optics, this shape is called the Cornu spiral.

Figure 2.16: The Cornu spiral, also
called an Euler spiral, results from
combining the two individual spirals of
Fig. 2.15 into a single curve.

Figure 2.17: Fresnel fringes are an
oscillation in the propagated wave in-
tensity as we look at points where more
and more of the barrier is uncovered.
This is seen here by drawing final ar-
rows which begin farther and father
along the Cornu spiral to the upper left,
and terminating the arrow at the center
of the lower right branch. As the start-
ing point rotates around the upper left
spiral, the length of the resulting final
arrow cycles from longer to smaller to
longer again.

Thus, to draw the final arrows at points P′2–P′4, we must begin with
their tails at points progressively further along the new, upper left
branch of the Cornu spiral, and end with their heads always in the
center of the old, lower right branch of the spiral. Figure 2.17 shows
that following this procedure gives a very long arrow at P′2, followed
by shorter arrows at P′3 and P′4. The lengths of the final arrows at
points still farther from the edge of the barrier will move through
a series of maxima and minima as the tail of the final arrow moves
through the upper left spiral. In an image, this results in Fresnel
fringes.

Interestingly, this effect only occurs when the waves propagate a rel-
atively short distance, usually referred to as the near field region.
Here, ‘relatively short’ means the distance of propagation relative to
the size of the object should not exceed the size of the object relative
to the electron wavelength; that is, if the object that the electron beam
interacts with is 10 electron wavelengths long, this effect will be ap-
parent up to a distance about 10 times the length of the object away.6

6 Actually, its more like 20 times – the
Fraunhofer distance is 2D2

λ .
Because electron wavelengths in a typical TEM are on the order of a
few picometers, even an object only a few nanometers in extent will
display the Fresnel fringe effect up to a few microns away.

Figure 2.18: An imperfectly focused
microscope misplaces the sample with
respect to the plane which will yield
the final, magnified image. Propagation
of the electron beam over this offset
distance creates Fresnel fringes in the
image.

As a practical matter, the relavant distance for the electrons to prop-
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agate is the distance between the sample and the focal plane of the
objective lens, shown in Fig. 2.18. As this distance, the defocus, is
tuned during microscope operation, the point P moves closer to or
farther from the plane (e.g. in Fig. 2.11), and the Fresnel fringes can
be observed to vary in frequency and intensity. As the defocus value
approaches zero, the angle associated with a point like, e.g. P′4 of
Fig. 2.17 becomes large, the change in position on the Cornu spi-
ral per change in position in the focal plane becomes large, and the
fringes become higher frequency. At the same time, as the defocus
approaches zero the amount of incident beam (the ‘number of ar-
rows’) corresponding to a given angular range is reduced, thus the
absolute size of the sprial becomes smaller. As a result, the contrast
between fringes becomes smaller, and approaches zero when the
microscope is in focus. The precise behavior of the fringes depends
on the detailed structure of the sample. Consequently, carefully ac-
counting for the behavior of Fresnel fringes, and their variation over
a range of defocus values, has been leveraged to explore the structure
of atomic defects, grain boundaries, and interfaces.7[25, 26, 27, 28]

7 More specifically, these simple in-
terference effects can be compared
to calculations to determine relevant
sample properties like the mean in-
ner potentials. In essense, poor man’s
holography.

2.1.3 Plane wave propagation

While waves partially obstructed by barriers gives us the satisfying
opportunity to understand real effects we observe in images, we’ve
gotten ahead of ourselves a little bit. What about an even simpler
question: in a vacuum, what does a plane wave look like as it moves
through space?

Let’s begin with the answer: plane waves propagate as plane waves.
If we have a plane wave, with each plane of constant phase extending
infinitely in two dimensions, then as it moves forward in space, it
will remain a plane wave. Application of Huygens principle will
not only show that this is true, but in doing so it will also suggests
a small trick we can play with waves that is useful in a number of
practical applications.

Figure 2.19: Plane wave propagation
geometry. The problem is to determine
the final wave at point P, given a
uniform starting wave on the plane
shown.

The problem to solve is shown in Fig. 2.19. Because we are beginning
with a plane wave, we know that in the leading plane on the left side
of the figure, all of the arrows are oriented in one direction – here,
to the right. We need to know what the final arrow will look like at
point P on the right side of the figure.

In the top of Fig. 2.20, we consider all of the paths from the dark
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circular disk in the center of the starting plane to point P. The disk
is placed so that the path from its center to P is perpendicular to the
plane, and is therefore the shortest of all the paths. Let’s assume that
the arrow arriving at P along this path will point up. Paths from
any other point in the disk are a little longer than this one, so their
arrows will be rotated a little. Greater starting distances from the
center of the disk result in more rotation. Finally, lets decide to draw
the disk’s radius just big enough so that the longest paths to P, those
starting at the disk’s outer edge, correspond to a half circle rotation
of the arrows. The top-right of the figure then shows all of the final
arrows which began in the disk. They form a semicircle pointing
to the right, with the upward arrows coming from the center of the
disk, the downward arrows coming from the outer edge of the disk
(i.e. rotated a half turn with respect to the arrows from the center),
and the intermediate regions of the disk filling out the rest of the
semicircle (i.e. rotated less than half a turn).

Figure 2.20: Fresnel zones are rings
with widths chosen so that the change
in path length from the inner versus the
outer edge of the ring to a final point
P corresponds to a half-rotation of the
final arrows at P.

Next, consider all of the paths starting on an annulus just wider than
the disk, shown in the middle of Fig. 2.20. The arrows on the inner
edge of the annulus are oriented in the same direction as the arrows
on the outer edge of the disk – down. Of course, the paths from the
outer edge of the annulus are longer than those on the inner edge, so
they’ll have rotated a little bit more along the way to P. We’ll choose
to draw the outer outer edge of the annulus just wide enough that
the arrows starting there will have rotated an extra half turn relative
to those at the inner edge. All the final arrows from this annulus will
then span another semicircle, this time pointing to the left, shown in
Fig. 2.20, on the middle-right.

Rinse and repeat! We draw another, bigger annulus, just the right
width to span another half rotation of final arrows, shown on the
bottom of Fig. 2.20. By continuing this procedure, drawing larger and
larger annuli, we can fill the entire starting plane with ring-shaped
zones. To get the final answer at P, we then need to add up all of the
arrows from all of the zones. This is illustrated in Fig. 2.21. One im-
portant point is that the semicircle of final arrows are slightly smaller
in each progressive zone – this is because the wider the starting an-
nulus, the more oblique the path the arrows travel relative to the
direction of the wave’s propagation, and they therefore contribute
a little less to the final answer. Recall that this was one of the finer
details of Huygens principle.

The middle line of Fig. 2.21 shows that we can then pair up the ar-
rows from adjacent zones. But these arrows point in every direction
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Figure 2.21: Summing over all Fresnel
zones leaves only the arrows from the
innermost and outermost – “at infinity”
– zones, while all the other zones cancel
each other out. Summing the remaining
arrows gives an arrow the same size as
those in the initial plane.

equally, so when we add them all up, they’ll cancel each other out!8
8 Assuming the “obliquity factor”
changes very little between adjacent
zones, which is ok as long as P is much
farther away from the starting plane
than the length of the waves.

Cancelling these out leaves only two semicircles of final arrows: the
one from the innermost circle, and the one from the outermost, “in-
finitely wide” annulus. Because of the obliquity factor, the latter ar-
rows turn out to be half as large as those along the innermost circle.
This is essentially because the angle to P from the infinite annulus
is halfway between a wave propagating forwards and backwards,
and the wave should go away completely in the backwards direc-
tion.9 Combining these two remaining semicircles gives a semicircle

9 i.e. 1
2 (1 + cos θ)

∣∣∣
θ= π

2

= 1
2 .to the right, with all the arrows half the size of the initial arrows in

the starting plane. Combining all the arrows in this last semicircle
gives an arrow to the right, exactly the size of the initial arrows in the
starting plane.10

10 i.e. 1
2

∫ π
2
− π

2
eiφdφ = 1.

Figure 2.22: The translational symme-
try of the problem implies that the final
wave will be the same at points A, B,
C, or any other point in the same final
plane.

That was quite a bit of work to figure out what the final wave looks
like at just one point; fortunately, now that we know what the arrow
at point P looks like, finishing the argument is quick. If we choose
another final point, the same distance from the starting plane but
shifted side to side, we could make exactly the same argument and
would arrive at exactly the same answer by simply moving where
we center the annular zones, as shown in Fig. 2.22. Finally, if we
shifted our starting point a little closer or a little farther away from
the starting plane, then the argument would look exactly the same,
except that all of the arrows throughout would be slightly rotated. In
other words, we began with the assumption that the arrow which be-
gins at the center of the smallest, circular zone and ends at P would
point up. If we shifted P slightly farther away, this arrow would ro-
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tate slightly, and thus the semicircle of arrows from this zone would
all rotate slightly, as would the semicircles coming from all the other
zones, as illustrated in Fig. 2.23. Similarly, the final answer will be the
same, but rotated slightly. The result is that in any given plane a set
distance from the starting plane, all of the arrows point in the same
direction, while planes which are progressively farther and farther
away from the starting plane have arrows which are more and more
rotated – in other words, the result is a plane wave!

Figure 2.23: Shifting the final plane
forwards or backwards adds a uniform
phase rotation to all the arrows in these
final planes. A plane wave propagates
as a plane wave.

Figure 2.24: A Fresnel zone plate
blocks the incident wave at ever other
Fresnel zone. The result is a very large
final arrow at P, effectively focusing the
incident beam.

The trick of drawing little annular rings, which are each just large
enough to span a half-rotation worth of arrows, is much more than
theoretical. Here’s one practical application: imagine constructing
a screen which is transparent in all of the light colored zones in
Fig. 2.24, but which is opaque and blocks the incoming wave from
passing through the dark colored zones. Instead of cancelling out, all
of the arrows will now add up at P, giving a much larger final arrow.
This method of creating an intense, focused wave is called a Fres-
nel zone plate (the annular zones are usually referred to as “Fresnel
zones”), and they’re used for focusing X-ray beams.[29, 30] Fresnel
originally developed these ideas with an eye towards lighthouses in
the early nineteenth century, making the most significant advances in
lighthouse technology since the great lighthouse of Alexandria two
millenia prior.[31]

2.1.4 Far field propagation: apertures and Airy disks

Figure 2.25: Propagating a wave onto
a spherical surface, rather than a flat
surface, is a better way to think about
the far field, as it facilitates thinking in
terms of angles. Here, we see there are
two contributions to the total difference
in lengths between the two paths
shown, ∆li and ∆lo .

So far, our discussion has focused on “relatively short” distances, i.e.
the so-called near field regime. What happens when a wave prop-
agates a longer distance? The first important difference is that the
farther away the wave gets from the sample, the less sense it makes
to think about what the resulting wave looks like on some distant,
flat surface, and the more sense it makes to think about what the re-
sulting wave looks like on some distant, spherical surface. The reason
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is, essentially, that waves propagate in every direction, so once we
get far enough away it becomes more natural to think about their
propagation in terms of angles than in terms of distances.

Figure 2.26: The far field approxima-
tion entails imagining that the spherical
surface we propagate our wave two
is very far away. This implies that ∆lo
from Fig. 2.25 becomes very small, and
can be neglected.

Figure 2.25 shows a wave propagating from a known plane to the
surface of a sphere, or, in the 2D case shown, a circle. Because we’d
like to think about how the arrows will add up as a function of the
angle of propagation, two paths are drawn here, from the top and
bottom of the known wave, traveling at the same angle. As before,
to figure out how the arrows from these paths will add up, we need
only know the difference in distances traveled, which will then tell
us the difference in the rotation of the resulting arrows. Here, we see
that there are two pieces contributing to the difference in the length
of the paths: on the side of the incoming wave, the lower path travels
an extra distance ∆li, while on the side of the outgoing wave at the
sphere’s surface, the lower path travels another extra distance ∆lo.

However, if we let the wave travel farther and farther to more and
more distance spheres, something interesting happens. The first
extra bit of distance, ∆li, stays the same, while the second, ∆lo, gets
smaller and smaller. See Fig. 2.26. If the sphere gets big enough, ∆lo
will become much smaller than the electron wavelength λ – in other
words, it becomes so small that it adds no appreciable rotation to
the arrows. This is very good news: it means that all of the relative
rotation of arrows from different parts of the incoming wave can be
understood solely in terms of relatively simple path differences that,
themselves, occur on the side of the incoming wave itself. While it
may not sound like much, this simplifies matters considerably!

How big is “big enough”? Precisely the reverse of the situation de-
scribed previously in Sec. 2.1.2: the distance of propagation relative
to the size of the object should be much greater than the size of the
object relative to the electron wavelength. This is called the far field,
and wave propagation into the far field is sometimes called Fraun-
hofer diffraction. Many of the relevant distances in the electron mi-
croscope – from the sample to the focal plane, from the focal plane to
the detector – fall within the far field regime.

Figure 2.27: Geometry of wave prop-
agation through an aperture. The
problem is to find the final arrow at a
point P on a distant spherical surface,
given a uniform initial wave passing
through the aperture.

One of the most important examples to consider is wave propaga-
tion through an aperture, or a small hole in an otherwise opaque
barrier, as the beam passes through any number of apertures on its
way through the microscope. The situation is shown in Fig. 2.27.
Here, we’re interested in the final wave at a point P on a sphere some
distance from a plane wave incident on an aperture.
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First, consider what happens when P is directly in front of the aper-
ture, as in the top of Fig. 2.28. Here, the paths are all the same length,
except for some very small differences due to the curvature of the
circle. But we’re interested in the far field regime, so we can neglect
these small differences. This means that all of the arrows arriving at a
point directly in front of the aperture will point in the same direction
– for arguments sake, lets say to the right – and they’ll add up to give
a large final arrow, as shown.

Figure 2.28: Phase rotations for differ-
ent angles of the final point P result in
different amounts of curving when the
arrows are summed.

If we instead consider a point at some angle, like the middle of
Fig. 2.28, then arrows traveling from the bottom versus the top of
the aperture will travel paths of different lengths. Here, arrows from
the top of the aperture travel a shorter path, and thus arrive at the
distant circle having rotated slightly less, while arrows from the bot-
tom of the aperture travel further and rotate slightly more. Assuming
the arrow in the center of the aperture arrives pointing to the right,
adding up all the arrows gives a curve like the one shown in the mid-
dle right of Fig. 2.28, resulting in a final arrow that is slightly shorter
than the prior case. The bottom of Fig. 2.28 illustrates that a point
at the same angle but on the other side of the aperture will give the
same answer.

Figure 2.29: The intensity of a wave
traversing an aperture and propagating
into the far field can be understood
in terms of the angle of point P on
the final spherical surface. The larger
the angle, the greater the curvature
in the summed arrows reaching P. At
1 there is no curvature, a large final
arrow, and maximal wave intensity. At
2 the curvature is such that the arrows
form a complete circle, the final arrow
vanishes, and the wave intensity is zero.
The wave intensity grows again at 3
and falls to zero once more at 4.

How much will the curve curve? It depends on the angle,11 with
11 As well as the wavelength and the
aperture size, but let’s assume these are
fixed.

greater angles corresponding to curvier curves, and shorter and
shorter final arrows. At some angle, the curve closes up on itself
entirely, forming a circle, and the final arrow vanishes, meaning
that no electrons propagate in this direction at all. This is shown in
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Fig. 2.29, along with a profile of the amount of electron beam arriving
at each angle, i.e. the length of the final arrow. Point 1 corresponds
to directly in front of the aperture, while point 2 corresponds to
the angle at which the incident arrows form a perfect circle and the
final arrow vanishes. Continuing on to larger angles, the final arrow
becomes finite again, however, it is quite small (point 3), as so many
of the incident arrows are still used up making a circle! The profile of
the electron beam drops to zero again when the incident arrows add
up to exactly two complete circles (point 4), as well as infinitely many
more times corresponding to more and more circles, but most of
these become hard to see because all the final arrows at these larger
angles are all quite small anyway.12

12 Notably, here we were only concerned
with the length of the final arrow at
each angle, and not its phase. This
latter question will become important
and is discussed further in Sec. 2.1.5.

What happens if we change the size of the aperture? If we make the
aperture narrower, we need to increase the angle of the final point
P to achieve the same amount of curving – there is still the same
amount of ‘curve per arrow’, but there are now fewer arrows to the
curve. The profile of 2.29 therefore gets stretched in the horizon-
tal direction, becoming wider and wider. For an infinitely narrow
aperture, the profile becomes a flat line, suggesting that if a wave is
generated from a single point, it propagates the same amount in ev-
ery direction – think of a pebble in a pond. If we make the aperture
wider, a smaller change in the angle of the final point P will yield
the same amount of curving. Thus the profile becomes compressed
in the horizontal direction, becoming narrower and narrower. For an
infinitely wide aperture, the profile is smooshed into a single point.
Thus while in the near field regime, we found that a plane wave
propagates as a plane wave, in the far field regime, where we are
concerned with propagation angles instead of positions, a plane wave
just propagates forward! By the way, this principle – that a very wide
aperture propagates to a very small angular range in the far field,
while a very narrow aperture propagates to a very broad angular
range in the far field – is a manifestation of the uncertainty principle.

Figure 2.30: An aperture and an Airy
disc. The one dimensional arguments
above qualitatively give the correct
answer for a real, two dimensional
aperture. Far field propagation through
a small circular hole (top) results in a
shape similar to Fig. 2.29 with the addi-
tion of radial symmetry, called an Airy
disc (bottom). The Airy disc has maxi-
mal intensity at the center, surrounded
by dimmer rings of intensity.

Of course, while this example was one-dimensional, the apertures in
a real microscope are better thought of in two dimensions. The top of
Fig. 2.30 shows a small, circular aperture. On the bottom is the inten-
sity of a wave passing through this aperture and propagating into the
far field. Qualitatively, it is very similar to the profile from Fig. 2.29,
with some added circular symmetry: it is most intense in the middle
(i.e. propagating directly forward), and dies off as we move away
from the center (i.e. to larger angles). There is a minimum some dis-
tance from the center, followed by dim rings of some small amount
of intensity, corresponding to points like 3 in Fig. 2.29. This is called
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an Airy disk, and it is a good first pass at describing the shape of the
electron beam.

The arguments in this section are largely adapted from Rodenburg’s
excellent introduction to basic TEM theory.[32]

2.1.5 A final example of wave propagation

Figure 2.31: Propagating a sinusoidally
varying wave into the far field. The
problem is to find the final arrow at
a point P given an initial wave with
sinusoidally varying lengths.

This next example of far field wave propagation will be our final
example, not so much because there aren’t many other interesting
cases that might arise, but because once we’ve worked this one out,
it’s possible to use it to construct essentially any other example you
might need. In some sense, this example contains every other con-
ceivable example – this idea is expanded on in Sec. 2.2.3.

Figure 2.32: Introducing an aperture
with a width equal to the wavelength of
the starting wave’s sinusoidal variation
simplifies the calculation considerably.
After this intermediate problem – what
is the final arrow at P with the aperture
in place? – is solved, we’ll use it to find
the final arrow without the imaginary
aperture.

The problem is shown in Fig. 2.31, with the incoming wave shown at
the top. The arrows are all aligned parallel to one another, but with
their size varying in its own wave-like, sinusoidal pattern. Our aim
is to take a wave that we know looks like this in some plane, and see
what the final wave looks like after propagating it into the far field,
illustrated in the bottom of the figure.

Figure 2.33: Cancellation of the arrows
over a single wavelength results in
no final arrow if P is in the forward
direction.

The incoming wave extends infinitely on either side, which is a little
tricky to handle all at once. To simplify, let’s start by considering just
a small piece, by imagining we placed an aperture around exactly
one wavelength of the incoming wave. See Fig. 2.32. We’ll simplify
things further by considering the result of propagating the wave to a
point P in the far field region with no angle, i.e., directly ahead. From
the previous example of the aperture, we know that propagating
directly forward won’t add any relative rotations to the final arrows.
That means all we need to do is add all the arrows passing through
the (imaginary) aperture. But because we’ve chosen our aperture size
to be one wavelength, every arrow pointing up will have a matching
arrow pointing down. Their sum is zero, and in the forward direction
there is no final arrow at all. This is illustrated in Fig. 2.33.

Next, we shift the imaginary aperture over one wavelength and recal-
culate the final answer. Of course, it’s exactly the same! Adding up
all of the final answers from each of the infinitely many wavelengths
is easy now – they’re each zero, so the final answer is still zero. See
Fig. 2.34.
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Figure 2.34: Moving the aperture over
a wavelength, then summing over
all of the wavelengths, gives the final
answer: in the forward direction, the
wave vanishes.

Things become a little more complicated when the final point P is at
an angle. Again, we’ll start by imagining we’ve placed an aperture
around a single wavelength of the incoming wave. In the case of
the plane wave incident on an aperture, we saw that looking at a
final point P at some angle resulted in relative rotations of all of the
final arrows, so that they added up to a curve, shown in the left of
Fig. 2.35. The geometry, and therefore extra path lengths, are exactly
the same here, so the relative rotations of the final arrows will also
be the same. However, we now need to apply those rotations to the
more complicated case at hand, with initial arrows of varying sizes.
A simple way to do this is to place our known initial arrows on the
surface of the curve we found earlier, as shown in the middle of
Fig. 2.35. By lining up the initial arrows perpendicular to the curve,
we’ve added the correct amount of rotation to each arrow to account
for their propagation to P.

Figure 2.35: Adding phase rotations
for a finite angle of point P can be
accomplished by drawing the curves
associated with the angle of P found in
Sec. 2.1.4, then placing the sinusoidally
varying starting arrows on and perpen-
dicular to this curve. Here, we see that
for a single wavelength of the starting
wave this results in a small but finite
final arrow at P.

Adding up all of these arrows no longer gives zero. There are still
just as many arrows pointing inwards as outwards. However, the
inwards-pointing arrows have curved very little, and thus point
mostly up, while the outwards-pointing arrows have curved quite
a bit, and thus point only partially down, and partially to the left and
right. The symmetry of the picture suggests that the left-right compo-
nents of the arrows will cancel, leaving a small final arrow that points
up.

Figure 2.36: Shifting the aperture to
account for all of the wavelengths of
the starting wave requires adding an
overall phase rotation to all of the final
arrows at P. This can be accomplished
by rotating the curve the arrows are
being placed on, such that it continues
where the curve from the adjacent
aperture position left off. This is called
the Fourier shift theorem. Here, three
adjacent positions of the aperture are
shown.

We next need to shift the imaginary aperture over a wavelength.
This time the result is almost the same, with a small, but impor-
tant, change due to the shifted aperture. The curve, on which we
will place the final arrows to determine their rotations, must pick
up where the last curve left off. In other words, if the curve corre-
sponding to an aperture around the first wavelength spanned the
bottom segment of a circle, the curve corresponding to the next wave-
length over should span the next segment of the circle, as illustrated
in Fig. 2.36. One way of thinking about why this is necessary is this:
we drew the curve for the first aperture pointing directly up. This
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choice was arbitrary, and is equivalent to assuming that the central
arrow in that case would arrive at point P pointing upwards. It’s ok
to arbitratily choose the direction of one arrow, because ultimately
its the length of the final arrow that matters, but once we’ve chosen
one, it fixes the directions of all the other arrows. Here, we’re orient-
ing the curve the right amount to account for the difference in path
lengths (and thus rotations) to point P from different positions of the
aperture.

Figure 2.37 shows what happens when we add up the answers from
all of the infinite wavelengths. While each individual wavelength
gives a finite arrow, they each point in different directions, so that
when we add them all, they cancel out. Again, the final answer is
zero. But there was nothing special about the angle we chose, so
really, this argument implies that the final arrow vanishes at every
angle.

Figure 2.37: Summing over all wave-
lengths of the starting sinusoidal wave
gives zero, and no final wave, because
the arrows from each of the infinite
wavelengths point in different direc-
tions and cancel out.

Figure 2.38: A unique angle for point P
exists, where the curve the arrows are
placed on exactly completes a circle.
For one wavelength of the starting
wave, the final arrow at P is large and
directed upwards.

There is one exception: the angle at which the curve exactly closes
to form a circle. This is shown in Fig. 2.38. The arrows now all point
upwards, and when we add them up, the result is a fairly long ar-
row pointing up. More importantly, because one wavelength now
corresponds to exactly one circle, moving the aperture over will give
exactly the same answer. Adding up the answers from all of the
wavelengths, shown in Fig. 2.39, therefore means adding up infinitely
many arrows which all point up – giving an infinitely long upward
arrow!

There are actually two angles that are just right to close the circle –
we can tilt away from the forward direction either up or down – so at
each of these positions of P the outgoing wave is “infinitely large”, in
a certain sense.13 At every other angle, the outgoing wave vanishes.

13 The arrow at these points is infinitely
large because we assumed an initial
plane with arrows extending to infinity,
and all of these are now being redi-
rected to just two points. The “total
amount of arrow” will be, and always
must be, conserved. This idea – “con-
servation of arrow” between the near
and far fields – is called Parseval’s
Theorem.

This is shown in Fig. 2.40.

An interesting question we might ask is: what happens at the angles
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Figure 2.39: Summing over all wave-
lengths now gives a very large final
arrow. Moving the aperture doesn’t
change the orientation of the arrows in
this case, because continuing the phase-
rotation-curve where the last curve left
off gives the same circle once again. The
arrow from each aperture position is
oriented up, so the summed final arrow
is “infinitely large.”

corresponding to exactly two complete circles, or three, or four?
It’s conceivable that these might also give rise to a finite final arrow
as well. However, what happens instead is this: if the circle wraps
around multiple times, there will be multiple arrows at each point of
the circle. For any number of complete circles greater than one, not
only will the final arrows at the end of the day cancel, but if we add
up just the arrows at any one point on the circle they’ll always cancel
out as well. This is shown in Fig. 2.41, where we see that for three
wraps, each larger arrows is accompanied by two smaller arrows in
the opposite direction.

Figure 2.40: The far field propagation
of a sinusoidal wave is zero every-
where, except for two particular angles
at which the final wave is very large.

Figure 2.41: Two or more complete
circles of the phase-rotation-curve
might, in principle, also give a nonzero
total wave. Instead, however, multiple
wraps of the curve results in cancel-
lation of the arrows at every point on
the curve. Here we see that for three
wraps, at each position on the curve
one large arrow is counterbalanced by
two smaller arrows. Mathematically,

∑n−1
i=0 cos

(
φ + 2πi

n

)
= 0 for any n > 1.

The result of this section can be stated as: a sinusoidally varying
wavefront will propagate to two, unique angles in the far field, and
vanish at every other angle. If the wavelength goes to infinity, the in-
cident wavefront becomes a plane wave, and the two nonzero arrows
meet and form a single large arrow in the forward direction – indicat-
ing that in the far field as in the near field, a plane wave propagates
as a plane wave.

2.1.6 Far field propagation sifts out waves by angle

The sinusoidally varying wavefront we started with in Sec. 2.1.5 can
be contructed from a pair of angled plane waves, as Figs. 2.42 and
2.43 demonstrate, a fact which suggests an alternative and highly
useful interpretation of that section’s result. In Fig. 2.42, two angled
plane waves are shown on the left and right. On both the left and
right sides, the two indicated points are on lines of constant phase,
where the arrows are all oriented down. Below, the arrows represent-
ing the waves are shown along the dashed lines. On the left, we see
the wave must travel farther to get to B than it does to get to A, while
on the right, the wave travels farther to get to A′ than it does to get
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to B′. Therefore along the dashed lines, the arrows rotate clockwise
from points A to B, while they rotate counterclockwise from A′ to B′.

Figure 2.43 show the result of overlapping the two angled plane
waves. At every point, the left-right components of the arrows cancel,
thanks to the symmetry of the construction. What remains is the
sinusoidally varying wavefront of Sec. 2.1.5.

Figure 2.42: Profiles of angled plane
waves rotate in a complete circle from
one wavefront to the next, with the rate
and direction of rotation determined by
the angle of the wave.

The central result of the previous section can therefore be thought of
in the following terms: a sinusoidally varying wavefront is precisely
the result of overlapping two plane waves oriented at these two,
unique angles. Propagation into the far field then “sifts out” the wave
by angles.

Figure 2.43: Constructing sinu-
soidal waves from pairs of angled
plane waves. The greater the angle
of the plane waves, the shorter the
wavelength of the final sinusoidal
profile. Mathematically we’d write
cos(x) = 1

2

(
eix + e−ix).

2.2 How microscopes work

With some understanding of how waves moves through space un-
der our belts, we’re ready to tackle the question at hand: how does
a lens form an image? We begin by discussing lenses and lens ac-
tion in Sec. 2.2.1. Next the physical origin of resolution limits are
described in Sec. 2.2.2. Section 2.2.3 treats the fundamental topic of
“real space” and “k-space”, two complementary ways of thinking
about the wave passing through a microscope, in the context of im-
age formation. Section 2.2.4 discusses sample interactions, and an
application, Zernike phase contrast, is addressed in Sec. 2.2.5.

2.2.1 Lenses and lens action

As I write these words, my visual experience of the world is being fil-
tered through at least four lenses.14 Despite their ubiquity and appar-

14 Eyes and glasses. At least is at least
valid metaphorically.

ent simplicity of form, the action of the humble lens is both complex
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and subtle. For this reason, we’ll make several passes in this section
at describing the action of a lens, building layers of complexity as we
go.

Figure 2.44: The focusing action of a
lens for forward-directed beams. The
ray diagram on the left shows trajecto-
ries of the beam, while complementary
the wavefront diagram on the right
shows surfaces of constant phase. The
rays and wavefronts are everywhere
perpendicular. A lens focuses a beam
to a point in the focal plane, or equiv-
alently, transforms plane waves into
spherical waves centered in the focal
plane.

A standard description of lens action is: a lens focuses a beam to a
point. This is shown in the left side Fig. 2.44. Another way of saying
the same thing, which better captures the physical change the lens
induces in the beam, is: a lens turns an incoming parallel beam into
an outgoing spherical beam. In this case, the beam emerging from
the lens consists of spherical wavefronts moving towards a single
point, the geometric center of the wavefronts. After converging on
the focal point, the beam continues traveling outwards in diverging
spherical wavefronts. Slightly more technically, a lens accomplishes
the parralel-to-spherical transformation by shifting the phases – rotat-
ing the arrows – of the incoming beam, where the amount of induced
phase shift grows with square of the distance from the center of the
lens. This is shown on the right side of Fig. 2.44.

Figure 2.45: Focusing angled beams in
a lens. Changing the incident angle of a
parallel beam shifts the position of the
focal point in the focal plane.

When the incoming parallel beam is tilted, the outgoing beam is still
a spherical wave, but the focal point changes. As shown in Fig. 2.45,
the new focal point is at the same distances from the lens, but is
moved side-to-side as the beam is titled. If we imagine all the possi-
ble focal points of incoming beams from every possible angle, they
form a plane at a set distance from the lens. This plane is called,
alternately, the focal plane, the back focal plane, or the diffraction
plane. The behavior and structure of the electron beam in the diffrac-
tion plane determines the resolution limit on any images formed by
the lens.

Section 2.1 developed a description of waves in terms of arrows. In
terms of these arrow diagrams, the horizontal lines above the lens
on the right sides of Figs. 2.44 and 2.45 represent incoming parallel
wavefronts of constant phase – that is, the plane waves of Fig. 2.7.
The curved lines below the lenses represent outgoing spherical wave-
fronts of constant phase, corresponding to the spherical waves of
Fig. 2.8. What, then, should the arrows representing our wave look
like in the focal plane?

Figure 2.46: Focusing a beam in a plane
can be thought of as collapsing all of
it’s arrows into a large arrow at a single
point.

The answer is depicted in Fig. 2.46. The top left shows that for an
incoming parallel wave hitting the lens head-on, the outgoing wave
in the focal plane is zero everywhere, except for a single, central
point, represented by a large, thick arrow. The thick arrow represents
a wave that is “infinitely large” at this point, in the sense that all of
the intensity of the incoming wave has been focused to this one point.
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Tilting the incoming beam to the left or right causes the point in the
focal plane with the single, thick arrow to shift accordingly.

We’ve seen this situation before, in Sec. 2.1.5, where all of the inten-
sity of a sinusoidally varying incoming wave was focused to two
points after propagating into the far field. The parallels between far
field propagation and the focal plane of a lens are not coincidental.

Figure 2.47: A lens brings the far
field into the near field by creating
the far field wave pattern in the focal
plane. A sinusoidally varying wave,
or equivalently a pair of angled plane
waves, incident on a lens is focused to a
pair of points in the focal plane, in the
same manner described in Secs. 2.1.5
and 2.1.6 for far field propagation.

Figure 2.47 begins to explore this crucial connection. A wave is
shown travling from the top of the figure to the bottom, passing
through a lens along the way. The left side of the figure shows the
trajectory of the wave, while the right hand side shows the more de-
tailed arrow diagrams indicating the structure of the wave in two
particular planes. At the top of the figure, we begin with a sinu-
soidally varying wavefront. In Sec. 2.1.5, we learned that a sinu-
soidally varying wavefront may be thought of as the superposition
of two, angled plane waves. This is illustrated in the left hand side of
the figure, just above the lens, where the beam has been re-drawn as
two, angled, overlapping beams. Each of these two beams is shaded
in light gray, and regions where the two beams overlap are shown in
darker gray. After passing through the lens, these two beams are then
focused to two distinct points in the focal plane. The resulting ar-
row diagram, on the right, is identical to the final result of Sec. 2.1.5,
shown in Fig. 2.41.

In light of these arguments, the action of a lens may alternatively
be stated as: a lens brings the far field into the near field. In other
words, the pattern a wave would create an infinite distance away
without a lens is produced at a finite distance, called the focal length,
in the presence of a lens.
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Figure 2.48: Image formation in a lens
occurs because rays leaving the same
point in the sample plane at different
angles will recombine at another
point in the image plane. Lens action
is thus the recreation of the pattern
of a wave in some plane before the
lens in two different ways and in two
different planes after the lens: first,
recreating the wave pattern in terms
of its angles in the focal plane; and
second, recreating the wave pattern in
terms of it’s positions (i.e. the original
pattern) in the image plane.

While this explains what happens in the focal plane of a lens, it
does not explain why the lens creates an image. This is illustrated
in Fig. 2.48. Here, two sets of parallel paths travelled by the beam in
two different directions from the sample plane are illustrated. In the
focal plane, all of the parallel paths oriented straight down are seen
to converge on a single point, while all of the parallel paths oriented
at a small angle are seen to converge at another point just to the left.
This is just another statement of what we’ve discussed above. Next,
by extending the beam paths past the focal plane, we see that there
is a particular distance away at which paths that began at the same
point in the sample plane will meet at the same point in the image
plane. This distance defines the image plane. The figure shows that
paths leaving the sample plane from the same location in two dis-
tinct directions will meet in the image plane; more generally, all paths
leaving the sample plane from a single location, in any direction, will
meet at a single location in the image plane.

The complete action of a lens can be summarized as follows: a wave
begins some distance from the lens, in the sample plane. That wave
may be thought of as the combination of many waves, each travel-
ing at a different angle. The lens turns these constituent waves into
spherical waves, each centered at a slightly different point in the fo-
cal plane, where the centers are determined by the incident angles.
Higher angles give centers, or focal points, which are farther away
from the centerline of the lens. The spherical waves then continue
to propagate past the focal plane. But the spherical waves began as
constituents of a single, complicated wave in the sample plane; in the
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image plane, the spherical waves overlap in space in the same way
they overlapped in the sample plane. The result is that in the image
plane, the structure of the wave is nearly identical to the structure of
the wave in the sample plane.

The waves in the sample and image planes are not precisely identi-
cal. There are two primary differences. First, there are differences in
geometry. The wave in the image plane has been magnified, as well
as inverted, as suggested by the geometry of Fig. 2.48. Accompany-
ing the magnification is a reduction in intensity of the final wave to
ensure its total energy is conserved. In a real optical system, there
will generally be some additional rotation of the image. Second, there
are differences in the phase of the beam. The arrows corresponding
to the wave in the image plane will have picked up some additional,
position-dependent rotations, related to the fact that all the paths in
Fig. 2.48 have different path lengths. The final result is that the ar-
rows in the image plane have the same (scaled) sizes as the arrows
in the sample plane, plus additional rotations corresponding to the
transformation from a parallel to a spherical wave.

Figure 2.49: A summary of lens action
in terms of geometric optics. Image
formation occurs because the bits of
beam leaving points A–E in the sample
plane (top) recombine again at points
A–E in the image plane (bottom). In
the focal plane, all beam components
leaving the sample plane at a given
angle meet at a single point, A′–E′.
The angles correspond to sinusoidal
components of the beam in the sample
plane (far right).

Figure 2.49 summarizes again, this time in terms of ray optics. On
the left hand side, we see that all the components of the wave – i.e.
all angles – originating at point A in the sample plane (at the top)
reconvene at point A in the image plane (at the bottom). Because the
same can be said for points B–E, or any other point in the sample
plane, the structure of the wave in the image plane is identical to that
of the sample plane, scaled and mirror reversed. On the right hand
side, we see that all the components of the waveform correspond-
ing to a single angle, but emanating from a different location in the
sample plane (at the top), meet at some point in the focal plane (in
the middle, marked A′–E′). The far right side of the figure recreates
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the essential elements of Fig. 2.43, as a reminder that the wave angles
correspond to sinusoidal components in the sample plane.

Importantly, because Fig. 2.49 depicts ray paths only, it does not show
the behavior of the phase. Thus, it cannot eplain why, when the rays
from point A at the top meet again at point A at the bottom, their
phases all add up correctly to give us an image. We’ll give a brief,
albeit incomplete, answer to this question now.

It was stated above that a lens brings the far field wave pattern into
the near field; this is true in the following sense. Figure 2.40 showed
the structure of a sinusoidally varying incoming wave after propa-
gating onto a spherical surface an infinite distance away. Figure 2.50

shows the structure of the same incoming sinusoidal wavefront in the
focal plane of a lens. The lens has bent the paths of the beam such
that the far field pattern now occurs in a plane at a finite distance.

Figure 2.50: The far field propagation
of a sinusoidal wave is zero every-
where, except for two particular angles
at which the final wave is very large.

The wave before and after propagation in both of these cases is con-
nected by a certain mathematical operation, called the Fourier trans-
form. We’ve already worked out the essense of how this operation
works: it sifts out the sinusoidal components of a signal, and in this
case, of a physical beam. This was the subject of Sec. 2.1.5. In the
next couple of sections, we’ll dive more deeply into the fundamental
importance these ideas play in microscopy. For now, the important
point is this: the Fourier transform of a Fourier transform gives back
whatever we started with.15 A lens takes a Fourier transform once

15 Plus a sign change, corresponding
physically to the mirror reversal of the
image.

when the beam propagates from the sample plane to the focal plane,
and then again the beam propagates from the focal plane to the im-
age plane.

The phases beginning at point A in the sample plane add phases
correctly at point A in the image plane because the lens has phys-
ically performed two successive Fourier transforms. Admittedly,
we’ve skirted the question a little bit here – we’ve asserted that the
reason the phases add up just right is ”math”! Some intuition for
the reversibility of the Fourier transform is suggested by the fact
that physical beam propagation is, itself, reversible,16 though this

16 See discussion of the Reciprocity
Theorem in Sec. 2.3.4.

is answer dodges the question even more patently than the last. In
reality, the detailed behavior of the phase is quite complicated, and
even in the case of an ideal lens, the statement that the wavefunc-
tion in the image plane is two successive Fourier transforms of the
wavefunction in the sample plane only strictly describes the ampli-
tudes – there are additional, spatially varying phase components as
well. Thus, pursuing the question further is best accomplished with
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the aid of some mathematics, and described in detail elsewhere (see
Sec. 2.4).[33, 34, 35, 36] For now it is sufficient to say that passing the
electron beam through a lens physically sifts it out according to its
angles in the focal plane, then puts it back together again according
to positions in the image plane.

2.2.2 Abbe Theory

No real lens is capable of resolving arbitrarily fine features. The res-
olution limit can be naturally stated in terms of sinusoidally varying
wavefronts. Figure 2.51 shows several such waves, with smaller and
smaller wavelengths.17 Smaller wavelengths are more challenging to

17 Notice that the wavelength being
discussed here is not the same as
the wavelength of the electron beam
itself! Here, we’re talking about the
wavelength of a sinusoidal variation
of arrow lengths. This is, admittedly,
somewhat confusing, but hopefully will
be clear enough from the context.

resolve, and for a given lens, sinusoidally varying wavefronts with
wavelengths smaller than some characteristic size can’t be resolved,
instead becoming unrecognizably blurred in the image plane. This
section is concerned with the origins of this limiting size.

Figure 2.51: Sinusoidal wavefronts of
varying wavelength.

A lens used for imaging is generally combined with an aperture,
which allows electrons to pass through a central hole while blocking
all other electrons. Figure 2.52 shows what happens to an incident si-
nusoidally varying beam as the aperture is made smaller and smaller.
The aperture is shown as thick horizontal lines in the plane of the
lens, with the central opening becoming smaller from left to right.
At the top of the figure, the incident beam is shown in terms of two,
overlapping plane waves at two different angles, as in Fig. 2.47. After
passing through the lens, the two overlapping beams are focused to
two different points in the focal plane, before traveling the remaining
distance to the image plane at the bottom of the figure.

Figure 2.52: The lens aperture size
determines if an angled plane wave pair
will recombine in the image plane or
not. Thus for an aperture that is too
small, a given incident sinusoidal wave
may not be reconstructed in the image
plane.

The key idea is that to re-form the sinusoidally varying wave in the
image plane, both of the two waves need to overlap. On the left hand
side of the figure, there is a finite region of the image plane where
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both waves overlap. In the middle of the figure, the smaller aperture
causes the region of overlap to shrink, and on the right side of the
figure, the aperture is small enough that the beams no longer overlap
in the image plane at all. Thus the right of the figure depicts an aper-
ture that is too small to form an image of this sinusoidally varying
starting wave. For this aperture, the sinusoidal wave shown is beyond
the resolution limit.

Figure 2.53: Shorter wavelength sinu-
soidal wavefronts map to more distant
points in the focal plane, because they
are comprised of plane wave pairs of
higher angles.

What happens when the wavelength of the incoming sinusoidally
varying wavefront is changed? This is equivalent to increasing the
angles of the two beams which make up the incoming wavefront. In
the focal plane, this means that smaller wavelengths result in focal
points farther from the central axis of the lens. This is illustrated in
Fig. 2.53.

Figure 2.54: Abbe theory tells us
that for a lens to form an image, the
constituent elements of the beam must
overlap in the image plane. The lens
aperture shown here is large enough to
allow comparatively low angle plane
wave pairs, like those in the left two
images, to overlap and recombine
in the image plane, but too small to
allow overlap between the higher angle
plane wave pair on the right. The
wavelength of the incident wave on the
right is below the resolution limit of
this lens/aperture combination.

Figure 2.54 combines these ideas with the effects of an aperture. In
the figure, the aperture is the same size in all three images, while the
wavelength of the incoming sinusoidal distribance decreases from left
to right. This, in turn, moves the focal points farther and farther apart
in the focal plane. In the image plane, the region of overlap between
the two beams becomes smaller and smaller from left to right, until
there is no overlap at all on the right hand side of the image.

Figure 2.55: The resolution limit
of a lens/aperture combination is
determined by the pair of angled plane
waves, comprising the sinusoid with
its wavelength at the resolution limit,
which just touch in the image plane.

The aperture therefore sets the resolution limit of a lens. For some
aperture size, an incoming sinusoidal wave of some characteristic
wavelength will arrive in the image plane with its two constituent
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beams just touching, as shown in Fig. 2.55. This wavelength is the
limiting resolution; structures larger than this may, in principle, be
resolved in the final image, while smaller structures will become
unrecognizably blurred. This characteristic distance is called the
diffraction limit, first derived by Abbe in the 1873. Excellent de-
scriptions of Abbe theory and the diffration limit may also be found
elsewhere.[37, 38, 39]

If the aperture sets the resultion limit, then why not simply use a
larger aperture? Indeed, why use an aperture at all? In the electron
microscope, the reason is that electron lenses are highly imperfect.
The deviations of a lens from the description advanced thus far,
called lens aberrations, become worse and worse for incident waves
of higher and higher angles. An aperture is required to prevent high
angle components of the beam from degrading the entire image.
More discussion of lens aberrations, and their correction, can be
found in Sec. 2.3.

2.2.3 Real space and k-space

This section introduces one of the most important ideas in all of mi-
croscopy. This central idea is that any and all information which
passes through a microscope can be thought of in two, complemen-
tary ways. We’ve already encountered this divide once, in Sec. 2.2.1,
where we saw that a wave is decomposed into angles in the focal
plane, and then reconstructed in terms of positions again in the
image plane. The relationship between these two complementary
regimes is at the core of how microscopes work.

The two regimes are best thought of in terms of the sinusoidally
varying wave patterns we’ve been discussing. We’ve seen that larger
wavelength sinusoids have focal points closer to the central optic axis,
while smaller wavelegths correspond to focal points spaced farther
from the optic axis. Alternatively, instead of thinking about the wave-
length – how long each wave is – we can equivalently think about
the wave’s frequency – how many waves there are per unit length.
We’ll use the symbol k for frequency.18 Long waves can also be de-

18 More precisely, we’re talking about
spatial frequencies. Other kinds come
up, but nevermind, for the moment we
don’t have time.

scribed as low frequency, and correspond to small values of k, while
short waves are high frequency, and have large k values. Thus, a low
frequency sinusoid, with a small k, when propagated to the far field
will vanish everywhere except at a small angle, and when propa-
gated into the focal plane of a lens will vanish everywhere except a
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small distance from the optic axis; a higher frequency sinusoid, with
a larger k, becomes nonzero at a larger angle, or at a larger distance
from the optic axis. This is a perfect one-to-one mapping – every po-
sition in the focal plane corresponds to exactly one spatial frequency
in the starting plane. Thus, in the focal plane, each position repre-
sents a sinusoidal variation in the starting wave, where its frequency,
k, is determined by the position. For this reason, we’ll sometimes say
that waves in the focal plane are in “k-space”. Before propagation,
i.e. just behind the sample, as well as in the image plane, we say the
waves are in “real space.” An abundance of references detail the fun-
damental importance of k-space to optics and imaging.[35, 36, 40, 41]

Figure 2.56: Decomposing a wave
into sinusoids is possible for any and
every starting wave. Here, a rectangular
shaped wave is decomposed into
sinusoids on the right. On the left,
all the sinusoidal components up
to some maximum frequency are
recombined, increasing the cutoff as
we move down to yield a wave which
more and more closely resembles the
starting rectangle. Symbolically, the
right side shows Re

(
c(k)e2πikx) as a

function of x for increasing values of
k, where c(k) = F (Π(x)) (k). The left
shows

∫ +kmax
−kmax

c(k)e2πikxdk for increasing
values of kmax.

Consider an example: a wave that’s zero everywhere, except for a
small, finite region where it’s constant, forming a rectangular shape
as shown on the top of Fig. 2.56. We’re already somewhat famil-
iar with this one – it’s the shape of a plane wave just after passing
through aperture, though we can also think of it as how the electron
beam will encode some small, uniform object with sharp boundaries
that we’d like to form an image of.

We’re going to do something that will look rather messy at first,
but which will end up being extremely useful: we’ll construct this
shape by adding up a bunch of elemental building blocks. Those
building blocks are the sinusoidally varying wave profiles we’ve
been discussing. As we’ve seen, these, in turn, can be thought of as
combinations of pairs of angled plane waves. To get the shape we
want, we need many such pieces, where each piece has a different
wavelength. A few of the pieces that need to be added together in
this case are shown on the right hand side of the figure. There are a
couple of important details. First, in general we need to use waves of
every wavelength – and there are infinitely many, although the figure
only shows a few. Second, we need to weight each frequency by just
the right amount – here, we see that the lower few components, with
shorter wavelengths, are smaller, because in this particular case they
need to be weighted less to add up to the final shape we’re interested
in. For now, we won’t worry about how to figure out how much to
weight each wavelength – all that matters for the moment is that it’s
possible.

The left hand side of Fig. 2.56 shows what happens when we add up
the sinusoidal pieces like those on the right hand side. The topmost
profile, showing a line of constant arrows, illustrates the final wave
we get when we try to construct the rectangular shape of interest
using only the longest wavelength – infinite wavelength, or simply
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uniform – pieces. Unsurprisingly, this does a very poor job of recon-
structing the initial, rectangular wave. The profile below shows the
final wave that results when we begin to include some shorter wave-
length components, up to and including pieces with the wavelenth
shown immediately to its right. This still doesn’t look much like the
wave at the top of the figure, but at least now it has some larger ar-
rows in the middle, and smaller ones on the sides. Moving down the
lefthand side of the figure shows what happens when we attempt
to construct the rectangular wave profile while including more and
more sinusoidal pieces of shorter and shorter wavelengths. The far-
ther down we get, the more rectangular the final answer begins to
look.

Figure 2.57: Real space and k-space are
two sides of the same coin. The left half
of the figure recreates Fig. 2.56, showing
the decomposition of a rectangular
wave into sinusoids in real space.
The right half of the figure shows
the same decomposition in the focal
plane, i.e. in k-space. The middle
right column maps sinusoids in the
sample plane to pairs of arrows in the
focal plane, and thus corresponds to
the middle left column. The far right
column sums up all components up
to a maxumum frequency, and thus
corresponds to the far left column.
Symbolically, the middle right column
shows Re (c(k) (δ(k0) + δ(−k0))) and
the far right column shows Re(c(k)) for
k ∈ [−k0,+k0], both as a function of k
and as k0 increases from top to bottom.
c(k) is defined in Fig. 2.56.

This is a useful thing to do because a lens deconstructs incoming
waves in exactly this manner in the focal plane. With this idea in
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mind, the detailed action of a lens is shown in Fig. 2.57. The left hand
side of the figure again shows the decomposition of a rectangular
signal into sinusoidal components. The central two columns of the
figure, in the dotted box, illustrate how each sinusoidal component
(left) gets sent to its two corresponding positions in the focal plane
(right). The size of the two arrows in k-space indicate the relative
contribution of each sinusoidal component to the original signal.
In the far right column, the k-space components from the middle-
right column are summed up to give the total wave in k-space. In
each row, the frequencies are being added up starting from the low-
est frequencies, and are summed up to and including a maximum
frequency which increases as we move down the rows. At the bot-
tom right, the k-space signal corresponding to summing up all of the
frequency components is shown. In the image plane, the wave is con-
verted back into real space, as the constituent beams overlap again to
reconstruct the scaled structure of the initial beam.

The moral of the story here is that in a microscope, real space and
k-space are not mere abstractions, and decomposing a signal into
sinusoidal pieces, like we’ve done with a rectangular wave, is much
more than theoretical. Rather, passing the electron beam through a
lens and into the focal plane is exactly equivalent to sifting out all of
the frequencies the wave is made up of, by sending each frequency
component to its corresponding position. If we know how to decom-
pose the starting, real space electron beam into sinusoids, this means
we also know exactly what the beam will look like in the focal plane.
Conversely, if we know what the beam looks like in the focal plane,
then we know the sinusoids that comprised the initial beam in real
space, and can sometime use those to reconstruct it.19 If we think

19 Sometimes, and not always, because
knowing the sinusoids a beam is
comprised of doesn’t actually uniquely
specify the starting beam. Perhaps the
simplest solution to this problem – the
phase problem – is to simply let the
beam propagate the rest of the way into
the image plane, and record an image!

of the electron beam as encoding and transmitting information, and
ultimately recording that information into an image, then the take
home message is that that information should, indeed must, be grap-
pled with in both real space and in k-space, because physically, that’s
what a microscope does.

Figure 2.58 recreates Fig. 2.57, with additional annotation to high-
light the key aspects of lens action in a microscope. The square signal
in the bottom left corresponds to the incoming wave, which has en-
coded the sample’s structure, as suggested by the accompanying
cartoon of a sample to the far left. After being passed through a lens,
the sinusoidal components of this signal (left) are sifted out by posi-
tion in the focal plane (right). As we learned in the previous section,
lens aberrations require that a lens should be combined with an aper-
ture in a microscope; here, the aperture is indicated by thick, vertical
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Figure 2.58: Lens action in real space
and k-space begins in the sample
plane, which here corresponds to
a rectangular incident wave in the
lower left corner. The wave in the
focal plane is shown in the far right
column, and can be thought of as the
sum of all the sinusoidal components
of the initial wave. An aperture cuts
off components above some maximum
frequency. Here the aperture is shown
by thick vertical lines, and discarded
high frequency compenents are shown
in gray. The image plane recombines
all the frequency components which
are low enough to pass through the
aperture, yielding an image which is
somewhat blurred due to the loss of
higher frequency elements, shown here
in the middle of the far left column.
The action of an aperture of only
retaining lower frequency components
is sometimes described as “low-pass
filtering.”

lines in the middle of the rightmost column, as well as by a cartoon
of a beam passing through a hole in a plane to the far right. As a
result of the aperture, only sinusoidal components with frequencies
below the aperture’s cutoff will contribute to the final image; here,
the wave components which the aperture will exclude from the final
image are shown in gray. Propagating the wave from the focal plane
into the image plane recombines the sinusoidal components, i.e.
transfers the wave back into real space, on the left side of the figure.
Now, however, the gray components have been lost, and the image is
reconstructed only from the black, lower frequency sinusoidal com-
ponents. The final signal in the image plane is therefore seen in the
arrow diagram to look similar to the initial square wave, but with
some blurring and “ringing”, indicated by the blurred cartoon of a
sample to the far left.

2.2.4 Sample interaction

We’ve seen that the image plane of a lens contains a magnified copy
of the wavefront in the sample plane. But what does the wavefront
in the sample plane look like? It must encode information about the
structure of the sample somehow in order for an image to ultimately
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be formed, but how does that happen?

The short answer is: its complicated. Electron-matter interactions
occur via the Coulomb force, which is quite strong and in general
depends on the detailed structure of the sample itself. Consequently,
careful understanding the interaction between the beam and sample
is often best accomplished through computer simulations.[33, 42,
43] At the same time, an understanding of the microscope’s image
formation mechanism that is agnostic to the particular sample under
examination is desireable. This can be accomplished by making the
simplifying assumption that the sample is very thin.

Figure 2.59: The phase object approxi-
mation, or strong phase approximation,
assumes that the effect of passing the
beam through a sample is to add phase
rotation. More phase is added where
the beam passes through more sample.

For thin samples, the effect of the sample is to add some phase to
the electron beam, i.e., to add some rotation to the arrows, with the
amount of additional rotation scaling with how much sample the
beam passes through at each position.20 When this approximation

20 Here, “how much sample” refers to
the projected potential of the sample.

is made, the sample is referred to as a “strong phase object”. In
Fig. 2.59, an electron beam passes from the top of the figure down
through an oval shaped sample. The beam that emerges at the bot-
tom of the figure has been rotated most near the center of the sample,
where the oval is thickest, and rotated only slightly where it passed
through the thinner edges of the sample.

Figure 2.60: The weak phase approx-
imation assumes that the sample is
very thin and thus the amount of
added phase is very small. The extra
phase is taken to be sufficiently small
that the beam exiting the sample is
well approximated by the sum of two
pieces: first, the incident beam itself;
and second, a much smaller piece with
a size proportional to the amount of
sample traversed, and a phase which
is rotated a quarter-turn with respect
to the indicent beam. Mathematically,
eix ≈ 1 + ix.

If the sample is extremely thin, a further approximation can be made,
shown in Fig. 2.60. We’ll assume we started with an arrow point-
ing straight up, and that after passing through a sample, it rotated
slightly to the right. The left side of the figure shows this slightly
rotated arrow. In the middle of the figure, we see that this is exactly
equivalent to the sum of two arrows, one oriented up and one ori-
ented to the right. The rightwards arrow is fairly small, while the
upwards arrow is almost as long as the initial arrow. If the rotation
of the starting arrow is small, we can make the weak phase approxi-
mation, which says (1) that the upwards arrow is the same size as the
starting arrow, and (2) that the rightward arrow’s length is propor-
tional to the amount of rotation.

Figure 2.61 recreates Fig. 2.59, now under the assumption that the
ovular sample is a weak phase object, simplifying matters consid-
erably. Now, the exit wave which has passed through the sample is
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equal to the initial wave, plus a small additional piece. The additional
piece is comprised of arrows which have been rotated a quarter turn
to the right, with lengths which are proportional to the thickness of
the sample at each position of the beam.

Figure 2.61: The exit wave of a weak
phase object is given by the sum of the
incident beam with a small, quarter-
rotated component, with all sample
information contained in the latter.

2.2.5 Zernike phase contrast

The 1953 Nobel Prize in Physics was awarded to Frits Zernike.[19]
His idea was a simple, elegant tweak to optical microscopes which
dramatically enhances image contrast.[18] This section describes
Zernike phase contrast.

Recall that a detector cannot distinguish between arrows of different
rotations, but instead can only form an image using arrow lengths.
Therefore to form an image, it is necessary that the final arrow
lengths at different positions of the beam correspond to a property
– for our purposes, the thickness – of the sample. Larger differences
in arrow lengths will yield a better image, with more image contrast
(see Fig. 2.2).

The left hand side of Fig. 2.62 shows a beam passing through a sam-
ple. We assume the sample is a weak phase object, and below the
sample the arrows representing the beam are decomposed into up-
wards and rightwards components. At the bottom of the figure, those
components are recombined into final arrows, shown here with dot-
ted lines. Those final arrows form the hypotenuses of right triangles,
and will be longer when the beam has passed through thicker re-
gions of sample. If this beam is passed through a lens and into the
image plane, it will form an image of the sample.

Figure 2.62: In a Zernike phase con-
trast microscope, the quarter-turn
phase rotated scattered beam is given
an extra quarter turn of phase to align it
with the unrotated, unscattered beam,
enhancing the image contrast.

The right hand side of the figure is nearly identical, with the same
beam passing through the same weak phase object. This time, how-
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ever, the rightward component of the beam shown below the sample
has been given an extra quarter turn, so that it now points down. At
the bottom of the figure the components are recombined to give the
final arrows, shown with dotted lines. Because of the extra quarter
turn, the differences in arrow lengths are now enhanced relative to
the left hand side of the figure, resulting in a better, higher contrast
image.21

21 It’s also apparent that in this example
the final arrows on the right of the
figure are shorter where the sample is
thicker, while on the left side the final
arrows are longer where the sample
is thicker. This is called a contrast
reversal. Much more important is the
greater change in final arrow size with
sample thickness on the left hand side.

How is the extra quarter turn induced? One simple way to add phase
to a beam is to pass it through some uniform film of material. The
amount of extra rotation can be selected by tuning the film thick-
ness. The trickier part is how to add phase only to the rightwards
components, while leaving the upwards components unaltered.

The key idea is to recognize that in the weak phase approximation,
the upwards components of the beam is identical to the incident
beam, before passing through the sample, and therefore is simply
a plane wave oriented straight down. We’ll call this the unscattered
beam. As we know from Sec. 2.2.1, in the focal plane the unscat-
tered beam will be focused to a point on the central axis of the lens.
In contrast, the initially-rightwards components of the beam can be
decomposed into some combination of sinusoidal waves, in the man-
ner described in Sec. 2.2.3. We’ll call this the scattered beam. Each
of the sinusoidal components of the scattered beam, in turn, can be
thought of as pairs of overlapping, angled plane waves, as discussed
in Secs. 2.1.5 and 2.2.2. In the focal plane, these will be focused to
points some finite distance away from the central axis of the lens.
Thus the unscattered beam passes through the center of the focal
plane, while the scattered beam goes everywhere else.

The desired extra phase can therefore be induced by placing a thin,
uniform film in the focal plane, with its thickness tuned to add ex-
actly a quarter turn of phase, and then making a small hole in the
center of the film. The unscattered beam passes through the hole and
arrives in the image plane unaltered, while the scattered beam passes
through the film and is phase shifted accordingly. See the center of
Fig. 2.62.

A few details are worth mentioning. First, in terms of the final image
contrast it is equivalent to rotate the unscattered beam while leaving
the scattered beam unaltered. Indeed, this is generally easier to ac-
complish as a practical matter, as it requires only a very small film be
placed at the center of the focal plane, while leaving the rest of the
focal plane empty. This was, in fact, Zernike’s original suggestion:



43

"This is possible by the new method of phase contrast, where a path
difference of λ/4 is introduced between the spectra and the central
image by passing the last through a slightly thicker or thinner part
(phase-strip) of a glass plate."22[18]

22 This can be parsed with a small
change of variables: what we’ve called
“the unscattered beam”, “the scat-
tered beam”, and “a quarter rotation”,
Zernike refers to as “the central image”,
“the spectra”, and “a path difference of
λ/4”, respectively.

Second, Zernike phase contrast was first considered and applied in
the context of light microscopies. Significant strides have been made
in recent years in applying these ideas to the electron microscope,
however, electron microscopes present additional challenges.[44, 45]
Most notably, unlike photons, electrons are massive, and therefore
will very quickly damage any film used to introduce extra phase,
particularly in the focal plane where beam intensities are very large.
Additionally, while early attemts at electron phase plates used the
thickness of the film to induce the desired phase shift, it has proven
more practical to achieve the same effect using a buildup of electronic
charge.

2.3 How transmission electron microscopes work

The model for understanding microscopes developed in Secs. 2.1
and 2.2 is very much idealized in any number of ways. In terms of
lens action, a more realistic picture must contend with aberrations,
which cause the lens to sift out the sinusoidal components of a wave
imperfectly in the focal plane and are the primary factor limiting
resolution. The previous discussion is also quite general and, except
where otherwise noted, is applicable to both electron and light mi-
croscopes. This section pertains more specifically to transmission
electron microscopes, including their deviations from “ideal” behav-
ior, as well as the distinct geometry and operating principles of more
modern tools involving scanned, convergent electron probes. Our
description of image contrast and resolution are also further refined,
through the idea of the contrast transfer function.

Section 2.3.1 discusses aberrations. In Sec. 2.3.2, lens aberrations are
connected to image contrast. These ideas are combined to answer the
important practical question of finding optimum focus for imaging
in Sec. 2.3.3. Section 2.3.4 introduces the scanning transmission elec-
tron microscope. Finally, several more advanced imaging modes are
discussed in Sec. 2.3.5.
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2.3.1 Lens aberrations

In the detailed discussion of lens action in Sec. 2.2, the physical object
inducing that action – the lens! – was not described. In the familiar
example of a glass lens, light passes through different amounts of
material at different points on the lens, causing the beam to bend due
to the difference in the light’s speed inside and outside the glass. A
rather different type of object, a Fresnel zone plate, can be used to
focus X-rays, and was described in Section 2.1.3. Bending electrons
requires yet another approach: electron lenses consist of running
current through coils of wire to create a strong magnetic field, which
deflects the trajectories of incident electrons.[46] See Fig. 2.63.

Figure 2.63: An electron lens consists
of coils of current-carrying wire used
to create a strong magnetic field, which
deflects the trajectories of incident
electrons.

With electromagnetic lenses, it is possible to focus an electron beam,
and to thereby form magnified images as described in Sec. 2.2. How-
evever, bending high energy electron paths with magnetic coils is
tricky business; while the shape of a glass lens can be finely ma-
chined to induce precisely the desired trajectory changes in a beam
of light, there are fundamental limitations on the shapes of magnetic
fields that can be created with coils of wire. As a result, real elec-
tron lenses cannot bend electron beam paths quite like an ideal lens
would.[47]

Figure 2.64: In a spherically aberrated
lens, parallel rays entering the lens at
different distances from the optic axis
are brought to focus in different planes.
There is no longer a single focal plane,
only a “plane of least confusion” in
which the beam is smallest.

Many distinct types of deviations from ideal lens behavior, collec-
tively referred to as lens aberrations, are possible. Detailed discussion
of the optics of electron lenses and their aberrations can be found
elsewhere.[47, 48, 49, 50, 51, 33] Here, we’ll focus on the aberration
that dominates a typical, well-tuned electron microscope, called
spherical aberration. One way of thinking about spherical aberra-
tion is shown in Fig. 2.64. Here, the incoming parallel beam is not
focused to a single point, as it would be for an ideal lens. Instead,
the focal point varies with position in the plane of the lens, and the
focal point moves closer to the lens for portions of the incident beam
farther from the central axis.

In terms of the outgoing beam, the action of a real electron lens is
typically described as an ideal lens plus an additional, angle depen-
dent phase shift. The physical origin of the additional phase is shown
in Fig. 2.65, which depicts the same spherically aberrated lens as
Fig. 2.64, now in terms of wavefronts rather than wave trajectories.
Above the lens is an incoming plane wave. Below, the solid lines
show the spherical wavefronts of an ideal lens. The dashed, more
tightly curved lines show the wavefronts of a spherically aberrated
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lens. The difference in path length δ between the solid and dashed
lines causes the additional phase shifts.

Figure 2.65: Spherical aberration, in
terms of wavefronts of constant phase,
describes the situation where the true
wavefronts deviate from the ideal,
spherical wavefronts by some offset
distance δ, which varies as a function of
angle.

The imperfections of the electron lens can thus be lumped into an
extra rotation of the arrows representing the electron beam, where
different components of the incoming beam each receive different
amounts of additional rotation. The amount of additional rotation is
determined by the angle of the beam. In turn, we’ve seen in Secs.2.1.5
and 2.2.3 that pairs of plane waves at opposite angles are equivalent
to sinusoidally varying waves, and that the complete wave can be
described as a combination of sinusoisally varying waves of every
spatial frequency. Here, then, we’ll describe the aberrations of the
electron lens in terms of an additional rotation added to each spatial
frequency in the final image.

Figure 2.66: The effect of lens aber-
rations is to add different amounts of
phase to each beam position in the focal
plane, or equivalently, to add different
amounts of phase to each sinusoidal
component of the final wave in the
image plane.

The situation is depicted in Fig. 2.66. As in Fig. 2.54, a wave with
sinusoidally varying amplitude is incident on a lens in each of the
three cases shown. The spatial frequency of the sinusoid, and thus
the angle of the two component plane waves, increases from left to
right. At the bottom of the figure, the two beams overlap and the
initial sinusoidal profile is reconstructed in the image plane. We
can think of the effect of spherical aberration in the image plane as
adding some rotation to each of these final, reconstructed sinusoids,
where the amount of added rotation increases with the frequency of
the sinusoid.23

23 We’ve assumed that the added phase
is the same for both beams, which is
ok as long as we’re considering only
spherical aberrations, which are radially
symmetric.

In fact, the amount of extra phase increases quite quickly with fre-
quency – for spherical aberration, the extra phase scales with the
fourth power of the frequency.[33] Figure 2.67 shows the amount of
phase added to each component of the final image as a function of
frequency. This is referred to as the aberration function, or χ(k), and
its importance to careful use of the electron microscope would be dif-
ficult to overstate. In the figure, the spatial frequency increases from



46

left to right, and the amount of added phase increases upwards from
the horizontal line at zero. Each white or gray horizontal bar repre-
sents a half-rotation, indicated schematically on the right hand side
of the figure by arrows corresponding to quarter-rotations.

Figure 2.67: The aberration function
for a lens with spherical aberration
only. The horizontal axis indicates
spatial frequencies k of the incoming
wave, and the vertical axis indicates the
amount of phase rotation χ(k) to be
added to each wave frequency. The gray
and white horizontal bars are guides
to the eye, with the height of each bar
corresponding to a half rotation of
phase. For a spherically aberrated lens,
the aberration function begins at zero,
then grows rapidly as k increases.

In terms of image formation, it is challenging to get useful, inter-
pretable information out of components of the beam where the phase
varies too rapidly.[52] In this case, the spatial frequencies to the right
of the dashed vertical line will become unrecognizably blurred in
the final image, because the aberration function curves so steeply
upwards for large values of k. Only the initial, flat piece of χ(k) – to
the left of the dashed line and approximately falling withing the dark
gray bar – is likely to be helpful in image formation. The dashed
line thus roughly approximates the resolution limit of the beam
described by this aberration function, and features of the sample
smaller than this frequency will not be detectable. Placing an aper-
ture in the diffraction plane to cut out frequencies beyond the dashed
line would be advisable here, at which point the resolution limit of
the set up can be calculated following the arguments of Sec. 2.2.2.

Notebaly, the vertical axis of Fig. 2.67 includes both positive and
negative values for χ(x), corresponding to the direction of the extra
rotation added to each beam frequency component. This will be-
come an important consideration shortly in Sec. 2.3.3, so we’ll briefly
address this question – choosing the sign of the phase – now. The
question can be thought of in terms of electron beam path lengths. A
real electron lens always bends the outgoing wavefronts more than an
ideal lens. The true wavefronts are therefore ahead of the ideal wave-
fronts, and thus for a spherically aberrated lens, the effective path
length is reduced by δ. Thus we let shorter path lengths correspond
to “positive rotations” and positive values of χ(k), and longer path
lengths correspond to negative values of χ(k).

To summarize this section: the aberration function can be thought of
as one description of the “shape of the electron beam”, which tells us
how much phase is added to each spatial frequency passing through
the lens. Components of the beam with a relatively flat aberration
function can generally be used to form an interpretable image, while
components of the beam with a rapidly changing aberration function
cannot.

The next section aims to make the connection between the aberration
function and the final image more explicit.
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2.3.2 The contrast transfer function

Section 2.2.4 discussed a very simple model for sample interaction,
called the weak phase approximation, under which the beam can be
thought of in terms of two components: the unscattered beam, which
is large and uniform; and the scattered beam, which is small, rotated
a quarter-turn with respect to the unscattered beam, and encodes all
of the useful information about the sample. Section 2.2.5 discussed
how intentionally introducing an additional quarter-turn phase shift
to the scattered beam, a technique called phase contrast microscopy,
can starkly improve image contrast by causing the unscattered and
scattered beams to add up more usefully. Here, we’ll build on these
ideas, in order to demonstrate that the visibility of each frequency
component of an image depends on the additional phase added to it
by the aberration function.

Figure 2.68: The dependence of image
contrast on the aberration function,
under the weak phase approximation.
For a given spatial frequency k, image
contrast is maximized when the aber-
ration function adds a quarter rotation
to the phase such that the scattered and
unscattered beam are aligned. Image
contrast is minimal when the aberra-
tion function adds no phase or a half
rotation of phase.

The key aspects of the argument are shown in Fig. 2.68. The top row
shows what happens when the aberration function is 0. On the left
side, we see that the beam is described as the sum of a large, constant
component – the unscattered beam – and a smaller component with
an extra quarter turn of phase added – the scattered beam. This is
the weak phase approximation. On the right side, we see that when
these two components are combined, the final arrows vary slightly in
direction, but all appear to be approximately the same size. Because
the final image corresponds to the size of the arrows striking the
electron detector, this situation will yield an image with very little
contrast.
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The second row from the top shows the same argument when the
aberration function corresponds to a quarter-turn. On the left side
we see that the large, constant arrows of the unscattered beam are
now aligned with the smaller arrows of the scattered beam. Adding
the components together on the right side, we see that, just as in the
case of the Zernike phase constrast microscope, the extra quarter ro-
tation results in maximal image contrast. Another quarter rotation,
shown on the third row, gives very little contrast once more. A fourth
rotation, shown on the bottom row, again gives maximal image con-
trast, though notably, the contrast is reversed with respect to the
second row – these two images will have their light and dark regions
swapped.

Figure 2.69: Optimum image contrast
occurs for spatial frequencies where
χ(k) adds quarter turns to the phase,
which here corresponds to the bound-
ary lines between the white and gray
horizontal stripes. The midlines of
the stripes indicate no extra phase or
half turns of extra phase, resulting in
minimal image contrast.

Let’s connect these ideas to the plots of the aberration function from
the previous section. The left side of Fig. 2.69 recreates the axes that
we plotted the aberration function on in Fig. 2.67. The right side of
the figure shows how the contrast for each frequency component of
the image varies with the value of the aberration function, assum-
ing a weak phase approximation. Quarter-turns, and the strongest
contrast, correspond to the boundaries between the white and gray
horizontal stripes. No turn or a half turn, and the weakest contrast,
correspond to the horizontal midline of the white or gray stripes.

We can formalize these ideas by introducing the contrast tranfer func-
tion, or CTF. The CTF quantifies how visible each spatial frequency
is in an image. For the strongest constrast, the CTF takes on a value
of positive or negative 1, with the sign indicating if we see a light
image on a dark background, or vice versa. For the weakest contrast,
the CTF takes on a value of zero. The top of Fig. 2.70 shows the same
aberration function as in Fig. 2.67, for an electron beam with spher-
ical aberration only, while the bottom of the figure shows the cor-
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responding contrast transfer function. Point A describes the lowest
possibly frequency, i.e., a constant background. Here the aberration
function is by definition zero, and the CTF is also minimal. At point
B, the aberration function crosses the top of the horizontal stripe, in-
dicating a quarter rotation, and the contrast transfer function is thus
maximal. At higher frequencies, spherical aberration causes χ(k) to
continue to grow quickly, resulting in a rapid contrast reversal from
B though C and to D. At still higher spatial frquencies, the CTF is
plagued by increasingly rapid contrast reversals. Any information
about the sample at these frequencies will be unrecognizable in an
image.[52]

Figure 2.70: The aberration function
and contrast transfer function for
spherical aberration only. Contrast
is minimal at low frequencies near
A, where χ(k) adds no phase, and
grows until it is maximal at B, where
χ(k) adds a quarter rotation of phase.
From B to C to D another half turn of
phase is added, resulting in a constrast
reversal between spatial frequencies at
B and those at D. There are many, rapid
contrast reversals at higher frequencies,
which can make interpretation of
images and image contrast challenging.

2.3.3 Focus

Preparing an electron microscope for high resolution imaging re-
quires careful adjustment of many parameters, to ensure that the
setup of the lens, sample, and detector closely approximate the optics
of an ideal lens. The last knob you’re likely to touch before taking
an image is the focus. This section concerns the important, everyday
task of finding focus.

Figure 2.71: Focus, underfocus, and
overfocus. In a focused microscope,
the image plane and the plane of
the electron detector coincide. In
underfocus, the detector is in front of
the plane of ideal image formation,
while in overfocus, the detector is
behind the plane of image formation.

As discussed above, electron lenses consist of coils of wire which
are used to create strong magnetic fields. The focus knob alters the
current through the coils, shifting the position of the focal plane of
the lens up or down with respect to the sample. The situation is
shown in Fig. 2.71. In the figure, rays are emitted in many directions
from a single point on the object at the top of the figure, and after
passing through a lens, converge at a single point to form an image
at the bottom of the figure. When the microscope is “in focus”, the
plane of the electron detector coincides with this, the image plane.
If current running through the objective lens is too low, then the
image plane will be pushed behind the electron detector, a scenario
called “underfocus”. If the current in the objective lens is too high,
the image plane is pulled in front of the detector, a scenario called
“overfocus.” Equivalently, we can think of the detector being pulled
in front of the image plane in underfocus, or pushed behind the
image plane in overfocus, as shown in Fig. 2.71.

For a perfect lens, the best image is achieved when the microscope is
perfectly in focus, as might be expected. However, for the spherically
aberrated lenses of the electron microscope, this is no longer the case.
Rather, imaging while overfocused or underfocused adds phase, and
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therefore, with good choice of focusing conditions it is possible to
counterbalance some of the extra phase added by spherical aberra-
tions, thereby achieving a superior image.[53]

Figure 2.72: Aberration functions for
different focus conditions in addition
to spherical aberration. Underfocus
is shown as dotted lines, overfocus is
shown as dashed lines, and focus is
shown as a solid line. Of the defoci
shown, the bold, dashed line will
yield the best image contrast over the
largest range of frequencies, as it lingers
longers near a quarter phase rotation.

The first question, then, is: should the microscope be overfocused
or underfocused? To answer, consider the path length changes as-
sociated with each possibility. As Fig. 2.71 suggests, overfocus cor-
responds to some extra path length for the incident electrons, while
underfocus corresponds to slightly shorter path lengths. In both cases
the amount of change in the total path length grows with increasing
beam angle, and thus with increasing k. Comparing to the definition
of χ(k) in Sec. 2.3.1, this means that underfocus will add positive
phase to the beam, while overfocus adds negative phase. In other
words, underfocusing the microscope will add more rotation in the
same direction as that induced by the spherical aberration, while
overfocusing will add rotation in the opposite direction of the spheri-
cal aberration. The moral of the story: the best image should occur at
overfocus.

Figure 2.73: Contrast transfer functions
at underfocus look similar to the
contrast transfer function with spherical
aberration alone, i.e. at focus, but with
the onset of the deleterious contrast
reversals occuring at lower and lower
frequencies farther from focus.

Figure 2.72 shows the aberration function for several values of the
defocus, the distance of the focal plane from it’s “ideal” value, with
the dotted lines showing underfocus and the dashed lines showing
overfocus. As expected, underfocusing looks qualitatively similar
to spherical aberration alone. The only real change is that the phase
now grows faster with k. The corresponding CTFs are shown in
Fig. 2.73, and appear similar to the CTF at focus, with the onset of
deleterious contrast reverals occuring at lower and lower frequencies
the farther we get from focus.

Figure 2.74: Contrast transfer functions
at overfocus can improve on the CTF at
focus. The extra phase due to imperfect
focus is in opposition to the extra phase
due to spherical aberration, resulting in
a relatively flat region of χ(k) for some
portion of k-space. The focus can be
tuned to place this flat region close to
an optimal quarter rotation of phase,
as is the case for the bold, dashed
line, resulting in a CTF that is close to
optimal (+1 or -1) for more values of k.

Overfocused aberration functions are shown as dashed lines in
Fig. 2.72. Far to the right of the plot, we see that the spherical aberra-
tion always ultimately wins out, so that for large enough values of k
the phase simply grows rapidly, indicating parts of the beam that will
become unrecognizable noise elements of an image. However, close
to k = 0, a minimum appears in χ(k). About this minimum χ(k) is
reasonably flat.

So: where do we place focus?

The answer that most readily suggests itself is to excite the objec-
tive lens such that flat region of χ, near its minimum, should be
placed somewhere around a quarter rotation. In Fig. 2.72, this means
placing the mimimum somewhere near the lower edge of the dark
gray stripe; the bold dashed line indicates the value of the defoci
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shown that most nearly meets this criterion. In the overfocused
CTFs of Fig. 2.74, the bolded aberration function becomes a curve
which spends a great deal of time near -1, reflecting briefly off the
CTF = −1 axis where χ(k) just dips below a quarter rotation of the
phase. It is immediately apparent that this CTF occipies the largest
chunk of k-space near maximal contrast transfer.

Figure 2.75: The aberration function
and CTF for Scherzer conditions.
In “Scherzer” conditions, the χ(k)
minimum is placed at three-eighths of a
full rotation of the phase, which keeps
the aberration function in the vacinity
of the optimum quarter rotation for a
larger range of k values, and pushes the
onset of contrast reversals out to higher
frequencies.

Is this the best we can do? Theoretically, it turns out you do quite
well at Scherzer focus, named for Otto Scherzer, who both showed
that electron lenses must always have positive spherical aberra-
tion, and that better images may therefore be achieved by counter-
balancing the spherical aberration with some overfocus.[53, 54] At
Scherzer focus the χ(k) minimum is placed an extra eighth of a rota-
tion past the “most contrast-y” mark at a quarter rotation, as shown
in Fig. 2.75. But the real answer to this question – the true one, exper-
imentally speaking – is: you turn the focus knob until it looks good.
Models, arrow-wavefunction-cartoons, ray diagrams, and attendant
calculations aside – finding focus always requires at least a touch of
art.

Figure 2.76: Finding focus in an elec-
tron microscope can be accomplished
by balancing the spherical aberration
(lower left) against a small amount of
overfocus (upper left). A judicious bal-
ance will place a reasonably flat region
of the aberration function near a quarter
rotation (upper right), resulting in good
contrast over a relatively large portion
of k-space (lower right).

A recap – of the science, anyway – is found in Fig. 2.76. In the top
left, the question: where should the focal plane of the microscope be
set to achieve the best image? Our beam is highly spherically aber-
rated, as shown bottom left. The aberration function of a spherically
aberrated lens, combined with various values of the defocus, are
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shown in the top right. The bold, dashed line shows a case in which
a judicious amount of overfocusing has conspired with the spherical
aberration to add a quarter turn of phase to a sizable share of the
frequency components of the electron beam. Quarter turns are good
news for image contrast – the weak phase approximation says the
beam is a constant plus a small, quarter-turned bit, as suggested by
the arrows along the right – so giving the small bits an extra quarter
rotation aligns them with the big, unturned bits, which is – huzzah!
– good news for contrast. The resulting CTF plots on the bottom
right provide the answer: the contrast transfer function for the bold,
dashed beam does the best job of generating a contrast-y, information
rich image. The microscope should be gently overfocused.

2.3.4 Scanning transmission electron microscopy

Figure 2.77: Bright-field STEM geome-
try entails focusing the beam to a point
on the surface of the sample, then col-
lecting the electrons that scatter directly
forward into a point-like detector. The
focal point is then scanned over the
surface of the sample.

Most of the work in the remainder of this document was performed
on a scanning transmission electron microscope, or STEM. The sim-
plest STEM geometry is shown in Fig. 2.77. The electron beam is
emitted from a source at S, and a lens is used to focus the beam to as
tight a point as possible. As the electron lens recombines the waves
exiting from S at a focal point on the sample, the electron probe is
a demagnified image of our source. Source effects are beyond our
present scope, but can play an important role in imaging.[33, 55, 48]
Roughly, it is usually reasonable to say that our beam at focus is the
shape of the Airy discs shown in Figs. 2.29 and 2.30. The focal point
is placed on the sample, where it is scattered by the Coloumb poten-
tial of the atoms therein. The number of electrons entering a detector
on the far side of the sample are then collected and recorded – this
number (times a scaling factor, set on the microscope by altering the
gain) becomes the value of a single pixel in a STEM image. The beam
is then rastered across the surface of the sample, with the counts of
electrons entering the detector at each beam position populating the
remaining image pixels.

Figure 2.78: The reciprocity theorem
states that bright field STEM and con-
ventional TEM will give the same image
contrast, because they are identical if
the position of the source and detector
are reversed.

Next, a choice must be made: which electrons should be collected?
Or, equivalently: what shape should our electron detector be? Fig. 2.77

shows the simplest answer – a point-like detector along the optic
axis. If we make this choice, the STEM image – called the bright-field
(BF)-STEM image – is exactly the same as the TEM images discussed
up until now. The reason is the reciprocity theorem, illustrated in
Fig. 2.78.
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The reciprocity principle tells us that a wave optical system like a
propagating electron beam behaves identically under a reversal of
the source and detector. This means that we’ll collect the same num-
ber of electrons if we arrange our microscope like Fig. 2.78 while
placing the source at A and the detector at B, or with the source at
B and the detector at A. Comparing Fig. 2.78 to Fig. 2.77, it is appar-
ent that the latter arrangement is BF-STEM. The former arrangement
is equivalent to conventional TEM imaging. However, to make this
equivalence clear, we must contend with the fact that STEM and con-
ventional TEM imaging obtain information about different positions
on the sample in different ways: in STEM, the beam is scanned, while
in TEM, a pixelated detector is used to collect electrons at many posi-
tions at once.

Figure 2.79: The reciprocity theorem
and scanning of the beam can be un-
derstood by thinking of each STEM
scan position as a single position or
pixel on the TEM detector. Alterna-
tively, the analogy between BF-STEM
and TEM is perfect if we imagine per-
forming TEM imaging with a scanning,
point-like detector.

Figure 2.79 illustrates. In STEM imaging, the position of the focal
point is scanned across the sample, which can be thought of as scan-
ning of the effective position of the source, point B. In reality, the
source is held stationary (scanning the source would be ill-advised!)
while pairs of electromagnetic scan coils are used to raster the po-
sition of the focal point. The detector is stationary, sitting along the
optic axis at A. In TEM imaging, the source at A is used to generate
a plane wave incident on the sample. Electrons are simultaneously
scattered from various positions on the sample, here shown with
the dotted, dashed, and solid lines. All the components of the beam
exiting each position on the sample reconvene to form an image
of the sample structure from that position at some pixel on the de-
tector. Each position of B in the figure thus indicates a pixel on the
detector. The analogy between BF-STEM and TEM would be per-
fect if TEM imaging were performed with a pointlike detector which
was scanned across the surface of the sample.[56] Note that because
Fig. 2.79 is meant to illustrate the correspondence between scanning
the beam and the pixelation of the TEM detector, the ray paths have
been simplified and are not strictly correct. This is immediately ap-
parent from the simple fact that the image is not inverted. The correct
ray diagram is that shown in Fig. 2.48.

Figure 2.80: Annular dark-field STEM
geometry, like BF-STEM, entails focus-
ing the beam to a point on the surface
of the sample, and scanning the focal
point across the sample’s surface. Un-
like BF-STEM, in ADF-STEM electrons
which have been scattered off the op-
tic axis are collected in a ring shaped
detector.

Most STEM imaging, however, is not performed in bright-field mode;
the additional technical complications of scanning the beam would
hardly be worthwhile without some improvement over conventional
TEM. Such improvements are possible with a different choice of de-
tector geometry, shown in Fig. 2.80. Here, a ring shaped detector is
used to collect all of the electrons which are scattered by the sample
to high angles. This is called an annular dark-field detector, or ADF.
“Bright-field” refers to an image which is dark on a bright back-
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ground (the “field”), a situation which occurs whenever the detector
is along the optic axis, such that the unscattered beam will illuminate
the entire detector. “Dark-field” encompasses multiple imaging ge-
ometries, and broadly refers to any case in which the detector is off
the optic axis, resulting in a bright image on a dark background.

Figure 2.81 applies the reciprocity theorem to ADF-STEM. In STEM
mode, the source is again at B, while the detector is the annular ring
at the top of the figure. In TEM mode, the detector is at B, while
the ring represents the source. ADF-STEM is therefore equivalent to
TEM imaging provided that instead of illuminating the sample with
a plane wave, the shape of the incident electron beam is a “hollow
cone” as shown in the figure.

Figure 2.81: ADF-STEM is equivalent
to TEM with hollow cone illumination
according to the reciprocity principle.

Up until now, the effect of the electron beam interfering with itself
has been a fundamental consideration in our model of image for-
mation. This model relied on the implicit assumption that all the
incident electrons impinging on the sample began at the electron
source with the same phase. The degree to which this is true is called
the coherence of the beam, and for a perfect system, the beam is per-
fectly coherent. A coherent electron beam is necessary to form the
smallest possible electron probe. However, the deleterious contrast
reversals of the TEM contrast transfer functions in the previous two
sections are also a coherence effect, and are interpretable as the re-
sult of electrons striking the sample in spatially disparate positions
interfering on the detector. The advantage of an ADF detector is that
it allows an incoherent image to be recorded using a sharp, coher-
ent STEM probe. For perfectly incoherent imaging, the number of
electrons striking the ADF detector depends only on the shape of the
electron probe and the projected potential of the sample at the posi-
tion of the probe at each scan position. This enables straightforward
interpretation of the resulting image intensity: more contrast means
more sample![57, 9, 58]

Figure 2.82: Coherent versus inco-
herent imaging obtain for different
detector shapes in STEM, or illumina-
tion types in TEM. In terms of STEM, a
detector collecting electrons scattered to
every angle (left) results in incoherent
imaging. Imaging for a circular detec-
tor (middle) is coherent if the outer
detector angle is small, and incoherent
if the outer detector angle is large. An
ADF detector can be thought of as the
entire incident beam minus a circular
detector, so if the inner detector angle is
sufficiently large, ADF imaging will be
incoherent.

The reason that an ADF detector can be arranged to yield an incoher-
ent image, in spite of the fact that the electron beam itself is coherent,
will be sketched here qualitatively. More detailed discussions may
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be found elsewhere.[48, 59] If we think about Fig. 2.81 in terms of
hollow-cone TEM, we see that the electrons emitted from the conical
source have some angle-dependent additional path length. Incident
electrons at larger angles have longer path lengths and thus addi-
tional phase. In a the middle of Fig. 2.82 a solid cone of illumination
is shown. If the outer radius of the cone is extended to infinity, the
sample would be illuminated by a beam which included every pos-
sible incident angle, each with a different phase, shown on the left
of the figure. The ultimate affect of adding all of these beams of ev-
ery angle and phase together is an incoherent image. For STEM, the
equivalent statement is that an inifite detector collecting all electrons
passing through the sample would record an incoherent image.

For the finite cone of illumination (for TEM) or finite circular detector
(for STEM) shown in the middle of Fig. 2.82, the degree of coherence
is determined by the radius of the cone. In the limit of a very small
radius the image is perfectly coherent, and in the limit of a very large
radius the image is perfectly incoherent. How large is “large enough”
to consider the image incoherent depends most critically on the co-
herence of the source and the maximum angle of the beam permitted
by the objective aperture, the convergence angle. An approximate
rule of thumb is that if the outermost angle of the cone is about 3

times the size of the convergence angle, the image will generally be
incoherent. On the right of Fig. 2.82, an ADF detector (for STEM) or
hollow cone illumination (for TEM) is shown. For STEM, electrons
that scatter to angles larger than the outer angle of the ADF ring can
generally be neglected, because the fraction of the beam that is scat-
tered in each direction falls off rapidly with angle. Therefore this
arrangement may be thought of as collecting the entire beam minus
whatever beam would be collected by a circular detector the size of
the central hole, as shown in the middle of the figure. If the inner col-
lection angle is large enough – often referred to as high-angle ADF,
or HAADF – the signal collected is incoherent.

Figure 2.83: The contrast transfer
function for HAADF-STEM and TEM
imaging at Scherzer conditions. Be-
cause HAADF-STEM is an incoherent
imaging mode, the CTF decays mono-
tonically from 1 to 0, displaying none
of the contrast reversals which plague
TEM imaging.

Contrast transfer functions for conventional TEM and for HAADF-
STEM are shown in Fig. 2.83, in both cases under Scherzer condi-
tions. The TEM CTF shows the contrast reversals endemic to coherent
imaging, and which make image interpretation in general compli-
cated. The HAADF-STEM CTF instead decayas monotonically, char-
acteristic of incoherent imaging. Thus in images with the latter CTF,
the effect of the beam can be thought of as a simple blurring of the
sample structure, while no such simplification can be made with the
former CTF. We reitereate that these CTFs are valid only for very
thin samples, and in general, image contrast is a far more compli-
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cated function of the strong electron beam-sample interactions. When
the weak-phase approximation is no longer valid, and when more
precise quantification is required, it is often necessary to perform
computer simulations. Still, the conclusion here – that unlike TEM,
HAADF-STEM is directly interpretable in terms of the structure of
the sample itself – is correct to a first approximation, and enables a
great deal of otherwise difficult or entirely untenable characteriza-
tion to be performed at the atomic scale. This is often referred to as
Z-contrast imaging, where Z refers to the projected atomic potential
of the sample.

2.3.5 Advanced imaging modes

By varying the incident beam, the electron detector, and any number
of apertures along the way, the electron microscope enables an almost
endless variety of scattering experiments, each of which may be used
to extract information about different aspects of the sample structure.
A few common STEM imaging modes are shown in Fig. 2.84.

Figure 2.84: Many STEM imaging
modes are possible, each with different
advantages and disadvantages, a few
of which are shown here. High-angle
annular dark-field STEM is incoherent
and gives easily interpretably image
contrast. Annular bright field STEM is
sensitive to lighter elements. Electron
energy loss spectroscopy can be com-
bined with STEM to obtain spatially
resolved spectral fingerprints from the
sample, enabling elemental and valence
mapping.

The image in the top left is a HAADF-STEM image of the manganite
Bi1−xSrx−yCayMnO3. As discussed above, HAADF-STEM contrast
is interpretable in terms of the projected potential of the atomic nu-
clei of the sample, and gives good contrast for heavier elements. In
chapter 5, picometer scale displacements of the individual atomic
columns are extracted from this and similar data, revealing a peri-
odically modulated but disordered displacement field which breaks
the symmetry of the underlying lattice.[60] The image on the top
right is a annular bright-field (ABF)-STEM image, collected using
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an annular detector with inner and outer collection angles below
the beam convergence angle. ABF-STEM enables detection of lighter
elements, with the tradeoff of including some coherent phase con-
trast effects.[61] Here beam-sensitive SrRuO3, grown on SrTiO3, is
imaged with a sufficient signal-to-noise ratio to detect oxygen atoms,
as well as their octahedral rotations. In chapter 3, reconstruction of
high signal-to-noise ratio images from many fast-acquisition im-
age stacks is demonstrated for cryogenic STEM, where mechanical
instabilities associated with cryogenic imaging make longer image
acquisitions and high SNRs otherwise untenable.[14] In electron
energy loss spectroscopy (EELS), the electrons passing through the
sample and scattered in the forward direction are passed through a
spectrometer which spreads the beam by electron velocity, or equiv-
alently, by energy lost to the sample. These spectra contain “atomic
fingerprints” of whatever elements are present in the sample, and by
collecting EELS spectra at each scan position, local spectral mapping
is possible.[62] A single EELS spectrum is shown on the bottom right.
On the bottom left, STEM-EELS maps are used to identify a CdS
capping layer on PbS nanosheets, associated with an approximate
doubling of the photoluminescence quantum yield of the sheets.[63]

Additional STEM imaging modes are possible, using more exotic
detection geometries. In differential phase contrast imaging, a seg-
mented detector is used to compare the fraction of the beam that
scatters to the left versus the right, providing additional information
about the sample.[64] In nanodiffraction, complete information about
the scattering of a focused probe is collected, in that the fraction of
the beam that scatters in each separate direction is collected at once,
essentially capturing the information of every concievable STEM
detector geometry.[65, 34] The newest generation of electron detec-
tors are fast and sensitive enough to enable scanned nanodiffractive
imaging.[66] Still, we have only begun to scratch the surface of the
power of the electron microscope. From traditional diffraction, to
magnetic imaging with Lorentz electron microscopy, to extracting
medium range correlations in disorderd materials with fluctation
electron microscopy, to a gamut of in-situ methods for sample heat-
ing, cooling, or electrical biasing – the discussion here is a modest
introduction to an extremely versatile tool.[67, 68, 69]

The electron microscope provides extremely information-rich data.
This is a double edged sword: information-rich data is often complex
data. Much of the work herein focuses on computational processing
and analysis of data from the electron microscope. But computa-
tional processing of experimental data is, too, a double edged sword:
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computer-aided analysis can enable quantitative interrogation of
otherwise impossible precision or scale; at the same time, every pro-
cessing step has the potential to introduce artifacts or errors, or to
unknowingly elide vital information that may be present and even
visually apparent in the raw data itself. Computational data anal-
ysis must therefore always be performed with the utmost caution,
making frequent reference to the original data. Simplicity should be
prioritized whenever possible.

We’ve seen that HAADF-STEM is, in terms of ease of interpretation
of image contrast, a comparatively simple imaging mode – more
contrast means more stuff. In the spirit of circumspect application of
computer processing to real data, then, the majority of the work in
this document focuses exclusively on HAADF-STEM data. Compar-
atively simple image contrast, however, is not the same as compar-
atively simple images! Indeed, the range of interesting samples and
questions HAADF-STEM permits access to is nearly as boundless
as the varieties of matter itself. That so much about the local struc-
ture and nature of matter at the atomic scale can be learned from this
comparatively simple imaging mode alone – and the work herein
is, to be certain, a tiny drop in the vast and rapidly growing sea of
HAADF-STEM research – is a testament to the power of the room-
sized high-energy scattering experiments called electron microscopes.
It is the author’s hope that the primer on the basic theory of electron
microscopy contained in this chapter may facilitate present and fu-
ture application of every mode of operation, simple and complex, of
this remarkable tool.

2.4 Further reading

Many resources are available which describe the fundamentals of
electron microscopy in a great deal more detail than was possi-
ble here. In addition to the journal articles cited herein, the author
heartily recommends any number of excellent resources on the sub-
ject.

Williams and Carter is a standard, introductory level text.[70] The
account here aimed to provide a treatment similar in spirit to Roden-
burg’s, which is freely available online and contains both entry level
discussion of microscope operation as well as a remarkable amount
of basic theory sans detailed mathematics.[32]
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For more advanced treatments, Kirkland gets to the heart of mathe-
matically modeling the electron microscope the most quickly, clearly,
and effectively in just a few short chapters, and is an essential refer-
ence for computational simulations in electron microscopy.[33] Other
excellent reference texts include Joy, Romig, and Goldstein, which ef-
fectively balances sophistication and clarity; Reimer and Kohl, which
is careful and systematic; and Zuo and Spence, which is both broad
and thorough, and is the authors go-to resource.[55, 48, 34]

With respect to adjacent subject matter, the author highly recom-
mends Lighthill for a pithy but highly effective introduction to
Fourier analysis, and Goodman for a deeper treatment aimed at op-
tics and imaging more specifically.[40, 35] For optics, Hecht is a good
introductory level text, while Born and Wolf is advanced.[71, 36]
Cowley treats the physics of diffraction within a broad, unified
framework.[72]
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3

Image Registration of Low Signal-to-Noise Cryo-STEM
Data

3.1 Introduction

Imaging atomic structures with sub-angstrom resolution and sub-
picometer precision is now possible in modern STEMs. While ad-
vances in aberration correction have enabled sub-angstrom electron
probes [73, 8, 74], making full use of these narrow electron beams
has required optimizing the stability of the microscope, sample stage,
and room environment [75]. To minimize the effect of any remain-
ing mechanical, electromagnetic, thermal, and acoustic instabilities
and to improve the signal-to-noise ratio (SNR) of the final image,
a variety of post-processing algorithms have been developed, and
have proven essential for high precision, quantitative STEM analysis
[76, 77, 78, 79, 80].

STEM imaging of samples cooled to liquid nitrogen temperatures
(cryo-STEM) opens the possibility of characterizing the atomic struc-
ture of electronic materials across phase transitions, probing pro-
cesses at solid-liquid interfaces, examining the structure of cells and
other biological systems across a wide range of sample thicknesses,
or controlling carbon contamination effects [81, 82, 83, 84, 85]. Cur-
rently, cooling a sample while preserving the ability to align along
a crystallographic axis is only possible with side entry cryo holders,
in which the sample stage is in thermal contact with a liquid nitro-
gen bath, resulting in increased stage drift and additional noise due
to cryogen bubbling. Bubbling can be minimized by ensuring good
thermal isolation between the cryogen and the environment, and
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maintaining a clean dewar to prevent bubble nucleation. Drift can
be minimized by allowing sufficient time for the stage to settle, how-
ever, is difficult to fully eliminate. The effect of sample drift can be
mitigated by acquiring many images with very short frame times,
and subsequently registering and averaging the resultant stack of
images [86]. However, the frame times required (often < 1 s) can
yield very low-SNR data, complicating image registration. Partic-
ularly challenging datasets, such as nearly perfectly translationally
symmetric images (e.g. featureless lattices), can exacerbate the prob-
lem by inducing unit cell misalignments between image pairs. This
precise situation arises in many solid state systems where picometer-
precision atomic position fitting is most relevant for probing the
underlying physics, much of which only emerges in low temperature
phases, including multiferroics, charge density wave systems, and
high temperature superconductors [87, 88, 89].

In this chapter, an image registration approach is presented that is
optimized for difficult, low-SNR cryo-STEM images, which often can-
not be registered successfully by other means. We introduce an ap-
proach which does not rely on a single reference image, but instead
uses all possible combinations of image correlations to determine the
optimal shifts. Incorrect correlations, which plague low-SNR data,
are then identified and handled by enforcing physical consistency
from the surplus of information present in registrations of all image
pairs. Our approach accounts for sampling errors which can result
in unit-cell jumps in translationally symmetric data, minimizing the
possibility of these artifacts. As difficult datasets often involve explor-
ing multiple combinations of registration parameters, our implemen-
tation is designed to be both fast and flexible, allowing straightfor-
ward variation of real space boundary condition handling, Fourier
space masking, choice of correlation function (cross correlation, mu-
tual correlation, phase correlation [90, 91]), correlation maximum
determination, and outlier removal methods. The implementation
outputs a brief report on each registration performed which facili-
tates quick determination of success or failure, both qualitatively and
quantitatively. The effectiveness of our approach is demonstrated on
experimental, cryogenic STEM datasets, highlighting subtle artifacts
endemic to low-SNR lattice images and how they can be avoided.
High-SNR average images with information transfer out to 0.72 Å are
achieved at 300 kV and with the sample cooled to near liquid nitro-
gen temperature.

The source code is available as a free, open source Python package
with a modular, extensible structure, designed for either interactive
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use through the Jupyter notebook or for automated batch processing.
Code is freely available on github at

https://github.com/bsavitzky/rigidRegistration.

3.1.1 Approaches to image correction

Rapid progress in aberration corrected STEM in the early and mid
2000’s was followed by various approaches and implementations
to correcting image artifacts or distortions. The earliest approaches
involved deconvolution of the probe and object functions [92, 93].
STEM and TEM images of identical regions were used to correct for
non-orthogonal or continuously warped regions in the STEM data,
in either reciprocal or real space [93, 94]. Others determined and
corrected for systematic distortions in their particular microscopes by
examining the similarities in strain fields across many lattice images
of many sample regions using geometric phase analysis [95, 96].

Scan noise, offsets in the starting position of each scan line, is partic-
ularly difficult to diagnose and correct. Scan noise results in blurring
of the Bragg peaks in fast Fourier transforms (FFTs) of lattice im-
ages along the slow scan direction, thus one approach to scan noise
correction involves analyzing the phase information in these streaks
to directly extract and correct for scanning offsets [97]. Alternative
approaches include shifting pixels along the fast scan direction to
maximize their cross correlation with a section of pixels in the ad-
jacent rows, and rearranging rows of pixels vertically to ensure the
intensity of each atomic column decreases monotonically from its
center [98].

Methods to align, or register, images span electron microscopy,
scanned probe miscoscopies, medical imaging, cartography, com-
puter vision, and many other fields [99, 100, 101]. The fundamental
limits of the general image registration problem have been been ex-
plored at low- and high-SNRs for single and multiple image registra-
tions [102, 103, 104]. Efficient, high fidelity registration is required for
cryo-TEM [105, 106, 107]. In STEM, image registration and averaging
tends to average out both scan noise and Poisson noise, and several
approaches have been developed. Rotation of the scan direction has
been used to diagnose and correct for constant or linearly varying
sample drift [76]. Registration methods which allow for continuous,
or ‘non-rigid’, distortion of the probe position during scanning have
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been developed and applied to obtain sub-pm precision identification
of atomic positions [77, 108]. Another rotating scan approach deter-
mines and corrects for shifts in the initial position of each scan line
by leveraging the superior information transfer along the fast scan
direction, comparing local information in scans rotated by 90 degrees,
and ultimately weighting information in Fourier space more heavily
along the fast scan direction of each image before averaging [78].

The approach here is comparatively simple. We begin with the as-
sumption that all images in an acquisition series are identical, save
for a translational offset due to drift of the sample stage. While this
ignores the complicated and real effects of continuous image distor-
tions from scanning offsets, or higher frequency stage position vari-
ations, we find that this simpler approach is well suited to low-SNR
cryo-STEM imaging, in which particular care is required to avoid
subtle artifacts from incorrect registration. Here, we document such
subtle artifacts, identify their sources, and present approaches both to
avoid incorrect registrations and to confirm correct final registrations.
Moreover, we find that assuming simple translational offsets is an ex-
cellent first order approximation which requires little sacrifice in the
final quality of the reconstructed images. Using the acquisition and
registration technique described here, we demonstrate cryo-STEM
imaging with 0.72 Å information transfer, and clearly distinct atomic
columns of disparate Z values at < 2 Å spacing.

3.2 Theory

3.2.1 Referenceless correlation

The cross correlation of real valued functions f and g

( f ? g)(x) ≡
∫ ∞

−∞
f (y)g(x + y)dy (3.1)

is interpretable as the overlap of f and g given some relative shift x.
For a pair of identical, translationally offset images, the correct shift
for an optimum registration is therefore given by the value of the
argument x which maximizes the cross correlation – see, e.g., [100].
Typically, all images in a series are registered to a single image. Itera-
tive schemes may then re-register using the output averaged image as
a reference one or more times [77, 109]. In low-SNR data, a single in-
correct cross correlation can spoil an entire reconstruction. An ad hoc
approach may be employed, whereby incorrectly registered images
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are discarded, or various images are tested as the reference. However,
this approach may discard useful data, and requires significant and
subjective user input. Moreover, incorrect correlations can introduce
subtle artifacts which can be difficult to detect, but result in spurious
analysis - see Fig. 3.3 and the associated text in the Results section.

The approach here is to correlate all pairs of images. This has nu-
merous advantages. First, it is possible to calculate the optimum
image shifts based on more complete information of all relative im-
age shifts. Second, construction of the matrix Rij of shifts between all
image pairs (i, j) allows straightforward determination of incorrect
correlations, which may then be corrected. Additionally, characteri-
zation of stage stability and drift is then readily retreivable with little
additional effort.

Figure 3.1: Referenceless cryo-STEM
image correlation. (a) All possible im-
age pairs in a stack of fast acquisition
cryo-STEM images are cross correlated
to determine their relative shifts. (b)
The shift matrices Rij = Xij x̂ + Yij ŷ vi-
sualize the calculated shifts between all
image pairs (i, j) (left), from which the
optimum global image shifts may be
calculated. The smoothly varying back-
ground encodes the stage movement
during acquisition, while the aberrant
pixels are incorrect correlations, result-
ing from the low-SNR of cryo-STEM
imaging. False correlations can then
be identified (right) and corrected. (c)
Characterization of stage drift during
acquisition can be extracted directly
from the shift matrices, including both
the stage position (top) and instanta-
neous velocity (bottom) as a function
of time. In this case the stage drifted
preferentially along the x-direction,
changed direction multiple times, and
had a maximum velocity of ∼2 Å/s
during the 25.2 s stack acquisition.

For a stack of N image frames, we calculate the relative shifts Rij =

Xijx̂ + Yijŷ between all image pairs (i, j) from their cross-correlations,
shown in Fig. 3.1a. Fig. 3.1b shows Xij and Yij (left) for an atomic res-
olution, experimental cryo-STEM dataset with N = 40, described in
more detail in Section 3.3.1. Here, the i’th row describes all measured
shifts relative to the i’th image. Assuming all images are related by a
simple translational offset determined by the stage positions (ri, rj)

during the two acquisitions, the ideal shift matrix is Rij = rj − ri,
which is manifestly skew-symmetric (Rji = −Rij). Notably, noise
sources with characteristic frequencies faster than the frame time can-
not be directly corrected under such a simplifying assumption; how-
ever, a range a high frequency noise sources, such as scan noise, can
be averaged out, and we find that the combination of fast acquisitions
(. 1 s) and sufficiently many (& 25) frames to effectively average over
higher frequency noise sources results in excellent image reconstruc-
tions. Other high frequency noise sources include nitrogen bubbling,
which often results in significant image distortions during a small
number of frames. This generally results in many outliers in a single
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row of the shift matrix, therefore the corresponding image frames
can be subsequently excluded. We note that in principle, there is no
shortest possible scan time, however, data should be optimized for
the individual tool, room environment, and detector, and due atten-
tion should be paid to detector readout times and possible ‘afterglow’
effects [110].

By eye, it is apparent that the shift matrices (e.g. Fig. 3.1b) contain
smoothly varying backgrounds, and a number of aberrant pixels.
X′ij and Y′ij show the shift matrices with a mask indicating identi-
fied outliers - further discussion of outliers is in Section 3.2.3. The
smooth backgrounds directly encode the stage movement during
image acquisition. For example, in Fig. 3.1b, examining the trend in
the smooth background of Xij from left to right, we see that the stage
began by drifting in the positive x-direction over the first ∼10 frames,
drifted back in the negative x-direction for another ∼18 frames, then
drifted in the positive direction again for the final ∼12 frames. This
trend is apparent in any given row of Xij; the values in two rows
should in principle (absent noise) describe the same stage move-
ments, with the origin shifted to a different reference image.

We determine the optimum shifts by calculating the most likely stage
position during each of the N acquisitions, given the set of all mea-
sured relative image shifts. The problem is analytically tractable, and
the optimum shift ri for image i is

ri =
1
N ∑

j
Rij (3.2)

The result is intuitively satisfactory: the optimum shift for image i is
simply the mean of the i’th row of Rij.

To derive Eq. 3.2, we must find a matrix of the form R′ ij = rj − ri

which is closest to the measured relative image shifts Rij. Thus, we
are interested in finding

min{ri}‖Rij + ri − rj‖2 (3.3)

Direct computation yields

0 =
∂

∂rk
∑
ij

(
Rij + ri − rj

)2 (3.4)

= ∑
ij

(
Rijδik − Rijδjk − riδjk − rjδik + riδik + rjδjk

)
(3.5)

rk = −
1
N ∑

j
Rkj +

1
N ∑

j
rj (3.6)
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where δij is the Kronecker delta. Choosing 1
N ∑j rj as the origin yields

Eq. 3.2.

Because the optimal shifts correspond to stage positions, combining
this information with the known frame acquisition time leads to a
description of stage drift during image acquisition. Plotting the stage
positions in time (Fig.3.1c, top) shows the stage drift changed direc-
tions twice, drifted preferentially in the x-direction, and the stage
position spanned a distance of ∼1 nm over the ∼20 s of imaging,
consistent with the direct observations of Xij and Yij. The instanta-
neous velocity of the stage is shown in Fig. 3.1c (bottom), and was
calculated using a leapfrog integration approximation after applying
a small smoothing filter: [111]

v = [x(t + ∆t)− x(t− ∆t)]/(2∆t) +O(∆t2) (3.7)

In this dataset, the maximum instantaneous drift velocity magnitude
was ∼2 Å/s. In addition to the two most obvious direction changes
observable from the stage positions, we find several smaller kinks in
the stage’s velocity vector. While here the stage movement qualita-
tively appears well described by a (possibly biased) random walk,
stage drift varies both quantitatively and qualitatively as a function of
holder, the presense of liquid nitrogen for cooling, and room environ-
ment. Constent stage drift characterization over multiple sub-regions
within a single image stack is shown in Sec. 3.3.4.

3.2.2 Unit cell jumps and sampling error

In atomic resolution data, incorrect correlations are frequently the
result of unit cell jumps, in which the two images are shifted by some
linear combination of the crystal lattice vectors. For a truly perfect
crystal, unit cell hops are meaningless. In real data, we are frequently
interested in small perturbations from ideal structures, which will be
smoothed out by unit cell hops – see Fig. 3.3 in the Results section.

Fig. 3.2 shows how correlations often fail, illustrated using a partic-
ular failed correlation in the dataset discussed in Fig. 3.1. The cross
correlation (Fig. 3.2a) contains many local maxima, corresponding
to unit cell shifts between the two images. The correct maximum,
corresponding to the true relative stage shifts, is indicated in black
(Fig. 3.2b, left). However, the maximum pixel in the correlation is in-
stead in the region indicated in red (Fig. 3.2b, right). The source of
the error here is sampling. The center of the peak in the black region
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Figure 3.2: Unit cell jumps and sam-
pling error. (a) The cross correlation
between a pair of atomic resolution
cryo-STEM images contains many local
maxima, corresponding to crystal lattice
vector offsets between the images. (b)
In this case, the intensity of the correct
maximum (left, black box) has been dis-
tributed among four adjacent pixels,
while the intensity of the incorrect max-
imum (right, red box) falls primarily in
a single, central pixel. As a result, the
brightest pixel in the cross correlation
is found in the red region, shown in
the line profiles (bottom). (c) The x-shift
matrix obtained by identifying the max-
imum pixel in each cross correlation
contains incorrectly identified shifts
(top), many of which result from the
sampling-induced unit cell hops seen
here. Calculating the same matrix by
identifying the cross correlation maxi-
mum with gaussian fits to the brightest
several local maxima removes 50% of
the erroneous matrix elements (bottom).
This additionally yields the relative
image shifts with subpixel resolution.

is located between the central four pixels, while the maximum in the
red region is located almost exactly at the center of a single pixel. The
result is that although the black region contains the correct shift, the
brightest pixel in the image is in the red region, evident in line cuts
shown.

Identifying the relative shift between these two images using the
maximum pixel in the cross correlation will therefore result in a
unit cell hop. One solution is to increase the pixel density per atom
during data acquisition. However, this is not always possible, for
example when fast acquisition times and/or large fields of view
are required. Here, we determine the correct image shifts by first
identifying the 3–5 local maximima containing the brightest few
pixels in the cross correlation. We then fit two dimensional Gaussians
to each of these local maxima, and identify the correct shift as the
global maximum among the resulting fit curves. Fig. 3.2c shows a
50% reduction in incorrect correlations using this approach. Fitting
additionally allows identification of the relative image shifts with
subpixel resolution. Note, however, that because the global image
shifts are determined from all relative shifts via Eq. 3.2, calculating
cross correlation maxima with pixel resolution still yields subpixel
global shifts, with pixelation contributing error ±∼ 0.5/

√
N.

Unit-cell jumps may result from additional sources, discussed fur-
ther in the Results section, therefore some outliers may remain after
accounting for sampling problems. However, due to the informa-
tion surplus, image reconstruction remains achievable by identifying
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incorrect correlations, then calculating the ideal Rij matrix in best
agreement with the physically consistent shift measurements, dis-
cussed next.

3.2.3 Incorrect correlation handling

Xij and Yij are N × N matrices, comprised of N(N − 1)/2 measure-
ments of relative image shifts, with the remaining (N + 1)N/2 ele-
ments determined by skew-symmetry. However, to first order, these
measurements correspond to only N distinct physical quantities - i.e.
stage positions. The redundancy corresponds to the physical require-
ment that the shifts preserve additive transitivity (Rij + Rjk = Rik).
In practice, this condition rarely holds for imperfect, experimental
data. In such cases, the information surplus may be leveraged both
to identify and remove incorrect correlations, and to determine the
optimal shifts in spite of missing shift matrix elements.

Outliers are determined by identifying elements of Rij which break
additive transitivity. For each element (i, k), there are 2N−2 − 1 equa-
tions of the form

Rik = Rij1 + Rj1 j2 + . . . + Rjnk (3.8)

which must hold for an ideal shift matrix, for some integer n ∈
[1, N − 2]. Physically, each corresponds to a stage trajectory involving
a subset of the imaging positions. As a practical matter, it is unnecce-
sary and computationally prohibitive to use all such paths to identify
and account for outliers, therefore we make use of a small subset
for each matrix element. Typically, ∼5 relationships are sufficient to
ensure consistency. The equations selected to evaluate the physical
consistency of each shift matrix element are chosen to preference
more trustworthy measurements. In particular, our implementation
prioritizes:

1. registrations Rj1 j2 minimizing |j2 − j1|, corresponding to shorter
times between image acquisitions, and

2. paths consisting of stage positions jm for which i < jm < k,
corresponding to evaluating the fidelity of Rik using events that
occured in the time between acquisitions i and k.

Outliers are identified by calculating the mean absolute difference
between the left and right sides of Eq. (3.8) over all selected paths for
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each matrix element, then performing a simple threshhold. Our code
includes several additional outlier detection approaches, including
comparison to nearest neighbor elements, as well as deviation from a
background fitting function. Incorrect Rij elements are then replaced
with values that best enforce transitivity, using Eqs. (3.8) over paths
containing only correct correlations – see Fig. 3.8. Finally, optimal
shifts are determined from Eq. 3.2. In Sec. 3.3.4, this approach is
applied to highly error prone sub-regions of a single image stack,
and their final, corrected shift matrices are compared, demonstrating
consistent, correct results.

3.3 Results

Cryo-STEM experiments were performed on an aberration corrected
FEI Titan Themis 300 operating at 300 kV, in conjunction with a side
entry, double tilt liquid nitrogen holder (Gatan 636). To maintain
good insultation between the cryogen and the room environment we
baked the dewar vacuum at 100 C for 12 hours prior to imaging, and
to minumize sample drift we let the holder settle after cooling in the
microscope for at least 2 hours. Samples were prepared by focused
ion beam lift-out, imaged with 30 mrad and 21.4 mrad convergence
semiangles for Bi1−xSrx−yCayMnO3 and Nb3C8 crystals, respectively,
and in both cases with HAADF detector inner and outer angles of
68 and 340 mrad, respectively. For both samples a beam current of
approximately 50 pA was used.

3.3.1 Atomic resolution cryo-STEM image registration

Figure 3.3 shows STEM data of the manganite Bi1−xSrx−yCayMnO3

(BSCMO) where x = 0.65 and y = 0.47. The brighter atomic columns
are the Bi/Sr/Ca atoms occuping the A-sites of a perovskite lattice,
while the dimmer atomic columns are the manganese B-sites. The
data was acquired under liquid nitrogen cooling, with a 0.5 µs pixel
dwell time and 1024x1024 pixel frames. A series of 40 frames was
acquired over 25.2 s. Figure 3.3a shows the full field of view (left), a
zoomed in region (middle), and the FFT (right) from a single frame.
While the frame contains clear periodicity, the SNR is poor. The
brighter A-sites are apparent but noisy, while the dimmer B-sites
are not clearly distinguishable from background noise.
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Figure 3.3: Avoiding subtle artifacts in
atomic resolution cryo-STEM image
registration. (a) A single fast acqui-
sition (0.63 s) frame from a 40 image
series of Bi1−xSrx−yCayMnO3 (BSCMO)
imaged under liquid nitrogen cool-
ing. In the full field of view (left) and
zoom-in (middle) the brighter A-sites
of the perovskite lattice are identifiable
but noisy, while the dimmer B-sites
cannot be clearly distinguished. The
FFT (right) shows clear information
transfer to 1.38 Å, and very weak re-
flections at 1.08 Å. (b) Registering all
frames to a single reference frame and
averaging significantly enhances the
SNR, however, this registration is subtly
flawed due to unit cell jumps, and any
subsequent analysis would be untrust-
worthy. (c) The optimum registration,
obtained by determining the optimal
shifts from all image pairs, shows
information transfer to 0.72 Å. The
incorrect registration differs in several
ways from the optimum registration.
First, variation in the A-site intensity is
apparent in the correctly registered full
field of view image, and corresponds
to cation disorder in the sample, but
has been averaged out in the incorrect
registration. Second, artificial peaks
in the incorrectly registered FFT (right
inset, red arrow) are suppressed in the
optimally registered data. Noise of
known origin (overlapped cross-hatch
streaking from two Bragg peaks) at this
frequency may have contributed to the
failed registrations. Finally, BSCMO
supports a charge density wave state
which results in periodic, picometer
scale shifts of the atomic columns, with
a wavelength of ∼3 unit cells. Unit cell
hops have therefore introduced diago-
nal streaks in the diffuse background of
the incorrect registration’s FFT, while
the diffuse background of the optimally
registered FFT decays monotonically.

Figures 3.3b,c both show the image stack after registration and av-
eraging. Figure 3.3b was registered to a single reference image, and
several frames were incorrectly registered with discrete unit-cell
jumps, while Fig. 3.3 was registered using all image correlation pairs
to determine the optimum shifts and exclude any unit-cell jumps.
As a result, the full field of view in Fig. 3.3b shows a nearly per-
fectly smooth lattice, in contrast to the dappled contrast apparent in
Fig. 3.3c. This local contrast variation corresponds to cation disorder
of the Bi/Sr/Ca atoms (atomic numbers 83/38/20), which form a
solid solution in the A-sublattice. The more perfect appearance of the
incorrect registration upon visual inspection thus reflects averaging
out of real sample features.

The incorrect registration has introduced an additional, more subtle
artifact into the averaged image. BSCMO supports a charge den-
sity wave state, and in this data the atomic lattice sites are each dis-
placed from their ideal positions by ∼7-11 pm in a periodic pattern
with a wavelength of 3 unit cells [16, 81]. Further discussion and
analysis can be found in Chapter X. These periodic lattice displace-
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ments (PLDs) are apparent from the two satellite peaks adorning
each Bragg peak in the FFTs [112]. Averaging image frames with
an incorrect unit cell jump results in averaging the PLD with itself
plus a phase offset. Tracking the atomic displacements in this image
to observe the local behavior of the PLD may therefore give incor-
rect, misleading results. In the FFT (Fig. 3.3b, right), this manifests
as subtle stripes in the diffuse background along the direction of the
satellite peaks. In the optimally registered FFT (Fig. 3.3), the diffuse
background decreases monotonically with |k|, as expected for this
sample.

Figure 3.4: Artifacts in the FFT diffuse
background induced by incorrect reg-
istration and averaging. The difference
between the absolute values of the
FFTs in Fig. 3.3 (b) and (c) clearly re-
veals stripes in the diffuse background,
which are present in the incorrectly
registered FFT. In general, the diffuse
background intensity encodes use-
ful structural information, including
various forms of disorder.

Artifacts in the FFT diffuse background are more readily apparent
in Figs. 3.4 and 3.5. Figure 3.4 shows the difference between the
absolute values of the correctly and incorrectly registered FFTs of
Fig. 3.3b and c. The stripes indicate an artificially induced structure
in the diffuse background of the incorrectly registered data, which
we believe is caused by averaging the PLD structure with a phase-
shifted copy of itself. Figure 3.5 shows FFTs from several registrations
of this dataset to a single reference image, using subsets of the full
image stack of various sizes. In (a) only 4 images from the stack were
used, in (d) the complete 30 image stack was used, and in (b) and (c)
an intermediate subset of the stack was registered. Variations in the
diffuse background structure confirm that this is an image artifact,
and suggest they are indeed the result of unit-cell misalignments.

Figure 3.5: Variations in FFT diffuse
background artifacts across several
incorrect registrations. FFTs of reg-
istered and averaged BSCMO data,
without any error handling to exclude
unit-cell hops, using (a) 4 images out of
a 30 image stack, (d) all 30 images, and
(b,c) intermediate subsets of the stack.
While the diffuse background decays
monotonically in the 4 image average,
variations in the structure and sym-
metries of the diffuse background as
more images are included indicates that
these patterns are artifacts of incorrect
registrations, further underscoring the
importance of circumspection during
low-SNR, high translational symmetry
image registrations.
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In this particular dataset, it is possible to identify a possible source
of the failed correlations. The highlighted Bragg peak (Fig. 3.3, right
insets) appears slightly different in each of the three FFTs shown. In
the optimally registered FFT (Fig. 3.3c), the Bragg peak and two satel-
lite peaks are visible, with very little intensity present at the indicated
point (red arrow). In the incorrectly registered FFT (Fig. 3.3b), there
are additional peaks present at the indicated point, which do not cor-
respond to any physical periodicity in BSCMO, and are absent both
in other similar STEM datasets as well as in diffraction. In the single
frame FFT (Fig. 3.3a), there is a small amount of noise present at this
location, which happens to fall at the intersection of the cross-hatch
streaks from the two nearest Bragg peaks. We surmise that the con-
fluence of this frequency space noise pattern with a unit cell jump
may have led to the incorrect registrations in this dataset. The failed
registration shows enhanced noise at this point, creating the artificial
spots in the FFT of Fig. 3.3b, while the optimally registered image
suppresses this noise.

For simple Poisson noise, the expected SNR improvement scales
with

√
N, and here we find that for the optimally average data in

Fig. 3.3, SNRave/SNR f rame = 0.79
√

N with N = 40. SNR estimates are
obtained by approximating the noise as

SNR ≈ I(rij)− I(rij) ∗ Nσ=2 (3.9)

where I(rij) is the image intensity at pixel rij normalized between 0
and 1, the ∗ is a convolution, and Nσ=2 is a gaussian kernel with a 2

pixel standard deviation. However, the functional form of the SNR
improvement with N does not obey a simple power law, as shown
in Fig. 3.6, suggesting more complex noise sources. The FFT of the
optimally registered and averaged image shows information transfer
to 0.72 (black arrows).

Figure 3.6: SNR gains versus number
of frames averaged. For ideal Poisson
noise, we expect the SNR gain to scale
with the number of averaged frames, N,
as SNRave

SNRframe
∝
√

N. Here, average images
are calculated using random subsets of
the full N = 40 image stack from the
dataset shown in Fig. 3, and their SNR
gains computed relative to the average
SNR of the individual image frames.
The SNR gain increases monotonically
with N (left), however does not increase
linearly with with

√
N (middle). A log-

log plot is non-linear (right), indicating
that the SNR improvement with N is
not well-described by a simple power
law, and suggesting more complicated
noise sources, which could include scan
noise, continuous drift distortions, or
other high frequency effects.
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3.3.2 Fourier weighting to minimize registration errors

As a practical matter, cross correlations are typically performed in re-
ciprocal space due to the computational efficiency of the fast Fourier
transform. It is therefore convenient to write Eq. (3.1) in the form
suggested by the cross correlation theorem:

( f ? g)(x) = F−1((F f )†(Fg)
)

(3.10)

where F and F−1 are the Fourier transform and its inverse, respec-
tively, and † indicates the complex conjugate.

In low-SNR data, noise can dominate calculation of Eq. 3.10. Obtain-
ing a correct correlation thus necessitates consideration of where the
most important information resides in frequency space. We therefore
apply a weighting function w(k) in Fourier space before performing
the inverse transform:

( f ? g)(x) = F−1(w(k)(F f )†(Fg)
)

(3.11)

For higher SNR data, it is often sufficient to choose a low pass or
bandpass filter for w(k), with a high frequency cutoff at the informa-
tion limit of the data to exclude high frequency noise, or to exclude
Fourier weighting altogether. For low-SNR data, and highly transla-
tionally symmetric lattice images in particular, determining a weight-
ing function which will best extract the true image shifts requires
more careful inquest. Note that Fourier weighting is performed for
the purposes of cross correlation only; ultimately, registration and
averaging is performed on the raw data.

Figs. 3.7 and 3.8 examine cryo-STEM data of the layered material
Nb3Cl8 [113]. A series of 27 frames was acquired over 15.5 s, with
a 2 µs dwell time and 512x512 pixel frames, under liquid nitrogen
cooling. Fig. 3.7 shows the effect of varying the Fourier mask w(k).
In each case, w(k) is an anisotropic gaussian with principle axes
oriented along the reciprocal lattice basis vectors bi. In Fig. 3.7a,
w(|k| > kmax) � 1 for some kmax < |bi|. Thus, the lattice has
been entirely discarded, and only low frequency information has
been retained, apparent from the FFT/w(k) overlay (left) as well as
the masked FFT (center left) from a representative frame, which no
longer displays any Bragg peaks. The resulting correlation function
(center right) contains a single global maximum, and lacks the many
local maxima seen in Fig. 3.2. By registering signal components of
size scales larger than the unit cell, this mask avoids unit cell hops
and finds the approximate region of the correct shift. The result is
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far fewer large, discontinuous jumps in the shift matrix Xij compared
to the other two Fourier masks shown (right). However, the precise
location of the correct shift within this approximate region cannot
be determined without lattice information, resulting in the coarse
structure of this Xij.

Figure 3.7: Weighting information in
Fourier space. (a) Applying a Fourier
mask with a high frequency cutoff
below the primitive reciprocal lat-
tice vectors (left, center left) removes
all lattice information from the cross
correlation (center right). The cross
correlation is therefore smooth, and
correctly identifies the general region
of the global maximum, however lacks
any precision in locating the maximum
within that region, resulting in a coarse
Rij structure (right, Xij shown). (b) A
Fourier mask with a high frequency
cutoff just above the primitive recip-
rocal lattice vectors (left, center left)
contains the many local maxima cor-
responding to the atomic lattice, while
simultaneously identifying the region
of the global maximum by significantly
weighting low frequencies (center right).
The resulting image shifts are far more
precise than those in (a), manifesting as
smoother Rij matrices in areas without
unit cell jumps (right). (c) A Fourier
mask with a high frequency cutoff well
above the primitive reciprocal lattice
vectors (left, center left) results in a cross
correlation which is dominated by lat-
tice information (center right), with the
region of the global maximum entirely
obscured due to the combination of
low-SNR and high translational symme-
try. The resulting Rij matrices contain
many unit cell hops, identifying the
local maximum which minimizes the
relative shift between the image pair.

Fig. 3.7c shows a larger w(k), with kmax > |bi|, incorporating several
Bragg peaks into the registration (left, center left). The resulting cross
correlation contains many local maxima (center right). However, the
SNR in this data is low enough that the low frequency information,
which identified the approximate region of the globally correct shift
in Fig. 3.7a, is largely dominated by the lattice in this case. The result
is that unit cell jumps are far more likely with this mask. Examining
Xij (right) confirms that this is the case. Nearby shift matrix elements
are generally smooth and continuous, such as those near the central
diagonal, indicating that registrations between images taken a short
time apart tend to be correct here. However, several discontinuous
steps occuring with increasing distance from the central diagonal
suggest that as the time between image acquisitions grows, unit cell
jumps become increasingly likely.

Fig. 3.7b shows a w(k) with kmax ≈ |bi| (left). This mask heavily
weights low frequencies, but still includes some atomic lattice infor-
mation (center left, red arrows). The slow, smooth background com-
prising the cross correlation in Fig. 3.7a is clearly present here (center
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right). At the same time, the many local maxima corresponding to the
atomic lattice are preserved. There is thus sufficient low frequency
information here to identify the approximate region of the global
cross correlation maximum, and sufficient lattice information to lock
the maximum correctly to the atomic lattice, without inducing unit
cell hops to an incorrect local maximum. The resulting shift matrix
(right) suffers neither from the many unit cell hops of the largest
Fourier mask, nor from the coarse, imprecise structure of the smaller
mask. Alternative approaches to correctly account for both low and
high frequency information include hierarchical coarse-graining
schemes, whereby the approximate shifts are determined using only
low frequency information, and this answer is subsequently refined
by re-calculating the cross correlation using a gradually increasing
high-frequency cutoff [77, 104, 114]. Such approaches provide the
benefit of greater ease of automation, however, require significant
increases to computation time, and eliminate the possibility of fine-
tuning how Fourier information is weighted, which may be required
for successful registration of the most difficult datasets.

Our implementation includes various tunable Fourier mask options,
and straighforward support for custom masks. We find that results
vary relatively little with the functional form of the apodization mask
(Hann, Hamming, Blackman, Gaussian), but are far more sensitive
to cutoff frequencies. We additionally note that while circular masks
(w(k) = w(|k|)) are generally sufficient for samples with rotational
symmetries higher than C2 in the projection direction (exactly or
approximately), for anisotropic projected lattices non-circular mask
shapes are recommended to avoid overweighting a particular lattice
direction.

The optimized Xij shift matrix in Fig. 3.7b, and the corresponding Yij,
still contain many outliers, particularly in the upper right and lower
left corners, representing registrations between image pairs separated
by longer spans of time. However, by enforcing information consis-
tency as described above, there is ample information here to deter-
mine the optimal shifts. The outlier handling procedure described in
Section 3.2.3 is visualized for this dataset in Fig. 3.8a. From the initial
Rij matrices (top, Xij shown), the deviation of each registration from
perfect additive transitivity is calculated following Eqs. 3.8. Thresh-
holding (middle) effectively identifies incorrect correlations. Calculat-
ing best estimates for these missing matrix elements by transitivity
yields smooth shift matrices which correspond to an approximately
constant stage drift during this image series acquisition.
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Figure 3.8: Information redundancy
and outlier handling in cryo-STEM
image registration. (a) The Rij matrices
often contain incorrect correlations,
particularly in image pairs acquired
a long duration of time apart, i.e., the
upper right and lower left corners of
Rij (top). Calculating the deviation
of each matrix element from perfect
transitivity with Eqs. 3.8 and thresh-
olding identifies incorrect correlations
(middle). Physically consistent values
for missing elements can then be de-
termined using transitivity, and the
optimal shifts calculated with Eq. 3.2
(bottom). (b) The resulting registered
and averaged 27 image stack of 512x512

pixel images and 0.58 s frame times of
the layered material Nb3Cl8, imaged in
cross section. (c) A zoomed-in region of
(b) illustrates the benefit of achieving
high-SNR STEM images – every Nb and
Cl column is clearly distinguishable, in
spite of their disparate atomic numbers
(ZNb = 41, ZCl = 17) and projected
interatomic spacings of 1.66 Å to 2.07 Å.
(d) The FFT shows information transfer
to 1.06 Å.

The resulting registered and averaged image is shown in Fig. 3.8b.
Here, we observe Nb3Cl8 near liquid nitrogen temperature in cross
section. The alternating light/dark pattern at the niobium sites
(Fig. 3.8b, blue overlay) occurs because the quasi-two dimentional
layers are oriented such that alternating columns project through
either one or two niobium atoms per unit cell of a kagome lattice
[113]. In this projection, the spacing between chlorine atoms and the
most proximate niobium column ranges between 1.66 Å and 2.07 Å.
Here, every individual Cl and Nb column (atomic numbers ZCl = 17
and ZNb = 41) are clearly identifiable in both the full field of view
(Fig. 3.8b) and the zoom in (Fig. 3.8c). The FFT (Fig. 3.8d) shows
information transfer to 1.06 Å.

3.3.3 Additional examples: dose and contamination control

Fast acquisition image stacks can be an effective means for limiting
the dose of electron beam sensitive materials while still obtaining
high quality data. Figure 3.9 shows the registration of a cryo-STEM
image stack of La0.33Sr0.67FeO3 (LSFO), acquired with a beam current
of 37 pA and a total dose of 5.3x104 e−/Å2 to prevent damage to the
sample. Here, a stack of 50 images was acquired with a 0.6µs pixel
dwell time, a 0.63s frame time, a 37 nm full field of view, a 30 mrad
convergence angle, and 68 mrad and 340 mrad collection angles,
under liquid nitrogen cooling. The LSFO thin film was grown by
ozone assisted MBE on 〈111〉 oriented STO, and the projection shown
is the 〈100〉 direction.
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Figure 3.9: Cryo-STEM registration
of fast acquisition, defective, atomic
lattice images at reduced beam current.
Registration of low-SNR cryo-STEM
image stacks of La0.33Sr0.67FeO3 (LSFO).
(a-d) In single image frames, structural
features are not discernible in either
the full field of view (a) or a zoomed-in
region (b). In contrast, in the registered
50-frame average (c-d), stacking defects
in the atomic lattice are immediately
apparent. (e) The shift matrices include
a number of outliers which are cor-
rected here, and suggest that without
careful outlier handling this data could
be incorrectly registered.

Figure 3.10: Low dose image registra-
tion of simultaneous ADF and ABF
image stacks of SrRuO3. (a,b) The
averaged HAADF data shows a high
SNR in spite of the low beam current.
(c,d) The averaged ABF data shows a
sufficiently high-SNR to enable direct
observation of tilting of oxygen octahe-
dra (d). (e,f) A single image frame of
the ABF data, in which the SNR is too
low to effectively interpret the atomic
structure. (g,h) Drift characterization,
using the registration of the ADF data
(g) and the ABF data (h) result in con-
sistent stage positions between the two
simultaneously acquired image stacks.
As a result, it is possible to simply
register the higher SNR ADF data to
obtain the correct image shifts, then
apply them to the lower SNR ABF data
in order to obtain a well registered
average image. Here, the average ABF
image was calculated twice - once using
shifts calculated from the ADF data,
and once using shifts calculated directly
from the ABF data - yielding the same
result each time.

Figure 3.10 shows the registration of a STEM image stack acquired
at room temperature of SrRuO3 (SRO) grown on SrTiO3, imaged
along the 〈100〉 direction. Images were obtained with a 20 pA beam
current and total dose over the entire image series of 2.2x105 e−/Å2

to prevent damage to the sample. Stacks of 29 images were acquired
with a 1µs pixel dwell time, a 0.26s frame time, and a 6.6 nm full
field of view, at room temperature. A 30 mrad convergence angle was
used, and both HAADF image stacks and ABF image stacks were
obtained simultaneously, with detector inner and outer collection
angles of 68 mrad and 340 mrad for HAADF and approximately 15

mrad and 30 mrad for ABF. The ABF data reveals oxygen positions,
including visible octahedral rotations. Despite the very low SNR in
(e,f), the ABF data can still be directly registered and averaged. Note
that the scalebars on these stage position plots are approximately
an order of magnitude smaller on this room temperature data than
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on the previously shown cryo-STEM data. Drift characterization
obtained by independently registering the ADF and ABF data yield
consistent results.

Figure 3.11: Carbon contamination
can be controlled to enable atomic
resolution imaging by combining
cryo-STEM with image registration.
The Ag-doped CdSe nanoparticles
imaged here are sensitive to heating
and plasma cleaning, making it difficult
to limit carbon contamination through
conventional approaches. (a) Room
temperature STEM images at low and
high magnification showing prompt
carbon contamination, preculding
atomic resolution imaging. (b) A single,
1s image frame taken under cryogenic
cooling shows no carbon contamination.
(c) Registering and averaging a 21

image stack reveals the atomic structure
of the nanoparticles.

Carbon contamination is frequently a limiting factor in obtaining
high quality, atomic resolution STEM data, particularly for sam-
ples which cannot be cleaned by standard means. Figure 3.11 shows
STEM data of Ag-doped CdSe nanoparticles, which are destroyed by
the heating or plasma cleaning treatments that are typically used to
limit contamination. During room temperature imaging, even after
aggressive washing of the colloidally grown particles, contamina-
tion is immediate (< 1 s) and precludes high resolution imaging (a).
Cryo-STEM may be used as an effective means of contamination con-
trol by preventing carbon migration. A 21 frame cryo-STEM image
stack of these particles was acquired with a 1mus pixel dwell time,
and a 1s frame time. An accelerating voltage of 120 kV was used to
minimize sample damage, with a convergence angle of 21.4 mrad
and inner and outer collection angles of 68 and 340 mrad. A single
frame shows no evidence of contamination, but also has insufficient
SNR to identify the atomic structure of the particles (b). The 21 frame
average still shows no evidence of contamination, and now allows
direct observation of the atomic structure of the particles (c).

3.3.4 Outlier correction and drift measurement robustness

In Fig. 3.12, the LSFO image stack from Fig. 3.9 was cropped into
six smaller regions, yielding 6 image stacks comprised of 512x512

pixel subsets of the full 1024x1024 pixel images. The selected sub-
images are shown in (a). The stage positions were then extracted
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for each sub-image stack, revealing overall consistent descrpitions
of the drift, shown in (b). The magnitude of the difference between
the stage position measured from the full image stack, R(t), and the
positions measured with each sub-image, r(t), at each frame is shown
in (c). For several of the subimages, the difference is consistently
less than ∼ 8pm. For other subimages (light blue, dark blue, red),
occassional spikes occur. These may result from noise sources of
higher frequency than the frame time, which rigid registration cannot
correct, and which will result in some blurring of the final averaged
image. How these noise sources effect the final achievable SNR will
vary between data, however, for random and isotropically distributed
noise, we believe these high frequency noise sources average out
over many image frames, making possible the high quality final data
shown here in spite of some remaining noise.

Figure 3.12: Comparing drift charac-
terization across sub-images. (a) The
LSFO image stack from Fig. 3.9 was
cropped into six sub-image stacks, each
512x512 pixels in size. (b) Extracting
the stage position using each sub-image
stack reveals consistent descriptions of
the drift. (c) The difference between the
stage positions at each frame measured
using the full image (R(t)) and using
each of the sub-images (ri(t)).

The distribution of outliers in the shift matrices is different for each
of the six sub-regions in Fig. 3.12. This is leveraged in Fig. 3.13 to
demonstrate the robustness of the outlier detection approach de-
scribed in Sec. 3.2.3. The original shift matrices for the six sub-stacks
are shown in (a), with various distributions of outliers. In (b), each
shift matrix is overlaid with a mask, correctly identifying all outliers.
In (c), the corrected, visually indistringuishable shift matrices are
shown. These were subsequently used to find the stage positions an-
alyzed quantitatively above in Fig. 3.12. Note that in the sub-image
stack from Region 1, all correlations to the third image in the series
were incorrect, and thus shifts to that image could not be corrected;
this frame is simply removed from the stack when computing the
average image.



81

Figure 3.13: Robustness of outlier
identification and correction. (a)
Shift matrices from all six sub-images
shown in Fig. 3.12. The smaller images
contain far more outliers than the shift
matrices shown in Fig. 3.9, both because
they contain less data to register, and
because the drift over the course of
the image series constitues a greater
fraction of the field of view of the sub-
images, leading to a high density of
incorrect registrations in the upper
right and lower left corners. (b,c) The
outlier identification and correction
approach described in Sec. 2.3 of the
main manuscript, based on ensuring
physically consistent shifts by enforcing
transitivity, successfully identifies and
corrects the errors in the shift matrices
from all six sub-image stacks, despite
the large number of outliers.

3.4 Discussion

Our approach differs from many other STEM image registration
methods in that we assume all images in a series are related by sim-
ple translational offsets. Strictly speaking, this is incorrect; real data
is additionally plagued by nonlinear drift, scan noise, and imperfect
scan coils. An appropriately chosen continuous coordinate transfor-
mation between images can in principle account for image distor-
tions which our approach will fail to correct. Rotating scans have the
additional benefit that the superior information transfer along the
fast scan direction contributes more isotropically to the final recon-
structed image [76, 78].

In terms of noise spectrum, our approach corrects noise sources with
frequencies at or below the frame time. The key advantage is that
by requiring the image shifts to correspond to a self-consistent stage
position, it is possible to tie the registration to a physical observable,
and using many redundant measurements, thereby ensure that all
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noise frequencies at or below the frametime are correctly handled.
These are generally the dominant, lowest order noise source; this is
immediately apparent upon observing the stage positions shown
in Fig. 3.1c, or in the raw data itself. Ensuring these are determined
correctly is therefore crucial, and inability to do so precludes any
average image reconstruction whatsoever. Our approach ensures this
is possible in otherwise recalcitrant, low-SNR datasets. Enforcing
physical consistency is effective in avoiding artifacts from unit cell
jumps which can be difficult to detect, and lead to incorrect analysis.
Unlike rotated scan methods, the approach described here requires
no specialized image acquisition code or procedures aside from fast
acquisitions. Unlike more computationally intensive optimization
methods, our approach is fast - on a laptop computer we register
40 image stacks of 1024x1024 pixels in ∼1 minute, or of 512x512

pixels in a matter of seconds. This is highly beneficial for low-SNR
data, where it may be valuable to attempt registration with various
parameter choices (e.g. Fourier masks).

The tools developed here are effective at registering inherently dif-
ficult cryo-STEM data, however, they may be additionally useful in
any cases where experimental limitations require low-SNRs. One ex-
ample is beam-sensitive materials, which necessitate reduced beam
currents. In Supplementary Figures S5 and S8, we demonstrate the
efficacy of our approach on two beam-sensitive crystalline thin films,
La0.33Sr0.67FeO3 and SrRuO3, using fast scans and beam currents of
37 pA and 20 pA, respectively (see Supplementary Information for
details). In the latter case, we show our method is effective at reg-
istering low-SNR data acquired at room temperature, as well as for
more challenging annular bright field images, showing octahedral
rotations of oxygen atoms in the averaged image of the perovskite
crystal. Successful registration depends primarily on SNR, but will
vary significantly between samples, acquisition parameters, and indi-
vidual datasets.

Although a simple translation is far from a complete physical model
of the differences between STEM image pairs, we find that for suf-
ficiently fast scans this first-order approximation is more than ade-
quate. We have demonstrated 0.72 Å information transfer and suf-
ficient SNR to easily distinguish Cl and Nb columns at <2 Å spac-
ing at cryogenic temperatures. What constitutes a ‘sufficiently fast
scan’ is a complicated consideration, which will also vary signif-
icantly across samples, acquisition parameters, microscope room
environments, and many other factors; this is supported by the fact
that the stage drifts measured at cryogenic and room temperature
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(Supplementary Figs. S6 and S8) vary by approximately an order
of magnitude. Generally the stage drift velocity should be approxi-
mately constant over a single frame. Higher frequency noise sources
will always be present. If they are small enough and lack systematic
bias, these will simply contribute a small overall smoothing to the
final reconstructed image given sufficiently many image frames. We
find, empirically, that this is often the case. Additionally accounting
for higher frequency noise with more sophisticated registration ap-
proaches may yield further SNR improvements, and such approaches
have been used to demonstrate sub-picometer precision atomic posi-
tion fitting. However, in low-SNR or highly translationally symmetric
data, these methods may fail or require further refinement. Moreover,
rigid registration has been demonstrated to provide sufficient preci-
sion to observe a variety of physically important atomic distortions
at the picometer scale [86, 16, 115]. Regardless of application, while
post processing is an important step in achieving excellent final im-
age quality, more crucial still is optimized instrumentation and data
acquisition. In cases where optimized data acquisition and noisy data
are two sides of the same coin, such as in cryo-STEM, our approach
avoids pernicious sources of artifact using simple physical contraints.

3.5 Conclusions

We have described an image registration approach which allows fast,
accurate registration of difficult STEM datasets. Combining regis-
tration of all possible image pairs with the simplifying assumption
that the image pairs are related by translational offsets only yields a
surfeit of information, allowing identification and correction of incor-
rect registrations which may plague low-SNR data. Further, excess
information allows direct confirmation that the final image shifts are
physically consistent, avoiding the very real possibility of insidious
artifacts due to unit cell jumps. Unit cell jumps can be additionally
minimized by accounting for sampling errors, and by judicious deter-
mination of the optimum weighting of frequency space information.
Despite the simplicity of our model, we find that the assumption of
translational shifts only yield excellent results in terms of informa-
tion transfer and SNR gains, which are more than adequate for many
applications. Developed for inherently challenging cryo-STEM data,
our approach may also be useful for registering any low-SNR image
stacks, particularly in cases of high translational symmetry.
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4

Structural Disorder in Epitaxially Connected Quantum
Dot Solids

4.1 Introduction

Superlattices (SLs) of colloidal quantum dots (QDs), or quantum dot
solids (QDSs), hold tremendous potential for both optoelectronic
applications and exploration of novel low-dimensional physics, due
to the combination of highly tunable electronic structure via the QD
size, shape, composition, spacing, and arrangement [116, 117, 118].
Strong electronic coupling between adjacent QDs is desirable for op-
timal films, and to this end recent advances in synthesis have enabled
growth of QDS with coherent atomic necks adjoining adjacent parti-
cles [119, 120, 121]. High mobility transistors and photovoltaic cells
have been experimentally demonstrated [122, 123, 124, 1, 125], and
theoretical calculations of 2D QD assemblies reveal rich miniband
structures including Dirac cones, nontrivial flat bands, and topologi-
cal edge states [126, 127].

These tantalizing electronic properties are all fundamentally struc-
turally mediated [128, 129, 130], and prior work has explored local
structure and its implications for the band structure [127, 131, 132].
However, QDSs considerable promise derives principally from ratio-
nally designed hierarchical structuring across Ångströms to microns.
Realizing that promise therefore requires understanding the precise
nature of structural disorder spanning this sizable length range. In
Sec. 4.2 of this chapter, we reveal the vital influence of the propaga-
tion of translational disorder through the SL in square PbSe epitaxial
QDS, and demonstrate that this is best described by a real paracrys-
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talline model [133, 68]. We show that order improves with increasing
sample thickness, and use this result to illustrate experimentally how
propagation of disorder allows atomic scale disorder to drastically
alter long range structure. We then examine the sources of disorder
and find that although most adjacent QD pairs are connected, uncon-
nected pairs contribute disproportionally to structural disorder.

The capacity to synthesize epitaxially connected QDSs is enabled by
chemical control of the growth process known as oriented attach-
ment [134]. Oriented attachment is a non-classical growth mechanism
whereby particles first align and then fuse their atomic lattices, irre-
versibly eliminating high energy interfaces [135, 136, 137]. Oriented
attachment has proven invaluable in the growth of nanostructured
materials by design [138, 139, 140]. In QD SLs, it can be induced by
selective removal of organic capping ligands from particular crystal-
lographic facets, resulting in continuous atomic bridges connecting
adjacent QDs [120, 122, 131, 132]. However while growing epitaxial
connections has proven a promising route towards achieving delocal-
ized states, it is a double edged sword: coupling is enhanced, while
film growth simultaneously becomes more complex, thus requiring
additional effort to combat new sources of disorder [141, 142]. The
nature of disorder in QD SLs is further complicated by the presence
of two self-similar, hierarchically structured lattices, which are both
impacted in concert by the introduction of epitaxial bonds.

In order to better understand the role oriented attachment plays in
the structure and growth of QD SLs, Sec. 4.3 of this chapter charac-
terizes and discuss orientational disorder in the QDS SLs. We observe
misalignments between nearest neighbor QDs [135, 143], resulting in
highly strained lattices in the epitaxial necks, and statistically analyze
atomic lattice misalignments in terms of both in- and out-of-plane
disorder. After establishing a metric for quantification of the local SL
orientation, we demonstrate and examine the relationship between
orientational disorder in the atomic lattice and SL, finding correlation
across thousands of particles. By applying the methods we develop
to grain boundaries, we glean insights into the nature of film growth,
suggesting that geometric frustration may play an important role in
imperfect oriented attachment and mediation of SL growth.

We conclude the chapter in Sec. 5.5 with a brief discussion of the
implications of this work for optimization of future QDS growth,
minimization of the various forms of disorder, and the elusive goal of
long range charge carrier delocalization. Finally, we briefly catalogue
some of the varieties of epitaxial bridges.
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4.1.1 Charge transport and localization in QDSs

The focus of this chapter, structure and structural disorder in QDSs,
is an interesting topic of study in its own right, with connections to
the chemistry and materials science of film growth [144, 145, 120,
146], the mechanics of deformation in the presence of intricate atomic
and mesoscale rational structuring [135, 136], as well as electronic
properties and transport [128, 118, 129, 147]. As the primary appli-
cation of interest to most scientist working in QDSs falls under the
umbrella of optoelectronic devices, some familiarity with the ideas
underpinning transport in these systems is useful. At the most ba-
sic level, the idea is that an electron on a QD is confined in all three
spatial dimensions, and therefore behaves as the “particle-in-a-box”
of every introductory quantum mechanics course. For spherical QDs,
we might imagine a spherical step potential. In terms of eigenstates,
spherical symmetry then leads to a solution which is seperable and
expressible in terms of spherical harmonics – the punch line being
that angular momentum quantization in such a simplified model pro-
ceeds entirely analogously to the case of atomic orbitals, yielding s
and p and d orbitals. In the QDS literature, the l = 0 states are often
referred to as ‘S-like’, and so on. To this level of description it is not
entirely unreasonable to think of a QD as an “artificial atom” [148].

A perfect QDS would consist of completely uniform QDs arranged in
a disorder free SL. In this case, the theoretical expectation is that the
SL would cause the distribution of electronic states of the system to
take the form of energy bands, analogous to the electronic bands in a
typical crystal comprised of atoms [149, 150, 118]. The bandwidth is
expected to span a small range of energies relative to the bands of a
crystal – perhaps up to hundreds of meV – and are therefore referred
to as “mini-bands”. From a tight-binding perspective, the smaller
bandwidths result from the lower coupling energy of adjacent QDs
as compared to the coupling energy of adjacent atoms in a crystal.
In terms of the bandstructure of a bulk crystal, we can think of the
introduction of the SL structure as introducing smaller scale ‘mini’-
gaps and minibands at the band edges.

The picture is more complicated in the presence of disorder. Broadly
speaking, disorder causes the electronic states to become localized, so
that electronic transport must proceed via “hopping”, i.e. tunneling
from one localized state to another [151, 152, 153, 148]. Figure 4.1
illustrates disorder in the QD energy levels resulting from structural
disorder. Achieving “bandlike” transport is a central goal of much
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QDS research. Efforts have focused primarily on either (a) minimiz-
ing disorder through more monodisperse precursor QDs or improved
SL uniformity, or (b) enhancing the coupling strength between ad-
jacent QDs by reducing their spacing or by adding small inorganic
linkers. Epitaxially connected QDSs, with a continuous, coherent
atomic lattice spanning adjacent QDs, are a recent advance aimed at
further improving the electronic coupling. Some studies have claimed
bandlike transport, based on measurements of negative differential
resistances [150, 154, 155]. Others, most notably Guyot-Sionnest,
have clarified that although such measurements are consistent with
bandlike transport, localized transport can also give rise to the same
experimental observations [156, 148].

Figure 4.1: QDS transport typically
occurs via hopping, i.e. tunneling
of charge carriers between states.
The detailed nature of the hopping
transport depends on the variability
in single QD states, their energies,
and their couplings. In turn, this
result from various forms of structural
disorder, including polydispersity of
the constituent QDs, variations in the
superlattice spacing, and in the case of
atomically coherent QDSs, disorder in
the QD-QD connectivity.

Hopping transport is often divided into nearest neighbor hopping
(NNH) and variable range hopping (VRH), where the former refers
to charge carriers tunneling between states on adjacent QDs, and
the latter refers to carriers tunneling between more distant, localized
states [151, 153, 157, 130]. Consider the probability of a hopping
event occuring between sites i and j. In hopping transport tunneling
is thermally activated, and Pij ∝ e−ξij , where the argument of the
exponential may be taken as

ξij =
2rij

a0
+

εij

kBT
(4.1)

Here, rij is the distance between the sites, kBT is the thermal energy,
and

εij =
1
2
(|εi − µ|+ |εj − µ|+ |εj − εi|) (4.2)

is a measure of the energetic separation between the states at chemi-
cal potential µ. The localization length a0 is a characteristic size of the
states, which sets the length scale of exponential decay in their tails,
where most of the wavefunction overlap with nearby states occurs
for sufficiently localized states. Thus the first term in Eq. 4.1 reflects
the spatial overlap of the wavefunction tails, while the second term
reflects coupling to the thermal bath enabling the energy change in
the carrier’s state. In the high temperature limit, the second term is
negligible, and the highest probability hop is that which minimizes
rij, i.e. to the nearest neighbor QD. If the temperature is lowered the
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second term becomes increasingly relevant, and at some critical tem-
perature it becomes possible for the highest probability hop to occur
for some larger rij which minimizes the energy difference εij. Thus
in order to find a state with a similar energy, hops can occur to more
distant sites, if the thermal energy is small enough. NNH is therefore
expected in the high temperature limit, while VRH occur at lower
tempertures [153].

The conductivity in the various thermally activated hopping regimes
is

σ(T) = σ0e−
(

T0
T

)p

(4.3)

In the literature, the constant p is frequently taken as diagnostic
of the transport regime, with p = 1 indicating NNH and p < 1
associated with various further subdivided categories of VRH. The
subdivisions of VRH emerge from different assumptions regarding
the density of states, with the simplest case of a constant density of
states giving rise to Mott’s law of p = 1

D+1 in D dimensions [151].
Efros and Shklovskii showed a vanishing density of states near the
Fermi level due to the Coulomb interaction instead gives p = 1

2 [158].

In percolation theory, the quantity ξij is referred to as the bonding
criterion, as it is a measure of the probability of hopping between two
sites [153]. For any pathway a charge carrier might take through a
QDS, there is a corresponding set of ξij linking the sites traversed.
Because of the exponential dependence in the hopping probabilities,
the rate of transport through the path is wholly determined by the
hop with the largest ξij. In general transport will therefore proceed
through a single path, and in particular a path which minimizes the
maximal ξij. Shunting of current through other paths is disallowed
by the exponential dependence of Pij, which implies large differences
in path resistances. The transition from NNH to VRH results from
the temperture dependence of the bonding criterion in Eq. 4.1, and
physically corresponds to the case in which the rate-limiting hop
transitions to a “variable range” hop, in the sense described above of
hopping to a more distant site in order to minimize the site-to-site
energy difference εij.

In terms of the carrier states, a perfect QDS corresponds to entirely
delocalized states and minibands, while an extremely disordered
system corresponds to destruction of the SL periodicity and states
localized to individual QDs. For intermediate cases, the system sup-
ports a distribution of states of varying spatial extents and energies.
States near the Fermi level are accessible to carriers, where ‘nearness’
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is defined with respect to the thermal energy. Applying an electrical
bias moves the Fermi level and changing the temperture changes the
window of accessible energies about the Fermi level. Transport oc-
curs through the most efficient path available within the accessible
states, and the most spatially confined of the accessible states serve
to limit the rate of transport. Treating the transport thus requires
specifying the density of states, which is determined in a QDS by the
structural disorder.

The critical temperature at which a transition in hopping regimes
occurs thus relates directly to the localization length of the relevant
carrier states. In Whitham et al, field-effect transistors were fabri-
cated using the films discussed in this chapter as the active layer. In
temperature and gate voltage dependent transport measurements
(Fig. 4.2, top), the exponent p was found to be non-constant over the
range of tempertures examined, suggesting changes in the transport
mechanism. The critical temperatures Tc associated with the change
in transport regimes were extrapolated and used to infer the local-
ization lengths of the conductivity-limiting states (Fig. 4.2, bottom).
The density of states was modelled using tight binding calculations
in combination with direct characterization of the structural disorder,
including the polydispersity and variations in the epitaxial connectiv-
ity [1].

Figure 4.2: Charge carrier localization
from transport combined with tight
binding calculations and characteri-
zation of structural disorder. Above:
conductivity versus temperture and as
a function of gate voltage in field-effect
transistors using the QDSs of this chap-
ter as the active layer. Below: inferred
spatial extents of the conductivity lim-
iting carrier states. From Whitham et al
[1].

The relevant states were found to be localized to no more than a few
QDs. However, the calculations suggested that minimizing structural
disorder may still provide a viable pathway towards delocalized
transport. In turn, this requires careful understanding of both the
extent and nature of the structural disorder in the system. For the
remainder of this chapter, we turn our attention to the struture and
structural disorder of epitaxially connected QDSs.

4.2 Propagation of translational disorder

This section is concerned with translational disorder in the SL of
epitaxially connected QDS. The central claim in that translational
disorder is cumulative, in a manner well described by Hosemann’s
paracrystal model [159, 133]. The statistical properties of the SL are
quantified via the pair correlation function G(r) and the radial dis-
tribution function g(r). Analytical calculation of the same quantities
under different disorder models are performed and compared to the
experimental measurements. The implications of paracrystallinity
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are explored by connecting atomic scale disorder at the level of in-
dividual QDs with loss of long range order in the SL at hundreds
of nanometers. The origins of the atomic scale disorder are investi-
gated, and it is determined that in addition to a small but finite size
polydispersity, the presence or absence of epitaxial connections has a
meaningful impact on the distribution function of nearest neighbor
QD spacings. Improvements in SL translational order with increasing
film thickness is observed and described in terms of paracrystallinity.
The implications for transport are then discussed. The results of this
section are largely adapted from [141].

4.2.1 Experimental methods

We fabricated square PbSe QDSs with epitaxial connections across
the 〈100〉 facets, with SL spacing a = 6.5 nm and grain sizes of sev-
eral microns, following a process we describe in detail elsewhere[1].
Using high resolution aberration corrected STEM, we obtained di-
rectly interpretable, Z-contrast micrographs spanning atomic to SL to
single grain length scales, shown in Fig. 4.3. Samples were prepared
for characterization in the electron microscope by transferring QD
films to lacey carbon grids coated with ultrathin carbon using the
Langmuir–Schaefer method. In order to minimize the effects of con-
tamination, excess ethylene glycol from the film growth was removed
by rinsing in anhydrous methanol and acetonitrile, before drying
under 100 mtorr vacuum. Samples were then transferred to a high
vacuum of 10−9 torr for 10 hours before loading. STEM images were
acquired on a NION STEM at an accelerating voltage of 60 kV. A con-
vergence half angle of 30 mrad was used, and a high-angle annular
dark-field inner angle of ∼80 mrad.

Figure 4.3: STEM HAADF micrographs
of epitaxially connected PbSe superlat-
tices at the atomic (a), superlattice (b)
and grain sized (c) length scales.

4.2.2 The superlattice pair correlation function G(r)

Vectors connecting QD centroids quantitatively describe the SL struc-
ture in real space. The cumulative disorder is revealed by calculating
the two-dimensional pair correlation function G(r) of the QD centers
directly from HAADF STEM images.

The pair correlation function is given by

G(r) =
1
N

∫
n(r′ − r)n(r′)dr′ (4.4)
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for N total particles with a distribution of positions n(r). Physically,
it describes the distribution of particles in space about a known par-
ticle position. The two dimensional G(r) was extracted from raw
HAADF STEM images using an in-house algorithm, which was au-
tomated with the exception of a single step. First the SL spacing
was determined by taking an FFT of the image, locating the primary
superlattice Bragg peaks automatically, and calculating the corre-
sponding spacing. A blob finding algorithm using the difference of
Gaussians method [160] was then used to identify the positions and
approximate sizes of the QDs. This automated approach generally
captured > 99.5% of the QDs in most datasets; those few that es-
caped detection were picked manually. The QD positions and sizes
were then refined by performing 2D Gaussian fits to each QD. Fits
were performed on cropped image subsections containing individual
QDs, both to obtain feasible computation speeds and to eliminate the
effect of neighboring QDs on fits. These steps are shown schemati-
cally in Fig. 4.4(a-b). The resulting sub-pixel centroid positions were
then used to calculate G(r). For each QD, sets of nearest neighbors
were determined using a k-d tree [161], and the vectorial displace-
ment to each neighbor within a disc of fixed radius r0 calculated
(Fig. 4.4c). A 2D histogram of these displacement vectors was then
calculated, using all QD positions spaced a distance greater than
or equal to r0 from the image edges as origins. Normalizing by the
number of origins used, we obtained a discretization of G(r). Choos-
ing a larger r0 allows calculation of G(r) to larger spacings, however
because fewer interior QDs can then be used as origins in the G(r)
calculation the SNR decreases. The output for a sample dataset using
only the 4 nearest neighbor particles is shown in Fig. 4.4(d), while the
output using all nearest neighbor particles within a fixed radius of
4.5 superlattice spacings is shown in Fig. 4.4(e).

Large field of view, high pixel density micrographs combined with
sub-pixel centroid fitting allowed us to obtain good statistics over
∼ 1µm2 areas while preserving subatomic spatial resolution. A repre-
sentative G(r) plot is shown in Fig 4.5a. The central white X indicates
the origin, while the four adjacent peaks can be interpreted as the
probability distributions of nearest-neighbor (NN) QD displacement
vectors (Fig. 4.5a, inset). It is immediately evident that peaks cor-
responding to larger lattice vectors become progressively broader,
indicating propagation of disorder through the lattice. We quantified
this broadening by fitting 2D Gaussians to the peaks centered at na,
where a is any of the 〈100〉SL lattice vectors and n is an integer, then
subsequently extracting the standard deviations longitudinal and
transverse to a, σL and σT (Figs. 4.5a,b). In all datasets σT > σL, cor-



93

Figure 4.4: A raw dataset (a) is used
to determine all QD centroids with
subpixel resolution (b). Displacement
vectors between all centroid pairs
within a fixed radius are calculated
(c), and G(r) is found by taking a
normalized two-dimensional histogram
of pairwise displacement vectors. The
results are shown for nearest neighbor
QDs only (d) and for all QD pairs
within a radius of 4.5 superlattice
spacings (e).

responding to a greater shearing disorder than compressive/tensile
disorder. Physically, this may reflect the degree of QD misalignment
during the oriented attachment process, or a greater susceptibility to
shearing than compression/tension under post assembly mechan-
ical stresses. Representative experimental values of σl versus n are
shown for a single dataset in a single direction in Fig 1d, green, il-
lustrating the G(r) peak broadening as σL increases monotonically
with n. Trends are identical for σT , as discussed below. Note that we
have ruled out the effects of distortions due to the imaging process
by varying acquisition parameters and observing identical behavior
in both the slow and fast scan directions.

4.2.3 Models of disorder: a qualitative primer

The broadening of G(r) peaks are discussed here in terms of three
models of crystalline disorder: uniform disorder, ideal paracrystalline
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Figure 4.5: Cumulative disorder in the
QDS superlattice. Broadening peaks in
the pair correlation function G(r) with
increasing peak order clearly indicate
propagation of disorder (a, b). The rate
of broadening in the longitudinal and
transverse directions (a, inset) is com-
pared to several models of crystalline
disorder, including a uniform model,
the ideal paracrystalline model (d), and
the real paracrystalline model. Over
many datasets, the real paracrystalline
model is found to describe the data
best; a representative example in the
longitudinal direction is shown in (c).

disorder, and real paracrystalline disorder [133, 159, 162]. In this sec-
tion we first describe the basic premises of and qualitative differences
between these models in the simple 1D case. The experimental G(r)
data is then discussed in terms of these models. In the next section,
the models are discussed in more mathematical detail.

By uniform disorder, we refer to the case of a perfect lattice in which
each particle is displaced from its lattice site by a random vector
sampled from some distribution. This is uniform in the sense that
the disorder is non-cumulative, so that σ is constant with increasing
n. In contrast, the ideal paracrystal model describes the effects of
cumulative disorder. Its primary assumptions are that there exists
some probability density function for NN lattice vectors p(x), and
that p(x) between any pair of NN particles is independent of all
other particle positions. The immediate result is that the probability
density function between particles n lattice spacings apart pn(x) is
the n-fold self-convolution of p(x), or

pn(x) = p∗n(x) ≡ p(x) ∗ p(x) ∗ . . . ∗ p(x)︸ ︷︷ ︸
n-times

(4.5)

It follows that under an ideal paracrystal model the standard devia-
tion of pn(x) grows as

√
n. This behavior is illustrated schematically

in Fig. 4.5d. While disorder in the uniform model does not propa-
gate, the ideal paracrystalline model may be thought of intuitively as
describing ‘perfect’ propagation of disorder The real paracrystalline
model effectively allows for ‘imperfect’ propagation of disorder, by
combining an ideal disorder parameter σideal which is cumulative,
and a real disorder parameter σreal which is non-cumulative. Under a
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real paracrystalline model, pn(x) increases monotonically with n no
faster than

√
n.

The real paracrystal model, which includes both σideal and σreal,
best captures the data with good fidelity. In Fig 1d, all three models
are fit to the experimental σL(n) values (green) up to and including
n = 8. Unsurprisingly, the uniform model fits the data poorly (black),
and the ideal paracrystal model accurately captures the trend of a
broadening σ but overestimates rate of increase (blue). Comparison
of the root mean square deviation of fits from each model for both
σL and σT in each direction over many datasets confirms that the
disorder is best described under a real paracrystalline model.

A priori, the paracrystalline nature of QDSs is unsurprising. Though
the polydispersity of QD building blocks used here was only 6%,
which represents approximately a single lattice plane spacing, any
polydispersity should in principle result in paracrystallinity, and
recent GISAXS studies have concluded that unconnected colloidal
crystal thin films are paracrystalline [163]. However, the superiority
of the real paracrystal model has not yet been demonstrated in ei-
ther unconnected or connected colloidal crystals, and is essential to
understanding the relationship between short and long range SL or-
der. These structural distinctions may have dramatic implications for
electronic transport in CBCs. Recent work demonstrated that delocal-
ization and transport in high mobility conjugated polymer networks
is dominated by paracrystallinity, which introduces localized band-
tail states [164, 165]. Further, the paracrystalline framework enables
exploration of precisely which factors contribute to the disorder, and
how.

4.2.4 Models of disorder: mathematical details

This section details the basic mathematical framework of the three
models of lattice disorder of interest: the uniform model, the ideal
paracrystal model, and the real paracrystal model. The three mod-
els are first discussed in one dimension, then extended to three
dimensions. The framework and notation developed here is used
to calculate the effect of projection in Sec. 4.2.7, and to calcuate
the radial distribution function of paracrystalline lattices in 4.2.7.
For more detailed developement of these models, the reader is re-
ferred to the work of Hosemann [159, 133], Guinier [162], and others
[164, 165, 68, 163].
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One-Dimension

Consider the one-dimensional lattice shown in Fig. 4.6. For some
integer n, let the position of the n’th lattice site be a random variable
Xn drawn from a distribution Pn(x) = Pr(Xn = x), which we denote
Xn ∼ Pn(x), and let xn be a particular realization of Xn. Given a
lattice site at the origin, i.e. P0(x) = δ(x), our aim is to determine
Pn(x) for all n.

Figure 4.6: Given a lattice site at the
origin, the probability density function
of the position of the n’th lattice site is
Pn(x).

We define a lattice with uniform disorder as an ideal lattice with
lattice parameter a, in which each lattice site has been perturbed from
its ideal position by some small, random displacement. Thus, we can
write

Xn = Xperfect
n + Xuniform

n (4.6)

For a perfect 1D lattice Xperfect
n ∼ δ(x − na). Further, the disor-

der term is independent of the site n, thus Xuniform
n = Xuniform ∼

Puniform(x).

The probability density function of the sum of two independent
random variables is the convolution of their respective probability
densities, thus at the n’th site

Pn(x) = δ(x− na) ∗ Puniform(x) (4.7)

= Puniform(x− na) (4.8)

where ∗ indicates a convolution. Letting the Xuniform
i be drawn from

a normal distribution

Xuniform
i ∼ N (x; µ, σ2) =

1√
2πσ2

exp
(
− (x− µ)2

2σ2

)
(4.9)

with mean µ = 0 and standard deviation σ � a, we find at the n’th
site:

Pn(x) = N (x; na, σ2) (4.10)

This model is uniform in the sense that the variance var[Xn] = σ2 is
independent of n, so that disorder does not propagate. In Fig. 4.5d,
fitting Eq. (4.10) to the experimental data results in the horizontal
black dashed line, which is plainly a poor fit.

In an ideal paracrystal, we assume that the spacing between adjacent
pairs of lattice sites is a random variable Xideal

i ∼ P(x), which is
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independent of all other site positions. The position of the n’th lattice
site is then given by

Xn =
n

∑
i=1

Xideal
i (4.11)

where we take an empty summation to be identically zero.

We then find that

Pn(x) = P(x) ∗ P(x) ∗ . . . ∗ P(x)︸ ︷︷ ︸
n-times

≡ P∗n(x) (4.12)

Assuming that P(x) = N
(

x; a, σ2), we arrive at

Pn(x) = N (x; na, nσ2) (4.13)

Because

N (x; µ1, σ2
1 ) ∗ N (x; µ2, σ2

2 ) = N (x; µ1 + µ2, σ2
1 + σ2

2 ) (4.14)

Physically, Eq. (4.13) captures propagating disorder in the sense that
the variance increases monotonically with n. The mean values are
precisely those of an ideal lattice. In Fig. 4(d) in the main text, fitting
Eq. (4.13) to the experimental data results in the blue, dashed line.
This captures the general trend of a monotonically increasing σ with
n, however notably underestimates σ at short ranges.

Eq. (4.12) describes a 1D ideal paracrystal with a generic nearest
neighbor distribution P(x), however in most applications the more
specific case of gaussian distributions given in Eq. (4.13) is generally
used. This significantly simplifies analytical computation, and is
reasonable in the great majority of cases. Moreover, the central limit
theorem ensures that limn→∞ P∗n(x) = N (x; na, nσ2) for any P(x)
with a non-divergent variance1. Indeed, for most P(x) which might

1 Which should certainly obtain for
any P(x) we choose to describe nearest
neighbor lattice spacings!

reasonably describe nearest neighbor lattice spacings convergence
should be quite rapid, and using Eq. (4.13) in place of Eq. (4.12) is
very often reasonably justified. We will proceed assuming P(x) =

N (x; a, σ2) for each model described.

The real paracrystal model in essence combines the uniform and
ideal paracrystalline model by including a propagating and non-
propagating term. A real paracrystal is generated by first producing
an ideal paracrystal by summing over the cumulative, ideal paracrys-
tal terms Xideal, and then shifting each lattice site by a small random
displacement drawn from some distribution, in the same manner as
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in the uniform case, which we’ll call the real paracrystal term Xreal.
Mathematically, we write

Xn =
n

∑
i=1

Xideal
i + Xreal

n (4.15)

where we take Xideal
i ∼ N (x; a, σ2

ideal) and Xreal
n ∼ N (x; 0, σ2

real). Thus

Pn(x) = N
(

x; na, nσ2
ideal + σ2

real

)
(4.16)

Note that σideal and σreal thus refer to the propagating and non-
propagating components of the translational disorder.

In Fig. 4(d) in the main text, fitting Eq. (4.16) to the experimental
data results in the red, solid line. It is immediately apparent that this
model describes the data with far better fidelity than the uniform or
ideal paracrystalline models.

Three-Dimensions

In analogy to the one-dimensional case, our aim in three-dimenisons
is to find the distributions Pnml(x) of random variables Xnml =[

X(1)
nml , X(2)

nml , X(3)
nml

]
corresponding to the positions of the (n, m, l)’th

lattice site, where we assume that P000(x) = δ(x). The two-dimensional
case is defined analogously. Notationally, let N3 (x; µ, Σ) = N (x; µ, Σ)

be the 3-dimensional normal distribution with mean µ = [µ1, µ2, µ3]

and covariance matrix Σ.

We begin with a perfect Bravais lattice with lattice vectors ad for d ∈
{1, 2, 3}, and let the (n, m, l)’th lattice site be Rnml = na1 + ma2 + la3.
Thus

Xperfect
nml ∼ δ (x− Rnml) . (4.17)

We add uniform disorder to each of these sites given by

Xuniform
nml ∼ N (x; 0, Σ) . (4.18)

Then Xnml = Xperfect
nml + Xuniform

nml , so

Pnml(x) = N (x; Rnml , Σ) (4.19)

As expected, this is precisely analogous to the one-dimensional case,
with the covariance matrix Σ independent of (n, m, l), so that the dis-
order does not propagate. In the simple isotropic case, for instance,
Σ = σ2I3, where I3 is the three dimensional identity matrix.
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In the one-dimensional ideal paracrystal model the lattice constant a
was replaced by random variables Xi with 〈Xi〉 = a, and we found
the n’th lattice site by summing over the first n of the Xi, taking
Xi ∼ N (x; a, σ2). In three-dimensions, we replace the basis vectors ad

with independent random vectors X(d)
i , taking each of these random

vectors to be drawn from a three-dimensional normal distribution
X(d)

i ∼ N3 (x; ad, Σd), with d ∈ {1, 2, 3}.

Proceeding in analogy to the one-dimensional case, we can write
Xnml , the random vector corresponding to the position of the (n, m, l)’th
lattice site, as

Xnml =
n

∑
i=1

X(1)
i +

m

∑
j=1

X(2)
j +

l

∑
k=1

X(3)
k (4.20)

where empty sums are identically the null vector. We then find

Pnml(x) = N (x; Rnml , Σnml) (4.21)

where we’ve defined Σnml ≡ nΣ1 + mΣ2 + lΣ3. Thus disorder propa-
gates in the sense that Σnml grows with the indices (n, m, l).

The three-dimensional real paracrystal model requires simply adding
a uniform disorder term to the ideal model developed above. To wit:

Xnml =
n

∑
i=1

X(1)
i +

m

∑
j=1

X(2)
j +

l

∑
k=1

X(3)
k + Xreal (4.22)

Taking Xreal = N (x; 0, Σreal), we obtain

Pnml(x) = N (x; Rnml , Σnml + Σreal) (4.23)

In analogy to the one-dimensional case, the variance is comprised of
a propagating component Σnml , and a non-propagating component
Σreal. Importantly, note that at long ranges the real and ideal models
must converge, as the Σnml term dominates for large |n|+ |m|+ |l|.

The differences between the ideal and real paracrystalline models
are not entirely manifest in the statistical treatment discussed thus
far, however become readily apparent when examining a particular
realization of a paracrystalline lattice. In particular, generating a 2D
ideal paracrystal involves selecting all of the X(1)

i , X(2)
j at once for

(i, j) ∈ Z2, and then determining the resultant lattice points from
Eq. (4.20) in 2D. The result is that a 2D ideal paracrystal forms a
network of parallelograms, shown in Fig. (4.7a). Thus while the 2D
ideal paracrystal preserves the statistical behavior of a 1D paracrys-
tal along a single direction, it is evident that the sites within a single
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column (row) are perfectly correlated with the sites within any other
column (row), offset by a single random vector. More generally, the
sites within a k − 1 dimensional lattice plane of a k dimensional
paracrystals are perfectly correlated with all other parallel k − 1 di-
mensional slices, offset by a random vector. Thus while the goal of
the model was to introduce disorder into a lattice, it is clear that cer-
tain forms of order have been preserved that would not be expected
in a truly disordered lattice. One solution is to move from an ideal
paracrystal model to a real paracrystal model — see Fig. (4.7b).

Figure 4.7: Contrasting two-
dimensional ideal (a) and real (b)
paracrystals

This discussion is highly pertinent to the effects of projection on a
paracrystalline lattice, discussed further in 4.2.7. Further, while the
real and ideal models converge at long ranges, as discussed above,
we note that the real model predicts greater disorder at short ranges.
The distinction is therefore particularly relevant to the epitaxial QDS
system, where the coupling strength is related to th short range be-
havior.

It is additionally notable that the ideal and real parameters, σideal and
σreal, cannot be directly mapped onto physical system parameters,
such as polydispersity or QD connectivity, in any simple manner.
However, our analysis indicates that understanding the relation-
ship between these physical parameters and measured translational
disorder in QDSs requires a complete description in terms of a real
paracrystal model.

4.2.5 Model selection

Fig. 4.5c shows a single representative example of measured σ(n)
values increasing with the number of lattice spacings between QD
centroids n, and optimal fits to the uniform, ideal paracrystal, and
real paracrystal models. Optimization was performed by minimizing
the sum of the squares of the residuals. We obtained 28 comparable
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datasets for 4 layer samples and 12 datasets for 3 layer samples, and
analyzed each in both the transverse and longitudinal directions. In
order to determine that the samples are paracrystalline with statisti-
cal significance across many datasets, the root-mean-square deviation
of all three models for all datasets in both the transverse and longitu-
dinal directions are plotted in Fig. 4.8.

Figure 4.8: Root-mean-square devia-
tion for fits to experimental data under
the uniform, ideal paracrystal, and real
paracrystal models. The uniform model
performs poorly relative to paracrys-
talline models in all cases. The real
paracrystal model is preferred in the
longitudinal direction in all cases, and
in the 4 layer transverse case. In the 3

layer transverse case the ideal and real
paracrystal models are indistinguish-
able as the non-propagating term σreal
vanishes.

In all cases, the uniform model performs poorly relative to the
paracrystal models. The real paracrystal model is optimal in the
longitudinal direction, and in the 4 layer transverse datasets. In the
3 layer transverse datasets, the ideal paracrystal and real paracrys-
tal models are identical, as the non-propagating term σreal in the
real model goes to zero. This occurs because the ideal model, which
generally underestimates σ for small n, appears to capture the short
range behavior accurately in the 3 layer transverse case. In Fig. 4.9
representative experimental σ values and fits are shown for the 3

layer longitudinal case (a), the 4 layer longitudinal case (b), the 3

layer transverse case (c), and the 4 layer transverse case (d). Note that
in the 3 layer transverse case the models converge as the y-intercept
of the real paracrystalline fit approaches the origin.

Figure 4.9: Representative datasets and
fits for the uniform, ideal paracrystal,
and real paracrystal models in the 3

layer longitudinal case (a), the 4 layer
longitudinal case (b), the 3 layer trans-
verse case (c), and the 4 layer transverse
case (d). Note that the real paracrys-
tal model best fits the data in cases
(a), (b), and (d), while in case (c) the
ideal and real models agree as the non-
propagating term σreal vanishes, graph-
ically corresponding to the y-intercept
of the fit curve approaching the origin.
Error bars on the experimental σ values
based on the uncertainty Gaussian fits
to peaks in G(r) are smaller than the
data markers.

4.2.6 Order and thickness

Interestingly, the thickness of the QDS film has a direct impact on
disorder, with order improving with film thickness. We quantify
this effect at short ranges by plotting both σL (blue) and σT (red)
against film thickness, measured in number of QD layers, Fig. 4.10a.
Representative samples 1, 3, and 4 QD layers thick are shown in
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Figs. 4.10b-d. Paracrystalline disorder decreased from monolayer to
4 layer samples by 33% (34%) in the longitudinal (transverse) direc-
tions. In combination with reported approaches to controlling SL
thickness [155], this result provides a straightforward method to tune
paracrystalline disorder.

Figure 4.10: Improvements in paracrys-
talline disorder with sample thickness,
in both the longitudinal (blue) and
transverse (red) directions (a). Solid
circles indicate mean σ values at each
thickness and error bars indicate the
95% confidence interval. The values
shown represent the disorder in a single
two-dimensional layer even in thicker
samples, calculated by correcting for
STEM projection effects (see Support-
ing Information S6). Representative
samples 1, 3, and 4 QD layers thick are
shown (b-d).

Thickness was determined directly from the HAADF intensities.
As an incoherent imaging technique, high-angle annular dark-field
STEM micrographs are directly interpretable in terms of the projected
potential of the sample to a first approximation. Electron channeling
and other dynamical scattering effects can be reasonably neglected
for the purpose of thickness determination, due to primarily to the
size of the discrete contrast steps present as a result of the addition of
single QD layers. By imaging edge regions of each grain used for de-
tailed analysis, we identify these discrete contrast steps, correspond-
ing to thickness increases of single QD layers, shown in Fig. 4.11.
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Figure 4.11: Sample thickness was
determined by imaging edges of each
grain of interest (a), and identifying dis-
crete steps in contrast corresponding to
increases in sample thickness of single
QD layers. Line profiles integrated over
several QD widths plainly reveal these
discrete contrast steps (b).

4.2.7 Accounting for projection

Comparing disorder across differing sample thicknesses requires
care, as STEM provides projection images. The centroids identified in
micrographs of multilayer samples thus represent the average posi-
tion of the QD centroids in a single out-of-plane column. Fortunately,
the 2D projection of a 3D real paracrystal is again a real paracrystal,
thus the 3D parameters can be then extracted from the calculated
2D parameters and the sample thickness. The σ values plotted in
Fig. 4.10 represent the disorder of a single 2D layer of the QDS struc-
ture even for thicker samples, enabling direct comparison.

In this section we consider the effects of projection down a principle
lattice direction of a 2D real paracrystal. In particular, we show that
the projection of a 2D real paracrystal results in a 1D real paracrys-
tal, and how the effects of projection on the paracrystalline disor-
der parameters may therefore be taken into account for a structure
of known thickness along the projection direction. The results are
straighforward to generalize to the 2D projection of 3D paracrystals.
Note that this section describes the effect of a purely mathematical
projection; complications of the imaging process, such as electron
channeling, are neglected.

Following the discussion in 4.2.4, we begin with a 2D real paracrys-
tal, where the (n, m)’th site is given by

Xnm =
n

∑
i=1

X(1)
i +

m

∑
j=1

X(2)
j + X(real)

nm (4.24)

where

X(1)
i ∼ N (x; a1, Σ1) (4.25)

X(2)
j ∼ N (x; a2, Σ2) (4.26)

X(real)
nm ∼ N (x; 0, Σreal) (4.27)

illustrated in Fig. (4.7b).
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Let us assume that the paracrystal is c layers thick in the a2 direction,
and that the effect of projection down the a2 axis is to average the
positions of all of the particles in a given column. Then

X(proj)
n =

1
c

c

∑
m=1

Xnm · â1 (4.28)

where we’ve assumed that a1 ⊥ a2, as this will be the case for the
square lattice of interest. More generally, the dot product can be
taken with respect to a2×ẑ

|a2×ẑ| , where (a1 × a2) ‖ ẑ.

When calculating the pair correlation function of real paracrystals in
projection, we measure the difference in spacing between a pair of
projected columns. Thus the object of interest is the distribution of

X(meas)
n = X(proj)

n − X(proj)
0 (4.29)

We find

X(meas)
n =

1
c

c

∑
m=1

Xnm · â1 −
1
c

c

∑
m=1

X0m · â1 (4.30)

=
1
c

c

∑
m=1

[
n

∑
i=1

X(1)
i +

m

∑
j=1

X(2)
j + X(real)

nm

−
0

∑
i=1

X(1)
i −

m

∑
j=1

X(2)
j − X(real)

0m

]
· â1 (4.31)

=
1
c

c

∑
m=1

[
n

∑
i=1

X(1)
i + X(real)

nm − X(real)
0m

]
· â1 (4.32)

=
n

∑
i=1

X(1)
i · â1 +

1
c

c

∑
m=1

[
X(real)

nm − X(real)
0m

]
· â1 (4.33)

where the empty sum vanishes. Notice that the X(2)
j , the lattice spac-

ings along the projection direction a2, are completely averaged out
in the projection process, consistent with the discussion at the end of
4.2.4. Similarly, the out-of-plane components of both Σ1 and Σreal are
also averaged out in the projection. So for

Σ1 =


(

σ
(1,1)
ideal

)2
0

0
(

σ
(1,2)
ideal

)2

 ; Σreal =


(

σ
(1)
real

)2
0

0
(

σ
(2)
real

)2


(4.34)

only the in-plane components of the variances σ
(1,1)
ideal and σ

(1)
real con-

tribute. Thus any anisotropy in the in-plane and out-of-plane di-
rections, explicitly included here by leaving the distinct σ(1) and
σ(2) terms in Σ1 and Σreal, is washed out in the projection process.
Only the in-plane terms are relavent. Thus calling σideal ≡ σ

(1,1)
ideal ,
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σreal ≡ σ
(1)
real, we can write

X(1)
i ≡ X(1)

i · â1 ∼ N
(

x; a1, σ2
ideal

)
(4.35)

X(real)
nm ≡ X(real)

nm · â1 ∼ N
(

x; 0, σ2
real

)
(4.36)

We then arrive at

X(meas)
n =

n

∑
i=1

X(1)
i +

1
c

c

∑
m=1

[
X(real)

nm − X(real)
0m

]
(4.37)

which has a distribution of

X(meas)
n ∼ N

(
x; na1, nσ2

ideal +
2
c

σ2
real

)
(4.38)

We see then that this is precisely the distribution of a 1D real paracrys-

tal, where we’ve made the simple mapping σreal →
√

2
c σreal. Physi-

cally, projection reduces the effect of the real paracrystalline disorder
term by averaging its independent values over each lattice position in
a column. As a practical matter, Eq. (4.38) allows extraction of the 2D
(3D) paracrystalline parameters from the values measured in 1D (2D)
projection.

Note that this analysis assumes that the lattice is a real paracrystal
all directions, an assumption that is reasonably physically justified
here based on the in-plane behavior. Further, Vesgo et al. found that
unconnected silver nanoparticle superlattices were paracrystalline
both in-plane and out-of-plane, with slightly different paracrystalline
disorder parameters in the in-plane and ou-of-plane directions [166].
This analysis of the in-plane disorder remains valid regardless of
any anisotropy present, as the out-of-plane disorder is averaged out
during projection.

4.2.8 Long range order and disorder

The improvements in paracrystalline disorder with thickness shown
in Fig. 4.10 occur on sub-Ångström length scales, however cumula-
tive disorder magnifies their effects over large distances, leading to
dramatic structural differences between thin and thick samples at
length scales of hundreds of nanometers. To achieve good signal-
to-noise at long distances we averaged G(r) azimuthally to obtain
the radial distribution function g(r), shown in Fig. 4.12a for sam-
ples 2-3 layers thick (blue) and 6 layers thick (red). We then fit the
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experimental curves (Fig. 4.12b) to an analytical expression for g(r)
calculated for the 2D isotropic ideal paracrystal model (see below),
and find σ2-3 layer = 3.5 Å, and σ6 layer = 2.2 Å, in good agreement
with the short range results of Fig. 4.10. The ideal paracrystal model
is sufficient here as the central limit theorem ensures that the real and
ideal models converge at large distance. Although the fitted disor-
der parameters differ by just over an Ångström, the effect on long
range order is pronounced, evidenced by the rapid decay to unity of
g2-3 layer(r) relative to g6 layer(r).

Figure 4.12: Long range order is influ-
enced dramatically by Ångström-scale
variations in nearest neighbor spacings
in the presence of cumulative disor-
der. While g(r) converges to unity in
thin, 2-3 layer samples (blue) at 100

nm, QD positions remain correlated
in thicker, 6 layer samples (red) at 300

nm (a). Ideal paracrystal fits (b) con-
firm that the origin of this long range
structural disparity is sub-atomic dif-
ferences in the paracrystalline disorder
parameter σ from σ2-3 layer = 3.5 Å, to
σ6 layer = 2.2 Å.

4.2.9 Radial distribution function of a square, isotropic, ideal paracrys-
tal

In this section we calculate g(r) for a two-dimensional, square,
isotropic, ideal paracrystal. Physically, the radial distribution func-
tion g(r) describes the variation in the local density of lattice sites
from the mean density at some distance r from a known lattice site.
Note that the ideal paracrystal model is sufficient here because we
are interested in g(r) at large lattice site separations, where an insuffi-
cient signal to noise ratio limits use of the vectorial G(r), and at large
distances the real and ideal models converge.

Assume a lattice site at the origin, and let the probability of finding a
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site at x be
P(x) = ∑

n,m
Pnm(x) (4.39)

where the Pnm(x) are given by

Pnm(x) = N (x; na1 + ma2, nΣ1 + mΣ2)

in accordance with a two-dimensional ideal paracrystal. Further, let
a1 = ax̂, a2 = aŷ, and assume an isotropic paracrystal in-plane, so
that Σ1 = Σ2 = σ2I2, where Id is the identity matrix in d-dimensions.
Then

Pnm(x) = N
(

x; nax̂ + maŷ, (n + m)σ2I2

)
(4.40)

Given a lattice site at the origin, we write g(r) as

g(r) ≈ n(r)
As(r)ρ

(4.41)

where ρ is the mean site density, As(r) is the area of an annulus of
radius r and width ∆r, and n(r) is the mean number of lattice sites in
the annulus; see Fig. (4.13).

Figure 4.13: Geometry for calculation of
g(r) in two-dimensions

In two-dimensions As(r) = 2πr∆r, and Eq. (4.41) becomes exact in
the limit as ∆r approaches zero, thus

g(r) = lim
∆r→0

n(r)
2πr∆rρ

(4.42)

Next note that

n(r) =
∫ r+∆r

r

∫ 2π

0
P(x)rdθdr (4.43)

Combining Eq. (4.42) and Eq. (4.43):

g(r) =
1

2πrρ
lim

∆r→0

1
∆r

∫ r+∆r

r

∫ 2π

0
P(x)rdθdr (4.44)

By the Fundamental Theorem of Calculus, Eq. (4.44) becomes

g(r) =
1

2πrρ

∫ 2π

0
P(x)rdθ (4.45)

=
1

2πrρ

∫ 2π

0
∑
n,m

Pnm(x)rdθ (4.46)

Note that the Pnm(x) are currently expressed as functions of the carte-
sian coordinates (x, y):

Pnm(x) = N
(

x; nax̂ + maŷ, (n + m)σ2I2

)
(4.47)

= N
(

x, y; nax̂ + maŷ, (n + m)σ2I2

)
(4.48)

= N
(

x; na, (n + m)σ2
)
N
(

y; ma, (n + m)σ2
)

(4.49)

=
1

2π(n + m)σ2 exp
[
−
(

(x− na)2

2(n + m)σ2 +
(y−ma)2

2(n + m)σ2

)]
(4.50)
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However the integral in Eq. (4.44) is with respect to the polar co-
ordinate θ. Geometrically, it might be expected that as long as the
spread of the probability distribution at each site is small relative to
its distance from the origin, that is r �

√
n2 + m2σ, we may write

Pnm(x) ≈ N
(

r;
√

n2 + m2a, (n + m)σ2
)
N
(

rθ; 0, (n + m)σ2
)

(4.51)

We justify Eq. (4.51) as follows:

Pnm(x) =
1

2π(n + m)σ2 exp
[
−
(

(x− na)2

2(n + m)σ2 +
(y−ma)2

2(n + m)σ2

)]
(4.52)

=
1

2π(n + m)σ2 exp
[
− r2 − 2ar(n cos θ + m sin θ) + n2a2 + m2a2

2(n + m)σ2

]
(4.53)

= N
(

r;
√

n2 + m2a, (n + m)σ2
)
· (4.54)

1√
2π(n + m)σ2

exp

[
− (2ar(

√
n2 + m2 − n cos θ −m sin θ)

2(n + m)σ2

]
(4.55)

But as long as r �
√

n2 + m2σ we can write r ≈ 〈r〉 =
√

n2 + m2a.
Further, we’ll write θ = 〈θ〉 + ∆θ, where 〈θ〉 is the mean value of
the polar angle for Pnm(x), and we assume ∆θ is small. Notice that

n√
n2+m2 = cos 〈θ〉 and m√

n2+m2 = sin 〈θ〉. We then find:

2ar
(√

n2 + m2 − n cos θ −m sin θ
)
≈ 2r2

(
1− n cos θ + m sin θ√

n2 + m2

)
(4.56)

= 2r2 (1− cos 〈θ〉 cos (〈θ〉+ ∆θ) + sin 〈θ〉 sin (〈θ〉+ ∆θ)) (4.57)

≈ (r∆θ)2 (4.58)

where we’ve Taylor expanded to second order in ∆θ in the last step.

Rotating axes so that 〈θ〉 = 0, we thus find

Pnm(x) = N
(

r;
√

n2 + m2a, (n + m)σ2
) 1√

2π(n + m)σ2
exp

[
− (rθ)2

2(n + m)σ2

]
(4.59)

= N
(

r;
√

n2 + m2a, (n + m)σ2
)
N
(

rθ; 0, (n + m)σ2
)

(4.60)

And Eq. (4.51) is recovered.

Note that the only assumption made was that r �
√

n + mσ, where
r ≈
√

n2 + m2a, and thus

a
σ

√
n2 + m2

n + m
� 1 (4.61)
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We see that the approximation becomes better at larger values of
(n, m), and that even for n = 1, m = 0 this reduces to a

σ � 1. This
holds for the systems under study here, and for any system that can
reasonably thought of as paracrystalline; indeed, systems with values
of σ

a greater than 10%, are often considered amorphous [165].

Substituting Eq. (4.51) into Eq. (4.46):

g(r) =
1

2πrρ

∫ 2π

0
∑
n,m

rdθN
(

r;
√

n2 + m2a, (n + m)σ2
)
N
(

rθ; 0, (n + m)σ2
)

(4.62)

=
1

2πrρ ∑
n,m
N
(

r;
√

n2 + m2a, (n + m)σ2
) ∫ π

−π
rdθN

(
rθ; 0, (n + m)σ2

)
(4.63)

≈ 1
2πrρ ∑

n,m
N
(

r;
√

n2 + m2a, (n + m)σ2
) ∫ ∞

−∞
rdθN

(
rθ; 0, (n + m)σ2

)
(4.64)

=
1

2πrρ ∑
n,m
N
(

r;
√

n2 + m2a, (n + m)σ2
)

(4.65)

=
1

2πrρ ∑
n,m

1√
2π(n + m)σ

exp

[
− (r−

√
n2 + m2a)2

2(n + m)σ2

]
(4.66)

Letting σnm ≡
√

n + mσ and anm ≡
√

n2 + m2a, we arrive at

g(r) =
1

(2π)3/2rρ
∑
n,m

1
σnm

exp
[
− (r− rnm)2

2σ2
nm

]
(4.67)

The paracrystal fit shown in Fig. (3) of the main text is the least
squares fit of Eq. (4.67) to the experimentally extracted g(r).

4.2.10 Anisotropy and perfect lattices

Two factors complicate quantitative interpretation of the long range
decay of g(r). First, the interesting and non-trivial behavior of g(r)
for a perfect lattice, and second, the effect of slight SL anisotropies
on g(r) at large length scales. Nonetheless, the qualitative picture
painted by Fig. 4.12 is striking: increasing the paracrystalline dis-
order by a fraction of an atomic lattice plane spacing reduces the
length scale over which QD positions are correlated by hundreds of
nanometers. In this section, we discuss the effects of SL anisotropy on
the radial distribution function at long distances. In this next section,
g(r) for perfect square lattices is addressed.
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Fig. 4.14 shows an experimental dataset (a) with a small anisotropy
(4%) in the superlattice, measured directly from the Fourier trans-
form (inset). However, the effect of this anisotropy on g(r) at long
ranges is a pronounced beating pattern (b), resulting from inter-
ference between the mean particle positions along the anisotropic
directions.

Figure 4.14: A slightly anisotropic
dataset (a), with superlattice anisotropy
of 4% measured directly from its
Fourier transform (inset), results in a
beating pattern in its radial distribution
function (b), complicating quantitative
interpretation of the decay of g(r).

The position of the beat envelope maxima (Fig. 4.14 (b)) are in agree-
ment with the measured anisotropy. To further confirm that the beat-
ing pattern is a result of superlattice anisotropy, we artificially intro-
duced anisotropy into isotropic datasets. Fig. 4.15 shows a dataset
(a) with its calculated g(r) plot (b). The data was then artificially
stretched along a principle axis of the superlattice and the result-
ing g(r) was calculated. The results are shown for stretches of 5%
(c), 10% (d), and 15% (e). As expected, stretching induces a beating
pattern, and increasing the amount of anisotropy increases the beat
frequency.

The source of anisotropy in these datasets may be due to true anisotropy
in the superlattice, scan distortions from the large displacements of
the scan coils necessary to obtain large field of view images, or some
combination thereof. The result is that it is not possible to simply,
numerically interpret the decay envelope of the measured radial
distribution functions.

In order to obtain fair qualitative comparisons between thinner and
thicker samples, the long range decay of g(r) can be examined for
isotropic datasets. In the data shown in Fig. 4.12 the SLs were de-
termined to be isotropic by measuring the SL peak spacings in the
Fourier transforms.
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Figure 4.15: An isotropic dataset (a) and
its smoothly decaying radial distribu-
tion function (b) is artificially stretched
along a principle superlattice axis to
induce anisotropy. The result is a beat-
ing pattern with a beat frequency that
increases with the degree of anisotropy,
shown for artificial anisotropies of 5%
(c), 10% (d), and 15% (e).

4.2.11 g(r) for perfect square lattices

Here, we discuss the difficulty of meaningfully comparing of the
decay envelopes of g(r) to a comparable ideal lattice. For a perfect
square lattice, g(r) is intimately related to the so-called Gauss circle
problem. The problem is to find N(r), the number of integer pairs
(n, m) satisfying

n2 + m2 < r2 (4.68)

for a given r, corresponding to the number of square lattice points
inside a circle of radius r centered about the origin. Recall from 4.2.8
that

g(r) = lim
∆r→0

1
2πrρ

n(r)
∆r

(4.69)

where n(r) is the number of lattice sites in the annulus centered at
the origin of radius r and width ∆r. Therefore, taking the lattice
spacing a = 1 for convenience, n(r) = N(r + ∆r)− N(r), and

g(r) =
1

2πr
N′(r) (4.70)

where the prime indicates a derivative with respect to r. N(r) con-
sists of discrete steps with increasing r as the growing circle includes
more lattice points, and the height of each steps is some integer mul-
tiple of 4, which depends on the symmetry of the points being in-
cluded. Correspondingly, g(r) consists of series of delta functions,
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with strengths determined by the height of the corresponding step in
N(r), times an r−1 decay envelope from the g(r) normalization.

This behavior is seen in Fig. 4.16 at short (a) and long ranges (b),
with (2πr)−1 curves included as guides to the eye. These plots were
obtained by simulating perfect square lattices and calculating g(r),
and agree with Eq. (4.70). However, it is evident from Fig. 4.16 (b)
that quantitative interpretation of the decay rate of the perfect lattice
is complicated; indeed, analytically one typically writes N(r) =

πr2 + E(r), however, the bounds on E(r) remain an area of active
research.

Figure 4.16: The radial distribution
function g(r) for a perfect square lattice
is given by a series of delta functions,
with strengths decaying in integer
multiples of (2πr)−1 (a). While the
resulting behavior at long ranges is
complicated (b), applying a small
Gaussian blur leads to oscillations
about unity with a period of a0 (c-e).
The experimental data indicates a
more rapid decay in the amplitude of
these oscillations for thinner samples,
however, numerical comparison of the
decay envelopes to g(r) for perfect
lattices is beyond the scope of this
paper.

Moreover, the decay of g(r) behaves quite differently for a perfect
lattice and for a lattice with even small uniform disorder imposed. To
examine this, we add a small Gaussian blur to the ideal square g(r),
shown in Figs. 4.17 (c-e) for several values of σ. Unsurprisingly, we
see that g(r) approaches unity at large r as σ becomes large. More
interestingly, it is evident that as σ increases, the complicated mix of
delta functions from the ideal g(r) combine to give oscillations about
unity with a period of the superlattice spacing a0, indicated by the
blue dots at the maxima in Fig. 4.17 (e).

The decay in the amplitude of these oscillations about unity at long
distances is the object of interest here, as it is this decay which we
find experimentally is more rapid in thinner than in thicker samples.
However, as the previous discussion indicates, quantitatively inter-
preting the decay envelopes beyond noting the roughly r−1 behavior
is fascinating, but beyond the scope of this manuscript.
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Figure 4.17: The experimental data (red)
and the decay envelope at long ranges
(black dashed line) are compared to the
decay envelope of a uniform disorder
model (a) and an ideal paracrystal
model (b). The uniform model fits
poorly, while the ideal paracrystal
model is in good agreement with the
experimental data at long ranges.

Here, it suffices to note that the decay envelope at long ranges is
poorly described by a uniform disorder model, Fig. 4.17 (a), but is
well described by an ideal paracrystalline disorder model, Fig. 4.17

(b). As discussed in 4.2.4, an ideal paracrystal model is sufficient
here, as the central limit theorem ensures that the decay envelope in a
real paracrystal model is determined entirely by the ideal term. This
is therefore consistent with the short range analysis of these models
described in Fig. 4.5. We note that the envelope describes only the
long range decay, and thus the poor match at short length scales
is expected. The fits were performed by minimizing the residuals
between the decay envelope and the maxima of the oscillations in
each model for peaks n ≥ 12, chosen to ensure the fit takes place in
the long range decay regime.

4.2.12 Atomic origins of paracrystalline disorder

Next we examine the origins of paracrystalline disorder. Atomic res-
olution analysis of the epitaxial connections reveals that the presence
or absence of epitaxial bonds is a significant source of paracrys-
talline disorder, augmenting the expected effect of polydispersity.
In Fig. 4.18 we identify adjacent QD pairs with (green) and without
(blue) a continuous adjoining atomic lattice in a monolayer sample,
and plotted a histogram of QD spacings color-coded by these desig-
nations, revealing a clear increase in spacing between unconnected,
adjacent QD pairs. More importantly, unconnected QDs significantly
increased the disorder in the NN spacing in spite of representing
only 20% of adjacent pairs; while σconnected = 3.9 Å, including both
connected and unconnected pairs yields σadjacent = 5.3 Å. As dis-
cussed above, these changes can have a significant impact on the
long range decay in QDS order. Additionally, this result suggests
that a possible cause for the observed thickness-order correlation
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is increased epitaxial bond number due to bond formation in the
out-of plane direction, however confirmation is complicated by the
difficulty in experimentally ascertaining out of plane connectivity.
Interestingly, while disorder in the width of epitaxial bonds between
connected QDs does not appear to affect the NN spacing, previous
work has shown bondwidth variations significantly impact carrier
localization[121, 1].

Figure 4.18: Missing epitaxial bonds
significantly increase the variance
in nearest neighbor spacing. The in-
crease in spacing between adjacent,
unconnected QDs (blue) relative to
connected QDs (green) broadens σ from
σconnected = 3.9 Å to σall adjacent = 5.3 Å.
Due to cumulative disorder the rela-
tively small fraction (20%) of missing
epitaxial bonds thus disproportionately
effects structure, particularly at large
length scales.

The values σconnected = 3.9Å and σadjacent = 5.3Å from the main text
are determined directly from the experimental nearest neighbor spac-
ings. We additionally fit Gaussians separately to the connected and
unconnected nearest neighbor particles, and find that the total near-
est neighbor distribution is well described by a bimodal Gaussian
mixture of these two fits. Fig. 4.19 illustrates that a bimodal Gaussian
accurately captures the data shown in Fig. 4.18.

We note that in principle the form of G(r) and g(r) at larger spac-
ings should depend on this bimodal distribution, rather than on the
simple Gaussians assumed in analytical calculations of the paracrys-
talline G(r) and g(r) up to this point. However, because the paracrys-
tal model involves self-convolutions of the nearest neighbor distribu-
tion, the central limit theorem ensures a simple Gaussian form is ap-
propriate for large spacings (i.e. for many self-convolutions). Further,
for the bimodal nearest neighbor distribution found here, assuming
a simple Gaussian to determine the form of the pair correlation func-
tion is numerically justified even at next-nearest neighbor spacings.
The effect of this bimodal distribution on lattice disorder is thus cap-
tured entirely by the broadening of the total variance of the nearest
neighbor distribution, from σconnected = 3.9Å to σadjacent = 5.3Å.

To confirm that the effect of a bimodal distribution on long range
behavior is determined solely by its mean and variance, we simulated
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Figure 4.19: The connected nearest
neighbor (green) and unconnected near-
est neighbor (blue) quantum dot spac-
ings are fit to Gaussian distribution,
and the total nearest neighbor distribu-
tion is found to be well described by the
resulting bimodal Gaussian mixture.

two-dimensional real paracrystals with three distinct distributions
of lattice vectors, and calculated g(r) for each. The results are shown
in Fig. 4.20. We examined a unimodal Gaussian distribution with a
standard deviation in the longitudinal direction of σ = 4.4Å (red), a
unimodal Gaussian distribution with σ = 6.6Å (blue), and a bimodal
Gaussian distribution with σ = 4.4Å (green). The mean and trans-
verse standard deviations were identical for all three distributions,
and were comparable to the values of these parameters extracted
from the data. The inset in Fig. 4.20 shows the first peak in g(r) for
all three simulated lattices, and clearly illustrates the differences be-
tween their generating distributions – in particular, the two peaks in
the bimodal distribution are apparent, as well as the broader peak in
the σ = 6.6Å unimodal distribution. It is apparent that the bimodal
and unimodal distributions with identical σ values converge rapidly
after the first g(r) peak. Most importantly, the rate at which they
decay towards unity is comparable, as expected. The unimodal dis-
tribution with a larger σ value, however, decays towards unity much
more rapidly. We conclude that the medium and long range behavior
of a paracrystalline lattice is determined by the mean and standard
deviation of its generating distribution, in agreement with the central
limit theorem.



116

Figure 4.20: Comparison of the short
and long range structure of paracrys-
talline lattices generated from distinct
lattice vector distributions. The uni-
modal Gaussian distribution (red) and
bimodal Gaussian distribution (blue)
which have an identical standard de-
viation of σ = 4.4Å show comparable
structure at medium and long range, in
spite of distinct short range structure
(inset). However, a unimodal Gaussian
distribution with a larger standard de-
viation of σ = 6.6Å shows much more
rapid decay in g(r) at medium and long
ranges.

4.2.13 Bondwidth mapping

Epitaxial bridge widths, as well as the presence or absence of an
epitaxial bond, were determined directly from atomic resolution mi-
crographs of monolayer films. Fig. 4.21 shows spatial mapping of
bridge widths (a) and a histogram of width distributions (b) for a
sample dataset with sufficient spatial resolution to directly resolve
the atomic lattice and a large enough field of view to ascertain statis-
tically relevant width distributions. Overall, 80% of nearest neighbors
are found to be epitaxially connected.

Figure 4.21: Width of epitaxially bridges
between adjacent QD pairs is mapped
locally in units of atomic lattice planes
(a), using the colorscale shown in
(b). The distribution of widths is
approximately Gaussian (b), with a
mean width of 7.5± 2.8 atomic lattice
planes (2.3± 0.9nm).

The spacing between nearest neighbor QDs was then calculated.
Fig. 4.22 shows a scatterplot of QD spacing versus connecting bridge
width for all pairs of adjacent QDs. It is evident that unconnected
QDs (plotted as bridge width 0) have larger nearest neighbor spac-
ings, consistent with the conclusions drawn from Fig. 4.18b. How-
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ever, for connected nearest neighbors only, spacing and bridge width
do not appear to be directly correlated.
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Figure 4.22: Unconnected nearest
neighbors QDs (bridge width 0) are
spaced 0.8nm father apart on average
than connected nearest neighbors,
consistent with Fig. 4.18b. However,
for connected QDs, bridge width and
nearest neighbor spacing do not appear
to be directly correlated.

4.2.14 Discussion

We have observed the propagation of disorder through epitaxial
QDS SLs, elucidated its real paracrystalline nature, demonstrated
its considerable impact on long range structure, and discovered cor-
relations between paracrystalline disorder and both thickness and
epitaxial bonding. In addition to understanding disorder in QDSs,
these results more broadly imply the need to evaluate the role of
cumulative structural disorder in colloidal SLs in general. High
mobility conjugated polymers, in which charge transport occurs
through π-stacks exhibiting both local, on-site energy disorder as
well as cumulative, paracrystalline disorder, provide an illuminat-
ing comparison[164, 165]. In these systems paracrystallinity leads to
bandtails, increased carrier localization, and a clear mobility edge,
however this effect dominates local disorder only above a critical
value of the paracrystalline disorder. Although quantitative compari-
son between these systems is not meaningful, it is qualitatively strik-
ing to note that the range of QDS paracrystalline disorders reported
here span precisely this crossover region in conjugated polymers,
highlighting the critical need to understand electronic structure in
paracrystalline colloidal QD SLs.
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To address this need, we performed tight binding calculations of car-
rier localization lengths, varying σ and holding all other parameters
constant. These calculations reveal that as the standard deviation σ

in nearest neighbor quantum dot (QD) spacing is reduced, the carrier
localization length increases. Fig. (4.23) shows these results, along
with the experimentally determined variances in QD spacings.

Figure 4.23: The localization length de-
termined by tight binding calculations
of a 2D square QD lattice, as a function
of translational disorder and holding
other forms of disorder constant. As
the variance in the QD-QD spacing is
reduced, the carrier localization length
increases. The mean σl values (black
dashed lines) and their 95% confidence
intervals (yellow bars) extracted from
experimental data at short ranges (see
Fig. 2 from the main text) are shown
for monolayer, 3 layer, and 4 layer
samples. The σ values extracted from
experimental data at long ranges (red
dashed lines) are also shown. In the
absence of other sources of disorder, the
experimentally observed reduction in
paracrystalline disorder with thickness
from 1 to 6 layers corresponds to an in-
crease in localization length by a factor
of ∼10.

The localization lengths were calculated using Monte Carlo simula-
tion on a 2D square lattice with a tight binding Hamiltonian, similar
to the method used perviously in [167, 147, 1]. Briefly, at each lattice
site, there is a discrete energy level that corresponds to the HOMO
or LUMO level of the quantum dot, for hole or electron transport,
respectively. Since we are isolating the effect of structural disorder on
localization, the energy at each site is assumed to be the same. The
interaction between neighboring sites decays exponentially with the
NC edge to edge distance ∆, as t = t0e−κ∆, for constant κ. We used
κ = 4nm−1, which is typical for NC superlattices [129, 168]. Since
the QDs are assumed to be monodisperse, ∆ is equivalent here to the
center to center distance.

The eigenvalues and corresponding wavefunctions of this tight bind-
ing Hamiltonian were calculated for 2D lattices of length L. The
inverse participation ratio spectrum I2(E) = 〈∑r |ψ(r)|

4〉 was cal-
culated, where ψ(r) is the wavefunction at position r, and angle
brackets indicate averaging over all wavefunctions with energy E.
The scaling of the inverse participation ratio with respect to the lat-
tice size L gives the effective dimension d2(E) of the wavefunctions at
that energy, according to d2(E) = − ∂ log(I2(E))

∂ log(L) . The effective dimen-
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sion d2(E) can be converted into localization length, from their 1 to
1 correspondence in 2D, as we discuss in more detail in [1, 169]. In
Fig. 4.23, we shows the localization length at the band center, where
the states are most delocalized.

The localization length increases by a factor of ∼10 as σ is decreased
over the range of values observed experimentally in monolayers to
6 layer thick samples. These calculations are consistent with recent
reports of delocalization across several QD diameters[1], suggesting
the feasibility of efficient transport over the length scales of mod-
ern transistor gates, or along the direction of charge separation in
thin film photovoltaic cells[148]. These are also precisely the length
scales at which cumulative and non-cumulative disorder models be-
come structurally distinct, providing some physical indication that
paracrystallinity may become electronically important, discussed
further in Sec. 5.5. More detailed theoretical investigation into the
electronic structure and transport properties of disordered QD SL
arrays may be found elsewhere[128, 147, 156, 170]. Experimentally,
our results emphasize the need to optimize epitaxial bonding so as to
minimize disorder, not only in the energetic coupling[123, 1], but also
in short and long range translational order. Further, we establish a
new, straightforward approach to controlling disorder by tuning sam-
ple thickness. This suggests that miniband formation and tailored
optoelectronic properties in QDSs may be more readily achievable in
thicker films where order is improved.

4.3 Orientational disorder

In this section, we characterize the orientational disorder of epitaxi-
ally connected QD films. In spite of coherent atomic connectivity be-
tween nearest neighbor QDs we find misalignment still occurs, with
a standard deviation of 1.9 degrees, resulting in significant bending
strain localized to the adjoining necks. We observe and quantify a
range of out-of-plane particle orientations over thousands of QDs,
and correlate the in-plane and out-of-plane misalignments, finding
QDs misoriented out-of-plane tend to be more misaligned with re-
spect to their in-plane neighbors as well. We quantify the fourfold
symmetry and define a direction for the local SL about each QD via
the bond-orientational order metric ψ4, observing local fluctuations
in ψ4 as well as local anti-correlation between |ψ4| and |ψ6|. Compar-
ison between the local SL and atomic lattice (AL) orientations reveals
significantly larger variations is the SL orientation, and a statistically



120

robust but locally highly variable correlation between the orientations
of the two differently scaled lattices. Distinct AL and SL behaviors
are observed about a grain boundary, with a sharp boundary in the
AL orientations, and a more smooth transition in the SL, facilitated
by lattice deformation between the neighboring grains. With respect
to the mechanism and mechanics of QDS growth, the results suggest
that coupling between the AL and SL during growth is highly non-
trivial, implying that simplified models of oriented attachment may
be insufficient to fully understand disorder.

4.3.1 Atomic lattice orientations

Film growth, preparation for characterization, and electron mi-
croscopy were identical to that described in the previous section
[1, 141]. As in the investigations into translational disorder, we here
make use of high-resolution Z-contrast HAADF-STEM images which
simultaneously capture the SL and atomic length scales (Fig. 4.25a-e).

The orientations of the QDs atomic lattices were extracted from
their ALs as follows. Images were segmented, individual QDs were
isolated and cropped into individual subregions, these were each
masked with a Hann window to remove edge effects, and an FFT of
each QD was taken. The Bragg peaks in each FFT were identified and
indexed. The positions of the Bragg peaks yielded the in-plane orien-
tations directly, while the out-of-plane orientations were determined
from their symmetries and frequencies.

Figure 4.24: Out-of-plane orientations
of the QD ALs. (a) We observed five
distinguishable orientations. Two of
these categories had crystallographic
axes, the 〈100〉 and 〈110〉 directions,
aligned out-of-plane. The remaining
three were partially rotated out-of-
plane. Rotation planes for off-axis
QDs are represented in pink, and
corresponding images are below. (b)
Distribution of the 1823 QDs across the
orientations.Of the 1823 QDs visible across 4 images, 95.1% were oriented such

that some form of atomic lattice periodicity was identifiable. Five
out-of-plane orientations were observed, and are shown in Fig. 4.24.
Two of these were oriented directly along crystallographic axes, the
〈100〉 and 〈110〉. The other three orientations were partially tilted,
such that lattice periodicity was only identifiable in one direction.
QDs with intermediate out-of-plane orientations between the 〈100〉
and 〈110〉 were observed, and are here referred to as 〈1x0〉, where
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it is understood that x is sufficiently large that any corresponding
lattice spacing is below the image resolution. Similarly, we find QDs
oriented between the 〈100〉 and 〈111〉 which we refer to as 〈1yy〉.
We observe a small fraction of QDs with out-of-plane orientations in
between the 〈110〉 and 〈111〉 orientations, which we call 〈1(z + 1)z〉.

Figure 4.25: Disorder in the atomic
lattice (AL) orientations of quantum
dot (QD) superlattices (SLs). (a) STEM
image of a PbSe QD monolayer show-
ing the square SL structure. (b) AL
orientations of each QD. QDs are either
(c) aligned in the out-of-plane direction,
(d) rotated towards 〈110〉, or (e) to-
wards 〈111〉. (f) AL orientations can be
compared between neighbor QDs, and
an average AL misalignment between
nearest neighbors is found for each
dot. (g) Histograms of misalignments
for QDs in 〈100〉 (red), 〈1x0〉 (green),
and 〈1yy〉 (blue) orientations have stan-
dard deviations of 1.70, 2.31, and 2.59

degrees respectively, indicating QDs
misaligned in the out-of-plane direction
are more likely to be misaligned from
their neighbors as well.

Despite the expectation that the 〈100〉 direction should predomi-
nantly orient in the out-of-plane direction [146], we found only 28.1%
percent of dots in this orientation (Fig. 4.25c). Instead, we observe
the plurality (47.4%) of the QDs in the 〈1x0〉 orientation. We surmise
that these are likely near the 〈100〉 orientation but are tilted at least
partially towards the 〈110〉 direction, resulting in loss of periodicity
in one direction of the image, and only a single pair of 〈100〉 peaks
in the FFT (Fig. 4.25d). We find 16.8% of the QDs in the 〈1yy〉 orien-
tation (Fig. 4.25e), 4.9% of the QDs were unidentifiably aligned, with
no observable lattice periodicity, and the remaining < 3% of particles
were in the 〈110〉 or 〈1(z + 1)z〉 orientations. Simon et al. imple-
mented a similar approach with traditional TEM data of 23 nanopar-
ticles [171]. Here, we perform the described STEM FFT analysis of
1823 particles, correlate the out-of-plane orientation to in-plane lattice
misalignment, compare to a quantification of local SL orientation,
and use the results to examine the structure of a grain boundary.

Out-of-plane orientation is influenced by interfacial energetics and
the detailed kinetics of the growth process, which in turn effects the
ultimate film quality. Diffraction or traditional TEM have previously
observed 70%-90% of particles aligned in the preferred out-of-plane
orientation, however, these approaches may miss small out-of-plane
misorientations [117, 143, 172]. This is therefore consistent with our
observations provided that, for some or all of the 〈1x0〉 and 〈1yy〉
particles, out-of-plane misalignment with respect to the expected
〈100〉 orientation is small (i.e., x,y large): 〈100〉 and 〈1x0〉 oriented
QDs together comprise 75.5% of particles, while additionally includ-
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ing 〈1yy〉 oriented QDs accounts for 92.3% of particles. Due to the
nature of projection imaging, we cannot directly determine the out-
of-plane rotation angles, but epitaxial connectivity between 〈100〉 and
〈1x0〉 or 〈1yy〉 suggests that the out-of-plane misorientation may be
small (see Figs. 4.34 and 4.35 in Sec. 4.4.1).

Figure 4.25b shows the in-plane AL orientations for QDs with visible
lattices in the image. QDs with two identifiable in-plane lattice orien-
tations, i.e. with 〈100〉 oriented up, are shown with arrows along the
[010] and [001] (i.e., both of the in-plane 〈100〉) directions; for 〈1x0〉
and 〈1yy〉 QDs, a single arrow indicating the in-plane 〈100〉 direction
is shown. Given the square symmetry of the lattice, arrows are drawn
along the AL direction modulo 90 degrees for ease of visual com-
parison. As expected, the ALs of the QDs are visually well-aligned
with the SL. Interestingly, however, careful analysis reveals that the
AL orientations of adjacent QDs do not align perfectly. We calculated
the average of the misorientation between the AL of each QD and the
AL of its nearest neighbors, which we denote αn, illustrated schemat-
ically in Fig. 4.25f. Histograms of αn for 〈100〉, 〈1x0〉, and 〈1yy〉 ori-
ented QDs are shown in Fig. 4.25g. The distribution is sharpest for
〈100〉, broader for 〈1x0〉, and broadest for 〈1yy〉 QDs, with standard
deviations of 1.7◦, 2.3◦, and 2.6◦, respectively. Thus, QDs misoriented
in the out-of-plane direction are more likely to be misoriented from
their neighbors in the in-plane direction as well.

Notably, some care is needed in defining the nearest neighbors of a
given particle. Various approaches are used, such as including the n
nearest particles, including particles in the adjacent regions of a spa-
tial partition such as a Voronoi tesselation, or including all particles
within a cutoff distance. Here we are interested in comparing AL
orientations between QDs which have or could have epitaxially con-
nections, i.e. nearest neighbor sites of a square lattice. Due to local
structural variability, both the n = 4 nearest particles and adjacent
Voronoi cells tend to include next-nearest neighbor lattice sites for
some subset of the particles. Moreover, for the purpose of analyzing
misalignments, inclusion of non-NN QD pairs is far more detrimen-
tal than exclusion of some NN pairs. Therefore, for the purposes
of examining NN misalignment we used a distance cutoff. A cutoff
distance d satisfying aSL < d <

√
2aSL is desirable. Based on the

characterization described in Sec. 4.2, we selected 7.4 nm as the cut-
off distance used to define near neighbors. Note that lattice-adjacent
QDs were thus regarded as nearest neighbors and the relative ori-
entrations of the ALs deemed relevant, whether or not the epitaxial
bonds between the two sites were actually formed.
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Distributions of ∼5–10
◦ in AL orientations have been previously ob-

served in small field of view TEM images with limited statistics from
tens of particles, or in diffraction of single SL grains without direct
observation of local orientations [143, 172], however, local character-
ization of nearest neighbors misalignments have not been reported.
Importantly, previous work has characterized aligned but uncon-
nected nanoparticle SLs, and have attributed misalignments to the
presence of a soft ligand shell about the hard inorganic core; here,
however, we observe similar misalignments in the presence of epi-
taxial connectivity between adjacent QDs, ruling out the ligand shell
as the cause of misalignment in this case. Examples of connected but
misaligned QDs are found in Sec. 4.4.1.

4.3.2 Superlattice symmetry and orientation

Figure 4.26: Local superlattice orien-
tation and four-fold symmetry can
be quantified via ψ4, a metric of four-
fold symmetry around a QD. (a) A
HAADF-STEM image of a disordered,
but approximately square, QD SL. (b,c)
ψ4 is calculated for each dot via their
corresponding Voronoi cells, outlined
in red. In comparatively ordered re-
gions the Voronoi cell is approximately
square (c), while in more disordered
regions the cell perimeter is a less
symmetric polygon. (d) More distant
neighbors corresponding to shorter
Voronoi cell edges are weighted less in
the calculation of ψ4. (e) The magnitude
of ψ4 quantifies the degree of local four-
fold symmetry of the SL, normalized
between 0 and 1. The distribution of
|ψ4| across 1823 QDs is shown and has
a mean of 0.74. (f) The Voronoi diagram
corresponding to the image in (a), with
the cells colored according |ψ4| and the
arrows indicating the direction of best
fourfold symmetry determined from
arg(ψ4).

Having characterized the local AL orientations, we turn to quantifi-
cation of local superlattice order about each QD. Beginning with a
STEM image like Fig. 4.26a, we generate the Voronoi diagram of the
nanoparticle centroids, a partitioning of the image in which each cell
contains the set of all points closest to a single QD centroid [173].
See Fig. 4.26b. Subsequently we define ψ4, a metric of local fourfold
symmetry, as

ψ4 =
1
p ∑

j
pje

4iθj , (4.71)

where p is the total perimeter of the Voronoi cell, pj is the length
of the edge shared with neighbor j, θj is the angle between the cen-
troids of the central QD and its j’th neighbor, and the summation is
over all neighbors [174, 175, 176, 177, 178]. The choice of normal-
ization ensures that ψ4 is continuous under small changes in SL
structure, which may alter the nominal number of nearest neigh-
bors. The magnitude of ψ4 is between 0 and 1 and quantifies the
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local fourfold symmetry. The complex argument of ψ4 indicates the
direction of best local fourfold symmetry, and is therefore an effec-
tive quantification of the local SL orientation. ψ4 and related bond
orientational order parameters are commonly used to quantify sym-
metry [173, 175, 176, 177, 178, 179, 174]; here we additionally use the
complex argument of ψ4 to quantify local SL orientation.

Note that a different definition of nearest neighbors has been em-
ployed for the purpose of characterizing the symmetry of the SL than
that used for characterizing AL misorientation. For the purpose of
defining the local superlattice metric ψ4, looking primarily at bonded
neighbors would give an inaccurately high measure of symmetry for
QDs in disordered regions. For instance, it would be possible for a
QD in a SL region with high sixfold symmetry to have only one or
two epitaxially connected neighbors, and using these neighbors only
to calculate ψ4 would yield a large magnitude of the metric which
reflects little about the local SL structure. When calculating ψ4 we
therefore define each QDs neighbors as all QDs with which it shares
a Voronoi cell edge. This is a choice commonly used when dealing
with colloidal or hard packing nanoparticles [174, 175, 176, 177, 178],
as it unambiguously defines neighbors even in chaotic regions. Addi-
tionally, the Voronoi diagram allows one to easily weight the impor-
tance of each neighbor using the length of the shared edge.

While it is simple to determine SL orientation for well-organized
lattices, this approach is useful because it also defines the SL direc-
tion in disordered areas and allows for local comparisons between
neighboring QDs and with the local AL, discussed further below. Fig-
ures 4.26b,c show examples of well-ordered and poorly ordered local
SLs, respectively, with their Voronoi diagrams overlaid, along with
the direction and magnitude of ψ4 (direction and color of arrows).

Figure 4.26f visualizes ψ4 across a larger field of view. The color of
each Voronoi cell corresponds to the degree of fourfold symmetry,
|ψ4|, while the black arrow indicates the local SL direction, arg(ψ4).
Qualitative identification of different SL regions which are relatively
ordered or disordered is now straightforward. We find disorder in
this film confined to small pockets extending a few QDs. In others
strips of ordered and disordered regions 1-2 QDs wide run through
the film, consistent with recent observations of anisotropic tearing
in QD SL films. Poor fourfold symmetry occurs frequently around
large gaps where QDs are not close-packed, but low |ψ4| values may
also occur elsewhere. At the level of individual QDs, we observe
spatially anticorrelated regions of large |ψ4| and |ψ6|, which makes
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Figure 4.27: Local anticorrelation
between four- and sixfold symmetry.
Local maps of |ψ4| (a) and |ψ6| (b), and
their difference (c), visually suggest the
quantities are anticorrelated. Plotting
|ψ4| against |ψ6| over all QDs examined
(d) supports this conclusion.

good physical sense. See Fig. 4.27. Indeed, it is visually apparent that
the disordered regions with low four-fold order tend towards six-
fold symmetry. This may indicate residual order from an incomplete
hexagonal-to-square SL transformation, and is consistent with simu-
lations which have indicated that under particular conditions phases
of coexisting hexagonal and square symmetry can emerge [146, 180].

4.3.3 Correlating AL and SL orientational order

Figure 4.28: NN AL misalignment
versus AL/SL misalignment. The
mean of each QDs misalignment with
respect to its nearest neighbors, αn,
is plotted against the misalignment
of the QD with respect to its local SL,
αψ4 , over all 1823 QDs examined. The
semi-major and semi-minor axes of the
distribution have standard deviations
of 4.01 and 1.90 degrees, respectively,
and the distribution is tilted 13.0
degrees from horizontal. Overlaid
are confidence ellipses for 1, 2, and 3

standard deviations.

With quantification of both the AL and SL in hand, it is now possible
to compare the two. Figure 4.28 plots αn, the mean AL misalignment
of each QD with respect to the ALs of its nearest neighbors, against
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αψ4, the misalignment between the AL of the QD and its local SL. All
1823 QDs with identifiable ALs are included. Qualitatively, it is ap-
parent that the distribution is significantly broader along the αψ4 axis
than along the αn axis, and fitting a 2D anisotropic Gaussian yields a
distribution with standard deviations of 4.01 and 1.90 degrees along
the semi-major and semi-minor axes, respectively. Ellipses indicating
one, two, and three standard deviations are overlaid. Interpreting
the observed anisotropy quantitatively is difficult, because the met-
rics quantifying AL and SL orientation are meaningfully distinct.
However, the qualitative picture is clear and significant: the local SL
orientation varies more than the AL orientations, suggesting that
while nearest neighbor AL-AL misorientation is highly energetically
costly, particularly in the presence of epitaxial connectivity, local SL
deformation is less energetically detrimental and larger imperfec-
tions occur more frequently, despite the fact that these two types of
misorientation are necessarily geometrically coupled.

We additionally observe a 13.0 degree tilt of the distribution with
respect to the αψ4 axis. Thus, QDs with large misalignments from
the local SL direction are statistically likely to be slightly misaligned
from their neighboring ALs in the same direction. On average, QDs
prefer alignment with the ALs of their neighbors over alignment
with the geometric arrangement of their neighbors. However, the
local SL orientation still influences local AL orientation, and the full
environment of a given QD is important in determining its final
orientation.

Interestingly, prior work has suggested excellent alignment of the AL
and SL from diffraction data; Zaluzhnyy et al. found 0.1◦ mismatch
between the AL and SL [172]. Because diffraction probes average
structure, this is consistent with our observations here, in which the
AL and SL agree on average. The local picture, however, is more
complicated, and local analysis reveals significant variability. While
we observe generally good correspondence between the AL and local
SL, and statistically robust covariation, misalignments between the
AL and SL by more than 5 degrees are not uncommon.

4.3.4 Atomic lattice orientation about grain boundaries

Grain boundaries (GBs) frequently have significant implications for,
and in many cases dominate, the electrical properties of thin films.
It has been suggested that GBs may play a crucial role in the growth



127

mechanism of QD SLs, particularly during epitaxial attachment [180].
However, the nature and structure of GBs in these materials remains
relatively unexplored. Here, the structural variability endemic to GBs
provide an opportunity to further explore the connection between AL
orientational disorder, SL deformation, and geometric frustration.

Figure 4.29: Grain boundaries in a
QD monolayer and SL 3 layers thick.
(a) A Σ5 boundary. Purple circles
highlight sites of the coincidence lattice
and the white pentagon a kink in
the boundary. (b,c) FFTs of a stack
of QDs from the upper and lower
grains show average AL orientations
through the stack consistent with
grain orientation. At the coincidence
sites, periodicities corresponding to
both grains are present in the FFT,
suggesting that along the projection
direction there are QDs aligned with
both grains. (d) A similar GB in a
monolayer film. (e) Examining one
QD at the boundary shows an AL Σ5
boundary with QD to the left, as well as
a 3.9± .3◦ misalignment with the QD to
the right.

Figs. 4.29a-c shows a GB in a SL 3 QD layers thick. As discussed in
Sec. 4.2, enhanced order with greater film thickness occurs in both
epitaxially connected and unconnected QD SLs [141], and a well-
ordered Σ5 boundary is apparent in Fig. 4.29a, with purple circles
indicating the sites of the coincidence lattice, and the white pentagon
showing a kink in the boundary. Zooming in to observe the AL of
individual columns of QDs along the boundary, Fig. 4.29b highlights
a QD column in the upper grain (blue) and lower grain (red), with the
orientations of their respective ALs shown in the associated FFTs, in
agreement with the SL orientations of the two grains. In comparison,
the FFT of a QD column on the coincidence lattice between the two
grains (purple) reveals AL periodicities corresponding to both SL
grain orientations. Thus on the coincidence lattice, where two AL
orientations are equally favorable, some fraction of the QDs within a
single column align their ALs with each SL grain. While it is difficult
to determine precisely how many QDs align with each grain or how
they interlock from projection imaging alone, it is clear that along the
GB some dovetailing of the two lattice orientations occurs (Fig. 4.29c),
implying simultaneous growth of both grains during formation of the
GB.

In contrast, more disordered monolayer SLs contain correspondingly
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more disordered GBs, illustrated in Fig. 4.29d-e. While the SL GB in
Fig. 4.29d appears roughly similar to a Σ5 boundary, the significant
local disorder makes unambiguous classification difficult. Zooming
in, Fig. 4.29e shows the ALs of several QDs at the boundary. Focus-
ing on the QD positioned center-left, we see its AL bears distinct
relationships to each of its nearest neighbors. To the left and below,
its AL directly abuts the ALs of QDs in the adjacent grain, forming
small, highly localized AL GBs of several unit cells. The angle be-
tween the AL of this QD and the QD below is 53.3± .3◦, equivalent
within error to the 53.1◦ angle characteristic of a Σ5 boundary. The
angle between the AL of the central QD and the QD to the left is
a less energetically favorable 46.6 ± .4◦. To the right, a continuous
epitaxial bridge unites the ALs of the central QD to the QD to its
right. However, highly localized lattice strain in the bridge results in
a misalignment angle between ALs of the two QDs of 3.9± .3◦.

Figure 4.30: Localization of strain in
bent epitaxial necks.
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4.3.5 Localized neck bending strain

Bending of the AL within the adjoining neck in Fig. 4.29 occurs es-
sentially entirely within 3 unit cells, shown in Fig. 4.30, suggesting
the significant energetic cost of misalignment between connected
QDs. The spatial extent of the bent region was determined using
Fourier analysis following Hytch’s geometric phase analysis ap-
proach [96, 181]. In this approach, the image of an imperfect lattice is
taken to be described by

I(r) = ∑
g

cg(r)e2πig·r (4.72)

for image intensity I(r) at real space coordinate r, and reciprocal lat-
tice vectors g. For a perfect lattice, the cg(r) = cg, i.e. are constant,
and Eq. 4.72 reduces to a Fourier series expansion. Any deviation
from a perfect lattice is therefore captured here by the spatial depen-
dence of the cg(r). The Fourier transform of Eq. 4.72 gives

Ĩ(k) = ∑
g

c̃g(k− g) (4.73)

where the tildes indicate a Fourier transform. Algorithmically, then,
for some value of g the spatially dependent Fourier coefficient cg(r)
can be extracted by taking the Fourier transform of the image, shift-
ing the origin of the output to g, discarding information outside the
first Brillouin zone (i.e. selecting only the g of interest), and inverse
Fourier transforming. Using a mask smaller than the first Brillouin
zone to discard information from other reciprocal lattice vectors can
help improve SNR, at the cost of reduced spatial resolution.

Once cg(r) is known, it can be used to identify strain or other vari-
ations in the lattice. cg(r) is complex valued and may be written as

cg(r) = Ag(r)eiPg(r) (4.74)

for real valued functions Ag(r) and Pg(r). The object of interest is
typically the phase, Pg(r). Ag(r) describes the strength of the period-
icity under study at r. Local variations in the reciprocal lattice vector
∆g can be calculated from the gradient of the phase

∇Pg(r) = 2π∆g (4.75)

The selected g is indicated by the red circle in the inset of Fig. 4.30a.
To isolate the regions of interest, Fig. 4.30b shows the phase times a
binary filter in the amplitude, i.e. Pg(r)Θ

(
Ag(r)− A0

)
, where Θ is a
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heavyside function and A0 is some threshold constant. As we are in-
terested in the bending of the lattice, rather than compressive/tensile
strain, the relevant components of Eq. 4.75 are those perpendicular to
g, i.e.

∂

∂r⊥
Pg(r) = 2π∆g⊥ (4.76)

Figure 4.30c shows a line profile of the phase along the arrows shown
in (a) and (b), which are approximately perpendicular to the selected
g. The slope of the line profile gives ∂

∂r⊥
Pg(r). The regions on the left

and right with approximately constant slopes indicate no bending,
and to the bulk of the left and right QDs. The difference between the
two constant slopes gives the rotation between the QDs, discussed
above, via tan θ = ∆g⊥

|g| . Finally, essentially all of the lattice bending

occurs in the region between the two red arrows where ∂
∂r⊥

Pg(r) is
non-constant. The bending is localized to region of no more than
∼1.5 nm, or 2.5 PbSe unit cells. Note that a mask smaller than the
first Brillouin zone was used before inverse Fourier transforming,
reducing the resolution of this estimate, thus this quantity should
be considered an upper bound on the spatial extent of the lattice
bending.

4.3.6 Distinct AL and SL behaviors at grain boundaries

Figure 4.31: Distinct AL and SL be-
havior at a grain boundary. (a) A grain
boundary (indicated by white arrow)
in a monolayer film. The grain in the
lower right contains two twinned re-
gions in which the shearing of the SL is
mirror reflected about the dashed line.
(b,c) Overlays showing the AL and local
SL orientations, as well as |ψ4|. (d) A
map of the mean NN AL misalignment
αn shows a sharply defined channel of
large AL misalignments at the grain
boundary. (e) AL orientations measured
with respect to the image frame also
show a sharp GB, consistent with (d).
(f) SL orientations visualized with the
same color map as (e) show a smoother
transition between the grains, with
a transition zone that is sharp at the
upper right and broadens to the lower
left.

In Fig. 4.31 we analyze AL and SL orientational order in a monolayer
GB with the methods developed thus far. Figure 4.31a shows a STEM
image of a GB. Figures 4.31b,e illustrate the AL orientations, using
the overlay described in Fig. 4.25, and with a colormap correspond-
ing to the AL angle with respect to the y-axis of the image frame,
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respectively. Figures 4.31c,f illustrate the SL orientations, using the
overlay described in Fig. 4.26, and with a colormap corresponding to
the local SL angle with respect to the y-axis of the frame, respectively.
Figures 4.31d shows the average misalignment between each QD and
its nearest neighbors, αn.

From the raw data (Fig. 4.31a), is it apparent that the GB is relatively
well-ordered in the upper right corner, and becomes progressively
more disordered to the lower left. Correspondingly, the AL orienta-
tions (Fig. 4.31b,e) are sharply discontinuous at the GB in the upper
right corner, while in the lower left there is a region several QDs
wide in which the AL orientation transitions more smoothly between
the grains. Still, the boundary region is reasonably distinct and iden-
tifiable from the AL orientations. This observation is reinforced by
Fig. 4.31d, in which the boundary is immediately apparent from
the AL misalignments. In the SL (Figs. 4.31c,f), the same qualitative
trends are apparent: the SL orientations are sharply discontinuous
in the upper right, giving way to a continuous transition region in
the lower left. In contrast to the AL, however, the transition region in
the SL is broader and smoother. Indeed, Figs. 4.31c,f suggest that in
the lower left the SL is better thought of as a single, continuously de-
formed lattice, rather than two grains with an identifiable boundary.

Notably, the map of |ψ4| is highly disordered (Fig. 4.31c, colormap),
and the GB does not stand out as a sharp feature. This is because
while arg(ψ4) quantifies SL orientation (Fig. 4.31c, arrows), |ψ4| is in-
stead a measure of symmetry. Here, we observe reduction of fourfold
symmetry over a broad region of the imaged area, corresponding to
decreased rotational order from a combination of sharp GB regions,
continuous SL bending deformation, some systematic SL shearing,
and additional gaps and other localized SL disorder.

These observations are consistent with the trends discussed in
Fig. 4.28 from single-grain images. The preferential alignment of
QDs with their neighbors’ ALs creates a relatively sharp AL grain
boundary, minimizing the misalignments between neighbors. In con-
trast, the local SL orientation permits more local variability, allowing
a more smooth transition between the opposing grains. Addition-
ally, both grains are sheared with respect to a perfect square lattice,
and in the lower right grain we observe twinning of the shearing
direction about the dashed blue line in Fig. 4.31a. The location and
geometry of twinning suggests that it may aid in formation of a con-
tinuous transition region. Figure 4.31 suggests that in spite of the
self-similarity of the two lattice scales in terms of symmetry, it is
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possible to have distinct AL and SL behaviors occuring in a single
location.

4.3.7 Discussion

The energetically optimal geometry for this system is immediately
apparent: a square SL, with the AL and SL aligned everywhere. The
presence of the orientational disorder we observe is therefore strik-
ing, particularly given the sizable nearest neighbor misorientations,
even between epitaxially connected QDs. The resulting highly local-
ized AL deformations, occurring within highly localized regions in
the adjoining necks, implies significant energetic cost to these mis-
alignments. Moreover, the misalignments we observe cannot result
simply from the presence of a ligand shell, and a new interpretation
is required. Previous observations of oriented attachment between
slightly misaligned particles, without a surrounding SL structure,
have indicated several possible outcomes, including defective bridges,
rapid annealing of defects with accompanying particle reorientation,
or dissolution of small misoriented particles in an apparent process
of simultaneous oriented attachment and Ostwald ripening [138, 137].
Here, we observe primarily defect free bridges, though some defects
are present, and SL structures with many misaligned particles con-
nected by strained epitaxial necks. See Figs 4.32, 4.33, and 4.36.

We suggest that misorientations result from geometric frustration,
caused by inevitable disorder in the SL. Mechanistically, epitaxial
connectivity along the 〈100〉 facets clearly promotes AL alignment
between neighbors, and should drive the system towards the opti-
mum square geometry. However, SL geometry must also influence
AL orientational order. This may occur directly, whereby abutting
particles sterically force neighbors into non-aligned geometries; this
is visually apparent in Fig. 4.29e, where direct contact with the QDs
in the grain to the left prevents perfect alignment between the central
two, epitaxially connected QDs. Steric frustration is certainly present
in the grain bulk as well, due to several forms of SL disorder docu-
mented here and elsewhere, discussed further below. SL geometry
may also influence AL orientational order indirectly, because the
AL of a given particle tends to orient with the ALs of its neighbors,
which in turn couple to their local SL orientation. This is again most
visually apparent at GBs; in Fig. 4.29c, QDs on the coincidence lattice
lack a single optimal AL orientation because of the local structure of
the SL, and subsequently are found in two distinct orientations. In
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the grain bulk, a given QD may similarly lack a single optimal AL
orientation in the presence of a local SL with |ψ4| < 1. This hypoth-
esis is consistent with the correlations between AL and SL order we
observe in Fig. 4.28, and in particular the statistical covariation of AL
and SL misalignments.

Disorder in the SL very likely results from a combination of factors,
including polydispersity of the precursor QD particles, atomic re-
construction during bridge formation, and the paracrystalline nature
of colloidal SLs [141]. One crucial factor is the irreversibility of the
oriented attachment process, which Geuchies et al. recently suggested
may lead to SL disorder [146]. Our data is consistent with this pic-
ture. Classical crystal growth, in which lower binding energies allow
particles to attach and detach until the global energy minumum is
found, would lead to distinct grains with sharp GBs; in contrast, the
continuous deformation between grains shown Fig. 4.31 precludes
classical growth, implicating the irreversibility of oriented attachment
in forming these structures. Our observations, and in particular the
SL deformation and the continuous gradient of AL orientations at
the GB, suggest that oriented attachment and SL restructuring from a
hexagonal to a square geometry occur simultaneously. Moreover, we
note that perfect AL alignments are possible in the grain bulk in SL
geometries which are sheared or otherwise deviate from perfect four-
fold rotational order; the connection between imperfections in the QD
ALs and the SL therefore further suggest a complex formation mech-
anism whereby the concommitant processes of AL alignment, QD
attachment, and SL rearrangment results in a geometrically frustrated
final state.

Significant improvements in film quality have been achieved pre-
viously by decoupling the initial SL formation from epitaxial bond
formation. The subsequent simultaneity of oriented attachment and
SL reordering suggested here and in the work of Geuchies et al., and
the relevance this may have to ultimate film quality, indicates that
disorder might be minimized by further decoupling restructuring of
the SL from bond formation. Notably, while both epitaxial bonding
and SL restructuring are driven by increased attraction between the
〈100〉 facets, particle reorientation and attendant SL transformation in
the absence of epitaxial attachment have been performed using sev-
eral approaches, including ligand shortening rather than removal, or
particle densification. Baumgardner et al. noted that superior growth
“balances the rates of self-assembly and ligand displacement” [122].
Extending this notion by decoupling self-assembly and QD attach-
ment entirely would allow the SL geometry to reach its final state
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before epitaxial bonds are formed, promoting a SL formation process
that more closely approximates classical crystal growth.

4.4 Conclusions

This chapter has investigated structural order and disorder in QDSs
from various perspectives. In terms of translational order, these sys-
tems are well described by the paracrystal model, and in particular
the real paracrystal model, in which small fluctutions in nearest
neighbor spacing are cumulative and lead to destruction of transla-
tional order at longer length scales. The polydispersity of the pre-
cursor QD population – 3% of ∼6 nm particles – is on the order of
a single lattice spacing. Yet paracrystallinity is a natural result of
the grown nature of the films in combination with any finite, even if
atomically small, distribution of particle sizes leads. One conceivable
route to elimination of this source of disorder would be QDS growth
using magic sized cluster precursor particles.

From the perspective of electronic transport, the cumulative nature of
the structural disorder is unlikely to be a limiting factor in presently
available films. Instead, the limiting factors are on-site energy disor-
der due to QD polydispersity, and disorder in the nearest neighbor
tunnel coupling strength, resulting from variable bridge widths in
the case of epitaxially connected QDSs. As these parameters are op-
timized and the relevant localization lengths grow, paracrystalline
translational disorder may become electronically important. However
in light of the paracrystalline nature of the films, as well as struc-
tural disorder more broadly, it is likely that delocalized, non-hopping
transport in QDS will only ever be realizable or meaningful over fi-
nite length scales. That length scale will be set by the distribution of
carrier states, and in particular by the length scale of the rate-limiting
states of the percolation network through which transport occurs. In
terms of both device applications, as well as convincing observation
of the unique transport properties possible in “designer” bandstruc-
tures, this length scale must be larger than the distance of measured
charge transport. Optimizing the localization length requires under-
standing the connection between the density of states and the film
structure. In describing the structure of QDSs in detail, we begin and
lay the groundwork for future explication of this connection, starting
from experimental investigation into the nature of structural disorder
spanning atoms to microns.
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Growing atomically coherent bridges connecting adjacent QDs while
simultaneously maintaining SL quality represents a significant step
towards delocalized transport via increasing the electronic coupling
between QDs. Inevitably, however, this advance brings new com-
plications. Dispersion of epitaxial bridge width represents an elec-
tronically significant form of disorder in its own right, while also
contributing to additional translational and orientational SL disor-
der. The mechanism of epitaxial bond growth remains a topic of
debate, and is crucial to understand in order to optimize the unifor-
mity of both the bonds and the SL. Orientational disorder provides
useful clues into the nature of epitaxial QDS film growth. Misalign-
ments between the AL and SL, and significant lattice strain in bent
epitaxial connections, suggest highly non-trivial growth mechanics,
in which steric frustration may play a significant role. As rational
control of materials synthesis at the scale of atoms, especially with
large-scale wet chemical methods, becomes more common, it will be
increasingly important to unravel the detailed nature of the growth
mechanics at these size scales. Epitaxially connected QDs provide an
excellent test-bed for such nanomechanical investigations.

4.4.1 Catalog of epitaxial bridges

We conclude the chapter with a catalog of epitaxial bridges and their
varieties.

Figure 4.32 shows “ideal” epitaxial connections. Both QDs are aligned
in the 〈100〉 orientation, their atomic lattices are well aligned with
one another, and the adjoining epitaxial bridges appear to be smooth
continuations of the lattice in the QD cores. For bridges like these,
the tunnel coupling is predicted to depend primarily on the bridge
cross sections.

Figure 4.32 shows pairs of QDs which are both aligned “face up”
with the 〈100〉 direction oriented out-of-place, but which are misori-
ented relative to one another in the in-plane direction, such that the
epitaxial bridges connecting the QDs are bent. Original images are
shown above, while below the same images are shown overlaid with
red lines along the directions of the ALs of the two particles.

Figures 4.34 and 4.35 show pairs of QDs which are misaligned in
the out-of-plane direction. One QD in each pair is in the 〈100〉 ori-
entation. In Fig. 4.34 the second QD is in the 〈1x0〉 orientation, and



136

Figure 4.32: “Ideal” epitaxial con-
nections between well aligned QDs
oriented in the expected 〈100〉 direction.

4.35 the second QD is in the 〈1yy〉 orientation. In spite of these mis-
orientations, the epitaxial bridges connecting the QDs still display
continuous, uninterrupted lattices, suggesting that the out-of-plane
misorientation of the 〈1x0〉 and 〈1yy〉 oriented QDs may be small.

Figure 4.36 shows epitaxial connections with defects in their ALs.
Defects are apparant as reduced contrast at one or more atomic
columns. The defect sites appear near the center of the bridges, sug-
gesting they result from imperfect fusion of the two lattices during
oriented attachment. As noted above, prior studies have observed
that different outcomes may result from defects in the oriented at-
tachment process, including quickly corrected defects through lattice
restructuring, or a process of comcommitant annihilation/growth as
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the mass of one QD is absorbed in the second via Ostwald ripening
[138, 137]. Here, we find stable defects at the center of the bridges.
More detailed interpretation of defect types is challenging dues to the
nature of projection imaging and electron channeling effects.

Figure 4.37 shows QDs with lattices in significantly different orien-
tations, directly abutting one another. In these cases, the bridges do
not appear to constitute a smooth, continuous AL connecting the two
dots, but instead suggest the QDs are connected via ∼ nm2 scale
grain boundaries.

Figure 4.38 shows very narrow bridges, with widths ranging from
1 to 5 atoms. We surmise that the mechanics of bridge bending and
lattice deformation depends sensitively on the bridge width in the
atomically fine limit.

Figure 4.39 shows epitaxial connections between QDs which occur
along the [110], rather than the [100], facets.
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Figure 4.33: Bent bridges, in which
the ALs of the connected QDs are
misaligned in the in-plane direction.
Raw data is shown above, while below
the red lines indicate the directions of
the two QDs’ ALs in the same data.
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Figure 4.34: Tilted bridges, in which
the ALs of the connected QDs are mis-
aligned in the out-of-plane direction.
Here, connections between 〈100〉 and
〈1x0〉 oriented QDs are shown.

Figure 4.35: Tilted bridges, in which
the ALs of the connected QDs are mis-
aligned in the out-of-plane direction.
Here, connections between 〈100〉 and
〈1yy〉 oriented QDs are shown.
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Figure 4.36: Defective bridges, with a
lattice defect near the center of the neck.

Figure 4.37: Non-continuous bridges,
in which there is a discrete change in
lattice orientations between the two
abutting dots, constituting minute grain
boundaries.
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Figure 4.38: Very narrow bridges, with
widths as small as a single atom.

Figure 4.39: Bridges connecting [110]
facets of adjacent QDs.
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5

Periodic lattice displacement mapping

5.1 Introduction

Charge density wave (CDW) states are periodic modulations of both
the electron density and atomic lattice positions. These states epito-
mize emergent order via electron-lattice interaction, and have taken
a central role in understanding exotic phenomena in complex mate-
rials. CDWs mediate metal-insulator transitions, compete with high
temperature superconductivity, and underlie the mechanism of colos-
sal magnetoresistance in manganites [182, 183, 184, 185, 186, 187].
Mounting evidence indicates that nanoscale spatial inhomogene-
ity between competing electronic phases plays a fundamental role
in complex electronic systems quite broadly [188, 189, 190]. For ex-
ample, local competition and coexistence between charge-ordered
and ferromagnetic regions is responsible for the colossal magne-
toresistence effect in manganites, while in cuprates, the suppression
of superconducting order coincides with the emergence of charge-
ordered patches [183, 191, 192]. However, understanding of the mi-
croscopic mechanism driving such competition is lacking, requiring
local interrogation of the atomic-scale behavior.

The manganese oxides provide a practical test bed for universal
CDW phenomenology, as their strong electron-lattice coupling results
in relatively robust charge and spin ordered phases [193]. Striped
states have been imaged in manganites with dark-field transmission
electron microscopy (DF-TEM), however, resolution and signal-to-
noise are limited in DF-TEM because electrons are collected from a
small window of momentum space [194, 195]. Moreover, the contrast
mechanism of DF-TEM complicates interpretation, yielding inconsis-
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tent models of the modulation structure, including organization of
Mn3+ and Mn4+ sites, continuous charge density modulations which
pin to lattice defects, and Mn3+ pairs coupled by an adjoining hole
[194, 195, 2, 196]. Atomically resolved measurements of periodic lat-
tice displacements (PLDs) modulating the atomic lattice positions are
therefore required.

In this chapter, we develop an approach to directly and quantita-
tively map picometer-scale PLDs at each individual atomic column
in STEM images of charge ordered materials. The approach involves
leveraging the convenient decoupling of PLD and underlying lattice
information in Fourier space to construct a reference image, from
which the contributions of a lattice modulation have been selectively
removed. In combination with high precision fitting of atomic posi-
tions, applied to high SNR images obtained using the image regis-
tration methods developed in Chapter 2, this enables determination
of the local lattice displacements at each atomic site. We then apply
our approach to the charge-ordered manganite Bi0.35Sr0.18Ca0.47MnO3

(BSCMO) near its charge ordering transition temperature. In contrast
to proposed manganite charge-order models [194, 197, 196, 198, 199],
our results shows displacive, transverse, periodic modulations of the
cation sites, with amplitudes of 6.2 pm/8.2 pm on the A/B sites of
the perovskite lattice. We find two coexisting PLDs, forming locally
unidirectional domains as small as ∼5 nm despite appearing bidirec-
tional over larger length scales, a distinction which is important but
often challenging to establish [195, 200, 191, 201]. We unearth shear
deformations and topological singularities in one PLD field, and es-
tablish that they coincide with nascent order in the perpendicular
modulation.

Section 5.2 concerns various approaches to observation of CDW
states. The structure of PLDs in real and reciprocal space is intro-
duced, several standard macroscopic measurements identifying a
CDW state in BSCMO are presented, and additional experimental
details are described. Section 5.3 describes our approach to map-
ping PLDs. The algorithm is presented, experimental and simulated
data is used to test its accuracy, limitations, and regime of validity,
and relevant analytical calculations are performed. Section 5.4 ap-
plies the new method to BSCMO to explore the detailed structure of
a PLD near the charge ordering critical temperature, revealing rich
local behavior that is obscured by coarser characterization methods.
These results directly visualize the nanoscale complexity arising from
competing phases and provide insight into the microscopic nature of
charge-ordering [183, 188, 189, 190, 191, 200]. Concluding remarks are
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in Sec. 5.5.

5.2 Observation of the CDW state

5.2.1 Periodic lattice displacements in real and reciprocal space
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Figure 5.1: Periodic lattice dis-
placements in reciprocal space.
(a) The perovskite structure of
Bi0.35Sr0.18Ca0.47MnO3 (BSCMO) and
the projection of the unit cell along the
b-axis. (b) Electron diffraction over
a 1µm selected area and the Fourier
transform of a 30 nm field of view
scanning transmission electron mi-
croscopy image of BSCMO along the
b-axis. Satellite peaks corresponding to
two transverse and displacive modula-
tions with perpendicular wavevectors
q1 ≈ 1/3 a∗ and q2 ≈ 1/3 c∗ are
indicated by blue and red arrows,
respectively. (c,d) Schematic of the
Fourier transform of a square lattice
(for simplicity) displaced by transverse
modulations along x and y, respectively.
The intensity of a satellite peak is re-
duced when its reciprocal vector, k =
(kx, ky), is not parallel to the modulation
polarization Ai and vanishes when
k · Ai = 0. (e) Stripe states contain lo-
cally unidirectional modulations, while
checkerboard states contain overlapping
bidirectional modulations. Both stripe
and checkerboard order are consistent
with the reciprocal space data, which
reflects the spatially averaged structure
and cannot definitively determine the
local symmetry.

The BSCMO orthorhombic perovskite lattice (space group Pnma,
Fig. 5.1a) was imaged in projection along the b-axis with aberration-
corrected HAADF-STEM (Fig. 5.2a); heavier Bi/Sr/Ca atomic columns
(A-sites) appear brighter than lighter Mn columns (B-sites) in the
Z-contrast image. Electron diffraction (Fig. 5.1b) shows a constel-
lation of satellite peaks indicating two transverse, displacive PLDs
(Figs. 5.1c,d) offsetting the atomic lattice with displacements

∆i(r) = Ai sin (qi · r + φi) , i ∈ {1, 2} (5.1)

where Ai, qi, and φi are the PLD amplitude vector, wavevector, and
phase, respectively, and |qi| ≈ 1

3 reciprocal lattice units (see Figs 5.3
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and 5.18). Diffraction shows coexistence of the two orthogonal PLDs
within a 1µm2 selected area. A STEM Fourier transform (Fig. 5.1b)
shows coexistence within a 30 nm field of view. In order to further
investigate the local PLD structure, we extract the displacement vec-
tors associated with each of the two modulations at every atomic site
to generate the PLD maps shown in Fig. 5.2.
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Figure 5.2: Mapping picometer scale,
periodic displacements of atomic
lattice sites. (a) High-angle annular
dark-field scanning transmission elec-
tron microscopy projection image along
the b-axis. The heavier (Bi, Sr, Ca)-sites
(green) appear brighter than the lighter
Mn-sites (red). (b) Mapping picometer
scale periodic lattice displacements
(PLDs) ∆1(r) at each atomic lattice site
in response to a single modulation
wavevector q1. PLD maps indicate a
displacive modulation rather than an
intensity modulation (cation order,
charge disproportionation) with trans-
verse polarization and 3a periodicity.
Triangles represent displacements, with
the area scaling linearly with displace-
ment amplitude. The color represents
the angle of the polarization vector, A1,
relative to the modulation wavevector,
q1, where blue (yellow) correspond
to 90

◦(-90
◦) as indicated in the color-

bar. (c) Map of ∆2(r) displacements
at each atomic lattice site in response
to q2 in the same region as (a,b). The
significantly weaker ∆2(r) response is
characteristic of locally striped, rather
than checkerboard, ordering. The
scalebar corresponds to 1 nm.

To calculate the PLD fields ∆i(r) shown in Fig. 5.2, we first fit all
atomic positions in our STEM data with approximately 2 picometer
precision, an approach which has recently emerged as a powerful,
quantitative characterization tool [202, 108, 203]. However, in contrast
to prior STEM atom tracking work, the key challenge in mapping
PLDs is defining an appropriate reference lattice, which is compli-
cated by the presence of local PLD phase variations and multiple
interpenetrating modulations. Our approach generates a reference
image in which the contribution of a single modulation has been
selectively removed, by damping all of the relevant satellite peaks
from the Fourier transform of the original image. Fitting and sub-
tracting corresponding lattice positions from the image pair yields
∆i(r) quantitatively. Damping the q1 satellite peaks (Figs. 5.1b,c, blue
arrows) generates a map of ∆1(r) (Fig. 5.2b), while damping the q2

satellite peaks (Figs. 5.1b,d, red arrows) maps ∆2(r) (Fig. 5.2c). Sim-
ulations indicate that our method accurately reconstructs the PLD
structure everywhere except at lattice sites directly adjacent to atom-
ically sharp discontinuities in the PLD field. Analytical and algo-
rithmic details, simulations, and error analysis are found in Sec. 5.3.
Application and results of this approach are found in Sec. 5.4.

5.2.2 Experimental hallmarks of the charge ordered state

In addition to locally mapping the PLD structure, experiments
demonstrating the more traditional signatures of a CDW state were
performed, including electron diffraction, electrical resistivity, and
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magnetic susceptibility measurements.
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Figure 5.3: Electron diffraction of
BSCMO. Electron diffraction pat-
tern over 1µm2 area indexed in the
Pnma space group. Satellite peaks
corresponding to modulations along or-
thogonal directions are marked by blue
and red arrows. Transverse, displacive
lattice modulations are indicated.

Selected area electron diffraction of a 1µm2 region of BSCMO is
shown in Fig. 5.3. Charge ordering is commonly identified through
observation of satellite peaks about the primary Bragg peaks in
diffraction, which correspond to a structural modulation with a lower
frequency than the underlying lattice. In Fig. 5.3, the primary Bragg
peaks were indexed in the Pnma space group, and satellite peaks
corresponding to orthogonal modulations are indicated by blue and
red arrows. Their intensity distribution indicate transverse, displacive
lattice modulations – see Sec. 5.3.9 for detailed discussion.

Temperature-dependent resistivity measurements on the host BSCMO
crystal reveal an anomaly associated with charge-ordering at Tc =

315 K, shown in Fig. 5.4. Similarly, temperature-dependent mag-
netic susceptibility measurements an anomaly Tc = 318 K, shown in
Fig. 5.5.

Figure 5.4: Temperature depen-
dence of the electrical resistivity at
0 T and 2 T. Electrical resistivity of
Bi0.35Sr0.18Ca0.47MnO3 (BSCMO) as a
function of temperature and thermal
cycling. As shown in the inset, a resis-
tivity anomaly associated with charge-
ordering occurs just above room tem-
perature (315K) and has thermal cycling
dependence (color indicates heating
or cooling). Instead of a sharp phase
transition, we observe a broad and
gradual transition. The charge-ordering
critical temperature is seen more clearly
in the d(log ρ)

dt plot. Measurements were
repeated in the absence and presence
of a ∼2 T applied magnetic field com-
parable to that of the objective lens
at the position of the specimen. The
critical temperature and functional form
of the resistivity anomaly associated
with charge-ordering are unchanged
at 0 T and ∼2 T, suggesting that the
charge-ordered phase is intrinsic to the
crystal and robust to the applied field.
Note that resistivity measurements are
performed on single crystals (∼0.5 ×
0.5 mm) with multiple orthorhombic
twin domains (typical size ∼100µm).
The nominal critical temperature was
determined by finding the minima
of the four d(log ρ)

dt curves following a
mild Gaussian smoothing, yielding
Tc = 315± 0.5K.

The objective lens of the electron microscope created a ∼2 T mag-
netic field in the region of the sample, determined from a Hall bar
measurement. In order to ensure that this magnetic field did not sig-
nificantly influence the observed charge ordering, electrical transport
was measured at both zero field and at 2 T, yielding nearly identical
results (see Fig. 5.4). Field-free electron diffraction, with the objective
lens turned off, showed no discernible changes in the superlattice
structure (Fig. 5.6), consistent with the resistivity measurements and
suggesting the charge ordered state is robust to the applied magnetic
field.
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Figure 5.5: Temperature dependence
of the magnetic susceptibility. Mag-
netic susceptibility (left axis, filled
symbols) and its temperature deriva-
tive (right axis, open symbols) of
Bi0.35Sr0.18Ca0.47MnO3 as a function
of temperature. A phase transition is
apparent as a peak in the derivative
curve at Tc ∼ 318 K, which is com-
parable to that indicated by resistivity
measurements.

Figure 5.6: Electron diffraction at 0
T and 2 T. Electron diffraction in the
presence of an applied magnetic field
of (A) ∼0 T and (B) ∼2 T. The latter
measurement is representative of the
sample conditions during STEM imag-
ing, during which the objective lens
of the electron microscope induces a
strong magnetic field perpendicular to
the sample plane. The former measure-
ment was performed with the objective
lens turned off, under an estimated
magnetic field of < 3 mT. Note that the
slight bending of the diffraction pattern
in (A) results from the imperfect elec-
tron optics in field-free conditions. The
two diffraction patterns are otherwise
comparable, further indicating that the
PLDs under study are robust to the
object lens’ magnetic field.Note that valence modulations have been found to be minimal here,

shown in Fig. 5.7 and elsewhere [2], therefore the state giving rise
to the observed satellite peaks and accompanying the resistivity
anomaly is referred to empirically as the charge-ordered or CDW
state, agnostic to a particular underlying model.

5.2.3 Experimental details

We performed atomic resolution imaging in an aberration corrected
scanning transmission electron microscope (FEI Titan Themis) op-
erating at 300 kV. The beam convergence angle was 30 mrad. For
Z-contrast imaging, we collected high-angle annular dark field im-
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Figure 5.7: Spectroscopic mapping
shows minimal Mn valence changes.
Loudon et al [2] placed an upper bound
of ±0.04 on any valence changes in
the Mn ions in a compositional variant
of BSCMO (x = 0.5, y = 0.1) us-
ing electron energy loss spectroscopy
(EELS). Here, we performed aberration-
corrected spectroscopic mapping,
collecting a full EELS spectrum at each
scanned beam position with a pixel
dwell time of 0.05 s and and energy dis-
persion of 0.25 eV. (A) A simultaneously
recorded HAADF image shows atomic
resolution and little sample drift.
Background subtracted EELS spectra
integrated along the (B) horizontal and
(C) vertical directions show two peaks
at ∼640 eV corresponding to the Mn
L3 and L2 edges (D). (E) Integrating
over both L2,3 peaks yields a map of the
Mn distribution. Following Loudon et
al., we calculated the white line ratio,
the ratio of the integrated intensities of
L3 to L2 (gray regions, D), which tracks
valence change. (F) Mapping the white
line ratio shows no structure or period-
icity above the noise level, consistent
with prior work. Note that for (F) the
EELS map has been rebinned to the
lattice periodicity to improve the SNR.
EELS mapping was performed in an
aberration corrected NION ultraSTEM
at an accelerating voltage of 100 kV and
a beam convergence angle of 30 mrad.

ages where the inner and outer collection angles were 68 and 340

mrad, respectively. In order to minimize the effect of scan noise and
stage drift, we acquired 20 to 30 images in rapid succession with a
2µs dwell time, then registered and averaged the image stacks us-
ing the approach described in Chapter 2. Data was acquired at 27.4
pm/pixel, and acquisition was optimized for pixel density, field of
view and Fourier space sampling.

Bi1−xSrx−yCayMnO3 (BSCMO) single crystals were grown using the
flux method, using Bi2O3, CaCO3, SrCO3, and Mn2O3. Sample prepa-
ration for electron microscopy was performed on a FEI Strata 400

Focused Ion Beam (FIB). A thin, electron transparent cross section
of BSCMO was extracted using FIB lift out, with estimated thickness
in the imaging region ranging from 10 to 30 nm. The sample com-
position was determined from energy dispersive X-ray spectroscopy
(EDX) performed in the FIB, and found to be approximately x = 0.65
and y = 0.47 with negligible variations over the whole sample (size
0.34 × 0.28 mm). EDX is shown in Fig. 5.8

Reflective polarized optical microscopy reveals approximately 100µm
twin domains (Fig. 5.9); STEM and electron diffraction are performed
within a single twin domain.
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Figure 5.8: Energy Dispersive X-ray
Spectroscopy The sample composition
was determined using energy disper-
sive X-ray spectroscopy. We determined
the Bi1−xSrx−yCayMnO3 composition to
be approximately x = 0.65 and y = 0.47.
We observed negligible variations in the
composition across the sample.

Figure 5.9: Linear polarized optical
microscopy of BSCMO twin domains.
Linear polarized optical microscopy
shows orthorhombic twin domains
of ∼100 µm extent in the crystals
under study. Left and right images
are taken under different analyzer
angles (A) with fixed light polarization
direction (P). In contrast, the electron
diffraction data shown corresponds to
a ∼1 µm diameter selected area, and
the HAADF-STEM data has a ∼30 nm
field of view. No evidence of twinning
exists in any diffraction patterns of the
regions examined, indicating the area
of study did not include twins of the
a/b or b/c axes. Moreover, the STEM
data presented here is representative
of many datasets acquired over an
area of ∼2 µm extent, suggesting that
the phenomena we observe cannot
be the result of imaging along a twin
boundary.

5.3 A method for mapping periodic lattice displacements

5.3.1 Overview

Extracting local atomic positions with picometer precision is a well
established and powerful tool for analysis of high resolution scanning
transmission electron microscopy (STEM) data, and has been used
to great effect in describing, for example, local polarization in ferro-
electrics, interfacial coupling in oxide heterostructures, and tunable
octahedral rotations[204, 202, 205, 206, 203, 207, 208, 209]. However,
the ability to measure the positions of atomic nuclei is a necessary
but not sufficient condition to locally map periodic lattice displace-
ments. The key challenge is defining a reference lattice: in order to
calculate the atomic displacements, each atomic position measured in
the raw data must be compared to some suitable reference position.
In ferroelectrics, defining a reference is comparatively straightfor-
ward, for example by measuring the displacements of a central B-site
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atom with respect to a surrounding A-site cage or an oxygen cage in
a unit cell of ABO3[204, 202, 205, 206, 203]. Here, in contrast, there
exists no simple reference against which to measure the displace-
ment of a given atomic site, further exacerbated by the possibility
of disorder, distinct sublattice behaviors, and multiple modulation
wavevectors.

The method used in this report defines a reference lattice against
which the displacements of interest can be measured by leveraging
the convenient decoupling of the periodic lattice displacement (PLD)
from its underlying unmodulated lattice in Fourier space: the un-
modulated lattice appears in Fourier space as the usual Bragg peaks,
and the PLD as satellite peaks decorating each Bragg peak. By care-
fully damping the satellite peaks in Fourier space, the contribution of
the PLD only is removed, and a reference lattice can be extracted. In
addition to making local PLD mapping tenable in the first place, this
approach has two notable advantages: first, multiple independent
modulations can be individually extracted and mapped because they
are decoupled in Fourier space; and second, local distortions from the
imaging process are naturally accounted for because they are present
in both the original and reference images.

Below, the details of the method are described. In Sec. 5.3.2 the data
processing procedure itself is presented. In Sec. 5.3.3 the validity of
the approach is confirmed by comparison to lattice displacements
calculated using a coarser approach which involves only real space
measurements from the raw data. In Sec. 5.3.4 the limits and regime
of validity of the approach are then discussed and illustrated using
a variety of simulated datasets, and rigorous interpretation of the
extracted displacements is addressed. Section 5.3.5 addresses the
importance of judiciously choosing an appropriate Fourier space
mask. Controls and benchmarks using unmodulated experimental
data are in Secs. 5.3.6 and 5.3.7. Section 5.3.8 derives the key equation
expressing the separation of the modulation and underlying lattice
in Fourier space. Section 5.3.9 clarifies the distinct qualitative fea-
tures of transverse and longitudinal PLDs in Fourier space. Finally,
Sec. 5.3.10 describes an alternate approach used by others to obtain a
coarse grained description of local modulation structure, and which
we make complimentary use of in our later analysis of the BSCMO
PLDs.
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5.3.2 Data Processing

The algorithm used to produce periodic lattice displacement maps
is summarized in Fig. 5.10, and begins with a single high resolution
STEM image (Fig. 5.10c). Let I(r) be the input STEM image, where
r ∈ R2, let R be the set of all atomic column positions R, and let δ(r)
be the Dirac delta function. We write the image I(r) as

I(r) = ∑
R∈R

f (r− R) (5.2)

= f (r) ∗ ∑
R∈R

δ (r− R) (5.3)

where ∗ indicates a convolution and f (r) is a form factor describing
the STEM signal about each atomic site, incorporating the scattering
cross section of high energy electrons with the projected potentials of
the atomic columns, the finite point spread function of the electron
beam, and channeling effects. For simplicity we consider the case of a
single atomic species here, however, it is possible to include multiple
form factors fi(r).

Figure 5.10: PLD map data processing.
PLD maps are generated beginning
with a single high resolution STEM im-
age, obtained by cross correlating and
averaging ∼20-30 fast scanned images
(C). A Fourier transform is calculated
(A), and all satellite peaks correspond-
ing to a modulation wavevector of
interest are extracted (upper inset).
These satellite peaks are damped to
the background level (B, upper inset)
while the phase is left unchanged (A,B,
lower insets). Taking an inverse Fourier
transform yields a reference lattice (D).
The difference between the original and
reference image qualitatively depict the
PLD structure (H). All atomic lattice po-
sitions are extracted using 2D Gaussian
fits for both the original and calculated
reference lattice (E,F). The difference
between the fit positions at each lattice
site yields the PLD displacements (I).
The complete data flow is summarized
in (G).

Atomic columns in STEM images are fit to two dimensional Gaussian
functions and their positions extracted (Fig. 5.10e). This process can
be considered a transformation which accepts an image I(r) of the
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form in Eq. (5.2) and outputs the set of all atomic positions in the
image, R. That is

G (I(r)) = G
(

f (r) ∗ ∑
R∈R

δ (r− R)

)
≡ R (5.4)

Above, the set R is generic; let R{0} be the set of all lattice points
in an unmodulated lattice, which we here take for simplicity to be
a Bravais lattice in two dimensions, R{0} ≡ {R{0}ij = ia1 + ja2 |
i, j ∈ Z}. For a lattice with a single sinusoidal modulation given by a
modulation wavevector q1, we then write the set of all lattice points
as R{q1}, for a lattice with two coexisting modulations q1 and q2 we
write R{q1,q2}, and for a general set of modulation wavevectors Q ≡
{qi | i ∈ 1 . . . N}, we write RQ to indicate the set of all lattice points
in the lattice modulated by all q ∈ Q. Then RQ ≡ {RQij | i, j ∈ Z},
where modulated lattice sites may now be written in terms of the
unmodulated lattice sites as

Rq
ij = R{0}ij + A sin

(
q · R{0}ij + φ

)
(5.5)

RQij = R{0}ij + ∑
q∈Q

Aq sin
(

q · R{0}ij + φq

)
(5.6)

Here we focus on the case of sinusoidal modulations, but periodic
modulations with more general waveforms are implicitly included by
allowing Q to include higher order Fourier components.

The displacement of atomic column (i, j) for a lattice with a single
modulation vector q1 can then be written as ∆

q1
ij = Rq1

ij − R{0}ij .
More generally, for a lattice with multiple coexisting modulations
Q, the displacement of each atomic column resulting solely from
modulation vector qp is

∆
qp
ij = RQij − R

Q\qp
ij (5.7)

where Q\qp indicates the set Q with element qp removed. Thus,
Eq. (5.7) simply defines the displacement at each atomic column due
to a single modulation as the difference between atomic positions
with and without that modulation present.

Once the lattice positions RQij have been extracted by fitting Gaus-

sians to each atomic site from an experimental image I(r) = IQ(r),
via G

(
IQ(r)

)
= RQ, all that remains is to find the positions of a

reference lattice in which the single modulation vector of interest
qp has been removed, RQ\qp . This may be obtained by fitting the
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atomic columns of an image IQ\qp(r) in which qp has been removed

(Fig. 5.10d), because G
(

IQ\qp(r)
)
= RQ\qp (Fig. 5.10f). The task is

therefore to obtain image IQ\qp(r) from an experimental image IQ(r).

Removing the contribution of a single modulation is most naturally
approached in Fourier space. Let F I(k) =

∫
I(r)e−ik·rdr be the

Fourier transform of an image I(r). For an image IQ(r) defined ac-
cording to Eqs. (5.2,5.6), the Fourier transform may be written as

F IQ(k) =F f (k)

·
∞

∑
αq1=−∞

· · ·
∞

∑
αqN=−∞

∑
b∈B{0}

δ

(
k−

(
b− ∑

q∈Q
αqq

))
· ∏

q∈Q
Mαq ,q(k)

(5.8)

where B{0} is the reciprocal lattice of R{0}, and

Mαq ,q(k) ≡ Jαq

(
k ·Aq

)
exp

[
iαqφq

]
(5.9)

where Jα(z) is the α’th Bessel function of the first kind. Derivation
of Eq. 5.8 is found in Sec. 5.3.8, and related calculations are found
in [210, 112]. Here, the important observation is that for each of the
Bragg peaks on the reciprocal lattice sites, δ (k− b) for b ∈ B{0},
there are an additional set of satellite peaks offset from the Bragg
peak by the linear combinations of the modulation vectors q ∈ Q,
which encode the PLD. The PLD is thus effectively decoupled from
the underlying lattice in Fourier space.

In the experimental BSCMO STEM data here, only first order peaks
for the two modulation vectors q1, q2 are observed, due to the
damping of the higher order harmonics according to |Mα(k)| ≈
1
α

(
1
2 k ·Aq

)α
, where we’ve used the fact that the argument k ·Aq �

1 (here, |Aq| ≈ 10 pm and k ≤ (1Å)−1, thus k ·Aq ≤ 0.1). Including
only the experimentally observable peaks reduces Eq. 5.8 to

F Iq1,q2(k) = F f (k) ∑
b∈B{0}

c0δ (k− b) + c−,1δ (k− (b− q1)) + c+,1δ (k− (b + q1))

+ c−,2δ (k− (b− q2)) + c+,2δ (k− (b + q2))

(5.10)

for complex constants c.

We then define a transformation Dqp which removes the contribution
of modulation qp from a Fourier transform. By definition

Dqp
(
F IQ(k)

)
≡ F IQ\qp(k) (5.11)
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Specifically

Dq1 (F Iq1,q2(k)) = F f (k) ∑
b∈B{0}

c0δ (k− b)

+ c−,2δ (k− (b− q2)) + c+,2δ (k− (b + q2))

(5.12)

Dq2 (F Iq1,q2(k)) = F f (k) ∑
b∈B{0}

c0δ (k− b)

+ c−,1δ (k− (b− q1)) + c+,1δ (k− (b + q1))

(5.13)

Obtaining Dq1 and Dq2 thus requires carefully removing the relevant
peaks from the experimental Fourier transform (Fig. 5.10a). Algorith-
mically, the positions of all detectable satellite peaks corresponding to
a single modulation wavevector q of interest are extracted (Fig. 5.10a,
upper inset). A mask radius is chosen, and the background level
for each satellite peak is calculated by finding a 2D linear fit to the
Fourier space amplitude in an annulus about that mask. The ampli-
tudes inside each masked region is then scaled down to this back-
ground level (Fig. 5.10b, upper inset), while leaving the phase infor-
mation unaltered (Fig. 5.10a,b, lower insets), yielding Dqp .

An inverse Fourier transform is taken to obtain a q–damped refer-
ence image,

F−1
(
Dqp

(
F
(

IQ(r)
)))

= IQ\qp(r) (5.14)

where F−1 is the inverse Fourier transform (Fig. 5.10d). The po-
sitions of all atomic sites in IQ\qp(r) are then extracted by fitting
Gaussians to each site (Fig. 5.10f), i.e.

G
(
F−1

(
Dqp

(
F
(

IQ(r)
))))

= RQ\qp (5.15)

With both sets of atomic positions RQ and RQ\qp in hand, ∆
qp
i,j (r)

may then be directly calculate via Eq. 5.7 (Fig. 5.10i). A qualitative
picture of the PLD structure may be obtained sans Gaussian fits by
taking IQ(r) − IQ\qp(r), shown in Fig. 5.10h. The complete data
processing flow is summarized in Fig. 5.10g.

As with any processing performed on raw data, in order to correctly
interpret the results of this approach it is necessary to carefully un-
derstand precisely its limits, regime of validity, and any possible
artifacts. The sections below discuss these points through a combi-
nation of simulation, experimental control datasets, and theoretical
considerations.
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5.3.3 Comparison with direct, real space PLD measurement

In order to confirm that the measured PLDs are not an artifact of
the Fourier space damping procedure, we calculated the displace-
ment vectors directly from the data, unprocessed except for cross
correlation, in real space. In Fig. 5.11, the transverse component of
the displacement vectors obtained using the modulation damping
approach (red) are compared to the transverse distances of atomic
centers from a line fit to the positions of all centers (black) along a
column in the q-vector direction (lines, D-F) spanning two PLD wave-
lengths. This real-space approach useful for confirming the validity
of the method, however, it is only possible in well-ordered regions
containing a single modulation. Three different well-ordered regions
of an experimental dataset, in which a single modulation dominates,
are shown. Circles and error bars in the line profiles (Fig. 5.11A-C)
represent the mean and standard deviations of the transverse dis-
placements along a single row perpendicular to q.

Figure 5.11: Comparison to PLD mea-
surement without Fourier damping.
Line profiles (A-C) of the transverse
component of the displacements are
calculated using both the modulation
damping approach (red) and by defin-
ing a local reference line in real space,
without any Fourier space modifica-
tions (black). Circles and error bars
represent the mean and standard de-
viations, respectively, of the transverse
displacement measurements across a
single row of 8-12 lattice sites in three
well-ordered regions (D-F). The two
approaches yield consistent results.
We believe the larger error bars of the
real-space approach primarily reflect
that, unlike the modulation damping
approach, this method does not account
for image distortions, as well as the
relative imprecision of using locally
defined lines as reference positions.

The results are in good agreement on average, clearly indicating
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that the modulation damping approach is indeed reconstructing a
displacement field present in the data. Notably, the real space ap-
proach has significantly larger error bars than the Fourier damp-
ing approach. We attribute this to three factors. First, the real space
approach does not account for distortions resulting from the imag-
ing process, limiting its accuracy. Second, using a best-fit line as a
reference position is a somewhat coarse approach, however, more
systematic real-space methods such as a global coordinate rotation
were untenable, likely due precisely to image distortion. Third, the
reference lattice defined by the Fourier space method effectively
represents a locally averaged reference structure, thus, sufficiently lo-
calized features in the displacement field may be smoothed out. The
following sections explore this last possibility in greater detail, and
demonstrate that all but the very sharpest features in the PLD field
are well described by the Fourier damping approach.

5.3.4 Method Limits, Regime of Validity, and Interpretation

For a perfect lattice modulated by a perfect sinusoidal displacement
field, both the Bragg and satellite peaks are delta functions. Local
disorder in the PLD field causes the satellite peaks to deviate from
perfect impulses. The size scale of the local features in the PLD struc-
ture relate to the degree of blurring observed in the satellite peaks,
therefore the size of the damping mask used (Fig. 5.10a,b upper in-
sets) determines the sharpness of the PLD features the method is able
to reconstruct with good fidelity. To capture the highest frequency
variations in the PLD field possible, the largest mask size which does
not interfere with other Fourier space features should be chosen. In
this work we used masks that extended halfway to the nearest Bragg
peaks. The mask radius is therefore approximately | 12 q|, and we ex-
pect to correctly capture any PLD disorder features of size & 2λPLD.
For PLD disorder of size scales . 2λPLD, our reconstructed displace-
ments may deviate from the true displacement magnitudes some-
what. The simulations discussed below demonstrate that this effect
is only appreciable at atomically sharp disorder in the PLD field, and
we believe our reconstructed displacements are correct everywhere,
with the possible exception of the atomic sites located precisely at
topological defect cores.

To carefully understand these effects and ensure correct interpreta-
tion of our results, we simulated data with a single sinusoidal mod-
ulation, and an antiphase domain boundary separating regions in
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Figure 5.12: Effect of abrupt PLD fea-
tures. Simulated data with antiphase
domains in the PLD phase were gen-
erated with varying domain boundary
width, by blurring a step function
phase field with Gaussian kernels given
by σ = 0.25λ, σ = 0.5λ, σ = λ, and
σ = 2λ (A-D). Line profiles (E) of the
transverse displacement components
are plotted for the simulated (black) and
calculated (color) PLDs (A-D, above),
along with their corresponding residu-
als (A-D, below). Dark/light gray boxes
in A-D indicate ±σ/ ± 2σ about the
domain boundary. Dark/light regions
in E indicate PLD phase values of 0/π,
with the σ = 2λ case shown here. The
PLDs are accurately captured every-
where for σ = 2λ. The remaining cases
all capture the PLDs accurately far from
the domain boundaries. For σ = λ
the phase jump is correctly captured
qualitatively, but incorrectly damps
the displacement amplitudes near the
boundary. For σ = 0.25λ and σ = 0.5λ
the method fails at the atomic sites on
the boundary.

which the PLD phase shifts by π. Four datasets were simulated,
varying the abruptness of the antiphase domain boundary by first
generating a step function domain boundary and then blurring with
a Gaussian kernel with four different values of σ. Figure 5.12 A-D
show the results for σ = 0.25λPLD, σ = 0.5λPLD, σ = λPLD, and
σ = 2λPLD, respectively. Each shows the simulated and calculated
transverse displacement components along the line profile shown
in Fig. 5.12E, along with their residuals. In every case, the residu-
als fall inside our estimated ∼ ±2 pm precision within a few lattice
spacings of the interface. Further, in every case the reconstructed
displacements accurately capture the qualitative structure of the
antiphase boundary everywhere except for at the lattice sites pre-
cisely at the center of the interface. Quantitatively, the reconstructed
displacements accurately capture the simulated data everywhere
for the σ = 2λPLD case. For smaller σ, the residuals are somewhat
larger within ∼ λPLD about the interface, as expected. For very sharp
interfaces (σ = 0.25λPLD and σ = 0.5λPLD) the reconstructed dis-
placements are incorrect at the center of the interface, where the
atomically sharp discontinuity in the simulated displacement field is
averaged out in the reconstruction to yield incorrectly small displace-
ments.

We conclude that for local PLD disorder of size & 2λPLD, our ap-
proach is valid everywhere. At smaller features, our approach cor-
rectly captures qualitative structure but tends to underestimate dis-
placement amplitudes near the feature center. The approach fails
entirely only at atomically abrupt features in the PLD field. We con-
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tend that this approach therefore reasonably reflects the PLD struc-
ture everywhere in the data presented, with the possible exception of
the topological defect cores. We believe the reconstructed displace-
ments about defect cores are likely correct, because of smoothing and
amplitude damping of the total displacement vectors near phase sin-
gularities, however, we cannot discount the possibility that we have
averaged over a sharp discontinuity at a defect core. In this scenario,
the reconstructed displacements would only be incorrect at the sites
directly adjacent to the core, and the amplitudes at these sites may
be considered a lower bound on their true displacement amplitudes.
Note that we cannot experimentally discount atomically sharp disor-
der elsewhere in the PLD field, however, we believe such features to
be unlikely on energetic grounds.

5.3.5 Effect of Fourier Mask Size

We tested the effect of varying the mask size on experimental data,
in both a well ordered region and a disordered region containing
a topological defect, shown in Figs. 5.13 and Fig. 5.14, respectively.
In both cases, a very small mask does not damp the full intensity
of the satellite peak. In ordered regions, this leads to artificially re-
duced PLD amplitude relative to the other PLD maps of the same
data (Figs. 5.13A and 5.14A). A very large mask begins to introduce
greater noise, observable at the modulation minima, and likely re-
sulting from beginning to damp some of the Fourier space intensity
in the tails of the nearby Bragg peak. In the intermediate range of
mask sizes which cover the entire satellite peak but remain far from
the Bragg peak, the reconstructed PLD is insensitive to mask size
variation. We additionally tested the effect of introducing noise into
the Fourier space damping level comparable to the noise observed
nearby in Fourier space, with negligible effect.

In order to further understand the effect of the Fourier mask size, we
varied the mask size used to reconstruct a simulated dataset contain-
ing an antiphase domain boundary in the PLD phase. To test how
our PLD reconstruction approach behaves in the worst case scenario,
in this simulated data the 0 to π transition in the PLD phase is given
by a perfect step function. Figure 5.15 shows the results for 7 mask
sizes, corresponding to real space diameters of 1.3 nm, 1.5 nm, 1.7
nm, 2.1 nm, 2.7 nm, 3.8 nm, and 6.4 nm. In Fig. 5.15 A, the transverse
components of the simulated displacements (black) agree well with
their reconstructed counterparts far from the boundary. The single
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Figure 5.13: Effect of varying mask
size on real data. (A-F) Typical Fourier
peaks with reciprocal space mask
diameter varying from (5.2 nm)−1

to (1.7 nm)−1 and their respective
PLD maps. When the mask size is too
small (A), the amplitude of the PLD
is diminished since the mask does not
reflect the total intensity of the satellite
peak. Once the peak is fully captured
by the mask, the mapping is insensitive
to increasing mask size.

atomic sites directly adjacent to either side of the boundary are in-
correct in all cases, as expected for an atomically sharp feature and
discussed in the previous section. The fidelity of the reconstruction
in the intermediate region is evident in the residuals, Fig. 5.15 B.
The vertical scale is indicated by the colored horizontal bars, which
correspond to the gray horizontal bar in Fig. 5.15 A and represent
the ±2 pm error bars. The smallest Fourier space mask (red, 6.4 nm)
displays damped periodic ringing in the residuals reminiscent of a
sinc function. This artifact is gradually reduced as the mask size is
increased (and its corresponding real space distance is decreased),
with residuals for the largest masks falling inside the ±2 pm error
bars within 2-3 lattice spacings of the interface. The typical mask size
used on experimental data, corresponding to 1.7 nm in real space, is
highlighted (bold, light blue), and captures the true displacements well
everywhere except at the atomic sites directly adjacent to the bound-
ary. We re-iterate that while a simulated step-function π phase slip is
useful to evaluate the effectiveness of our approach, energetically we
would not expect such high frequency features in experimental PLDs,
with the exception of topological defect cores.
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Figure 5.14: Effect of varying mask
size on mapping of a topological
defect. (A-F) Typical Fourier peaks with
reciprocal space mask diameter varying
from (5.2 nm)−1 to (1.7 nm)−1 and the
respective PLD maps of a topological
defect. The topological defect is missing
in A because the mask does not fully
capture the satellite peak. For mask
sizes that fully capture by the satellite
peaks, the mapping is insensitive to
increasing mask size.

5.3.6 Method Comparison with SrTiO3

To ensure our Fourier damping approaching was not introducing
artificial periodic structure or other artifacts in the lattice displace-
ments, we performed our method on STEM data of cubic SrTiO3

(STO). The results are shown with identical analysis of comparable
BSCMO data in Fig. 5.16. A single Bragg peak from the Fourier trans-
form of the STO data (Fig. 5.16A) shows no satellite peaks, while a
single Bragg peak from the Fourier transform of the BSCMO data
has two satellite peaks (Fig. 5.16D) corresponding to a single PLD
modulation in this dataset. After finding the q-vector for the BSCMO
data, an equivalent vector scaled to the STO reciprocal lattice was
calculated. The peak damping procedure was then performed for
both the STO and BSCMO data (Fig. 5.16B,E), and PLD maps were
generated (Fig. 5.16C,F). The scalebar and displacement vector scales
are identical for the two PLD maps. The BSCMO data shows peri-
odic stripes of ∼10 pm transverse displacements. In the STO data the
mean displacement magnitude is 0.390 pm, 90% of the displacement
magnitudes are ≤ 0.83 pm, 99% of the displacements magnitudes are
≤ 2.08 pm, and no clear periodicity is observed.
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Figure 5.15: Effect of varying mask
size on simulated data. Simulated data
with a Heavyside function antiphase
domain boundary in the PLD phase
was generated, and the PLD recon-
structed using 7 different mask sizes.
Line profiles of the transverse displace-
ment components are plotted for the
simulated (black) and calculated (color)
PLDs (A), along with their correspond-
ing residuals (B), for the sites indicated
in the PLD map (C). The horizontal
bars in A (gray) and B (colors) indicate
±2 pm. All mask sizes accurately cap-
ture the displacements far from the
interface, and fail to capture the true
displacements of the two sites at the
atomically sharp antiphase interface.
Very small Fourier space masks (red,
brown) result in artifacts in the residuals
several lattice spacings or more from
the interface. For large Fourier space
masks (light blue, dark blue, purple) the
residuals are on the order of the ±2 pm
error bars 2 lattice spacings from the
interface. The typical mask size used on
experimental data is bolded (light blue,
(1.7 nm)−1.

5.3.7 Atomic fit precision with STO

In order to determine the precision of our atomic fitting, we fit the
positions of all atomic sites in STO data, and calculated distances
between neighboring atomic sites. A histogram of the distances be-
tween the fit positions of nearest neighbor Sr atoms and the data
used are shown in Fig. 5.17A,B. A Gaussian fit to the histogram
(Fig. 5.17A) has a standard deviation of σ = 2.157 pm and a full
width at half maximum of 5.1 pm. Identical analysis of the dimmer,
lower signal-to-noise ratio Ti sites yields values of σ = 2.4 pm and a
FWHM of 5.7 pm. While our precision is comparable to that obtained
by others, notably it is significantly worse than the 0.6 pm precision
obtained in [108]. We attribute our lower precision to image acqui-
sition which has been optimized for different purposes. Here, we
aimed to obtain high precision atomic fits, large fields of view, and
optimal Fourier space sampling for satellite peak damping.
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Figure 5.16: PLD mapping in STO
vs BSCMO The Fourier transform of
SrTiO3 (STO) data does not contain
satellite peaks about the Bragg peaks
(A), while the Fourier transform of
BSCMO data does (D). The damping
procedure was performed on both
STO data (B) and BSCMO data (E) at
comparable positions in Fourier space.
The resulting PLD map for STO data
shows displacement vectors with a
mean magnitude of 0.390 pm and no
clear periodic structure (C), in stark
contrast to the strong PLD structure
observed for BSCMO PLD map (F). The
image and displacement vector size
scales are identical for (C) and (F).

Figure 5.17: Precision of atomic posi-
tion fits (A) A histogram of distances
between neighboring Sr sites in STO
data (B) is used to estimate the preci-
sion of the atomic positions extracted
via 2D Gaussian fits. A 1D Gaussian fit
to the resulting histogram has σ = 2.157
pm and FWHM= 5.078 pm. Identical
analysis for the lower signal-to-noise
ratio Ti sites yields σ = 2.415 pm and
FWHM= 5.687 pm.

5.3.8 Derivation of Equation 5.8

Taking the Fourier transform of an image given by Eq. 5.2 with mod-
ulated lattice sites defined in Eq. 5.6, we find

F IQ(k) = F
(

f (r) ∗ ∑
R∈RQ

δ (r− R)

)
(5.16)

= F ( f (r))F
(

∑
R∈RQ

δ (r− R)

)
(5.17)

= F f (k) ∑
R∈RQ

(F (δ (r− R))) (5.18)

= F f (k) ∑
R∈RQ

(
eik·R

)
(5.19)
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Using Eq. (5.6),

∑
R∈RQ

(
eik·R

)
= ∑

R∈R{0}
exp

[
ik ·

(
R + ∑

q∈Q
Aq sin

(
q · R + φq

))]
(5.20)

= ∑
R∈R{0}

exp [ik · R] exp

[
ik · ∑

q∈Q
Aq sin

(
q · R + φq

)]
(5.21)

= ∑
R∈R{0}

exp [ik · R] ∏
q∈Q

exp
[
ik ·

(
Aq sin

(
q · R + φq

))]
(5.22)

The Jacobi-Anger expansion may be written as

eiz sin θ =
∞

∑
α=−∞

Jα(z)eiαθ (5.23)

where Jα(z) is the α’th Bessel function of the first kind. Then

∑
R∈RQ

(
eik·R

)
= ∑

R∈R{0}
exp [ik · R]

· ∏
q∈Q

∞

∑
α=−∞

Jα

(
k ·Aq

)
exp [iαq · R] exp

[
iαφq

]
(5.24)

Expanding the product over the N elements in Q,

∑
R∈RQ

(
eik·R

)
= ∑

R∈R{0}
exp [ik · R]

∞

∑
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· · ·
∞
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(
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∞
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where in the last step we’ve used the fact that ∑R∈R{0} exp [ik · R] =

∑b∈B{0} δ (k− b), where B{0} is the reciprocal lattice of Bravais lattice
R{0}.

Defining

Mαq ,q(k) ≡ Jαq

(
k ·Aq

)
exp

[
iαqφq

]
(5.29)

yields Eq. 5.8.

5.3.9 Transverse vs. longitudinal PLDs in Fourier space

PLDs have several Fourier space features that are distinct from the
Fourier space structure of similar phenomena, including charge
density waves and superlattices of atomic species. Distinguishing
transverse from longitudinal PLDs is readily accomplished in Fourier
space by observing the intensity pattern of the satellite peaks with
varying k. For simplicity, consider Eq. 5.10 describing the experimen-
tally observed peaks. Using Eq. 5.9, the factors damping each satellite
peak are given here by

c±,i = J1
(
k ·Aqi

)
exp

(
±iφqi

)
(5.30)

|c±,i| ≈ k ·Aqi (5.31)

For some modulation wavevector q, consider the satellite peaks about
a Bragg peak b‖ parallel to the modulation q ‖ b‖. At the satellite po-
sitions k ≈ b‖ the damping factor is then |c±,‖| ≈ b‖ ·Aq. Thus |c±,‖|
is maximal for a longitudinal PLD where q ‖ Aq, while |c±,‖| ≈ 0
and the satellite peaks vanish for a transverse PLD where q ⊥ Aq. In
contrast, consider the satellite peaks about a Bragg peak b⊥, perpen-
dicular to the modulation vector q ⊥ b‖. Now |c±,⊥| is maximal for
a transverse PLD where q ⊥ Aq, while |c±,⊥| ≈ 0 and the satellite
peaks vanish for a longitudinal PLD where q ‖ Aq. These cases are
illustrated schematically in Fig. 5.18. Both the STEM Fourier trans-
forms and diffraction patterns (Fig. 5.3) of BSCMO clearly indicate
transverse PLDs in BSCMO.

5.3.10 Coarse Grained Phase Field Extraction

We next describe an alternate approach to describe the local mod-
ulation structure, advanced by Lawler et al [211]. Their method is
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Figure 5.18: Longitudinal vs. trans-
verse periodic lattice displacements
(PLDs) in Fourier space. (A,B) Recip-
rocal space structure of a square lattice
modulated by a longitudinal, displacive
modulation along x and y, respectively.
(C,D) Reciprocal space structure of a
square lattice modulated by a trans-
verse, displacive modulation along
x and y, respectively. STEM Fourier
transforms and diffraction of BSCMO
indicate transverse PLDs.



167

a Fourier space approach to extract the coarse-grained phase field,
φ(r), associated with the q1 modulation

∆q1 ∼ sin(q1 · r + φ(r)) (5.32)

We interpret the phase field as deviations of the q1 modulation from
perfect periodicity (i.e. where φ(r) = φ0 = const). We first Fourier
filter regions near a q1 superlattice peak, typically one near the 200

(002) Bragg peak, using a Gaussian filter with a width σ = L−1

where L is the coarsening length scale in real space. We obtain a real
space image where all periodicities in the image, except for the one
associated with the q1 modulation, are removed. Roughly, the filtered
image may be described by

Ĩ(r) ∼ sin(q1 · r + φ(r)) (5.33)

In order to extract φ(r), we use the phase lock-in technique described
in [211], where we generate two reference signals sin(q1 · r) and
cos(q1 · r) with perfect q1 periodicity and multiply them by Ĩ(r) to
get X(r) and Y(r) where

X(r) = sin(q1 · r) sin(q1 · r + φ(r))

Y(r) = cos(q1 · r) sin(q1 · r + φ(r))
(5.34)

X(r) = 1
2 (cos φ(r)− cos(2q1 · r + φ(r)))

Y(r) = 1
2 (sin φ(r) + sin(2q1 · r + φ(r)))

(5.35)

We subsequently low pass filter X(r) and Y(r) to get rid of the sec-
ond high frequency terms obtaining:X̃(r) ≈ cos φ(r)

Ỹ(r) ≈ sin φ(r)
(5.36)

The coarse-grained phase is thus given by

φ(r) = arctan[Ỹ(r)/X̃(r)] (5.37)

The coarsening length must be chosen judiciously in order to simul-
taneously optimize the resolution and signal to noise ratio of the
resulting coarse grained phase field.
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5.4 The local PLD structure of BSCMO

The microscopic structure of charge-ordered phases in manganites re-
mains contested [197, 196, 198, 199]; here, the ∆1(r) map in Fig. 5.2b
furnishes real-space evidence for displacive lattice modulations of
both the Bi/Sr/Ca sites and the Mn sites, with respective amplitudes
of 6.2 pm and 8.2 pm on the maximal sites (see Fig. 5.19). The dis-
placements are transverse to the modulation wavevector and generate
a tripled unit cell. The historically prevailing model conjectures the
localization and ordering of Mn3+-Mn4+ ions, which in turn acti-
vates an alternating compression and expansion of oxygen octehedra
(Jahn-Teller effect) [194]. Other works propose the formation of Mn
pairs (Zener polarons) with minimal valence modulations [2, 196].
Our data suggests a different model. The strong structural modula-
tion shown in Fig. 5.2b is consistent with the softening of a phonon
mode, and the pattern of displacements provides a structural model
to further investigate the microscopic origin of the modulated state.

The superposition of multiple modulations can further mask the
underlying microscopic mechanism behind PLD formation. For in-
stance, distinguishing overlapping modulations
(checkerboards) from spatially anti-correlated unidirectional domains
(stripes) is essential but challenging, as both have the same spatially
averaged symmetry (Fig. 5.1b–d) [195, 200, 201, 212, 213]. Our data
clearly indicates that locally, BSCMO forms striped states: where one
PLD is suppressed, the other is strong, starkly illustrated in the ∆1(r)
and ∆2(r) maps of identical regions in Figs. 5.2b,c.

Zooming out, Fig. 5.20a maps the combined displacement field
∆(r) = ∆1(r) + ∆2(r) over a 30 nm field of view, in which a ∆1–
dominant region, readily identified by its transverse polarization
relative to q1 (blue/yellow triangles), occupies the right side of the
frame, while a ∆2(r)–dominant region occupies the upper left cor-
ner (red/green triangles). Mapping the displacement magnitudes
|∆1(r)| and |∆2(r)| visualizes the striped domain structure, revealing
complex domain morphology with islands of strong modulations (6-
11pm) and basins of PLD suppression (0-3pm) (Fig. 5.20b,c). Notably,
regions in which both ∆1(r) and ∆2(r) are present are also observed,
such as the bottom left corner of Figs. 5.20a–c. Quenched disorder
tends to broaden phase transitions and favors enhanced isotropy in
the nascent ordered state, and theoretically has been shown to induce
apparent fourfold symmetry in 2D striped phases [212, 213, 214].
We believe the checkerboard-like regions we observe may result
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Figure 5.19: A and B sublattice ampli-
tudes (A) Histograms of the displace-
ment magnitudes at the PLD maxima in
well-ordered regions on the A-sublattice
(blue) and B-sublattice (red). The mean
magnitudes at these sites is 6.2 pm /
8.2 pm on the A- / B-sublattices, re-
spectively (dashed lines). (B) Scatterplots
of the PLD displacement magnitude
versus polarization angle φ for the A-
and B-sublattices. The dashed lines
again show the mean displacements at
the sites analyzed. (C,D) Sample sites
used in analyzing the displacement
magnitudes on the A- and B-sublattice
are shown in C and D, respectively. To
extract meaningful values we examined
only sites corresponding to local PLD
maxima.

from quenched disorder; varying intensity of atomic columns clearly
indicates frozen cation disorder in our data (see Fig. 5.23). Alter-
natively, checkerboard-like ordering could result from projection
through stacked ∆1(r) and ∆2(r) domains in the out-of-plane (b-axis)
direction. In either case, the two modulations are predominantly anti-
correlated in our data, and we conclude that the symmetry breaking
in the disorder-free “clean” limit in this system is very likely striped.

5.4.1 Nascent order coincident with PLD defects

CDW domain nucleation near Tc remains a poorly understood pro-
cess, particularly in the presence of disorder [214, 215]. We observe
PLD defects coincident with both domain boundaries and nascent
domain structures, suggesting their involvement in mediating do-
main growth and termination. Figure 5.21 magnifies the region
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Figure 5.20: Nanoscale domain struc-
ture and local symmetry of periodic
lattice displacement (PLD) stripes.
(a) Combined PLD map showing the
displacements ∆(r) = ∆1(r) + ∆2(r)
at all ∼9,000 atomic sites in the 30

nm field of view. Colors indicates the
displacement polarizations relative to
q1 following the colorbar in Fig. 5.2,
and triangle areas scale linearly with
the displacement magnitudes. (b,c)
Maps of the magnitudes |∆1(r)| and
|∆2(r)| of the displacements due to each
PLD individually reveals that the two
PLD strengths are anticorrelated: when
one is strong, the other is weak. The
PLDs are stripe ordered, segregated
into nanoscopic domains. The regions
indicated by white delimiters contain
local defect structures which are fur-
ther analyzed in Figs. 5.21-5.22. The
scalebars correspond to 4 nm.

containing a ∼5 nm island of ∆2 order embedded in a ∆1 domain
(Fig. 5.20, upper white delimiters). Inspection of the ∆1 + ∆2 map
(Fig. 5.21a) reveals shearing in ∆1 as it passes through the ∆2 island,
evident in the offset of the wavefronts by ∼2 atomic rows. Map-
ping ∆1 only (Fig. 5.21b) accentuates the shear deformation, and
exposes ∆1 attenuation in the strained region, along with rotation of
the displacement vectors to roughly align with the local wavefront
orientation. To quantify these observations we map the elastic shear
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Figure 5.21: Shear deformation coin-
cident with a nascent periodic lattice
displacement (PLD) grain. (a) A com-
plete ∆ = ∆1 + ∆2 map of a ∼5 nm
region of incipient ∆2 order, and a
coinciding shearing of the ∆1 modula-
tion. (b) A ∆1 map of the same region
highlights the bending wavefronts,
and reveals attenuation of the PLD
amplitude and some rotation of the
displacement vectors in the defective
region. (c-e) The shear strain εs, |∆1|,
and |∆2|, respectively, in the same re-
gion. The maximal shearing aligns with
attenuation of ∆1 and emergence of ∆2.
The scalebar corresponds to 2 nm.

strain field, εs(r), reflecting local bending in the ∆1 PLD, along with
the magnitudes of the two modulations |∆1| and |∆2| (Fig. 5.21c-e).
εs(r) is calculated by extracting the local PLD phase (φ → φ(r) in
Eq. 5.1) [211] then computing εs(r) = 1

2
q̂⊥
|q| · ∇φ(r) (see Sec. 5.3.10)

[216, 217]. The shear defect plainly coincides with abatement of ∆1,
and strengthening of ∆2.

ba c

14 12 10 8 6 4 2
amplitude (pm)

0

14

a
m

p
lit

u
d

e
 (

p
m

)

0

d

e

Figure 5.22: Topological singularity
coincident with a periodic lattice
displacement (PLD) grain boundary.
(a) A complete ∆ = ∆1 + ∆2 map of
the interface between a ∆1-dominant
region and coexisting ∆1 and ∆2 order.
(b) A ∆1 map of the same region reveals
a dislocation in ∆1, with a burgers
vector of one PLD wavelength, λPLD q̂1.
Analogous to the elastic deformation
of an atomic lattice about crystal
dislocation, the elastic response of the
PLD includes bending and compression
of wavefronts and local displacement
rotations. Some attenuation of ∆1 is
apparent in the mixed region. (c-e) The
phase φ1, |∆1|, and |∆2|, respectively,
in the same region. ∆1 weakens and
∆2 grows within ∼ λPLD of the defect
core, where φ1 exhibits an expected
2π winding. A narrow inlet of |∆1|
amplitude collapse extends from
the upper left to the singularity. The
scalebar corresponds to 2 nm.

Figure 5.22 magnifies a domain boundary (Fig. 5.20, lower white de-
limiters). Exclusive ∆1 order occupies the right side of the frame in
Fig. 5.22a, while the displacements to the left suggest an intricate in-
terweaving of two the modulations. Mapping ∆1 only (Fig. 5.22b) re-
veals a prominent dislocation in the PLD, in which a single wavefront
abruptly terminates. Analogous to edge dislocations in crystalline
solids, where the abrupt termination of a row of atoms is accompa-
nied by elastic deformation in the surrounding lattice, we observe
elastic deformation of the PLD about the singularity, evident in the
warped wavefronts flanking the dislocation core. No defects in the
underlying lattice are observed (Fig. 5.23), and the PLD phase φ(r)
exhibits an expected 2π winding about the discontinuity (Fig. 5.22c).
The interface between the ∆1 dominant domain and the mixed re-
gion occurs within a single PLD wavelength of the defect core, as
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once again disorder in one modulation accompanies commencement
of order in the other. Maps of the PLD magnitudes |∆1| and |∆2|
(Fig. 5.22d,e) reinforce these observations. Moreover, theory predicts
modulation amplitude collapse at singularities to prevent divergence
of the energy density, and the |∆1|-map exhibits a narrow inlet of
collapsed amplitude extending from the upper left to the defect core,
suggesting complex domain restructuring to accommodate the high
energy feature [216, 217, 218, 219]. While displacements at atomic
sites directly adjacent to a true singularity will not be accurately re-
constructed, we believe the displacements extracted by our method
are valid everywhere, because damping and distortion in the defect’s
central region yields reasonably smooth variations of the displace-
ments (see Figs. 5.12, 5.13, and 5.15, and associated discussions in
Sec. 5.3).

5.5 Conclusions

In general, many factors appear to govern macroscopic behavior in
complex electronic systems. The nanometer-scale interplay between
new order and defects in an extant order parameter may be one ubiq-
uitous element, as in emergent charge-ordered states at the core of
superconducting vortices, emergent ferromagnetic or superconduct-
ing order at CDW discommensuration domain boundaries, or com-
peting PLD domains [187, 189, 191]. The picture is further compli-
cated by the presence of quenched impurities which can pin defects,
stabilize ordered phases above Tc, or lead to complex mixed phases,
and may play a role in the phenomena we observe [188, 214, 218].
Even more fundamental, and still elusive, is a microscopic under-
standing of which couplings give rise to which competing states,
and how. In addition to providing a new structural model of charge-
ordered manganites, our data renders the interacting order and dis-
order in competing PLDs immediately visually apparent: where one
modulation bends or ‘breaks’, the other manifests.

These initial observations of the atomically resolved structure of
a PLD suggest new lines of inquiry into the nature of modulated
phases. Following this work, application of these methods to both
room and cryogenic STEM data enabled detailed examination of the
nature and evolution of the BSCMO PLDs as the temperture was re-
duced much farther below Tc [220]. Wavevector shifts in diffraction
which are typically identified with incommensurate order were suc-
cessfully explained in terms of disorder in the PLD phase, even while
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locally the displacement pattern remained lattice-commensurate.
Looking forward further, the ability to observe PLD behavior at the
scale of individual atomic sites suggests the possibility of local corre-
lation to other order parameters, in order to explore the nature of the
couplings underlying the modulations.

B

C

2nm

A

5nm

Figure 5.23: HAADF lattice image
of BSCMO. (A) Original, unrotated
HAADF image corresponding to results
in main text. (B) Raw data correspond-
ing to the region containing the shear
deformation shown in Figs. 4A-C in the
main text. (C) Raw data corresponding
to the region containing the disloca-
tion shown in Figs. 4D-F in the main
text. No dislocations are observed in
the underlying lattice, supporting that
observed PLD defects in main text are
intrinsic to the modulations. HAADF
data are unprocessed except for regis-
tration and alignment of image series.
The A-sites exhibit varying intensities
indicating quenched impurity disorder
due to Bi/Sr/Ca doping.

Stepping back, Fig. 5.23 shows the raw, unprocessed HAADF-STEM
dataset of the BSCMO crystal examined in detail in this chapter.
Figure 5.23a shows the full field-of-view and corresponds to the
PLD map of Fig. 5.20. Figure 5.23b,c show the regions examined in
Figs. 5.21 and 5.22, containing a shearing defect and a phase singu-
larity. In contrast to the tumultuous, structurally variable, and highly
information rich PLD maps, it is striking to note the apparent per-
fection of the lattice in the raw data. Aside from some dappling of
contrast due to cation disorder, this data appears visually indistin-
guishable from a perfect lattice. Hidden in plain sight, invisible to the
eye in the atomic resolution image thanks to a size scale difference of
two orders of magnitude, the PLD has previously been inaccessible
to local investigations of this variety. In advancing a tool to observe
periodic lattice displacements with atomic resolution and picometer
precision, it is our hope that the role of the lattice degree of freedom
in various modulated systems may be more easily explored, corre-
lated to other active order parameters, and, where relevant, used to
directly connect macroscopic behavior to a microscopic description.
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6

Conclusions

Structure at the atomic scale is typically thought of first and foremost
in terms of perfect periodicities. This is a tremendously produc-
tive framework for considering crystal structure, which historically
evolved naturally from X-ray diffraction, the first robust experimen-
tal method for characterizating atomic scale structure. It is in some
sense a “top down” approach to structure: a perfect tapestry of in-
finitely repeating units is first assumed, and the structure of the units
subsequently inferred from the data. The degree of deviation from a
perfect structure can often be inferred, but the details of individual
local variations is typically lost.

Microscopy at these scales is still a relatively recent developement; in
the electron beam, Crewe first imaged heavy Thorium atoms over a
thin carbon support in 1970 [221], while routine atomic imaging has
only come about since the turn of the millenium. Obtaining suffi-
ciently high signal-to-noise ratios (chapter 3) to observe phenomena
at the picometer scale (chapter 5) is more recent still. In terms of
frameworks for thinking about structure, imaging might be thought
of as “bottom up”: structure is observed at the level of individual
components, be they atoms or constituents of some coarser scale.
Local phenomena such as crystal defects can be examined directly,
while the extension to “infinite” bulk scales can be inferred from the
observed structure and periodicities. Average behaviors can be de-
termined, however, at the level of raw data, individual phenomena is
paramount.

This complementarity is readily apparent in the mathematics and
language of Fourier analysis. Certainly, the Fourier transform is a
natural choice of machinery for interpreting scattering experiments,
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and Chapter 2 explicated the direct connection between the Fourier
transform and beam propagation into the far field or diffraction
plane. Yet a real space structure may be transformed or decom-
posed any number of ways, and in thinking of structure first and
foremost in terms of Fourier analysis, we run the risk of assuming
the supremacy of the “top down” approach from the outset. In the
words of the crystallographer Alan MacKay:

The emphasis on infinite periodicity, which is what a Bragg diffraction spot
provides, has somewhat distorted the development of crystallography. It led to
the use of the 14 Bravais lattices and the 230 crystallographic space groups,
which presume infinite crystals. Development could have taken another em-
phasis, namely, the ways in which space-filling polyhedra pack together. This
approach, pioneered by B. N. Delone, started with 24 space-filling polyhedra
and asked about local order, developing a theory which asked “out to what
range are identical points required to have identical surroundings to gener-
ate crystallinity?” rather than, given an infinite repeating structure, asking
“under what operations is this whole object invariant?” [222]

The tension between these two levels of description – “top down”,
non-local, averaged; and “bottom up”, local, individual – is a thread
that runs throughout this work. In the image registration technique
of chapter 3, the challenge was to average data in a manner that
preserved the local information, battling periodicity-induced unit cell
hops which smooth over the local structure. The topic of disorder
accentuates this tension, and the importance of connecting the two
rather different pictures, even more directly. By definition a negative
space – the absence of order – characterization of disorder can be
elusive, and very quickly butts up against questions of local versus
averaged descriptions.

In the case of quantum dot solids in chapter 4, a statistical perspec-
tive led to the paracrystal model of cumulative disorder, while a local
perspective uncovered an individual, discrete property – the presence
or absence of a bond – mediates the probability distributions which
determine the paracrystallinity. With respect to orientational disor-
der, prior diffraction studies had provided an average picture which
suggested that the atomic lattice and superlattice were well aligned,
while our investigations found significant misorientations between
the two at the local level. Where prior work had observed atomic lat-
tice orientational disorder on average and surmised that it resulted
from soft ligand shells, we found bent, strained epitaxial bridges
connecting adjacent quantum dots, suggesting a more complicated
picture of the mechanisms and mechanics of film growth.
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Experimentally, charge density wave states are frequently distin-
guished by and classified in terms of satellite peaks in reciprocal
space. In chapter 5, we developed an approach to study the structure
and behavior of periodic modulations of the atomic lattice from a lo-
cal perspective. Application revealed nanoscale spatial heterogeneity
in the picometer scale periodic displacement field modulating the
lattice of a manganite, which would be invisible to an average ap-
proach. Spatial anticorrelation suggesting competition between two
modulation fields with differing translational symmetry breaking
was observed, apparently mediated by defects in the fields, which we
also characterized in detail.

Which perspective on structure is most appropriate must always de-
pend on the system at hand, and the reason for its study. Imaging
lends itself naturally to local interpretation, while diffraction favors
the non-local, average approach. In MacKay’s estimation, the histor-
ical advantage of diffraction has led to a “somewhat distorted devel-
opment” of structural characterization. With the rise of the aberration
corrected STEM, the pendulum may have begun to swing, and a shift
in perspectives on structure may already be underway. Of course,
both modes of thought are of great value, however, overinterpretta-
tion of one at the expense of the other is to be assiduously avoided.
For the scientist working to understand the nature and structure
of matter of any sort, what’s most important is that the task be ap-
proached from an unbiased angle, and that we “refrain, then, from
foisting on the eyes the shortcomings of the mind.”
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