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Most problems, from theoretical problems in combinatorics to real-world ap-

plications, comprise hidden structural properties not directly captured by the

problem definition. A key to the recent progress in automated reasoning and

combinatorial optimization has been to automatically uncover and exploit this

hidden problem structure, resulting in a dramatic increase in the scale and com-

plexity of the problems within our reach. The most complex tasks, however, still

require human abilities and ingenuity.

This dissertation studies how we can leverage human insights about the

structure of the problem to effectively complement and dramatically boost state-

of-the-art optimization techniques. The proposed framework couples the con-

cept of streamlined combinatorial search, a strong branching mechanism that

evaluates and propagates a set of constraints corresponding to suggested prop-

erties, with a human computation component, in a complementary, iterative

approach. The human computation component is used to identify possible pat-

terns in the problem instance and suggest insightful properties or potential hid-

den structure of the instance. I demonstrate the effectiveness of the approach

with a series of scientific discoveries, in areas such as graph theory, combina-

torics, and discrepancy theory as well as materials science, experimental design

and conservation biology.
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CHAPTER 1

INTRODUCTION

The field of computer science is undergoing a fundamental change. The big data

revolution calls for improved computational methods, beyond the exponential

growth of storage or computational capacity [86]. At the same time, pressing

issues in sustainability, including complex environmental, social and economic

aspects, are also reshaping the field of computer science, as they often raise new

challenges and warrant fundamentally innovative techniques [68].

In this context, the goal of my research is to advance computational methods

in reasoning, inference, machine learning and human computation to process

and interpret large and increasingly complex real-world datasets, with a focus

on the emerging field of computational sustainability [68]. In my dissertation, I

develop techniques for large-scale combinatorial optimization, leverage human

insights through alternative representations and visualizations, and exploit hid-

den structures in the data for accelerated and improved solution techniques.

This work is motivated by a series of applications, especially in sustainability-

related areas, and has led to a series of scientific discoveries in graph theory,

experimental design, combinatorics, and discrepancy theory as well as in mate-

rials science, conservation biology and ecology.

Exploiting Hidden Problem Structure

Efficiently solving complex decision and optimization problems may require ex-

ploiting intrinsic additional properties of the problems. Automated reasoning

techniques derive additional constraints that are implied by the model, i.e. that
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Figure 1.1: Concept of Streamlining; strong branching mechanism that im-
poses a set S of desired properties high up in the search tree.

must be satisfied in all solutions of the problem. The focus of this work is to

exploit properties that may not necessarily be derived from a given constraint

model. This includes structural properties such as symmetries or regularities

that only arise in a subspace of the solution space. This also encompasses hid-

den structures such as backdoors [103] (i.e. sets of variables that, once instan-

tiated, simplify the remaining problem to a tractable class), which capture the

practical complexity of a problem instance.

I exploit these structural properties through streamlining (see Figure 2.8.3)

[107], a strong branching mechanism that evaluates and propagates a set of con-

straints corresponding to these properties, and proceeds to search for solutions

with these properties. This branching mechanism intentionally discards entire

subspaces of the search space in order to focus on a highly structured subspace,

thereby boosting constraint reasoning.
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Figure 1.2: Example of hidden problem structure identifiable through vi-
sual inspection. All 6 upper-triangle matrices represent the ad-
jacency matrix of 6 different solutions of the same problem in
graph theory. Yet, the second plot from the left is the one that
allow to derive the construction rule and to generalize to any
size of graph for this problem class.

Leveraging Human Insights About the Problem Structure

This work is in part inspired by the exciting new area of human computation,

where it is acknowledged that for certain tasks, particularly those involving

visual (pattern recognition) abilities, humans still clearly outperform fully auto-

matic approaches [99]. The focus of this work is to harness human intuition to

solve hard combinatorial problems and to propose a framework that provides a

tight integration of a combinatorial solver with human insights.

The research question becomes whether and how we can use human insights

to uncover and exploit hidden structure in combinatorial satisfaction and opti-

mization problems. For example, as illustrated on Figure 1.2, different solutions

of the same problem exhibit visual regularities, such that, if exploited, allow

to derive the construction rule and to generalize to other problem instances for

this problem. I propose to leverage and further extend the concept of stream-

lined combinatorial search, coupling it with a human computation component,

in a complementary, iterative approach. The human computation component

is used to identify possible patterns in solutions and suggest insightful regu-
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larities or potential hidden structure of the problem. In practice, through alter-

native representations and visualizations, the data reveals these properties by

exhibiting visual structural patterns, and these observed properties are evalu-

ated through streamlining in order to dramatically speed up the search.

Application to Discovery in Finite Mathematics

The study of challenging problems in combinatorics and finite algebra has given

rise to significant progress in the area of search, constraint satisfaction, and au-

tomated reasoning. In turn, it has led to the discovery of interesting discrete

structures with intricate mathematical properties. While some of those results

have resolved open questions and conjectures, a key shortcoming is that they

generally fail to provide further mathematical insights, from which one could

derive more general observations.

Contrastingly, the proposed approach specifically exploits insights about the

combinatorial objects. The human computation component allows to conjecture

properties about the solutions of the problem. As these properties generalize to

larger problem sizes, they are combined to dramatically boost reasoning tech-

niques and obtain solutions of sizes out of reach of traditional techniques [109].

These properties also constitute the building blocks for efficient, constructive

procedures for generating classes of complex combinatorial objects [107, 108].

This approach led to a series of results on open problems in finite mathematics,

and in particular in experimental design [107], graph theory [108], and discrep-

ancy theory [109] (see Figure 1.3). For example, spatially-balanced designs, used

in agronomy to evaluate various soil treatments, were not known, yet conjec-
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Figure 1.3: Overview of the results in discrete mathematics.

tured, to exist for 36 treatments or more. I prove that such a structure exists for

most sizes, and provide efficient constructions to generate such designs. Simi-

larly, double-wheel graphs were conjectured to be graceful, an important prop-

erty in graph theory. Yet previous approaches could generate graceful double-

wheel graphs only up to size 24. This work formally proves the gracefulness

property of any such graph of arbitrary size.

Extension to Crowdsourcing Pattern Decomposition in Big Data

I investigate how the identification of structural properties can be translated

into abstract pattern visualization tasks, with no information about the origi-

nal combinatorial optimization problem in question, in a way that allows for

crowdsourcing. The results show how human computation and crowdsourc-

ing insights can be key to identifying backdoor variables in combinatorial opti-
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Figure 1.4: Human task for pattern identification

mization problems, dramatically speeding up the performance of combinatorial

solvers [103]. The approach leverages the complementary strength of human

input, providing global insights into the problem structure, and the power of

combinatorial solvers to exploit complex local constraints.

The framework proposed in [110] decomposes large, complex tasks into

units suitable for human feedback, aggregates all user input, and extracts par-

tial solutions to feed a combinatorial solver. This approach provides feedback

on the human input, automatically corrects it, and overall leads to significant

performance gains. We also show how incorporating expert knowledge into

factor-based pattern decomposition techniques lead to significantly more accu-

rate interpretations of the data [50].

Computational Sustainability Applications

Pressing issues in sustainability urge us to find new strategies to better manage

and allocate our resources. Some of the most challenging problems in sustain-

ability require innovative computational methods to help balance environmen-
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Figure 1.5: Application in Materials discovery

tal, economic, and societal needs for a sustainable future. I study computa-

tional aspects of high-dimensional decision problems and large-scale data anal-

ysis under noise conditions and uncertainty in sustainability-related applica-

tions. I investigate how to leverage human insights and domain-specific knowl-

edge about these applications. The close collaboration with experts in the fields

of materials science, agronomy, conservation biology, and resource economics

has made this interdisciplinary research possible. Results in this area appear in

the proceedings of AAAI 2013-2014-2015 [44, 50, 103, 104, 106], CP 2011 [105],

HCOMP 2014 [110], IJCAI 2013 [103] and SAT 2012-2013 [49, 54].

Combinatorial Materials Discovery for Sustainable Energy Accelerating the

discovery and deployment cycle of new advanced materials is instrumental to

achieving sustainable, clean energy, as underlined by the White House Mate-

rials Genome Initiative. For example, hydrogen fuel cells and solar fuel cells

are among the most promising enabling technologies for electric cars and re-

newable energy storage. Yet, their constituent materials, used for their catalytic

or light-absorbency properties, currently limit the full potential and widespread
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use of these technologies. To find more effective alternatives, materials scientists

search for candidate materials in a high-throughput regime, able of outputting

millions of materials a day, each of them associated with complex characteri-

zation information. The success of this approach relies, however, on efficient,

robust and scalable automated analysis techniques capable of identifying the

next-generation materials.

In close collaboration with materials scientists at Cornell and Caltech, we

introduce a novel approach that analyzes a library of sample materials using

X-ray diffraction data and their composition data, and identifies the key un-

derlying crystal structures (see Figure 1.5). The novelty lies in the integration

of complex a priori scientific domain knowledge into state-of-the-art combina-

torial optimization techniques [49, 50, 54, 105] and how experts in materials

science as well as complete novices may provide valuable input to this solu-

tion approach [103, 104]. To date, this approach provides the most accurate,

physically-meaningful and reliable interpretation of the materials data. This

breakthrough has been recognized by the scientific community and I have had

the honor of being selected for an invited talk at the Materials Research Society

meeting in Spring 2016.

Design of Scientific Experiments for Sustainable Fertilizer Practices In or-

der to compare various soil treatments (e.g. fertilizers), agronomic laboratories

must devise experimental designs that avoid the introduction of biases in the

assessment of these treatments. Fertilizers have both a high socio-economic and

high environmental impact: better experiment designs directly translate into a

better assessment of their quality and their impact on the environment.
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Figure 1.6: Spatially-balanced experimental design. The numbers, or sym-
bols, represent various soil treatments. In a balanced design,
each symbol appears exactly once in each replication (or row)
and once in each plot (or column).

In that respect, so-called spatially-balanced designs (see Figure 1.6) are for-

mally proved to minimize the potential spatial bias, but such designs were only

known to exist for up to 35 treatments. Applying the approach described previ-

ously, we provide the first polynomial-time constructive procedure for spatially-

balanced designs, proving that they exist for an infinite family of sizes [107].

This construction is now used in a commercial tool specialized in agronomic

designs. Note that, in addition to field experiments, these spatially-balanced de-

signs have applications in greenhouse trials, chemical analyses involving multi-

well titer plates and genomics research involving microarray slides.

Wildlife Conservation & Ecological Monitoring Other contributions, not

covered in this dissertation, include work in bio-conservation and ecology. Bio-

diversity underpins all ecosystems and the goods and services they provide.

Yet, many species are threatened by habitat loss and fragmentation due to hu-

man land use and climate change. Designing robust, cost-efficient and scalable

conservation strategies is an important and challenging computational task. To-
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Figure 1.7: Wolverines & Lynx Conservation in Montana

gether with conservation biology experts, we address the problem of design-

ing conservation strategies for landscape connectivity for endangered species.

We apply our approach to solve a large-scale real-world network design prob-

lem for wolverine and lynx populations in Western Montana (see Figure 1.7)

[44, 106]. The novelty lies in the robustness of the solutions to unexpected nat-

ural or anthropological disturbances, as well as the ability to handle multiple

species in a single conservation plan.

In collaboration with resource economists and ecologists, we use crowd-

sourcing to assess the vegetation conditions in East Africa and improve range-

land and forage maps. We provide local herders with smartphones for them to

submit vegetation images and surveys. In addition, we use the crowd (through

Amazon Mechanical Turk) to validate the herders’ submissions and provide

feedback in near real time. The results show the crowd has a substantial positive

impact on the participation rate of the herders as well as on the data quality of

their submissions.
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CHAPTER 2

DISCOVERIES IN DISCRETE MATHEMATICS

2.1 Introduction

In recent years, significant progress in the area of search, constraint satisfac-

tion, and automated reasoning has been driven in part by the study of challenge

problems from combinatorics and finite algebra. This work has led to the dis-

covery of interesting discrete structures with intricate mathematical properties

(e.g., [59, 96, 120, 143, 168]). While such results often resolve open questions

and conjectures (such as “Do conjugate-orthogonal quasigroups of certain or-

ders exist?”), a shortcoming of these results is that they generally do not provide

further mathematical insights, from which one could derive more general obser-

vations. This is because the search procedures do, in essence, a form of proof

by demonstration, i.e., identify a combinatorial object of a given size, or show

that no such object exists, by an exhaustive case analysis. In fact, the inherent

lack of further mathematical insights has been a common criticism of mathe-

matical results obtained using search and inference procedures. For example,

the famous 1974 computer assisted proof of the four color theorem [7] is still

viewed with reservations by many mathematicians for not providing deeper

mathematical insights. Similarly, although the 1996 proof of Robbins conjec-

11



ture using an equational theorem prover can actually be checked step-by-step

by hand [39, 120], researchers in the area claim it cannot be “understood” in the

usual sense that a mathematical proof is understood, thus again not providing

much further insight.

To address this concern, we will introduce a general framework that will

enable us to obtain efficient constructive procedures, i.e. polynomial-time algo-

rithms that take as input a size parameter N, and generate a certain combinato-

rial object of size N. Our approach combines specialized combinatorial search,

using so-called streamlining, with human insights, in a complementary, itera-

tive approach. Our work was in part inspired by the exciting new area of human

computation, where it is acknowledged that for certain tasks, particularly those

involving visual (pattern recognition) abilities, humans still clearly outperform

fully automatic approaches [99]. However, instead of “simply” invoking hu-

man computation to obtain results, we propose a setting where combinatorial

search complements the human component and there is an iterative process to

uncover the constructive procedure. So, in the process, computer and human

truly complement each other.

We propose our work as a broader framework for mathematical discovery

and reasoning. Although fully automated reasoning procedures have been used

to obtain several new results in mathematics, it appears that some further math-

ematical knowledge or intuition is still required to assist the automated process.

For example, the HR system [29, 35] has found many interesting new concepts

(e.g., integer sequences), but was not devised to discover constructive proce-

dures. An integrated human computation component is therefore a promising

approach in this context. For alternative approaches to mathematical discovery,

see e.g., [34, 81].
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To demonstrate the effectiveness of our framework, we have to show success

on problems that lie beyond the reach of any current fully automated inference

procedure and are open questions of interest to the mathematical community.

We present new results in five domains: (1) Spatially Balanced Latin Squares

(SBLS), (2) Schur numbers, (3) Graceful Graphs, (4) Diagonally-Ordered Magic

Squares, and (5) Erdős Discrepancy. Specifically, we will introduce the first con-

structive procedures for SBLS. No such procedure was known to exist. In fact,

such Latin squares were not known to exist beyond order 35 [147]. In addition,

we provide a new lower-bound on so-called weak Schur numbers by identifying

new structural patterns. Schur numbers are closely related to Ramsey theory,

and are a notoriously hard area of combinatorics. Moreover, we prove that arbi-

trary large double-wheel graphs are graceful and propose an efficient algorithm

to generate them. We also used the same framework to provide a polynomial

time construction for diagonally-ordered magic squares. Finally, in discrepancy

theory, we present a new lower bound for completely multiplicative sequences

of discrepancy 3.

2.2 Framework for Human-Guided Streamlined Search

In this section, we provide an introduction to our approach, and a brief preview

of results. To ground our description in an example domain, we first introduce

the notion of spatially balanced Latin squares.

Spatially balanced Latin squares — A Latin square of order n, is an n by n grid

with each grid cell containing a number from 1, . . . , n, without any repetitions in

a row or column. In combinatorics, a Latin square represents the multiplication
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Figure 2.1: Spatially balanced Latin square of order 6 and corresponding
row distances, total distance, and average distance for several
example pairs of numbers (or symbols).

table of a quasigroup. A spatially balanced Latin square (SBLS) poses further

constraints on the cells [51]. For each pair of numbers (i, j) in a row, one can

assign a distance based on the number of cells that separates them (literally the

absolute difference between the column indices of the cells containing i and j).

For example, in the first row in Fig. 2.1, the distance between the pair of numbers

(2, 4) is 2. We can now calculate the average distance for this pair taken over all

rows, which is 14/6 = 2.33. If the average distance between all possible pairs of

numbers is the same, we say the Latin square is spatially balanced. Fig. 2.1 gives

an SBLS of order 6. The figure gives the distance for a few pairs but note that all(
6
2

)
= 15 pairs have average distance 2.33.

SBLSs were first introduced in the context of experiment design, in partic-

ular in agronomics and more recently in gene array design [51, 52]. Consider

testing the effectiveness of different soil treatments from among n possibilities,

with one treatment per cell. Since the effects of different treatments in cells near

each other within a row may introduce subtle correlations in the outcomes, one

would like to keep all pairs of treatments at the same distance when averaged

over all rows in the experimental grid. (We assume rows are well-separated;
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Figure 2.2: Left: Typical SBLS (order 14) obtained with general constraint-
based search. Right: SBLS (order 14) whose construction
was discovered by our procedure. Each row consists of al-
ternations of increasing and decreasing sequences with incre-
ment/decrement equal to the row index. (Pattern highlighted
for the top seven rows. Pattern continues but is hidden. See
procedure SBLS-Sequence.) The resulting pattern for the last
row (and last column due to symmetry) is quite striking: a de-
creasing sequence (14 . . . 8) interleaved with an increasing one
(1 . . . 7).

doubly spatially balanced designs also balance within columns.) Reasonable

size agronomic experiments can have dozens of tests in each row, while gene

arrays are often even larger. So, researchers would like to design relatively large

spatially balanced Latin squares.

The requirement of being spatially balanced is clearly a rather intricate global

constraint over the Latin square and not many SBLSs were known to exist. Over

the years, it has provided a compelling combinatorial search challenge, leading

to the development of several new search ideas [67, 69, 124]. The largest square

reported in the literature was of order 35 [147]. Prior to that, no SBLS larger than

order 18 was known to exist. Two open questions arose [69]: (1) whether SBLS

would exist for arbitrary large orders, and, if so, (2) whether there was an effective way

of constructing them. In this work, we answer both questions in the affirmative.
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Framework for discovering constructive procedures — We developed a general

approach for discovering constructive procedures. Note that search-based so-

lution techniques in combinatorial design generally provide specific solutions

(e.g., a SBLS of order 35) but, as discussed earlier, such methods do not pro-

vide any clear insights into a possible larger solution. In fact, when we look at a

solution obtained by a search procedure, there is often no structure visible what-

soever. See Fig. 2.2 (left) for an example SBLS of order 14. This does not mean

that there is no hidden structure in the solution. Such structure can easily be

hidden because each solution is part of an exponentially large equivalence class

that can be obtained by permuting the numbering of the values in the cells or by

permuting rows. However, although symmetry breaking is a standard practice

in systematic constraint-based searches [56, 64, e.g.] and allows to reduce a large

equivalence class to one representative member, it might prevent the discovery

of structure by ruling out the solutions that exhibit a pattern. Alternatively, one

can try to generate many different solutions, hoping to see some particular pat-

tern in at least one of them. Unfortunately, even the basic permutation classes

are too large. E.g., for n = 14, we do not see any kind of structure in thousands of

examples. Another strategy is to go to smaller size solutions, and then consider

all possible solutions or at least a good fraction of them. This is feasible for small

sizes, e.g., n = 3, or 5, with respectively, 12, and 5760 solutions. (Note no order

4 SBLS exists.) In one or more of those solutions, one may be able to spot some

regularity. It is not clear, however, whether those regularities are accidental or

scale up to larger solutions.

In order to study this, we need to generate larger solutions that contain

the proposed regularity. A particularly effective combinatorial search strategy,

called streamlining [69], allows us to do so. (For a related search technique,
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called “tunneling,” see [96].) In streamlining, one can add specific desired reg-

ularities (e.g., symmetries or partial patterns) to the search engine, which then

proceeds to search for solutions with those regularities. If the streamlined search

does not give a larger size solution, the proposed regularity is quite likely ac-

cidental and we look for a new pattern in the small-scale solutions. On the

other hand, if the streamlined search can find larger size solutions, we proceed

by generating a number of new solutions for a larger size (e.g., n = 6 or 8, 9,

11) that all contain the proposed structural regularity. We now have larger size

solutions with some basic regularity. Moreover, new regularities often reveal

themselves at the larger sizes. We then add these new regularities to the search

and try to find yet larger solutions.

Below, we give a template of our general framework that leverages and fur-

ther extends the concept of streamlined combinatorial search, coupling it with a

human computation component, in a complementary, iterative approach. Using

this approach, we discovered two complementary efficient constructive proce-

dures that generate spatially balanced Latin squares for arbitrary large sizes.

(Not all orders allow for SBLS, as we will discuss below.) The constructed solu-

tions are fundamentally different (i.e., not part of the same equivalence class).

Fig. 2.2 (right) gives the result of one of our constructive procedures, called

SBLS-sequence (see Alg. 2), for a SBLS of order 14. In contrast with the left

panel, structure is clearly visible. Streamlined-search was used to first identify

this pattern; the construction procedure is a more direct representation of the

streamliners. The solution consists of alternations of increasing and decreasing

arithmetic progressions (i.e., sequences of the form a, a + δ, a + 2δ, etc.) with the

increment (decrement) in each row equal to the row index. The starting values

17



of the progressions also follow a well-defined pattern, as discussed below.

Since the SBLS is obtained with an effective constructive procedure, one can

easily generate spatially balanced Latin squares of arbitrary large orders. As

noted earlier, the best previously known search-based strategy could find solu-

tions up to order 35. We conjecture that many combinatorial design problems

may have such hidden effective construction methods.

Using our framework, we also obtained new results for Schur numbers, an-

other notoriously hard combinatorial problem. Details are given below.

2.3 Discovering Constructive Procedures

Consider a combinatorial problem Pρ, with k integer parameters represented by

ρ (i.e., ρ ∈ Nk). We denote the set of solutions of this problem with S(Pρ). For

example, in the SBLS problem, ρ is a single parameter, n, the order of the Latin

square. S(P6) corresponds to all SBLSs of order 6.

Our goal is to design an efficient, constructive procedure C that generates a

non-empty solution set, C(Pρ) ⊆ S(Pρ) for some ρ ∈ Nk. We define the support DC

of the construction as DC = {ρ ∈ Nk : C(Pρ) , ∅}. The construction C is novel if

DC intersects with the set of parameters for which no solution is known and is

generalizable if |DC | = ∞. So, a novel construction provides us with solutions for

new parameter values, and a generalizable construction ensures a construction

for an infinite range of paramater values.

We propose a general framework for discovering constructive procedures.

This framework makes extensive use of streamliners. A streamliner [69] corre-
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1 O ← ∅; // Conjectured streamliners
2 Γ← ∅; // Search streamliners
3 ρ← ρ0; // Search parameter
4 S ← ∅; // Solutions found
5 τ← false; // Timeout flag
6 repeat
7 Solve(Pρ,Γ, t)→ (S′, τ); // Search for new solutions
8 if S′ ∩ S , ∅ then
9 S ← S ∪ S′; // Case 1: successful search

10 Analyze(S)→ O′; // Conjecture new streamliners
11 O ← O ∪ O′;
12 ρ← ρ + 1;
13 else if τ is true then
14 Select Γ′ ⊆ O; // Case 2: timed-out failed search
15 Γ← Γ ∪ Γ′; // Strengthen streamliners
16 else
17 Select Γ′ ⊆ Γ; // Case 3: exhaustive failed search
18 Γ← Γ \ Γ′; // Weaken streamliners
19 ρ = max{ρ : S(Γ) ∩ S(Pρ) , ∅}+1;
20 Select Γ′′ ⊆ Γ′; // Find next parameter of interest
21 O ← O \ Γ′′; // Drop unpromising streamliners
22 ;
23 until O = ∅;

Algorithm 1: Discover-Construction procedure for a given problem
P, with parameter set ρ and timeout t.

sponds to a set of constraints that can be evaluated and propagated on partial

solutions of Pρ. Typically, a streamliner intentionally discards entire subspaces

of the search space (which potentially contain solutions) in order to focus on a

highly structured subspace and therefore boost constraint reasoning. When vi-

sualizing a set S of solutions, a user might conjecture a set O of streamliners that

could potentially generalize to higher parameter values (procedure Analyze).

Moreover, we define S(Γ) as the subset of solutions of S that satisfy the set Γ

of streamliners.

The procedure Discover-Construction illustrates our framework. The

procedure formalizes the approach we discussed in the introduction. Below we
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provide additional details using the SBLS example. The procedure is an itera-

tive process. For a given set of parameter values ρ, a set of streamliners Γ and

a ‘feedback’ timeout t, the search (procedure S olve) returns a set S′ of solutions

as well as a Boolean τ indicating whether the search timed out. If a streamliner

is successful (i.e., previously unseen solutions were discovered), the search pro-

ceeds to a higher parameter value. Otherwise, if the search led to a time-out,

the user may strengthen the current streamliner. If not, the user may weaken

the current set of streamliners by selecting a subset Γ′ of streamliners not to be

considered in the next search. In addition, the user may decide to no longer

consider some of these streamliners in any subsequent search. Finally, the user

resumes the search, starting with the parameter value for which no solution

satisfies the current set of streamliners. Note that although Alg. 1 assumes an

a priori known total order on the parameters ρ, with ρ0 the minimum parame-

ter value, it can be easily extended to a partial order. ρ + 1 the successor of ρ

according to this order.

Figure 2.3: Different representations of SBLSs. Left: SBLS of order 6 ob-
tained with the SBLS-sequence construction. Center: Its col-
umn conjugate. The arrows highlight that the SBLS and its col-
umn conjugate are identical up to a row permutation in this
construction. Right: Color visualization of the SBLS on the left.
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Figure 2.4: User interface for human-guided streamlined search to dis-
cover constructive procedures (SBLS problem).

2.4 Discovering Efficient Constructive Procedures for Spatially

Balanced Latin Squares

Early on in our research developing a framework for human-guided stream-

lined combinatorial search to discover constructive procedures, the importance

of considering different representations and visualizations for a given combinatorial

object became clear. For example, in order to gain insights into the underlying

combinatorial structure of SBLSs, it is crucial to visualize Latin squares numer-

ically, as opposed to symbolically (using, e.g., colors or patterns). The impor-

tance of considering different representations for modeling constraint satisfac-

tion problems (CSP) has also been reported in the literature [139]. For exam-

ple, in order to scale up solutions for the Latin square completion problem1 it

is critical to combine redundant Latin square encodings to enhance constraint

1This problem is also known as the Quasigroup Completion Problem (QCP) since a Latin
square corresponds to the multiplication table of a quasigroup.
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propagation. In particular, one can consider the Latin square conjugates. Given

a Latin square represented as a set of triples (rcs), we obtain its 6 conjugates

by reordering the items of the triple (one of the conjugates corresponds to the

original Latin square, by doing nothing). For example, given Latin square L, its

column conjugate Lc is obtained by reordering the triple (rcs) as (rsc), which cor-

responds to assigning to cell (r, s) of Latin square Lc the column number c (i.e.,

the column number in which symbol s appears in row r of the original Latin

square L). In Figure 2.3, we show different representations and visualizations of

an SBLS of order 6. The center panel provides the column conjugate of the SBLS

depicted in the left panel.

Table 2.1: Number of SBLSs generated by size and streamliner. A 60-second time-
out was used. Bold indicates exhaustive search.

Streamliners 5 6 8 9 11 14

Γ1 = ∅ 5760 15878 - - - -

Γ2 = Γ1 ∪ {Symmetric} 240 8447 714 43 - -

Γ3 = Γ2 ∪ {Reduced} 2 14 14 51 - -

Γ4 = Γ3 ∪ {Columns 2 & n} 1 1 2 1 1 -

Γ5 = Γ4 ∪ {Multiples of i} 1 1 2 1 1 1

We applied our Discover-Construction procedure to the SBLS prob-

lem. For the Solve step, we use IBM Ilog Solver. Our CSP SBLS model encodes

both the original square and its column conjugate, using channelling constraints

to link the variables in both representations. Our model enforces the global

ALLDIFF constraint on the rows and columns of the original Latin square and

its conjugate. The balancedness of the square is expressed through the column

conjugate. Our CSP encoding is similar to the one proposed in [69].

Fig. 2.4 depicts the user interface of our system, applied to the SBLS prob-
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lem. The interface allows the user to streamline the search, specify new stream-

liners, and visualize the solutions found (given the timeout) for the selected set

of streamliners. Sequentially adding streamliners allows us to generate combi-

natorial objects of increasing sizes. As illustrated in Table 2.3, the search with

no additional streamliners (Γ1 = ∅) provides SBLSs of order up to 6. Note that

this interface is not specific to the SBLS problem, and when addressing a new

problem, a user needs only design one custom control that displays a solution

of this problem, would it be a grid, a series, or even a graph. For example, we

successfully applied our framework to the problem of finding highly balanced

rows (see below), and the rectangle-free coloring of grids problem [53] and the Van

der Waerden numbers [81]

SBLS-Sequence — Imposing reduced form (first row and column set to the se-

quence 1 . . . n) and diagonal symmetry allows us to generate SBLSs of orders 8

and 9. At this point, a pattern on the second and last columns (Columns 2 & n)

becomes noticeable (see Figure 2.2, right panel, and Figure 2.4). Imposing this

additional streamliner allows us to generate an SBLS of order 11 and formulate

the conjecture that each row i begins with the multiples of i, in increasing order.

This streamliner allows us to find an SBLS of order 14. At this point a pattern of

increasing and decreasing sequences for the SBLSs of orders 3, 5, 6, 8, 9, 11, and

14 is clearly noticeable. It only remains to figure out how to switch from one

sequence to the next. In fact, the bounding conditions become more noticeable

as the size of the SBLS increases. As illustrated in Figure 2.2 (right), the pairs

of values that delimit an increasing and a decreasing sequence are (10, 14) and

(11, 13) in row 5, and (12, 11), (13, 10) and (14, 9) in row 6. Overall, the sum of

the values of each pair appears to be constant within a row, and to decrease by

1 from one row to the next. This final observation leads us to discover the effi-
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cient SBLS-sequence construction (Alg. 2). By creating Latin squares of dif-

ferent orders with this procedure, we observed that for orders N, where 2N +1 is

prime, the Latin square is indeed spatially balanced. We also were able to proof

this formally, as discussed below.

1 for row i = 1, . . . ,N do
2 k = 1; // Sequence number
3 j = 1; // Column index
4 ai, j = i; // First symbol of row i
5 while j < N do
6 if k is odd then // Odd sequence
7 while ai, j + i ≤ N and j < N do
8 ai, j+1 = ai, j + i;
9 j = j + 1;

10 else // Even sequence
11 while ai. j − i ≥ 1 and j < N do
12 ai, j+1 = ai, j − i;
13 j = j + 1;

14 if j < N then // Switch sequence
15 if k is odd then
16 ai, j+1 = 2N + 1 − i − ai, j;
17 else
18 ai, j+1 = i − ai, j;
19 k = k + 1;
20 j = j + 1;

Algorithm 2: SBLS-sequence procedure for SBLS of order N, when 2N+

1 is prime.

The intuition behind the SBLS-sequence construction (Alg. 2) is to fill

every row i (i = 1, ..., n) of the square, starting with i and successively adding i

to the previous cell, which we call the first sequence in row i. Once we reach the

largest multiple v of i that is lower or equal to n, we perform what we call an

upper bounce: the next cell is assigned symbol 2n + 1 − i − v. This symbol is the

starting point for the second sequence. We progress downwards by successively

subtracting i until we reach a value v′ that is lower or equal to i. At this point,
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we perform a lower bounce: the next cell is assigned symbol i − v′. This symbol

represents the starting point of the next sequence, and we repeat these steps

until the row is full. The complexity of the SBLS-Sequence procedure is O(n2).

In the following, we denote by An the squares of order n generated by our

SBLS-Sequence construction, and ai j the symbol in row i and column j of the

square An. A5,A6, and A8 are depicted in Figure 2.4 and A14 in Figure 2.2, right

panel. We can also represent the squares produced by the SBLS-Sequence

construction using the following closed form expression.

Definition 1 (SBLS-SEQUENCE) For any order n where 2n + 1 is prime, construct

An = (ai j)1≤i, j≤n such that, for all 1 ≤ i, j ≤ n:

ai j =


i j − b ki j

2 c(2n + 1) if ki j is odd,

b
ki j

2 c(2n + 1) − i j otherwise

where the group ki j is defined as ki j = b
2i j

2n+1c + 1.

We proved that our construction does produce SBLSs of order n, when 2n + 1

is prime. To do so, we first proved that the construction generates squares with

the Latin square property (Theorem 1). The proof of the balancedness property

(Theorem 2) is more involved. Interestingly, we used our streamlining frame-

work to help prove the correctness of the construction. Due to space limitations

we only state the theorems, omitting the proofs. They can be found in [102].

Theorem 1 (Latin square property) For any order n where 2n + 1 is prime, the

square An, generated by the SBLS-Sequence construction, is a Latin square.

Theorem 2 (Balancedness property) For any order n where 2n + 1 is prime, the

square An, generated by the SBLS-Sequence construction, is a balanced square.
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SBLS-Cyclic — As mentioned above, without streamlining the search, we can

only generate SBLSs of small orders. The streamliner Reduced form allows us to

dramatically reduce the search space by removing symmetries, without elim-

inating non-isomorphic (under permutations) solutions. For this reason, it is

typically used in CSP formulations of the SBLS problem. However, a downside

of this streamliner is that it imposes a rather strict order on the first column

and first row, potentially obfuscating the visualization of interesting structures.

One question that arose was: Are there cyclic constructions for SBLSs? In order

to investigate the existence of cyclic patterns, the Reduced form streamliner had

to be disabled. In fact, a cyclic square such as the one in Figure 2.5 is entirely

defined by its first row. Moreover, we were able to characterize the necessary

and sufficient conditions that this first row must satisfy for the cyclic square to

be an SBLS. We call such rows highly balanced rows. The problem of finding a

construction for cyclic SBLSs therefore translates into the problem of finding a

construction for highly balanced rows, which we solved using our framework.

Without any streamliner, the search allows us to generate highly balanced rows

of order up to 14. Among these rows, we isolated the rows starting with the first

powers of 2, as this pattern was noticeably generalizable from low orders up to

order 14. This observation led to yet another streamliner (according to which

each integer i is followed by 2i whenever 2i ≤ N), and ultimately, to the efficient

SBLS-Cyclic construction presented in 3. Additional details can be found in

[102].
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Figure 2.5: Cyclic SBLS (left) and its conjugate (right).

1 c1,1 = 1; // Generate 1st row of the conjugate
2 for column j = 2, . . . ,N do // Observed pattern 1, 2, 4, ...
3 if 2c1, j−1 ≤ N then
4 c1, j = 2c1, j−1;
5 else
6 c1, j = 2N + 1 − 2c1, j−1;

7 for row i = 2, . . . ,N do // Subsequent rows
8 ci,1 = ci−1,N ; // Shifted version of previous
9 for column j = 2, . . . ,N do

10 ci, j = ci−1, j−1;

11 for row i = 1, . . . ,N do // Generate SBLS from conjugate
12 for column j = 1, . . . ,N do
13 ai,ci, j = j;

Algorithm 3: SBLS-Cyclic procedure.

2.5 New lower bound for the Schur Numbers

Ramsey theory studies combinatorial structures that must reach a certain degree

of order as the size of the structure increases. In this field, the weak Schur number

problem considers intervals of integers [1, n] for n in N. The kth weak Schur

number WS(k) is the largest integer n for which there is a partition of [1, n] into

k sets such that no two distinct integers and their sum belong to the same set.
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Formally, we define this notion as follows.

Definition 2 A set S is weakly sum free if for any x, y ∈ S and x , y, it holds x+y < S .

Definition 3 For any k ≥ 1, WS(k) is the largest integer n for which there exists a

partition of [1, n] into k weakly sum-free sets.

The weak Schur numbers have been studied for over seventy years. Rado

[136] showed that for any given k, WS(k) is finite. Through exhaustive search,

Blanchard, Harary, and Reis [25] established the values of the first four weak

Schur numbers, which are 2, 8, 23 and 66. They also provided a lower bound on

the fifth weak Schur number, namely WS(5) ≥ 189. Recently, Eliahou et al. [47]

formulated this problem as a Boolean satisfiability problem and improved the

bound of WS(5) to 196.

Interestingly, back in the 1950s, Walker [161] not only provided the correct

values for WS(3) and WS(4) but also claimed, without providing any detail or

proof, that WS(5) = 196. Given that these results were clearly obtained without

computer assistance, it is tempting to speculate that Walker may have discov-

ered a (partial) construction rule for the weak Schur numbers.

Recently, using combinatorial search techniques, Eliahou et al. [47], report-

ing on results from 2011, provided a partition of [1, 572] into 6 weakly sum-free

sets, proving WS(6) ≥ 572. Fonlupt et al. [57] further improved this lower bound

to 574 using a multilevel tabu search. However, Eliahou et al. [47] added a note

to their paper before it went to press in January 2012, claiming WS(6) ≥ 575. This

represents, until now, the best lower bound for the sixth weak Schur number.
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Table 2.2: Partition of [1, 581] into 6 weakly sum-free sets, proving WS(6) ≥ 581.
(‘5-7’ means ‘5 6 7’ are in the set). Each of the six sets is such that the
sum of any two of its members is not in the set.

1 2 4 8 11 22 25 50 63 68 139 149 154 177

182 192 198 393 398 408 413 436 450 455

521 526 540 563 568 578

3 5-7 19 21 23 51-53 64-66 136-138 150-

152 179-181 193-195 395-397 409-411

438-440 451-453 523-525 536-538 565-

567 579-581

9 10 12-18 20 54-62 140-148 183-191

399-407 441-449 527-535 569-577

24 26-49 153 155-176 178 412 414-435

437 539 541-562 564

67 69-135 454 456-520 522

196 197 199-392 394

Using our proposed framework, we constructed partitions for the first five

weak Schur numbers that confirmed their current best known values. For the

sixth weak Schur number, however, our framework generated a partition of

[1, 581] into 6 weakly sum-free sets (see Table 2.2), thus improving on the current

best lower bound, by asserting that WS(6) ≥ 581.

2.6 Construction Procedures in Graph Theory

In this section, we present the first polynomial time construction procedure for

generating graceful double-wheel graphs. A graph is graceful if its vertices can
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be labeled with distinct integer values from {0, ..., e}, where e is the number of

edges, such that each edge has a unique value corresponding to the absolute

difference of its endpoints. Graceful graphs have a range of practical application

domains, including in radio astronomy, X-ray crystallography, cryptography,

and experimental design. Various families of graphs have been proven to be

graceful, while others have only been conjectured to be. In particular, it has

been conjectured that so-called double-wheel graphs are graceful. A double-

wheel graph consists of two cycles of N nodes connected to a common hub. We

prove this conjecture by providing the first construction for graceful double-

wheel graphs, for any N > 3, using a framework that combines streamlined

constraint reasoning with insights from human computation. We also use this

framework to provide a polynomial time construction for diagonally ordered

magic squares.

2.6.1 Introduction

In graph theory, graceful labelings and graceful graphs have been studied for

over forty years, since their introduction by [138]. Given a graph G = (V, E),

a graceful labeling assigns a unique integer in the range from 0 to |E| to each

vertex in V such that each edge is assigned a unique number from 1 through E

corresponding to the absolute difference of the numbers of its endpoints. Figure

2.6 gives an example of a graceful labeling. A graph is said to be graceful if it

admits a graceful labeling. Not all graphs are graceful. Intuitively speaking, the

gracefulness property reveals a certain hidden regularity of the graph. More

formally, a graceful labeling of a graph is defined as follows:
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Figure 2.6: Example of a graceful graph. Each node is assigned a unique
label from 0 to 8, where 8 is the number of edges. The label of
an edge corresponds to the absolute difference of the labels of
its endpoints and is unique among all 8 edges.

Definition 4 (Graceful Labeling) Given a graph G = (V, E), a labeling of the nodes

l : V → {0, ..., |E|} is graceful if no two vertices share a label and each edge is uniquely

identified by the absolute difference of the labels of its endpoints.

Although graceful graphs are primarily theoretical structures in graph the-

ory and discrete mathematics, they have a broad range of practical application

domains, including in radio astronomy, X-ray crystallography, cryptography

and experimental design. For example, in the area of radar pulse codes, a grace-

ful labeling (or a semi-graceful labeling, in which the vertices might take values

larger than |E|) of a complete graph can be used to accurately assess the elapsed

time between the emission of a sequence of pulses and its reception. The grace-

ful labeling of the graph then corresponds to the times at which the various

pulses of the code should be emitted.

A major open research challenge in discrete mathematics is to characterize

what families of graphs are graceful. This challenge is part of a larger effort

to fully classify all types of graphs based on different properties. In particular,

cycle-related graphs have received a lot of attention. For example, [58] proved

31



Wheels 
Graceful [Frucht, 1979] 

Gears 
Graceful [Ma and Feng, 1984] 

Helms 
Graceful [Ayel and Favaron, 1981] 
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Graceful [Kang et al, 1996] 

Double Wheels 
Conjectured to be Graceful 

 

Figure 2.7: Some classes of graphs and their gracefulness.

that a wheel, obtained when all vertices of a cycle are connected to a central ver-

tex, is graceful. Moreover, a gear, obtained from a wheel by adding a vertex

between every pair of adjacent vertices in the cycle, is also graceful [119]. An-

other family of graceful graphs is helm graphs, obtained by attaching a pendant

edge at each vertex of the cycle of a wheel [9]. Furthermore, a web graph, ob-

tained by joining the pendant vertices of an helm to form a cycle and adding

pendant vertices to the new cycle, is also graceful [135]. Figure 2.7 illustrates

these definitions of graphs. These families of graceful graphs, among others,

appear in a dynamic survey, that maintains a comprehensive list of the various

classes of graceful graphs [61].

In addition, other families of graphs have been proven not to be graceful,

such as cycles of size n ≡ {1, 2} (mod 4) [138] or double cones of size n ≡ 2

(mod 4) [137]. Moreover, Rosa provides necessary conditions for a graph to be

graceful based on the number of vertices and edges of the graph, as well as the

parity of the degrees of the vertices [138].

Finally, certain classes of graphs are conjectured to be graceful. In partic-

ular, a long-standing open problem in graph theory asks whether all trees are

graceful. This problem is well-known as the Ringel–Kotzig conjecture [26, e.g.]

which, despite many attempts, remains unsolved. Another famous conjecture,
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known as the Truszczynski conjecture, hypothesizes that all unicyclic graphs

(namely, graphs with exactly one cycle) are graceful [153]. Finally, it has been

conjectured that so-called double-wheel graphs are graceful [82]. In this work,

we confirm this conjecture by providing the first constructive procedure for gen-

erating double-wheel graceful graphs of any size N ≥ 4. This result also answers

a research challenge posed in 2006 by Barbara Smith, in a panel discussion on

“The Next Ten Years of CP,” to use constraint programming techniques to prove

or disprove the gracefulness of classes of graphs.

A double-wheel graph of size N is defined as follows:

Definition 5 (Double-Wheel Graph) A double-wheel graph DWN of size N can be

composed of 2CN + K1, i.e. it consists of two cycles of size N, where the vertices of the

two cycles are all connected to a common hub.

Figure 2.7 shows a double-wheel graph of size 5. Finding graceful labelings

for double-wheel graphs has become an interesting challenge problem for con-

straint solvers. In 2003, Petrie and Smith applied various symmetry breaking

methods in constraint programming to graceful graphs and provided solution

symmetries for the double-wheel graceful graph problem [129]. They show that

no labeling of DW3 is graceful. In addition, they were able to find the number of

non-isomorphic graceful labellings for sizes 4 and 5. In 2010, Heule and Walsh

analyzed symmetries within solutions in order to boost the search for double-

wheel graceful graphs [82]. Their approach allowed them to find a graceful

double-wheel graph of size 24, the largest reported in the literature so far. The

constructive procedure we present in this section provides graceful labelings

for any double-wheel graph with N ≥ 4. As we describe in the next section, the
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procedure was discovered using an new approach to constraint solving that in-

corporates a human computation component. By providing a constructive pro-

cedure for labeling double-wheel graphs of any size (≥ 4), we also go beyond

standard constraint solving approaches, which generally provide solutions only

for specific instances, each of a fixed size.

2.6.2 Framework applied to the Graph Gracefulness problem

Constraint reasoning has been successfully applied to find graceful labellings

for some particular graphs that were not known to be graceful [18, 82, 118,

129, 146]. In addition, this problem has extensively been studied for symme-

try evaluation in constraint programming. For example, [134] proposes an effi-

cent way to break all combinations of variable and value symmetries in graceful

graphs. Moreover, [63] introduce the concept of conditional symmetry breaking

(namely, that occurs during the search itself) and evaluate it on graceful label-

ings. Furthermore, [33] explore different definitions of symmetry in the grace-

ful labeling problem. Finally, constraint programming has also been used on

closely related problems, such as the Golomb ruler [60].

In this work, we use the same framework presented before. This framework

combines streamlining constraint reasoning with insights from human compu-

tation in order to discover constructions for generating an entire family of com-

binatorial structures. Via this framework, we discovered the first construction

procedure for a combinatorial structure called spatially-balanced Latin square

and provided a new lower bound for weak Schur numbers. In this work, we are

interested in discovering whole families of graceful graphs.
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Figure 2.8: User interface for human-guided search to discover construc-
tions for graceful double-wheel graphs. Each selected solution
(middle panel) is a labeling of the double-wheel graph of the
corresponding order (N = 11), where the three rows corre-
spond to the labels of the center, the inner cycle, and the outter
cycle, respectively.

Streamlining [69] is an effective combinatorial search strategy that intention-

ally imposes additional structure to a combinatorial problem in order to focus

the search on a highly structured subspace, therefore boosting constraint rea-

soning and propagation. (For a related search technique, called “tunneling,”

see [96].) In other words, streamlining consists in adding specific desired regu-

larities, such as a partial pattern of a solution, to the search engine, which then

proceeds to search for solutions with these regularities. In any case, the effec-

tiveness of streamlining relies on the quality of the suggested regularities.

In this work, we couple streamlining with a human computation component

to identify possible patterns in solutions and suggest insightful regularities.

This work is in part inspired by the exciting new area of human computation

[99], that concedes that humans still outperform fully automated approaches on
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certain tasks, especially those involving visual (pattern recognition) abilities.

The approach combines streamlining combinatorial search with human in-

sights in a complementary and iterative approach, as follows. For a given com-

binatorial problem, we generate all solutions, or at least a significant fraction

of them, for parameter sizes that are within the reach of traditional constraint

reasoning techniques. In one or more of these solutions, one may be able to spot

some regularity or partial pattern, which will be used to streamline the search.

If the streamlined search does not give a larger size solution, the suggested reg-

ularity is likely accidental and we look for a new pattern in the smaller-size so-

lutions. However, if the search succeeds, we now have larger size solutions that

share some basic regularity. Furthermore, new regularities often reveal them-

selves at larger scales, and can be used to try and find yet larger solutions. Over-

all, the goal is to refine a set of regularities that generalizes to larger sizes within

the user-allocated search time, until it fully characterizes combinatorial objects

for a large number of parameter sizes.

Figures 2.8 and 3.17 illustrate the graphical user interface of the framework

on the graceful double-wheel graph problem and the diagonally-ordered magic squares

problem (defined in Section 2.7), respectively. The top panel of the user inter-

face contains a table with the solutions found for each parameter size and each

suggested streamliner. The middle panel allows the user to select, visualize and

compare a subset of these solutions. The dialog window on the right of Fig.

3.17 illustrates how the user may specify new observed regularities. Finally, the

bottom panel allows the user to select a subset of the suggested regularities, as

well as the parameter sizes, for the streamlined search.

In the following, we describe how this framework was applied to the grace-
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Figure 2.9: Double-wheel graph of size 16 (DW16) with the graceful label-
ing generated by the proposed constructive procedure (case N
is even).

ful double-wheel graph problem. Table 2.3 presents the various streamliners

that were defined, as well as the largest solution size that was found with these

streamliners. Within a 60-second time limit, standard constraint reasoning tech-

niques were able to generate solutions of size up to 9. Enforcing that the in-

ner cycle C1 only contains odd numbers allows to generate solutions of size 11.

Next, observing that many solutions have 0 at the center of the wheels, we find

solutions of size 19. At this point, some of the generated solutions partially ex-

hibit the pattern named ’Inc. steps of 2’, in which a sequence (x, x + 2, x + 4, ...)

appears on the nodes of a circle, skipping a node each time. For example, the

inner circle in Figure 2.9 shows a sequence (1, 3, 5, 7, ...) of length up to N/2 − 1,

when looking at every other node, starting from the top and counting clock-

wise. Nevertheless, when we combine this pattern to the previously formu-

lated streamliners, the search fails, as shown in Table 2.3. Therefore, we need to

weaken the set of streamliners and we decide to require that most of the nodes,

namely the first N − 2 nodes, have an odd label. In that case, the search suc-

cessfully generates solutions of size 21. Finally, we impose similar sequences
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(increasing and decreasing) on both circles, which leads to solutions of size 38.

Table 2.3: Size of the largest graceful double-wheel graphs generated by each set
of streamliners. The number of solutions found appears in parenthesis.
A 60-second time-out was used.

Set of streamliners Size

Γ0 : ∅ 9 (251)

Γ1 : {C1 is Odd} 11 (8)

Γ2 : {0 at center} 18 (1)

Γ3 : Γ1 ∪ Γ2 19 (6)

Γ4 : Γ3 ∪ {Inc. steps of 2 in C1} -

Γ5 : Γ2 ∪ {Inc. steps of 2 in C1} 21 (5)

∪ {C1 Mostly-Odd}

Γ6 : Γ5 ∪ {Dec. steps of 2 in C1} 22 (2)

Γ7 : Γ6 ∪ {Inc. steps of 2 in C2} 23 (1)

Γ8 : Γ7 ∪ {Dec. steps of 2 in C2} 38 (2)

2.6.3 Construction for graceful DWN

The constructive procedure that we propose is based on the various streamlin-

ers mentioned in the previous section. We formally define this construction as

follows.

Let xi be the label of vertex i on the first (inner) cycle, yi the label of vertex i

on the second (outer) cycle, and z the label of the central vertex. Our proposed

construction distinguishes two cases, based on whether N is odd. In both cases,

however, we set z = 0. The labels of the vertices on the two cycles are defined as

follows:
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Figure 2.10: Double-wheel graph of size 25 (DW25) with the graceful label-
ing generated by the proposed constructive procedure (case N
is odd). This is the largest graceful double-wheel graph ever
reported in the literature.

Case N is even, N ≥ 4:

xi =



i if i is odd, 1 ≤ i ≤ N − 3

4N − 3 − i if i is even, 2 ≤ i ≤ N − 2

4N if i = N − 1

4N − 2 if i = N

yi =



4N − 4 if i = 1

N + i if i is odd, 3 ≤ i ≤ N − 3

3N − 1 − i if i is even, 2 ≤ i ≤ N − 2

4N − 1 if i = N − 1

2N if i = N

Figure 2.9 illustrates this construction in the case where N is even. For the

case where N is odd, a similar construction can be derived from the same set of

streamliners. Figure 2.10 shows the graceful graph of size 25 obtained with this

construction.
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Case N is odd, N ≥ 5:

xi =



i if i is odd, 1 ≤ i ≤ N − 2

4N + 1 − i if i is even, 2 ≤ i ≤ N − 3

2N if i = N − 1

2N + 4 if i = N

yi =



4N if i = 1

2N + 2 + i if i is odd, 3 ≤ i ≤ N − 2

2N + 1 − i if i is even, 2 ≤ i ≤ N − 3

3N + 2 if i = N − 1

2N + 2 if i = N

We now prove the correctness of the construction in the case where N is even.

Interestingly, it has been observed in [107] that the proof of the construction of

so-called spatially-balanced Latin squares makes extensive use of the proposed

streamliners (for a complete proof, see [102]). Similarly, the streamliners used

to find the construction of graceful double-wheel graphs provide insights on

how to prove the construction itself. In particular, the following proof makes

extensive use of the parity of vertex labels. First, we prove that the vertices have

different labels. Indeed, there are labels for all odd numbers from 1 to (4N − 1),

except for (N − 1), (N + 1), (2N − 1) and (4N − 3), which gives (2N − 4) distinct

odd vertex labels. In addition, there are 4 distinct even vertex labels, namely 2N,

(4N − 4), (4N − 2) and 4N. Overall, all 2N + 1 vertex labels (including the center

vertex) are distinct. Second, we prove that the 4N edge labels cover all values

from 1 to 4N. Given that the center is labeled 0, we have edge labels covering all

odd numbers between 1 and (4N−1), except for (N−1), (N+1), (2N−1) and (4N−3).

These edge labels, however, appear on the edges (y1, y2), (xN−2, xN−1), (yN−1, yN),
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and (x1, xN) respectively. Regarding even edge labels, the inner circle have all

even edge labels from (4N − 6) to (2N + 2) and the outer circle all edge labels

from (2N − 6) to 4. Given the four even vertex labels, the only remaining even

values to consider are (2N−4) and (2N−2). Nevertheless, these values appear as

edge labels for (yN , y1) and (yN−2, yN−1), respectively. Therefore, all numbers from

1 to 4N appear as an edge label, which completes the proof. A similar proof can

be derived for the case where N is odd.

2.7 Construction for Diagonally-Ordered Magic Squares

In this section, we show how we apply the same framework to the diagonally-

ordered magic square problem and demonstrate that this framework is not

application-specific. Diagonally-ordered magic squares have been introduced

in [69] to illustrate the efficiency of streamlined search. We first give a formal

definition of a diagonally-ordered magic square.

Definition 6 (Magic Squares) Given a natural number N, a magic square of order

N is a square of size N containing all numbers from 1 to N2 such that the sum of the

numbers is the same in each row, each column, and each of the two main diagonals.

Definition 7 (Diagonally-Ordered Magic Squares) Given a natural number N, a

magic square of order N is diagonally-ordered if both main diagonals, when traversed

from left to right, have strictly increasing values.

Given a natural number N, the diagonally-ordered magic square (DOMS) prob-

lem consists in the construction of a diagonally-ordered magic square of order

N. Figure 2.12 depicts a DOMS of order 4.
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Figure 2.11: Graphical user interface for human-guided combinatorial
search to discover constructions for the diagonally-ordered
magic squares problem.

1 12 8 13 

15 6 10 3 

14 7 11 2 

4 9 5 16 

Figure 2.12: Diagonally-ordered magic square of order 4. Each number
from 1 to 16 appears exactly once, and each row, column and
main diagonal adds up to the same value, namely 34. In ad-
dition, both main diagonals are ordered from left to right.

In [69], the authors first present a straighforward constraint programming

model that allows to generate DOMSs of order up to 8 within 10 hours of com-

putation. Nevertheless, within this timelimit, their streamlined reasoning ap-

proach generates DOMSs of order up to 16, and even report finding DOMSs of

order 17, 18, and 19. In addition, they mention that no polynomial-time con-

struction is known for generating arbitrary large DOMSs.
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1 5 9 13 

2 6 10 14 

3 7 11 15 

4 8 12 16 

16 12 8 4 

15 11 7 3 

14 10 6 2 

13 9 5 1 

1 12 8 13 

15 6 10 3 

14 7 11 2 

4 9 5 16 

Figure 2.13: Observed regularity in a diagonally-ordered magic square of
order 4. In the blue square (Left), the cells are numbered from
1 to 16, top-down and left-to-right. The red square (Middle) is
numbered from 16 down to 1, in the same order. Overlapping
both squares, keeping values from the first one for the cells on
the two main diagonals, leads to a DOMS (Right).

Using the proposed approach, we are able to generate DOMSs of arbitrary

large sizes. Figure 3.17 illustrates the graphical user interface for this framework

applied to the DOMS problem.

A first construction was found by observing the following regularity. For

some DOMSs generated with standard constraint reasoning techniques, the cell

values are assigned the actual cell index, when counting top-down, left-to-right,

or its complement to N2 + 1. This pattern is depicted in Figure 2.13.

We then enforce this regularity. Namely, each cell (i, j) can only be assigned

the value i + ( j − 1)N or N2 + 1 − i − ( j − 1)N. For clarity purposes, as illustrated

in Figure 2.13, we will call blue cell a cell (i, j) taking value i + ( j − 1)N, and red

cell a cell (i, j) taking value N2 + 1 − i − ( j − 1)N. At this point, a pattern emerges

for orders N such that N ≡ 0 (mod 4), which consists in tiling the 4× 4 pattern of

Figure 2.13 to cover the N × N square, and leads to the following construction,

in which a(i, j) represents the value of cell (i, j):
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Case N ≡ 0 (mod 4):

a(i, j) =


i + ( j − 1)N if k = l or k = 4 − l,

N2 + 1 − i − ( j − 1)N otherwise

where k = (i − 1) (mod 4) and l = ( j − 1) (mod 4).

This first construction of infinite number of DOMSs is in fact a variation

of the so-called Durer method for constructing magic squares of doubly-even

order [130, e.g].

Nevertheless, this construction does not apply to either odd orders or singly-

even orders. In fact, the streamliner that requires each cell to be either blue or

red does not allow to generate DOMSs of order N for any N . 0 (mod 4).

In order to find a construction for singly-even DOMSs (i.e, of order N ≡ 2

(mod 4)), we relax the previous streamliner and also allow a cell (i, j) to take

the value (N + 1 − i) + ( j − 1)N (white cell) or its complement to N2 + 1 (gray

cell). These cell values correspond to counting the cells bottom-up and from

left-to-right, and top-down from right-to-left, respectively. Any solution found

with this new streamliner will only have blue, red, white, or gray cells. This

feature particularly emphasizes the importance of an appropriate visualization,

that allows the user to effectively identify potential patterns in the solutions. In

addition, as suggested in some solutions, we define a streamliner that requires

that the top-left quadrant contains no red cells. Finally, observing the solutions

obtained by combining these streamliners, we also hypothesize that the diago-

nals of the top-left quadrant are monochromatic.
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Although this set of streamliners is not an example of a fully-complete con-

struction for singly-even DOMSs, we believe it provides interesting insights to

solve the diagonally-ordered magic square problem for singly-even orders. In-

deed, while [69] report taking about two days to generate a DOMS of order 18,

we were able, with this set of streamliners, to generate DOMSs of order up to 18

in seconds.

2.8 New Results in Discrepancy Theory

According to the Erdős discrepancy conjecture, for any infinite ±1 sequence,

there exists a homogeneous arithmetic progression of unbounded discrepancy.

In other words, for any ±1 sequence (x1, x2, ...) and a discrepancy C, there exist

integers m and d such that |
∑m

i=1 xi·d| > C. This is an 80-year-old open problem

and recent development proved that this conjecture is true for discrepancies

up to 2. Paul Erdős also conjectured that this property of unbounded discrep-

ancy even holds for the restricted case of completely multiplicative sequences,

namely sequences (x1, x2, ...) where xa·b = xa · xb for any a, b ≥ 1. The longest

such sequence of discrepancy 2 has been proven to be of size 246. In this work,

we prove that any completely multiplicative sequence of size 127, 646 or more

has discrepancy at least 4, proving the Erdős discrepancy conjecture for discrep-

ancy up to 3. In addition, we prove that this bound is tight and increases the

size of the longest known sequence of discrepancy 3 from 17, 000 to 127, 645. Fi-

nally, we provide inductive construction rules as well as streamlining methods

to improve the lower bounds for sequences of higher discrepancies.

45



2.8.1 Introduction

Much like Ramsey theory studies how order must emerge in combinatorial ob-

jects as their size increases, discrepancy theory investigates how deviations from

uniformity necessarily occur. Namely, discrepancy theory addresses the prob-

lem of distributing points uniformly over some geometric object, and studies

how irregularities ineluctably appear in these distributions. For example, this

subfield of combinatorics aims to answer the following question: for a given set

U of n elements, and a finite family S = {S 1, S 2, . . . , S m} of subsets of U, is it pos-

sible to color the elements of U in red or blue, such that the difference between

the number of blue elements and red elements in any subset S i is small?

Important contributions in discrepancy theory include the Beck-Fiala theo-

rem [16] and Spencer’s Theorem [148]. The Beck-Fiala theorem guarantees that

if each element appears at most t times in the sets of S, the elements can be col-

ored so that the imbalance, or discrepancy, is no more than 2t − 1. According to

the Spencer’s theorem, the discrepancy of S grows at most as Ω(
√

n log(2m/n)).

Nevertheless, some important questions remain open. According to Paul

Erdős himself, two of his oldest conjectures relate to the discrepancy of homo-

geneous arithmetic progressions (HAPs) [48]. Namely, a HAP of length k and

of common difference d corresponds to the sequence (d, 2d, . . . , kd). The first

conjecture can be formulated as follows:

Conjecture 1 Let (x1, x2, ...) be an arbitrary ±1 sequence. The discrepancy of x w.r.t.

HAPs must be unbounded, i.e. for any integer C there is an integer m and an integer d

such that |
∑m

i=1 xi·d| > C.
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This problem has been open for over eighty years, as is the weaker form ac-

cording to which one can restrict oneself to completely multiplicative functions.

Namely, f is a completely multiplicative function if f (a · b) = f (a) · f (b) for any

a, b. The second conjecture translates to:

Conjecture 2 Let (x1, x2, ...) be an arbitrary completely multiplicative ±1 sequence.

The discrepancy of x w.r.t. HAPs must be unbounded, i.e. for any integer C there is a

m and a d such that |
∑m

i=1 xi·d| > C.

Hereinafter, when non-ambiguous, we refer to the discrepancy of a sequence

as its discrepancy with respect to homogeneous arithmetic progressions. For-

mally, we denote disc(x) = maxm,d|
∑m

i=1 xi·d|. We denote E1(C) the minimum

length for which any sequence has discrepancy at least C + 1, or equivalently,

one plus the maximum length of a sequence of discrepancy C. Similarly, we de-

fine E2(C) the minimum length for which any completely multiplicative sequence

has discrepancy at least C + 1. 2

C 1 2 3

E1(C) 12 1,161 ≥127,646
E2(C) 10 247 127,646

Table 2.4: Results for the Erdős discrepancy problem. E1(C) (resp. E2(C)) corre-
sponds to the minimum length for which any sequence (resp. com-
pletely multiplicative sequence) has discrepancy C + 1. Bold indicates
contribution of the current work.

A proof or disproof of these conjectures would constitute a major advance-

ment in combinatorial number theory [125]. To date, both conjectures have been

proven to hold for the case C ≤ 2. As illustrated in Table 2.4, the values of

E1(1),E2(1), and E2(2) have been long proven to be 12, 10, and 247 respectively,

2Note that, if Conjecture 1 (resp. Conjecture 2) were to be rejected, E1(C) (resp. E2(C) ) would
correspond to infinity.
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while recent development proved E1(2) = 1161 [95]. Konev and Lisitsa [95] also

provide a new lower bound for E1(3). After 3 days of computation, a SAT solver

was able to find a satisfying assignment for a sequence of length 13, 000. Yet,

it would fail to find a solution of size 14, 000 in over 2 weeks of computation.

They also report a solution of length 17, 000, the longest known sequence of

discrepancy 3.

In this work, we explore streamlining for this problem, an effective com-

binatorial search strategy that exploits regularities in some problem solutions,

beyond the structure of the combinatorial problem itself. Streamlining provides

and exploits structural information about the problem, and we believe that a

sine qua non condition for tackling huge sequences requires deep insights into

the structure of the problem. In addition, streamlining provides a vision for a

broader strategy for solving problems. Overall, we substantially increase the

size of the longest sequence of discrepancy 3, from 17, 000 to 127, 645. In addi-

tion, we prove that E2(3) = 127, 646, making this bound tight, as Plingeling

was able to prove unsat and Lingeling generated an UNSAT proof in DRUP

format [83].

This section is organized as follows. The next subsection formally defines the

Erdős discrepancy problems (for the general case and the multiplicative case)

and presents SAT encodings for both problems. We then investigate streamlined

search techniques to boost the search for lower bounds of these two problems,

and to characterize additional structures that appear in a subset of the solutions.

Furthermore, in a subsequent subsection, we provide construction rules that are

based on these streamliners and allow to generate larger sequences of limited

discrepancy from smaller ones. The last subsection presents the results of these
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approaches.

2.8.2 Problem Formulation

In this section, we first formally define the two conjectures as decision problems

and then propose encodings for these problems.

Definition 8 (EDP1) Given two integers n and C, does there exist a ±1 sequence

(x1, . . . , xn) such that |
∑m

i=1 xi·d| ≤ C for any 1 ≤ d ≤ n,m ≤ n/d.

Konev and Lisitsa [95] provide a SAT encoding for this problem that uses

an automaton accepting any sub-sequence of discrepancy exceeding C. A state

s j of the automaton corresponds to the sum of the input sequence, while the

accepting state sB captures whether the sequence has exceeded the discrepancy

C. A proposition s(m,d)
j is true whenever the automaton is in state

∑m−1
i=1 xi·d after

reading the sequence (xd, . . . , x(m−1)d). Let pi be the proposition corresponding

to xi = +1. A proposition that tracks the state of the automaton for an input

sequence (xd, x2d, . . . , xbn/dcd) can be formulated as:

φ(n,C, d) = s(1,d)
0

n/d∧
m=1

( ∧
−C≤ j<C

(
s(m,d)

j ∧ pid → s(m+1,d)
j+1

)
∧

∧
−C< j≤C

(
s(m,d)

j ∧ pid → s(m+1,d)
j+1

)
∧

(
s(m,d)

C ∧ pid → sB
)
∧(

s(m,d)
−C ∧ pid → sB

))
(2.1)
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In addition, we need to encode that the automaton is in exactly one state at

any point in time. Formally, we define this proposition as:

χ(n,C) =
∧

1≤d≤n/C,1≤m≤n/d

( ∨
−C≤ j≤C

s(i,d)
j ∧

∧
−C≤ j1, j2≤C

(
s(i,d)

j1
∨ s(i,d)

j2

))
(2.2)

Finally, we can encode the Erdős Discrepancy Problem as follows:

EDP1(n,C) : sB ∧ χ(n,C) ∧
n∧

d=1

φ(n,C, d) (2.3)

Furthermore, as the authors of [95], the actual states s(m,d)
j of the automaton

do not require 2C +1 binary variables to represent the 2C +1 values of the states.

Instead, one can modify this formulation and use dlog2(2C + 1)e binary variables

to encode the automaton states.

For the completely multiplicative case, we introduce additional constraints

to capture the multiplicative property of any element of the sequence, i.e. xid =

xixd for any 1 ≤ d ≤ n, 1 ≤ i ≤ n/d. With respect to the boolean variables pi, pd

and pid, such a constraint acts as XNOR gate of input pi and pd and of output

pid. Formally, we denote this propositionM(i, d) and define:

M(i, d) = (pi ∨ pd ∨ pid) ∧ (pi ∨ pd ∨ pid) ∧ (pi ∨ pd ∨ pid) ∧ (pi ∨ pd ∨ pid) (2.4)

Importantly, for completely multiplicative sequences, the discrepancy of the

subsequence (xd, ..., xmd) of length m and common difference d will be the same

as the discrepancy of the subsequence (x1, ..., xm). Indeed , we have |
∑m

i=1 xi·d| =

|
∑m

i=1 xixd| = |xd| · |
∑m

i=1 xi| = |
∑m

i=1 xi|. Therefore, one needs only check that the
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partial sums
∑m

i=1 xi, 1 ≤ m ≤ n never exceed C nor go below −C. Furthermore,

note that a completely multiplicative sequence is entirely characterized by the

values it takes at prime positions, i.e. {xp|p is prime}. In addition, if there exists

a completely multiplicative sequence (x1, ..., xp−1) of discrepancy C with p prime,

then the sequence (x1, ..., xp−1, (−1)
1∑m

i=1 xi≥0) will also be a CMS of discrepancy C.

As a result, E2(C) cannot be a prime number.

Overall, for the completely multiplicative case, we obtain:

EDP2(n,C) : sB ∧ χ(n,C) ∧ φ(n,C, 1)
∧

1≤d≤n,1≤i≤n/d

M(i, d) (2.5)

2.8.3 Streamlined Search

The encoding of EDP1 given in the previous section has successfully led to

prove a tight bound for the case C = 2 [95]. On an Intel Core i5-2500K CPU,

it takes about 800 seconds for Plingeling [23] to find a satisfying assignment

for EDP1(1160, 2) and less than 6 hours for Glucose [8] to generate a proof of

E1(2) = 1, 161. Nevertheless, for the case C = 3, it requires more than 3 days of

computation for Plingeling to find a sequence of size n = 13, 000, and fails to

find a sequence of size 14, 000 in over two weeks of computation.

In this section, in order to improve this lower bound and acquire a better

understanding of the solution space, we explore streamlining techniques that

identifies additional structure occurring in a subset of the solutions. Among the

solutions of a combinatorial problem, there might be solutions that possess reg-

ularities beyond the structure of the combinatorial problem itself. Streamlining

[69] is an effective combinatorial search strategy that exploits these additional

regularities. By intentionally imposing additional structure to a combinatorial
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problem, it focuses the search on a highly structured subspace and triggers in-

creased constraint reasoning and propagation. This search technique is some-

times referred to as “tunneling” [96]. In other words, a streamlined search con-

sists in adding specific desired or observed regularities, such as a partial pattern

that appears in a solution, to the combinatorial solver. These additional reg-

ularities boost the solver that may find more effectively larger solutions that

contain these regularities. If no solution is found, the observed regularities

were likely accidental. Otherwise, one can analyze these new solutions and

suggests new regularities. This methodology has been successfully applied to

find efficient constructions for different combinatorial objects, such as spatially-

balanced Latin squares [107], or graceful double-wheel graphs [108].

When analyzing solutions of EDP1(n, 2) for n ∈ [1, 1160], there is a feature

that visually stands out of the solutions, as illustrated in Figure 2.14. When

looking at a solution as a 2D-matrix with entries in {−,+} and changing the di-

mensions of the matrix (see Fig. 2.14, Left) , there seems to be clear preferred

matrix dimensions (say m-by-p) such that the m rows are mostly identical for

the columns 1 to p − 1, suggesting that xi = xi mod p for 1 ≤ i ≤ p − 1. We denote

period(x, p, t) the streamliner that enforces this observation and define:

period(x, p, t) : xi = xi mod p ∀1 ≤ i ≤ t, i . 0 mod p (2.6)

First, while this observation by itself did not allow to improve the current

best lower bound for E1(3), it led to the formulation of the construction of the

next section. Second, it also led to the re-discovery of the so-called ’improved
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Figure 2.14: First elements of a sequence of length 1160 and of discrepancy
2, illustrating the period (Left) and mult (Right) streamliners.

Walters sequence’ [131], defined as follows:

µ3(i) =



+1, if i is 1 mod 3

−1, if i is 2 mod 3

−µ3(i/3), otherwise.

(2.7)

In the following, we denote walters(x,w) the streamliner imposing that the

first w elements of a sequence x follow the improved Walters sequence, i.e.:

walters(x,w) : xi = µ3(i) ∀1 ≤ i ≤ w (2.8)

One can easily see that the improved Walters sequence is a special case of

the periodic sequence defined previously. Namely, for any sequence x where

walters(x,w) holds true, then we have period(x, 9,w).

Finally, another striking feature of the solutions of EDP1(n, 2) is that they

tend to follow a multiplicative sequence. Interestingly, EDP2 restricts EDP1 to

the special case of multiplicative functions and we observe for the case C = 2

that this restriction substantially impacts the value of the best bound possi-

ble (i.e. E1(2) = 1, 161 whereas E2(2) = 247). Nevertheless, the solutions of

EDP1(n, 2) exhibit a partial multiplicative property (see Fig. 2.14, Right) and we
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define:

mult(x,m, l) : xi·d = xixd ∀2 ≤ d ≤ m, 1 ≤ i ≤ n/d, i ≤ l (2.9)

In the experimental section, we show the speed-ups that are triggered using

these streamliners, and how the best lower bound for EDP1(n, 2) gets greatly

improved.

2.8.4 Construction Rule

In this section, we show how we used insights from the period(x, p, t) streamliner

in order to generate an inductive construction rule for sequences of discrepancy

C from sequences of lower discrepancy.

Consider a sequence x that is periodic of period p, as defined in the previous

section, i.e. period(x, p, |x|) holds true, and is of length n = p ∗ k. Then, the

sequence x can be written as:

x = (y1, y2, . . . , yp−2, yp−1, z1

y1, y2, . . . , yp−2, yp−1, z2

. . .

y1, y2, . . . , yp−2, yp−1, zk) (2.10)

Let C be the discrepancy of z = (z1, z2, ..., zk) and C′ the discrepancy of

(y1, ..., yp−1). Given that
∑m

i=1 xip =
∑m

i=1 zi for any 1 ≤ m ≤ k, we have disc(x) ≥ C.

Note that if x was completely multiplicative, then it would hold disc(x) = C. We

study the general case where x is not necessarily multiplicative, and investigate

the conditions under which disc(x) is guaranteed to be less or equal to C + C′.
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For a given common difference d and length m, we consider the subsequence

(xd, x2d, ..., xmd). Let q =
p

gcd(d,p) . Given the definition 2.10 of x, we have:

(xd, x2d, ..., xmd) = (yd mod p, y2d mod p, ..., y(q−1)d mod p, zq, (2.11)

yd mod p, y2d mod p, ..., y(q−1)d mod p, z2q, (2.12)

yd mod p, ...) (2.13)

Note that if p divides d or d divides p, this subsequence becomes

(zq, z2q, ..., zqm) and is of discrepancy at most C. As a result, a sufficient condition

for x to be of discrepancy at most C + C′ is to have yd mod p, y2d mod p, ..., y(q−1)d mod p

of discrepancy C′ and summing to 0. We say that such a sequence has a discrep-

ancy mod p of C′. Formally, we define the problem of finding such sequences

as follows:

Definition 9 (Discrepancy mod p) Given two integers p and C′, does there exist a

±1 sequence (y1, . . . , yp−1) such that:

|

m∑
i=1

yi·d mod p| ≤ C′, ∀1 ≤ d ≤ n,m <
p

gcd(d, p)
(2.14)

p
gcd(d,p)−1∑

i=1

yi·d mod p = 0, ∀1 ≤ d ≤ n (2.15)

Notice that, given the equation 2.15, p should be odd for such a sequence to

exist.

We encode this problem as a Constraint Satisfaction Problem (CSP) in a nat-

ural way from the problem definition. We provide the experimental results in

the next section.
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2.8.5 Results

All experiments were run on a Linux (version 2.6.18) cluster where each node

has an Intel Xeon Processor X5670, with dual-CPU, hex-core @2.93GHz, 12M

Cache, 48GB RAM. Unless otherwise noted, the results were obtained using the

parallel SAT solver Plingeling, version ats1 for the SAT encodings, and us-

ing IBM ILOG CPLEX CP Optimizer, release 12.5.1 for the CP encodings.

First, we evaluate the proposed streamliners for the two problems. Table 2.5

reports the length of the sequences that were successfully generated, as well as

the computation time. The first clear observation is that, for EDP1, the stream-

lined search based on the partial multiplicative property significantly boosts

the search and allows to generate solutions that appear to be out of reach of the

standard search approach. For example, while it takes about 10 days to find

a solution of length 13, 900 without streamliners, the streamlined search gener-

ates a substantially-large satisfying assignment of size 31, 500 in about 15 hours.

Next, we study streamliners that were used for EDP2, i.e. partially imposing the

walters sequence. The results clearly show the speed up triggered by the com-

bination of the new encoding for EDP2 with the walters streamliners. Interest-

ingly, the longest walters sequence of discrepancy 3 is of size 819. Nevertheless,

one can successfully impose the first 800 elements of the walters sequence and

still expand it to a sequence of length 108, 000. Furthermore, when imposing

walters(730), it takes less than 1 hour and an half to find a satisfying assign-

ment for a sequence of size 127, 645. Moreover, without additional streamliners,

it takes about 60 hours to prove unsat for the case 127, 646 and allows us to

prove that this bound is tight. Indeed, the solver generates a DRUP proof of ap-

proximately 29GB and DRAT-trim, an independent satisfiability proof checker
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[83, 163], verifies the 88 million lemmas of the proof in about 45 hours.

Encoding Streamliners Size of sequence Runtime (in sec)

EDP1

- 13,000 286,247
- 13,500 560,663
- 13,900 770,122

mult(120,2000) 15,600 4,535
mult(150,2000) 18,800 8,744
mult(200,1000) 23,900 12,608

mult(700,10000) 27,000 45,773
mult(700,20000) 31,500 51,144

EDP2

walters(800) 81,000 1,364
walters(800) 108,000 4,333
walters(700) 112,000 5,459
walters(730) 127,645 4,501

Table 2.5: Solution runtimes of searches with and without streamliners. The
streamlined search leads to new lower bounds for the 2 EDP problems.

In terms of the inductive construction described in the previous section, we

can generate sequences whose discrepancy mod p is 1, for p in 1, 3, 5, 7, and

9, while it also generates sequences of discrepancy mod p equal to 2 for p in

11, 13, 15, 17, 25, 27, 45, and 81. Overall, this proves that one can take any se-

quence x of length |x| and discrepancy C and generate one of length 9|x| and

of discrepancy C + 1, or of length 81|x| and of discrepancy C + 2. As a re-

sult, this provides a new bound for the case of discrepancy 4, and proves

E1(4) > 9 ∗ 127645 = 1, 148, 805. Interestingly, such a long sequence suggests

that the proof of the Erdős conjecture for C > 3 may require additional insights

and analytical proof, beyond the approach proposed in this work.
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2.9 Conclusions

We have introduced a general framework for discovering efficient, constructive

procedures for generating classes of complex combinatorial objects. The frame-

work integrates, in an iterative approach, streamlined constraint search with a

human computation component to identify possible patterns in solutions.

We demonstrated the effectiveness of our proposal with the discovery of

two efficient constructive procedures for generating arbitrarily large spatially

balanced Latin squares. No such procedures were known before. We also used

the framework to provide a new lower-bound for weak Schur numbers.

We provide the first constructive procedure for generating graceful labeling

for arbitrary large double-wheel graphs. No such procedure was previously

known and the largest double-wheel graph known to admit a graceful labeling

was of size 24. We also used the same framework to provide a polynomial time

construction for diagonally-ordered magic squares.

We addressed the Erdős discrepancy problem for general sequences as well

as for completely multiplicative sequences. We adapt a SAT encoding previ-

ously proposed and investigate streamlining methods to speed up the solving

time and understand additional structures that occur in some solutions. Over-

all, we substantially improve the best known lower bound for discrepancy 3

from 17, 001 to 127, 646. In addition, we prove that this bound is tight, as evi-

denced by the unsat proof generated by Lingeling and confirmed by the proof

checker DRAT-trim. Finally, we propose construction rules to inductively gen-

erate longer sequences of limited discrepancy.
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Our framework opens up a new avenue for discovering constructive pro-

cedures for a range of challenge problems in combinatorics, finite algebra, and

related areas. More generally, the integration of combinatorial reasoning and

human computation techniques is an exciting research direction. We are also

combining this approach with machine learning techniques for mathematical

and scientific discovery. The integration of combinatorial reasoning and human

computation methods is an exciting research direction, and future avenues in-

clude, for example, crowdsourcing the identification of patterns within a pool

of solutions.

59



CHAPTER 3

CROWDSOURCING BACKDOORS IN MATERIALS DISCOVERY

3.1 Introduction

In this chapter, we explore how human computation insights can be key to iden-

tifying so-called backdoor variables in combinatorial optimization problems.

Backdoor variables can be used to obtain dramatic speed-ups in combinatorial

search. Our approach leverages the complementary strength of human input,

based on a visual identification of problem structure, crowdsourcing, and the

power of combinatorial solvers to exploit complex constraints. We describe our

work in the context of the domain of materials discovery. The motivation for

considering the materials discovery domain comes from the fact that new ma-

terials can provide solutions for key challenges in sustainability, e.g., in energy,

new catalysts for more efficient fuel cell technology.

Motivating Application The discovery of new advanced materials has made

possible recent technological inventions, from silicon circuits and batteries to

solar and fuel cells. As underlined by the Materials Genome Initiative [128, 164],

accelerating the discovery and deployment cycle of new advanced materials

is essential to improving human welfare and to achieving sustainable, clean

energy.

While most inter-metallic compounds or oxides involving up to two ele-

ments have now been studied, it only represents a very small fraction of all

possible materials that can be obtained by mixing three elements or more, and
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by varying the synthesis conditions (e.g. temperature and pressure). Out of bil-

lions of candidate materials, there are potentially thousands of materials with

interesting physical properties, such as conductivity, light absorbency or cat-

alytic properties, that remain to be uncovered.

The field of materials discovery requires a deep understanding of the under-

lying crystallographic process that governs a material formation. Experts in ma-

terials science have developed elaborate deposition processes to efficiently cre-

ate so-called composition libraries in a high-throughput regime [75, 151, e.g.].

For example, the High-Throughput Experimentation research program at the

Joint Center for Artificial Photosynthesis (JCAP) is capable, at full capacity, of

outputting about one million materials a day. Once synthesized, the promis-

ing composition libraries need to be characterized using X-ray diffraction and

X-ray fluorescence [32, 74, 156] in order to map the composition and structure

of a library. This data collection step requires an X-ray source such as a syn-

chrotron, where the experimentation cost amounts to about $1M for a week of

data collection.

Nevertheless, as the data collection reaches a high-throughput regime, the

bottleneck of the discovery cycle becomes the data interpretation itself. In-

deed, this task remains a laborious manual inspection that relies on materials

scientists expertise. The goal of this work is to encourage computer scientists to

propose new computational methods for this data interpretation, by providing

synthetic and real data, as well as a problem description and evaluation metrics

that transcend materials science research.

This work is in collaboration with two major research centers in materials

science. The High-Throughput Experimentation research program at JCAP fo-
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cuses on automated, high-throughput discovery of materials that can act as light

absorbers or catalysts for solar-fuel generation, in collaboration with the Stan-

ford Synchrotron Radiation Lightsource. The Energy Materials Center at Cor-

nell (emc2) aims at improving energy conversion and storage by understanding

and exploiting fundamental properties of materials, and conducts experiments

at the Cornell High Energy Synchrotron Source (CHESS).

There are several existing sources of tabulated X-ray diffraction data from

crystallographic studies of materials. Both the National Institute of Standards

and Technology [20] and the International Centre for Diffraction Data offer li-

braries [1] characterizing hundreds of thousands of individual inorganic crys-

talline compounds, including X-ray patterns. These libraries can be useful for

matching experimental data to previously measured compounds, however they

are not suitable for developing methods to analyze composition spreads involv-

ing mixtures of compounds and solid solutions. The Materials Project [89] and

the aflowlib.org repository [38] also provide data characterizing inorganic

crystalline materials, as well as phase map information, derived using ab-initio

and other simulation methods. However, these simulate only low-temperature

synthesis, and have limited capabilities to describe solid solutions.

Overview of Approaches In the following sections, we present approaches

to address this important problem in materials science, namely approaches

based on Constraint Programming (CP), clustering, Satisfiability Modulo Theo-

ries (SMT), Combinatorial Factor Decomposition and human computation.
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3.2 Constraint Reasoning and Kernel Clustering for Pattern

Decomposition With Scaling

Motivated by an important and challenging task encountered in material dis-

covery, we consider the problem of finding K basis patterns of numbers that

jointly compose N observed patterns while enforcing additional spatial and scal-

ing constraints. We propose a Constraint Programming (CP) model which cap-

tures the exact problem structure yet fails to scale in the presence of noisy data

about the patterns. We alleviate this issue by employing Machine Learning (ML)

techniques, namely kernel methods and clustering, to decompose the problem

into smaller ones based on a global data-driven view, and then stitch the par-

tial solutions together using a global CP model. Combining the complementary

strengths of CP and ML techniques yields a more accurate and scalable method

than the few found in the literature for this complex problem.

3.2.1 Introduction

Consider a setting where our goal is to infer properties of a system by observing

patterns of numbers (e.g., discretized waveforms, locations of peak intensities in

a signal, etc.) at N sample points. Suppose these N patterns are a combination of

K unobserved basis patterns. The pattern decomposition problem seeks to identify,

given patterns at the N sample points as input, K basis patterns that generate

the observed patterns and which of these basis patterns appear at any given

sample point. The sample points are often embedded in the Euclidean space,

enforcing a constraint that points near each other should generally be explained
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by a similar subset of patterns (except for a few transition boundaries).

Variants of this problem arise in a number of scenarios. For example, in the

well-known cocktail party problem, the observed patterns are mixtures of voices

of people as recorded by various microphones and the task is to decompose the

signal at each microphone into the voices of individuals – the basis patterns –

contributing to that signal. The microphones observe a spatial correlation, in

the sense that if person’s voice is heard at a microphone, it is likely that it is also

heard at a neighboring microphone but not at a far away one.

Problems such as these fall under the category of source separation problems.

Typically, purely data-driven methods are used for these, relying heavily on pat-

tern recognition from a global analysis of the available data. A limitation of this

approach, however, is that it makes it very difficult to enforce hard constraints.

While one may argue that the spatial and other requirements in problems such

as the cocktail party problem are somewhat “soft”, the setting we consider in

this work is motivated by a materials science problem that imposes hard con-

straints dictated by physics. When solving this problem, even slight deviation

from the requirements of the underlying physics makes “solutions” meaning-

less. Moreover, in this setting, observed patterns are allowed to be superposi-

tions of basis patterns stretched by a small multiplicative scaling factor, leading

to what we call the Decomposition Problem With Scaling. This problem generalizes

a known NP-complete problem, namely, the Set Basis Problem [149].

Faced with the challenge of handling hard constraints and scaling factors,

we propose a Constraint Programming (CP) approach to solve our variant of

the pattern decomposition problem. Our CP formulation captures the desired

constraints in a detailed and exact fashion. However, as expected, it does not
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scale well with problem size once we introduce errors and noise in the input

data. To alleviate this issue, we turn to Machine Learning (ML) and use kernel-

based clustering as a way to guide the CP solver by creating multiple smaller

sub-problems within its reach. After solving these smaller sub-problems with

CP, we take a step back and combine the multiple partial solutions into a con-

sistent global solution, using the original, global CP model.

Our contributions include bringing this intriguing and challenging problem

to the CP community, providing a CP model for it, and enhancing the global

scalability of the model while preserving local accuracy by exploiting ML meth-

ods for designing a divide-and-conquer approach. Using data from our material

discovery application as a testbed, we demonstrate that the proposed hybrid

ML-CP approach yields more accurate and meaningful solutions than existing,

mostly data-driven approaches.

Pattern Decomposition for Materials Discovery

The particular variant of the pattern decomposition problem considered here is

motivated by an important application in the area of material discovery. Specif-

ically, a detailed analysis of libraries of inorganic materials has become an in-

creasingly useful technique in this line of work, as evident from the number and

variety of recently published methods for combinatorial materials research [e.g.,

11, 132]. These libraries can be screened for a desired property, providing an un-

derstanding of the underlying material system. This is an important direction

in computational sustainability [68], and aims to achieve the best possible use of

our available material resources.
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A fundamental property of inorganic materials is their crystallographic

phase, and thus creating a “phase map” of an inorganic library across various

compositions is a key aspect of combinatorial materials science. Often, correla-

tions between the phase map and other material properties provide important

insights into the behavior of the material system. For example, a recent study of

a Platinum-Tantalum library revealed an important correlation between crystal-

lographic phase and improved catalytic activity for fuel cell applications [73].

The most common technique for creating such a phase map is to first use

Xray diffraction to generate diffraction patterns (continuous waveforms) for

sample points with different compositions. Inferring the phase map from these

diffraction patterns is then done using a laborious manual inspection. Doing

this automatically, without human interaction, is a long standing problem in

combinatorial crystallography. Several recent algorithms have been proposed

which correctly solve the phase map for limited cases [12, 15, 116, 117]. In 2007,

Long et al. [117] suggested a hierarchical agglomerative clustering (HAC) approach

which aims to cluster the observed patterns that involve the same subset of basis

patterns, but relies on a manual inspection in order to discover the actual basis

patterns. In a follow-up paper, Long et al. [116] applied non-negative matrix fac-

torization (NMF), which approximates (through gradient descent) the observed

diffraction patterns with a linear combination of positive basis patterns. A main

limitation of both approaches lies in the assumption that peaks of a phase will

always appear at the same position and with the same relative intensities in any

pattern. However, the position and intensity of diffraction peaks typically scale

as a function of composition due to chemical alloying. Also, these approaches

are unable to enforce hard constraints such as connectivity requirements.
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Our goal is to take the actual physics behind the crystallographic process

(e.g., the nature of scalings in the patterns and connectivity) into account in

order to design a robust and scalable method for solving this problem in the

presence of experimental noise.

3.2.2 Problem Description

From a computational perspective, we are interested in solving the following

constraint reasoning (and optimization) problem. We will define this problem

over rational numbers, Q, rather than reals as this ensures that the problem is

within NP; if there is a solution, using rational numbers will allow us to com-

pactly represent and verify its correctness. We will refer to a set P ⊆ Q+ of

positive rationals as a pattern over positive rational. For a scaling factor s ∈ Q,

let us define the scaled pattern sP as the pointwise scaled version of the pattern

P, namely, sP = {sp | p ∈ P}.

Informally speaking, the problem is the following. Suppose we are given a

graph over N vertices and, associated with each vertex vi, a pattern Pi consisting

of a finite set of numbers. Given K ≤ N, the goal is to decompose these N

patterns into K patterns that form a “basis” in the following sense: each Pi must

be the union of at most M scaled basis patterns (i.e., scaled versions of at most

M basis patterns must appear at each vertex), and the subgraph formed by the

vertices where the k-th basis pattern appears must be connected.

The problem, illustrated in Figure 3.1, is formally defined as follows:

Definition 10 (Problem: Pattern Decomposition With Scaling) Let
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Figure 3.1: Left: Toy example illustrating Def. 10. Right: Solution for M =

K = 2 and δ = 2

.

• G = (V, E) be an undirected graph with V = {v1, . . . , vN},

• P = {P1, . . . , PN} be a collection of N patterns over a finite set S ⊆ Q+,

• M ≤ K ≤ N be positive integers, and δ ≥ 1 be a rational.

Determine whether there exists a collection B of K basis patterns over S and scaling

factors sik ∈ {0} ∪ [1/δ, δ] for 1 ≤ i ≤ N, 1 ≤ k ≤ K, such that:

(a) ∀i: Pi is the union of scaled basis patterns, i.e., Pi =
⋃K

k=1 sikBk;

(b) ∀i: the number of basis patterns with a non-zero coefficient at vertex vi is at most

M, i.e., |{k | sik > 0}| ≤ M; and

(c) ∀k: the subgraph of G induced by Vk = {vi ∈ V | sik > 0} is connected.

Noisy Data. In practice, one may not have accurate information about the

pattern Pi at each vertex vi. Indeed, in our material discovery application to be

discussed shortly, it is very common for several types of noise to be present in

the patterns provided as input to this problem. For the purposes of this work,

we will assume that there may be false negatives in the N observed patterns, but no

false positives. In other words, our models will be designed to tolerate missing

elements in patterns, by relaxing the first condition in the problem definition to

Pi ⊆
⋃

k sikBk rather than requiring a strict equality. Note that this relaxation
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severely limits the propagation that a constraint enforcing this condition might

be able to perform, as we can no longer remove an element from a candidate

basis pattern Bk even if that element (appropriately scaled) does not appear in

the observed pattern Pi. We will discuss this issue in more detail in Section 3.

Further, we will make the assumption that for every basic pattern, there is at

least one recurrent element that is not missing in every observed pattern involving

this basic pattern. This assumption is often quite realistic in many applications

where elements of a pattern are, for example, locations of peaks in a waveform.

Indeed, even though the highest peak of a given basic pattern might not be

observed as the highest one in each pattern where it appears, it is quite unlikely

to completely disappear due to noise.

Other Dimensions to the Elements of a Pattern. Depending on the par-

ticular application under consideration, the elements of a pattern may have as-

sociated with them other dimensions as well that an algorithm may be able to

exploit. E.g., when elements correspond to “locations” of peaks in a waveform,

they naturally have height and width of the corresponding peaks associated with

them as well. We will use these additional dimensions, specifically height, in

the material discovery application experiments in order to control the amount

of tolerable error. The machine learning part of our hybrid method will also ex-

ploit height and width indirectly when computing the similarity between pat-

terns.
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Figure 3.2: Left: Pictorial depiction of the problem, showing 29 sample
locations each corresponding to a composition and associated
with an observed x-ray diffraction pattern. The green, blue,
yellow, and red colored regions denote pure phase regions.
Also shown are two mixed regions, formed by the overlap of
α + β and γ + δ. Right: Multiplicative shift in waveforms as
one moves from one point to an adjacent one; waveforms are
shown stacked up vertically to highlight the shift.

Motivating Application: Phase Identification in Materials

A combinatorial method for discovering new materials involves sputtering

three metals (or oxides) onto a silicon wafer, resulting in a so-called thin film.

The goal is to identify structural regions in thin films. Any location on a thin

film corresponds to a crystal with a particular composition of the three sput-

tered metals (or oxides); a number of such locations are sampled during exper-

imentation, as shown with black dots in Figure 3.2. The structural information

of this crystal lattice is usually characterized by its x-ray diffraction pattern –

a continuous waveform obtained by electromagnetic radiation. The resulting

diffraction pattern associated with each location represents the intensity of the

electromagnetic waves as a function of the scattering angle of radiation (see Fig-

ure 3.2).

The pattern observed at any location is often a superposition of a number

of basis patterns, known as phases, possibly stretched by a small multiplicative
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scaling factor; the shifts are depicted in the right panel of Figure 3.2 where ad-

jacent lines correspond to waveforms observed at adjacent locations. In other

words, a thin film involves a small number of basic crystallographic phases,

and the crystal corresponding to each sampled location lies either in a pure re-

gion comprising of just one phase, or a mixed region made from a superposition

of multiple, possibly stretched phases (e.g., the waveform shown in the middle

of the left panel of Figure 3.2 is the superposition of the ones shown above and

below it).

Given the diffraction patterns at N sampled locations, the problem is to com-

pute the most likely phase map, i.e., the set of phases that are involved at any

location of the thin film and in which proportion. A sub-problem, often con-

sidered in the literature [e.g., 117], is to cluster the sampled locations such that

locations in each cluster are superpositions of the same subset of phases.

When three metals are used for this experiment, the result is referred to as a

ternary diagram. A physical constraint in a ternary diagram is that independent

of the total number of phases present, the number of phases that may appear at

any given location is at most 3. Furthermore, if 3 phases do appear at a location,

then it does not leave any degree of freedom for the aforementioned shifts to

happen, i.e., only pure regions or mixed regions comprising 2 phases exhibit

shifting.

We can cast this problem as the Pattern Decomposition With Scaling prob-

lem discussed earlier, with an additional constraint enforcing scaling factors to

be precisely 1 when 3 phases appear at a location. The idea is to pre-process

these x-ray diffraction patterns by performing peak detection, for which reliable

techniques are available in the context of materials science. This results in a fi-
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nite set of scattering angles – a pattern in our earlier notation – at which peaks

are observed at a given sampled location. Specifically, N is the number of sam-

pled locations, G is obtained by Delaunay triangulation over the sampled points

based on their given x-y coordinates on the thin film, P is the set of such pat-

terns associated with each location, M = 3, δ is typically 1.15 (i.e., allowing shifts

by a maximum scaling factor of 15%), K is the number of underlying phases or

basis patterns we are interested in discovering. Without loss of generality, we

fix S to be the set of all scattering angles (i.e., pattern elements) at which a peak

is observed in the sampled locations.

In general, the goal from a material discovery perspective is two-fold: ex-

plain the diffraction patterns observed at the N locations with the fewest num-

ber K of phases, while also minimizing the error resulting from missing peaks

and other noise in the data. We will assume for the purposes of this work that

although we might miss some peaks (i.e., false negatives), the scattering angle

where we do observe a peak is accurate (i.e., no false positives). Given the small

range of K in reality (typically 5-8), we will take K to be a parameter of the prob-

lem and attempt to minimize error introduced due to missing peaks. As a prac-

tically relevant objective function, we use the sum of the estimated heights of missing

peaks. Note that “heights” and “peaks” are not part of the formal definition of

the satisfaction problem, Pattern Decomposition With Scaling. Nonetheless, this

data is readily available for this material discovery application and we use it to

enhance the problem with a realistic objective function. In fact, when discussing

the machine learning part to boost scalability, we will use for computing “simi-

larity” between locations not only the scattering angles where peaks appear but

also a discretized version of the complete waveforms.
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NP-Completeness

In order to prove that the Pattern Decomposition With Scaling problem as de-

fined above is NP-hard, we simplify it in three steps to what is called the Set

Basis Problem, which is known to be NP-complete. First, let M = K, i.e., allow

the K basis patterns to appear at any vertex. Second, let the underlying graph

G be a clique, thereby trivially satisfying the third condition in the problem def-

inition (subgraph connectivity). Finally, let δ = 1, thereby forcing all scaling

factors si j to be either 0 or 1. With these three modification steps, our problem

simplifies to what is known in the literature as the Set Basis Problem, defined as

follows and known to be NP-complete [149]:

Definition 11 (Set Basis Problem [149]) Given a collection P = {P1, . . . , PN} of N

subsets of S and an integer K satisfying 2 ≤ K ≤ N, is there a collection B of K subsets

of S such that for all 1 ≤ i ≤ N there exist Bi ⊆ B such that Pi = ∪B∈Bi B?

To see that the Pattern Decomposition With Scaling problem is within NP,

we observe that given a candidate solution to the problem, namely a collection

B of K subsets of S and scaling factors sik ∈ Q for 1 ≤ i ≤ N, 1 ≤ k ≤ K, one

can easily verify in polynomial time that all requirements of the problem are

satisfied. Note that defining the problem over Q rather than the reals ensures

that if an instance has a solution, then there is also one with all sik ∈ Q, allowing

succinct representation and efficient verification of a candidate solution.

Together, these imply that this problem is NP-complete.
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3.2.3 A Constraint Programming Formulation

We first describe a CP formulation of this problem assuming no errors, i.e., no

missing elements in patterns nor experimental noise in the element value. A

natural way to encode this problem is to have one variable for each element of

each of the N patterns indicating which of the K basic patterns “explains” this

element. This formulation, however, results in too many variables and also fails

to account for overlaps, i.e., that an element of an observed pattern may in fact

be explained by multiple basic patterns (since we take the union of basic patterns

in the problem definition). An alternative formulation can try to analyze the N

given patterns to identify which elements are shared between neighboring ver-

tices of G, and use this as a basis for creating basis patterns. This formulation

too results in too many variables and constraints. We present below a formula-

tion that proved to be the most successful. This formulation explicitly uses the

underlying basis patterns as the central variables, and merges sets of large num-

bers of constraints into global ones in order to reduce memory consumption.

In a preprocessing step, we compute the set ri j as Pi normalized by its jth

element. For example, if P5 corresponds to {1, 2, 4}, then r5,2 becomes {1/2, 1, 2}.

Variables. We model whether a basis pattern k is present in a pattern Pi using

a decision variable pki. According to the assumption mentioned in Section 2, there

is at least one element of any basis pattern that appears in all sample points in

which this basis pattern is present. As a result, if we use this element as a nor-

malizing one, the set of elements of this basis pattern becomes the same in all of

these sample points. We represent the normalizing element of basis pattern k in

sample point Pi as pki, whose domain is {0, 1, ..., |Pi|} and where value 0 denotes
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that basis pattern k is not present in pattern Pi. Furthermore, auxiliary Boolean

variable aki indicates whether basis pattern k appears in Pi while auxiliary set vari-

able qk represents the normalized elements of pattern k and initially ranges over

all possible scaled elements. The domain representation used for the qik vari-

ables is the classical subset-bound, yet more advanced representations ([see eg.

65, 79]) might further enhance the model.

Constraints. We first express the relationship between the auxiliary variables

aki and the decision variables pki as follows:

(aki = 0) ⇐⇒ (pki = 0) ∀ 1 ≤ k ≤ K, 1 ≤ i ≤ n (3.1)

At this point, we can directly enforce that a pattern has to be composed of at

least one basis pattern, and at most M:

1 ≤
K∑

s=1

asi ≤ M ∀ 1 ≤ i ≤ n (3.2)

Next, anytime a pattern Pi involves a particular basis pattern k, every element

of k has to match one of the normalized elements of Pi. Formally:

(pki = j)⇒ (qk ⊆ ri j) ∀ 1 ≤ k ≤ K, 1 ≤ i ≤ n, 1 ≤ j ≤ |Pi| (3.3)

Nonetheless, in order to fully determine qk from the pki’s, we require that all

elements of a pattern appear in one of the basis patterns that compose this point.

First, if a pattern is made of only one basis pattern, their elements should be

identical, up to a scaling factor. It means that if pki is set to be equal to j, then ri j

also has to be a subset of qk. Second, if a pattern Pi is made of two basic patterns

k and k′, then every element of Pi has to appear in qk or in q′k, when normalized

by their respective scaling factor. The first case translates into:

(pki = j ∧
K∑

s=1

asi = 1)⇒ (ri j ⊆ qk) ∀ 1 ≤ k ≤ K, 1 ≤ i ≤ n, 1 ≤ j ≤ |Pi| (3.4)

while the second one entails the following equation:

(pki = j ∧ pk′i = j′ ∧
K∑

s=1

asi = 2)⇒
(
member(ri j[ j′′], qk) ∨ member(ri j′ [ j′′], qk′ )

)
∀ 1 ≤ k, k′ ≤ K, 1 ≤ i ≤ n, 1 ≤ j, j′, j′′ ≤ |Pi| (3.5)

75



Similarly, we derive constraints for points that are made of g basis patterns,

where 3 ≤ g ≤ M. Then, we guarantee that the scaling factors of a basis pattern

belong to a valid range. For two patterns to be composed of the same basis pat-

tern, these constraints require that the two respective normalizing elements are

not too far apart in the pattern. This step relies as well on a preprocessing step

of the data, in order to compute the relative distances and to post the required

constraints. For a given δ ≥ 1, we consider that this preprocessing step yields a

set Φ = {(i, j, i′, j′) | Pi[ j]
P′i [ j′] < 1/δ ∨ Pi[ j]

P′i [ j′] > δ, i < i′} of pairs of elements that do not

satisfy this property (typically δ ≤ 1.15). It yields:

(pki = j)⇒ (pki′ , j′) ∀ 1 ≤ k ≤ K, (i, j, i′, j′) ∈ Φ (3.6)

Finally, we implement a special-purpose global constraint, called basisPattern-

Connectivity which maintains the set of basis patterns in every connected com-

ponent. Formally, if aki1 = 1 and akit = 1, then there exists an undirected path

i1 → i2 · · · → it such that akiu = 1 for all 1 ≤ u ≤ t. We could perform propagation

based on component and bridge information [see 85, 133], however in practice

this extra filtering does not seem to justify the added overhead for our partic-

ular problem setting. Instead we simply make sure that the aforementioned

statement is not violated. We define this constraint as:

basisPatternConnectivity({aki|1 ≤ i ≤ n}) ∀ 1 ≤ k ≤ K (3.7)

During search, the branching variables are the pkis. The variable ordering using

an arbitrary BFS on G to statically order the vertices vi, and dynamically select k

such that a neighbor of vi has set its phase k, proved to be the most successful.

Symmetry Breaking. In order to break symmetries, we systematically assign

either an already existing basis pattern or the lowest one available. This means

that for example, given the three basis patterns q1, q2 and q3, and considering

a new pattern Pi, the variables p5,i, ..., pK,i must be assigned value 0. This is

reminiscent, for example, of work on the Steel Mill Slab Design [80].
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Handling Errors and Noisy Data

In order to handle missing elements, we adapt constraints (3) to allow for ele-

ments of qk not to appear in Pi, even if the sample point Pi involves basis pattern

k. Therefore, the propagation of constraints (3) gets weaker, as we can no longer

filter out an element of qk that is anomalously missing from a sample point (see

following section). Also, to avoid a trivial solution in which all possible ele-

ments belong to qk, we introduce an optimization objective that aims to mini-

mize either the overall number of missing elements or the overall relative im-

portance of the missing elements. The importance of an element is application

specific, and in the case of our motivating application, a natural way to penal-

ize for a missing peak is to consider its inferred height: the higher the missing

peak, the worse the solution. Finally, note that handling missing elements does

not affect constraints (4) nor (5), as we do not allow for false positives.

Also, in order to account for noise, we introduce a precision value that repre-

sents how far off an observed value can be from its true one. Thus, in constraints

(3) to (5), when checking whether an element belongs to a set, we use this preci-

sion to assess whether the element appears as a slightly different value.

Limitations of the Pure CP Approach: Scaling

Although this CP model captures the details of the problem very well, it scales

very poorly – especially when errors are introduced in the data in terms of miss-

ing peaks. In Table 3.1, we show the running time of the CP model on (small)

instances of various sizes from our material discovery application. Experiments

were conducted using IBM ILOG CP Solver version 6.5 deployed on 3.8 GHz In-
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Table 3.1: Scaling of the pure CP model, without errors (pure) and with errors. Rows: num. of unknown basic
patterns. Cols: num. of observed patterns. Timeout 1,200 sec.

N = 10 N = 15 N = 18 N = 28 N = 219

pure errors pure errors pure errors pure errors pure errors

K′ = 0 0.0 0.0 0.0 0.0 0.0 0.1 0.0 0.1 1.1 3.5

K′ = 1 0.0 0.1 0.0 0.1 0.0 0.3 0.1 0.4 115.3 343.2

K′ = 2 0.0 0.2 0.0 0.3 1.0 — 1.4 — — —

K′ = 3 0.5 717.3 0.5 — 384.8 — 276.0 — — —

K′ = 4 668.5 — 824.2 — — — — — — —

K′ = 5 — — — — — — — — — —

tel Xeon machines with 2GB memory running Linux 2.6.9-22.ELsmp. The time

limit used was 1,200 seconds. The observed patterns in each of these instances

can, in reality, be explained by K = 6 basic patterns. We create simpler versions

of the problem by fixing some of these basic patterns as a partial solution, leav-

ing K′ ∈ {0, 1, . . . , 6} unknown basic patterns, for each of which we have a row

in the table (K′ = 6 is omitted as all instances timed out in this case). As we see,

for all N, the instances go from being solvable in a fraction of a second to not

solvable in 20 minutes extremely fast. Moreover, when errors are introduced in

the form of missing peaks, the scaling behavior becomes worse. Finally, even

with a very small problem size such a N = 10 and the ideal case of no errors, we

cannot solve for all 6 (or even 5) basic patterns. It becomes evident that we need

a methodology that can allow us to scale to instances of realistic sizes (e.g., over

100 patterns and with K′ = 6). This will be the subject of the rest of this section.
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3.2.4 Boosting Scalability: Exploiting Kernel-Based Clustering

to Guide the CP Formulation

The CP approach discussed thus far attempts to accurately solve the full prob-

lem under certain assumptions and, as we saw, fails to scale up to instance sizes

of interest as soon as errors are introduced. We discuss in this section how we

can leverage ideas from machine learning (ML), specifically kernel-based simi-

larity measures and clustering, in order to make the problem solving task easier

for the CP formulation. This integration of the two approaches is inspired by

their complementary strengths: While CP techniques are excellent at enforcing

detailed constraints at a local level, data-driven ML methods are more robust to

noise and good at recognizing global patterns of similarity.

The integration uses the following 4-step “divide-and-conquer” process:

i. use kernel methods to analyze the patterns Pi at a global scale in order to

compute a robust similarity measure between pairs of patterns;

ii. use clustering with this similarity measure to “over-segment” the N vertices

into J clusters and choose a set V ( j) of vertices associated with each cluster

based on their distance to the cluster centroid; the vertices in these V ( j) are

expected to be explained by the same subset of basis patterns;

iii. solve the CP formulation, without the connectivity constraint, on the sub-

graph induced by the vertices in each V ( j) to obtain a partial solution defined

by a collection of basis patterns B( j) each of size at most M; and

iv. glue the basis patterns B( j) found for the J sub-problems together using a

global CP formulation in order to obtain the full set B of K basis patterns.
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Kernels as Robust Similarity Measures

Assuming D is an upper bound on the number of elements in each input pat-

tern, we will think of the N input patterns as the input dataset X ∈ QN×D where

each of the N patterns is represented by its D “features” in the D-dimensional

space. One can model rich, non-linear relationships between the D base features

by instead representing the N patterns in a much larger feature space, one of di-

mension L � D. Thus, instead of modeling non-linear relationships directly in

D dimensions, one achieves the same effect more easily by still modeling lin-

ear relationships but in a much higher dimensional space, using an expanded

feature representation φ(X) ∈ QN×L.

The problem, of course, is that explicitly constructing this L-dimensional

space and working in it can be computationally prohibitive. Kernel methods

solve this issue by allowing us to directly model the desired inner product, i.e.,

the “similarity” measure, 〈φ(X),φ(X)〉, and reduce the dimensionality we must

deal with while leaving open, in principle, the possibility of even an infinite-

dimensional underlying feature expansion (L = ∞). Note that this inner product

computation results in the construction of a symmetric positive semi-definite

N × N matrix, independent of the dimension L of the much expanded feature

space. This matrix is known as the kernel.

Typically used generic kernel functions include the linear or cosine kernel

xT
i x j, the polynomial kernel (xT

i x j + 1)k of degree k, and the Gaussian or radial

basis function (RBF) kernel exp(− ||xi−x j ||
2

2σ2 ). Two specific material-discovery char-

acteristics, however, pose a big challenge when computing similarity between

x-ray diffraction waveforms – the inherent peak shifts (with multiplicative scal-

ing) and varying peak intensity or height levels. This is especially true in cases
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where the presence of small peaks indicates a novel phase and the existence of

a new crystal structure. In order to address this we propose to use the dynamic

time warping technique [140] to construct a global alignment kernel. Such a ker-

nel was recently used successfully in the context of Bayesian classification [40].

The idea is to construct a kernel from minimum-cost alignment of two sequences

xi, x j based on DTW: kDTW(xi, x j) = exp
(
−
||ci − c j||

2

2σ2

)
where ci is the ith row of the

minimum-cost alignment matrix. We refer the reader to [40] for further details.

Clustering and Sample Selection

Having constructed the kernel matrix capturing similarity between the patterns

at the N vertices of our underlying graph G, we now seek to create small subsets

V ( j), 1 ≤ j ≤ J, of the vertices such that all vertices within each V ( j) are the unions

of the same subset of basis patterns, scaled appropriately. The sub-problems in-

duced by these small subsets will be passed on to the CP model to be solved

exactly to discover the basic patterns appearing in each of these subsets. There-

fore, we would ideally like these subsets to be small enough to be solvable by

the CP model, and at the same time large enough so that if there is shifting

involved, the corresponding scaling factor can be recovered by the CP model.

To this end, we use k-means algorithm [24] with multiple initializations (cen-

troids of clusters) and the Euclidean distance d(ki,k j) =
(∑N

n=1

(
kin − k jn

)2 )1/2 as

metric. We over-segment the kernel by choosing a large number of clusters

when performing k-means. The final proposed vertices, V ( j), are chosen from

within each cluster based on their proximity to the cluster centroid.
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Scaling CP: Solving Sub-Problems and Fusing Solutions

Assuming the vertices of V ( j) are the unions of the same subset of basis patterns,

we know by definition of the problem that at most M basis patterns compose all

the patterns of these vertices. Therefore, this is in fact a pattern decomposition

problem with scaling by itself, where N = |V ( j)| and K = M. If this subproblem is

within the reach of the CP model (cf. Section 3.2), then we will have uncovered

M of the initial K basis patterns. Otherwise, or if our previous assumption about

the vertices of V ( j) turns out to be wrong, the CP model will simply not be able

to solve the instance, and will then consider the next cluster of points. Hence,

every cluster may provide up to M basis patterns and contribute to a pool of

basis patterns. After taking care of redundancy within this pool (which, is in

the worst case, exponential in M), the pool is made of at most K basis patterns,

and is used to initialize the basis patterns of the global CP model, thus typically

becoming a much simpler problem (again, cf. Section 3.2).

3.2.5 Empirical Validation

In order to evaluate the performance of the hybrid method described above,

we use our material discovery application as the testbed. As discussed in Sec-

tion 3.2.3, the pure CP approach suffers from very poor scaling. On the other

end, data-driven approaches such as non-negative matrix factorization (NMF)

used in the literature [116] for such problems suffer, as we will show, from low

accuracy – to the point that “solutions” found by them for material discovery

instances can be meaningless. Our hybrid method avoids both of these extreme

kinds of failures, in scaling and in accuracy.

82



Figure 3.3: Ternary system composed of Al, Li, and Fe.

Instance Generation. We use the same underlying known phase map for

the Al-Li-Fe system [1] that was used for the instances discussed in Section 3.2.3.

Specifically, this is a ternary system composed of 6 phases or basis patterns,

α, β, γ, δ, ε, and ζ; see Figure 3.3 for a pictorial depiction. These 6 phases appear

together at various locations in the “triangle” in different combinations to gen-

erate 7 mixed regions, such as {α, δ}, {α, γ, δ}, etc. Recall that each location in the

ternary diagram corresponds to a certain composition of the three constituent

elements, in this case Al, Li, and Fe and these compositions can be sampled at

various granularities. For the rest of this section, we will focus on a realistic

instance size, 219, and a smaller instance size, 91.

For these instances, we generated synthetic x-ray diffraction data by start-

ing with known diffraction patterns of constituent phases from the JCPDS

database [1] with parameters reflecting those of a recently developed combina-

torial crystallography technique [72]. This diffraction data was then converted

into a set of peaks to generate discrete patterns with typically 20-30 peaks. The

effect of experimental noise on the inability to detect low-intensity peaks was
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Figure 3.4: DTW-Gaussian kernel as a similarity measure. Left: N = 91.
Right: N = 219.

simulated by the random removal of Gaussian peaks from the synthetic data

with probability proportional to the square of the inverse peak height. The total

heights of the peaks removed was provided as a parameter for instance gener-

ation. This noise model intends to legitimately reflect not only the true under-

lying physics (e.g., overlapping peaks), but also experimental imperfections of

the thin film on which the metals/oxides are sputtered during experimentation.

Results. All experiments were conducted on the same machine and using

the same CP solver as in Section 3.2.3. We first used the DTW-Gaussian kernel

as a measure of similarity between sampled locations. Figure 3.4 depicts the

resulting similarity matrix for N = 91 and 219; the latter is admittedly hard

to understand visually because of too fine a granularity. A point (x, y) in this

symmetric matrix is depicted as white if x and y are deemed to be similar, and

0 otherwise; e.g., the main diagonal, representing (x, x) similarity, is white. A

similarity matrix such as this is generally considered to be good if areas within

it have clear rectangular boundaries, thus identifying small groups of points

that are similar to each other but different from the rest of the points. Compared

84



Figure 3.5: Results: appearance (white) or not (black) of the 6 phases un-
derlying the Al-Li-Fe system. Top: the true values. Middle:
phases found by our hybrid method. Bottom: phases found by
the competing NMF approach.

to other standard kernels, we found this DTW-Gaussian kernel to perform the

best.

Starting with this kernel as the similarity measure, we used k-means cluster-

ing to obtain 50 clusters and asked for 4 points closest to the resulting cluster

centroids to generate 50 very small sub-problems for the CP model. Note that

these 50 sub-problems are not necessarily disjoint. We then solved each sub-

problem with a corresponding CP model (without the connectivity constraint,

as mentioned earlier), each of which was either easily solved (average 0.4 sec)

when feasible or discarded after 30 seconds if no solution was found in that

time. Note that we need to solve a sub-problem this way first for M = 1 and

then for M = 2, which takes 60 seconds in the worst case. When solved, each

of them identified 1 or 2 basic patterns or phases; recall that the sub-problem

data is insufficient to distinguish between 1 and 3 basic patterns. In the final

‘global’ phase, we used these partial solutions to initialize a full CP model of

the complete instance as discussed in Section 3.2.4.

The resulting 6 basic patterns found by the hybrid model are depicted in

Figure 3.5, where the spread of each basis pattern over the composition space
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appears in white. The top line shows the true answer, which we know from the

construction of the instance. The middle row shows the result as produced by

our hybrid method. We observe that this solution is extremely close to the true

answer in each one of the 6 basic patterns, except for some noise at the bound-

aries, and it translates into a precision/recall performance across all sampled

points, averaged over individual phases of 77.4% / 84.2%.

The bottom row shows the results obtained by the NMF approach recently

proposed for this problem. Comparatively, it results in a precision/recall perfor-

mance of 39.5% / 77.9%. We see that this “solution” is in fact nowhere close to

the true answer. Moreover, it violates the hard constraints imposed by physics,

such as connectivity (violated for patterns β and ζ) and no more than 3 basis

patterns appearing at any location (violated essentially everywhere). This high-

lights the inability of purely data-driven approaches to effectively deal with

hard constraints – a clear strength of CP based approaches.

On the instance with fewer locations (91), we also obtained similar results

(and faster) but we omit them here due to lack of space.

3.2.6 Conclusion

We explored the use of CP techniques to solve a challenging and interesting

problem studied for the most part by researchers in data-driven sub-fields of

computer science, or by application domain experts such as physicists in the

case of our motivating application — a deeper understanding and discovery of

new materials. Our CP model captures the details of the Pattern Decomposition

With Scaling problem much better than, say, a matrix factorization or clustering
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approach, but at the high expense of poor scaling. We therefore introduce a

hybrid model that avoids the pitfalls of CP and ML individually, and results in

meaningful solutions respecting hard constraints while preserving scalability.

3.3 Satisfiability Modulo Theories

In combinatorial materials discovery, one searches for new materials with desir-

able properties by obtaining measurements on hundreds of samples in a single

high-throughput batch experiment. As manual data analysis is becoming more

and more impractical, there is a growing need to develop new techniques to au-

tomatically analyze and interpret such data. We describe a novel approach to

the phase map identification problem where we integrate domain-specific sci-

entific background knowledge about the physical and chemical properties of

the materials into an SMT reasoning framework. We evaluate the performance

of our method on realistic synthetic measurements, and we show that it pro-

vides accurate and physically meaningful interpretations of the data, even in

the presence of artificially added noise.

3.3.1 Introduction

In recent years, we have witnessed an unprecedented growth in data generation

rates in many fields of science [78]. For instance, in combinatorial materials dis-

covery, one searches for materials with new desirable properties by obtaining

measurements on hundreds of samples in a single batch experiment [66, 123].

These are referred to as ‘high-throughput’ experiments, and are common to
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many other fields such as molecular biology or astronomy, where there is a need

to optimize the data throughput of high-cost equipment [4]. As manual data

analysis is becoming more and more impractical, there is a growing need to de-

velop new techniques to automatically analyze and interpret such vast amount

of data for important trends and results. Modern statistical machine learning

and data-mining approaches have been quite effective in extracting relevant in-

formation from the ever increasing streams of raw digital data. However, in sci-

entific data analysis, there is a large amount of rather complex domain-specific

background knowledge that needs to be taken into account, such as the physical

and chemical properties of the materials in the combinatorial materials discov-

ery domain.

In this section, we describe a novel approach to the phase map identification

problem, a key step towards understanding the properties of new materials cre-

ated and examined using the combinatorial materials discovery method. The

process of identifying a phase map has been traditionally carried out manu-

ally by domain-experts, but a completely automatic solution for the phase map

identification problem would open the way for even more automation in the

combinatorial approach pipeline. Further, a scalable and reliable automatic data

interpretation procedure would allow us to analyze larger datasets that go be-

yond the capabilities of human experts.

In our approach, we integrate domain-specific scientific background knowl-

edge about the physical and chemical properties of the materials into an SMT

reasoning framework based on linear arithmetic. The problem has a hybrid na-

ture, with continuous measurement data, discrete decision variables and com-

binatorial constraints at the same time. We show that using our novel encoding,
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state-of-the-art SMT solvers can automatically analyze large synthetic datasets,

and generate interpretations that are physically meaningful and very accurate,

even in the presence of artificially added noise. Moreover, our approach scales

to realistic-sized problem instances, outperforming a previous approach based

on Constraint Programming and a set-variables encoding [101]. Further, we

show that SMT solving outperforms both Constraint Programming and Mixed

Integer Programming translations of our SMT formulation. This suggests that

the improvements come from the SMT solving procedure rather than from the

new arithmetic-based encoding, opening a novel application area for SMT solv-

ing technology beyond the traditional verification domains [22, 27].

We see this work as a first step towards using automated reasoning technol-

ogy to aid the scientific discovery process. While several aspects of our method

are specific to the materials discovery application, the approach we take to sci-

entific data analysis is general. Given the flexibility and reasoning power of

modern day SMT solvers, we expect to see more applications of this technology

to other fields of science.

3.3.2 Combinatorial Materials Discovery

The combinatorial method is a general experimentation setting where many

simultaneous experiments are performed and analyzed in batch at each step.

This experimental methodology is intended to speed up the scientific discov-

ery process, and is becoming common in a number of areas, including catalyst

discovery, drug discovery, polymer optimization, and chemical synthesis. For

example, new catalysts have been discovered 10 to 30 times faster using the
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combinatorial approach rather than conventional methodology [66, 123]. This

is an important research direction in the field of Computational Sustainability,

for instance because new materials with improved catalytic activity can be used

for fuel cell applications [73].

In this section, we consider a combinatorial materials discovery approach

called composition-spread, that has been recently applied with success to speed

up the discovery of new catalysts [155]. In the composition spread approach,

three metals (or oxides) are sputtered onto a silicon wafer using guns pointed at

three distinct locations, resulting in a so-called thin film. Different locations on

the silicon wafer correspond to different concentrations of the sputtered materi-

als, depending on their distance from the gunpoints. During experimentation,

a number of locations (samples) on the thin film are examined using an x-ray

diffraction technique, obtaining a diffraction pattern for each sampled point that

gives the intensity of the electromagnetic waves as a function of the scattering

angle of radiation. The observed diffraction pattern is closely related to the un-

derlying crystal structure, which provides important insights into chemical and

physical properties of the corresponding composite material.

A key step towards understanding the chemical and physical properties of

the composite materials on a thin film is to obtain a so-called phase map, that

is used to identify regions of the silicon wafer that share the same underlying

crystal structure (see Figure 3.7 for an example). Intuitively, the idea is that the

different diffraction patterns observed across the thin film can all be explained

as combinations of a small number (typically, less than 6) of diffraction patterns

called basis patterns or phases. Finding the phase map corresponds to identifying

these basis patterns and their location on the silicon wafer. This is a challeng-
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ing task because we only observe combinations of the basis patterns, and the

measurements are affected by noise. Furthermore, due to a fairly complicated

physical process dealing with the expansion of crystals on the lattice, basis pat-

terns can appear scaled (contracted to a smaller or larger frequency range), and

they must satisfy a number of physical constraints (for instance, basis patterns

must appear in contiguous locations on the thin film and there is a maximum

number of basis patterns that can appear in each sample diffraction pattern).

Phase map identification

Formally, we are given P diffraction patterns D0, · · · ,DP−1, one for each of the P

points sampled on the thin film, where each vector Di = (d0,i, · · · , dB−1,i) ∈ (R≥0)B

represents the intensity of the electromagnetic waves for a fixed set of B scatter-

ing angles of radiation. The sample points are embedded into a graph G, such

that there is a vertex for every point and edges connect points that are close on

the thin film (for instance, based on Delaunay triangulation). Given a norm || · ||

(for instance, an L∞ norm), we want to find K basis patterns B0, · · · ,BK−1 where

Bi ∈ (R≥0)B, coefficients ai, j ∈ R and scaling factors si, j ∈ R for i = 0, · · · , P − 1,

j = 0, · · · ,K − 1 that minimize

P−1∑
i=0

||Di −
∑

ai, jS
(
B j, si, j

)
|| (3.8)

where S (·) is an operator modeling the scaling phenomena (see below), and the

coefficients ai, j must satisfy

ai, j ≥ 0 i = 0, · · · , P − 1, j = 0, · · · ,K − 1

|{ j|ai, j > 0}| ≤ M i = 0, · · · , P − 1
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Figure 3.6: Left: Pictorial depiction of the problem, showing a set of sam-
pled points on a thin film. Each sample corresponds to a differ-
ent composition, and has an associated measured x-ray diffrac-
tion pattern. Colors correspond to different combinations of
the basis patterns α, β, γ, δ. On the right: Scaling (shifting) of
the diffraction patterns as one moves from one point to a neigh-
boring one.

that is, they are non-negative and no more than M basis patterns can be used

to explain a point i. Furthermore, the subgraph induced by {i|ai, j > 0} must be

connected for j = 0, · · · ,K − 1 (so that the basis patterns appear in contiguous

locations on the thin film). The scaling operator S (·) models the potential expan-

sion of the crystals on the lattice. Specifically, a peak appearing at scattering

angle a in the k-th basis pattern might appear respectively at scattering angles

sp,k · a and sp′,k · a at points p, p′ of the silicon wafer because of the scaling effect.

For each basis pattern k, the corresponding scaling coefficients si,k must be con-

tinuous and monotonic as a function of the corresponding location i on the thin

film. Further, the presence of 3 or more basis patterns in the same point prevents

any significant expansion of the crystals, and therefore scalings do not occur.

Notice that this formulation is closely related to a principal component anal-

ysis (PCA) of the data, but includes additional constraints needed to ensure

that the solution is physically meaningful, such as the non-negativity of eigen-

vectors, connectivity, and phase usage limitations.

92



3.3.3 Prior Work

There have been several attempts to automate the phase map identification pro-

cess. Most of the solutions in the literature are based on unsupervised ma-

chine learning techniques, such as clustering and non-negative matrix factor-

ization [116, 117]. While these approaches are quite effective at extracting infor-

mation from large amounts of noisy data, their major limitation is that it is hard

to enforce the physical constraints of the problem at the same time. As a re-

sult, the interpretations obtained with these techniques are often not physically

meaningful, for instance because regions corresponding to some basis patterns

are not connected [101].

To address these limitations, in [101] they used a Constraint Programming

approach to enforce the constraints on the phase maps, defining a new problem

called Pattern Decomposition with Scaling. They propose an encoding based on

set variables, but the main limitation of their work is that current state-of-the-

art CP solvers cannot scale to realistic size instances (e.g., with at least 40 sample

points). To overcome this limitation, the authors used a heuristic preprocessing

step based on clustering to fix the value of certain variables before attempting to

solve the problem. While the solutions they found are empirically shown to be

accurate, their strategy cannot provide any guarantee because it only explores

part of the search space.

Our approach is similar to the one proposed in [101], but in this work we

introduce a novel SMT encoding based on arithmetic to formulate the phase

map identification problem. The SMT formalism nicely captures the hybrid na-

ture of the problem, which involves discrete decision variables and continuous

measurement data at the same time. Furthermore, we show that the ability to
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reason at the level of arithmetic operations of SMT solvers allows our approach

to scale to instances of realistic size without need for Machine Learning-based

heuristics.

3.3.4 SMT-Aided Phase Map Identification

In our first attempt to model the phase map identification problem, we con-

structed an SMT-based model where we described the entire spectrum of all

the unknown basis patterns B0, · · · ,BK−1. However, this approach requires too

many variables to obtain a sufficiently fine-grained description of the diffrac-

tion patterns, and ultimately leads to instances that cannot be solved using cur-

rent state-of-the art solvers. We therefore use the same approach presented in

[101], and we preprocess the diffraction patterns D0, · · · ,DP−1 using a peak de-

tection algorithm, extracting the locations of the peaks Q(p) in the x-ray diffrac-

tion pattern of each point p (see Figure 3.6). This is justified by the nature of the

diffraction patterns, as constructive interference of the scattered x-rays occurs

at specific angles (thus creating peaks of intensities) that characterize the under-

lying crystal. Furthermore, matching the locations of the peaks is what human

experts do when they try to manually solve these problems.

Given the sets of observed peaks {Q(p)}P−1
p=0 extracted from the measured

diffraction patterns D0, · · · ,DP−1, our goal is to find a set of peaks {Ek}
K−1
k=0 for

the K basis patterns that can explain the observed sets of peaks {Q(p)}P−1
p=0 . The

new variables {Ek}
K−1
k=0 therefore replace the original variables B0, · · · ,BK−1 in the

problem described earlier in Section 2. For each peak c ∈ Q(p) we want to have
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at least one peak e ∈ Ek that can explain it, i.e.

∀c ∈ Q(p)∃e ∈ Ek s.t.
(
ap,k > 0 ∧ |c − sp,k · e| ≤ ε

)
where ε is a parameter that depends on how accurate the peak-detection algo-

rithm is. Notice that we match the location of the peak, which can be measured

accurately, but not its intensity, which can be very noisy. At the same time, we

want to limit the number of missing peaks, i.e. peaks that should appear be-

cause they belong to some basis pattern but have not actually been measured.

Therefore, instead of optimizing the objective in equation (3.8), we consider an

approximation given by

P−1∑
p=0

K−1∑
k=0

1[ap,k>0]
∑
e∈Ek

1[∀c∈Q(p),|c−sp,k ·e|>ε]

that gives the total number of missing peaks. All the other constraints of the

problem previously introduced are not affected and still need to be satisfied.

Note that we can avoid the use of expensive non-linear arithmetic by using a

logarithmic scale for the x-ray data, so that multiplicative scalings become lin-

ear operations. We refer to these effects (corresponding to the scalings in the

original problem formulation) as shifts. For each point, we therefore define a set

A(p) = {log q, q ∈ Q(p)} of peak positions in log-scale and similarly we represent

the positions of the peaks of the basis patterns using the same logarithmic scale.

After a preliminary investigation where we evaluated the performance of

real-valued arithmetic, we decided to discretize the problem and use Integer

variables to represent peak locations (with a user-defined discretization step).

Since the diffraction data is measured using digital sensors, there is no actual

loss of information if we use a small enough discretization step, and it signif-

icantly improves the efficiency of the solvers. In the resulting SMT model we

therefore use a quantifier-free linear integer arithmetic theory.
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Model Parameters

Let P be the number of sampled points on the thin film. We define L as the max-

imum number of peaks per point, i.e. L = maxp |Ap|. Based on the observed

patterns, we precompute an upper and lower bound emax and emin for the po-

sitions of the peaks: emax = maxp maxa∈A(p) a, emin = minp mina∈A(p) a. There are

also a number of user-defined parameters. K is the total maximum number of

basis patterns used to explain the observed diffraction patterns, while M is the

maximum number of basis patterns that can appear in any point p. ε is a tol-

erance level such that two peaks within an interval of size 2ε are considered to

be overlapping. εS is a bound on the maximum allowed difference in the shifts

of neighboring locations on the thin film, while S max is a bound on the maxi-

mum possible shift. Furthermore, the user specifies a parameter T which gives

a bound on the total number of peaks that should appear because they belong to

some basis pattern but have not actually been measured (we will refer to them

as missing peaks).

Variables

We use a set of Boolean variables

rp,k, p = 0, · · · , P − 1, k = 0, · · · ,K − 1

96



where rp,k = TRUE means that phase (basis pattern) k appears in point p (i.e.,

ap,k > 0). We also have the following Integer variables:

ek,`, k = 0, · · · ,K − 1, ` = 0, · · · , L − 1

S p,k, p = 0, · · · , P − 1, k = 0, · · · ,K − 1

Ip,k, p = 0, · · · , P − 1, k = 0, · · · ,K − 1

tp, p = 0, · · · , P − 1

where ek,` represents the position of the `-th peak of the k-th basis pattern. S p,k

represents the shift of the k-th basis pattern at point p. The variables Ip,k are

redundant and used to count the number of phases used at point p. The vari-

ables tp represent the number of unexplained peaks at point p, i.e. the number

of missing peaks at point p. These are peaks that should appear according to

the values of {rp,k}
K−1
k=0 , {ek,`}

L−1
`=0 , and {S p,k}

K−1
k=0 , but are not present, i.e. they do not

belong to Q(p).

Constraints

The variables Ip,k are Integer indicators for the Boolean variables rp,k that must

satisfy

0 ≤ Ip,k ≤ 1 k = 0, · · · ,K − 1, p = 0, · · · , P − 1

rp,k ⇔ (Ip,k = 1) k = 0, · · · ,K − 1, p = 0, · · · , P − 1

Peak locations ek,` in the basis patterns are bounded by what we observe in the

x-ray diffraction pattern:

emin ≤ ek,` ≤ emax, k = 0, · · · ,K − 1, ` = 0, · · · , L − 1
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Shifts are bounded by the maximum allowed shift, and can be assumed to be

non-negative without loss of generality:

0 ≤ S p,k ≤ S max, k = 0, · · · ,K − 1, p = 0, · · · , P − 1

Every peak a ∈ A(p) appearing at point p must be explained by at least one peak

belonging to one phase k, which can appear shifted by S p,k:

K−1∨
k=0

L−1∨
`=0

(
rp,k ∧

(
|ek,` + S p,k − a| ≤ ε

) )
∀p,∀a ∈ A(p)

Inequalities involving the absolute value of an expression of the form |e| < c

where c is a positive constant are encoded as (e < c) ∧ (e > −c).

If a phase k is chosen for point p (i.e., rp,k = TRUE), then most of the peaks

ek,0, · · · , ek,L−1 should belong to Q(p). We count the number of missing peaks as

follows:

tp =

K−1∑
k=0

L−1∑
`=0

IT E(rp,k ∧ ¬

 ∨
a∈A(p)

(
|ek,` + S p,k − a| ≤ ε

) , 1, 0),∀p

where IT E is an if-then-else expression. Here we assume that each phase con-

tains at least one peak, but since peaks can be overlapping (e.g., ek,` = ek,`+1) a

basis pattern is allowed to contain less than L distinct peaks.

Missing Peaks Bound We limit the number of total missing peaks (across all

points p) with the user-defined parameter T

P−1∑
p=0

tp ≤ T

Intuitively, the smaller T is, the better an interpretation of the data.
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Phase Usage There is a bound M on the total number of phases that can be

used to explain the peaks observed at any location p:
K−1∑
k=0

Ip,k ≤ M, p = 0, · · · , P − 1

For instance, when three metals or oxides are used to obtain the thin film, we

have a ternary system, where no more than three phases can appear in each point

p, that is M = 3.

Shift Continuity Phase shifting is a continuous process over the thin film. We

therefore have the following constraint:

|S p,k − S p′,k| < εS ,∀p,∀p′ ∈ N(p)

where N(p) is the set of neighbors of p according to the connectivity graph G

(i.e., points that lie close to p on the thin film).

Shift Monotonicity LetD = (d0, · · · , dt) where di ∈ {0, · · · , P − 1} be a sequence

of points that lie in a straight line on the thin film. Shifting is a monotonic

process, i.e. it must satisfy the following constraint t−1∧
i=0

(
S di,k ≥ S di+1,k

) ∨  t−1∧
i=0

(
S di,k ≤ S di+1,k

) , k = 0, · · · ,K − 1

Since points are usually collected on a grid lattice on the silicon wafer, we en-

force shift monotonicity on the lines forming the grid.

Ternary Phases Shift Ternary phases (where 3 basis patterns are used) are not

affected by shifting:K−1∑
k=0

Ip,k = 3

 ∧ K−1∧
k=0

(
rp,k ⇔ rp′,k

)⇒ (
S p,k = S p′,k

)
,∀p,∀p′ ∈ N(p)

where N(p) is the set of neighbors of p.
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Connectivity Constraint Each of the basis patterns must be connected. For-

mally, for every pair of points p, p′ such that rp,k ∧ rp′,k, there must exist a path P

from p to p′ such that r j,k = TRUE for all j ∈ P. Since it would require too many

constraints, we use a lazy approach to enforce connectivity. If we find a solution

where a basis pattern k is not connected, i.e. there exists p, p′ such that rp,k ∧ rp′,k

but there is no path P with p, p′ as endpoints such that r j,k = TRUE for all j ∈ P,

then we consider the smallest cut C between p and p′ such that r j,k = FALS E for

all j ∈ C and we add a new constraint

(
rp,k ∧ rp′,k

)
⇒

∨
c∈C

rc,k

Symmetry Breaking Without loss of generality, we can impose an ordering on

the peak locations within every phase k:

ek,` ≤ ek,`+1, ` = 0, · · · , L − 2, k = 0, · · · ,K − 1

Furthermore, notice that the problem is symmetric with respect to permutations

of the phase indexes k = 0, · · · ,K − 1. We therefore enforce an ordering on the

way phases are assigned to points

∧K−1
k=1

(
r0,k ⇒ r0,k−1

)
· · ·∧K−1

j=1

((∧Y
i=0 ¬ri, j

)
⇒

∧K−1
k= j

(
rY+1,k ⇒ rY+1,k−1

))
where we set Y = 4.
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3.3.5 Experimental Results

We evaluate the performance of our approach on a benchmark set of synthetic

instances for which the ground truth is known (namely, what the true basis pat-

terns are and how they are combined to form the observed diffraction patterns).

All the systems we consider are ternary, where three metals are combined, so

that M is set to 3 in the entire experimental section. For all experiments, two

peaks are considered to be overlapping if they are within 1% of each other, and

the maximum allowed shift is 15%.

We compare our SMT-based approach with the Constraint Programming

based solution presented in [101]. Since their CP-based formulation does not

scale to realistic-sized instances, they integrate a Machine Learning based com-

ponent to simplify the problem that the CP solver needs to solve to improve

scalability. Note that by doing this they lose the completeness of the search,

because they only explore a subtree (suggested by the ML part) of the original

search space. In contrast, our approach scales to instances of realistic size (with

over 40 points) without need for the ML component. Note however that if de-

sired, the ML heuristic component could be easily integrated with our method.

Synthetic Data We consider the known Al-Li-Fe system [1] previously used

in [101], represented with a ternary diagram in Figure 3.7. A ternary diagram is

a simplex where each point corresponds to a different concentration of the three

constituent elements, in this case Al, Li, and Fe. The composition of a point

depends on its distance from the corners. For a fixed value of the parameter

P, synthetic instances are generated by sampling P points in the ternary dia-

gram, each corresponding to different concentrations of the three constituent

101



elements. For each point, synthetic x-ray diffraction patters are generated start-

ing from known diffraction patterns of the constituent phases (taken from the

JCPDS database [1]), that are combined according to the concentrations of the

elements in that point. A peak detection algorithm is then used to generate a

discrete set of peaks.

We first consider a set of instances without any noise, for which we have the

exact location of all the peaks for every sample (the maximum number of peaks

per sample is L = 12), without any outlier or missing peak. Starting from the

diffraction patterns and the corresponding peaks, we generate the correspond-

ing instance using the formulation described in the previous section, encoded

in the SMTLibV2 language [13]. In this case, we set K = 6, the true number of

underlying unknown basis patterns, and we try to recover a solution with T = 0

missing peaks. We also consider a set of simplified instances, where we fix some

of the six unknown basis patterns to their true values. We solved these instances

on a 3 Ghz Intel Core2Duo machine running Windows, using the SMT solvers

Z3 [41] and MathSAT5 [76]. However, MathSAT is significantly slower (for in-

stance, it takes over 50 minutes to solve a small instance with P = 10 points

that Z3 solves in about 15 seconds) and it does not scale to larger problems. We

therefore report only times obtained with Z3.

Running time We compare our method with previous CP-based approach

presented in [101] on the same set of benchmark instances. The runtime for

the CP solver are taken from [101], and were obtained on a comparable 3.8 GHz

Intel Xeon machine. In Table 3.3.5 we show runtime as a function of the in-

stance size P and the number of basis patterns left unknown K′ (e.g., K′ = 3

when the instance has been simplified by fixing three out of the six unknown
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basis patterns).

As we can see from the runtimes reported in Table 3.3.5, our approach based

on SMT and Z3 is always considerably faster, except for the smallest simplified

problems where the difference is in the order of a few seconds. More impor-

tantly, our SMT-based approach shows a significantly improved scaling behav-

ior, and can solve problems of realistic size with 6 unknown phases and over

40 points within an hour. In contrast, the previous CP-based approach can only

solve simplified problems and cannot solve any problem with 6 unknown basis

patterns [101].

Dataset Z3 (s) ILOG Solver (s)
P=10 K’=3 8 0.5

K’=6 12 timeout at 1200
P=15 K’=3 13 0.5

K’=6 20 timeout at 1200
P=18 K’=3 29 384.8

K’=6 125 timeout at 1200
P=29 K’=3 78 276

K’=6 186 timeout at 1200
P=45 K’=6 518 timeout at 1200

Table 3.2: Running time. P is the number of sampled points. K′ is the
number of basis patterns left unknown. e is the number of peaks
removed (simulating measurement errors).

Solving Strategy In order to understand whether the improvement comes

from the new problem encoding (based on integer arithmetic and not on set

variables as the one in [101]) or from the SMT solving strategy, we translated

our arithmetic-based encoding as a Constraint Satisfaction Problem and as a

Mixed Integer Program. As our SMT model combines logical constraints and

linear inequalities exclusively, a Mixed Integer Programming (MIP) approach

is particularly appealing. Indeed, one can fairly naturally translate the logical
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Dataset Precision (%) Recall (%)
P=10, e=0 95.8 100
P=15, e=0 96.6 100
P=18, e=0 97.2 96.6
P=28, e=0 96.1 92.8
P=45, e=0 95.8 91.6
P=15, e=1 96.1 99.6
P=15, e=2 96.3 99.3
P=15, e=3 96.7 99.5
P=15, e=4 95.3 98.9
P=15, e=4 94.8 99.7

Table 3.3: Accuracy. P is the number of sampled points. K′ is the num-
ber of basis patterns left unknown. e is the number of peaks
removed (simulating measurement errors).

constraints of our model, namely ‘Or’, ‘And’, ‘Not’, ‘IfThenElse’, into a system

of linear inequalities by using additional binary variables, and be left with a

MIP formulation. The ability of the MIP to handle continuous variables for both

the peak locations and the shifts, as well as to reason in terms of an objective

function (e.g., the total number of missing peaks) makes it an attractive option.

Nevertheless, the translation of the logical constraints yields a high number of

binary variables (e.g., over 23K binary variables for a synthetic instance with

P = 10), which contrasts with a low total number of continuous variables (about

120 for the same instance) and thus, weakens the potential of the MIP formu-

lation. Empirically, none of the instances could be solved by the MIP formu-

lation within the time limit of one hour. Similarly, we were not able to solve

any of the instances (not even when simplified) obtained from translating our

SMT formulation (symmetry breaking constraints included) to a CSP using the

state-of-the-art IBM ILOG Cplex Solver within one hour. This suggests that

the improvement over CP based solutions is not achieved thanks to the differ-

ent problem encoding, but is due to the SMT solving procedure itself, which is
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stronger in the reasoning part and can handle well the intricate combinatorial

constraints of the problem.

Accuracy We evaluate the accuracy of our method by comparing the solutions

we find (i.e., the phase map given by the values of rp,k for p = 0, · · · , P − 1, k =

0, · · · ,K − 1) with the ground truth in terms of precision/recall scores, reported

in Table 3.3.5. Precision is defined as the fraction of the number of points cor-

rectly identified as belonging to phase k (true positives), over the total number

of points identified as belonging to phase k (true positives + false positives). Re-

call is defined as the fraction of points correctly identified as belonging to phase

k (true positives) over the true number of points belonging to phase k (true pos-

itives + false negatives). These values are obtained by comparing with ground

truth all K! permutations of the phases we obtain, and taking the one with the

smallest number of errors (recall that the problem is symmetric with respect

to permutations of the phase indexes k). Further, the values in Table 3.3.5 are

the precision/recall scores obtained for each single phase k averaged over the

K = 6 phases. The results show that the phase maps we identify are always very

accurate, with precision and recall values always larger than 90%.

Robustness To evaluate the robustness of our method to experimental noise,

we also consider another dataset from [101] where peaks are removed from the

observed diffraction patterns with probability proportional to the square of the

inverse peak height, in order to simulate the fact that low-intensity peaks might

not be detected or they can be discarded by the peak detection algorithm. This

situation is common for real-world instances, where measurements are affected

by noise. We consider instances generated by removing exactly e peaks from the
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Figure 3.7: Phase map for the synthetic Al-Li-Fe system with 45 sampled
points, no errors. Each of the six colored areas represents one of
the basis patterns (α, β, ..., ζ) of the ground truth, while the col-
ored dots correspond to the solution of our SMT model. The
SMT results closely delimit each phase of the ground truth,
which is quantitatively validated by the high precision/recall
score of our approach.

observed diffraction patterns, and we solve them by setting the upper bound T

on the number of missing peaks equal to e. In figure 3.8 we see the median run-

ning time as a function of the number of missing peaks T . This is averaged over

10 instances with P = 15 points, and 20 runs per instance, with a timeout set at

1 hour. As shown in figure 3.8, the problem becomes significantly harder as we

introduce missing peaks, because the constraint on the total number of missing

peaks allowed T becomes less and less effective at pruning the search space as

T grows. However, the median running time appears to increase linearly, and

we are still able to recover a phase map efficiently even for instances affected by

noise.

In table 3.3.5 we show precision recall values for these instances affected by

noise. We see that the phase maps we identify are still very accurate even in

presence of noise, with precision/recall scores over 95%.
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Figure 3.8: Median running time as a function of the bound on the total
number of missing peaks allowed T .

3.3.6 Conclusions

We described a novel approach to the phase map identification problem, a key

step towards automatically understanding the properties of new materials cre-

ated and examined using the composition spread method. In our approach, we

integrate domain-specific scientific background knowledge about the physical

and chemical properties of the materials into an SMT reasoning framework

based on linear arithmetic. Using state-of-the-art SMT solvers, we are able to

automatically analyze large synthetic datasets, generating interpretations that

are physically meaningful and very accurate, even in the presence of artificially

added noise. Moreover, we showed that our solution outperforms in terms of

scalability both Constraint Programming and Mixed Integer Programming ap-

proaches, allowing us to solve instances of realistic size. Our experiments show

a novel application area for SMT technology, where we can exploit its reason-

ing power in a hybrid setting with continuous measurement data and rather

intricate combinatorial constraints.

As there is an ever-growing amount of data in many fields of science, the

grand challenge for computing and information science is how to provide effi-
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cient methods for interpreting such data, a process that generally requires inte-

gration with domain-specific scientific background knowledge. As a first step

towards this goal, in this work we demonstrated the use of automated reasoning

technology to support the scientific data analysis process in materials discovery.

While several aspects of our method are specific to the phase map identification

problem, the approach we take for the data analysis problem is quite general.

Given the flexibility and ever-growing reasoning power of modern day SMT

solvers, we expect to see more applications of this technology to other areas

of scientific exploration that require sophisticated reasoning to interpret experi-

mental data.

3.4 Combinatorial Factor Decomposition

Identifying important components or factors in large amounts of noisy data is

a key problem in machine learning and data mining. Motivated by a pattern

decomposition problem in materials discovery, aimed at discovering new mate-

rials for renewable energy, e.g. for fuel and solar cells, we introduce CombiFD,

a framework for factor based pattern decomposition that allows the incorpora-

tion of a-priori knowledge as constraints, including complex combinatorial con-

straints. In addition, we propose a new pattern decomposition algorithm, called

AMIQO, based on solving a sequence of (mixed-integer) quadratic programs.

Our approach considerably outperforms the state of the art on the materials

discovery problem, scaling to larger datasets and recovering more precise and

physically meaningful decompositions. We also show the effectiveness of our

approach for enforcing background knowledge on other application domains.
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3.4.1 Introduction

The phase map identification presented in the previous sections is effectively a

source separation or spectral unmixing problem [21] where the sources are the k

basic phases (positive signal) and each observation is a positive combination of

these k sources. Therefore, a standard approach from the literature is NMF [116].

Nevertheless, this approach overlooks the physical constraints from the crys-

tal formation. For example, it does not guarantee connectivity of the “phase

regions” in the phase map, nor can it handle basis patterns that are slightly

changing (“shifting”) as the crystal lattice constants change. To obtain physi-

cally meaningful decompositions, researchers [49, 105] have looked at constraint

programming formulations that can incorporate all the necessary constraints.

The down side of these approaches is that they are fully discrete (they require a

discretization of the data through peak detection) and they cannot directly deal

with continuous measurement data. On the other side of the spectrum with

respect to NMF, the unsupervised nature is lost, and scalability becomes an is-

sue as, for example, in a fully discrete problem there is no notion of gradient

anymore. In addition, these approaches are not robust to the presence of noise

in the data, as noise considerably impacts the efficiency of their filtering and

propagation mechanisms.

In this work, we aim to achieve the best of both worlds by bridging the

previous approaches and providing a new hybrid formulation, where we in-

tegrate additional domain knowledge as additional constraints into the basic

NMF approach. We introduce CombiFD, a novel pattern decomposition frame-

work that allows the specification of very general constraints. These include

constraints used with some matrix factorization and clustering approaches
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(such as non-negativity or partial labeling information) as well as more general

ones that require a richer representation language, powerful enough to cap-

ture more complex, combinatorial dependencies. For example, we show how

to encode complex a-priori scientific domain knowledge by specifying com-

binatorial dependencies on the variables imposed by physical laws. We also

propose a novel solution technique called AMIQO (Alternating Mixed Integer

Quadratic Optimization), that involves the solution of a sequence of (mixed-

integer) quadratic programs. We solve these optimization problems using state-

of-the-art combinatorial optimization techniques. Overall, our constrained fac-

torization algorithm clearly outperforms previous approaches: it scales to large

real world datasets, and recovers physically meaningful and significantly more

accurate interpretations of the data when prior knowledge is taken into account.

3.4.2 Framework

Given n data points ai ∈ Rm, each one represented by an m-dimensional vector

of real-valued features, we represent the input data compactly as a matrix A ∈

Rm×n, each column corresponding to a data point and each row to a feature. In

the context of the phase map identification, A ∈ Rm×n corresponds to the n observed

X-ray diffraction patterns, each of them as a vector of m beam intensity values.

We are interested in low-dimensional representations which can approx-

imate the input data A by identifying its essential components or factors.

Namely, for a given number k of basic phases, we want to approximate A as

A ≈ WH, where W ∈ Rm×k represents k basic phases (or phase patterns) and

H ∈ Rk×n the combination coefficients at each data point. This problem belongs
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to the family of low-rank approximation problems, an important research theme

in machine learning and data mining with numerous applications, including

source separation, denoising, compression, and dimensionality reduction [21].

Low-Rank Approximation

Given a non-negative matrix A ∈ Rm×n and a desired rank k < min(n,m), we

seek matrices W ∈ Rm×k and H ∈ Rk×n, H,W ≥ 0 that give the best low rank

approximation of A, i.e. A ≈ WH. Typically this is formulated as the following

optimization problem:

min
W,H
||A −WH||2 (3.9)

where W ∈ Rm×k is a matrix of basis vectors or patterns and H ∈ Rk×n the coefficient

matrix. The symbol || · ||2 indicates (entry-wise) Frobenius norm.

This basic problem can be solved by the so-called truncated Singular Value

Decomposition (SVD) approach, which produces the best approximation in

terms of squared distance. Furthermore, it can be computed efficiently and ro-

bustly, obtaining a representation where data points can be interpreted as linear

combinations of a small number of basis vectors.

In many applications input data are non-negative, for instance representing

color intensities, word counts or electron counts in our motivating application

domain [152]. The basis vectors computed with an SVD, however, are gener-

ally not guaranteed to be non-negative, and this leads to an undesirable lack of

interpretability. For example, it is not possible to interpret an image as the super-

position of simpler patches, or an X-ray diffraction pattern as the composition of

several basic compounds when obtaining negative values for some of the basis
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vectors or the coefficients. To overcome this limitation, researchers have intro-

duced the Non-negative Matrix Factorization (NMF) approach, which explicitly

enforces non-negativity constraints on the basis vectors and coefficients.

While non-negativity is a very common constraint in many domains, in some

applications we have additional valuable a priori information on the features

(each feature corresponds to a row of A and W). For instance, we might also

know a priori an upper bound on the value of some features, or that two Boolean

features are incompatible, or that non-negativity only holds for a subset of the

features. In particular, in our materials science domain basis vectors (patterns)

correspond to chemical compounds and their underlying crystal structures. A

lot is known about the laws of thermodynamics governing the system, for ex-

ample which compounds can form or cannot form, or properties of the lattice

constants of the crystal structures [49, 105]. While some constraints such as

non-negativity can be individually enforced in some approaches, others such

as connectivity and the complex rules defining shifting basis patterns (see be-

low for details) have not been considered before. To the best of our knowledge,

there is no general factor analysis framework that can handle the combination

of all these constraints. This motivates the definition of the following general

pattern decomposition subject to combinatorial constraints problem.

CombiFD: Pattern Decomposition with Combinatorial Constraints

Given a (general) matrix A ∈ Rm×n and a desired rank k < min(n,m) we seek

matrices W ∈ Rm×k and H ∈ Rk×n that minimize ||A −WH||p where p ∈ {1, 2} and

|| · ||p is an entry-wise norm (e.g. p = 2 corresponds to the Frobenius norm).

Moreover, the factors need to satisfy an additional set of J linear inequality con-
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straints, possibly requiring binary or integer variables. This is formalized as the

following optimization problem:

minimize
W,H,x,b

||A −WH||p = f (W,H)

subject to C[vec(W),vec(H), x, b]T ≤ d

bi ∈ {0, 1}, i ∈ [1,N].

(3.10)

where x ∈ RM is a vector of additional real-valued variables, b is a vector of

N binary variables, d ∈ RJ, C ∈ RJ×(mk+nk+M+N) and vec(·) denotes vectorization

(stacking a matrix into a vector). That is, we have J linear inequalities involving

the entries of W, H, x and b, with coefficients given by C and right-hand side

given by d. As Integer Linear Programming is well known to be NP-complete,

very general constraints can be encoded by appropriately choosing C and d.

These additional (combinatorial) constrains are extremely useful to encode prior

knowledge we might have about the domain. These include non-negativity

(W,H ≥ 0), upper bounds (Wi, j ≤ u), sparsity (see Example 1), semi-supervised

clustering (see Example 2) as well as many others. Other examples of intricate

constraints can be found in the experimental section below.

Example 1: L0 sparsity Suppose we want to explicitly formulate a sparsity

constraint on the coefficient matrix. That is, we want to find W,H such that

A ≈ WH and each column of H has at most S non-zero entries, i.e. ||Hi||0 ≤ S

where Hi is the i-th column of H. For instance, in a topic modeling application

where the basis vectors correspond to topics, this constraint ensures that each

document can have at most S topics. This can be encoded as follows:

min
W,H,b

||A −WH||2

s.t. bi, j ≥ hi, j,
∑

j

hi, j = 1,
∑

i

bi, j ≤ S

bi, j ∈ {0, 1} i ∈ [1, k], j ∈ [1, n]

(3.11)

113



which can be easily rewritten more compactly in the form (3.10) by selecting

appropriate C and d (in this case, M = 0 and N = kn).

Example 2: Semi-Supervised Clustering As an example, in a semi-

supervised clustering problem, we can easily include partial labeling infor-

mation as constraints on H, e.g. enforcing Must-Link or Cannot-Link con-

straints [14, 31, 115]. Suppose we have prior information on PML pairs of data

points ML = {(i1, j1), · · · , (iPML , jPML)} that are known to belong to the same clus-

ter (Must-Link) , and pCL pairs of data points CL = {(i1, j1), · · · , (ipCL , jpCL)} that

are known not to belong to the same cluster (Cannot-Link).We encode this prior

knowledge into our CombiFD framework as follows:

min
W,H,b

||A −WH||2

s.t. W,H ≥ 0,
∑

j
hi, j = 1

bi, j ≥ hi, j, bi, j ∈ {0, 1} i ∈ [1, k], j ∈ [1, n]

bi,is = bi, js i ∈ [1, k], (is, js) ∈ ML

bi,is + bi, js ≤ 1 i ∈ [1, k], (is, js) ∈ CL

(3.12)

Related work

Many low rank approximation schemes are available, including QR decompo-

sition, Independent Component Analysis, truncated Singular Value Decompo-

sition, and Non-negative Matrix Factorization [21].

While these basic methods are unsupervised, there is a growing interest in

incorporating prior knowledge or user guidance into these frameworks [169].

For example, in semi-supervised clustering applications, user guidance is of-

ten given by partial labeling information, which can be incorporated using
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hard constraints [14, 31, 115]. Typical constraints used in this case are Must-

Link and Cannot-Link, which enforce the fact that two data points must or

cannot be in the same cluster, respectively. For example, [87] present an inte-

grated framework for clustering non-homogenous data, and show how to turn

Must-Link and Cannot-Link constraints into dependent and disparate cluster-

ing problems. Recently, researchers have also considered interactive matrix fac-

torization schemes for topic modeling that can take into account user feedback

on the quality of the decomposition [31] (topic refinement, topic merging or

splitting) and semi-supervised NMF with label information as constraints [115].

Constraint clustering [14] is another example of this approach. Alternatively,

regularizations or penalty terms are also used to obtain solutions with certain

desired properties such as sparsity [28, 88], convexity [46], temporal structural

properties and shift invariances [144, 145].

Most of the work in the literature is however confined to a single type of

constraints or simple conjunctions, which limits their usability. With CombiFD,

we propose a new approach for finding a low dimensional approximation of

some data (decomposition into basic patterns) that is able to incorporate not

only existing types of constraints but also more complex logical combinations.

3.4.3 Constrained Factorization Algorithm

Solving the general CombiFD optimization problem (3.10) is challenging for two

reasons. First, the objective function is not convex, hence minimization is diffi-

cult even in the presence of simple non-negativity constraints [21]. Second, we

are allowing a very expressive class of constraints, which can potentially specify
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very complex, intricate dependencies among the variables. Unfortunately, gen-

eral nonconvex mixed-integer non-linear programming has not seen as much

progress as their linear (MILP) and quadratic (MIQP) counterparts, and most

approaches are either application specific or do not scale well. Even in the pres-

ence of simple constraints (as it is the case for NMF), the problem is rarely solved

to optimality and in practice heuristic approaches are used. Yet, simple heuristic

approaches such as multiplicative update rules [111], which is one of the most

widely used algorithms, do not apply to our case due to the integer variables.

Similarly, projected gradient techniques cannot be directly applied here [114].

We thereofore introduce a new approximate technique called AMIQO which ex-

ploits the special structure of the problem and takes full advantage of advanced

MIQP optimization techniques from the OR literature.

To solve the general CombiFD optimization problem (3.10), we introduce

AMIQO (Alternating Mixed Integer Quadratic Optimization) with pseudocode

reported as Algorithm 4. AMIQO is an iterative two-block coordinate descent

procedure enhanced with sophisticated combinatorial optimization techniques

beyond the standard convex optimization methods. In fact, the key advantage

of our CombiFD framework is that for either H or W fixed, problem (3.10) is

a mixed-integer quadratic program.1 Mixed-integer quadratic programs have

been widely studied in the operations research literature, and we can leverage

a wide range of techniques that have been developed and are implemented in

state-of-the-art mixed-integer quadratic programming (MIQP) solvers such as

IBM CPLEX. These integer programs do not have to be solved to optimality, and

it is sufficient to improve the objective function with respect to the factorization

found at the previous step (which is used to warm-start the search). Notice that

1For p = 1, it simplifies to a mixed-integer linear program.
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when there are no binary variables (N = 0), the optimization problems in the

inner loop of AMIQO correspond to standard quadratic programs that can be

solved efficiently, even in the presence of (linear) constraints in the form (3.10),

which are more general than non-negativity. AMIQO is inspired by the seminal

work of Paatero and Tapper who initially proposed the use of a block coordinate

descent procedure for NMF [127], and was later followed upon by a number of

researchers, including an unconstrained least squares version [21], and solu-

tion techniques based on projected gradient descent [114], Quasi-Newton [92],

Active-set [93]. However, our approach is novel in that it uses a mixed integer

solver in each coordinate descent step, and is the only one that can take into ac-

count combinatorial constraints, guaranteeing feasibility of the solution at every

iteration even in the presence of intricate combinatorial constraints.

Find feasible W0,H0, x0, b0 for (3.10) . MIP solver
for j = 0, · · · , t − 1 do

W j+1, x̃ j+1, b̃ j+1 ← arg minW,x,b f (W,H j) s.t. (3.10) and H = H j . MIQP
solver

H j+1, x j+1, b j+1 ← arg minH,x,b f (W j+1,H) s.t. (3.10) and W = W j+1 . MIQP
solver

return W t,Ht

Algorithm 4: AMIQO

We summarize the properties of AMIQO with the following proposition:

Proposition 1 Let W j,H j be as in Algorithm 4. If (3.10) is feasible, the following two

properties hold: 1) For all j, 0 ≤ j ≤ t, the optimization problems in the inner loop of the

algorithm are feasible and (W j,H j, x j, b j) is feasible for (3.10). 2) The objective function

||A −W jH j||p is monotonically non-increasing, i.e. ||A −W jH j||p ≥ ||A −W j+1H j+1||p

Proof 1 The proof is by induction. Suppose (W j,H j, x j, b j) is feasible for (3.10) (the
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base case j = 0 holds by construction). It follows that (3.10) augmented with the

additional constraint H = H j is still feasible, and therefore minW,x,b f (W,H0) subject to

(3.10) and H = H j admits an optimal solution W j+1, x̃ j+1, b̃ j+1. Since W j+1,H j, x̃ j+1, b̃ j+1

is feasible for (3.10), it follows that (3.10) augmented with the additional constraint

W = W j+1 is also feasible. Therefore, minH,x,b f (W j+1,H) subject to (3.10) and W = W j+1

admits an optimal solution H j+1, x j+1, b j+1. It also follows that W j+1,H j+1, x j+1, b j+1

is feasible for (3.10). Finally, since we are optimizing at every step, it follows that

||A −W jH j||p ≥ ||A −W j+1H j||p ≥ ||A −W j+1H j+1||p.

Theorem 3 AMIQO run on CombiFD problem (3.12) with S = 1,ML = CL = ∅ is

equivalent to k-means.

Proof 2 The initial (feasible) values of H0, b0 can be seen as an initial (hard) assignment

of data points to clusters, where data point i belongs to cluster s if b0
s,i = 1. The optimal

solution for minW,b f (W,H j) subject to (3.10) and H = H j is to choose each column

W to be the centroid of the data points assigned to the corresponding cluster by b j at

iteration j, i.e. for each s set the s-th column of W to be ws = 1/(
∑

i bs,i)
∑

aibs,i (non-

negative because the data points are assumed to be non-negative). An optimal solution

for minH,b f (W j+1,H) subject to (3.10) and W = W j+1 can be found by assigning each

data point i to the cluster whose centroid ws is closest to data point ai, i.e. setting

hs∗(i),i = bs∗(i),i = 1 where s∗(i) = arg mins ||ws−ai||2. These operations exactly correspond

to k-means clustering initialized with the hard cluster assignment given by b0.

Although the objective function is monotonically non-increasing, AMIQO is

not guaranteed to converge to a global minimum. This is consistent with the

hardness of problem (3.10). More specifically, the quality of the final solution

found might depend on the initialization of W0 and H0. This issue is common
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to other standard matrix factorization algorithms, and several heuristic initial-

ization schemes have been proposed to mitigate the issue [3]. Nevertheless, in

our experimental evaluation, the initialization did not play a major role, and we

typically converged to the same solution, regardless of the initial conditions.

3.4.4 Experiments – Encoding domain knowledge as additional

constraints

In order to show the generality of our approach, we provide experimental re-

sults on three application domains, with increasingly more complex constraints

capturing a-priori domain knowledge. We start with semi-supervised cluster-

ing with partial labeling information, i.e. simple Must-Link and Cannot-Link

constraints. We then consider another clustering problem, where we include

more complex logical constraints on the features, describing higher-level bio-

logical knowledge. Finally we consider our motivating application: the phase

map identification problem.

Clustering with partial labeling information

NMF has become a popular approach for clustering, with application domains

ranging from document clustering [142] and graph clustering [97] to gene ex-

pression data clustering [152]. Cluster membership is determined by the coef-

ficient matrix H, which reflects how each data point decomposes into the basis

vectors.

There are several ways to obtain hard clustering assignments (binary in-
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dicators) from the coefficient matrix H (real valued). We follow [45] and

normalize the matrix H so that the entries can be interpreted as the poste-

rior probability p(cs|d j) that a data point j belongs to cluster s. Specifically,

we let DW = diag(1T W) and estimate the cluster membership probability as

p(cs|d j) ∝ [DW H]s j. As a result, a data point j is assigned a cluster s∗( j) such

that s∗( j) = argmaxs[DW H]s j.

We consider a semi-supervised clustering task where we assume to have

some prior information on the labels (equivalently, on the cluster assignment) of

a subset of datapoints. Specifically, we assume to have information about pairs

of data points, which should either belong to the same cluster (Must-Link) or

not (Cannot-Link). This information is obtained using standard labeled datasets

from the UCI repository [10] for which a ground truth clustering is known. To

generate various amounts of prior knowledge, we randomly select P pairs of

data points, using their labels to specify a MustLink or a CannotLink constraint.

We compare our CombiFD formulation of the problem (3.12) with two previ-

ous approaches from the literature: CNMF (Constrained NMF) [115] and NMFS

(NMF-based semi supervised clustering) [112]. The first approach is based on

enforcing non combinatorial constraints on H, while the second approach cap-

tures the ML and CL constraints using penalty terms in a modified objective

function which is then approximately minimized using multiplicative updates.

We report in Figure 3.9 the accuracy obtained using these methods as a func-

tion of the amount of supervision, i.e. the number of Must-Link or Cannot-

Link constraints used. Accuracy is defined as in [115] and corresponds to

AC = 1/n ·maxσ
∑k

i=1 |ri ∩ cσi |, where σ : 1..k → 1..k is a bijection mapping clusters

ri to ground-truth classes c j. Namely, each cluster is assigned a label such that
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Figure 3.9: Accuracy as a function of the amount of prior knowledge.
CombiFD (solid blue line) clearly outperforms competing tech-
niques across all levels of supervision (number of constraints).

the labeling best matches the ground truth labels. Note that the accuracy can be

computed efficiently using, for example, the Hungarian algorithm.

Results are averaged over 100 runs. We see that CombiFD significantly out-

performs the competing techniques across all levels of prior knowledge. Intu-

itively, this is because by properly taking into account the combinatorial nature

of the problem, CombiFD can automatically make logically sound inferences

about the data: for example, we can take into account transitive closure (i.e., if

a and b must link, and b and c must link, then a and c must link as well) and

other logical implications. The deeper reasoning power and greater accuracy

provided by AMIQO however involves a small computational overhead, with

a typical runtime in the order of a couple of minutes for AMIQO versus a few

tens of seconds for the competing techniques.

Clustering with more complex prior knowledge

In this experiment, we consider the Zoo dataset from UCI [10]. This is a dataset

of 101 animals, each one represented as a vector of 17 non-negative features (e.g.

whether it has hair or not, whether it has feathers or not, or its number of legs).

There are 7 class labels.
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We solve the clustering problem using our CombiFD approach (3.10), where

we enforce non-negativity as well as additional constraints capturing some

well known biological facts. Specifically, we enforce the following constraints

on the basis vectors using our CombiFD framework: ¬(HasMilk ∧ HasEggs),

HasFeathers→ HasEggs, and ¬(HasFeathers∧HasHair). Since we are not aware

of any other matrix factorization technique that can take into account this kind

of complex, logically structured prior knowledge, we compare with standard

NMF (problem (3.9)), which is a totally unsupervised technique.

Table 3.4 reports the accuracy (defined as before) and runtime of the two

approaches averaged over 100 runs.

Approach Accuracy Time (seconds)
Avg. Std. Dev. Avg. Std. Dev.

NMF 0.72 0.08 1.84 0.1
CombiFD 0.82 0.05 4.06 0.8

Table 3.4: Accuracy and runtime of NMF vs. CombiFD on the UCI Zoo dataset
for 100 runs.

The results show that the CombiFD approach, which incorporates a limited

amount of logically structured prior knowledge, significantly improves the ac-

curacy of standard NMF, while still running within seconds using AMIQO.

Spectral Unmixing for Materials Discovery

We first present how to incorporate complex constraints capturing some of the

key physical laws that govern the data-generating process for the phase map

identification problem.

Sparsity: According to the so-called Gibbs phase rule, under equilibrium
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Figure 3.10: Results of NMF (top row), CombiFD (middle row), and
ground truth (bottom row) for the Al-Li-Fe system. In each
row, each one of the 6 plots corresponds to the map of the
concentration of a basis pattern (crystal phase). The size of
each dot is proportional to the phase concentration estimated
at that point from the coefficient matrix H. It can be seen that
standard NMF overlooks the physical constraints, e.g. there
are often mixtures of more than 3 basis patterns and the phase
regions are disconnected. CombiFD recovers accurately all
the phases except for the last one.

conditions, there can be mixtures of at most M phases occurring at each data

point in a library involving M basic elements. This is encoded as ||Hs||0 ≤ M, for

s ∈ [1, k] as in (3.12).

Shifting: Basis vectors can shrink or stretch. Indeed, due to changing crys-

tal lattice constants, the positions of the X-ray diffraction peaks might slightly

shift as the composition changes. Therefore, we use Qk basis vectors, where k

are free and (Q − 1)k are constrained to be shifted versions of the free basis vec-

tors. This is encoded as follows: Ai, j = interpolate(Abi/`γc,zq, Adi/`γe,zq) for j = zQ + `,

z ∈ [0, k − 1], ` ∈ [1,Q − 1], where γ is a constant controlling the shifting granu-

larity and interpolate(x, y) denotes linear interpolation between x and y.

Connectivity: It is known that the compositions at which a phase (or basis)

is observed should form a connected region in composition or deposition space,

and its parameters should vary smoothly across the region. Hence we build a
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graph G = (V, E) with n vertices (one vertex per data point) and edges between

sample points that have similar compositions. Let G(H`) be the subgraph in-

duced by the vertex set V(H`) = {i : H`,i > 0} ⊆ V (the set of vertices where

phase ` is used). We want to enforce G(H`) is connected for ` = 1, · · · , k. The

first formulation we consider is flow based. Intuitively, this flow-based encod-

ing defines a flow for each phase ` that can only pass through vertices where

the phase is present. There is a source node that injects positive flow in the net-

work, and there is some outgoing flow at every vertex where a phase is used.

In order to satisfy flow conservation, there has to be a path from the source to

any other node belonging to the same phase in the network. This constraint en-

forces connectivity but it can be expensive to include in the MIQP formulation

when there is a large number of points. We therefore also consider the following

variation. For all triples of points v1, v2, v3 that lie on a straight line (in this or-

der) in the composition space, and for every phase `, we enforce the constraint

that h`,v2 ≥ min{h`,v1 , h`,v3}. Although these constraints do not strictly enforce con-

nectivity, they are simpler and often strong enough that the solution obtained is

actually connected.

We consider synthetic data from [104], generated from the Aluminium(Al)-

Lithium(Li)-Iron(Fe) system and for which the ground truth is known. This

dataset has 219 data points and 6 underlying phases, where each phase has up

to 42 diffraction peaks. We report in Figure 3.10 the interpretation of the data

obtained using regular NMF, CombiFD and the ground truth. On average, the

number of iterations of AMIQO is about 8, with runtimes ranging from min-

utes to a few hours. We can see that although we cannot recover exactly the

ground truth solution, our interpretation obtained considering prior domain

knowledge is much more accurate. For example, using NMF the sparsity con-
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Parameters Accuracy
n m NMF CombiFD SMT

28 650 0.65 0.86 0.96
60 300 0.68 0.77 t.-o.
60 650 0.66 0.75 t.-o.
219 300 0.64 0.73 t.-o.
219 650 0.64 0.73 t.-o.
219 100 0.64 0.75 t.-o.
219 200 0.63 0.73 t.-o.

Table 3.5: Accuracy of NMF vs. CombiFD vs. SMT for different instances of the
Al-Li-Fe system. t.-o. indicates a time-out after 20 hours of CPU time.

straint is violated for many sample points. In terms of evaluation metric we

adapt the previous definition of accuracy to the case of soft cluster assignment,

to reflect the fact that a sample point might be assigned to multiple clusters.

Namely, we define AC = 1/n · maxσ
∑k

i=1 |ri ∩ cσi |/|ri ∪ cσi |, where σ : 1..k → 1..k

is again a bijection. Note that this metric does not explicitly reflect the amount

of combinatorial constraints that are violated, which would be interesting to

evaluate in future work. We report the results in Table 3.5. Overall, CombiFD

outperforms NMF, confirming the visual that incorporating prior knowledge in-

deed improves the accuracy of the interpretation. Compared with the previous

constraint programming formulation (SMT) [49], we get much better scalabil-

ity, allowing us to quickly analyze more realistic sized datasets with hundreds

of sample points in a few hours. In fact, SMT could not find solutions after 20

hours on all of the instances but one.

Finally, we show results obtained with CombiFD on a real dataset (Fe-

Bi-V system, Fig. 3.11). While the phase map is unknown for this system,

recent results [122] identified single phase solid solutions corresponding to

Bi4V2−xFexO11, and one phase recovered by CombiFD accurately matches the

XRD pattern of this phase, as available in the ICSD database [19].
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Figure 3.11: Results obtained with CombiFD and 3 phases (K=3) on the Fe-
Bi-V oxide system. The X-ray diffraction data was collected
at the SLAC National Accelerator Laboratory. The plot on
the left shows the patterns of the 3 phases for low values of
q (10-30 nm−1), while the center 3 diagrams indicate where
each phase appears. The right plot shows how one (recov-
ered) phase matches a phase from the literature.

3.4.5 Conclusions

The ability to integrate complex prior knowledge into unsupervised data anal-

ysis approaches is a rich and challenging research problem, pervasive in a va-

riety of domains, such as scientific discovery. In particular, the motivating ap-

plication of this work is the discovery of new fuel cell and solar fuel materials,

thereby addressing pressing issues in sustainability such as the need for renew-

able and clean energy. We introduced CombiFD, a novel factor-based pattern

decomposition framework that significantly generalizes and extends prior ap-

proaches. Our framework allows the specification of general constraints (in-

cluding combinatorial ones), which are used to specify a-priori domain knowl-

edge on the factorization that is being sought. These include traditional con-

straints such as non-negativity as well as more intricate dependencies, such as

the ones coming from physical laws. We introduced a general factorization algo-

rithm called AMIQO, based on solving a sequence of (mixed-integer) quadratic

programs. We showed that AMIQO outperforms state-of-the-art approaches on

a key problem in materials discovery: it scales to large real world datasets, it can
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handle complex, logically structured prior knowledge and by including prior

knowledge into the model, we obtain significantly more accurate interpreta-

tions of the data. There are many directions to further extend our work, namely

concerning representation formalism to capture other combinatorial constraints,

with good performance/runtime trade-offs, as well as other algorithms to solve

the combinatorial optimization problem.

3.5 Crowdsourcing Backdoors Identifcation

We will show how human computation insights can be key to identifying so-

called backdoor variables in combinatorial optimization problems. Backdoor

variables can be used to obtain dramatic speed-ups in combinatorial search.

Our approach leverages the complementary strength of human input, based

on a visual identification of problem structure, crowdsourcing, and the power

of combinatorial solvers to exploit complex constraints. We describe our work

in the context of the domain of materials discovery.

3.5.1 Introduction

Over the last decade, we have seen dramatic improvements in combinatorial

solvers. State-of-the-art mixed integer programming (MIP), satisfiability (SAT)

and SAT Modulo Theory (SMT) solvers can handle practical problem instances

with up to several hundreds of thousands of variables and up to a million con-

straints. Such dramatic scale-up has led to a range of new applications, such

as bounded-model checking for verification, AI planning, and scheduling. The
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good performance of current solvers can be traced back to their ability to dis-

cover and exploit hidden problem structure in the application instances. The

notion of backdoor variables provides useful insights into this phenomenon.

Backdoor variables capture much of the practical complexity of problem in-

stances, since after setting backdoor variables, a problem instance simplifies to

a tractable subclass [166]. It was found that many practical problems have rela-

tively small backdoor sets, on the order of a few percent of the total number of

variables [43, 55, 62, 91, 126, 150].

The problem of finding a small backdoor set has been shown to be worst-case

intractable. However, in practice, rapid restart techniques and variable selection

heuristics enable solvers to find small backdoor sets relatively quickly [70, 165].

Intuitively backdoor variables represent critically constrained resources in the

original problem formulation. However, in actual problem encodings, it has

been difficult to find a clear semantic interpretation of such variables [84, e.g.].

In this work, we present an application domain with an SMT encoding,

where we are able to identify useful classes of backdoor variables in a semanti-

cally meaningful way. We then show how by setting a subset of such variables,

one can speed up the SMT solution process by several orders of magnitude.

For example, we present an instance that required 46,816 seconds (13 hours) to

solve without explicit backdoor variable information. With such information,

a few dozen variables can be pre-assigned, and the SMT solver can solve the

remaining instance in 129 seconds. For other results, see table 3.6.

A key issue is how to obtain information on the backdoor set for a specific

problem instance. As we will see, the required backdoor information captures

certain global structure of the problem instance. We will show how a human
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problem solver, familiar with the problem domain, but at a novice level, can

identify the backdoor information from a relatively basic visual representation

of a problem instance. Once such information is provided to the SMT solver, it

solves the instance in 129 seconds. Essential to this process is a global inspec-

tion of a series of visual patterns. We subsequently show how this process can

be further simplified by dividing up the inspection task into a series of local

patterns that can be crowdsourced for inspection on Amazon Mechanical Turk.

The Turkers, looking at these visual patterns, have no knowledge of the original

combinatorial optimization problem in question. For the instance mentioned

earlier, around 10 Turkers, inspecting, on average, 30 patterns each, provided

enough information on the backdoor set to reduce the SMT solution time to 350

seconds (down from the original time of 13 hrs), a dramatic speed up of over

two orders of magnitude.

This work complements the findings of the seminal FoldIt project [90], which

showed how human gamers can find good protein folds, including certain new

folds not found with fully automated methods. Our results show that a hybrid

human-computer strategy can provide yet further speed ups, outperforming

pure human and computer strategies. In our approach, the concept of back-

door variables guides the design of such a hybrid strategy. The decomposition

of the task of finding useful backdoor variables into a sequence of smaller “lo-

cal” problems (each solvable in about 30 seconds by non-experts) enabled us

to crowdsource the discovery process. Interestingly, this approach also is rem-

iniscent of some of the earliest uses of “human computation,” where groups of

individuals (mostly women) performed many relatively small calculations that

were then put together to obtain a global overall result [121]. Of course, those

original calculations are now trivially automated. In contrast, in our work, it
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is an interesting research question whether certain visual processing methods

combined with machine learning tools could possibly replace the tasks per-

formed by the Turkers. Overall though, it seems likely that our hybrid human-

computer strategy for combinatorial optimization will be of use in a range of

combinatorially hard application domains.

3.5.2 Backdoor Identification

In this section, we first restate the Satisfiability Modulo Theories (SMT) encod-

ing of the phase map identification problem, and then study the impact of vari-

ous variable assignments on the performance of the approach.

As described in [49], the phase-map identification problem can be formu-

lated as an SMT encoding as follows. Let P be the number of samples and L the

maximum number of peaks per point, i.e. L = maxp |Ap|. An upper and lower

bound emax and emin for the positions of the peaks are computed based on the

observed patterns. Moreover, ε represents a tolerance level such that two peaks

within an interval of size 2ε are considered to be overlapping, while S max is a

bound on the maximum possible shift.

Variables Boolean variables rp,k, for 0 ≤ p ≤ P − 1, 0 ≤ k ≤ K − 1, indicate

whether phase (basis pattern) k appears in point p (i.e., ap,k > 0). The Integer

variables ek,` ∈ [emin, emax] represents the position of the `-th peak of the k-th basis

pattern while S p,k ∈ [−S max, S max] represents the shift of the k-th basis pattern at

point p. The variables Ip,k are Integer indicators for the Boolean variables rp,k

(i.e.rp,k ⇔ (Ip,k = 1)) and used to count the number of phases involved at point
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p. The variables tp represent the number of unexplained peaks at point p, i.e.

the number of missing peaks at point p. These are peaks that should appear

according to {rp,k}
K−1
k=0 , {ek,`}

L−1
`=0 , and {S p,k}

K−1
k=0 , but were not observed, i.e. do not

belong to Q(p).

Constraints Every peak a ∈ A(p) in a point p must be explained by at least

one peak belonging to a phase k, which can appear shifted by S p,k:

K−1∨
k=0

L−1∨
`=0

(
rp,k ∧

(
|ek,` + S p,k − a| ≤ ε

) )
∀p,∀a ∈ A(p)

The number of missing peaks in sample p is defined as follows:

tp =

K−1∑
k=0

L−1∑
`=0

IT E(rp,k ∧ ¬(
∨

a∈A(p)

|ek,` + S p,k − a| ≤ ε), 1, 0),

where IT E is an if-then-else expression. Here we assume that each phase con-

tains at least one peak, but since peaks can be overlapping (e.g., ek,` = ek,`+1) a

basis pattern is allowed to contain less than L distinct peaks.

The objective function is to minimize
∑P−1

p=0 tp, the number of total miss-

ing peaks across all samples. Equivalently, we define a threshold T such that∑P−1
p=0 tp ≤ T and search for the lowest admissible value of T .

Finally, additional constraints on phase usage, shift continuity and mono-

tonicity, and phase connectivity can be found in [49].

Next, we study the impact of various variable assignments on the running

time of the approach. To determine the effectiveness of setting different types of

variables, we set random subsets of each type of variables according to their cor-

rect values, and measure the resulting relative reduction in runtime (Fig. 3.12).
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Figure 3.12: Improvement of the SMT solver runtime as a function of the
number of pre-assigned variables, for each type of variable.
The assignment fraction for maximum peaks per phase (Lmax)
is relative to the difference between the default and correct
bounds.

These experiments are based on synthetic instances for which the ground truth

is known, and allows us to correctly pre-assign any arbitrary variable of the

model. For each of the 4 types of variables, we ran the solver with around 25 dif-

ferent levels of variable assignment sizes (from 0% to 100%), and 10 randomly-

selected variable subsets. The results, as illustrated in Fig. 3.12, show that the

ek,l variables, which correspond to the locations of the peaks in each phase, are

the variables whose assignments trigger the best reduction in runtime. Con-

versely, the S pk variables (i.e. the shifts of the phases in the samples) exhibit the

poorest improvement. Therefore, this analysis advocates a discrepancy in the

usefulness of any potential human input about variable values, and suggests

that the information about the peak location of a phase is more valuable than,

132



for example, how the phase shifts across the thin film.

In addition, this has to be put into perspective and consider the actual hu-

man effort required to provide such an input. In order to determine either the

maximum peaks per phase (Lmax) or the shift values (S p,k), one must first care-

fully identify the peaks present in each phase. Furthermore, phase presence in-

formation (rp,k) and shift values are tedious to communicate, and difficult to de-

compose into multiple tasks. Finally, some information on the maximum peaks

per phase and phase presence can be inferred from human selection of peaks

belonging to particular phases. We focus on human input to set peak locations

as the performance benefit exceeds that of the other variable classes, with the in-

tention of deducing additional variable settings where possible. How to collect

this human input is the subject of the next section.

3.5.3 Human-Computation Component

To gather human computation input in order to identify the values of backdoor

variables, our approach involves the following steps: 1) enumerating and visu-

alizing the sets of XRD patterns that are likely to make the phases most appar-

ent, 2) identifying subsets of peaks that define partial phases, and 3) assigning

the variables according to the user input and running the SMT solver.

We compare two human computation approaches for determining variable

assignments, which differ in the level of background and effort required to con-

tribute, as well as the scope of the human computation tasks. In the first ap-

proach, individual problem solvers explore entire problem instances and use

this global context to provide self-contained partial solutions for the solver. In
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Figure 3.13: Snapshot of UDiscoverIt, a graphical user interface for pro-
viding human input to an SMT solver for the phase-map iden-
tification problem.

the second method, we decompose the problem into smaller human computa-

tion tasks to be completed quickly by many contributors on the Amazon Me-

chanical Turk.

Individual Problem Solver Approach Our first approach is designed for

individual problem solvers who are familiar with the problem domain, but does

not require expert knowledge. The UDiscoverIt interface, depicted in Figure

3.13, helps the user visualize the XRD patterns and provide insightful input

about the underlying basis patterns. The features and controls of the interface

reflect the underlying physics, including the combination and scaling of the ba-

sis patterns (Fig. 3.13: Bottom-right), and guide the user towards physically

meaningful partial solutions. A user proceeds as follows. First, the user selects
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one or more slices (linear subsets) of XRD patterns to analyze (Fig. 3.13: Top-

left). Next, the user identifies peaks that behave jointly among these patterns

if such a relationship is clear from the selected slice. These peaks are assumed

to belong to the same phase, and are used to build a partial phase (Fig. 3.13:

Top-right). Namely, with respect to the SMT encoding, this subset of peaks will

be used to initialize the ek,l variables of the corresponding phase k. In addition,

given that this partial phase has been built up from the peaks of a given sample

p, this input allows us to infer values about the variables rp,k and S p,k as well.

At this point, the user is invited to submit this partial solution to the server.

Then, the user proceeds iteratively, with new slices of XRD patterns, until the

expected number of phases has been reached.

Crowdsourcing Approach The process described above can be decom-

posed into simple human computation tasks and completed quickly by many

Turkers, without context or background knowledge of the problem. For each

problem instance, we generate images corresponding to 12 slices using sim-

ple geometric rules, without assuming any prior knowledge about the instance.

These slices include most of the sample points, and illustrate a variety of com-

position gradients. A separate task is then created for each sample point in each

slice, resulting in 40-100 images per instance, including between one and five

images per sample point. In future work, we are planning to reduce number of

individual tasks required by using measurable relationships between the XRD

patterns to predict the most informative slices.

Tasks are embedded in an interactive interface and submitted to the Amazon

Mechanical Turk (Fig. 3.14). In each task, Turkers visually identify lines form-
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Figure 3.14: Example of a completed Mechanical Turk task. The three left-
most lines are marked in orange as a primary pattern, and
three more towards the right are marked in purple as sec-
ondary patterns. The others are less clear and have been left
unmarked.

ing patterns according to specific criteria, and click to mark them. Turkers are

required to complete a 20-minute tutorial and qualification test to learn the fea-

tures that constitute a pattern. They are not provided with an explanation of the

application purpose or the meaning of the patterns, which are simply treated as

abstract visual patterns. Turkers typically complete each task in less than one

minute.

Each task is assigned to five different Turkers, and 5-25 answers are aggre-

gated by sample point. For each sample point, we enumerate a set of candidate

patterns to use as partial definitions for phases, rank them according to criteria

representing the level of agreement among submitted answers, and select the
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best non-conflicting patterns.

This is, however, a non-trivial process. Indeed, answers can incorrectly in-

clude peaks from two separate phases, which can naturally be solved with a

voting mechanism. Furthermore, Turkers can choose to provide answers based

on any phase present, and a majority of votes is therefore required to guarantee

that all included peaks belong to the same phase. In addition, Turkers often in-

clude only a small subset of the relevant peaks, potentially with little agreement

on which peaks are included. As a result, it is likely that for the more complex

sample points, no subset of peaks will meet the threshold for inclusion, in order

to constitute a partial phase.

In the following, we describe how to aggregate the input from the Turkers

and to overcome the previously mentioned limitations. For each sample point,

we generate an edge-weighted graph G = (V, E) where V is the set of peaks, E

is the set of all pairs of peaks (defining a complete graph), and the weight of an

edge e = (i, j) ∈ E corresponds to the co-occurrence count of peaks i and j in the

submitted answers. At this point, we enumerate the unique, non-trivial com-

ponents that result from partitioning the graph when cutting the edges whose

weight is below a range of threshold values. Finally, for each component we

generate one candidate pattern based on majority vote, only taking into account

the edge weights in this component.

Next, we propose to rank these candidate patterns according to the degree

agreement in the submissions. In practice, individual tasks vary in clarity, diffi-

culty, and number of phases present. Turkers are expected to have the strongest

agreement on answers corresponding to the clearest phase patterns, at the sam-

ple points where they are most prominent. Overall, the distinct patterns exhibit-
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ing the strongest agreement represent the most likely subsets of peaks in each

phase. We score each candidate pattern on the level of agreement among the

submissions, as well as the amount of information collected. A good candidate

for such a score is the normalized sum of the ratio of internal edges to total of

internal and external edges, the ratio of internal edges to the maximum possi-

ble internal edges, and the average degree of the induced subgraph. Although

one might consider a different measure for ranking the candidate patterns, this

proposed score combines the notions of internal and external graph densities,

typically defined in graph clustering [141, e.g.].

Finally, the final aggregation step involves a human computation task in

which we select the highest-ranked candidate patterns that correspond to dif-

ferent phases. Each subsequent pattern in rank order is selected if and only if

it is visually determined to represent a distinct phase from those previously se-

lected. In future work, we expect to perform a unified aggregation across all

sample points, leveraging structure between neighboring sample points, and

avoiding the need for this manual step. Furthermore, we infer the maximum

number of peaks in each phase from the number of peaks in the sample point in

which the phase is defined.

Overall, this process allows us to partially assigned the ek,l variables with the

selected candidate patterns, as well as the maximum number of peaks Lmax in

each phase, and we submit the resulting variable settings to the SMT solver.
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Dataset No user input Single user input Crowd input
System P L∗ K #var #cst Time Time #peaks set Time #peaks set

A1 36 8 4 408 2095 3502 153 15 545 6
A2 60 8 4 624 3369 17345 262 14 1178 6
B1 15 6 6 267 1009 79 28 6 4 8
C1 28 6 6 436 1864 346 83 12 63 7
C2 28 8 6 490 2131 10076 517 17 140 17
C3 28 10 6 526 2309 28170 332 17 421 20
D1 45 7 6 693 3281 18882 107 22 196 13
D2 45 8 6 711 3410 46816 129 24 350 15

Table 3.6: Runtime (seconds) of the SMT solver with and without user input. P
is the number of sample points, L∗ is the average number of peaks per
phase, K is the number of basis patterns, #var is the number of variables
and #cst is the number of constraints.

3.5.4 Empirical Results

The instances we used to evaluate our approach are synthetic instances, gener-

ated as described in [49]. As opposed to real instances for which the solution

is unknown, synthetic instances allow to validate the proposed approach. Nev-

ertheless, these instances are realistic in size and generated from actual physi-

cal/crystallographic models.

First, we evaluated the Mechanical Turk task accuracy using ground truth

values, which can be calculated for the synthetically generated instances. Over-

all, 16% of answers only included a single peak, suggesting the Turkers could

not confidently define a clear pattern and that the images vary in pattern clarity

and complexity. Nevertheless, only 1% of non-trivial answers incorrectly in-

cluded peaks from two or more different phases. In addition, 36% of answers

included a secondary pattern, which workers were instructed to include when

they were nearly as clear as the primary pattern. Out of these answers, 10% in-

correctly included peaks from the same phase as the primary pattern. In some
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circumstances, workers tended to systematically interpret a single phase as mul-

tiple patterns. We had intended to use the secondary patterns to infer the max-

imum number of peaks in each phase; however, it is essential not to underesti-

mate this value. As a result, a more sophisticated approach would be necessary

to incorporate these answers, and we excluded them from our analysis.

Next, we performed experiments to evaluate the reduction in runtime result-

ing from the human-provided variable assignments. All experiments were run

on a Linux (version 2.6.18) cluster where each node has an Intel Xeon Processor

X5670, with dual-CPU, hex-core @2.93GHz, 12M Cache, 48GB RAM. The SMT

solver used in these experiments was Z3 [41].

Table 3.6 shows the runtime of the SMT solver on 8 instances of various

sizes, with and without user input from both human computation approaches.

It shows that both user input allow a significant improvement in runtime on

each instance, between about one to two orders of magnitude of improvement

on all instances. For example, on the D2 dataset, the running time was reduced

from 13 hours down to 2 to 6 minutes. In terms of solution time, one should

also consider the time spent by humans when completing the tasks. In the case

of the individual problem solver approach, each instance requires on average

about 5 min. In the crowdsourcing approach, Turkers spent about 20 seconds

on each of the approximately 50 HITs per instance, for a total of about 15 min

per instance. Nonetheless, given its simple HIT selection scheme, our method

clearly collects redundant information and could greatly benefit from a more

sophisticated active learning approach. Further minimizing the amount of in-

put needed from the crowd will be the focus of future work.
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Figure 3.15: Runtime of the SMT solver as a function of the number of
crowd-selected peaks on each system.

We also measure the incremental impact of the amount of user input incor-

porated into the SMT solver for both approaches, as illustrated in Figs. 3.16 and

3.15. These results show that the amount of user input has diminishing abso-

lute returns, and suggest that a minimal user input dramatically speeds up the

search.

Interestingly, the level of user input needed to reach such performance is

quite minimal with respect to the instance size. The input corresponds to the

assignments of about 20 variables, which represents barely 5% of all the vari-

ables of the SMT encoding.
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Figure 3.16: Runtime of the SMT solver as a function of the number of
individual-selected peaks on each system.

3.5.5 Conclusion

Our experiments show how human computation and crowdsourcing insights

can be key to identifying backdoor variables in combinatorial optimization

problems, dramatically speeding up the performance of combinatorial solvers.

Our approach leverages the complementary strength of human input, provid-

ing global insights into problem structure, and the power of combinatorial

solvers to exploit complex local constraints. In this work, we also show how

the identification of backdoor variables can be translated into abstract pattern

visualization tasks, with no information about the original combinatorial opti-

mization problem in question, in a way that allowed for crowdsourcing. We

plan to further pursue this line of research considering different crowdsourc-

ing strategies. We described our work in the context of the domain of materials
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discovery. We believe there are many other combinatorial domains for which a

similar approach holds promise.

3.6 Human Computation Framework for Boosting Combinato-

rial Solvers

We propose a general framework for boosting combinatorial solvers through

human computation. Our framework combines insights from human workers

with the power of combinatorial optimization. The combinatorial solver is also

used to guide requests for the workers, and thereby obtain the most useful hu-

man feedback quickly. Our approach also incorporates a problem decomposi-

tion approach with a general strategy for discarding incorrect human input. We

apply this framework in the domain of materials discovery, and demonstrate a

speedup of over an order of magnitude.

3.6.1 Introduction

The past decade has witnessed the rapid emergence of the field of human com-

putation, along with numerous successful applications. Human computation

is motivated by problems for which automated algorithms cannot yet exceed

human performance [157]. Indeed, some tasks are naturally and truly easy

for humans, while they remain surprisingly challenging for machines. These

problems typically involve a perceptual or cognitive component. For example,

successful applications with a strong visual recognition component include the

ESP game [158], Peekaboom [160], and Eyespy [17], while TagATune [98] and
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Figure 3.17: Diagram of the proposed framework.

the Listen Game [154] make extensive use of the human ability to perceive and

recognize sounds. In addition, human computation applications might exploit

the implicit, background or commonsense knowledge of humans, as it is the

case for Verbosity [159] and the Common Consensus system [113]. Recent de-

velopments have also demonstrated how to successfully exploit the wisdom of

crowds by combining user annotations for image labeling [162, 170] or cluster-

ing tasks [30, 71, 167].

This work is motivated by application domains that involve visual and au-

dio tasks. In particular, we focus on a central problem in combinatorial ma-

terials discovery. New materials will help us address some of the key chal-

lenges our society faces today, in terms of finding a path towards a sustainable

planet [128, 164]. In combinatorial materials discovery, scientists experimentally

explore large numbers of combinations of different elements with the hope of

finding new compounds with interesting properties, e.g., for efficient fuel cells
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or solar cell arrays. We are collaborating with two teams of materials scientists,

the Energy Materials Center at Cornell (emc2) and the Joint Center for Artificial

Photosynthesis (JCAP) at Caltech. An overall goal is to develop the capability

of analyzing data from over one million new materials samples per day. Auto-

mated data analysis tools, boosted with a human computation component, will

be key to the success of this project.

We consider a central task in combinatorial materials discovery, namely the

problem of identifying the crystalline phases of inorganic compounds based on

an analysis of high-intensity X-ray patterns. In our approach, we integrate a

state-of-the-art optimization framework based on constraint reasoning with a

human computation component. This hybrid framework reduces our analysis

time by orders of magnitude compared to running the constraint solver by it-

self. The human input also helps us improve the quality of solutions. For the

human computation component, we developed a relatively simple and appeal-

ing visual representation of the X-ray images using heat maps (i.e. color-coded

graphical representations of 2-D real-valued data matrices), which allows us

to decompose the problem into manageable Human Intelligence Tasks (HITs),

involving the identification of simple visual patterns, requiring no prior knowl-

edge about materials science.

This work is part of our broader research agenda focused on harnessing hu-

man insights to solve hard combinatorial problems. Our work is close in spirit to

the seminal FoldIt project for protein folding [37]. In FoldIt, human gamers

are the main driving force for finding new protein folds, complemented with

a limited amount of local computation (e.g., “shaking” of structures). We are

proposing a framework that provides a much tighter integration of a combinato-

145



rial solver with human insights. Our approach takes advantage of the dramatic

improvements in combinatorial solvers in recent years, allowing us to handle

practical instances with millions of variables and constraints. Our objective is

also to minimize the amount of required user input. In FoldIt, human gamers

spent significant amounts of time discovering improved and interesting folds

for a single given protein sequence. In our setting, our aim is to analyze data

coming from over a million compounds per day. We therefore need to develop

a setting where the required human input per data set is minimal. In our frame-

work, we aim to identify only those cases where fully automatic analysis does

not reach a high quality interpretation and where human input can make a real

difference. Another work investigates how humans can guide heuristic search

algorithms. [2] show that humans provide good solutions to the computation-

ally intractable traveling salesman problem. Also, when modifying their solutions,

they tend to modify only the sub-optimal components of their solutions. Sim-

ilarly, in human-guided search [5, 94], humans visualize the state of a combi-

natorial optimizer, and leverage their pattern recognition skills to identify and

guide the solver towards promising solution subspaces. This work shows that

human guidance can improve the performance of heuristic searches. While that

work uses human insights to guide local search algorithms in an interactive

optimization framework, our work a human task in order to provide global in-

sights about the problem structure.

Our proposed algorithmic framework tightly integrates human-computation

with state-of-the-art combinatorial solvers using problem decomposition, and

an incremental recursive strategy. The approach extends the solvers by directly

incorporating subtle human insight into the combinatorial search process. Cur-

rent combinatorial solvers can solve problem instances with millions of vari-
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Figure 3.18: An edge-matching puzzle [6].

ables and constraints. This development has been rather surprising given that

the worst-case complexity of the underlying constrained optimization problems

is exponential (assuming P not equal NP). The explanation of the good practical

performance of such solvers is that they exploit hidden problem structure. One ex-

ample of hidden structure is captured by the notion of a backdoor variable set.

Given a constraint satisfaction problem instance, a set of variables is a backdoor

if assigning values to those variables leads to a problem that can be solved in

polynomial time by using polytime propagation techniques. Intuitively, small

backdoor sets capture the combinatorics of the problem and explain how cur-

rent solvers can be so efficient. (Randomized restarts are often used to find runs

with small backdoors.) It has been found that many practical problems have

relatively small backdoor sets, on the order of a few percent of the total num-

ber of variables [43, 55, 62, 91, 126, 150]. Current solvers use heuristics to find

backdoor variables, but there is still clear room for improvement in a solver’s

ability to focus in on the backdoor variables. This is where human computation

can provide additional insights. As we will show, when presented with parts of

the overall combinatorial task in a visual form (“heat-maps”), humans can pro-
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vide useful insights into the setting of hidden backdoor variables. Subsequently

asserting these variable settings can significantly boost the performance of the

solvers.

Figure 3.17 illustrates our overall framework. In order to solicit human in-

sights, we need to decompose the overall task into a series of relatively small

subproblems that can be viewed effectively for human input. At a high-level,

the idea is to decompose the underlying constraint optimization problem into

a set of sub-problems with overlapping variables and constraints. Human in-

sights can then help solve the subtasks, providing potential partial solutions to

the overall problem. By cycling through many partial solutions of the subprob-

lems, we can search for a coherent overall interpretation with optimal or near

optimal utility. Another key issue we have to deal with is possible inconsistent

or erroneous human input. Such input will result in an overall inconsistent in-

terpretation of our problem, which can be detected by the aggregation/selection

procedures or by the complete solver. Interestingly, we can use our complete

constraint solver to identify parts of the user feedback that cause the overall in-

consistency. This information can be extracted from what is called unsat cores,

which identify minimal sets of inconsistent constraints. We can then use this

information to reject some of the user human input, potentially asking for new

human input, thus repeating the analysis cycle. The back arrows in Fig. 3.17

capture the potential feedback loops from the aggregator and complete solver

to previous phases when inconsistency is detected or time-out occurs.

In the next section we provide a high-level description of our framework

and how it applies to the edge-matching puzzle problem, an intuitive visual

constraint satisfaction problem. We then describe our motivating materials dis-
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covery problem and the different components of our framework for solving it.

We present an empirical evaluation of our framework applied to the materials

discovery problem that shows a significant reduction in data analysis and inter-

pretation times. Overall, our results show that human computation and fully

automated constraint optimization methods can work in a hybrid complemen-

tary setting, leading to significant overall performance gains.

3.6.2 Framework

In this section, we provide a high-level description of our framework and how it

applies to an intuitive constraint satisfaction problem, the edge-matching puz-

zle problem, while the following sections describe each of its components in

more details.

We consider a general setting where the problem at hand is a constraint satis-

faction problem (CSP). Namely, given a set of variables and a set of constraints

on those variables, the problem is to find an assignment (”solution”) that sat-

isfies all the constraints. In addition, one can define an optimization criterion

by introducing a cost measure for each potential solution. Given a problem in-

stance, a CSP encodes the instance as a set of variables and constraints, and

outputs a solution satisfying these constraints. As an example we consider the

edge-matching puzzle problem (see Fig. 3.18).

The edge-matching puzzle is a tiling puzzle involving tiling an area, typi-

cally with regular polygons (e.g., squares), whose edges are differentiated with

different colors or patterns, in such a way that the edges of adjacent tiles match.

Edge-matching puzzles are challenging since there is no picture to guide the
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puzzler and the fact that two pieces go together is not a guarantee that they

should be together. In order to guarantee the correctness of any local partial so-

lution it is required to complete the entire puzzle. This problem has been shown

to be NP Complete [42].

The edge-matching puzzle problem can be formulated as a constraint sat-

isfaction problem. In particular the problem can be encoded as a Satisfiability

(SAT) problem. Each Boolean variable denotes a given puzzle piece, with a

given rotation, being placed at a given cell (i, j). The constraints of this problem

can be encoded as clauses, stating: (1) a cell has one puzzle piece assigned to it;

(2) a puzzle piece is assigned to a single cell; (3) a piece matches its neighbors;

and (4) for the case of puzzles with specific pieces for the border (say a spe-

cific color for the frame) border pieces are not allowed to be assigned to internal

cells. We can also consider another “dual” encoding, in which the dual variables

represent how the edges of the puzzle are colored. While the encodings are re-

dundant, often it is advantageous to combine them to enforce a greater level of

constraint propagation that typically speeds up search [6].

Combinatorial solvers have been developed to solve CSPs [139] and exploit

advanced techniques to speed up the solution runtime. Yet, some problem in-

stances may not be solved in any reasonable amount of time. In order to boost

combinatorial solvers, we propose a framework that combines human compu-

tation with state-of-the-art combinatorial solvers into an incremental and recur-

sive process.

Figure 3.17 illustrates the components of this framework, as described below.

Decomposition: The problem instance is decomposed into overlapping sub-
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problems. Combinatorial problem decomposition typically involves subprob-

lems that are substantially faster to solve or computationally tractable. In our

case, we are interested in subproblems that, although might still be hard for

computers, become tractable for humans. As in many human computation

tasks, the challenge is to present the worker with a partial view of the problem

for which he or she will be able to provide valuable insights. Overlapping sub-

problems allow for better consistency in the presence of interdependent struc-

ture, which differs from other human computation tasks, such as image label-

ing, which tend to have more independence. In the edge-matching puzzle we

decompose the problem into sub-problems by splitting the set of puzzle pieces

into non-disjoint subsets. The decomposition of the puzzle pieces into overlap-

ping subsets may be based on visual features of the pieces, for example group-

ing pieces by predominant colors. A key aspect of the decomposition procedure

is that each puzzle piece should be assigned to multiple subproblems and sub-

problems are selected using some locality notion from the problem domain, e.g.,

the piece predominant colors.

Crowdsourcing: Each subproblem is solved independently multiple times

and results in some candidate solutions. In the case of the edge-matching puz-

zle, a worker provides a small set of partial solutions, i.e., small sets of partial

puzzle patterns. Note that we do not assume that these solutions are correct for

the original problem, or even the subproblem. However, we expect that typ-

ically, many of the subproblem solutions are reasonable considering only the

subproblem, and some of them are consistent or nearly consistent with the full

problem.

Aggregation: This step combines partial solutions to produce new candi-
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dates that provide information about a larger segment of the original problem

than the individual responses. Generally, this involves designing one or more

problem-specific operations that describe the portions of two or more partial

solutions that are compatible with each other, followed by their recursive ap-

plication. These combination operations can be more complex than well-known

schemes like voting, agreement or iterative improvement. In our edge-matching

puzzle problem, as the subproblems overlap, partial puzzle patterns provided

by the workers can be aggregated to form augmented (partial) puzzle patterns

when they agree on the overlapping components. This problem can be solved

as a constraint satisfaction problem, considering the constraints of the puzzle,

using a local search method or a complete solver, if the problems are small.

Candidate selection: A subset of the augmented candidate solutions is se-

lected, such that they are mutually consistent and jointly maximize the amount

of information they provide. In our case, a combinatorial solver selects a con-

sistent subset of the augmented (partial) puzzle patterns so as to cover the en-

tire puzzle area as much as possible. If the selection procedure fails (e.g., due

to detected inconsistency), we can ask for new human input, potentially re-

decomposing the problem. See Fig. 3.17.

Solution Procedure: We run a complete solver, using the selected partial

solutions as either constraints or initial state. When no solution is found, we

return to a previous step and exploit the information accompanying failure.

Indeed, constraint solvers can identify parts of the user feedback that caused

inconsistency. As described above, the edge-matching puzzle problem can be

encoded as a SAT problem. For complete SAT solvers the basic underlying so-

lution strategy is backtrack search, enhanced by several techniques, such as non-
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chronological backtracking, fast pruning and propagation methods, nogood (or

clause) learning, and randomization and restarts. In addition, modern com-

plete SAT solvers can provide an UNSAT certificate when a contradiction is de-

tected. In the case of the edge-matching puzzle problem, an UNSAT certificate

corresponds to identifying which of the selected candidates (i.e. partial puzzle

patterns) were responsible for the contradiction. This information can be used

to eliminate the UNSAT set of clauses from the set of selected partial solutions

provided to the final solver, select a different subset, or generate additional sub-

problems for human workers.

3.6.3 Application in Materials Discovery

In this section, we describe the phase map identification problem under the per-

spective of the proposed human computation framework.

Fig. 3.19 depicts the input data of the problem. A sample (a blue dot) cor-

responds to a given material composition of different chemical elements (Ele-

ments 1, 2, and 3). In Fig. 3.19, the samples uniformly cover the composition

space (i.e. the simplex formed by the 3 elements), yet no assumption is made

about the distribution of the samples in composition space, i.e., the actual per-

centage of each material in each sample. In addition, each sample is charac-

terized by an X-ray diffraction (XRD) pattern (bottom-left), which can be rep-

resented either as a spectrogram or a heat map. The x-axis corresponds to the

angle of diffraction of the X-rays, while the y-axis (spectrogram) or the color

(heat map) indicate the intensity of the diffracted beam. As described below,

in order to visualize multiple XRD patterns at the same time, the heat maps of
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Figure 3.19: Problem input. A set of samples (blue dots) in composition
space, i.e. for different composition of the elements 1, 2 and
3. Each sample is characterized by an X-ray diffraction (XRD)
pattern, representing the beam intensity as a function of the
diffraction angle, as well as a list of detected peaks. The XRD
pattern can be represented as a spectrogram or a heat map,
i.e. a color-coded representation of the pattern. The heat map
can conveniently represent a list of samples, where the heat
maps of the samples are stacked and interpolated between the
samples.

different samples can be combined by stacking the individual heat maps and

interpolating the intensities in between them. Moreover, each X-ray pattern is

characterized as a list of peak locations in the diffraction curve.

In the phase map identification problem, given the observed diffraction patterns

of a composition-spread library, the goal is to determine a set of phases that

obey the underlying crystallographic behavior and explain the diffraction pat-

terns. From a materials scientist’s perspective, a phase corresponds to a specific

crystal structure, as a particular arrangement of atoms and characterizing lattice

parameters. From the aggregation algorithm’s standpoint, a phase is character-

ized by a set of X-ray diffraction peaks as well as the set of samples where the

154



Figure 3.20: Top: Pictorial depiction of pure phase regions and mixture
phase regions in composition space (Left) and XRD patterns
of one slice as stacked spectrograms (Right). Bottom: Pictorial
depiction of phases for a single slice. The orange dots on the
samples c-d-e represent peaks of the X-ray diffraction curves,
and characterize a phase, as the 4 leftmost vertical blobs vary
similarly in intensity on the slice a-f. Overall, this phase has 4
X-ray diffraction peaks and spans the samples c-d-e.

phase is involved. From a worker’s perspective, a phase is simply a visual pat-

tern of vertical lines/blobs that behave in a similar fashion. See Fig. 3.20.

From an algorithmic point of view, the phase map identification problem can be

defined as follows:

Given A set of X-ray diffraction patterns representing different material com-

positions and a set of detected peaks for each pattern; and K, the expected
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Figure 3.21: Example of a starting point of a HIT. This heat map represents
the beam intensity of 9 sample points (1 through 9), and the
intensities in between samples is obtained by interpolation ac-
cording to the color scale on the right. A worker is asked to
identify patterns of similar vertical lines that intersect with
sample 4 (whose detected intensity peaks are marked with red
dots). We note that another HIT could include the same set of
samples, but the worker would be asked to identify patterns
of similar vertical lines that intersect with another sample, say
sample 7 (in which case its detected intensity peaks would be
marked with red dots).

number of material phases present.

Find A set of K phases characterized as a set of peaks and the sample points

they are involved in satisfying the physical constraints that govern the

underlying crystallographic process.
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Figure 3.22: Example of a completed HIT. The three leftmost vertical lines
are marked in orange as one pattern spanning three sample
points upwards (2 through 4), while three more towards the
right are marked in blue as a separate pattern, spanning five
sample points downwards (4 through 8). The others are less
clear and because of their ambiguity have been left unmarked
by the worker, which is the correct decision, since workers
are told to be conservative. Contrast this figure with Fig. 3.20
in which the phase in the top left of the picture includes the
fourth vertical line on the right as revealed by a complete
solver.

3.6.4 Decomposition and Crowdsourcing

Decomposition The decomposition we used to generate Human Intelli-

gence Tasks (HITs) for the phase map identification problem is based on three

main criteria: 1) the solutions to subproblems should provide insight into the

global solution, 2) each subproblem must be tractable for a human worker, and

3) the number of subproblems for sufficient problem coverage should scale rea-

sonably.
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Domain experts try to solve this problem typically by looking for common

patterns in each XRD signal that can be traced through the different sample

points. Therefore our subproblems consist of the entire XRD curves for a subset

of the sample points.

In order to make the subproblems tractable for human workers, we gener-

ate HITs that exploit human visual pattern recognition, and tend to present as

few extraneous variations in these patterns as possible. The patterns in the XRD

signals that are structurally important tend to change linearly along gradients

in the chemical composition, so we choose subsets of sample points that are

close to a linear slice through composition space. For example, in Fig. 3.19, the

samples a-f correspond to a slice going through samples a,b,c,d,e,f. Overall, this

linear slice defines a chain of adjacent sample points. Namely, it represents a

totally-ordered sequence of X-ray diffraction curves where the visual patterns

tend to vary continuously along that sequence. We generate a heat-map rep-

resentation of each such slice so that the patterns are more visually apparent

than in alternate representations, such as plots or a discrete representation of

detected signal peak locations. Note that the y-axis of the heat map represents

the sample points and is therefore categorical, and the beam intensity value in

between samples is obtained by interpolation. While this interpolation smooths

the heat map in the y-direction and may introduce some visual artifacts, it al-

lows, on the other hand, to better perceive unexpected variations in diffracted

beam intensity. In any case, the order of the X-ray diffraction curves on the heat

map is key. Indeed, when considering linear slices in composition space, the

patterns are expected to vary continuously on the heat map, and they become

more apparent than in alternate representations.
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With this decomposition structure, the number of possible tasks is cubic in

the number of sample points, because assuming a fixed distance threshold, there

is at most one unique slice for each pair of sample points, and to guarantee

solution coverage, we generate a separate HITs for each sample point in the

slice. In practice, we only use slices with orientations that exactly intersect many

points, resulting in a number of HITs that scales quadratically.

Human Intelligence Tasks In each HIT (Fig. 3.21), the worker is presented

with a heat-map image representing a single slice, with horizontal grid lines

marking the signal for each sample point that is included. The worker is in-

structed to look for patterns involving one particular sample point, whose detected peaks

are marked with red dots (the target line). The perceptual challenge is to identify

what vertical blobs constitute a pattern, and this is the main focus of a 40-minute

tutorial and qualification test (available at http://www.udiscover.it). The

task is then to select a representative set of the peaks (vertical lines) belonging

to one pattern, and to stretch the selection to indicate the adjacent sample points

where it is present as well as the variation that occurs across sample points

(Fig. 3.22). The worker repeats this process for a second and third patterns,

if they exist. Again, in this work, we refer to the set of peaks selected for one

particular pattern, including their locations at adjacent points, as a partial solu-

tion or partial phase. Indicating the relationship of a partial phase across adjacent

sample points is key, providing a basis for aggregating responses from different

HITs and slices.

We control quality in several ways. Workers are required to complete a tuto-

rial and qualification test that covers the rules that describe valid patterns, the

interface, and response criteria. Workers are also instructed to be conservative
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in their submissions, excluding more ambiguous patterns or peaks within those

patterns; this helps to reduce the contradictions within and among responses.

The user interface itself enforces many of the structural properties that result

from the underlying physics of the problem, increasing the chances that each

individual response is at least internally feasible. Finally, each HIT is assigned

to at least 5 workers. In addition, once the final solution is identified, submis-

sions can be evaluated based on correctness according to this solution; in the

event that no acceptable solution is found, responses contributing to the failure

can be similarly evaluated. This information allows us to directly evaluate the

performance of the workers.

3.6.5 Aggregation and Selection

In this section, we provide the intuition behind the aggregation and the selection

steps. We refer the reader to Appendix A for the formal definitions.

Informally, as illustrated in Fig. 3.20, we define a peak as a set of pairs (sam-

ple, diffraction angle). For example in Fig. 3.20, the leftmost vertical blob span-

ning the samples c-d-e corresponds to a peak that covers 3 samples. Moreover,

we define a phase as a set of peaks involved in the same sample points (again,

see Fig. 3.20). Finally, a partial phase refers to a subset of the peaks of a phase

and/or a subset of the sample points.

We translate the output of each HIT into a set of partial phases. Namely,

each worker has provided up to 3 partial phases on the samples of the slice of

the HIT. Formally, suppose B = B1 ∪ B2 ∪ · · · ∪ BL is the set of all (partial) phases

identified by the workers, where Bi is the set of (partial) phases identified in
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task i. In addition, let K be a positive integer representing the target number of

phases.

Intuitively, the aggregation step takes as input the responses B from all work-

ers, and generates a set B of augmented phases, while the candidate selection

step extracts a subset of K partial phases from B, in order to feed and boost the

combinatorial solver.

The key intuition is that many partial phases can be combined into larger

ones. Figure 3.23 provides an example. Basically, two phases A and B may be

combined into a new phase C, which contains the subset of peaks from A and B,

whose diffraction angles match across all the sample locations they both belong

to. For this combination operator, we use the notation C = A ◦ B. Note even

though C contains a subset of peaks from A and B, the peaks in C span across the

union of all sample points in A and in B. Therefore, we can use this combination

operator to extend one partial phase to a larger set of sample locations. We

also denote S the closure of a set of phases S according to that operator, which

generates all possible combinations of the phases in S .

Therefore, we define the aggregation problem as:

• Given: B = {B1, B2, . . . , BL},

• Find: B;

and the candidate selection problem as:

• Given: B, and a positive integer K,

• Find: K phases from B, that are mutually compatible (defined in Appendix

A) and maximize the objective Ob jsel(P1, ..., PK), where the objective func-
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Figure 3.23: An example showing two partial phases that can be com-
bined into an augmented candidate phase. Suppose worker
A is given the indicated slice between sample points f and
h, and worker B is given the one between sample points a
and i. Worker A annotates phase PA, which spans over sam-
ple points a, b, c, and its peaks at sample point a are p1, p2, p3.
Worker B annotates phase PB, which and spans over sample
points a, d, and has peaks p2, p3, p5 at sample point a. The
responses from worker A and B can be combined into an
augmented candidate phase PC, which spans sample points
a, b, c, d, and has peaks p2 and p3. PC contains all the peaks (p2

and p3) from PA and PB whose diffraction angles match across
sample locations that PA and PB both belong to (sample point
a).

tion Ob jsel(P1, ..., PK) corresponds to the total number of observed X-ray

diffraction peaks explained by the set of selected phases P1, ..., PK .

Because we are aggregating thousands of workers’ input, B is a large space

and we are unlikely to be able to enumerate all items in B to find an exact so-

lution. Instead, we first expand B to a larger set B′ ⊆ B using a greedy algo-

rithm. Then we employ a Mixed-Integer Program (MIP) formulation that selects
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K phases from B′, covering the largest number of X-ray diffraction peaks, to be

given to a complete solver. The following two subsections provide details on

the greedy expansion algorithm and the MIP encoding.

Aggregation Algorithm: Greedy Expansion

The greedy algorithm is shown in algorithm 5. The algorithm works by repeat-

edly calling a subroutine, Expansion(B, P0, t), each time with a different initial

phase P0 from B. Each time the subroutine Expansion generates a set of new

phases, which is merged into the final set B′. The subroutine Expansion starts

with one initial partial phase P0, and iteratively combines the current phase with

another phase Pnext in B, to generate new phases (lines 5 and 6).

Note, after combination, the number of peaks in P either stays the same or

monotonically decreases. However, the new phase after combination in general

expands to more sample points. In order to keep it tractable for the selection

procedure, the algorithm does not collect all the new phases encountered along

the way: it only collects the first phase it encounters for the same set of peaks

(lines 7 and 8). The cardinality of P, denoted |P|, in algorithm 5 measures the

number of peaks in phase P.

There is still one question left, which is how to select the next phase Pnext

from B to be combined with the current phase (line 4). Experimentally, we find

it is often better to favor those phases that result in the largest number of total

peaks after combination, while keeping certain degree of randomness. Hence,

we select the next phase with probability proportional to S o f tmax(Ob jsel(P), t) =

e−t·(|P|−|Pnext◦P|). In our experiment, the temperature t is set to take value 3.
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Data: phase set B.
Result: An extended set of phases B′ ⊇ B.

1 B′ ← ∅;
2 for P ∈ B do
3 B′ ← B′ ∪ Expansion(B, P, t0);
4 return (B′)

Algorithm 5: The greedy expansion algorithm.

Data: phase set B; A phase P0 ∈ B as the starting point; temperature t;
Result: An extended set of phases B′ ⊇ {P0}.

1 P← P0;
2 B′ ← P0;
3 while |P| > 0 do
4 select Pnext from B with probability proportional to e−t·(|P|−|Pnext◦P|);
5 Pprev ← P;
6 P← P ◦ Pnext;
7 if |P| < |Pprev| then
8 B′ ← B′ ∪ {P};
9 B← B \ {Pnext};

10 return B′

Function Expansion(B, P0, t)

Candidate Selection Algorithm: MIP Formulation

After obtaining the extended set B′ from the previous greedy phase, we use a

Mixed-Integer Program (MIP) encoding to select a set Y of K phases in B′ that

covers as many peaks as possible. We briefly outline the MIP formulation in this

section, while Appendix B provides a detailed formal definition.

Firstly, we enforce that we select exactly k elements from B′ and that any ele-

ment of B′ can be selected at most once. Secondly, at thermodynamical equilib-

rium, the underlying crystallographic process requires that no more than three

phases appear in any single sample point. This is obtained by limiting the num-

ber of selected phases among the ones involved in any given point. Finally, the
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objective of the MIP is to minimize the number of unexplained peaks, which

can be modeled by counting how many peaks are left uncovered by the selected

phases Y .

3.6.6 Solving and Feedback

In this section, we describe how we boost a combinatorial solver using the

output from the selection task described in the previous section, namely the

selected partial phases Y . We first formulate the phase map identification prob-

lem as a Satisfiability Modulo Theories (SMT) model, following the description

provided in [49, 103]. Basically, the main variables represent the locations of

the peaks in the phases, and their domain corresponds to a discretized space

of diffraction angles. Then, quantifier-free linear arithmetic theory is used to

model the behavior of the underlying crystallographic process. In addition to

that encoding, we formally translate the output of the aggregation step into ad-

ditional constraints. Namely, we formulate each selected partial phase Yi ∈ Y

as an additional hard constraint φ(Yi), where φ(Yi) forces the partial assignment

of the ith phase to Yi. Moreover, we add an indicator variable zi correspond-

ing to whether we impose this selected partial phase when solving the overall

problem. Namely, we define: zi → φ(Yi). Therefore, when assuming all selected

partial phases, we impose that ∧K
i=1zi holds true.

In order to solve the problem we use a complete SMT solver. The basic un-

derlying solution strategy is backtrack search enhanced by several sophisticated

techniques, such as fast pruning and propagation methods, nogood (or clause)

learning, and randomization and restarts. An important issue that we have to
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consider is potentially inconsistent or erroneous input in the worker submis-

sions. If we identify the inconsistent input, we can relax the corresponding zi

propositions. State-of-the-art combinatorial solvers can provide an unsat core

whenever an instance is unsatisfiable. In that case, the solver would return a

subset of the assumptions {zi|i = 1..K} that led to the contradiction. Partially

removing elements in that set either leads to a satisfiable instance, or allows us

to generate a new unsat core. This approach is formally described in Algorithm

7. The lines 5-13 identify, within the unsat core U, the smallest subset of as-

sumptions Z that has not yet been considered. In line 15, the program rechecks

the feasibility after removing the assumptions Z from the original set Y . Over-

all, this process starts by removing a single phase from the unsat core. If every

single phase in the unsat core has been considered individually, the algorithm

attempts to remove pairs of phases, and so on, until it finds a correct set of

phases whose removal leads to a feasible solution.

Data: problem instance X; preselected phases Y
Result: selected phases P; solution S of X

1 Z ← ∅; C ← {∅}; // Conflicts
2 assert(X);
3 status = check(Y);
4 while status == unsat do
5 U = unsatcore();
6 for k = 1...|Y | do
7 for Z ⊆ U ∧ |Z| = k do
8 if Z < C then
9 C = C ∪ Z;

10 goto next;
11 next;
12 status = check(Y \ Z);
13 P = Y \ Z; S = getsolution();
14 return (P, S )

Algorithm 7: The unsat core-based solving algorithm.
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Figure 3.24: Quality of the workers’ submissions and of the aggregated
phase by system (or instance). We considered eight differ-
ent systems (all of them involving three different metals):
A1, A2, B1, C1, C2, C2, C3, D1, and D2. (Upper) The aver-
age precision of workers’ submissions towards ground truth
phases; (Lower) The precision of the aggregated phases to-
wards ground truth phases. The color of the bars denote the
ground-truth phase they are comparing to.

Note that these iterative steps benefit from an incremental solving inside

the combinatorial solver, as any constraint reasoning that was performed on

the initial assertions (the problem instance) remains valid at each iteration, and

limits the overhead of keeping track of the unsat core.

Interestingly, once we solve the problem, we obtain as a by-product the ac-

curacy of each worker submission. Indeed, we can evaluate the quality of each

input by cross-checking the partial phases in the submission with the overall

solution of the problem. This opens up new research directions in terms of user

feedback and contribution-based rewards to the workers.
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Dataset Solver only Solver with Human Computation input
System P L∗ K Time (s) Total (s) Agg. (s) Backtrack (s) #backtracks

A1 36 8 4 3502 859 17 300 4
A2 60 8 4 17345 4377 29 272 2
B1 15 6 6 79 4 0.07 0
C1 28 6 6 346 62 0.5 0
C2 28 8 6 10076 271 4 0
C3 28 10 6 28170 1163 6 105 1
D1 45 7 6 18882 596 7 0
D2 45 8 6 46816 1003 13 0

Table 3.7: Comparison of the runtimes of the solver with and without the human
component for the different systems. P is the number of sample points,
L∗ is the average number of peaks per phase, K is the number of ba-
sis patterns, #var is the number of variables and #cst is the number of
constraints.

3.6.7 Experimental results

In this section, we provide empirical results of our approach on the phase map

identification problem.

The instances we use for evaluation are synthetic instances that were gen-

erated as described in [104]. The advantage of synthetic instances is that they

allow us to compare the results with the ground truth, and evaluate the pro-

posed approach. Nevertheless, the generated instances are based on a well-

studied real physical system, and comparable in size and complexity to the real

systems. For our experiments we considered 8 different systems (all of them

involving three different metals): A1, A2, B1, C1, C2, C2, C3, D1, and D2.

In terms of the crowdsourcing tasks, we used the Amazon Mechanical Turk

(AMT) platform to recruit workers. We provided a 40-minute qualifying test,

which also acted as a tutorial (available at http://www.udiscover.it).

Once a worker passed the test, he was sent to our own interface to complete the
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actual tasks. We randomly clustered the tasks into groups of 25 tasks. Namely,

each time a worker was assigned a task on AMT, he or she had to complete 25

tasks on our interface before getting the confirmation code to feed back to the

AMT website. The average completion time per task was approximately 15 sec-

onds, and a worker was rewarded $1 for completing a group of 25 tasks. Thus,

the average rate was about $9.6 per hour, and contributed to the high worker

attrition in the experiment. We generated 660 tasks, and each one had to be

completed by 5 different workers. Overall, the tasks were performed by the

active participation of 25 human workers. Indeed, on average, a worker com-

pleted over 20% of all the tasks that were available to him/her, and all the tasks

were completed within 48 hours after being posted on AMT. In the following,

we study the quality of the workers and of the output of the aggregation step,

and evaluate how it effectively speeds up the combinatorial solver.

First of all, we study the quality of the workers input, as shown in Fig. 3.24.

We use the average precision as a measure of quality. Formally, the precision

of one phase P relative to a ground truth phase Q is defined as the percentage

of the number of peaks in P which also belong to Q, i.e. prec(P,Q) =
|P∩Q|
|P| . The

upper chart of figure 3.24 shows the average precision of a submitted phase

relative to a ground truth phase, which is denoted by

prec(Q) =
1

|P ∈ sub, P ∩ Q , ∅|

∑
P∈sub,P∩Q,∅

prec(P,Q).

where sub denotes the set of submitted phases and the all bar denotes the

average precision of a submitted phase relative to any ground truth phase:

precall =
∑

Q∈ground truth

|P ∈ sub, P ∩ Q , ∅|∑
Q |P ∈ sub, P ∩ Q , ∅|

prec(Q).

As we can see, human workers provide very high quality input. Many par-
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phase 1 phase 2 phase 3

phase 4 phase 5 phase 6

A1 C1 B1 A2 

C2 C3 D1 D2 

Figure 3.25: Percentage of workers’ annotations that belong to each
ground truth phase, for the different systems (A1, A2, B1, C1,
C2, C2, C3, D1, and D2). The percentage related to ground
truth phase Q is defined as |P∈sub,P∩Q,∅|∑

Q |P∈sub,P∩Q,∅| . We use the same
color as in Fig. 3.24 for the ground truth phases.

tial phases identified by the workers belong to the actual ground-truth phase

as a whole. The average precision score is almost always greater than 90%.

More importantly, the phases identified by human workers span nicely over all

phases in the ground truth set, except for the A2 instance. Note this allows the

later aggregation step to pick up all the K phases.

Regarding the low precision for one phase in the A2 system, it is worth not-

ing that the peaks of that phase have relative low visual intensity. Since the

workers were explicitly told in the description of the tasks to only annotate

peaks they are most confident about, it is natural that most workers skipped

annotating any peak for that phase. A similar yet less obvious problem occurs

in A1. Figure 3.25 illustrates the percentage of workers submissions that be-

long to each phase in the ground-truth. We observe very few annotations of the

170



fourth phase for A1 and A2.

Next we study the quality of the output of the aggregation step. The lower

chart of figure 3.24 shows the precision of the K aggregated phases relative to

the K ground-truth phases. As shown, in most instances the aggregation algo-

rithm is able to select all ground truth phases, except for the instance of A1, A2

and C3. For these 3 systems, the aggregation algorithm selects a partial phase of

the same ground truth phase multiple times. Note that A1, A2 and C3 actually

correspond to the cases where the combinatorial solver needs to backtrack in

order to find the complete solution, due to inconsistent human input. In order

to understand why these 3 systems seemed more problematic, we analyzed the

ground truth solutions of these problems. In addition to the low visual inten-

sity case in A1 and A2, several ground truth phases in A1 and C3 have many

overlapping peaks, which confused the workers during the annotation, as well

as the aggregation solver which falsely combined two distinct phase into one.

Finally, we study the speed-up of applying the aggregated information to the

complete solver. We feed the aggregated phases into the SMT solver, and study

the time the solver takes to find a complete solution with and without initializa-

tion from human input. The result is shown in table 3.7. We run on a machine

running 12-core Intel Xeron5690 3.46GHz CPU, and 48 gigabytes of memory. As

shown in this table, aggregated crowdsourced information dramatically boosts

the combinatorial solver. When considering the largest instance D2 for example,

the solver cannot find the solution in 13 hours without human input, while it only takes

about 15 minutes with human input.

We observe that the solver can find the complete solution in 5 out of 8 in-

stances, including the biggest two D1 and D2, without even having to recon-
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sider the choices made by the selection algorithm. In these 5 instances, the

speed-up corresponds to several orders of magnitude. Furthermore, a worker

typically spends approximately 15 seconds annotating one slice. On the eight

instances we solve, the number of tasks per system ranges from 34 (B1) to 172

(D2). Thus even if one human worker takes over the entire job of annotating

phases for one system, it takes him or her less than 45 minutes to annotate,

which is relatively small compared to the original solving time of 13 hours.

On the other 3 instances, we need to backtrack, due to inconsistent human

input, in order to find the complete solution. Nevertheless, the overhead of

computation time due to the backtracks is relatively small, which suggests that

finding inconsistencies among workers input is relatively easy. In any case, it

still performs at least an order of magnitude better in terms of computation time.

The reason for backtracking is mainly due to the fact that the visual clue is not

enough for the human worker to tell apart between two distinct phases, which

in turn confuses the aggregation. Nonetheless, the solver is able to find out the

complete solution with minimal number of backtracks.

3.6.8 Conclusions

In this work, we propose a framework that combines state-of-the-art optimiza-

tion solvers based on constraint reasoning with a human computation compo-

nent. The experimental results show that this hybrid framework reduces our

analysis time by orders of magnitude compared to running the constraint solver

without human input, when applied to an important materials discovery prob-

lem.
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Overall, we show that human computation and fully automated constraint

optimization approaches can work in a hybrid complementary setting, leading

to significant overall performance gains. Our decomposition and solution ag-

gregation strategy provides a general framework for decomposing large, com-

plex tasks into units suitable for human feedback. Moreover, the solver provides

feedback on the human input and allows us to resample and correct for “noise”

from the human feedback.

Future research directions include active learning methods to identify, in an

online setting, which human tasks need to be performed, as well as to provide

feedback to the workers, actively evaluate their quality and provide incentives

based on worker accuracy.

3.6.9 Appendix A to Section 3.6.5

We provide further details about the candidate selection problem of Section

3.6.5. We first formally define the notions of peaks and phases.

Definition 12 (peak) A peak q is a set of (sample point, location) pairs: q = {(si, li)|i =

1, . . . , nq}, where {si|i = 1, . . . , nq} is a set of sample points where q is present, and li

is the location of peak q at sample point si, respectively. We call {si|i = 1, . . . , nq} the

realization set of q, denoted as Rel(q). We also use q(si) to denote li – the peak location

at si.

When non-ambiguous, we also use the term “peak” to refer to a particular

realization of a peak within one sample point as well. A phase corresponds to
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a set of peaks that share a common realization set, subject to certain physical

constraints on their variation. Formally, we define:

Definition 13 (phase) A phase (or a partial phase) P is composed of a set of peaks

{q1, q2, . . . , qnP}, with all peaks q j sharing a common realization set S . We call S the

realization set of P, denoted as Rel(P). |P| is used to denote the number of peaks in a

phase.

We use lower-case letters p, q, r, . . . to represent peaks, and use upper-case

letters P,Q,R, . . . to represent phases.

Suppose P and Q are two partial phases whose realization sets intersect,

{p1, . . . , pk} are matched peaks between P and Q on all the sample points where

P and Q co-exist. It is not hard to see that peaks {p1, . . . , pk} form a new valid

phase which spans over Rel(P) ∪ Rel(Q). Based on this idea, we can formally

define the combination of two peaks and two phases as follows.

Definition 14 (Combination of peaks) Suppose we have peak q1 = {(s1
i , l

1
i )|i =

1, . . . , n1} and q2 = {(s2
i , l

2
i )|i = 1, . . . , n2}. The combination of q1 and q2, denoted as

q = q1 ◦ q2, is a peak, and,

• If Rel(q1) ∩ Rel(q2) = ∅, then q1 ◦ q2 = ⊥.

• Otherwise, q = q1 ◦ q2 is a peak which exists on sample points Rel(q) = Rel(q1) ∩

Rel(q2), and

q(s) =


q1(s) for s ∈ Rel(q1)

q2(s) for s ∈ Rel(q2) \ Rel(q1).

We denote ⊥ a special null peak and define ∀q : q ◦ ⊥ = ⊥.
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Intuitively speaking, the previous definition says if two peaks p and q match

on all sample points they coexist, then their combination is the peak that spans

over the union of the realization set of the two peaks. In all other cases, p◦q = ⊥.

Now we define the combination of two phases.

Definition 15 (Combination of phases) Suppose A, B are two phases with peaks

{qA,i|i = 1, . . . ,m} and {qB, j| j = 1, . . . , n}, respectively. The combined phase C is then:

C = A ◦ B = {q′ ◦ q′′|∀q′ ∈ A, q′′ ∈ B} \ {⊥}.

As the combination of two peaks extends the realization set of one peak p

to the realization of another peak q if p and q match on their shared points, the

combination of two phases extends all peaks from one phase to the matched

peaks of the other.

Definition 16 (Closure) For a set of phases S = {P1, P2, . . . , Pn}. The closure of S ,

denoted as S , is defined as the minimal set that satisfies,

• S ⊆ S .

• For Pi, P j ∈ S , Pi ◦ P j ∈ S .

3.6.10 Appendix B to Section 3.6.5

In this appendix, we present the MIP formulation that models the candidate selec-

tion problem of Section 3.6.5. Let Ei,k be binary indicator variables, where Ei,k = 1

iff the i-th phase in B′ is selected as the k-th phase (i = 1, . . . , n and k = 1, . . . ,K).
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The first constraint is that each phase in B′ can be selected at most once, i.e.,

∀i,
K∑

k=1

Ei,k ≤ 1.

Next, there is exactly one phase from B′ that is selected as the k-th phase.

∀k,
n∑

i=1

Ei,k = 1.

Let O( j) ⊆ B′ be all the phases existing at sample point j. There is a physical

constraint that no more than three phases can be present at one sample point:

∀ j,
∑

i∈O( j)

K∑
k=1

Ei,k ≤ 3.

Let wl be the binary variable indicating whether peak l is not covered by any

selected phase, and C(l) ⊆ B′ be the set of all phases that cover peak l. Then the

following constraint holds:

wl +

∑
i∈C(l)

K∑
k=1

Ei,k

 ≥ 1 for all l.

Here, wl will only be forced to take value 1 if none of the Ei,k variables cov-

ering l takes value 1. Finally, we want to find the set Y of phases that minimizes

the number of uncovered peaks. Namely, we have:

Y = arg min
{B1,...,BK }⊂B′

∑
l∈L

wl.
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CHAPTER 4

CONCLUSIONS

This research investigates how human insights can help uncovering and exploit-

ing hidden structure in combinatorial satisfaction and optimization problems.

The focus of this dissertation is to harness human intuition to solve hard combi-

natorial problems and to propose a framework that provides a tight integration

of a combinatorial solver with human insights.

This work introduces a general framework for discovering efficient, con-

structive procedures for generating classes of complex combinatorial objects.

The framework integrates, in an iterative approach, streamlined constraint

search with a human computation component to identify possible patterns in

solutions.

This dissertation demonstrates the effectiveness of the proposed approach

on problems that lie beyond the reach of any current fully automated inference

procedure and are open questions of interest to the mathematical community.

In particular, we provide the first polynomial-time algorithm for constructing

arbitrarily large spatially balanced Latin squares. We also use the framework

to provide a new lower-bound for weak Schur numbers. Moreover, we provide

the first efficient constructive procedure for generating graceful labeling for ar-

bitrary large double-wheel graphs. No such procedure was previously known

and the largest double-wheel graph known to admit a graceful labeling was of

size 24. We also exploit the same framework to provide a polynomial time con-

struction for diagonally-ordered magic squares. Finally, we address the Erdős

discrepancy problem for general sequences as well as for completely multiplica-

tive sequences: we substantially improve the best known lower bound for se-
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quences of discrepancy 3 from 17, 001 to 127, 646 and prove that this bound is

tight.

This framework opens up a new avenue for discovering constructive proce-

dures for a range of challenge problems in combinatorics, discrete mathemat-

ics, and related areas. More generally, the integration of combinatorial reason-

ing and human computation methods is an exciting research direction, and fu-

ture avenues include, for example, crowdsourcing the identification of patterns

within a pool of solutions.

We show how to adapt these proposed techniques to pressing issues in com-

putational sustainability, and in particular, to a challenging problem in materials

discovery. In a similar fashion, we propose a framework that combines state-of-

the-art optimization solvers based on constraint reasoning with a human com-

putation component. We show that human computation and fully automated

constraint optimization approaches can work in a hybrid complementary set-

ting, leading to significant overall performance gains and more meaningful in-

terpretations of the materials data.

Future research directions include active learning methods to identify, in an

online setting, which human tasks need to be performed, as well as to pro-

vide feedback to workers, actively evaluate their quality and provide incentives

based on worker accuracy.

Overall, working in the emerging interdisciplinary field of computational

sustainability has been an incredible opportunity, leading to rewarding contri-

butions with a direct and tangible impact, while developing foundational for-

mal methods and approaches in the field of computer science.
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