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The many financial crises of the last century—and most recently, the Great Re-

cession of 2008 have highlighted the crucial role that market design can play in

exacerbating or dampening a difficult economic situation. An important thrust

of the economic discipline in recent years, therefore, has been to understand the

merits and flaws in existing financial market designs in order to provide pre-

scriptions for improvement. The three essays in my dissertation contribute to

this undertaking.

The first essay studies the effect of post-trade transparency reforms in over-

the-counter markets. Contrary to received wisdom, I show that such reforms

can hurt investors in many situations because potential counterparties may stay

away from the market and monitor trades for information before participating,

when there is transparency. This can lead to liquidity dry-ups and speculative

prices for investors. The second essay is a joint study with Maureen O’Hara

and explores the working of exchange traded funds (ETFs). When ETFs were

first launched, they were a sideshow to underlying asset markets. Today, how-

ever, we have numerous ETFs on assets that are hard-to-trade otherwise. We

demonstrate how inter-market information linkages in such ETF markets can

lead to market instability and herding. The third essay, joint work with Gideon

Saar, is a theoretical investigation of dynamic limit order markets with asym-

metric information. This essay throws light on a vexing question in market

microstructure—the use of limit orders by informed traders.
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CHAPTER 1

CAN TRANSPARENCY HURT INVESTORS IN OVER-THE-COUNTER

MARKETS?

1.1 Summary

This chapter examines the efficacy of post-trade transparency regulations like

TRACE in over-the-counter (OTC) markets. It is a widely held belief that greater

transparency in the trading process benefits investors by reducing opportuni-

ties for their exploitation, but I show that this need not be the case. Using a

multi-period auction based model of trading, I demonstrate that potential coun-

terparties may delay their trades when there is transparency because they can

monitor transaction prices and learn more, before participating. This leads to

liquidity dry-ups and increased execution risks for investors with immediate

trading needs. My model offers an alternative explanation for many of the pro-

nounced adverse characteristics of OTC markets in recent times—like dimin-

ished liquidity—usually attributed to the exodus of dealers from the market. I

also propose alternative market designs that can ameliorate some of the nega-

tive effects.

1.2 Introduction

In this paper I study the efficacy of post-trade transparency reforms in over-the-

counter (OTC) markets. Market transparency has been a major concern for reg-

ulators all around the world, especially since the financial crisis in 2008. While
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there is still considerable debate as to the precise triggers for the crisis, most

stakeholders now agree that opaque venues trading complex financial prod-

ucts were key enablers.1 A key focus of the regulatory agenda in the post-crisis

era, therefore, has been transparency, and the template for reforms has been the

Trade Reporting and Compliance Engine (TRACE) and Transaction Reporting

System (TRS) regulations. These two were among the earliest rules in OTC mar-

kets to engender transparency, introduced in 2002 and 2005 respectively.2

In recent years, TRACE’s regulatory reach has been expanded to include

agency debentures (March 2010), mortgage-backed securities (July 2013), 144-A

private placements (June 2014) and asset backed securities (June 2015). Pro-

posals under review seek to expand its ambit further to include collateralized

mortgage and debt obligations, and commercial mortgage backed securities.3

Moreover, researchers at the Federal Reserve have been advocating a TRACE-

like reporting mechanism even for OTC derivatives, and in January 2013, such

a system was rolled out for OTC swap trades.4 Despite the huge real world

importance, academic research—especially theoretical work—on the impact of

regulations like TRACE remains limited. In this paper I aim to bridge this gap

in the literature by developing a tractable model of OTC trading that provides

a number of insights on the effect of such transparency reforms.

1Refer to the US Senate Permanent Subcommittee on Investigations report titled “Wall Street
and the Financial Crisis: Anatomy of a Financial Collapse”, April 2011, commonly called Levin-
Coburn report, for a detailed investigation of the crisis. The report is based on interviews with
150 stakeholders and experts, and recommends greater transparency in the marketplace, in its
list of suggestions.

2I discuss the institutional context of these reforms in the next section.
3Refer Financial Industries Regulatory Authority (FINRA) Regulatory Notices 10-

55, 13-35, 14-34 and 15-04. Also refer FINRA news release on June 1, 2015, ti-
tled “FINRA Brings Transparency to Asset-Backed Securities Market”, available at
https://www.finra.org/newsroom/2015/finra-brings-transparency-asset-backed-securities-
market.

4Refer to the Federal Reserve Bank of New York Staff Report no. 424 titled “Policy Perspec-
tives on OTC Derivatives Market Infrastructure”, by Darrell Duffie, Ada Li and Theo Kubke,
published in March 2010.
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A key result in the paper is that transparency need not be uniformly benign

for all market participants. Specifically, it is investors with immediate liquidy

needs who suffer. To see why this may be so, imagine an auction (with pos-

sible resale) for an object with a common value component.5 Suppose some

bidders do not have precise signals about the common value. When there is

transparency, such bidders may prefer to stay out of the main auction and buy

later from the winner. This is because transparency allows them to monitor the

auction and learn information about the common value; this enables them to

negotiate a good bargain with the winner later. But since some bidders opt out,

competition in the main auction comes down, and the only bidders that offer

quotes are the ones with precise knowledge about common value seeking to ex-

ploit the information. Thus the seller with immediate need for liquidity earns

less revenue. In effect, transparency leads to a redistribution of trading surplus,

and my analysis explores which market segments benefit and which suffer.

The redistribution effect offers an alternative explanation for many of the ad-

verse attributes of OTC markets in the post-TRACE era.6 For instance, shrinking

liquidity, a pronounced feature of bond markets in recent times, may be at least

partly attributable to counterparties voluntarily opting out of active trade in fa-

vor of monitoring for more information. Similarly, increased execution costs,

reported by some OTC investors, may occur due to the preponderance of in-

formed quote providers. The prevailing wisdom blames mostly banks that may

5Common value is value from the object that all bidders can obtain. In financial markets
common value is typically the liquidation value of the asset. Objects may also have a private
value, which is value derived from the object that is unique to a bidder. In financial markets
private value may represent a trader’s exogenous trading need or pre-existing inventory of the
object.

6Refer to the BlackRock note titled “Corporate Bond Market Structure: The Time for Reform
is Now”, released in September 2014, available at http://www.blackrock.com/corporate/en-
ae/literature/whitepaper/viewpoint-corporate-bond-market-structure-september-2014.pdf.
This note describes the challenges faced by traders in the OTC bond markets in the current
post-TRACE environment.
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have abdicated their conventional dealership roles due to enhanced restrictions

and capital requirements after the financial crisis in 2008.7 But this explana-

tion cannot resolve the apparently inconsistent findings in empirical papers like

Asquith, Covert and Pathak (2013) (fall in trading activity accompanies a fall in

price dispersion after introduction of TRACE) which my model can.

The model of trading that I develop mimics the trading of illiquid bonds in

OTC markets. There are investors, informed speculators, and dealers who trade

to balance inventory. As in real bond markets, trading in the model takes place

via “request-for-quote” auctions, and markets lack pre-trade transparency, i.e.

market players cannot see rival quotes.8 There are potentially multiple rounds

of buying and selling: an investor auction may be followed by inter-dealer auc-

tions. In such a setting, I study the impact of post-trade transparency regula-

tions like TRACE. These regulations mandate that the details of any transaction

in the bond market be reported ‘almost’ immediately, and such information is

then publicly disseminated in real time.9

I show that in the present OTC market structure, transition from opaque

markets to regimes with post-trade transparency may involve a crucial trade-

off. When an asset is bought and sold a number of times, transparency invari-

ably improves the informativeness of prices in later transactions. But investors

in early stage transactions (i.e. investors with pressing need for liquidity) face

increased exploitation by well-informed speculators. The reason this happens,

7See for example: Onaran, Yalman, and Dakin Campbell, “Did Bank Rules Kill Liquid-
ity? Volcker, Frank Respond,” Bloomberg, October 20, 2014. Retrieved August 10, 2015, from
http://www.bloomberg.com/news/articles/.

8I explain technical terms like request-for-quote in detail in section 1.4.
9Under TRACE, transaction details (transaction size and price) must be reported within 15

minutes of trade for investment grade bonds up to $5 million, and high yield bonds up to $1
million face value. Beyond these sizes, only transaction price is reported (an indicator variable
is reported for size).
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in equilibrium, is that transparency allows speculators to signal their informa-

tion. In opaque markets, informed speculators cannot act as middlemen: at

every stage they face off against counterparty investors who compete to pro-

vide liquidity, because participation in trade is the only way counterparites can

learn more information. When there is transparency, however, participation is

not necessary because transaction details are publicly broadcasted. In a certain

sense therefore, counterparty investors condone the exploitation of early stage

investors by staying away when there is transparency, in exchange for more

information.

This insight has important implications for the way empirical studies are

designed. Most existing studies focus on the market wide impact of the regulation

on spreads, price dispersion, or transaction costs. But this means that later stage

transactions, that benefit from post-trade transparency, are mixed with early

stage transactions, where investors bear the cost, and the final results throw

little light on the contrasting effects on different investor groups. In effect, the

empirical results may be a reflection of the longevity of information at the time

of study: a positive effect means more downstream transactions than upstream,

which is most likely if the information is long lived. To measure the impact

of transparency more precisely in illiquid OTC markets, it may be necessary to

identify auction chains—domino buys and sells that take place without infusion

of new information about the asset—and then check the effects of transparency

at comparable links of the chain. An alternative way to study the impact may

be through experiments, and indeed, Bloomfield and O’Hara (1999), the major

experimental paper on this topic, find evidence that supports my hypothesis.

For instance, as in my model, they find that trade disclosure causes opening

spreads to widen dramatically, while the effect on later stage spreads is muted.
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Similarly, they observe that disclosure improves the informativeness of prices.

Finally, I propose alternative market designs that can ameliorate some of

the adverse redistribution effects of post-trade transparency. The basic idea be-

hind these alternative designs is quite intuitive. In the existing market struc-

ture, speculators can exploit investors with pressing liquidity need when there

is transparency because potential counterparties stay on the sidelines early on,

preferring to learn passively from transaction prices disseminated after trade.

But if the market structure were such that it revealed some information during

the trading process itself—accessible only through participation—then there is

inducement for the passive counterparties to take part, improving liquidity for

investors. I discuss a number of ways this can be achieved—for instance, vari-

ants of an open ascending auction procedure that implicitly broadcast partici-

pant information during the bidding process; or alternative types of quotes that

take their value from rival bids, and thus absorb information during trading.

Literature Survey

My paper contributes to the larger literature that looks at the effects of trans-

parency in financial markets. Most of this literature was written before TRACE

or TRS were implemented, and thus there is only a loose fit between the issues

considered in these papers and the issues of importance in bond markets.

Madhavan (1995) demonstrates that one cannot expect fragmented markets

to voluntarily integrate by disclosing trade information because dealers benefit

from reduced competition in opaque markets when order flows are temporally

correlated. Pagano and Roell (1996) suggest that higher transparency allows
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market-makers to improve prices because they can protect themselves better

from informed traders; thus attracting more uninformed order flow. Madha-

van (1996) examines the effect of disclosing order flow composition to market

participants. None of these papers, however, have an inter-dealer market or

resale stage, and they implicitly rely on the intuition that more disclosure is bet-

ter for uninformed traders due to reduced adverse selection. Thus the kind of

phenomenon that I examine in this paper cannot arise in such settings.

In Naik, Neuberger and Vishwanathan (1999), there is an inter-dealer mar-

ket, but in the first stage, a dealer is selected for trade exogenously. Their focus

is on disclosure of information during negotiated trade, and they show that

transparency improves certain sorts of risk sharing but worsens others. Their

results are driven by the fact that, in their model, an investor is informed and

dealers are risk averse. My model is based on OTC bond markets: all trade hap-

pens through auctions, and who gets to trade with an uninformed investor is

decided endogenously through the auction process. Further, all traders are risk

neutral and therefore risk aversion has no role in resale. Hence the issues that

arise in my model are very different.

Among recent papers, Asriyan, Fuchs and Green (2015) examine the im-

pact of information spillovers on trade in assets with correlated values. In their

model, there are multiple assets whose liquidation values are partially linked;

they focus on how revelation of transaction information in one asset affects

trade in the others, due to the correlation in values. The setting of my model

is very different. I have a single asset that is traded repeatedly in investor and

inter-dealer auctions. This enables me to study the inter-temporal impact of

post-trade transparency on trading strategies of market participants. Another
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paper, Duffie, Dworczak and Zhu (2015), suggests that publication of bench-

marks (e.g. LIBOR) can raise social surplus. However, their model is based on

search frictions and random matching. So they do not investigate how asym-

metric information about common-value fundamentals affects market partici-

pant strategies—the focus of my paper.

On the empirical side, there are four important papers that look at the ef-

fect of implementation of TRACE in corporate bond markets: Bessembinder,

Maxwell and Venkataraman (2006), Edwards, Harris and Piwowar (2007),

Goldstein, Hotchkiss and Sirri (2007) and Asquith, Covert and Pathak (2013).

The first three of these papers have data on early stages of TRACE implemen-

tation, when the regulation was mandatory only for relatively large and high

rated bonds, and the last one is the only empirical paper that looks at all the

phases. Broadly, these papers find a reduction in transaction costs after in-

troduction of TRACE, though Goldstein, Hotchkiss and Sirri (2007) find no

significant effect on spreads for infrequently traded bonds. Asquith, Covert

and Pathak (2013) discover that a significant drop in trading activity accompa-

nies fall in price dispersion, especially after implementation of the last phase

of TRACE for smaller, lower-rated bonds. As discussed earlier, since all these

studies look at market wide data, they have nothing to say about redistributive

effects. There are three prominent municipal bond studies: Harris and Piwowar

(2006), Green, Hollifield and Schurhoff (2007), and Schultz (2012). The first two

use pre-2005 data, so they do not discuss the impact of the transparency regula-

tion. Schultz (2012) finds a reduction in dispersion of prices after introduction

of TRS.

Finally, Bloomfield and O’Hara (1999) is an important experimental paper
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on the topic, and as discussed above, some of their results strongly corroborate

my story.

The paper is organized as follows. In section 1.3, I provide a brief descrip-

tion of disclosure reforms in the bond markets and describe institutional details.

Section 1.4 introduces the model. In section 1.5, I solve for the equilibrium in

markets with post-trade transparency, while in section 1.6, I discuss the solu-

tion approach for opaque markets. Section 1.7 compares the two transparency

regimes and describes the key tradeoffs involved. Section 1.8 suggests alterna-

tive market structures that can ameliorate some of the adverse effects of trans-

action disclosure. Section 1.9 discusses policy implications and concludes. All

the proofs are in Appendix A.

1.3 Institutional Context

Virtually all bond trading in the US today occurs over-the-counter, but until the

1920s, there was an active and transparent market for both municipal and cor-

porate bonds on the New York Stock Exchange (NYSE). While municipal bonds

migrated in the late 1920s, corporate bonds survived two decades longer on the

exchange, moving OTC during the 1940s. Biais and Green (2007) trace the evo-

lution of bond markets in the early 20th century. For close to five decades after

the migration, bond markets remained mostly opaque—the only source of in-

formation being informal word-of-mouth and newspaper reports. It was only

in the 1990s that the Municipal Securities Rulemaking Board (MSRB) in munic-

ipal bond markets, and the National Association of Securities Dealers (NASD)

in corporate bond markets, began implementing regulations mandating greater
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price transparency. Piwowar (2011) provides a detailed account of the the evo-

lution of the transparency regulations in bond markets over the years.

The current version of the regulation in the corporate bond market—

TRACE—was implemented in four phases over a 3 year period beginning July

2002. At present, Financial Industries Regulatory Authority (FINRA), the suc-

cessor to NASD, disseminates price and volume information on virtually all

corporate bonds in real time. Similarly, beginning January 2005, the MSRB dis-

seminates transaction details for municipal bonds on a real time basis through

the TRS.

A notable characteristic of these markets is that despite the high post-trade

transparency, there is very little pre-trade transparency. Most trading is orga-

nized as request-for-quote (RFQ) auctions. Historically, an intermediary broker

would contact all dealers in his network and request them for quotes on behalf

of a client; that is how this auction format got its name. Nowadays, electronic

trading platforms have replaced the human intermediary broker in some cor-

ners of the market, but the auction format has remained largely the same. For

instance, plaforms like MarketAxess and DealerWeb in the corporate bond mar-

ket, and Tradeweb and KCG Bondpoint in the municipal bond market have

emerged as significant players in the dealer-to-institution segment of the mar-

ket, and all of them offer the RFQ format.10 Typically, while investor auctions

are handled by third party platforms, an interdealer auction is conducted by the

dealer who wants to initiate a trade.

10Tully, Shawn, “The man behind the $7.7 trillion bond revolution,” Fortune, December 04,
2014. Retrieved August 10, 2015, from http://fortune.com/. The article describes how new
electronic trading platforms are changing the US bond markets.
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1.4 Model

I consider trade in an OTC market for a single indivisible asset. The asset’s

only payout is a liquidating dividend of v, which is a sum of two uniformly

distributed random variables:

v = s1 + s2, (1.1)

where s1 and s2 are independent and uniform on [0, 1].

Market Participants and their Information

All market participants are risk-neutral. There are two types of traders in the

market: investors and dealers. An investor has an immediate exogenous need

for trade and tries to sell (or buy) the asset at the best possible price. In the

corporate bond market, for instance, a firm like Blackrock is an example of an

investor. Any large inflow or redemption into a bond mutual fund or ETF may

lead to Blackrock buying or selling in the OTC bond market. For simplicity, I

focus throughout on a single investor trying to sell one unit of the asset in the

market. The case where an investor tries to buy from the market is symmetric.

A dealer, on the other hand, trades in the market to maximize profit, and a

number of factors affect his valuation. For instance, a dealer who has no initial

inventory in the asset values it at just v, but if he has inventory, his value may

be higher or lower than the liquidation value, depending on his initial position.

Further, unlike exchanges, OTC market dealers often have signals about the liq-

uidation value of assets. For instance, banks—which are important intermedi-

aries in many corporate bond markets—frequently have reasonable knowledge

11



of the firms whose bonds they trade. In the context of foreign exchange mar-

kets, King, Osler and Rime (2013) discuss a number of studies that document

how dealers bring private information to the OTC market.

In my model, there is one dealer who has an initial inventory (call her dealer

0), and values the asset as

v0 = v + ψ, (1.2)

where ψ is independent of s1 and s2 and uniform on [−Ψ,+Ψ], Ψ > 0. When

ψ is positive, adding the asset offsets dealer 0’s existing inventory risks; when

negative, it makes the inventory more risky. Dealer 0 has no signal about the

liquidation value of the asset but knows her initial inventory position ψ. In real

markets, such an inventory position is often due to orders from customers, so I

refer to dealer 0 as a customer-dealer.

There are two other dealers (call them dealers 1 and 2 respectively) who have

no initial inventory and thus value the asset at v, given by (1.1). These two

dealers, however, get private signals about the liquidation value of the asset:

dealer 1 sees s1, while dealer 2 sees s2. Dealers 1 and 2 trade to take advantage

of their private information; I refer to them as speculator-dealers (when there is no

risk of confusion, just speculators). To avoid confusion, I use the relative pronoun

“he” for speculators and “she” for the customer-dealer.

An alternative interpretation of speculator-dealers can be derived by com-

paring them with informed traders in classic models of exchange based trading

like Kyle (1985) and Glosten and Milgrom (1985)—both categories of traders

try to exploit their private information. The key difference is that in an ex-

change with designated market makers, informed traders are compelled to hide

in the order flow, while in OTC markets, they can profit as dealers. In this sense,

12



speculator-dealers are equivalent to informed traders that choose dealing strate-

gies to take advantage of private information. As for the customer-dealer, she

can alternatively be interpreted as a counterparty investor—albeit a patient one

who can choose when to trade in order to maximize profit. In this case, ψ may

be reinterpreted as the exogenous trading need of the counterparty.

Trading Platform

Like in the real world, all trade in my model is assumed to take place via

request-for-quote (RFQ) auctions. In an investor RFQ auction, an investor who

wants to trade contacts a third party trading platform (electronic, or a physical

broker’s broker). The platform then requests all interested dealers to submit

firm quotes for the order. Competing dealers cannot observe rival quotes. Fi-

nally, the platform informs the investor of the quotes obtained from dealers, and

the investor decides which quote to accept (or to not trade at all). The quotes

are anonymous, in the sense that the investor cannot map a quote to a dealer.

Trade among dealers too happens via RFQ auctions. But there is an impor-

tant difference. As is typical in bond markets, I have that an inter-dealer auction

is conducted by the dealer who wants to trade. Thus this dealer can identify

which dealer submits which quote. To eliminate spurious cases where dealers

conduct auctions just to discover rivals’ signals, I assume that only the winner of

the immediately previous auction is permitted to hold an inter-dealer auction.

In real bond markets, reputation considerations enforce such a rule.

In essence, the RFQ auction is a first-price sealed-bid auction. Many hybrids

of the basic structure, described above, are prevalent in OTC markets—for in-
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stance, investors may sometimes specify a reserve price to the platform in ad-

vance. In my model, I stick with the basic RFQ auction structure, but the results

hold for hybrid structures too. A common feature in all the variants is that com-

peting dealers cannot see rival quotes (pre-trade opacity or sealed-bid) and my

results go through as long as this condition holds.

Post-trade Transparency

I model two regimes of trade transparency. In the first regime (called transparent

regime), if a transaction occurs at the end of the RFQ auction procedure, the price

is announced publicly. I denote this price by B. In the second regime (called

opaque regime), there is no public announcement. Both regimes lack pre-trade

transparency (i.e. rival quotes are not publicly broadcasted). Since a unit quan-

tity is traded in the model, the quantity is public knowledge in both regimes.

The key impact of the TRACE and TRS regulations has been on post-trade

transparency. The opaque regime models the pre-regulation trading environ-

ment while the transparent regime models the environment after their intro-

duction.

Timing of Trade

The trading game proceeds in a number of stages.

1. On date 1, the investor places an order to sell one unit of the asset with the

trading platform. The platform sends a request for quote to the dealers.

2. On date 2, dealers 0, 1 and 2 receive their private signals: ψ, s1 and s2

14



respectively. After seeing the signal, if a dealer wishes to participate in the

investor auction, (s)he sends (her)his bid bi, i = 0, 1, 2, to the platform.

3. On date 3, the investor accepts the best bid. In the transparent regime,

the winning bid is announced publicly. In the opaque regime, there is no

announcement.

4. On date 4, the dealer that wins the investor auction can conduct an inter-

dealer auction to resell the asset. Once again, a request for quote is sent to

the remaining dealers.

5. On date 5, the dealers that wish to participate in the inter-dealer auction

send their bids.

6. On date 6, the dealer that conducted the inter-dealer auction either ac-

cepts or rejects the best bid. In case he rejects, the game stops. In case he

accepts, the winning bid is announced in the transparent regime, while no

announcement is made in the opaque regime.

The dealer that wins the dealership auction on date 6, in turn, may initiate a

fresh dealership auction whereby steps 4-6 repeat again. The cycle of interdealer

auctions continues till the winning dealer either decides not to resell or rejects

the best bid offered to him. Figure 1.1 provides a graphical time-line for the

trading game.

1.5 Markets with Post-Trade Transparency

In this section I solve for equilibrium in OTC markets with post-trade trans-

parency, i.e. markets that have in place a regulation like TRACE or TRS that

mandate transaction prices be publicly announced after each trade.
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in interdealer
market

(Game stops
when win-
ning dealer
decides not
to resell, or
rejects best
bid)

Figure 1.1: Timeline for OTC market game

Recall that a customer-dealer may have an initial inventory position in the

asset, but has no signal about liquidation value. Following the classic market

microstructure literature (Kyle (1985), Glosten and Milgrom (1985)), I assume

that a dealer without a signal about liquidation value does not speculate in the

market.

Remark 1.1. On winning the asset in an investor auction, a customer-dealer does not

resell in the inter-dealer market.

Thus the customer-dealer trades only in order to offset adverse inventory

positions. A speculator, though, is willing to resell if doing so increases his

expected profit. I maintain this assumption for the rest of the paper.

Since this is a multi-stage game, to obtain an equilibrium, I work backwards,

starting from resale in the interdealer market. I focus on equilibrium with sym-

metric strategies for speculators.
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Inter-dealer Resale Stage

Consider the first resale in the inter-dealer market after an investor auction. This

happens only if a speculator happens to be the winner of the investor auction.

Since the two speculators are symmetric, a resale thus implies that both were

participants in the prior round. For concreteness, let i be the winner of previous

round. The customer-dealer, dealer 0, does not have a signal about the liquida-

tion value, thus i’s expected value is

Ei [v|i wins] = si + Ei

[
s j

∣∣∣s j < si

]
=

3
2

si, (1.3)

where s j denotes the signal of the other speculator. So i agrees to a re-sale only

if he is offered a price of at least 3si/2.

The two potential participants in the resale auction are the losing speculator,

j, and the customer-dealer. Since the winning prices are publicly announced,

both know B, the price at which i won the previous auction. Speculator strate-

gies are symmetric, so j can invert B to deduce i’s signal. If s j is indeed less

than si/2, j has no incentive to participate in the resale stage; otherwise he may

consider participating. But at the resale stage, i knows that j is better informed

than him (recall that in an inter-dealer auction, the dealer conducting the auc-

tion knows the bidder-to-bid mapping); thus by the no-trade theorem, he never

accepts a bid from j. This observation is summarized in the following remark.

Remark 1.2. A speculator that loses the investor auction does not participate in the

inter-dealer auction conducted by the winner.

Remarks 1.1 and 1.2, taken together, imply that an inter-dealer resale, if it

happens, is a sale from a speculator to a customer-dealer. Let the customer-

dealer conjecture that speculators follow a continuous and strictly increasing
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bidding strategy β in the investor auction, with inverse φ. She can thus bid

3φ (B) /2 to obtain the asset, for sure, at the resale stage.

Investor Auction Stage

At the investor auction stage, the customer dealer may either sit out—and then

obtain the asset in the inter-dealer market for 3φ (B) /2—or participate if she ex-

pects to get a better deal. Suppose the speculators conjecture that the customer-

dealer is sitting out. In that case, their optimal strategy in the investor auction is

to bid as though they were participating in a first-price sealed-bid auction for an

asset with common value s1 + s2. Thus speculator 1’s bid solves (the expression

for speculator 2’s bid is symmetric)

β (s1) = argmaxb̂ Pr [s2 < s1]
(
E1 [v|1 wins] − b̂

)
. (1.4)

Since signals are drawn from the standard uniform distribution, the first order

condition gives,

β′ (s1) =
s1 + s2 − β (s1)

s1
. (1.5)

The differential equation above can be solved for the optimal bid, using the

boundary condition β (0) = 0, and details are in the Appendix. This brings us to

the next lemma.

Lemma 1.1. If the customer-dealer does not participate in the investor auction, the

speculators bid their signals, i.e.

β (s̃) = s̃. (1.6)

Note that this bidding strategy is continuous and strictly increasing. Thus if

the customer-dealer stays away from the investor auction, she can get the asset
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in the inter-dealer auction for 3max (s1, s2) /2. If she deviates and participates in

the investor auction with a bid x on the other hand, she expects to pay,

xPr (max (s1, s2) ≤ x) +
3
2

Pr [max (s1, s2) > x] E0 [max (s1, s2)|max (s1, s2) > x] (1.7)

to get the asset. The first term is her expected payment in the investor auction

and the second term is her expected payment in the inter-dealer auction, in

case she does not win the investor auction. In the Appendix, I show that the

expression in (1.7) simplifies to 3max (s1, s2) /2. Thus the deviation does not give

her a better deal. We are now in a position to state the equilibrium strategies of

the market participants.

Proposition 1.1. (Transparent equilibrium) In markets with post-trade trans-

parency, there exists an equilibrium where the game ends after the first inter-dealer

auction following an investor auction. Let k = 3
2 . The market participant strategies are

as follows:

1. A speculator bids his signal in the investor auction. In case he wins, the speculator

conducts an inter-dealer auction and sells to the highest bidder if the bid is at least

k times his signal. In case he loses, the speculator does not participate in the inter-

dealer auction.

2. The customer-dealer does not participate in the market when ψ ≤ 0. When ψ > 0,

she bids k.B in the inter-dealer auction but does not participate in the investor

auction.

The investor expects to get max (s1, s2) for the asset. The expected profit of the customer-

dealer and two speculators, on winning the asset, are ψ, s1/2, and s2/2.
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1.6 Opaque Markets

In this section, I look at OTC markets in the pre-TRACE, pre-TRS era. Unlike

the previous case, equilibrium in markets without post-trade transparency can-

not be obtained in analytical form. Nevertheless, it is possible to retrieve some

useful results even without a full fledged solution.

When winning quotes are announced, all market players get a signal about

the winner’s valuation, even if they did not participate in the auction. If the

winner has some knowledge about the liquidation value, the winning quote

provides an informative signal about the value of the asset. This is especially

useful to a customer-dealer, since she has no informative signal of her own. In

a market without transparency, however, this possibility no longer exists. The

only way that a customer-dealer can get information about liquidation value is

through participation in the investor auction: if she loses, she knows that an

informed speculator values the asset higher. Another way to state the same

thing is that any bid in the inter-dealer market by the customer-dealer, if she

has not participated in the investor auction, is independent of the liquidation

value. In that case, speculators may expect to get higher than their expected

value in the resale stage—their bids in the investor auction may therefore be

more aggressive.11

Remark 1.3. In a market without post-trade transparency, in any equilibrium where

speculators use symmetric increasing strategies and the customer-dealer does not par-

ticipate in the investor auction, speculators bid at least as high as their signals for some

signal realizations, and may bid higher than their signals for others, in the investor

11Recall that when the customer-dealer knows the winning bid in the investor auction, we
showed in the previous section that her bid in the inter-dealer market exactly equals the specu-
lator’s expected value in the transparent equilibrium.
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auction.

If the customer-dealer participates in the investor auction, then, like in the

previous section, I start by analyzing the resale stage first. I concentrate on

equilibrium in which speculator strategies are symmetric, and the customer-

dealer’s bid in the investor auction increases in the size of her initial inventory.

Inter-dealer Resale Stage

Suppose the customer-dealer and speculator follow continuous and strictly in-

creasing bidding strategies βd and βs with inverses φd and φs, respectively, in the

investor auction.

Once again, consider the first resale in the inter-dealer market after an in-

vestor auction. Following the reasoning of the previous section, this is a poten-

tial resale from a speculator to the customer-dealer, conditional on the customer-

dealer having lost the investor auction. Suppose the customer-dealer loses the

investor auction with a bid of c. This implies that the winning speculator has

a signal higher than φs (c). Thus the customer-dealer’s bid in the resale market,

say d, solves,

Π (ψ, c) = Maxd

(
ψ +

3
2

E0
[
max (s1, s2)|max (s1, s2) > φs (c)

]
− d

) (
Pr

[
φs (c) <

3
2

max (s1, s2) ≤ d
])
.

(1.8)

The first term is the customer-dealer’s expected payoff if the speculator ac-

cepts her bid; the second term is the probability that her bid is indeed accepted.

Note that the customer dealer’s bid in the inter-dealer auction depends on

her bid in the investor auction. This is because she cannot see the the winning
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bid in the investor auction—unlike in markets with post-trade transparency—

and so her only information about speculator signal comes from her own losing

bid. Also note that the winning speculator does not accept her bid if it is below

his expected value conditional on winning the investor auction, given by (1.3).

Investor Auction Stage

Consider the strategy of the customer-dealer first. If she bids too high in the

investor auction, she wins and overpays. If she bids too low, however, her

inference about the winning speculator’s signal is not accurate, so she is at a

disadvantage in the inter-dealer auction. Her optimal bid balances these two

imperatives, i.e.,

c = argmaxĉ (ψ + φs (ĉ) − ĉ) Pr
[
max (s1, s2) < φs (ĉ)

]
+Pr

[
max (s1, s2) ≥ φs (ĉ)

]
Π (ψ, ĉ) .

(1.9)

The first term is her expected profit if she wins the investor auction, while the

second term represents her expected profit if she bids in the inter-dealer market

after losing the investor auction.

As for the speculators, they bid so as to maximize their profit, conditional on

winning. Denote speculator 1’s optimal bid by e1, then,

e1 = argmaxê Pr
[
ψ < φd (ê)

]
Pr [s2 < s1] (max (E1 [d|1 wins] , E1 [v|1 wins]) − ê) .

(1.10)

The expression for speculator 2’s optimal bid is symmetric.

For the case where the customer-dealer participates in the investor auc-

tion, equations (1.8)-(1.10) give a system of differential equations that can “in-

principle” be solved to obtain the equilibrium strategies of the market par-
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ticipants. In practice, such systems rarely lend themselves to analytical solu-

tions (Fibich and Gavious (2003), Fibich and Gavish (2011), Krishna and Hafalir

(2009)), and equation system (1.8)-(1.10) fares no better. Further, most numeri-

cal methods in the auction theory literature focus on private value or one-shot

common value auctions for asymmetric cases, and my model falls in neither

category.12 So, instead of attempting to solve for equilibrium directly, I com-

pare bidding strategies obtained in this section with bidding strategies in the

previous section, to obtain insights on the effect of transparency.

1.7 Comparing Transparency Regimes

In this section, I compare market participants’ bidding strategies in OTC mar-

kets with and without post-trade transparency and show that an investor may

get better quotes if markets are opaque. This happens because speculators can

extract a high rent for their signal from investors when winning quotes are pub-

lic knowledge. I also discuss the informativeness of prices in markets with post-

trade transparency.

As noted in the previous section, when markets lack post-trade transparency,

the only way for the customer-dealer to obtain a signal about the liquidation

value is by participating in the investor auction. If there exists an equilibrium

where she does not participate, as discussed in Remark 1.3, the bids by specula-

tors in the investor auction are at least as aggressive as the bids in the transpar-

ent market. In case she does participate, a comparison of conditions (1.4) and

(1.10) shows that speculator bids may be more aggressive in opaque markets,

12For important papers in numerical techniques in the auction theory literature, look at the
references in Katzwer (2012).
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provided there exists an equilibrium with continuous and strictly increasing

bidding strategies. In fact, the result holds for any equilibrium where specula-

tors use symmetric increasing strategies. Intuitively, there are two factors that

lead to potentially more aggressive bidding by speculators: likely additional

competition in the investor auction from the customer-dealer who has no signal

about asset value; and, a possibility of getting higher than the asset’s expected

value during the resale stage in case the speculator manages to win the investor

auction.

Proposition 1.2. In an opaque market, in any equilibrium with symmetric increasing

speculator strategies, speculator bids in the investor auction are at least as high as their

respective signals.

Corollary. An investor may get higher equilibrium bids in an opaque market than in

the transparent equilibrium.

In a common value market with pre-trade opacity, any signal about liquida-

tion value is valuable. Speculators possess such signals, but in absence of post-

trade transparency, they have no way of communicating the signals to deal-

ers, and thus no way of obtaining rent. Transparency provides speculators a

way to broadcast signals—and in return, a customer-dealer allows speculators

to charge a higher price to investors with immediate liquidity needs by sitting

out of the investor auction.

It is important to emphasize that while Proposition 1.2 highlights one poten-

tial adverse effect of post-trade transparency, there are are simultaneous posi-

tive effects too. In the proposition below, I show that market participants have

a more accurate estimate of the fundamental value of assets in the transparent
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equilibrium. In effect, this implies that information percolates through the mar-

ket quicker when they are transparent.

Proposition 1.3. In an opaque market, in any equilibrium with symmetric increasing

speculator strategies, the ex-interim uncertainty in liquidation value estimate of a mar-

ket participant who loses the investor auction is at least as high as in the transparent

equilibrium.

Propositions 1.2 and 1.3 highlight a key tradeoff when moving from the

opaque to transparent regime. When the same asset is traded a number of times,

post-trade transparency invariably improves the informativeness of prices in

later transactions; thus downstream participants in the auction stream get ex-

ploited less. But in order to make up for the loss, speculators may exploit up-

stream participants more. Since participants in early stages are most likely to be

investors with pressing liquidity needs, this re-distribution of burden may not

always be ideal.

Propositions 1.1, 1.2 and 1.3, taken together, also reconcile some of the

seemingly contradictory findings in empirical studies like Asquith, Covert and

Pathak (2013) that examine the impact of TRACE (liquidity proxied by price

dispersion goes up, while liquidity proxied by trading activity falls, after intro-

duction of TRACE). Due to Proposition 1.3, liquidity measured using a price

dispersion based proxy goes up: since information percolates quicker in mar-

kets with TRACE, the price dispersion falls. However at the same time, liquidity

measured using a trading volume based proxy comes down due to Propositions

1.1 and 1.2: Proposition 1.1 shows that potential counterparties wait on the side-

lines, and Proposition 1.2 demonstrates that investors with immediate liquidity

needs may get worse prices with TRACE (and thus choose outside options to
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trade). Explanations in the popular press based on exodus of dealers from the

market cannot explain all pieces of the jigsaw simultaneously: the exit of deal-

ers may indeed lead to fall in trading volume, but this must also result in price

dispersions going up (and not down) in equilibrium.

The tradeoff also highlights an important reason why empirical studies may

find it hard to measure the precise impact of regulations like TRACE or TRS.

Most studies focus primarily on the market wide effect on spreads, round-trip

costs, or price dispersion, comparing these measures before and after the reg-

ulation. Some of them segment the data using the dealer/non-dealer identifier

(FINRA adopted this classification since November 2008, for TRACE report-

ing). But as discussed above, the effect of post-trade transparency is not uniform

within market participant segments. To understand the full impact, empirical

studies need to account for redistribution. One way to do that may be to look at

time stamps of transactions. In the most illiquid segments of the bond market,

transactions are infrequent, and it may thus be possible to distinguish domino

auction chains using the time stamps. Such chains involve buy and sale of the

same bond without the infusion of new information into the market, and are

likely to be driven by the mechanism that I have described. To give an exam-

ple, on 22 October 2015, at 12:38:53 p.m., there was a transaction for $30,000

worth of 6.5% bonds issued by Lowe’s Cos., maturing in 2029, at $124.419. Just

three seconds later, at 12:38:56 p.m., there was a transaction, again for $30,000,

for the same bonds at $125.044, though there was no notable information on

Lowe’s during this interval.13 Transactions such as these, in close proximity for

the same bonds, are quite likely to be part of a domino chain. Having broken

13Source: www.finra.org/industry/trace. This particular buy and sell chain is discussed in
the Wall Street Journal article “Huh? It Costs What to Trade a Bond?,” by Jason Zweig, on
October 24/25, 2015. The article goes on to suggest ways in which retail investors can avoid
exploitation in corporate bond markets.
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down transactions into such chains, one can then compare the effect of trans-

parency on prices at similar links to get an idea of the impact on particular seg-

ments of investors. Initial segments of the chain typically collect transactions

from investors that demand immediate liquidity—these transactions suffer due

to transparency. Patient counterparties, on the other hand, benefit from infor-

mation percolation, and transactions involving them cluster towards the end of

the chain.

An alternative approach to detect the redistribution may be to compare

the effect of introduction of a regulation like TRACE in different information

environments—when information is relatively long-lived versus short-lived.

With long-lived information, there is a greater likelihood of information per-

colation, and thus late stage transactions that benefit from transparency. Thus

the market wide effect of the reform in long-lived information environments

should be more positive compared to short-lived environments with few late

stage transactions. One challenge in this empirical approach could be to come

up with a definition of information longevity consistent across illiquid markets.

But reforms like TRACE have seen a staggered introduction across a wide vari-

ety of markets over the past decade-and-a-half—from 2002 till the present time,

right through the financial crisis years. So a clever empirical design should be

able to take advantage of the disparate information environments at the time of

the launches to tease out the differences in effect. Finally, structural models with

information events which lead to buys and sells may be another way to test the

redistributive hypothesis.
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1.8 Alternative Formats for OTC Auctions

The discussion in previous sections suggests that there might be a possibility to

Pareto improve (in expectation) the lot of all investors compared to the existing

market structure, if the underlying auction process is carefully designed. Auc-

tions have been used for allocation in many different contexts for a long time,

and their success is usually judged in terms of the participation engendered and

efficiency of allocation. Intuitively, in the OTC setting too, a “good” auction pro-

cess must induce counterparties to participate, and then assign the asset to the

counterparty that values it the most, i.e. in the context of my model:

1. Speculators must provide liquidity when customer-dealers do not partici-

pate in the investor auction.

2. When a customer-dealer participates, she must compete in the investor

auction before competing in inter-dealer auctions.

3. A speculator must not win the investor auction when a customer-dealer

competes. Nevertheless, a speculator’s information must be revealed to

the market in the course of trading.

Standard RFQ auctions, with or without post-trade transparency, fail to satisfy

these criteria. In opaque markets, the RFQ auction structure fails condition 3.

The only way a customer-dealer can get information from speculators is by par-

ticipating and losing in the investor auction. In the transparent equilibrium in

Proposition 1.1, condition 2 is violated. Note that the conditions above are only

necessary, not sufficient for optimality.
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In the propositions below, I discuss two alternative auction formats that sat-

isfy these three conditions in the context of my model. The first is a variant of

the ascending auction structure (call it ascending OTC auction): it is assumed that

the trading platform raises prices in continuous increments, starting from zero.

Bidders drop-out with rising price until only one bidder remains, and that bid-

der is declared the winner and pays the price at which the penultimate bidder

withdraws. Bidders do not know the number of rival active bidders. However,

every active bidder is informed of the price at which a drop-out occurs, by the

trading platform.

Proposition 1.4. (Ascending OTC equilibrium) If the RFQ auction is replaced by

the ascending OTC auction in the market structure of Proposition 1.1, there exists an

equilibrium where the game ends after the investor auction. The market participant

strategies in the investor auction are as follows:

1. A speculator quits at twice his signal value if no bidder has dropped out till then.

If one bidder has dropped out, a speculator quits at price p/2 plus his own signal

value, where p is the price at which the drop out occurred.

2. The customer-dealer does not participate in the market when ψ ≤ 0. When ψ > 0,

she stays in the auction till she wins it.

The investor expects to get min(s1, s2)/2 + max(s1, s2) for the asset. The expected profit

of the customer-dealer and speculators, on winning the asset, are ψ, s1/2 and s2/2.

Observe that the information on drop-out price is available only to partic-

ipants in the ascending OTC format. For counterparties waiting on the side-

lines in the standard RFQ auction with post-trade transparency (in the hope

of more information from transaction prices), the new format thus provides a
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strong incentive to participate. This, in essence, is the reason why the ascend-

ing OTC auction turns out better for investors compared to the RFQ auction:

higher counterparty participation implies more liquidity and better prices. It

is instructive to compare the ascending OTC equilibrium with the RFQ trans-

parent equilibrium in Proposition 1.1. Note that the expected profit of market

participants, conditional on winning the asset, is the same in both equilibrium.

Yet the investor’s expected earning goes up in the ascending equilibrium. The

reason is easy to see, intuitively. Irrespective of the auction format, when the

customer-dealer participates in the market, she eventually obtains the asset be-

cause she values it higher than speculators, due to her inventory. In the RFQ

transparent equilibrium, she obtains the asset from speculators—speculators are

like middlemen, exploiting their signal to extract a rent. In the ascending OTC

equilibrium, however, the customer-dealer obtains the asset directly from the

investor. Unlike standard RFQ auctions, in the ascending auction, the bidding

format itself provides the customer-dealer with information about speculator

signals. Thus speculators do not have a chance to capitalize on their signals,

and since middlemen get cut out, investors get a better price.

One issue with the ascending OTC format is that equilibrium selection,

in a certain sense, is the prerogative of the speculator. Given the strategy

of the customer-dealer, a speculator may drop out at any price in the range

(p, si + p/2
]
, after he sees a bidder drop out (si is the speculator’s private sig-

nal), and still earn nothing, just as in the ascending OTC equilibrium. Since

E [2 min (s1, s2)] = E [max (s1, s2)] for standard uniforms, the investor is better off

in all the scenarios, but how much information is conveyed to the customer-

dealer—and thus how exactly the surplus gets distributed between the investor

and customer-dealer—depends on when the speculator chooses to drop out.
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The second alternative, an extension of the RFQ auction, overcomes this is-

sue. This format (call it Conditional RFQ auction) runs just like the RFQ auction,

except that players are allowed to use conditional quotes—these are bids that

depend on the value of rival bids. Such quotes are common on online auction

sites such as Ebay. In the following proposition, I assume that the conditional

RFQ auction permits participants to submit multiples of “average of rival bids”.

Proposition 1.5. (Conditional RFQ equilibrium) If the standard RFQ auction is

replaced by the conditional RFQ auction in the market structure of Proposition 1.1,

there exists an equilibrium where the game ends after the investor auction. Let N = 2.

The market participant strategies in the investor auction are as follows:

1. A speculator bids his signal value.

2. The customer-dealer does not participate in the market when ψ ≤ 0. When ψ > 0,

she quotes N*(average of rival bids).

The investor expects to get min(s1, s2)/2 + max(s1, s2) for the asset. The expected profit

of the customer-dealer and speculators, on winning the asset, are ψ, s1/2 and s2/2.

Like the ascending OTC auction, conditional RFQ auctions turn out better

for investors because of the incentives the format provides for counterparties to

participate. Conditional quotes implicitly absorb information from rival bids in

the market, but to use them, counterparties need to take part in the market —

sitting on the sidelines is no longer optimal.

Observe that in the conditional RFQ format, it is the type of conditional

quotes allowed that determine how much speculator information is conveyed

to the market. For instance, instead of allowing multiples of “average of rival
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bids”, if the auctioneer allowed “highest of rival bids” as a quote, the investor

gets, in expectation, only max (s1, s2), and the customer dealer’s expected profit

on winning goes up to ψ + min (s1, s2). Since it is the auctioneer that decides

what alternative types of quotes to allow, in a way, it is he that decides how

the surplus gets distributed between the investor and customer-dealer. Thus

Propositions 1.4 and 1.5 highlight that there may be two complementary ways

to alter the existing format in OTC auctions to overcome any adverse impact of

transparency: tweak the bidding process, or tweak the order types.

A couple of caveats need to be added to the results in this section. In my

analysis, I have focused on a certain chosen equilibrium with symmetric spec-

ulator strategies. But common value games often have multiple equilibria,

some of them involving asymmetric or mixed strategies (Klemperer (1998)). For

more general equilibrium comparisons in such games, implementation issues

(Maskin (1999)) need to be considered. Secondly, in my model, since customer-

dealers do not have a signal about liquidation value, “toehold feedback” issues

do not arise in the ascending format.14 Mine is a natural assumption in many

OTC markets, but in case there is a setting where toehold issues are important,

there are alternative formats proposed in the auction literature that minimize its

effect.15

14In an open ascending auction, when a bidder values an asset higher than others, and has a
signal about liquidation value, the winners curse increases for other bidders, who consequently
bid lower. This is the toehold feedback effect. Refer to Bulow, Huang and Klemperer (1999) for
more details.

15For instance, Klemperer (2002) suggests a hybrid Anglo-Dutch auction.
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1.9 Conclusion and Policy Implications

It is a widely held belief among financial economists that greater transparency in

the trading process improves welfare of uninformed investors. Over the years,

this has led market regulators to require as much trading information as possi-

ble to be made immediately available to all market participants. Auction theo-

rists, however, have a more nuanced view of information disclosure: they have

found that unnecessary disclosure can lead to collusion and reduction in rev-

enue for sellers. In this paper, I married insights from the two fields to highlight

the tradeoff involved in post-trade transparency in OTC markets.

There are a number of market-design fixes to ameliorate the adverse effects

of post-trade transparency. The underlying idea behind the ‘repairs’ is to create

strong incentives for counterparties to participate. This can be achieved by se-

lecting auction formats that reveal some information from speculators to only

participants in the trading process. A more open bidding process, or introduc-

tion of new types of quotes that allow conditioning on rival bids, may do the

trick. I explored these alternative market structures in the context of my stylized

model; regulators may wish to generalize the idea behind these fixes further and

test them on a large scale.

The broader message is that there are two complementary ways to improve

the design of markets. The auction literature has primarily focused on adjusting

the bidding process in its efforts to improve the efficacy of auctions. Market

microstructure, on the other hand, has studied a huge repository of order types.

In case of OTC markets, it is possible to combine observations from both these

areas to improve the market structure.
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CHAPTER 2

CAN ETFS INCREASE MARKET FRAGILITY? EFFECT OF

INFORMATION LINKAGES IN ETF MARKETS

2.1 Summary

The second essay in my dissertation is joint work with Maureen O’Hara. We

show how inter-market information linkages in ETFs can lead to market insta-

bility and herding. When underlying assets are hard-to-trade, informed trading

may take place in the ETF. Underlying market makers, then, have an incentive

to learn from ETF price when setting prices in their respective markets. We

demonstrate that this learning is imperfect: market makers pick up information

unrelated to asset value along with pertinent information. This leads to propa-

gation of shocks unrelated to fundamentals and causes market instability. Fur-

ther, if market makers cannot instantaneously synchronize their prices, inter-

market learning can lead to herding, where speculators across markets trade in

the same direction using similar signals, unhinged from fundamentals.

2.2 Introduction

Exchange-traded funds account for as much as a third of all publicly

traded stocks. Or think of it this way: An ETF that tracks a basket of

hard-to-trade emerging-market stocks or high-yield bonds will, on any day,

attract more buy and sell orders than a bellwether like Microsoft or Gen-

eral Electric. Among bright ideas on Wall Street, this notion of promis-

ing investors instant liquidity in some of the most opaque corners of the
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global marketplace ranks with earlier innovations like securitization in con-

sequence if not risk.

New York Times. February 22, 2016.

What is the risk of introducing Exchange-Traded Funds (ETFs) on hard-to-trade

assets? Do such ETFs amplify market volatility or do they act as shock ab-

sorbers, introducing an extra layer of liquidity? Shock absorbers or not, what

is the mechanism by which they affect market trading? Can these ETFs lead

to trading frenzies in which many speculators rush to trade on the same mar-

ket signal causing large price dislocations? What can regulators do to promote

dampening effects of ETFs, if any, over amplifying effects? Questions like these

have become increasingly important in recent years as interest in this instrument

has exploded.1 ETFs today are often the preferred vehicle for access to assets

that have limited participation or liquidity otherwise, making them a systemi-

cally important cog that may move risks across markets.2 Despite widespread

interest among practitioners and regulators, academic research—especially the-

oretical work—on these market impacts of ETFs is scant.

In this paper we address this gap in the literature by investigating the risks

and benefits of ETFs that track hard-to-trade assets. We are particularly in-

terested in understanding when trading in ETFs may lead to greater market

fragility. The term fragility has been used in the literature for many different

1Flood, Chris, “Record number of companies launch exchange traded funds,” Financial
Times, January 03, 2016. Retrieved February 5, 2016, from http://www.ft.com/. See also: Jenk-
ins, Colby, and Anthony J. Perrotta, Jr., “Institutional Investors Embrace Corporate Bond ETFs
as Cash Bond Liquidity Struggles,” Tabb Forum, March 3, 2015. Retrieved September 15, 2015,
from http://tabbforum.com/opinions/.

2Evans, Judith, “Bond ETFs’ lure of backdoor to liquidity,” Financial Times, September 7,
2014. Retrieved September 15, 2015, from http://www.ft.com/.
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kinds of market vulnerabilities. In this paper, we use fragility to refer to two

specific phenomena: (i) market instability, driven by propagation of shocks un-

related to fundamental value of an asset, and, (ii) rational herding, wherein all

market speculators trade in the same direction, on the same market signals, un-

hinged from asset fundamentals. Our analysis identifies a feedback channel in

which herding and instability can arise due to the presence of ETFs.

Specifically, we develop a tractable model of ETF trading that features learn-

ing and feedback effects from the ETF to the underlying asset markets and vice

versa. In our model the ETF tracks the weighted average of a basket of under-

lying assets, and markets are organized as conventional Kyle-style auctions. In-

formed trading can occur in both the ETF and the underlying assets, but in many

settings, particularly those in which the underlying assets are hard-to-trade, in-

formed traders may not have synchronous or symmetric access to both the ETF

and the underlying assets. For instance, trade in some foreign sovereign stocks

requires licenses that ETF traders often do not have, rendering the underlying

assets out of bounds for speculators except as part of country ETFs. Similarly, in

certain commodity ETFs, trade in the underlying requires the capacity to carry

the physical asset, precluding ETF speculators from also participating in the

underlying. For many bond ETFs on the other hand, underlying markets are

still over-the-counter and illiquid, and trade may be difficult (and expensive).

At the same time, speculators trading in such underlying asset markets may be

specialized, with little incentive to trade the full ETF basket.3 Lack of symmetric

access may also arise due to asynchronous trading. Trading hours for ETFs and

underlying assets do not overlap in many ETF markets, and in turbulent condi-

3An alternative explanation as to why some speculators may stick with ETFs, while oth-
ers trade in only certain specific underlying stocks, comes from the behavioral literature that
explores cognitive biases like familiarity and home bias.
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tions the underlying market may even close while the ETF remains open (a case

in point being Greek ETFs in summer 2015). In such scenarios, ETF prices can

serve as a source of information for market makers in underlying assets, and

vice versa, setting the stage for important feedback effects between prices.

Market instability arises in such settings because an underlying market

maker, when learning from ETF prices, cannot perfectly distinguish between

price changes caused by factors pertinent to his asset, and other factors, irrel-

evant to him. This leads to a situation where idiosyncratic shocks pertinent to

one asset begin to affect the price of another independent asset—through the

ETF price channel—thus causing market instability. We show that ETF mar-

kets bring both benefits and costs for underlying asset markets. At the level of

the aggregate basket, ETF trading helps move underlying prices closer to fun-

damental value. Yet at the level of individual assets, it may lead to persistent

distortions from fundamentals. Assets with high beta and high weightage in

the ETF are especially vulnerable to such distortions.

We also show how herding can arise in the ETF ecosystem. When ETF

market makers cannot instantaneously synchronize their price with underlying

prices through the arbitrage mechanism, market makers in the ETF and under-

lying markets set initial clearing prices based on order flow in their own mar-

kets, and then revise them as they see prices in other markets evolve. This stag-

gered information flow offers speculators an opportunity to use short-horizon

strategies, closing out positions without waiting for the liquidation value to

realize, if they can correctly guess the information flow from other markets.

When speculators across different markets use common signals for trade, the

staggered flow of information into price is predictable, and we show that short-
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horizon speculator strategies constitute an equilibrium. The common signal is

most likely to be about the systematic factor—since the systematic factor affects

all assets and all speculators tend to track it. Thus, speculators across the ETF

ecosystem end up herding on the systematic factor signal. This herding phe-

nomenon is reminiscent of a Keynesian beauty contest: speculators raise the

weight on the systematic factor, not because it affects the liquidation value, but

because other speculators do the same.

That ETFs could exert independent effects on market behavior reflects the

underlying enigma posed by these securities. As derivatives, ETF prices should

be determined by the values of their underlying assets. Yet, in many cases,

the trading volume (and liquidity) of the ETF far exceeds that of the underly-

ing asset markets, making these the preferred vehicle of trading interest. And

with that trading interest comes the possibility that informed trading (and price

discovery) now takes place in the ETF. When this occurs, it is akin to the “tail

wagging the dog”, in that the ETF price changes the underlying prices rather

than the underlying prices changing the ETF. As events like the market disloca-

tion on August 24, 2015 made clear, ETFs are no longer simple appendages to

the market, but rather are now capable of affecting markets in their own right.

The paper is organized as follows. Section 2.3 provides a brief overview to

the literature. Section 2.4 then introduces our basic model. In Section 2.5 we

study ETF markets where the underlying is hard to trade, resulting in informed

speculation occurring primarily in the ETF. In such markets, we show that in

equilibrium, shocks unrelated to fundamentals may propagate from asset to as-

set through the ETF channel. In Section 2.6 we allow informed speculation in

both underlying markets and in the ETF. We show that such markets admit a
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herding equilibrium where all speculators use only the systematic factor signal

to determine their order size and asset prices become unhinged from funda-

mentals. In Section 2.7 we use data from Greek ETFs trading during the finan-

cial crisis in summer 2015 to illustrate many of the phenomena we describe in

the paper. Section 2.8 discusses policy implications and concludes. All proofs

are in Appendix B.

2.3 Literature Review

Our paper is related to a growing and diverse body of literature. One such

area is models with feedback effects and strategic complementarities in finan-

cial markets (see Hirshleifer, Subrahmanyam and Titman (1994), Barlevy and

Veronesi (2003), Veldcamp (2006), Ganguli and Yang (2009), Amador and Weill

(2010), Garcia and Strobl (2011), Goldstein, Ozdenoren and Yuan (2011), Gold-

stein, Ozdenoren and Yuan (2013), Hassan and Mertens (2014)). Most of these

papers focus on strategic complementarities that arise in information acquisi-

tion and interpretation, but none, to our knowledge, have focused on the par-

ticular complications introduced by ETFs. Two papers are particularly relevant

for our analysis here. Cespa and Foucault (2014), using a rational expectations

framework, show how liquidity shocks in one asset can spillover to other assets.

Our analysis focusses on information linkages and asset price co-movements,

not liquidity, but both models suggest the important role played by cross-asset

learning in affecting market behavior. The herding portion of our model is

related to the model in Froot, Sharfstein and Stein (1992), though the driving

mechanisms differ between the two papers. In their model herding arises be-

cause of execution uncertainty: half the orders sent by an informed speculator
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execute in the first period, while the other half execute in the second period.

Thus if a speculator wants to close out his position after the second period, he

imitates other speculators. In our model, on the other hand, the reason for herd-

ing is the information linkage between the markets that arises due to the way

market makers learn.

Our work is also related to market microstructure research looking at the

impact of an index on trading activity. Subrahmanyam (1991) examines the op-

timal strategy for discretionary liquidity traders when they can trade in both

the index and the underlying securities, and shows that adverse selection costs

are typically lower in indexes. Introduction of an index, therefore, reduces liq-

uidity in underlying securities because liquidity traders find the index more

attractive. Gorton and Pennacchi (1993) show that when prices are not fully re-

vealing, the return on composite securities cannot be replicated by holding the

underlying individual assets when investors have immediate needs to trade.

Like Subrahmanyam (1991), they show that an index can improve the welfare

of uninformed traders. The focus of our paper is quite different from these

papers, however, as we look at how inter-market information linkages in ETF

markets can cause instability and lead to herding. There is a growing empirical

literature looking at the impact of equity ETFs on the stock maket. Ben-David,

Franzoni and Moussawi (2014) and Krause, Ehsani and Lien (2014) find that

ETFs increase the volatility of underlying assets, and Ben-David, Franzoni and

Moussawi (2014) further show that this is not accompanied by increased price

discovery at the stock level. Da and Shive (2015) find that ETFs contribute to

equity return co-movement, an increase they argue is not due to fundamental

factors. Israeli, Lee and Sridharan (2015) find that increased ETF ownership is

accompanied by increased bid-ask spreads, decreased pricing efficiency, and in-
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creased co-movement of the underlying stocks. The findings in these papers

are broadly consistent with our model. Glosten, Nallareddy and Zhou (2015),

using quarterly data and an accounting- based measure of informativeness, ar-

gue that greater ETF holdings of a stock increase the informational efficiency

of small stocks and stocks with imperfect equity market competition. We show

that ETFs can decrease the informational efficiency of the underlying security,

where our focus is on shorter horizons such as during a trading day. Whether

ETFs increase informational efficiency over long horizons is not a focus of our

analysis.

Finally, another related literature involves the limits to arbitrage (see for ex-

ample Shleifer and Vishny (1997); Gromb and Vayanos (2010)). This literature

has largely focused on understanding how the capital and risk required in real

world arbitrage can result in asset prices diverging from true values. Because an

ETF is a composite security, in principle its price at any time is simply the sum-

mation of the underlying component prices. Deviations from these prices are

‘corrected’ by an arbitrage process that involves the creation and redemption of

ETF shares. In practice, such perfect synchronization is not automatic, particu-

larly when limited (or asynchronous) access (or simply greater liquidity) makes

the ETF a preferred venue for informed trading. Malamud (2015) analyzes the

impact of this ETF redemption process in a model with symmetric information

and trading done only for risk-sharing purposes. His analysis shows that arbi-

trageurs face limits to arbitrage due to execution risk, arising in part from risk

aversion. These rigidities in the redemption process can introduce price dy-

namics into ETF prices. Our analysis here is based on asymmetric information

and the learning interaction between ETFs and underlying securitities. Our fo-

cus on ETFs based on hard to trade assets underscores how information flows
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and market rigidities can also create natural impediments to arbitrage—and the

potential for market fragility.

2.4 A Model of ETF Trading

To study market instability that arises through propagation of shocks unrelated

to asset fundamentals, we develop a model of ETF trading based on the clas-

sic Kyle (1985) setup. In the real world, an ETF originates when an issuer of

ETF (ETF sponsor) designates chosen market participants as ETF market mak-

ers (authorized participants). ETF market makers have a special agreement with

the ETF issuer: they can create/redeem ETF shares at net asset value by de-

livering the constituents of the ETF. When ETF and underlying asset markets

are liquid—and trade synchronously—ETF market makers can arbitrage away

price differences between the underlying basket and ETF, ensuring that they

move in-step. With risk neutral market participants (like in our model), the

same price adjustment results if we assume that market makers learn from price

changes in other markets. On the other hand, when some underlying asset mar-

kets are hard-to-trade—or trading is asynchronous—the learning mechanism

that we describe in the paper is the key driver of the price adjustment process,

because arbitrage may no longer be feasible.

Asset Value

We begin by setting up a model in which there is one exchange traded fund

(denoted by e) tracking the weighted average of N underlying assets. The initial

value of security i (i = 1, ...,N), Pi,0, is public knowledge. The liquidation value
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of the asset, vi, is given by

Pi,3 = Pi,0 + biγ + εi, i = 1, ...,N, (2.1)

where γ, ε1, ..., εN are all mutually independent normally distributed random

variables, each with mean zero. Consistent with “factor model” representation

of security prices, shocks to the asset value may be decomposed into a system-

atic (or common) factor component, γ, and an idiosyncratic component, εi, with

bi denoting the factor loading. When it simplifies calculations without loss of

generality, we assume var (εi) = var(ε j) = var (ε) ∀i, j ∈ {1, ...,N}, i.e., the vari-

ances of the idiosyncratic components are equal.

The value of the ETF is simply the weighted average of the underlying asset

prices. Thus the liquidation value of the ETF is

Pe,3 =

N∑
i=1

wiPi,0 +

N∑
i=1

wibiγ +

N∑
i=1

wiεi, (2.2)

where wi is the weight of asset i in the basket.

Market Participants and their Information

The ETF and assets are traded simultaneously in separate markets. Each market

is organized as a Kyle (1985) type auction with a designated market maker. All

traders in the model are risk-neutral. There are N informed speculators who trade

only in the ETF market. Each speculator receives two signals: one about the

systematic factor, and another about an idiosyncratic factor. No two speculators

receive information about the same idiosyncratic factor; in other words, each

speculator in the ETF market is ‘associated’ with an asset market. This assump-

tion is meant to mimic the fact that in the real world, a speculator tracks only a
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few selected markets. Having a single ETF speculator for each asset also allows

us to sidestep the complications of within-market coordination, and focus on

inter-market information linkages.

We also have one informed speculator in each of the N underlying asset mar-

kets. This speculator receives a signal about the idiosyncratic factor affecting his

specific market, and a signal about the common factor. We analyze a model with

speculators in both ETFs and underlying markets in Section 2.6, but as a useful

preliminary, in Section 2.5, we consider a world in which informed speculators

are only active in the ETFs. For simplicity, we assume that signals received by

speculators in all the markets—ETF and underlying—have no noise: a specu-

lator in the ETF market tracking market i observes εi and γ, and so does the

speculator trading in market i.

There are N + 1 market makers in the model: one for the ETF market, and

one for each underlying asset market. Like in Kyle (1985), competition is as-

sumed to drive their profits to zero, so they clear markets at expected value. As

is standard in such models, there are liquidity traders in the ETF and underly-

ing markets who are assumed to have exogenous reasons for trade. Liquidity

traders in market i place an order of zi ∼ N (0, var (zi)); in the ETF market, the

liquidity order is ze ∼ N (0, var (ze)). We assume that var (ze) =
∑N

i=1 var (zi), and

that the variance of liquidity orders in underlying markets are identical, i.e.,

var (zi) = var(z j) = var (z) ∀i, j ∈ {1, ...,N}.
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Timing of Trade

There are three dates, t = 1, 2, 3. On date 1, informed speculators in the ETF

and underlying markets trade in their respective markets according to their in-

formation. On date 2, market makers in the underlying markets update their

prices after observing the date 1 ETF price, and the ETF market maker updates

the ETF price after observing the date 1 underlying market prices. On date 3,

the liquidation value of the assets realize. (Figures 2.1 and 2.3, in Sections 2.5

and 2.6 respectively, illustrate the timeline graphically.)

The objective of the ETF speculator tracking market i is to choose an order

size, xei, that satisfies

xei = arg max
x′ei

E

x′ei

 N∑
j=1

w j

(
ε j + b jγ

)
− Pe,1


∣∣∣∣∣∣∣ εi, γ

 , (2.3)

where Pe,1 denotes the ETF price on date 1. Similarly, the objective of a specula-

tor in underlying market i is to choose

xi = arg max
x′i

E
(
x′i

(
εi + biγ − Pi,1

)∣∣∣ εi, γ
)
. (2.4)

The total order flow in the ETF market is denoted by qe = xe + ze. Similarly, in

underlying market i, the total order flow is qi = xi + zi.

Learning and Equilibrium

The model developed here involves N + 1 securities, 2N informed speculators,

and N + 1 market makers. In principle, a complete solution to this model could

involve a complex equilibrium in which underlying market makers learn not

only from their own order flow, the price movements of every other underly-

ing asset, and the price movements of the ETF, but also from the lack of order
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flows and price movements in their own and other securities. Such a compli-

cated learning problem is intractable. In the following analysis, we focus on

more tractable learning scenarios. In the next section, we characterize how a

market maker would learn from the ETF and impound that information in the

underlying security. The subsequent section allows learning from both the ETF

and own security and focusses on equilibria that result in herding.

2.5 Informed Speculators in ETF

In this section, we analyze equilibrium when the underlying asset markets are

not easily accessible to informed speculators. As noted in the introduction, a

number of high yield bond, commodity and country ETF markets possess the

inaccessibility characteristic that we model here, and so too would any setting

in which the ETF trades when the underlying market is not open. The practical

import of this assumption is to restrict our attention to informed speculation

happening only in the ETF. For analytical simplicity, we assume complete in-

accessibility, but our results go through, qualitatively, when the inaccessibility

is partial—as long as there is substantial price-discovery in the ETF that forces

underlying market makers to learn from ETF price changes.4 In the next sec-

tion we analyze a setting with informed speculation in both the underlying and

the ETF. In this paper we focus on asset price co-movement effects of ETFs, but

one may also extend our setup to study liquidity spillovers. Though the model

4Technically, our results hold in any equilibrium where ETF speculators are “long-horizon”,
i.e. maximize the objective function in equation (2.3). If there are informed speculators trading
exclusively in underlying markets, this may not be the case. We discuss this scenario in the next
section.
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0 1 2 3

Pe,1, Pi,1(= Pi,0)

independent

Pe,2(= Pe,1), Pi,2

linked

Pe,3, Pi,3

Liquidation
values realized

Underlying
market makers
learn from ETF
price.

Trade in ETF market,
ETF market maker learns
from trade in his market
and sets price.

Figure 2.1: Timeline for model when informed speculation occurs in ETF

setups are quite different,5 liquidity spillover results in our model largely tally

(qualitatively) with Cespa and Foucault (2014).

Figure 2.1 above presents the timeline for this setup. Underlying market

makers track ETF price changes for information about their own assets. With

no informed trading in asset markets, Pi,1 = Pi,0, and since ETF market makers

have nothing to learn from underlying markets, Pe,2 = Pe,1. As is standard in

the literature, we look at symmetric linear equilibrium strategies for informed

speculators. Each market participant conjectures the strategies of all other par-

ticipants; in equilibrium, the conjectures are consistent.

An underlying market maker, on seeing a change in ETF price, can infer the

order flow as qe =
(
Pe,1 − Pe,0

)
/λe, where λe denotes the price impact factor in the

ETF market determined in equilibrium. From this order flow, the underlying

market maker tries to discern information pertinent to his asset. As a Bayesian,

he therefore revises the price in his own market to

5For instance, we have risk neutral participants while Cespa and Foucault (2014) study risk
averse agents; we explicitly model informed speculation and have an ETF basket asset with
multiple underlying assets while Cespa and Foucault (2014) study liquidity spillover in a two
asset framework.

47



Pi,2 = Pi,1 + λeiwiqe = Pi,1 +
cov (εi + biγ,wiqe)

var (wiqe)
wiqe, (2.5)

where λei denotes the impact of the ETF price change on underlying asset i.

An ETF speculator takes into account the impact of his and other specula-

tors’ trade on the ETF price before placing an order; hence the clearing price

offered by the market maker in the ETF aggregates the information of all ETF

speculators. But this, in turn, implies that the order flow inferred by an under-

lying asset market maker has information pertinent to the asset mixed not just

with random noise, but also with systematic information related to other under-

lying assets. In other words, if νew j and θe denote the optimal weights that an

ETF speculator tracking asset j places on his idiosyncratic and systematic factor

signals in equilibrium, the order flow inferred by underlying market maker i is

qe = ze +

N∑
j=1

(
νew jε j + θeγ

)
. (2.6)

In equation (2.6), νeεi + Nθeγ is the only component of the order flow that is

pertinent for underlying market maker i, the rest of it obfuscates the informa-

tion. Substituting the value for qe in equation (2.5) above, we obtain the impact

of the ETF price adjustment on underlying asset market i:

Pi,2 = Pi,1 +
νew2

i var (εi) + Nθebiwivar (γ)

w2
i ν

2
e
∑N

j=1 w2
jvar

(
ε j
)

+ w2
i N2θ2

evar (γ) + w2
i var (ze)

wize + wi

N∑
j=1

(
νew jε j + θeγ

) .
(2.7)

Solving for parameters νe, θe, λe and λei gives us the proposition below.

Proposition 2.1. The equilibrium price set by the ETF market maker is

Pe,1 = Pe,0 + λeqe, (2.8)
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the equilibrium price set by the market maker in underlying market i, i = 1, ...,N, is

Pi,2 = Pi,1 + λeiwi

ze +

N∑
j=1

xe j

 , (2.9)

and the optimal order size of an informed ETF speculator tracking market i is

xei = wiνe.εi + θe.γ,

where

νe =
1

2λe
, θe =

∑N
j=1 w jb j

(N + 1) λe
, (2.10)

λe =

√√(∑N
j=1 var

(
ε j

)
w2

j

)
/4 + var (γ)

(∑N
j=1 b jw j

)2
N/ (N + 1)2

var (ze)
, (2.11)

and λei =
λe (N + 1) var (εi) + 2λeNbi

(∑N
j=1 w jb j

)
var (γ) /wi

(N + 1)
(∑N

j=1 w2
jvar

(
ε j

))
+ 2N

(∑N
j=1 w jb j

)2
var (γ)

. (2.12)

Note that while νe and θe are increasing in N, λe (and hence λei) is decreasing

in N. This happens because an increase in the number of speculators increases

competition among them, leading to a decrease in the adverse selection faced

by the market maker.

Proposition 2.1 illustrates how ETFs tracking hard-to-trade assets may lead

to market instability. Recall that market instability, in our context, refers to the

propagation of unrelated shocks across assets. By unrelated, we mean shocks

that are independent of factors that determine the fundamental value of the

asset. As Proposition 2.1 shows, the underlying market maker in asset i is now

influenced by information related to the collection of assets.

A novel feature of information transmission through inferred ETF order flow

is that it leads to underlying markets getting ‘coupled’. Observe that the only

source of information for market makers in the underlying asset markets is in-

formed trading in the ETF, and equation (2.5) above describes how they learn
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from the ETF price. Coupling, in this case, happens through two channels. The

first channel is the price impact factor, λei, in equation (2.5). Equation (2.12)

shows that the price impact factor in market i is affected by the weights, be-

tas, and variance of idiosyncratic factor of other assets in the ETF, as well as

the number of assets in the ETF—even though these variables are not related

to asset i’s liquidation value. The second channel is the order flow variable

in equation (2.6): from the aggregate order flow that he infers, an underlying

market maker has no way of distinguishing shocks pertinent to his asset, from

irrelevant shocks to idiosyncratic factors of other assets. It is this inability to

discriminate that allows unrelated shocks to affect underlying asset prices. Our

model allows a precise characterization of the transmission.

Proposition 2.2. (Market instability) A shock of η j to the idiosyncratic component of

asset j leads to a shock of

w2
i (N + 1) var (εi) /2 + wiNbi

(∑N
j=1 w jb j

)
var (γ)

(N + 1)
(∑N

j=1 w2
jvar

(
ε j

))
+ 2N

(∑N
j=1 w jb j

)2
var (γ)

η j (2.13)

to Pi,2, the price of asset i.

Proposition 2.2 demonstrates an important way in which ETFs affect overall

market stability. Equation (2.13) shows that, unlike other common financial in-

struments, ETFs can act as conduits for transmission of risks across the market

ecosystem—in this sense, therefore, ETFs make the ecosystem more coupled.

Given that there are over 6100 ETFs now available to investors globally, the in-

fluence of these instruments on market fragility can be substantial.6

Equation (2.13) allows us to delineate important determinants of shock prop-

agation.
6Flood, Chris, “Record number of companies launch exchange traded funds,” Financial

Times, January 03, 2016. Retrieved February 5, 2016, from http://www.ft.com/.
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Proposition 2.3. Ceterus paribus, the impact of an unrelated shock is higher for an

asset with higher beta.

Proposition 2.3 follows directly from equation (2.13). To understand it in-

tuitively, note that since all speculators use identical systematic factor signals

to decide their order size, underlying market makers expect to find good infor-

mation about the systematic factor in the inferred ETF order flow. Higher beta

implies that the systematic factor has a higher relative weightage for the value

of the asset, thus a market maker gives higher importance to information in ETF

order flow. This, in turn, implies a greater vulnerability to unrelated shocks.

Proposition 2.4. Ceterus paribus, the impact of an unrelated shock is higher for an

asset with higher weight in the ETF.

Proposition 2.4 reflects the fact that speculators with information about as-

sets that have a higher weight in the ETF trade more, because they have a greater

relative informational advantage. Consequently, underlying market makers in

those markets learn more from the ETF price adjustment and are thus more sus-

ceptible to unrelated shocks.

ETF markets therefore bring both benefits and costs for underlying asset

markets. The cost is that irrelevant information, blended with pertinent infor-

mation, now affects prices; the benefit is the access to more information. In the

classic setup of Kyle (1985), informativeness of prices is measured by the change

in variance of the market maker’s value distribution for the asset after a round

of trading. Kyle shows that the posterior variance is one-half of the prior vari-

ance, and interprets this as revelation of half the information of a speculator in

each round. In the following proposition, we show that in our model too, in-
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formation in ETF order flow brings down the variance for underlying market

makers.

Proposition 2.5. The posterior variance of underlying market maker i’s distribution

for the asset value is

∑N
j=1, j,i w2

jvar2
(
ε j
)

+ var (εi) var (ze) +
(
N2θ2

e + b2
i ν

2
e
∑N

j=1 w2
j − 2biwiνeθeN

)
var (εi) var (γ) + b2

i var (γ) var (ze)

w2
i ν

2
e
∑N

j=1 w2
jvar

(
ε j
)

+ w2
i N2θ2

evar (γ) + w2
i var (ze)

(2.14)

after one round or trading, where νe and θe are as defined in Proposition 2.1.

Corollary. The posterior variance of underlying market maker i’s distribution for the

asset value is lower than his prior variance.

It is important to place Proposition 2.5 in the right perspective. The corol-

lary shows that market makers are less uncertain about the value of the asset

after they learn from the ETF order flow. This indicates that speculators have

conveyed information through the trading process. In the classic Kyle (1985)

model, this implies that, on average, prices have moved closer to the true value.

In other words, if the trading game were repeated a sufficiently large number

of times in Kyle (1985), prices will have converged to the true asset value. As

Figure 2.2 below illustrates, in our model, the implication is more subtle.

At the level of the aggregate underlying basket, the Kyle implication holds

true. Like in Kyle (1985), this follows directly from the random nature of liq-

uidity trading. By the weak law of large numbers, LimN→∞
1
N

∑N
n=1 (ze)n = 0, and

thus after sufficiently large number of rounds, speculator order flow gets sep-

arated perfectly from liquidy order flow; hence aggregate price of the basket

converges to the true value. Unlike Kyle (1985), however, the speculator order

flow is not homogeneously informative. Different speculators have information
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The simulations were run using 5 assets, i.e. N=5, with each asset having equal weight in the
ETF. The actual value of the assets were taken to be 100, 200, 300, 400 and 500. The plots above
represent one of the many possible paths. In the case of the ETF, all paths converge to 300.

Figure 2.2: Illustrative plots showing that while the value distribution for the
ETF basket converges to the true value as the game is repeated, an underlying
market maker’s value distribution may not converge
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about different underlying assets, and the aggregate order flow represents the

totality of information held by all speculators. Unlike the random nature of liq-

uidity trading, order flow from each speculator has a systematic bias due to the

information driving the trade. Consequently, it is impossible for an underlying

market maker to distinguish perfectly information pertinent only to his specific

asset—from the ETF price—however many times the game be repeated. This,

in essence, represents one of the central dichotomies of the effect of ETFs: at the

level of the aggregate basket, prices are better informed, but at level of individ-

ual prices, there can be persistent distortions from fundamentals.

2.6 Underlying Markets with Speculators

Having analyzed the inference problem from the ETF, we now turn to the model

in which informed speculation takes place in both the ETF and the underlying

asset. Specifically, as described in the model section, each underlying market

has one informed speculator, as well as there being N speculators trading only

the ETF. Figure 2.3 below gives the timeline for the setup. Thus Pi,1 and Pe,2 no

longer need be equal to Pi,0 and Pe,1 respectively. This sort of setting is seen in

commodity and country ETFs, which have committed participants that trade

only the underlying asset.

Though the institutional context is very different, some features of the equi-

librium that we obtain in this section are similar to the herding equilibrium dis-

cussed in Froot, Sharfstein and Stein (1992). When there is informed speculation

in both ETF and underlying markets, speculators may have profitable short-
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0 1 2 3

Pe,1, Pi,1

independent

Pe,2, Pi,2

linked

Pe,3, Pi,3

Liquidation
values realized

Underlying mar-
ket makers learn
from ETF price;
ETF market
maker learns
from underlying
prices.

Trade in ETF market,
ETF market maker learns
from trade in his market
and sets price;
Trade in underlying mar-
kets,
Underlying market mak-
ers learn from trade in
their markets and set
price.

Figure 2.3: Timeline for model when informed speculation occurs in both ETF
and underlying

horizon trading strategies. In our context, short-horizon trading strategies for

speculators are those where they exit the market on intermediate date 2, with-

out waiting for the liquidation value of the assets to realize. This is profitable for

speculators because the market makers learn in stages: initially they set prices

to reflect information in just their own market; at a later stage, when they see

prices in other markets, market makers revise their prices to reflect new infor-

mation. The intermediate revision of prices offers speculators an opportunity

to close out positions profitably, without waiting for realization of liquidation

value, if they can foresee correctly the information in other markets. Following

Froot, Sharfstein and Stein (1992), we ignore a speculator’s cost of reversing a

position when he liquidates and exits the market. This assumption simplifies

the exposition greatly, but all our results continue to hold qualitatively even if

we work with a more complicated model for liquidation.

When ETF speculators hold assets for the long-horizon, i.e. till liquidation
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value is realized on date 3, they maximize the objective functions in equations

(2.3) and (2.4). We have already solved the ETF speculator’s problem, in this

scenario, in Proposition 2.1 of the previous section. The optimal long-horizon

strategy of speculators in underlying markets can be obtained similarly (or al-

ternatively, by putting N = 1 in equation (2.10)) giving

νi =
1

2λi
, θi =

bi

2λi
and λi =

1
2

√
var (εi) + b2

i var (γ)
var (zi)

. (2.15)

Obtaining the optimal short-horizon strategy of speculators is more in-

volved. In this case, speculators maximize the objective function

xk = arg max E
(
xk

(
Pk,2 − Pk,1

)
|Fk

)
, (2.16)

k = {e, 1, ...,N}, where Fk represents the information set of the speculator, i.e. the

relevant idiosyncratic factor signal and the systematic factor signal. For short-

horizon equilibria, we focus on the subset of symmetric linear strategies where

speculators with information about a particular asset place the same weight on

their signals, irrespective of whether they trade the ETF or underlying asset.

Recall that qk denotes the total order flow in market k on date 0, and is the sum of

xk, the speculator order flow, and zk, the liquidity order flow. If the conjectured

demand of a speculator in underlying market i is ν̄i (εi) + θ̄ (γ), the price set by

the underlying market maker on date 1 is

Pi,1 =
cov

(
εi + biγ, ν̄iεi + θ̄γ + zi

)
var

(
ν̄iεi + θ̄γ + zi

) qi =
ν̄ivar (εi) + biθ̄var (γ)

ν̄i
2var (εi) + θ̄2var (γ) + var (z)

qi. (2.17)

Then, the conjectured demand for a speculator in the ETF tracking underlying

market i is also ν̄i (εi) + θ̄ (γ), and we have that the price set by the ETF market

maker on date 1 is

Pe,1 =
cov

(∑N
1 wi (εi + biγ) ,

∑N
1

(
ν̄iεi + θ̄γ

)
+ ze

)
var

(∑N
1

(
ν̄iεi + θ̄γ

)
+ ze

) qe =

∑N
i=1 wi

(
ν̄ivar (εi) + biθ̄var (γ)

)
∑N

i=1 ν̄
2
i var (εi) +

(∑N
1 θ̄

)2
var (γ) + var (ze)

qe.

(2.18)
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On observing the order flow in his own market, a market maker can form

an expectation of the order flow in other markets, because speculators tracking

an asset get the same signal regardless of whether they trade the ETF or the

underlying. Hence, in the case of underlying market maker i,

Ei

qe −

N∑
j=1, j,i

q j

∣∣∣∣∣∣∣qi

 =
cov

(
qe −

∑N
j,i, j=1 q j, qi

)
var (qi)

qi =
ν̄2

i var (εi) + θ̄2var (γ)

var
(
ν̄iεi + θ̄γ

)
+ var (z)

qi. (2.19)

Similarly, the ETF market maker expects the order flow in underlying markets

to be

Ee

 N∑
j=1

q j

∣∣∣∣∣∣∣qe

 =
cov

(∑N
j=1 q j, qe

)
var (qe)

qe =

∑N
i=1 ν̄

2
i var (εi) + θ̄2var (γ)

var
(∑N

i=1 ν̄iεi + Nθ̄γ
)

+ var (ze)
qe. (2.20)

After the conclusion of trading on date 1, market makers get to know the price

changes in other markets. This enables them to infer the actual order flow in

those markets. Comparing the actual order flow to expected order flow gives

market makers additional information about asset value, and they revise their

prices. After incorporating the new order flow information, the market maker

in underlying market i revises his price to

Pi,2 = Pi,1 +
cov

(
εi + biγ, qe −

∑
j,i q j

)
var

(
qe −

∑
j,i q j

∣∣∣qi

) qe −

N∑
j=1, j,i

q j − E

qe −

N∑
j=1, j,i

q j

∣∣∣∣∣∣∣qi


 (2.21)

which simplifies to

Pi,2 =
ν̄ivar (εi) + biθ̄var (γ)

2ν̄2
i var (εi) + 2θ̄2var (γ) + var (z)

qi + qe −

N∑
j=1, j,i

q j

 . (2.22)

Similarly, the ETF market maker revises his price to

Pe,2 = Pe,1 +
cov

(∑N
1 w j

(
ε j + b jγ

)
,
∑N

1 z j

)
var

(∑N
1 q j

∣∣∣qe

)  N∑
j=1

q j − E

 N∑
j=1

q j

∣∣∣∣∣∣∣qe


 . (2.23)

The equation above simplifies to

Pe,2 =

∑N
j=1 w jν̄ jvar

(
ε j

)
+ Nθ̄

(∑N
j=1 w jb j

)
var (γ)∑N

j=1 ν̄
2
jvar

(
ε j

)
+ N2θ̄2var (γ) + var (ze) /2

qe +
∑N

j=1 q j

2

 . (2.24)
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Having obtained prices at dates 1 and 2, we can substitute them in the spec-

ulator objective function in (2.16). Any value for θ̄ and ν̄i, i = 1, ...,N, that

solves the resulting 2 (N + 1) equations, simultaneously, gives speculator signal

weights in a short-horizon equilibrium.

Speculators compare expected profits from short and long-horizon strategy,

and if they expect equilibrium profits from short-horizon strategy to be higher,

they liquidate their position on the intermediate date itself, exiting the market

before final asset values are realized. As described above, short-horizon strategies

involve all speculators trading on the same signal (systematic factor signal). This is

a classic setting for rational herding. As Froot, Sharfstein and Stein (1992) de-

scribe, though rational, in such herding equilibrium, asset prices do not reflect

the fundamentals, and they are usually welfare inefficient. In our context, when

speculators hold assets till liquidation date, the weights that they place on the

idiosyncratic and systematic factor signals, when choosing order size, reflects

the weights of the components in the liquidation value of the asset. But when

they close their positions at the intermediate stage, we show (in the proposition

below) that the weights chosen may be decoupled from fundamental value.

Proposition 2.6. (Herding equilibrium) If all speculators use short-horizon strate-

gies, there exists an equilibrium where speculators use only the systematic factor signal

to determine their order size. The equilibrium order size for all speculators is θ̄.γ, with

θ̄ =
√

var (z) /var (γ), and the equilibrium market maker prices are given by equations

(2.17), (2.18), (2.22) and (2.24).

For speculators, the expected profit from this short-horizon strategy is higher than

the long-horizon strategy of holding the asset till liquidation value when the idiosyn-
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cratic and common factor signals, εi and γ, satisfy the condition

(εi + biγ)2

γ2 ≤
bi

3

√
var (εi) + b2

i var (γ)
var (γ)

, (2.25)

for each i=1,...,N.

Condition (2.25) in the proposition above checks that the value derived by

a speculator from knowledge of the idiosyncratic factor is not too high. If that

happens, the long-horizon equilibrium strategy that places non-zero weight on

the idiosyncratic factor signal dominates the proposed short-horizon strategy

that ignores it. The condition implies that herding occurs in a limited but non-

empty set of scenarios.7 Observe that in the herding equilibrium, asset prices

do not contain any idiosyncratic fundamental information, so in a strict sense,

this equilibrium does not possess the propagation-of-unrelated-idiosyncratic-

shock feature. Yet, in a certain sense, the overall outcome of herding is the same

as propagation of unrelated shocks: asset markets are more coupled and asset

price movements are not related to change in fundamentals.8 9

The dynamics of price formation in the herding equilibrium is quite differ-

ent from the standard Kyle (1985) type equilibrium where speculators hold the

asset till liquidation value is realized. In a certain sense, speculators in a herd-

ing equilibrium behave like participants in a Keynesian beauty contest. In our

7In the Appendix, we discuss how condition (2.25) can be transformed to obtain the “prob-
ability of herding” in our model. We thank Larry Glosten for pointing this out.

8As is true for a majority of models in the market microstructure literature, our results come
with an important caveat. It is important to keep in mind that we have confined our discussion
to a small subset of equilibria that are tractable and interesting. The game we described may
have multiple equilibria, and it may be possible that certain real world situations corresponds
to other equilibria.

9A second caveat is that our herding results are obtained in a so-called “one-period Kyle”
framework. In other words, we compare informed trader profits from a one-period short-
horizon herding strategy to a one-period long-horizon strategy of holding the asset position
till liquidation date. We believe that our results must extend to multi-period settings, but we
don’t yet have a rigorous proof for this.
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setup, short-horizon strategies are profitable because of the inter-market learn-

ing among ETF and underlying markets. When underlying market i’s specula-

tor puts higher relative weight on the systematic factor, it gets to have a stronger

effect on intermediate ETF price, Pe,2 (because the ETF market maker learns from

underlying markets before setting Pe,2). This leads to ETF speculators putting

more weight on the systematic factor. Since underlying market makers learn

from the ETF price, in turn this pushes a speculator in market j to put higher

weight on the systematic factor. A full blown feedback cycle can ensue, leading

to an equilibrium with no weight on the idiosyncratic factor, for all speculators.

2.7 A Simple Case Study

As a simple case study of the linkages discussed above, we relate our analysis to

the intriguing behavior of ETFs during the recent Greek debt crisis in summer

2015. We caution that this example is best viewed not as a rigorous empirical

validation, but more along the lines of a heuristic exposition to illustrate features

of our model.

The Greek ETF on NYSE (Ticker Symbol: GREK) tracks the FTSE/ATHEX

Custom Capped Index, which is a market capitalization weighted index of the

20 largest companies on the Athens stock exchange.10 It is one of only two major

global ETFs that provide international investors with exposure to Greece, the

other being the Lyxor ETF FTSE Athex 20, traded in Europe. At the height of

the Europe-Greece bailout crisis in summer 2015, the Greek stock markets and

the European Lyxor ETF shut down from June 29 to August 02, 2015. During

10Ground Rules, FTSE/ATHEX Custom Capped Index, v1.7, October 2015, available at
http://www.ftse.com/products/downloads/FTSE ATHEX Custom Capped Index.pdf?32.

60



this period, however, the Greek ETF on NYSE, as well as foreign listings of

some prominent Greek companies continued to trade.11 In terms of our model,

during this phase, the foreign venues of the Greek companies (foreign listings

on London Stock Exchange (LSE) and American Depository Receipts (ADRs))

constituted the underlying markets, while the NYSE platform trading GREK

was the ETF market. Since underlying stock markets were closed, the Greek

ETF on NYSE was an important venue for price discovery of Greek stocks. Thus

the conditions seemed propitious for the kind of phenomena described in this

paper.

Figure 2.4: Greek ETF on NYSE and its major constituents when Greek markets
were closed during June 29–August 02, 2015

11eCosta, Sofia H., John Detrixhe, and Joseph Ciolli, “Greek ETF Halted in Europe Amid
Volume Frenzy in U.S. Fund,” Bloomberg, June 30, 2015. Retrieved October 10, 2015, from
http://www.bloomberg.com/news/articles/.
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Table 2.1: Correlation in the daily percentage price change between ETF: GREK
and its major constituents when Greek markets were closed (June 29–August
02, 2015)

ETF: GREK CocaCola HBC National Bank of Greece
ETF: GREK 1
CocaCola HBC 0.540 1
National Bank of
Greece 0.767 0.558 1

*Hellenic Telecom Company was not included in the above table because trade in its alternative
venue, the US pink sheets, was suspended from June 29 till July 31, 2015.

Table 2.2: Correlation in the daily percentage price change between ETF: GREK
and its major constituents after Greek markets re-opened (August 03–December
31, 2015)

ETF: GREK CocaCola HBC
National Bank of
Greece

Hellenic
Telecom
Company

ETF: GREK 1
CocaCola HBC 0.298 1
National Bank of
Greece 0.371 0.192 1

Hellenic Telecom
Company 0.368 0.451 0.395 1

Though GREK tracks the value weighted sum of the top 20 companies on the

Athens exchange, the top three constituents—Coca Cola Hellenic Bottling Com-

pany (HBC), Hellenic Telecom, and National Bank of Greece—comprised close

to 45% of the ETF’s holding on 29 June, 2015, when the exchange closed down.12

Coca Cola HBC and National Bank of Greece continued to trade throughout the

period on their alterntate foreign venues—LSE and NYSE ADR respectively —

notwithstanding the Athens exchange shutdown. However, trade in Hellenic

Telecom’s alternative venue, the US pink sheets, was suspended from 29 June

till 31 July. These three companies belong to different sectors, and their exposure

12The precise holdings were: Coca Cola HBC 25.05%, Hellenic Telekom 9.94%, and National
Bank of Greece 9.36%. Source: http://www.globalxfunds.com/GREK
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to Greece varies widely: 95% of Coca Cola HBC’s sale was outside Greece, 56%

of National Bank of Greece’s revenue was earned outside Greece, and 36% of

Hellenic Telecom Company’s revenue was from sale outside Greece, in 2014.13

Thus one would not expect the effect of the Greek bailout crisis to be similar on

all firms. Yet as Figure 2.4 shows, from June 29 to August 02, all prices seemed

to move largely in-sync, suggesting propagation-of-shocks and herding. Figure

2.5 and Tables 2.1 and 2.2 indicate that price co-movement fell substantially after

Greek markets re-opened, supporting our hypothesis.

2.8 Conclusion and Policy Implications

When the S&P Depository Receipt (SPDR)—the first ETF—was launched in

1993, it was a sideshow to underlying markets. Money in ETFs came mostly

from passive long term investors seeking an alternative to mutual funds. There

was little independent information in those markets and underlying market

players took little notice of them. There was little danger of phenomenon of

the kind that we describe in this paper affecting the markets. A lot has changed

over the years. While ETFs still remain small relative to the underlying in highly

liquid markets, in other, less-liquid markets, ETFs dominate trading. Today we

have ETFs on many assets which are inaccessible to traders otherwise.

In this paper, we showed that when the information content in ETF prices

does not overlap perfectly with the information in underlying markets, markets

can become more fragile. A worrisome problem for regulators is the propa-

gation of market instability arising from the feedback effects of ETFs. In the

13Source: Company Financial Reports
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absence of ETFs, market maker learning is more focused on own market order

flow. With an ETF, however, the market maker also extracts information from

the ETF price, meaning that both own market and ETF market information af-

fects prices. This can result in greater volatility as disturbances in the ETF can

affect underlying market prices, even when such information is irrelevant for

a particular underlying asset. When this occurs, it is akin to the “tail wagging

the dog” in that the ETF price changes the underlying prices rather than the un-

derlying prices changing the ETF price. Moreover, we demonstrated that ETFs

can introduce persistent distortions from fundamentals at the individual asset

level, even while enhancing price efficiency at the aggregate ETF level. Assets

with high beta and high weighting in the ETF are especially vulnerable to such

distortions.

That ETFs can lead to greater market fragility is surely an issue of regulatory

concern. Our model suggests some approaches to alleviate such incipient insta-

bility. One regulatory solution, for example, could be to restrict ETFs to baskets

where the underlying assets are easily tradeable. Another could be to reduce the

size of the basket and permit only low beta assets in them, since that reduces the

likelihood of noise transmission. Our analysis also suggests that enhancing the

quality of information on underlying assets would help, since it reduces the

information difference among markets. Thus, actions such as enhanced trans-

parency of individual bond prices, perhaps through more real time trade re-

porting to TRACE, may be helpful. Regulators may also wish to encourage the

nascent electronic trading of bonds, as greater transparency on order informa-

tion as well as greater accessibility will serve to dampen ETF-induced volatility.

Since information difference is a pre-condition for herding across markets, these

measures are also likely to reduce the propensity of herding.
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CHAPTER 3

INFORMATION AND THE LIMIT ORDER MARKET

3.1 Summary

The third essay in my dissertation is ongoing joint work with Gideon Saar. It

explores the effect of asymmetric information in a limit order market. To take

advantage of her private information, a trader in such a market can make a

number of choices: order direction (buy/sell), order type (limit/market order,

and price in the case of a limit order) and order timing (when to place the or-

der). Though the informed trader tries to strategically minimize her identifiable

footprint, these choices partially reveal her information to uninformed traders,

and our model allows a precise characterization of this process. Our model

provides a number of new insights for limit order markets. First, our strategic

informed trader takes liquidity when the spread is small and provides liquidity

when the spread is large. In fact, it can be shown that in most states of the book

(except when the spread is at its smallest value), the informed trader prefers to

trade using a limit order. As a consequence, the probability of finding private

information in the limit order book is higher in illiquid markets than in liquid

markets. Second, our model provides a rationale for the frequent cancellations

and resubmissions of limit orders that are observed in actual markets. These

represent optimal realignment of prices in the book as unformed traders learn

about the true value from the order flow. Our model also reaffirms that insights

from traditional market making models—that asymmetric information widens

the spread and reduces depth—also hold in limit order markets. Finally, we

show that the uninformed traders’ expected value eventually converges to the
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true asset value in such markets.

3.2 Introduction

Electronic limit order books are the dominant form of trading in major finan-

cial markets across the world today. Most equity markets as well as exchange-

traded options and futures are organized around an electronic limit order book.

Despite the widespread prevalence of this market form, there are only a handful

of theoretical models of dynamic limit order markets.1 One of the more vexing

questions for researchers is whether private information enters the limit order

book, and if it does, in what manner. The ‘almost’ standard assumption in the

theoretical market microstructure literature has been that informed traders use

market orders, rather than limit orders, to take advantage of their information.

However, if informed traders do not submit limit orders, it is unclear whether

private information can be reflected in the limit order book. Yet there are empir-

ical and experimental papers documenting evidence consistent with informed

trader use of limit orders, and the theoretical literature that describes how this

situation arises in limit order markets is rather limited.2 In this paper we build a

dynamic model of a limit order market with asymmetric information that allows

us to study informed trader use of limit orders and entry of private information

into the order book.

1For surveys of the theoretical work in this area see Parlour and Seppi (2008) and Rosu
(2012).

2Supporting empirical findings are in Anand, Chakravarty and Martell (2005), Berber and
Caglio (2005), Kaniel and Liu (2006), Foucault, Moinas and Theissen (2007), Cao, Hansch and
Wang (2008), Eisler, Bouchaud and Kockelkoren (2010), and Latza and Payne (2010) while exper-
imental evidence can be found in Bloomfield, O’Hara and Saar (2005). Kumar and Seppi (1994),
Chakravarty and Holden (1995) and Kaniel and Liu (2006) present static models in which in-
formed traders can use limit orders, while multi-period dynamic models with informed limit
order trading can be found in Goettler, Parlour and Rajan (2009) and Rosu (2016).
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Specifically, we consider a continuous-time, limit order market with in-

formed and uninformed traders. The information asymmetry is with respect

to the liquidation value of a single risky asset that trades in this market. There

is one trader who has advance knowledge of the liquidation value of this asset

(the informed trader, referred to as “she”; all other traders are “he”) while other

traders are uninformed about the liquidation value. Uninformed traders have

private valuations, which represent liquidity or hedging needs, and traders also

differ in terms of their desire for immediacy of transacting in the asset (patient

versus impatient). In principle, all traders are free to choose between market

and limit orders, though the model is constructed to specifically investigate the

order choice of the informed trader. Furthermore, if a trader places a limit order,

s/he is free to cancel or revise the order as many times as s/he desires when-

ever a new order arrives in the market. Uninformed traders arrive randomly

to trade one unit of the asset, after which they exit the market. The informed

trader too is permitted to submit only unit-size orders, but she is present in the

market from the start, and after the execution of her first order she may place a

second order, and so on, ad infinitum. Trading is anonymous in that no one in

the market knows the identity of the traders behind the orders.

We begin by specifying a ‘benchmark’ model without information asymme-

try that resembles the model in Rosu (2009). As in his model, all patient unin-

formed traders on one side of the limit order book must have the same expected

utility in equilibrium, or else they would undercut each other instantaneously.

Our first contribution is an explicit characterization of the equilibrium in this

market in terms of limit order prices.3 We obtain closed-form expressions for

the set of equilibrium limit order prices in the book.

3In Rosu (2009), the equilibrium is characterized in terms of the expected utilities of traders,
not prices.

68



The introduction of an informed trader into the model provides a channel

through which the uninformed traders can learn about the liquidation value of

the asset. An informed trader needs to make a number of strategic choices: or-

der direction (buy or sell), order type (limit order or market order), order price in

case of a limit order, and order timing (exactly when to place the order) for each

order she sends to the market. The fully general, infinite horizon dynamic opti-

mization problem of the informed trader in this game is intractable, as far as we

know. To make headway, we make a simplifying assumption that the informed

trader repeatedly optimizes every time a new order arrives in the market, and

her optimization horizon is the next order arrival. Under this assumption, we

demonstrate that the optimal decision rule for the informed trader in the limit

order market is a threshold rule. When the bid-ask spread is wide, the informed

trader prefers a market order over a limit order, and vice-versa otherwise. In

other words, the informed trader tends to ‘make’ liquidity in illiquid markets

and to ‘take’ liquidity from more liquid markets. This means that the likeli-

hood of finding private information in the limit order book is higher in illiquid

markets than in liquid markets.

We obtain a law of motion for the market that specifies the optimal decision

of all traders at each decision point (i.e., whenever a new order arrives in the

market). We demonstrate that, in essence, the informed trader in a limit or-

der market ‘hides’ behind orders from the uninformed traders just as in classic

models of market making like Kyle (1985), though the mechanism by which she

hides is quite different. A key result in our paper is that the interval between

order arrivals conveys information in limit order markets. Uninformed orders

arrive in the market at pre-defined rates, but orders from the informed trader

distort those rates, which is how uninformed market participants learn about
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the asset value. We establish that the informed trader submits market orders

faster when the value of her information is greater, and when the arrival rate of

impatient uninformed traders is higher (since she has greater ability to hide in

the uninformed order flow). Still, the informed trader prefers to use limit orders

in most instances, with the exception being when the spread is at its smallest

value.

Our model generates the frequent cancellations and resubmissions of limit

orders that have been observed in markets. The driver behind this behavior is

the desire of the uninformed traders to realign the prices of their limit order that

rest in the book as they learn new information about the asset value. We show

that like in traditional market making models, the introduction of information

asymmetry into the economy matters for liquidity: the bid-ask spread is larger

and depth is lower in the presence of a strategic informed trader. Finally, the

strategy of the informed trader means that both limit and market orders help

prices converge to the true liquidation value in our model.

The rest of this paper is organized as follows. Section 3.3 is a literature re-

view. In Section 3.4 we introduce the model and define the equilibrium. Section

3.5 solves the benchmark version of the model without asymmetric informa-

tion. The model setup in this section is similar to Rosu (2009), and thus enables

us to highlight important differences between the two solution approaches. In

Section 3.6 we study the more general model with an informed trader and ana-

lyze the mechanism through which order book prices incorporate information.

Section 3.7 discusses an extension to the basic model, and Section 3.8 concludes.

All proofs are provided in Appendix C.
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3.3 Literature Review

The literature on price formation in limit order markets has its origins in the

static equilibrium models of Glosten (1994), Rock (1996) and Seppi (1997). These

models assume that informed traders use only market orders, a key distinction

from our paper. In Glosten (1994), for instance, risk averse informed traders pick

off limit orders from the order book at their limit prices. The author character-

izes the equilibrium properties of the order book under perfect competition and

shows that, despite competition, the price paid by a marginal buy (sell) order is

the “upper (lower) tail” conditional expectation. The paper goes on to suggest

that an open limit order market design is “robust”, since it mimics competition

among anonymous dealer markets. Back and Baruch (2007) employ a continu-

ous time model and expand the Glosten (1994) result to show that other market

designs too (for example, uniform price auctions) possess this robustness prop-

erty. Rock (1996) analyzes the equilibrium order book when limit order traders

compete against risk averse floor specialists who possess a last-mover advan-

tage. Seppi (1997) builds on the Rock (1996) framework to address interesting

market design questions like optimal tick size and the desirability of a hybrid

market structure comprised of both a specialist and a limit order book.

A second set of limit order market papers feature multi-period equilibrium

models, but without information asymmetry. Parlour (1998), Foucault, Kadan

and Kandel (2005), Goettler, Parlour and Rajan (2005), Rosu (2009) and Buti and

Rindi (2013) are some of the important papers in this category. Parlour (1998)

models a one-tick market with sequential arrival of long-lived limit orders. Ab-

sence of informed traders implies that limit order traders are not exposed to the

risk of being picked off. The paper’s main result is that the serial correlation
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in order flow can arise from liquidity dynamics in limit order markets. Fou-

cault, Kadan and Kandel (2005) and Rosu (2009) feature continuous time mar-

kets with long-lived orders. Their results on spreads, market resiliency, order

flow auto-correlation and other temporal properties of trade are driven by the

interplay of waiting costs and exogenous trading needs. While Foucault, Kadan

and Kandel (2005) does not allow cancellation of orders once submitted, Rosu

(2009) demonstrates how adding this feature to a continuous time model sim-

plifies the analysis. Goettler, Parlour and Rajan (2005) solve numerically for the

equilibrium in a multi-period model in which traders with private valuations

choose between limit and market orders. Buti and Rindi (2013) too study a limit

order market, but traders in their model can also place iceberg (i.e., partially

hidden) orders. They show that iceberg orders can help traders compete for the

provision of liquidity by reducing their exposure costs.

A third set of limit order market papers allow for information asymmetry

in a multi-period framework. For tractability however, these models limit the

depth of the order book, or assume away the order choice of informed traders.

Foucault (1999) features a batch market with the risk of pick off, but limit orders

are assumed to survive for just one period. This assumption allows him to de-

rive stationary spreads and obtain the impact of pick off risk on the equilibrium

mix of limit and market orders. Handa, Schwartz and Tiwari (2003) extend Fou-

cault (1999), but the assumption of one-period expiry of private information in

their paper implies that an informed trader has no real order choice: she always

uses only a market order. Therefore, information in their model does not enter

the order book.

All of the above models either exclude information asymmetry or impose
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restrictive assumptions on order choices, and as a result cannot address ques-

tions on the evolution of limit order prices in the book—or strategic compe-

tition among liquidity providers—in the presence of asymmetric information,

the central queries in our paper. Further, none of them obtain order delay as a

strategic variable, one of our main results. Among these papers, the one most

closely related to ours is Rosu (2009), which models a dynamic limit order book

in continuous time in the absence of information asymmetry. In many ways,

our model can be thought of as a generalization of that setup to the asymmetric

information domain.

Among papers with models of dealer intermediated markets, a few have an

informed trader selecting a limit order under certain circumstances. For exam-

ple Kaniel and Liu (2006), using a sequential-trade market making model in the

spirit of Glosten and Milgrom (1985), show that an informed insider may prefer

limit orders when her private information is long-lived and the magnitude of

mispricing is not severe. In their setup, a long-lived informational advantage

increases the probability that a limit order from an insider will be hit before

it is revised or canceled, making it more attractive, while a severe mispricing

increases the implicit cost of non-execution of orders, making market orders

more appealing. Our model is based on an order-driven market without a mar-

ket maker, thus the issues that drive an informed trader’s order choice in our

framework are very different.

As far as we know, Goettler, Parlour and Rajan (2009) and Rosu (2016) are the

only two papers that have dynamic limit order markets in which the informed

trader has a non-trivial choice with respect to order type. Goettler, Parlour and

Rajan (2009) was the first paper to develop such a model, which they solve nu-
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merically. They report that informed traders sometimes place limit orders in

their simulations. However, this outcome is inferred only indirectly from the

fact that there is a certain category of traders in their model with a high demand

for information and a low desire for trade. These traders acquire information

and then place orders away from the bid-ask quotes in the order book. In Rosu

(2016) the value of the asset evolves according to a diffusion process and traders

entering the market have the option of observing the instantaneous value of the

asset by paying a cost. The informational advantage of a trader who chooses to

pay decays over time due to two reasons: (i) the value of the asset evolves, and

(ii) subsequent traders who enter the market can buy ‘fresher’ information. The

optimal order choice trades off these costs of delay against the loss of half the

spread when using a market order. In other words, the evolution of the asset

value creates delay costs and drives the order choice decision of traders. In con-

trast, the value of the asset stays constant in our model, which is similar to the

classic Kyle (1985) setup, and the choice of orders depends among other things

on the endogenous size of the spread that is driven by the arrival rate of patient

and impatient traders to the market. Our analysis complements both of those

papers, and our different modeling assumptions and solution methods enable

us to contribute novel insights to this literature.

3.4 A Model of Limit Order Market

To study the process of information transmission and learning in a limit order

market, we build on the model of a limit order market in Rosu (2009). While in

his model the market is populated exclusively by uninformed buyers and sell-

ers, we introduce an informed trader into the economy. Asymmetric informa-
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tion substantially alters the dynamics of the trading process because the unin-

formed traders learn about the asset liquidation value from the trading behavior

of the informed trader.

Asset value

We consider a limit order market for a single risky asset. The initial value of the

asset is common knowledge and, without loss of generality, we assume it is 0.

The liquidation value of the asset is a random variable ṽ, where ṽ can take on

one of two values, 0 or 1, drawn from a Bernoulli distribution. The parameter

of the distribution, p, is common knowledge. In other words, P [ṽ = 1] = p is

public information.

Market Participants and their Information

All traders are risk neutral. There is one informed trader, I, who knows the

liquidation value of the asset (i.e., the realized value of the random variable

ṽ). All other traders in the model are uninformed, and hence consider the ex-

pected value of the asset to be E
[
ṽ|p

]
= p. Since the support for ṽ is publicly

known, we assume that all traders have outside options at prices less than zero

or greater than one. Furthermore, patient traders are assumed to have outside

options at their expected asset value, i.e., they do not buy (sell) above (below)

their expected value for the asset. The market is organized as a continuous-time

electronic limit order book: traders may submit limit orders (that enter the limit

order book) or market orders (that execute against resting limit orders upon ar-

75



rival in the market).4 Like in traditional sequential trade models (e.g., Glosten

and Milgrom (1985) and Easley and O’Hara (1992)), we assume that all orders

are of unit size (i.e., order size is not a strategic choice variable). Trading takes

place only when an arriving market order executes against a limit order that is

already in the book. There is last trade reporting in the market, which means

that information about trades (and the prices at which they execute) is available

to all traders in the market.

Whether an arriving uninformed trader is a buyer or a seller is determined

according to unmodeled exogenous liquidity or hedging needs of the trader.

Traders also differ with respect to their need for immediacy that is captured

by a waiting cost, r̃, which determines their patience. As is standard in the

dynamic limit order literature (e.g., Foucault, Kadan and Kandel (2005), Rosu

(2009)), r̃ for uninformed traders takes one of two values {rp, rip}; traders with

the parameter rp are patient and those with parameter rip are impatient. In other

words, there are four types of uninformed traders in our model: impatient buy-

ers (denoted by b), impatient sellers (denoted by s), patient buyers (denoted by

pb), and patient sellers (denoted by ps). We follow Rosu (2009) and assume

that rp << rip, which essentially means that impatient traders place only market

orders in equilibrium. Thus if T is the (possibly random) execution time of un-

informed trader j′s buy order and πT is the price at which the order executes,

his expected utility is

EU j,buy
t (ṽ, r̃) = Et [ṽ − r̃(T − t) − πT ] + l − c, (3.1)

where l represents any additional utility from fulfillment of the exogenous liq-

uidity need and c is a trading fee assessed in the market for execution. For
4Market orders also include marketable limit orders, which are limit orders that are priced

to yield immediate execution upon arrival in the market (i.e., buy orders priced at or above the
ask price and sell orders priced at or below the bid price).
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simplicity, unless otherwise specified, we assume that c is arbitrarily small. Sim-

ilarly, the expected utility of an uninformed seller is

EU j,sell
t (ṽ, r̃) = Et [πT − ṽ − r̃(T − t)] + l − c. (3.2)

The informed trader has no exogenous reason for trade and is in the market

only to exploit her informational advantage. She has a waiting cost of ri per

unit time. Thus the informed trader’s ex ante utility from an order execution is

simply

EU I
t (v) = d· Et (v − πT − ri (T − t)) − c, (3.3)

where d = +1 for a buy order and d = −1 for a sell order.

Arrival Process

The four types of uninformed traders arrive in the market according to indepen-

dent Poisson processes with intensity rates λb, λs, λpb and λps (impatient buyers,

impatient sellers, patient buyers, and patient sellers, respectively). The patient

uninformed traders’ arrival intensities are assumed to stay constant, but the im-

patient traders’ arrival intensities change as uninformed traders update their

beliefs about the expected value of asset.5 Specifically, at any given time,

λb = Euninformed [ṽ] + λps; λs = (1 − Euninformed [ṽ]) + λpb. (3.4)

Equation (3.4) models the intuitive notion that, as the asset becomes more valu-

able, fewer impatient traders want to sell it while more want to buy it.6

5The assumption that the arrival intensities of patient uninformed traders stay constant is
made for analytical simplicity. Our results go through and are qualitatively similar even if
these intensities depend on Euninformed [ṽ] with a functional form similar to that of the impatient
uninformed trader arrival rates.

6We need lower bounds for the arrival intensities of the impatient uninformed traders be-
cause if these rates fall to zero, the expected wait time for market orders becomes unbounded
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On arrival, an uninformed trader may submit an order of unit size. If the

trader submits a limit order, he may revise the order as many times as he de-

sires as long as it is unexecuted. On execution, the trader exits the market. To

maintain tractability, we assume that order revisions may occur only on arrival

of a new order into the market (in other words, limit order book prices do not

change in between order arrivals).7

The informed trader is present in the market from the beginning. She too is

allowed to place only unit-size orders, but after the execution of her first order

the informed trader may place a second order; after the execution of her second

order she may place a third order, and so on. She is free to buy or sell, and

chooses between market and limit orders.

The Limit Order Book and Trade Executions

The limit order book mechanism in this market is standard in that it follows

the usual price and time priority rules. In particular, a buy (sell) limit order

at a higher (lower) price is executed before a buy (sell) limit order at a lower

(higher) price. Order submission is anonymous: the identity of traders who

submit orders is unknown to other traders. The tick size (or minimum price

increment) in the limit order book is zero. We denote by mb,t and ms,t the total

number of buy and sell limit orders in the book, respectively, at time t (when the

time-stamp is not important, we use mb and ms).

and the market breaks down. The choice of λps and λps as the lower bounds for λb and λs,
respectively, is for analytical convenience.

7Implicit in this assumption is that there is no public information release between order
arrivals, and all relevant information arrives in the market via the order flow as in Kyle (1985)
and Glosten and Milgrom (1985).
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Equilibrium Concept

Our limit order market features a host of strategic interactions between differ-

ent subsets of market participants. Like in Rosu (2009), there is competition

between patient traders vying for the impatient traders’ market orders. How-

ever, asymmetric information in our model adds another layer in that the un-

informed traders’ strategies are also affected by the informed trader’s strategy.

When the informed trader chooses to provide liquidity, patient traders have to

contend with additional competition; on the other hand, when she chooses to

take liquidity, patient traders’ limit orders face adverse selection. Traders also

learn information about the asset value from the order flow and this alters their

strategies over time.

The fully general dynamic game in continuous time for limit order markets

is extremely complicated. To make headway, we make two simplifying assump-

tions. First, we allow for order revisions only on arrival of a new order to the

market. Second, we assume that the informed trader re-optimizes every time a

new order arrives in the market, and her optimization horizon is therefore until

the next order arrival. What we get in return for making these assumptions is

the ability to characterize an equilibrium in a limit order market that reflects the

unique attributes of this market structure. In other words, our limit order mar-

ket equilibrium definition differs from the equilibrium in a dealer market (e.g.,

Kyle (1985)) because it is stated in terms of attributes of the book: the quantity

and prices of limit orders that populate it. Specifically, our limit order market

equilibrium consists of (1) a set of prices in the limit order book at which traders

place orders, (2) the number of traders who are willing to provide liquidity in

the book, and (3) the uninformed traders’ beliefs about the asset’s liquidation
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value, such that

1. the order direction, order type, and order timing maximize (3.1) or (3.2) for

each uninformed trader (impatient buyer, impatient seller, patient buyer,

and patient seller);

2. the order direction, order type, and order timing maximize (3.3) for the

informed trader.

3.5 Limit Order Market with Uninformed Traders

We begin our analysis by studying a limit order market without an informed

trader. This setup is similar to Rosu (2009), and hence allows us to illustrate

how our approach differs from his. Though we obtain the same equilibrium

as in Rosu (2009), our characterization is quite different. In particular, Rosu

(2009) specifies the equilibrium limit order book in terms of the expected utilities

of the patient uninformed traders, while we calculate the actual set of prices

in the limit order book. This allows us to incorporate the informed trader in

subsequent sections.

The market without an informed trader has just impatient and patient un-

informed traders arriving in the market at their respective Poisson intensities

and placing their orders. Since the distribution of the liquidation value is public

information, all uninformed traders have the same expected value for the asset,

E (ṽ) = p. Our assumption that the waiting cost of the impatient traders rip is

sufficiently larger than the waiting cost of the patient rp implies that impatient

traders use only market orders while patient traders provide liquidity. This as-
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sumption, which is similar to the one Rosu (2009) makes, implies that both the

order direction and the order type are essentially imposed exogenously on the

traders. Still, patient traders must choose the prices for their limit orders. For

each trader, the choices of order direction, order type, and order price in equi-

librium must satisfy equations (3.1) or (3.2).

The key idea behind our alternative approach to specifying an equilibrium

is to frame the patient traders’ strategies as recursive counting problems. Con-

sider the patient seller with the lowest ask price in the order book (call him

Alex). This seller transacts and exits the market only when a market buy order

arrives in the market. But if his ask price is not equal to the expected value of the

asset, it is possible that another patient seller would arrive and submit a limit or-

der with a lower price, which would then form the new ask price in the market,

before the arrival of the market buy order. In that case, Alex has to wait for the

arrival of two market buy orders in order to have his order executed. But before

the arrival of these market orders, it is possible that yet another patient seller

would arrive and price his limit order lower, hence lengthening the queue. If

that happens, Alex needs to wait for three market buy orders. Since all traders

are restricted to unit-size orders, two limit sell orders and three market buy or-

ders can arrive in 2 ways.8 In general, for any integer n there are 2n−1 sequences

of n limit sell orders and n+1 market buy orders that arrive in the market before

Alex is able to exit. Since impatient traders use only market orders and patient

traders use limit orders, each arrival has an average waiting time of 1/
(
λps + λb

)
.

Thus one obtains an infinite sequence for the expected waiting time of the limit

sell order with lowest price (the ask price in the market).
8The two possible ways are: {LS ,MB, LS ,MB,MB} and {LS , LS ,MB,MB,MB}, where LS de-

notes a limit sell order and MB denotes a market buy order. Note that the last order has to be
a MB for Alex to exit the market. The general formula, 2

n+(n+1)−1
2 /2 = 2n−1, can be obtained by

induction.
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The expected waiting time of other patient sellers with limit orders priced

higher than the ask price in the book can, in turn, be formulated recursively

in terms of Alex’s waiting time. This is because, once Alex exits the market,

the seller with the second lowest ask price (call him Bill) calculates the same

expected waiting time as Alex. Similarly, once Bill exits the market, the seller

with the third lowest ask price calculates the same expected waiting time as

Bill, and so on. In Theorem 3.1 we develop this logic rigorously and obtain the

limit order market equilibrium as defined earlier: the set of limit order prices,

the number of liquidity providers in the book, and the optimal strategies of all

traders.

Theorem 3.1. In a limit order market with uninformed traders, there exists an equilib-

rium such that the set of prices in the limit order book is,

{
a1, a2, a3, ..., ams

}
={

1, 1 − rpηs

[
(ζs)ms−1

]
, 1 − rpηs

[
(ζs)ms−1 + (ζs)ms−2

]
, ..., 1 − rpηs

[
(ζs)ms−1 + (ζs)ms−2 + ... + ζs

]}
,

(3.5){
b1, b2, b3, ..., bmb

}
={

0, rpηb

[
(ζb)mb−1

]
, rpηb

[
(ζb)mb−1 + (ζb)mb−2

]
, ..., rpηb

[
(ζb)mb−1 + (ζb)mb−2 + ... + ζb

]}
,

(3.6)

where ams (bmb) is the ask (bid) price in the market, and

ηs =
λb(

λb + λps

)2

1 +

(
3λ3

bλps + 3λbλ
3
ps + 4λ2

bλ
2
ps

)
(
λ2

b + λ2
ps

)2

 , ζs =
λb

λb + λps

1 +
λbλps

λ2
b + λ2

ps

 ,
ηb =

λs(
λs + λpb

)2

1 +

(
3λ3

sλpb + 3λsλ
3
pb + 4λ2

sλ
2
pb

)
(
λ2

s + λ2
pb

)2

 , ζb =
λs

λs + λpb

1 +
λsλpb

λ2
s + λ2

pb

 ,
(3.7)

The maximum number of sellers (buyers) that are willing to wait to provide liquidity

in the limit order book in equilibrium is obtained implicitly as the value of ms (mb) that
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satisfies the conditions,

1 − rpη
[
(ζs)ms−1 + (ζs)ms−2 + ... + ζs

]
≥ p + rpη, (3.8)

rpηb

[
(ζb)mb−1 + (ζb)mb−2 + ... + ζb

]
≤ p − rpη. (3.9)

On arrival, impatient sellers and buyers take liquidity using market sell and buy orders,

respectively, while patient sellers (buyers) provide liquidity using limit sell (buy) orders

if ams − p ≥ rpηs (p − bmb ≥ rpηb), or else leave without submitting a limit order.

The equilibrium in Theorem 3.1 is essentially the same as in Theorems 1 and

3 of Rosu (2009), though we characterize it by specifying the prices in the limit

order book.9 The only notable difference is that we do not allow for what Rosu

(2009) calls “fleeting orders”, which are limit orders submitted exactly at the

expected value of the asset and result in a another limit order trader instan-

taneously canceling his order and switching to a market order to execute the

submitted limit order. Because fleeting orders would involve patient traders

transacting at the expected value of the asset and exiting the market without

any gain, the small trading fee we impose prevents such orders in our setting.

Example. Consider a limit order market with patient sellers and impatient buy-

ers. Let the expected value of asset be p = E [ṽ = 1] = 0.4. Suppose impatient

buyers arrive in the market according to a Poisson process with intensity 0.5 per

second, patient sellers arrive with intensity 0.2 per second, and the waiting cost

of the patient sellers is rp = 0.1. Under these parametric assumptions, the max-

imum number of sellers that wait to provide liquidity in the limit order book

in equilibrium is 3, and the set of limit order prices in the book is comprised of

a1 = +1, a2 = 0.8, and a3 = 0.6.
9We refer the interested reader to Rosu (2009) for a detailed discussion of properties of the

equilibrium.
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To see why this is so, observe that a Poisson arrival intensity of 0.5 for the

impatient buyers implies an expected inter-arrival interval of 2 seconds between

market buy orders. Since the arrival rate is Poisson, the the inter-arrival wait

time has an exponential distribution with the ‘memorylessness’ property.10 The

expected utility of a seller who places an ask of a3 = 0.6 in the limit order book

is simply EUps3 = 0.6 − rpE (wait time) = 0.6 − 0.1 · 2 = 0.4.11 The seller with

the limit order price a2 = 0.8 can expect his order to get executed only after a3,

and thus has an expected wait time of 4 seconds, with expected utility EUps2 =

0.8 − 0.1 · (2 + 2) = 0.4, which is the same as EUps3. A similar calculation shows

that EUps1 too has the same value. Since EUps1 = EUps2 = EUps3 > EU [ṽ], no

patient seller has an incentive to deviate and undercut.

�

This example demonstrates a property of the equilibrium which is similar to

the result in Rosu (2009): all patient traders that place limit orders on one side of

the book (buy or sell) must have the same expected utility in equilibrium, since

otherwise, they would undercut each other instantaneously in continuous time.

A general observation about our equilibrium is that even though their expected

utilities must be the same, the limit order prices specified by different patient

traders must be different from one another because traders incur waiting costs

and the price/time priority rules in the limit order book imply that each trader

has a different expected waiting time. We also observe that in our model the

maximum number of liquidity providers that are willing to wait in the book is

10Given a continuous random variable X ∈ [0,∞], its probability distribution is memoryless if
P (X > t + s|X > t) = P (X > s), for any non-negative real numbers t, s. Intuitively, this means that
the the expected wait time “from now to the next arrival” stays unchanged as time progresses
after the previous arrival.

11This can be obtained from equation (3.2) ignoring the utility from the exogenous liquidity
need l that is the same for all traders.
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finite in equilibrium, despite the tick size being zero. This follows from our ob-

servation that each trader submits a limit order at a different price together with

the fact that order book prices are bounded above and below because no rational

trader places a buy (sell) limit order above (below) his outside option. There-

fore, the limit orders form a bounded, finitely-indexed sequence. The maximum

index of this sequence is the largest number of liquidity providers that are will-

ing to post limit orders and wait in the book.

3.6 How Information Enters the Limit Order Book

Having analyzed a limit order market with uninformed traders, we now turn to

the model with asymmetric information. With the advent of informed trading,

uninformed traders can learn about the asset’s liquidation value from the order

flow. The information is conveyed to the market via the choices of the informed

trader: the order direction (buy/sell), order type (limit order/market order, and

in the case of a limit order also the limit price) and order timing (when to place

the order). When making these choices, the informed trader maximizes her

profit, which necessitates taking into account her ‘identifiable footprint’ in the

order flow. As mentioned earlier, we assume that the informed trader reopti-

mizes every time an order arrives in the market and her optimization horizon is

therefore until the next order arrival.

The first of the informed trader’s decisions, order direction, is completely

determined by the realization of her private information: if ṽ = 1, she buys

(and we call her “high type”), and if ṽ = 0, she sells (and we call her “low

type”). However, the informed trader is strategic about her order type and or-
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der timing decisions because patient uninformed traders may quote different

limit order prices as they learn information about the asset’s value, and simi-

larly the arrival intensity of impatient traders may rise or fall as beliefs about

the asset’s value change. What impedes the learning of uninformed traders

is that the anonymous nature of trading in the market means that they have

no way of definitely distinguishing the informed trader’s order from other or-

ders. In other words, market orders can come from both impatient uninformed

traders and the informed trader, and new limit orders in the book may origi-

nate from both patient uninformed trader and the informed trader. Yet, there is

one key distinction: orders from the uninformed traders arrive at an exogenous

rate, while how long the informed trader waits before sending her order is a

strategic choice. Thus the time interval between order arrivals is the variable

from which uninformed traders learn about the liquidation value of the asset.

In equilibrium, therefore, the informed trader takes cover behind the orders of

the uninformed traders to escape recognition just as in Kyle (1985), though the

process by which she conceals herself is very different.

We obtain the equilibrium choices of the informed trader in several steps. In

the first step, we calculate the maximum profit that she may obtain by placing

a market order. This is a non-trivial problem: even though market orders are

executed immediately, the informed trader may delay sending the market or-

der if she thinks that will earn her higher profits. In the second step, we obtain

the highest profit that she may get from using a limit order, taking into account

her choices with respect to both the limit order price and the timing of the order.

Comparing the profits from steps 1 and 2 gives us the informed trader’s optimal

order type and order timing decisions. To simplify the exposition, our discus-

sion focuses on a high-type informed trader (ṽ = 1). The low-type informed
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trader’s choices are symmetric.

Profit from a Market Order

Patient uninformed traders can infer information from the arrival rate of market

orders: any discernible change in the inter-arrival time gives them an oppor-

tunity to learn. In Proposition 3.1, we show that the asset’s liquidation value

inferred by a patient uninformed seller is higher when the inter-arrival interval

of market buy orders is shorter.

Proposition 3.1. Suppose uninformed traders conjecture that the high-type informed

trader delays her market order by a random interval drawn from an exponential dis-

tribution with parameter φm. Then, the expected value of the asset for an uninformed

trader who observes a market order inter-arrival time of τ is

E′uninformed
(
ṽ|τ, informed uses market order

)
=

p (λb + φm) e−(λb+φm)τ

(1 − p)λbe−λbτ + p (λb + φm) e−(λb+φm)τ .
(3.10)

In the proposition above, patient uninformed traders conjecture that when

the informed trader chooses a market order over a limit order, she delays send-

ing her market order by a random number of seconds. This random number is

conjectured to be drawn from an exponential distribution with parameter φm. In

other words, patient traders expect the informed trader to send her market or-

der 1/φm units of time after arrival of a new order to the market.12 We will show

that this conjecture indeed bears out in equilibrium. Proposition 3.1 shows that

when an informed trader uses a market buy order, a patient seller’s expected

12Recall that the informed trader optimizes every time a new order arrives in the market.
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value for the asset is higher than in a market with just uninformed traders (our

benchmark model of Section 3.5), i.e., E′ps(ṽ) ≥ p.

In order to optimize, the informed trader needs to take into account the im-

pact of her choice on the limit order prices submitted by the patient uninformed

sellers. Proposition 3.2 below obtains the optimal parameter value φ∗m used by

the informed trader under the assumption that the maximum number of patient

sellers wait in the book. We will show later that this assumption indeed bears

out when we allow the informed trader to choose between market and limit

orders.

Proposition 3.2. When the maximum number of patient sellers wait in the book, if the

high-type informed trader chooses to wait Exp(φm) before placing her market order, her

expected profit is,

EU I (φm) =

(
φm

φm +
∑

j=b,s,pb,ps λ j

) 1 − p (λb + φm)

(1 − p)λbe
φm

φm+λb + p (λb + φm)
− rpηs

 − ri

φm
,

(3.11)

and her optimal delay is φ∗m = ArgMax
[
EU I

]
.

The expected profit of the informed trader in equation (3.11) has three com-

ponents. The first component, φm/
(
φm +

∑
j=b,s,pb,ps λ j

)
, is the probability that the

informed trader’s market order arrives before uninformed orders. The second

component, (1−E′uninformed (ṽ)−rpηs), is the profit that the informed trader expects

conditional on her order getting executed next. The first component decreases

while the second component goes up as the the delay 1/φm increases. The third

component, ri/φm, is the expected waiting cost for the order execution, and this

term increases as the delay goes up. Since the third component is subtracted

from the product of the first two component, the net effect of increasing the

88



Parameter values: p = 0.5, λb = λs = 5, λpb = λps = 2

Figure 3.1: Expected profit as a function of order delay, when the informed
trader uses a market order

waiting time, 1/φm, is not obvious: the optimal value of φm balances the counter-

vailing effects of the three components. Figure 3.1 plots the informed trader’s

expected profit function, showing an interior solution for a numerical example.

Corollary. Using a Taylor series approximation for the exponential function, φ∗m ≈
λb√
p/2

. The uninformed traders’ posterior, on observing an inter-arrival time of τ for a

market order, is approximately

p
(
1 +

√
2
p

)
(1 − p)e

√
2/pλbτ + p

(
1 +

√
2
p

) ,
when a high-type informed trader uses a market order.

The Corollary to Proposition 3.2 also establishes two intuitive properties of

the equilibrium. First, the optimal delay after which the informed trader sends

his market order is lower when p is lower, which means that the value of the
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informed trader’s information (1 − p) is higher. Second, the optimal delay is

lower when the arrival rate of market buy orders from impatient uninformed

traders, λb, is higher, since the informed trader has more ‘cover to hide’.

Profit from a Limit Order

Since λs is a function of 1 − Euninformed [ṽ], when the informed trader chooses

a limit order, she has to take into account the impact of her order placement

strategy on the arrival intensity of impatient traders, because the wait faced

by her limit order before execution depends on this variable. In the following

proposition we obtain the optimal order placement strategy for the informed

trader when she chooses a limit order.

Proposition 3.3. If the informed trader chooses to place a limit order, her bid price,

binformed is

binformed = bmb+1 = bmb + rpηb, (3.12)

and she waits Exp
(
φ∗l

)
before placing her limit order, where

φ∗l = ArgMaxφl

[(
φl

φl +
∑

j=b,s,pb,ps λ j

) (
1 − bin f ormed − riηb

)
−

ri

φl

]
(3.13)

and ηb and ζb are defined as in equation (3.7). The expected value of the asset for an

uninformed trader who observes a market order inter-arrival time of α is

E′uninformed
(
ṽ|α, informed uses limit order

)
=

p
(
λpb + φl

)
e−(λpb+φl)α

(1 − p)λpbe−λpsα + p
(
λpb + φl

)
e−(λpb+φh)α

.

(3.14)

Corollary. Using a Taylor series approximation for the exponential function, φ∗l ≈
λpb√

p/2
. The uninformed traders’ posterior, on observing an inter-arrival time of α for a
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limit order, is approximately

p
(
1 +

√
2
p

)
(1 − p)e

√
2/pλpbα + p

(
1 +

√
2
p

) .

Observe that the informed trader uses a pricing function identical to the one

used by patient traders for her limit order (bmb+1). This ensures that the price

does not give away her identity. However, her use of limit orders alters their

arrival rate, which no longer consists of just the arrival rate of the patient unin-

formed buyers, λpb, and thus the arrival rate of limit order impacts prices. The

informed trader tries to minimize this price impact as much as possible by her

choice of φ∗l because her counterparties, when she chooses a limit order, are im-

patient traders that place market buys, and their arrival rate depends on the

expected value of the asset through equation (3.4). It is in the informed trader’s

interest to have the market order arrival rate as high as possible because this

variable has a direct bearing on the waiting cost she expects to pay (the term

riηb in equation 3.13) when she places a limit order.

Optimal Order Strategy

Propositions 3.2 and 3.3 describe the informed trader’s profit from the market

order and limit order strategies. The choice of an optimal order type is then sim-

ply a matter of comparison of these expected profits. In the following lemma we

establish that, under a fairly mild condition, this comparison implies that the in-

formed trader prefers a limit order in all cases except when the maximum num-

ber of patient uninformed traders are already in the book waiting to provide
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liquidity (and hence the book features the smallest possible spread).13

Lemma 3.1. Let mb and ms represent the number of buyers and sellers in the order

book, and p be the uninformed traders’ expected value for the asset. When a high-type

informed trader makes an order choice, she chooses a limit order if

C
[
mb,ms, p

]
≡

(
φ∗l

φ∗l +
∑

j=b,s,pb,ps λ j

) (
1 − bin f ormed − riηb

)
−

ri

φ∗l

−

(
φ∗m

φ∗m +
∑

j=b,s,pb,ps λ j

) 1 − p
(
λb + φ∗m

)
(1 − p)λbe

φ∗m
φ∗m+λb + p (λb + φ∗m)

− rpηs

 +
ri

φ∗m
> 0,

(3.15)

and a market order otherwise. If λpb = λps > 1, then the informed trader places a market

order only when the maximum number of patient uninformed traders wait in the book

to provide liquidity.

Given this lemma, we can derive the equilibrium strategies of all the partici-

pants in the limit order market, and the following theorem contains a statement

of that equilibrium.

Theorem 3.2. In a limit order market with an informed trader where λpb = λps > 1,

there exists an equilibrium such that the set of limit buy order prices is,

{
b1, b2, b3, ..., bmb

}
=0, rpη

′
b
(
ζ′b

)mb−1 , rpη
′
b

[(
ζ′b

)mb−1
+

(
ζ′b

)mb−2
]
..., rpη

′
b

mb−1∑
i=1

(
ζ′b

)i

 , (3.16)

13The condition that we impose is λpb = λps > 1. Since 0 ≤ E [ṽ] ≤ 1, equation (3.4) implies
that λs ≤ 2 · λpb and λb ≤ 2 · λps. Intuitively, this condition ensures that the rate of arrival
of impatient traders is not too much higher than the rate of arrival of patient traders. The
reason for this condition is that otherwise, frequently-arriving market orders would quickly
execute infrequently-arriving limit orders, causing the spread to widen. When the spread is
wide, jumping the spread with a market order becomes too costly, so the informed trader is
compelled to only use limit orders and therefore this case does not feature the interesting order
choice we would like to investigate.
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where

η′b =
λs(

λs + λpb + φ∗l

)2

1 +

(
3λ3

s

(
λpb + φ∗l

)
+ 3λs

(
λpb + φ∗l

)3
+ 4λ2

s

(
λpb + φ∗l

)2
)

(
λ2

s +
(
λpb + φ∗l

)2
)2

 ,
ζ′b =

λs

λs + λpb + φ∗l

1 +
λs

(
λpb + φ∗l

)
λ2

s +
(
λpb + φ∗l

)2

 . (3.17)

The maximum number of buyers that are willing wait to provide liquidity in the limit

order book is obtained implicitly as the maximum value of mb that satisfies the condition

rpη
′
b ·

mb−1∑
i=1

(
ζ′b

)i
≤ p − rpη

′′

b , (3.18)

where

η
′′

b =
λs + φ∗m(

λs + φ∗m + λpb

)2

1 +

(
3
(
λs + φ∗m

)3 λpb + 3
(
λs + φ∗m

)
λ3

pb + 4
(
λs + φ∗m

)2 λ2
pb

)
((
λs + φ∗m

)2
+ λ2

pb

)2

 .
(3.19)

The set of sell prices in the limit order book and the maximum number of sellers that can

wait to provide liquidity are obtained symmetrically. When condition (3.15) holds, an

uninformed trader’s expected value for the asset is given by equation (3.10); otherwise it

is given by equation (3.14). When condition (3.15) holds, the high-type informed trader

chooses a limit order and delays sending her order by Exp
(
φ∗l

)
, where φ∗l is obtained

in proposition (3.3), and uses limit order price bmb+1. Otherwise, she chooses a market

order and delays sending her order by Exp
(
φ∗m

)
, where φ∗m is obtained in Proposition

(3.2). The optimal order selection strategy of the low-type informed trader is symmetric.

Theorem 3.2, in effect, provides the law of motion for our limit order mar-

ket. Each new order arrival leads to an update, according to equations (3.10) or

(3.14), of the uninformed traders’ estimate of the asset value. Equations (3.16-

3.17) then provide the limit order revision strategy of patient traders, after they
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update their priors. The updated expected value can be substituted in equation

(3.4) to obtain the new order arrival rate of impatient traders. Finally, condition

(3.15) provides the optimal order strategy of the informed trader. Thus one can

map the evolution of the market from one order arrival to the next. The ex-

tensive usage of limit orders by the informed trader—at all times except when

the spread is at its smallest possible value—constitutes an important departure

from the implicit (or explicit) assumption in many existing market microstruc-

ture models that informed traders always choose a market order. The use of

limit orders by the informed trader also gives the limit order book its informa-

tion content.

Example. Consider a limit order market with patient uninformed trader arrival

intensities λpb = λps = 1.5, that is, 1.5 limit buy (sell) orders come from patient

buyers (sellers) per unit time (say seconds). Let the number of buyers and sell-

ers in the book be 3 each, i.e., mb = ms = 3. Let the uninformed prior be p = 0.5.

Given these initial parameter values, Theorem 3.2 allows us to trace the evolu-

tion of prices in the book as new orders arrive in the market. For this example,

we assume that the liquidation value of the asset is v = 1, so the informed trader

is of high type. Also rp = 0.35 and a new limit buy order arrives in the market

after 0.2 seconds.

Given λpb and λps, the arrival rates of impatient traders is obtained from

equation (3.4) as λb = λps + p = 2, and λs = λpb + 1− p = 2. The optimal wait time

for the informed trader, when she uses a market or limit order can be calculated

using the equations in the corollaries to propositions 3.2 and 3.3,

φ∗m ≈
λs√
p/2

= 4; φ∗l ≈
λpb√
p/2

= 3.

Once we have φ∗l and φ∗m, the maximum number of patient buyers (sellers) that
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The Y-axis denotes price while the X-axis denotes passage of time. Starting parameter values at
t=0: p = 0.5, λpb = λps = 1.5, mb = ms = 3, and a new limit buy order arrives at 0.2s.

Figure 3.2: Evolution of limit order book prices when a new order arrives

can wait in the book is determined from equation (3.18) by calculating the max-

imum mb (ms) such that the highest bid (lowest ask) is below (above) p − rp · η
′′
b

(p + rp · η
′′
s ), which turns out to be 4 patient buyers and 4 patient sellers for our

parameter values. Since the number of patient traders in the book is less than

the maximum mb < 4, ms < 4, the informed trader is expected to use a limit
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order. The bid and ask prices in the book are obtained from equation (3.17),

{b1, b2, b3} = {0, 0.05, 0.17}

{a1, a2, a3} = {1, 0.95, 0.83}

When a limit buy order arrives in the market after 0.2 seconds, it provides

an opportunity for traders to learn. Since the expected interval between pa-

tient buyer arrivals is 1/λpb = 0.66 seconds, a limit buy order arriving after 0.2

seconds leads to an upward revision of the prior according to equation (3.14),

E′uninformed (ṽ) ≈
0.5

(
1 +

√
2

0.5

)
(1 − 0.5)e

√
2/0.5·1.5·0.2 + 0.5

(
1 +

√
2

0.5

) = 0.62 > Euninformed (ṽ) = p = 0.5.

In response to the revised expectation, the arrival intensities of impatient traders

change to λs = 1.5 + (1 − 0.62) = 1.88 and λb = 1.5 + 0.62 = 2.12. The informed

trader’s optimal wait times too get revised to
{
φ∗m, φ

∗
l

}
= {3.66, 2.74}. With the

updated values, the maximum number of patient sellers that can be accommo-

dated in the book changes to 3, while the maximum number of patient buyers

that can wait in the book goes up to 5. The revised bid and ask prices in the

book follow from equations (3.16-3.17),

{b
′

1, b
′

2, b
′

3, b
′

4} = {0, 0.03, 0.09, 0.23}

{a
′

1, a
′

2, a
′

3} = {1, 0.93, 0.77}

Observe that except the for the lowest bid and highest ask, all prices in the limit

order book change on the arrival of a new order to the market. Figure 3.2 shows

the evolution of the order book prices graphically.

�

The example demonstrates one attribute of actual markets: the large num-

ber of cancellations and resubmissions of limit orders. We observe that arrival
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of orders (both market and limit orders) changes beliefs about the value of the

asset, which triggers cancellations and resubmissions of orders to bring about

realignment of prices in the book. Theorem 3.2 shows that the choices made

by the informed trader depend on the state of the book when she makes order

submission decisions. She may provide liquidity at times and take liquidity at

other times, depending on the size of the prevailing spread. In this sense, our

model ties in with the classic work in the early microstructure literature that de-

scribes how market prices gradually incorporate information (see O’Hara (1995)

for a survey), but we provide for a richer learning environment in which the ar-

rival of limit orders, not just market orders, can affect prices. Furthermore, in

the traditional market making models only the bid and ask prices in the market

changed. Our model shows how many limit orders in the book would be repo-

sitioned as beliefs about the asset value evolve with the arrival of new orders.

Comparing the model with the informed trader to the benchmark model al-

lows us to characterize the impact of introducing asymmetric information into

the limit order market environment. In particular, we wish to establish results

on two measures of liquidity: spread and depth. As a dynamic model, these

attributes of the book change with the random arrival of orders. The equilib-

rium, however, establishes the smallest possible spread that can prevail in the

book, and its associated maximum number of patient uninformed traders who

are willing to wait in the book to provide liquidity. These are equilibrium prop-

erties of the asset in this market that are determined by the primitive parameters

of the economy.

Proposition 3.4. When the maximum number of patient uninformed traders wait in

the book to provide liquidity, the bid-ask spread in a limit order market with asymmetric

information is on average larger than the spread in a limit order market with only unin-
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formed traders when impatient trader arrival intensities are the same in both markets.

This result on how information asymmetry affects the bid-ask spread is sim-

ilar in spirit to the implications of traditional market making models (e.g., Kyle

(1985), Glosten and Milgrom (1985)), which is both intuitive and reassuring in

the sense that the insights we had from these models seem applicable to the

limit order market structure as well.

Corollary. When the maximum number of patient uninformed traders wait in the book

to provide liquidity, depth is lower in the market with asymmetric information than in

a market with only uninformed traders when impatient trader arrival intensities are the

same in both markets.

Information asymmetry can operate on depth through two channels. First,

when the informed trader is expected to use limit orders, the dispersion of the

set of prices (or the distance between prices in the book) increases as the over-

all limit order arrival rate goes up from λpb + λps to λpb + λps + φ∗l . Second, and

more relevant to the case of a book with a maximum number of patient un-

informed traders waiting to provide liquidity, the price impact created by the

learning component of the spread means that, on average, there is a smaller

distance between the upper bound on the asset value and the ask or between

the lower bound and the bid. In a limit order book without information asym-

metry, the spread is determined just by the ‘gravitational pull’ effect—in our

model the average wait time for a new market order, 1
λb

and 1
λs

.14 When there is

information asymmetry, the spread has an additional component—the adverse

14The gravitational pull terminology was coined by Cohen, Maier, Schwartz and Whitcomb
(1981) in their early paper on limit order markets. It refers to the idea that since a market order
transacts with certainty while the execution of a limit order is uncertain, it is not optimal for an
investor to place a bid at a price too close to the ask because if the price is too close, the certainty
of execution will dominate and the investor would be better off lifting the ask.
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selection component—because the average wait time for a market order also

transmits information about the asset value. As such, fewer patient uninformed

traders wait in the book to provide liquidity and overall depth suffers.

The last result we wish to establish—the incorporation of private informa-

tion into the market price—has been established in a market making setting by

the traditional sequential trade models. In a limit order market, we demonstrate

that as the uninformed traders learn from the order flow (now both market and

limit orders), the informed trader’s strategy results in gradual revelation of her

private information.

Proposition 3.5. In a limit order market with an informed trader, the uninformed

traders’ expected liquidation value for the asset converges to the true liquidation value.

3.7 Model Extensions

Our model can be extended in multiple ways. For example, the informed trader

in the model currently re-optimizes every time an order arrives in the market,

and the horizon of her optimization is until the next order arrival. A natural di-

rection for future work is to have the informed trader continuously optimize her

instantaneous utility. Another direction involves reformulating the informed

trader’s problem as a long-horizon dynamic optimization that must take into

account the responses of uninformed traders to her actions at each time step.

Whether our solution in the previous sections corresponds to the solution of

this general game is an open question. This is ongoing research, and we discuss

some initial results.

While we do not yet have a full solution to this long-horizon optimization
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problem, we have a partial solution to the problem under a restricted setting.

Specifically, we have the market order placement strategy of the informed trader

in a one-sided book. For simplicity, we assume that the informed trader has

infinite patience (ri = 0). As before, it is common knowledge that the informed

trader is present in the market from the beginning of the trading game.

Long-Horizon Dynamic Optimization in a One-Sided Book

We consider a one-sided book with patient uninformed sellers, impatient un-

informed buyers and the high-type informed trader. In the absence of the in-

formed trader, patient sellers know that market buy orders arrive at the rate λb,

which means an expected inter-arrival interval of 1/λb. In the presence of the

informed trader, the inter-arrival interval can be shorter. Thus, as in the basic

model, the inter-arrival time of market orders serves as a signal for the unin-

formed traders that enables them to gradually infer the liquidation value of the

asset.

Proposition 3.6. Suppose patient uninformed sellers conjecture that the high-type in-

formed trader sends market orders at rate Poi(φm). Then, the uninformed sellers’ ex-

pected value for the asset, when they observe an inter-arrival interval of τ for a market

buy order, is
p (λb + φm) e−(λb+φm)τ

(1 − p)λbe−λbτ + p (λb + φm) e−(λb+φm)τ . (3.20)

The informed trader understands that the inter-arrival interval for the mar-

ket orders is the signal through which the uninformed traders learn about the

liquidation value of the asset. Thus, the rate at which the informed trader

sends her market buy orders is a strategic variable that needs to be determined
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through an optimization. A closed-form solution to this optimization problem

is unavailable, but we can still obtain a number of insights from analyzing the

equilibrium. In the propositions below we show that in equilibrium, the in-

formed trader’s market orders arrive at a Poisson rate with intensity that is pro-

portional to the inverse of the difference between the liquidation value of the

asset and the ask price in the limit order book. To demonstrate this result, we

first derive the Bellman equation that the informed trader solves and show that

there exists a unique solution to this equation. We then use the Topkis theorem

to prove the result about the arrival rate of the informed trader’s orders.

Proposition 3.7. Given the patient uninformed sellers conjecture that the high-type

informed trader sends market buy orders at a rate Poi(φm), the optimal strategy of the

informed trader is to send market buy orders according to a Poisson distribution with

intensity that satisfies the following Bellman equations,

V (pt) = max
φt

[∫ t+dt

t
(1 − ps)

φs

φs + λb
ds + EV (pt+dt)

]
(3.21)

=⇒ V (po) = max
φo

[
(1 − po)

φo

φo + λb
+ EV (po+1)

]
, (3.22)

where φs = φo for s ∈ [t, t + τ).

Note that equation (3.22) looks at the evolution of the value process order

by order. This simplifies the computations considerably and converts a Bellman

equation in continuous time into a discrete-setting equation. The transforma-

tion of the Bellman equation from clock time to order-by-order is made possible

by the fact that none of the state variables that go into the informed trader’s

decision-making process change in between her trade executions. Proposition
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3.7 characterizes the equilibrium strategy of the informed trader. Next we show

that the Bellman equation has a unique solution by demonstrating that the Bell-

man operator in (3.22) satisfies the Blackwell-Boyd sufficiency conditions (Boyd

(1990)), and hence is a strict contraction mapping with a unique solution.

Proposition 3.8. The Bellman operator in equation (3.22) of Proposition 3.7 is a strict

contraction mapping.

Proposition 3.8 implies that there exists a unique solution to the Bellman

equation and one may check how the optimal solution changes as the exogenous

variables change. In Proposition 3.9 below, we show that the rate at which the

informed trader sends market orders decreases as the price converges to the

liquidation value.

Proposition 3.9.

arg max
φo

[
(1 − po)

φo

φo + λb
+ EV (po+1)

]
is non-increasing in po .

Taken together, Propositions 3.6 and 3.9 provide insights into the impact of

trading intensity on prices when the informed trader uses only market orders.

Proposition 3.6 posits that the faster the rate at which orders arrive in the mar-

ket, the faster the convergence of market prices to the liquidation value. Propo-

sition 3.9, on the other hand, says that the lower the remaining value of the pri-

vate information (the distance of the ask price from the liquidation value), the

slower the rate at which market orders arrive in the market. The equilibrium

rate of price adjustment is determined by the interplay of these two counter-

vailing forces.
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3.8 Conclusion

In this paper, we study the strategies of an informed trader in a dynamic limit

order market. We develop a model of continuous time trading in which the in-

formed trader dynamically chooses her order type, order price (in the case of a

limit order), as well as the timing of submitting the order. The informed trader’s

choices partially reveal her information to other traders in the market, and she

strategically takes this into account when formulating her optimal strategy. In

equilibrium, we show that whether the informed trader chooses a limit or mar-

ket order depends, among other things, on the size of the spread. In particular,

limit order trading is in fact optimal for the informed trader in many market

conditions, and hence the limit order book is likely to reflect private informa-

tion. On one hand, our model shows that some insights from traditional market

making models also hold in limit order markets (for example, that adverse selec-

tion widens the spread). On the other hand, we obtain completely new results

on how the informed trader hides in the order flow by strategically choosing

the timing of her orders, and emphasize the essential role of limit orders in the

strategy of the informed trader in a limit order market that permits frequent

revision of orders to reflect new information.

Today, a majority of trading venues are structured as electronic limit order

markets, and our model provides new insights into trading behavior in such

settings that could potentially be tested empirically. For example, our model

suggests that the probability of finding private information in the limit order

book should be higher in illiquid markets (where spreads are wide) than in liq-

uid markets. Additionally, if one takes the informed trader in our model to be a

high frequency trader (because she obtains information about asset liquidation

103



value before other market participants), our results would suggest that such a

high frequency trader would take liquidity from markets that are already liquid

and provide liquidity to markets that aren’t, which is also a testable prediction.

Our model also appears to generate the massive number of cancellations and

resubmissions of limit orders that characterize the current trading environment

in many markets. We hope that this model could serve as a convenient platform

for the study of various issues in today’s markets.
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APPENDIX A

CHAPTER 1 OF APPENDIX

A.1 Proof of Results

Proof of Lemma 1.1. If the customer-dealer does not participate in the investor

auction, speculators 1 and 2 bid as if they are participating in a two

player common value auction, since they are assured of getting Es [v] =

Es [s1 + s2|wins investor auction]. I solve for the optimal bid of speculator 1; the

bid function for speculator 2 is symmetric.

Suppose that the two speculators follow continuous and strictly increasing

bidding strategy β. Let speculator 1 with signal s1 deviate and choose bid β̃. On

choosing β̃, let s̃1 be the type that the speculator ties with, that is β (s̃1) = β̃. Since

the signals are drawn from standard uniform distribution, the expected surplus

of the player would be

(s1 + s2 − β (s̃1)) s̃1.

The best bid is the one that maximizes the surplus. So, we get the first-order

condition,

−β′ (s1) s̃1 + s1 + s2 − β (s̃1) .

For bidding function β to be a best-response, the first order condition must be

equal to zero at s̃1 = s1. Thus one has the differential equation in (1.5),

β′ (s1) =
s1 + s2 − β (s1)

s1
.

Solving the equation gives

β (s1) = s1 +
s2

2
+

c1

s2
,
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where c1 is the constant of integration. Using the fact that E [s2|1 wins] = s1/2,

and the boundary condition β (0) = 0, one thus gets the optimal bid function in

the Lemma,

β (s̃) = s̃.

Since the bidding function is indeed continuous and strictly increasing, it is an

equilibrium.

�

Proof of Proposition 1.1. Before embarking on the proof, it is useful to note that

the maximum of two standard uniform random variables follows the beta dis-

tribution,

f (x = max (s1, s2)) = 2x.

For the market participant strategies described in the Proposition to be an

equilibrium, it needs to be showed that there are no deviations that make market

participants better off.

Customer-dealer:

Given the strategy of speculators, it needs to be checked if the customer-

dealer can do any better. The fact that the customer-dealer does not participate

in the market when ψ ≤ 0 follows from Remark 1.1, which bars her from spec-

ulating in markets. If the customer-dealer participates in the market, that is if

ψ > 0, she needs to decide whether or not to participate in the investor auction

at the beginning of the game, before she gets to know B. There are two possible

deviations for the customer-dealer.

(1) Strategy in investor auction: Suppose she decides to deviate and partic-
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ipate in the investor auction with a bid x, she expects to pay the expression in

(1.7), i.e.,

xPr (max (s1, s2) ≤ x)+
3
2

Pr [max (s1, s2) > x] E0 [max (s1, s2)|max (s1, s2) > x] , (A.1)

to obtain the object. Note that since winning bids are announced, there is no

uncertainty about whether the customer-dealer can get the asset in the inter-

dealer market; if she bids atleast 3B/2, she gets the asset, otherwise not. Using

the density function for standard uniform and beta distribution, the expression

above can be rewritten as

x
∫ x

0
2ydy +

3
2

(
1 −

∫ x

0
2ydy

) ∫ 1

x
2y2dy∫ 1

x
2ydy

.

Simplifying the above expression gives the expected payment as 1. But this is

the same amount that she expects to pay if she sits out and bids 3B/2 in the

inter-dealer auction because

E0 [B] = E0 [max (s1, s2)] =

∫ 1

0
2y2dy =

2
3
.

Thus participation in the investor auction does not make the customer-dealer

better off, in expectation.

(2) Strategy in the inter-dealer auction: The customer-dealer is paying the

minimum possible price in the inter-dealer market when she bids 3B/2, thus

there is no way to improve this.

Speculators:

(1) Strategy in the investor auction: If the customer-dealer follows the strat-

egy in the Proposition, i.e. does not participate, Lemma 1.1 shows that the spec-

ulator bids are optimal.
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(2) Strategy in the inter-dealer auction: If a speculator who wins the in-

vestor auction increases the threshold price above which he sells in the inter-

dealer market, he does no better, in expectation. This is because, though he

holds on to the asset with higher probability, he still expects to get Es [v] =

Es [s1 + s2|wins investor auction] for the asset. Similarly, lowering the threshold

does not make the speculator better-off.

A speculator who loses the investor auction cannot win the asset in the inter-

dealer auction due to the No-Trade theorem. Thus participating in the inter-

dealer auction cannot make such a speculator better-off.

Thus there are no deviations that make market participants better off. Hence

the strategies in the Proposition constitute an equilibrium.

To calculate expected profits, note that a speculator may win the auction

either with the customer-dealer participating in the market (ψ > 0), or with

her not participating (ψ ≤ 0). If the customer-dealer does not participate, the

expected profit of a speculator, if he wins with a bid that equals his own signal, is

the rival speculator’s signal. Since E1 [s2|1 wins] = s1/2 and E2 [s1|2 wins] = s2/2,

we have the result in this case. If the customer dealer does participate in the

market, i.e. she buys from the inter-dealer market, then a speculator’s expected

profit is again half his own signal. So in all the cases, a speculator’s expected

profit on winning is half his signal. As for the customer dealer, she pays the

expected common value to obtain the asset in the inter-dealer auction, thus her

expected profit is her private value, that is ψ.

�

Proof of Proposition 1.2. In the transparent equilibrium of Proposition 1.1, the
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equilibrium bid for speculator 1 solves the expression in (1.4), i.e.

btransp
1 = argmaxb̂ Pr [s2 < s1]

(
E1 [v|1 wins] − b̂

)
.

In an equilibrium without post-trade transparency where speculators use

increasing strategies, the equilibrium bid for speculator 1 solves an expression

similar to (1.10). Denote the customer-dealer’s bid in the investor auction by c.

Then,

bopaq
1 = argmaxb̂ Pr

[
c < b̂

]
Pr [s2 < s1]

(
max (E1 [d|1 wins] , E1 [v|1 wins]) − b̂

)
,

where d is the resale price offered in the inter-dealer market. Clearly,

bopaq
1 ≥ argmaxb̂ Pr

[
c < b̂

]
Pr [s2 < s1]

(
E1 [v|1 wins] − b̂

)
.

But since the customer-dealer has no signal about the liquidation value of the

asset when bidding in the investor auction,

btransp
1 ≤ argmaxb̂ Pr

[
c < b̂

]
Pr [s2 < s1]

(
E1 [v|1 wins] − b̂

)
.

Thus we have that bopaq
1 ≥ btransp

1 , and similarly for speculator 2.

�

Proof of Proposition 1.3. In the transparent equilibrium, let i denote the specula-

tor who wins the investor auction. On losing, the other speculator (say j) can

infer si accurately from B, thus he knows si + s j without any uncertainty. Hence

for any equilibrium in the regime without post-trade transparency, we have that

0 = Vartransp
j

(
si + s j

∣∣∣ j loses investor auction
)
≤ Varopaq

j

(
si + s j

∣∣∣ j loses investor auction
)
,

where Vartransp
j denotes the variance in the j’s estimate in the transparent equi-

librium.
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In the transparent equilibrium, on losing the investor auction, the customer-

dealer (denote by d) infers si accurately from B. His only uncertainty is about s j,

and since the signals are all standard uniform,

Vartransp
d

(
si + s j

∣∣∣d loses investor auction
)

=
1

12
s2

i .

In any equilibrium in the regime without post-trade transparency, when the

customer-dealer loses the investor auction after bidding x(x = 0 will imply that

she doesn’t participate in the auction), her uncertainty about the liquidation

value is

Varopaq
d

(
si + s j

∣∣∣d loses investor auction
)

=
1

12
(1 − x)2 +

1
48

(1 + x)2 .

But if the customer-dealer has lost the investor auction, x ≤ si, thus

Vartransp
d

(
si + s j

∣∣∣d loses investor auction
)
≤ Varopaq

d

(
si + s j

∣∣∣d loses investor auction
)
.

�

Proof of Proposition 1.4. For the market participant strategies described in the

Proposition to be an equilibrium, it needs to be showed that there are no de-

viations that make market participants better off.

Speculators:

(1) When ψ ≤ 0: In this case, the customer-dealer does not participate; the

moment one speculator drops out, the other is declared the winner and the

game ends. So the relevant bidding strategy is quitting at twice the signal. To

see that this strategy is optimal, observe that each speculator quits at the price

where he would just be indifferent about finding himself a winner. Suppose

speculator j with signal s j, instead, waited to quit and was declared a winner at
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2s j +δ. Given that the other speculator is using the twice of signal quitting strat-

egy, j would infer the other speculator’s signal to be s j + δ/2. Thus the value of

the asset would be 2s j +δ, and he would have overpaid. On the other hand, if he

quit earlier at a price 2s j − δ, without winning, then he would potentially leave

money on the table since he would infer that the expected asset value could lie

in
[
2s j − δ/2, 2s j − δ

]
.

(2) When ψ > 0: Since the customer-dealer, when he participates, stays till

the end, a speculator (say i) knows that a drop out implies a rival speculator’s

exit. He can thus infer the rival’s signal as p/2. Hence he knows that the actual

value of the object is p/2 + si, the price at which he quits. If he waits further to

quit, and somehow wins, he does worse, since he pays higher than the expected

value of the asset. If he quits earlier, he does no better, since he still does not

win the asset, given the customer-dealer’s strategy.

For the bidder that drops out first (say j), quitting at higher or lower than

2s j does not make it more likely that he wins, when the customer-dealer par-

ticipates. But deviating from 2s j makes his strategy sub-optimal in case the

customer-dealer does not participate.

Note that the condition that bidders do not know the number of rival active

bidders is important; if they did, speculators would infer the value of ψ before

bidding began, and would have no incentive to participate when ψ > 0.

Customer-dealer:

When ψ ≤ 0, she does not participate in the market by Remark 1.1, which

prohibits her from speculating. When ψ > 0, the customer-dealer participates,
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and the only way for her to obtain the asset is to wait till the other bidders have

quit. Since she values the asset higher than speculators, she can do no better by

deviating, given the speculator strategy in the Proposition.

Thus there are no deviations that make market participants better off. Hence

the strategies in the Proposition constitute an equilibrium.

To obtain the expected profits, note that the speculator wins only when the

customer-dealer does not participate, i.e. ψ ≤ 0. In that case, speculator 1’s

profit is simply E1 [s1 + s2 − 2s2|1 wins] = s1/2. Similarly for speculator 2. As

for the customer-dealer, she pays the common value for the asset, hence her

expected profit on winning is ψ. Given the market participant signals, the in-

vestor gets max (s1, s2) when ψ ≤ 0 and min (s1, s2)+max (s1, s2) when ψ > 0. Since

the two cases are equally likely, one gets the expected investor revenue in the

proposition.

�

Proof of Proposition 1.5. For the market participant strategies described in the

Proposition to be an equilibrium, it needs to be showed that there are no de-

viations that make market participants better off.

Speculators:

(1) When ψ ≤ 0: In this case, the customer-dealer does not participate and by

Lemma 1.1, one has that bidding the signal is optimal for a speculator.

(2) When ψ > 0: When the customer-dealer participates, a speculator cannot

win, given the strategy of the customer-dealer. Thus no deviation can make him

better off.
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Customer-dealer:

When ψ ≤ 0, she does not participate in the market by Remark 1.1, which

prohibits her from speculating. When ψ > 0, if the customer-dealer deviates

and bids y, given the speculators strategy, she expects to pay

yPr
[
max (s1, s2) ≤ y

]
+

3
2

Pr
[
max (s1, s2) > y

]
E0

[
max (s1, s2)|max (s1, s2) > y

]
,

The second term is the amount she has to pay in the inter-dealer auction to get

the asset. Note that this is the same as expression (A.1) in the proof of Proposi-

tion 1.1. Thus the expected payment is 1. But then, using the 2*(average of rival

bids) quote also means an expected payment of E0 [s1 + s2] = 1 for the customer-

dealer. So deviating does not make her better off.

Thus there are no deviations that make market participants better off. Hence

the strategies in the Proposition constitute an equilibrium.

To obtain the expected profits, note that the speculator wins only when the

customer-dealer does not participate, i.e. ψ ≤ 0. In that case, a speculator’s

expected profit is his expectation of the rival’s signal, conditional on his winning

the auction, i.e. half his own signal. As for the customer-dealer, she pays the

common value for the asset, hence her expected profit on winning is ψ. The

investor revenue can be obtained by following the same steps as in proof of

Proposition 1.4.

�
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APPENDIX B

CHAPTER 2 OF APPENDIX

B.1 Probability of Herding

Condition (2.25) can be re-written as

−

(
bi

3

)1/2 σ2
ε + b2

iσ
2
γ

σ2
γ

1/4

− bi ≤
εi

γ
≤

(
bi

3

)1/2 σ2
ε + b2

iσ
2
γ

σ2
γ

1/4

− bi. (B.1)

For −∞ < x < ∞,

P

[
εi

γ
≤ x

]
= E

[
P
[
εi ≤ γx|γ

]
1γ>0 + P

[
εi ≥ γx|γ

]
1γ<0

]
(B.2)

=

∫ ∞

0
Φγ (u)

∫ ux

−∞

Φε (y) dydu +

∫ 0

−∞

Φγ (u)
∫ ∞

ux
Φε (y) dydu. (B.3)

Therefore

d
dx
P

[
εi

γ
≤ x

]
=

∫ ∞

0
Φγ (u) uΦε (ux) du −

∫ 0

−∞

Φγ (u) uΦε (ux) du

=
1

πσγσε

∫ ∞

0
e
−u2

2

(
1
σ2
γ

+ x2

σ2
ε

)

=
σε/σγ

π
(
σ2
ε/σ

2
γ + x2

) . (B.4)

Let ki =
(

bi
3

)1/2
(
σ2
ε+b2

i σ
2
γ

σ2
γ

)1/4
, then from equations (B.1) and (B.4), we have that the

probability of herding is

σε/σγ

π

∫ ki−bi

−ki−bi

1(
σ2
ε/σ

2
γ + x2

)dx =
1
π

(
tan−1

(
σε/σγ (ki − bi)

)
− tan−1

(
σε/σγ (−ki − bi)

))
(B.5)

For given values of σγ, σε and bi, equation (B.5) allows us to calculate the

probability that herding occurs in our model. For example, when σ2
ε = 8b2

iσ
2
γ ,

the probability is tan−1
(

1
√

2bi

)
. If bi = 1, this implies that there is approximately a

1 in 5 chance that informed traders in our model herd.
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B.2 Proof of Results

Proof of Proposition 2.1. Let an ETF speculator, tracking market i, make the con-

sistent conjecture that the demand of an informed speculator tracking market j

is xe j = w jνε j + θeγ ∀ j , i. Let λe denote the conjectured price impact factor in the

ETF market. Denoting this trader’s order by x′, we have then that,

E
[
Pe,1

]
= λe

(
x′ + γθ (N − 1)

)
,

Replacing this expected price in the objective function of the speculator, equa-

tion (2.3), we get his optimal order size as

x = argmaxx′ x′
εiwi + γ

N∑
1

w jb j

 − x′
(
λe

(
x′ + γθ (N − 1)

))
This can be solved to obtain

x =
εiwi + γ

∑N
1 w jb j

2λe
−
θ (N − 1) γ

2
.

Setting this equal to wiνeεi+θeγ yields the equilibrium νe and θe in equation (2.10).

To obtain the equilibrium price impact factor, note that

λe =
cov

(∑N
1 εiwi + γ

∑N
1 w jb j, qe

)
var (qe)

=
νe

∑N
1 w2

i var (εi) + var (γ) Nθe
∑N

1 w jb j

ν2
e
∑N

1 w2
i var (εi) + N2θ2

evar (γ) + var (ze)

Replacing the values for νe and θe from equation (2.10) gives a quadratic equa-

tion in λe, which can be solved to obtain the equilibrium value of λe in (2.11).

The coefficient of the weighted order flow wi

(
ze +

∑N
j=1

(
νew jε j + θeγ

))
in equa-

tion (2.7) is λei, so the equilibrium λei can be obtained by substituting values for

νe and θe.

�
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Proof of Proposition 2.2. A shock of of η j to the idiosyncratic component of asset

j, ε j, causes an ETF speculator tracking market j to increase his demand by

wiνiη j. This implies a price jump in the ETF of λewiνiη j. In turn, this leads to a

price jump of λeiw2
i νeη j in underlying asset i. Replacing the equilibrium values

for νe and λei from Proposition 2.1 gives the magnitude of the shock propagated

to asset i.

�

Proof of Propositions 2.3 and 2.4. Follow directly from the expression for shock

propagation, in equation (2.13).

�

Proof of Proposition 2.5. Since all variables are normal, the posterior variance of

a market maker in underlying market i, after seeing the ETF price change is,

var
(
εi + biγ

∣∣∣Pe,1 − Pe,0
)

= var (εi + biγ) −
cov2

(
εi + biγ,wize + wi

∑N
j=1

(
νew jε j + θeγ

))
var

(
wize + wi

∑N
j=1

(
νew jε j + θeγ

)) .

(B.6)

Since,

cov

εi + biγ,wize + wi

N∑
j=1

(
νew jε j + θeγ

) = Ei

(εi + biγ)

wize + wi

N∑
j=1

(
νew jε j + θeγ

)


= Ei

[
w2

i νeε
2
i + Nθebiwiγ

2
]

= w2
i νevar (εi) + Nθebiwivar (γ) ,

and

var

wize + wi

N∑
j=1

(
νew jε j + θeγ

) = w2
i

var (ze) + ν2
e

N∑
j=1

w2
jvar

(
ε j

)
+ N2θ2

evar (γ)

 ,
we have the expression in equation (2.14) after substitution.
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�

Proof of Corollary to Proposition 2.5. Follows directly from equation (B.6) in the

Proof of Proposition 2.5 above.

�

Proof of Proposition 2.6. Denote the date 1 price impact in the ETF by λe,1, that is

(from equation (2.18)),

λe,1 =

∑N
i=1 wi

(
ν̄ivar (εi) + biθ̄var (γ)

)
∑N

i=1 ν̄
2
i var (εi) +

(∑N
1 θ̄

)2
var (γ) + var (ze)

,

and similarly, from equation (2.24),

λe,2 =

∑N
1 wiν̄ivar (εi) + Nθ̄

(∑N
i=1 wibi

)
var (γ)∑N

i=1 ν̄
2
i var (εi) + N2θ̄2var (γ) + var (ze) /2

.

Let an ETF speculator, tracking market i, make the consistent conjecture that the

demand of an informed speculator tracking market j is x j = ν̄ jε j + θ̄γ ∀ j , i.

Then, to maximize his objective function, he selects order size x such that

x = argmaxx′ x′
(
λe,2

2

(
x′ + γ (N − 1) θ̄ + ν̄ jεi + γNθ̄

))
− x′

(
λe,1

(
x′ + (N − 1) θ̄

))
.

If there exists an equilibrium where all speculators behave identically and herd

on the systematic factor, then νi = 0 ∀i ∈ {1, ...,N}. From the optimal order size

equation above, this implies that

θ̄γ =
θ̄γ

(
(N − 1) λe,2 + λe,2/2 − (N − 1) λe,1

)
2λe,1 − λe,2

.

which simplifies to θ̄ =
√

var (z) /var (γ). The same expression for θ̄ is obtained

if one solves the utility maximization problem of a speculator in an underlying

market. Thus θ̄ =
√

var (z) /var (γ) is the weight on the common factor in an

equilibrium where speculators use short-horizon strategies.
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An ETF speculator, tracking market i, expects profit Eei [πs] if he uses the

short-horizon strategy, where

Eei [πs] = Eei
[
Pe,2 − Pe,1

] sd (z)
sd (γ)

γ

Using equation (2.24), this can be re-written as

Eei [πs] =
cov

(∑N
1 wi (εi + biγ) ,

∑
z j

)
var

(∑
q j

∣∣∣qe

) (∑
q j − E

[∑
q j

∣∣∣∣qe

]) sd (z)
sd (γ)

γ

=
θ̄N

(∑N
1 wibi

)
var (γ)

2N2θ̄2var (γ) + var (ze)
Nθ̄γ

(
var (γ)

N2θ̄2var (γ) + var (ze)

)
sd (z)
sd (γ)

γ

=
sd (z)
sd (γ)

N
(∑N

1 wibi

)
(2N + 1) (N + 1)

γ2.

(B.7)

Similarly, a speculator in underlying market i, expects the following profit if he

follows the short-horizon strategy:

Ei [πs] = Ei
[
Pi,2 − Pi,1

] sd (z)
sd (γ)

γ

=
cov

(
εi + biγ, qe −

∑
j,i q j

)
var

(
qe −

∑
j,i q j

∣∣∣qi

) qe −

N∑
j=1, j,i

q j − E

qe −
∑
j,i

q j

∣∣∣∣∣∣∣qi


 sd (z)

sd (γ)
γ

=
θ̄bivar (γ)

2θ̄2var (γ) + var (z)
θ̄γ

(
var (γ)

N2θ̄2var (γ) + var (ze)

)
sd (z)
sd (γ)

γ

=
sd (z)
sd (γ)

bi

6
γ2.

(B.8)

If, on the other hand, an ETF speculator, tracking market i, uses the long-horizon

strategy, he expects his profit to be

Eei [πl] = Eei
[
Pe,3 − Pe,1

] (
ν̄iεi + θ̄γ

)
=

εi +

N∑
i=1

biγ − λe,1

(
ν̄iεi + Nθ̄γ

) (ν̄iεi + θ̄γ
)

=

εi

2
+ γ

 N∑
1

bi −
N

∑N
1 wibi

N + 1

 (εi

2
+

∑N
1 wibi

N + 1
γ

)
1
λe,1

(B.9)

Similarly, a speculator in underlying market i, using the long-horizon strategy,
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expects his profit to be

Ei [πl] = Ei
[
Pi,3 − Pi,1

] (
ν̄iεi + θ̄γ

)
=

(
εi + biγ − λi,1

(
ν̄iεi + θ̄γ

)) (
ν̄iεi + θ̄γ

)
= (εi + biγ)2 1

4λi,1

(B.10)

A speculator chooses the short-horizon strategy over the long-horizon strategy

when E [πs] ≥ E [πl]. Condition (2.25) can be obtained by comparing equations

(B.7) and (B.9), and (B.8) and (B.10) above. Since εi affects only the long-horizon

expected profit (and not the short-horizon profit), when the profit from knowl-

edge of idiosycratic factor is not too high, the condition is fulfilled.

�
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APPENDIX C

CHAPTER 3 OF APPENDIX

C.1 Proof of Results

Proof of Theorem 3.1. We focus on the ask side of the book (limit sell orders). The

bid side of the book can be obtained using similar arguments.

At the outset, note that the expected utilities of all the limit order sellers must

be the same in equilibrium, otherwise they would undercut each other.

The trader with the lowest sell price expects his order to be executed in 1
λb+λps

units of time if no new limit order sellers arrive in this interval. The probability

of this event is λb
λb+λps

. If, on the other hand, a new limit sell order arrives, the

trader expects his order to be executed only after the new limit sell order is

executed. In this case (the arrival of a new limit sell order followed by the arrival

of a market buy order), the wait time is expected to be 3
λb+λps

units of time with

the probability λpsλ
2
b

(λb+λps)3 . Similarly, the wait time can be 5
λb+λps

if two new limit sell

orders arrive and are executed before the original limit sell order gets to trade,

and the probability of this occurrence is λ2
psλ

3
b

(λb+λps)5 . This combinatorial logic can be

extended to obtain the expected wait time as

ηs = E [w1] =
λb(

λb + λps

)2

1 +

∞∑
n=1

(2n + 1)
λn

psλ
n
b2n−1(

λb + λps

)2n


=

λb(
λb + λps

)2

1 +
3λ3

bλps + 3λbλ
3
ps + 4λ2

bλ
2
ps(

λ2
b + λ2

ps

)2

 .
Similarly, the expected wait time for the trader with second lowest sell price in
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the order book is

E [w2] =
λb(

λb + λps

) [
1
λps

+ η

]
+

λpsλ
2
b(

λb + λps

)2

[
3
λps

+ η

]
+ ...

= ηs + ηs

 λb(
λb + λps

) +
λpsλ

2
b(

λb + λps

)2 + ...

 .
By induction, the expected wait time of the trader with the nth lowest sell price

in the order book is therefore

E [wn] = ηs + E [wn−1]

 λb(
λb + λps

) +
λpsλ

2
b(

λb + λps

)2 + ...


= ηs + E [wn−1]

λb(
λb + λps

)
1 +

∞∑
n=1

λn
psλ

n
b(

λb + λps

)2n 2n−1


= ηs + E [wn−1]

λb(
λb + λps

) 1 +
λbλps

λ2
b + λ2

ps


= ηs + E [wn−1] ζs,

which implies that

E [wn] − E [wn−1] = ηsζ
n−1
s .

Since ṽ’s support is [0, 1], the highest possible selling price is 1. Thus one has

equations (3.5) and (3.7).

The maximum number of sellers that wait to provide liquidity in the book in

equation (3.8) is obtained by calculating the lowest price at which a patient seller

can place a sell order earn a positive expected profit. This price must exceed the

expected value of the asset plus expected waiting cost for order execution, this

gives us the condition. If a patient seller arriving in the market finds that the

book already contains the maximum number of sellers, he prefers his outside

option (at expected value of asset) because placing a limit order in the book

gives him a loss, in expectation.
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�

Proof of Proposition 3.1. This result is a consequence of the Bayes updating for-

mula. Suppose the inter-arrival interval that a patient uninformed trader ob-

serves is τ. If the liquidation value value is low, only the uninformed impatient

traders send market buy orders at rate λb. Then Pr (t = τ|v = 0) = λbe−λbτ. If the

liquidation value is high, then both the uninformed impatient traders and the

informed trader send market buy orders. Since the minimum of exponential

random variables is itself exponential, Pr (t = τ|v = 1) = (λb + φm) e−(λb+φm)τ. Thus

Bayes formula gives

Pr(v = 0|t = τ) =
(1 − p)λbe−λbτ

(1 − p)λbe−λbτ + p (λb + φm) e−(λb+φm)τ ,

and

Pr(v = 1|t = τ) =
p (λb + φm) e−(λb+φm)τ

(1 − p)λbe−λbτ + p (λb + φm) e−(λb+φm)τ .

The expected value is

p (λb + φm) e−(λb+φm)τ

(1 − p)λbe−λbτ + p (λb + φm) e−(λb+φm)τ . (C.1)

If an uninformed trader conjectures that the high-type informed trader is us-

ing an exponential distribution with parameter φm, then his expected waiting

time for the next order is the mean of the minimum of two exponential dis-

tributions with parameters λb and φm respectively. Plugging τ = (φm + λb)−1 in

equation (C.1) produces the result.

�

Proof of Proposition 3.2. When the maximum number of patient uninformed sell-
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ers wait in the book, the ask price in the book is

E
′

uninformed [ṽ] + rpηs =
p (λb + φm)

(1 − p)λbe
φm

φm+λb + p (λb + φm)
− rpηs,

where the expression for E
′

uninformed [ṽ] is obtained from equation (3.10) by re-

placing τ with conjectured wait time for the next market order 1
λps+φm

. This is the

price a market buy order expects to pay. When the informed trader delays her

order by Exp (φm), the probability that her order will be the next order arriving

in the market is φm
φm+

∑
j=b,s,pb,ps λ j

. If her market order is indeed the next order exe-

cuted, her expected wait time to execution is 1
φm

and her waiting cost is thus ri
φm

.

Thus we have the equation (3.11).

�

Proof of Corollary to Proposition 3.2. Simplifying the expression for expected

equilibrium profit on the right hand side of equation (3.11), we get

φ∗m = ArgMaxφh

(1 − p)λbφm

(
1 − rpηs − ri

)
− pφh (λb + φm) e

−
φm

φm+λb

(
rpηs + ri

)
(
φm +

∑
j=b,s,pb,ps λ j

) (
(1 − p)λb + p (λb + φm) e

−
φm

φm+λb

) (C.2)

Using the first two terms in the Taylor series expansion of exponential func-

tions and ignoring higher order terms without φm gives the following expression

φ∗m ≈ ArgMaxφm

(
(1 − p) λbφm

(1 − p) (λb + φm) λb + p (λb + φm)2
− pφh (λb + φm) + pφ2

m/2

)
,

which can be further simplified to

arg max
φm

(
2 (1 − p) λbφm

2λ2
b + 2λbφm + pφ2

m

)
. (C.3)

The first order condition for equation (C.3) can be solved to obtain φ∗m ≈
λb√

p
2

.
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The expression for the posterior follows by substituting φ∗m ≈
λb√
p/2

in the

expression for the expected value.

�

Proof of Proposition 3.3. Since the informed trader does not want her bid price to

reveal her identity, she selects the same price as a patient buyer, i.e. binformed =

bmb+1. The best bid in the book has an expected wait time of ηb for execution,

thus the informed trader’s waiting cost is riηb from the time her limit order en-

ters the book. The probability that her limit buy order is indeed the next order

arriving in the market is φl
φl+

∑
j=b,s,pb,ps λ j

. Since the informed trader delays her order

by Exp (φl), the expected wait time before her limit order is sent to the market is

1
φl

and the waiting cost is ri
φl

. Thus we have the equation (3.13).

�

Proof of Corollary to Proposition 3.3. The optimization problem in equation (3.13)

can be approximated by

φ∗l ≈ ArgMaxφl

[((
1 − Eimpatient [ṽ]

)
+ λps

) ( φl

φl +
∑

j=b,s,pb,ps λ j

)
−

ri

φl

]

≈ ArgMaxφl


(1 − p)λpsφl

(
1 − rpηb − ri

)
− pφl

(
λps + φl

)
e
−

φl
φh+λb

(
rpηb + ri

)
(
φl +

∑
j=b,s,pb,ps λ j

) (
(1 − p)λps + p

(
λps + φl

)
e
−

φl
φl+λps

)
 .

If one replaces λps by λb and φl by φm, and ηb by ηs, this expression becomes

identical to the right hand side of equation (C.2) in the proof of the Corollary to

Proposition 3.2. Thus one may follow the steps in that proof to obtains φ∗l ≈
λps√

p/2

.
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The expression for posterior follows by substituting φ∗l ≈
λps√

p/2
in the expres-

sion for expected value in equation (3.10) after replacing λb by λps and φm by

φl.

�

Proof of Lemma 3.1. Condition (3.15) follows from comparing equations (3.12)

and (3.11), after substituting φm = φ∗m and φl = φ∗l .

For the second part of the lemma (informed trader places a market order

only when the maximum number of patient uninformed traders wait in the

book to provide liquidity), the proof proceeds in three parts. We consider the

scenario with a high-type informed trader; the arguments for the low-type in-

formed trader are symmetric.

In the first part, we show that when λpb = λps = λb = λs = λ, the result holds.

We obtain this result in three sub-steps. First, we demonstrate that when the

order book has the maximum number of patient uninformed traders waiting

to provide liquidity, the profit of the informed trader from using a market or-

der is higher than her profit from a limit order. Next, we show that when the

order book has one less than the maximum number of liquidity providers, the

informed trader makes a higher profit from a limit order compared to a market

order. Finally, we show that the profit differential (limit order minus market

order) increases monotonically as the order book gets emptier (i.e., book has n

less than the maximum number of liquidity providers, n ≥ 1). We use the no-

tation Mb for the maximum number of patient buyers and Ms for the maximum

number of patient sellers that are willing to wait in the limit order book.

The second part has two sub-steps. First, we show that the result holds when
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λs/λpb is at its maximum value, i.e., when λs = 2 · λpb; λpb = λps = λb = λ. Second,

we show that the result also holds when λb/λps is at its maximum value, i.e.,

when λb = 2 · λps; λpb = λps = λs = λ.

In the third part we show that when the result holds at the extreme points

(λs/λpb or λb/λps at maximum), the result holds at all points in between. For this,

we show that C
[
mb,ms, p

]
is monotonically increasing in λs/λpb, and monotoni-

cally decreasing in λb/λps. When this happens, it implies that as Euninformed [ṽ] de-

creases from 1 to 0,
{
λb, λs, λpb, λps

}
traces the path {λ + k, λ + 1 − k, λ, λ} , k ∈ [0, 1],

from {2λ, λ, λ, λ} to {λ, 2λ, λ, λ}, and C
[
mb,ms, p

]
increases monotonically. This

is because at any point in between the extreme points, due to the functional

form of the arrival rates in equation (3.4), we have that if λb = λ + k, then

λs = λ + 1 − k, k ∈ [0, 1], where k represents the uninformed expected value

for the asset, Euninformed [ṽ]. Monotonicity of C
[
mb,ms, p

]
on this path ensures

that the result holds at all intermediate points.

First assume that λpb = λps = λb = λs = λ. Since φ∗l ≈
λpb√

p/2
and φ∗m ≈

λs√
p/2

,

this implies
(

φ∗l
φ∗l +

∑
j=b,s,pb,ps λ j

)
≈

(
φ∗m

φ∗m+
∑

j=b,s,pb,ps λ j

)
and ri

φ∗l
≈

ri
φ∗m

in condition (3.15), so we

ignore these terms in the expected profit calculations below (call the profit after

ignoring these terms the “modified expected profit”). When the order book has

Mb buyers and Ms sellers, the informed trader’s modified expected profit from

a market buy order is given by

EMO
Mb,Ms

(Π) = 1 −
[
E′uninformed [ṽ] + rp ∗ expected wait time for market buy order

]
while the modified expected profit from a limit order is

ELO
Mb,Ms

(Π) = 1 − bMb+1 − rp ∗ expected wait time for market sell order.

Substituting the values for variables in the expressions above from Theorem 3.2

and Propositions 3.2 and 3.3, we have that the difference in modified expected
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profit from a market buy order and a limit buy order for the informed trader is

EMO
Mb,Ms

(Π) − ELO
Mb,Ms

(Π) =rpη
′
b ·

Mb∑
i=1

(
ζ′b

)i
−

p
(
λb + φ∗m

)
(1 − p)λbe

φ∗m
φ∗m+λb + p

(
λb + φ∗m

)
≈

rp

4λ


√

2 (1 − p) p + λ2 + pλ3(
1 +

(
p
2

)1/2
)

 > 0

(C.4)

Thus, the market buy order is chosen by the informed trader when the order

book contains the maximum number of patient uninformed traders.

One less than the maximum number of patient uninformed traders that are

willing to wait in the book to provide liquidity could mean Mb−1 patient buyers

or Ms − 1 patient sellers. When the order book has Mb − 1 patient buyers and

Ms patient sellers, the modified expected profit from a market order remains the

same as before but the modified expected profit from the limit order goes up

because

ELO
Mb−1,Ms

(Π) = 1 − bMb − rp ∗ expected wait time for market sell order,

and we have that

bMb+1 − bMb

=

(
λs + φ∗m

)2(
λs + φ∗m + λpb

)3 ·

1 +

(
3
(
λs + φ∗m

)3 λpb + 3
(
λs + φ∗m

)
λ3

pb + 4
(
λs + φ∗m

)2 λ2
pb

)
((
λs + φ∗m

)2
+ λ2

pb

)2


·

1 +

(
λs + φ∗m

)
λpb(

λs + φ∗m
)2

+ λ2
pb


≈

7 · rp

8 · λ


√

2 (1 − p) p + λ2 + pλ3(
1 +

(
p
2

)1/2
)

 > 0
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Subtracting bMb+1 − bMb from EMO
Mb,Ms

(Π) − ELO
Mb,Ms

(Π) then gives us that

EMO
Mb−1,Ms

(Π) − ELO
Mb−1,Ms

(Π)

≈ −
5 · rp

8 · λ


√

2 (1 − p) p + λ2 + pλ3(
1 +

(
p
2

)1/2
)

 < 0

On the other hand, when the order book has Mb buyers and Ms − 1 patient

sellers, the modified expected profit from a limit order remains the same, but

EMO
Mb,Ms−1 (Π) falls, i.e.,

EMO
Mb,Ms

(Π) − EMO
Mb,Ms−1 (Π)

= aMs−1 − aMs

=

(
λb + φ∗m

)2(
λb + φ∗m + λps

)3 ·

1 +

(
3
(
λb + φ∗m

)3 λps + 3
(
λb + φ∗m

)
λ3

ps + 4
(
λb + φ∗m

)2 λ2
ps

)
((
λb + φ∗m

)2
+ λ2

ps

)2


·

1 +

(
λb + φ∗m

)
λps(

λb + φ∗m
)2

+ λ2
ps


≈

7 · rp

8 · λ


√

2 (1 − p) p + λ2 + pλ3(
1 +

(
p
2

)1/2
)

 > 0

Therefore,

EMO
Mb,Ms−1 (Π) − ELO

Mb,Ms−1 (Π) = EMO
Mb−1,Ms

(Π) − ELO
Mb−1,Ms

(Π) < 0.

Thus, in both cases when the order book has one less than the maximum number

of liquidity providers, the informed trader chooses the limit buy order.

To establish monotonicity of the profit differential, observe that b1 < ... <

bMb−1 < bMb and a1 > ... > aMs−1 > aMs . Therefore for m ≥ 1, n ≥ 1, we have that

ELO
Mb−m−1,Ms−n (Π) − EMO

Mb−m−1,Ms−n (Π) > ELO
Mb−m,Ms−n (Π) − EMO

Mb−m,Ms−n (Π)

≥ ELO
Mb,Ms−1 (Π) − EMO

Mb,Ms−1 (Π) > 0;
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and similarly,

ELO
Mb−m,Ms−n−1 (Π) − EMO

Mb−m,Ms−n−1 (Π) > ELO
Mb−m,Ms−n (Π) − EMO

Mb−m,Ms−n (Π)

≥ ELO
Mb,Ms−1 (Π) − EMO

Mb,Ms−1 (Π) > 0.

Thus, we have that the informed trader prefers a limit order to a market order

whenever the book does not have the maximum number of liquidity providers

for λpb = λps = λb = λs = λ. This completes the first part of the proof.

Now consider the case when λs/λpb is at its maximum value, i.e., λs = 2 · λpb;

λpb = λps = λb = λ. Following the same steps as in the first part,

EMO
Mb,Ms

(Π) − ELO
Mb,Ms

(Π) ≈
rp

8λ


√

2 (1 − p) p + λ2 + pλ3(√
2 +

(
p
2

)1/2
)

 > 0;

EMO
Mb−1,Ms

(Π) − ELO
Mb−1,Ms

(Π) ≈ −
3 · rp

2 · λ


√

2 (1 − p) p + λ2 + pλ3(√
2 +

(
p
2

)1/2
)

 < 0;

EMO
Mb,Ms−1 (Π) − ELO

Mb,Ms−1 (Π) ≈ −
3 · rp

2 · λ


√

2 (1 − p) p + λ2 + pλ3(√
2 +

(
p
2

)1/2
)

 < 0.

The monotonicity follows once again from the fact that b1 < ... < bMb−1 < bMb and

a1 > ... > aMs−1 > aMs . Thus the result holds.

Next consider the case when λb/λps is at its maximum value, i.e., λb = 2 · λps;

λpb = λps = λs = λ. Once more, following the same steps as in the first part,

EMO
Mb,Ms

(Π) − ELO
Mb,Ms

(Π) ≈
rp

2λ

2 (1 − p) p + λ2 + pλ3(
1 + (p)1/2

)  > 0;

EMO
Mb−1,Ms

(Π) − ELO
Mb−1,Ms

(Π) ≈ −
1 · rp

16 · λ

2 (1 − p) p + λ2 + pλ3(
1 + (p)1/2

)  < 0;

EMO
Mb,Ms−1 (Π) − ELO

Mb,Ms−1 (Π) ≈ −
1 · rp

16 · λ

2 (1 − p) p + λ2 + pλ3(
1 + (p)1/2

)  < 0.
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Once again from the fact that b1 < ... < bMb−1 < bMb and a1 > ... > aMs−1 > aMs , we

get the monotonicity, and thus the result. This concludes the second part of the

proof.

For the third part of the proof, note that λs enters condition C
[
mb,ms, p

]
through four variables: ηb, binformed,

(
φ∗l

φ∗l +
∑

j=b,s,pb,ps λ j

)
and

(
φ∗m

φ∗m+
∑

j=b,s,pb,ps λ j

)
; and λpb en-

ters condition C
[
mb,ms, p

]
through three variables:

(
φ∗l

φ∗l +
∑

j=b,s,pb,ps λ j

)
,
(

φ∗m
φ∗m+

∑
j=b,s,pb,ps λ j

)
,

and ri
φ∗l

. Since ∂ηb
∂λs

< 0, ∂binformed
∂λs

< 0, ∂
(

φ∗l
φ∗l +

∑
j=b,s,pb,ps λ j

)
/∂λs < 0, ∂

(
φ∗m

φ∗m+
∑

j=b,s,pb,ps λ j

)
/∂λs <

0, and ∂
(

φ∗l
φ∗l +

∑
j=b,s,pb,ps λ j

)
/∂λpb > 0,

(
φ∗m

φ∗m+
∑

j=b,s,pb,ps λ j

)
/∂λpb < 0, ∂

(
ri
φ∗l

)
/∂λpb < 0, we have

that
∂C

[
mb,ms, p

]
∂
(
λs/λpb

) > 0.

Similarly, since ∂φ∗m/∂λb > 0, ∂

 p(λb+φ∗m)

(1−p)λbe

φ∗m
φ∗m+λb +p(λb+φ∗m)

 /∂λb < 0, ∂
(

φ∗m
φ∗m+

∑
j=b,s,pb,ps λ j

)
/∂λb>

0, ∂
(

φ∗l
φ∗l +

∑
j=b,s,pb,ps λ j

)
/∂λb < 0, ∂

(
φ∗l

φ∗l +
∑

j=b,s,pb,ps λ j

)
/∂λps < 0, ∂

(
φ∗m

φ∗m+
∑

j=b,s,pb,ps λ j

)
/∂λps < 0, we

have that
∂C

[
mb,ms, p

]
∂
(
λb/λps

) < 0.

Thus C
[
mb,ms, p

]
is monotonically increasing in λs/λpb, and monotonically de-

creasing in λb/λps. This concludes the third part of the proof.

�

Proof of Theorem 3.2. To obtain the set of limit order prices, note that when the

limit order book has less than the maximum number of patient buyers waiting,

the informed trader is expected to place limit orders according to the strategy

given in Proposition 3.3. Therefore, the inter-arrival waiting time for limit buy

orders is expected to go down to

1
λlimit buy order

=
1

λps + φ∗l
.
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Substituting λlimit buy order in place of λps in equation (3.7) gives us η′b and ζ′b.

For the maximum value of mb, note that when the order book contains the

maximum number of patient uninformed buyers, by the previous Lemma, the

highest bidder expects the informed trader to use a market order according to

the strategy given in Proposition 3.2. Therefore, the inter-arrival waiting time

for the next market sell order is expected to go down to

1
λmarket sell order

=
1

λs + φ∗m
.

Substituting λmarket sell order in place of λs in equation (3.7) gives us η′′b , the ex-

pected wait time of the highest bidder. Since bid prices from patient uninformed

traders cannot exceed the expected value of asset minus the expected waiting

cost for order execution, we have condition (3.18).

The strategy of the informed trader follows directly from Lemma 3.1 and

Propositions 3.2 and 3.3.

�

Proof of Proposition 3.4. We analyze only the ask side of the spread, the argu-

ments for the bid side are similar.

In an order driven market with only uninformed traders, the ask price is the

sum of two terms: the expected value of asset and the product of the waiting

cost and the expected wait time for a new market buy order arrival, i.e.,

ams = p +
rp

λb
,

Hence, the ask side of the spread is simply rp

λb
.
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When the informed trader is present in the market, patient uninformed

traders have an opportunity to learn and revise their expected value. When

the maximum number of patient uninformed traders wait in the book to pro-

vide liquidity, from the Corollary to Theorem 3.2, condition (3.15) is not satisfied

(i.e., it is anticipated that the informed trader uses a market buy order). Hence,

the patient traders’ expected value for the asset gets revised to

E′pb,ps

(
ṽ|market buy order, τavg =

1
λb + φ∗m

)
=

p
(
λb + φ∗m

)
(1 − p)λbe

φ∗m
φ∗m+λb + p

(
λb + φ∗m

) > p.

The ask price is now the revised expected value, plus the product of waiting

cost and new expected waiting time,

a′ms
=

p
(
λb + φ∗m

)
(1 − p)λbe

φ∗m
φ∗m+λb + p

(
λb + φ∗m

) +
rp

λb + φ∗m
.

Note that the expected wait time is now lower ( rp

λb+φ∗m
, versus rp

λb
earlier) because

the informed trader is also expected to use market orders. Taking the difference

in the ask prices, we get

a′ms − ams = p (1 − p) .
(
λb + φ∗m

)
− λbe

φ∗m
φ∗m+λb

(1 − p)λbe
φ∗m

φ∗m+λb + p
(
λb + φ∗m

) − rpφ
∗
m

λb
(
λb + φ∗m

)
≈

p (1 − p)
(
φ∗m

)2

λ2
b + p

(
φ∗m

)2
+ 2λbφ∗m

−
rpφ

∗
m

λb
(
λb + φ∗m

) ≈ λ2
b (1 − p)

(
p4 + p3 + p2 + 2p + 1

)
(1 + p)

(
p2 + 2λb p3 + λb

) > 0

when we use Taylor series expansions for the exponential function and substi-

tute the value for φ∗m.

Therefore, the ask side of the spread goes up when an informed trader is

introduced into a limit order market.

�

Proof of Corollary to Proposition 3.4. When the informed trader is expected to use

a limit order, the distance between order book prices used by patient traders
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is at least as high as in the uninformed order book because the expected limit

order arrival rate goes up (delaying the expected execution time of limit or-

ders already in the book). From the Corollary to Theorem 3.2 we have that the

informed trader chooses a limit order whenever the order book does not con-

tain the maximum number of liquidity providers. From the Proposition above,

we have that the bid-ask spread is larger with asymmetric information when

maximum number of patient uninformed traders wait in the book to provide

liquidity. Thus a backward induction argument, starting with the state where

the book contains the maximum possible number of liquidity providers, gives

us the result.

�

Proof of Proposition 3.5. The key idea of the proof is to show that successive ex-

pected values—after new order arrivals—for uninformed traders are mono-

tonically increasing when v = 1 (monotonically decreasing when v = 0) and

bounded. Then, the monotone convergence theorem gives us that the mono-

tonically increasing (decreasing) sequence converges almost surely to the upper

bound (lower bound). We provide a proof for the case v = 1; similar arguments

can be used for the case v = 0.

First note that since it is common knowledge that the liquidation value of

the asset v ∈ [0, 1], the sequence of expected values of uninformed traders is

bounded above and below. When v = 1, the informed trader is of high type. If

condition (3.15) is satisfied, it is anticipated that the informed trader will use

a limit order. Therefore, the expected inter-arrival time between limit order

arrivals falls below 1
λps

, the inter-arrival time without the informed trader. The

patient uninformed traders’ expected value for the asset is obtained by replacing
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E(τ) = 1
λpb+φ∗l

in equation (3.14)

E′uninformed

(
ṽ|limit buy order, τavg =

1
λpb + φ∗l

)
=

p
(
λps + φ∗l

)
(1 − p)λpse

φ∗l
φ∗l +λps + p

(
λps + φ∗l

) > p.

If condition (3.15) is not satisfied (i.e., it is anticipated that the informed trader

will use a market buy order). Therefore, the expected inter-arrival time between

market order arrivals falls below 1
λb

, the inter-arrival time without the informed

trader. the uninformed traders’ expected value for the asset is obtained by re-

placing E (τ) = 1
λb+φ∗h

in equation (3.10)

E′uninformed

(
ṽ|market buy order, τavg =

1
λb + φ∗m

)
=

p
(
λb + φ∗m

)
(1 − p)λbe

φ∗m
φ∗m+λb + p

(
λb + φ∗m

) > p.

When v = 1, the informed trader does not use sell orders. Thus the time interval

between sell market order arrivals, in expectation, is 1/λs, and the number of

limit sell order arrivals is expected to be λps. Hence,

E′uninformed

(
ṽ|limit sell order, τavg =

1
λps

)
= E′uninformed

(
ṽ|market sell order, τavg =

1
λs

)
= p.

Thus, when v = 1, E′uninformed (ṽ) ≥ p after the arrival of the next order.

Since p is an arbitrarily chosen prior, it follows that the same condition holds

when the prior is updated, i.e., E′′uninformed (ṽ) ≥ E′uninformed (ṽ), and so on. Thus the

sequence is monotonically increasing. By the monotone convergence theorem,

the sequence of successive expected values for patient traders converges to 1.

�

Proof of Proposition 3.6. Follows from the proof of Proposition 3.1. The expres-

sion in (3.20) is the same as the expression in (C.1) in the proof of Proposition

3.1.

�
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Proof of Proposition 3.7. The only input into the Bellman equation that changes

between time periods is the ask price in the book. The ask price, as discussed

earlier, is the sum of two terms: the patient traders’ expected asset liquidation

value, and waiting cost times expected waiting time for a market order. The

waiting cost and expected waiting time remain constant for the sell order at the

bottom of the book. If the uninformed traders update their expectation using the

inter-arrival interval as in equation (3.20) of Proposition (3.6), the expectation

stays constant until a new order arrives. Thus φs = φo for s ∈ [t, t + τ).

Since the arrival processes are Poisson, the probability that the informed

trader’s order is the next order to be executed is φo
φo+λb

. The profit per order

for the informed trader is 1 − po. Once the order is executed, the patient unin-

formed traders use the inter-arrival interval to update po to po+1, which is how

one obtains the Bellman equation (3.22).

To obtain the uninformed traders’ expected value in equation (3.20) of The-

orem (3.6), it was assumed that they conjecture a Poisson intensity for the in-

formed order flow. We have shown that given the expectation update algorithm

in Equation (3.20), it is optimal for the informed trader to send market buy or-

ders at a Poisson rate. Hence, the conjecture is validated.

�

Proof of Proposition 3.8. For the Blackwell-Boyd sufficiency conditions to be sat-

isfied, it needs to be shown that there exists a function f (po) with f (po) > 0 ∀po

such that two conditions are satisfied:
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1. there exists a constant M such that

max
φo

{
(1 − po)

φo

φo + λb

}
≤ M. f (po) (C.5)

2. there exists a constant m < 1 such that

max
φo
{ f (po+1)} ≤ m. f (po) (C.6)

Choose f (po) = (1 − po). Since φo
φo+λb

≤ 1, the first condition is satisfied. The

second condition is satisfied if maxφ0 (1 − po+1) ≤ (1 − po), i.e., if maxφo

(
po+1
po

)
> 1.

Since the patient uninformed traders uses the learning algorithm (3.20) in The-

orem (3.6), in equilibrium the informed trader indeed sends market buy orders

with Poisson intensity φo and

po+1 =
po (λb + φo)

(1 − po)βe
φo

φo+λb + po (λb + φo)
(C.7)

Thus, if the denominator is less than the numerator in (C.7) for all φo, we

have our desired result. This condition reduces to maxφo

λb.e
φo

φo+λb

λb+φo

 < 1, i.e., e
φo

φo+λb <

1 +
φo
λb

. We verify that this condition is true for all φo. The second condition is

also satisfied and we obtain that the Bellman operator is a strict contraction

mapping. �

Proof of Proposition 3.9. Define

f (po, φo) = (1 − po)
φo

φo + λb
, and g (po, φo) = (1 − po)

φo

φo + λb
+ EV (po+1) .

Note that
∂2 f

∂po∂φo
=

−1
(φo + λb)

+
φo

(φo + λb)2 ≤ 0 ∀ φo.
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Thus f (po, φo) has the decreasing differences property. Since φo occurs only

in the first term in g(po,φo), this implies that g(po, φo) too has decreasing differ-

ences.

Thus, by Topkis theorem, arg max
[
g (po, φo)

]
is non-increasing in po.

�
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