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Distributed storage capacity at load centers (e.g. deferrable demand) can lower 

the total cost of generating electricity by smoothing out and flattening the daily 

dispatch profile of conventional generating units. The main savings come from 

shifting purchases from peak to off-peak periods and mitigating the variability of 

generation from renewable sources. Since it is unrealistic to assume that system 

operators can control large numbers of deferrable demand devices directly, 

aggregators will be responsible for managing these devices using instructions provided 

by a system operator. 

The objective of this thesis is to compare the performance of deferrable demand 

when 1) the aggregators treat deferrable demand as a grid-scale virtual battery and 

receive physical charge/discharge instructions for managing deferrable demand (i.e. 

centralized control), with 2) the aggregators follow their own interests and submit bids 

into the wholesale auction to minimize the expected cost of purchasing energy using 

projected prices provided by the system operator (i.e. hierarchical control). 

The analysis uses a stochastic form of multi-period Security Constrained 

Optimal Power Flow to simulate operations for representative days. This model treats 

potential wind generation and load as stochastic inputs and determines the optimum 

daily profiles of dispatch for different realizations of hourly wind generation and load. 

Ramping capacity is acquired to ensure that transitions from one hour to the next hour, 



 

as well as contingencies, can be supported. 

With stochastic price forecasts, the optimum strategy for submitting bids is to 

determine a quantity each hour and 1) a low threshold price for charging storage, and 

2) a high threshold price for discharging storage. This strategy implicitly provides 

ramping services as well as shifting purchases to off-peak periods, and the results for 

centralized and hierarchical control are almost exactly the same.  With hierarchical 

control, however, the physical limits of storage may be violated during the planning 

horizon.  An effective solution to this problem is to operate the system using a rolling 

horizon and allow aggregators to modify their bids at each step. 
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CHAPTER 1  

INTRODUCTION 

From Spain, Germany, Ireland in Europe to California and Texas in the United 

States, the volume of electricity produced from renewable energy sources (wind, solar, 

geothermal, biomass, and hydro) is growing rapidly throughout the world. Take 

California as an example, only 12% of the electricity was generated from renewable 

sources
1
 in 2009, but by 2013, that proportion had grown to 23%. New wind and solar 

generation are responsible for most of the new growth. A renewable portfolio standard 

(RPS) of 33% has been legislated for 2020. 

The impact of increased penetration of variable renewable energy sources such 

as wind and solar on the power system is widely recognized. For instance, Lew et al. 

(2013) study the impacts of both the variability and the uncertainty of wind and solar 

on starts, ramps, and operation of the entire Western Interconnection. High 

penetrations of solar dominate variability on a 5-minute and an hourly basis, and 

extreme ramping events are associated with sunrise and sunset. The high penetrations 

of wind lead to greater extremes in the day-ahead forecast error and thus higher 

reserve requirements. Balancing the load with high instantaneous wind/solar 

penetrations requires a lot of flexibility. The California Independent System Operator 

(CAISO) identifies several emerging conditions that will require specific resource 

operational capabilities, including (1) short, steep ramps; (2) over-generation risk; and 
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 This does not include large hydro resources. 
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(3) decreased frequency response. To meet the sharp changes in net load
2
, the ISO 

needs resources with ramping flexibility and the ability to start and stop multiple times 

per day. The CAISO is designing a Flexible Ramping Product (FRP) to deal with the 

challenges. Currently, there are plans to create FRP requirements for the day-ahead 

market, five-minute market, and real-time dispatch for both upward and downward 

flexibility. In addition to the FRP, the requirements for flexible resource adequacy 

(RA) are also under development at the California Public Utilities Commission. There 

are existing requirements for upward flexible RA, but no requirements for downward 

flexible RA yet. 

Additionally, with high penetrations of variable generation in remote locations, 

transmission capacity may be inadequate to transport the relatively inexpensive source 

of renewable energy to demand centers. Wind capacity in Texas grew rapidly in 2006-

09, when more than 7,000 MW of utility-scale wind capacity was built. The Texas 

grid experienced major transmission congestion as the large volumes of electricity 

from these wind plants, which were concentrated in the rural western and northern 

areas of the state, were sometimes unable to reach the population centers in the eastern 

half of the state. During these situations, excess wind generation was curtailed by the 

grid's operator, the Electric Reliability Council of Texas (ERCOT), in order to keep 

the transmission network operating within its physical limits. In addition to wind 

curtailments, the regional supply and demand imbalances caused real-time wholesale 

electricity prices at the West Hub in ERCOT to drop, and even go negative, during 

                                                 

 
2
 The net load is calculated by taking the forecasted load and subtracting the forecasted 

electricity production from variable generation resources, wind and solar. 
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periods of substantial wind generation. To address the problem, the Public Utility 

Commission of Texas in 2008 authorized a series of transmission expansion projects. 

However, the cost of expanding transmission capacity is significantly high. The series 

of projects cost Texas ratepayers a total of $7 billion (U.S. EIA, 2014).  

The traditional way of adding reserve capacity and flexibility to the power 

system is to build more gas turbines. Grid-scale electric energy storage has been an 

alternative solution to help the power system integrate variable generation like wind. 

On short timescales (seconds, minutes, hours), electric energy storage can provide 

ramping and regulation services. Emerging technologies, like batteries and flywheels, 

can operate nearly instantaneously and absorb excess generation or providing 

supplemental electricity as needed. A battery system at a wind farm can potentially be 

used to ensure the wind project delivers its forecast level of power until the grid can 

accommodate a change. For example, AES installed 32 MW of lithium-ion battery 

storage adjacent to a 98 MW wind farm near Elkins, West Virginia to smooth out 

some of the wind’s variability (Kumagai, 2011). On longer timescales (hours or days), 

electric energy storage can help integrate variable generation by load shifting. In most 

locations, wind resources are more available overnight, when demand is low. Storage 

facilities could store wind-generated electricity overnight, when the wind is most 

available, and release electricity when demand is higher—time-shifting the supply to 

meet the demand. Pumped hydroelectric is the most prevalent energy management 

storage technology. Other technologies in use include compressed-air storage and flow 

batteries. Given the wide range of applications and benefits of electric energy storage, 

California passed the United States' first energy storage mandate in 2013, which 
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commits all investor-owned utilities in the state to collectively buy 1,325 MW of 

energy storage by 2020.  

However, the costs can be significant when it comes to energy storage, 

particularly with emerging technologies. For example, a 1 MW sodium-sulfur battery 

installation in Luverne, Minnesota to support a nearby 11 MW wind farm cost $4.2 

million (U.S. EIA, 2012, June 29) compared to $1,000/kW for a conventional natural 

gas combustion turbine. Though battery costs continue to decline, integrating storage 

in this manner would add significant expense to a wind project. In addition, pumped 

hydroelectric and compressed-air storage both have specific geologic requirements. 

The economic viability of combining wind and large scale storage is studied by 

Nyamdash, Denny, & O’Malley (2010), using data for the Irish power system, which 

is a small system with poor interconnection and increasing wind generation. They 

conclude that in the absence of any supporting mechanism none of the storage devices 

are economically viable. 

Contrasting to the supply-side grid-scale electric energy storage dedicated to 

help integrate variable generation, demand-side energy storage can be an effective 

low-cost alternative solution. Space conditioning using thermal storage or electric 

water heating with insulated tanks can be considered as deferrable electricity demand. 

The main characteristic of deferrable demand is that the timing of the energy purchase 

can be decoupled from the delivery of the associated energy service. Take space 

cooling as an example, instead of running an electric air conditioner on a hot afternoon 

when power prices are highest, thermal storage produces ice, or chills a coolant, 

overnight when electricity costs are lower. The system then circulates air cooled by 
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the storage medium through the building the next day when cooling services are 

needed. Another example is electric water heaters with storage tanks, where electricity 

can be stored as higher temperature water – above normal set-points – to be mixed 

later with colder water to deliver the same quality and quantity of hot water services. 

Comodi et al. (2015) present the operational results of a multi-apartment residential 

microgrid which contains a solar power plant and thermal energy storage in the form 

of a 1,300 L water tank. The thermal energy storage collects renewable energy during 

day-time to release it during night-time when hot water is needed. The electricity 

demand of plug-in electric vehicles (PEVs) is also a form of deferrable demand. The 

timing of vehicle charging is decoupled from the delivery of the transportation service 

and tends to be rather flexible, though the charging must observe a specified 

completion time. Unlike space conditioning with thermal storage and electric water 

heating, PEVs can only support the power system for part of the day, when they are 

connected to the power network. 

System peak shaving is one major benefit of demand-side energy storage to the 

power system. Comnes et al. (1988) estimate the consequences of a hypothetical 

demand-side load management program intended to promote the adoption of the 

emerging thermal energy storage technology for cooling in commercial buildings. The 

analysis shows the program provides significant benefit to society by shifting 

generation from on-peak oil and gas generation to less-expensive off-peak nuclear 

generation, reducing capacity requirements, and reducing the reserve margin capacity. 

In addition to peak shaving, the flexible timing of the energy purchases gives 

deferrable demand the potential to provide ancillary services demanded by power 
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systems with high penetrations of variable generation. The Bonneville Power 

Administration (BPA), in collaboration with its customer utilities, demonstrated in a 

pilot project that electric water heaters can act as operating reserves and provide load 

following ramping services. The control strategy was to charge the units when the 

balancing request was negative (a generation surplus) and remain idle when the 

balancing request was positive (a generation deficit). Simultaneously, the local 

controllers guarantee that water temperature remains sufficient to meet consumer 

demand (Broad et al., 2012). Denholm and Hand (2011) argue that it is very important 

to consider thermal storage approaches due to both their higher round-trip efficiencies 

and potentially lower capital cost. However, a more comprehensive analysis of the 

technical and economic potential of load shifting should be performed, as well as 

detailed simulations of the load shifting possibilities of thermal storage. 

The first objective of this thesis is to examine the effectiveness of deferrable 

demand, particularly thermal energy storage, as a demand-side solution to help the 

power system integrate variable generation like wind. Two types of deferrable demand 

are considered: (1) electric water heating with storage tanks, and (2) space cooling 

with thermal storage. Simulations of economic dispatch, based on a stochastic multi-

period (24-hour) Security Constrained Optimal Power Flow (SuperOPF) model and 

the NPCC bulk power network, are conducted to compare changes in total wholesale 

market costs with and without deferrable demand. The most important features of the 

SuperOPF include: (1) the stochastic characteristics of potential wind generation and 

electricity demand at multiple locations can be specified; (2) the amount of 

conventional generating capacity, dispatched and committed as reserves, that is 



 

7 

 

 

needed to maintain system reliability is determined endogenously and it depends on 

the stochastic characteristics of potential wind generation and electricity demand; (3) 

ramping costs, including wear-and-tear costs on conventional generating units are 

incorporated into the objective function. 

The second objective of this thesis is to test the effectiveness of a new price-

based control strategy in realizing the benefits of deferrable demand to the power 

system using hierarchical control architecture. Callaway and Hiskens (2011) discuss 

centralized, hierarchical, and distributed control architectures. Centralized control 

architecture would require that the power system operator issue command directly to 

individual loads. Issuing control signals for millions of devices would be impractical 

for a large system. In hierarchical control architecture, demand aggregators serve as 

intermediaries between the loads and a system operator. Each demand aggregator has 

jurisdiction over a certain group of deferrable demand devices, acquires information 

from participating customers, treats the devices as an individual resource that the 

system operator can call upon to balance variable generation, similar to individual 

units on the supply side. After commands from the system operator are received, the 

aggregator is then responsible for dispatching the group of deferrable demand under 

its management to follow the commands. The focus of this study is on the interface 

between system operators and demand aggregators. The strategy of managing a group 

of deferrable demand by a demand aggregator is beyond the scope of this study. 

In current operating paradigms, control of power system elements involves 

requesting changes in quantities that are of direct relevance to the operating state, e.g., 

real or reactive power, or terminal voltage. If demand aggregators conceptualize 
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deferrable demand as grid-scale virtual batteries, system operators can choose physical 

commands (e.g. charging power, discharging power) as the control signal. This non-

price-based control strategy actually makes the hierarchical control architecture 

function as centralized control architecture. Instead of issuing commands directly to 

millions of individual distributed storage devices, depending on how many customers 

each aggregator manages, the system operator now issues commands directly to 

thousands of virtual grid-scale batteries. However, such a strategy would require the 

system operator take in the information of the physical characteristics of all virtual 

batteries from the aggregators, such as the maximum power of charging and 

discharging, the efficiencies, the energy capacities, as well as the temporal constraints 

(e.g. PEVs). Acquisition of the information would require substantial communications 

and processing resources. 

The new price-based control strategy proposed in this study requires that the 

system operator provides forecast of energy prices to demand aggregators. Using the 

forecast, the aggregators minimize the expected cost of the energy purchase from the 

grid while guaranteeing the delivery of energy services associated with the deferrable 

demand under their management
3
. The aggregators submit energy bids to the system 

operator, rather than the current physical state of storage. Depending on whether 

deterministic or stochastic price forecasts are provided, the deferrable demand can be 

conceptualized by demand aggregators either as common load (deterministic quantity 

bids) or virtual power plants with negative power (price/quantity bids). As a result, the 

                                                 

 
3
 The physical constraints and temporal constraints of the deferrable demand are taken care of 

by the aggregators in this process. 
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proposed strategy alleviates the system operator’s burden of information acquisition 

and processing, as well as simplifies the system operator’s economic dispatch 

optimization problem. In addition, the proposed strategy preserves the flexibility of 

energy purchase inherent in deferrable demand and provides the power system with 

ramping services.  

Callaway and Hiskens (2011) emphasize that load control schemes must meet 

the dual goals of being both fully responsive and non-disruptive. Unlike traditional 

load control schemes that involve curtailing or interrupting load with little or no 

perceptible degradation in energy services (e.g. thermostatically controlled loads), the 

control of deferrable demand will not affect the energy services at all. Deferrable 

demand conceptualized as virtual batteries or virtual power plants with the help of 

demand aggregators can be fully responsive in the power system as much as supply 

side resources. One of the main criticisms of traditional demand response load control 

is that customers often receive payment for load reduction from some baseline, yet the 

baseline is impossible to directly measure. All deferrable demand control strategies 

discussed in this thesis avoid the problem completely. 

  The thesis proceeds as follows. Chapter 2 provides a concise overview of the 

structure of deregulated wholesale electricity markets. The effectiveness of deferrable 

demand in helping the power system integrate variable generation is examined in 

Chapter 3, where non-price-based control strategy and physical commands are 

employed. A new price-based control strategy for deferrable demand is proposed in 

Chapter 4 and a comparison of the results to non-price-based control strategy is 

presented. Chapter 5 summarizes the conclusions and discusses future work. 
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CHAPTER 2  

OVERVIEW OF DEREGULATED WHOLESALE ELECTRICITY MARKETS 

2.1 Introduction 

Deregulated wholesale electricity markets, which are operated by Independent 

System Operator (ISO) or Regional Transmission Organization (RTO), are usually 

comprised of the energy market, the ancillary services market, and the capacity 

market. For example, ISO New England oversees and administers New England’s 

competitive wholesale electricity markets. These markets work together to ensure the 

constant availability of electricity from the bulk power grid for the region’s 

households and businesses. In 2012, the combined transaction value of New England’s 

markets is $6.1 billion. This chapter provides a concise overview of deregulated 

wholesale electricity markets, including the products and services traded, key 

characteristics of the markets, relations and relative importance of the markets, in 

order to help understand the environment in which a demand aggregator operates. 

 

2.2 The Energy Market 

The energy market consists of a day-ahead energy market and a real-time energy 

market. The day-ahead energy market produces financially binding schedules for the 

sale and purchase of electricity one day before the operating day. Day-ahead hourly 

prices are calculated based on generation offers, demand bids and scheduled bilateral 

transactions. In real-time energy market, an ISO commits and dispatches physical 

resources to meet actual real-time load, including the minute-to-minute balancing of 
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energy and reserves while accounting for transmission system limits and the need to 

provide contingency coverage. Financially, the settlement of the real-time energy 

market is based on the deviation between the day-ahead market outcome schedule and 

the actual production or consumption of electricity in real time. 

A mechanism called locational marginal pricing (LMP) is used to establish the 

price of energy purchases and sales. Locational marginal pricing reflects the value of 

the energy at the specific location and time it is delivered. In absence of transmission 

congestion and losses, the lowest-priced electricity can reach all locations, thus prices 

are the same across the grid. When there is congestion, the lowest-priced energy 

cannot flow freely to some locations. In that case, more expensive electricity is 

ordered to meet that demand. As a result, the locational marginal prices are higher in 

those locations. The prices for each location reflect the cost of the resource needed to 

meet the next increment of load subject to reserve requirements at that location. The 

resource that sets price is called the marginal unit. And the offer price of the marginal 

unit largely is determined by its fuel type.  

Figure 2.1 shows electricity generation by fuel type nationwide from 2007 to 

2012. Coal was still the most used fuel overall with 39% of production nationwide in 

2012, followed by natural gas (31%). However, the generation fuel mix differs 

significantly by region. For example, natural gas (37% to 45%) and nuclear (30% to 

31%) were the top two sources in New York from 2010 to 2012, where coal accounted 

for no more than 10% (see Table 2.1). In the neighboring PJM, coal units provided 

44%, nuclear units 35% and gas units 16% of total generation during 2013 (see Table 

2.2). Table 2.1 also summarizes how frequently each fuel type was on the margin and 
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setting real-time energy prices in New York State.
4
 Gas-fired resources were on the 

margin in 83% of the intervals during 2012 and hydro resources set the prices in 39% 

of the intervals. Similarly in New England, as shown in Figure 2.2, natural gas units 

were also the dominating marginal resource, accounting for 81% of all pricing 

intervals in 2012, followed by pumped storage, which was marginal in 13% of all 

pricing intervals.
5
 As a comparison, in the PJM real-time energy market, for 2013, 

coal units were 58% and natural gas units were 32% of marginal resources (see Table 

2.3). To summarize, nuclear and hydro generators have the lowest offer prices and 

thus are rarely on the margin, especially in congested areas. Natural gas generators are 

the major peaking units with the highest offer prices. Coal units are in-between. 

                                                 

 
4
 Note that more than one type of unit may be marginal in the same time interval at different 

locations, (i.e. different fuels may be marginal in the constrained and unconstrained areas). 

Hence, the total for all fuel types may be greater than 100 percent. For example, if hydro units 

and gas units were both on the margin in every interval, the total frequency shown in the 

figure would be 200 percent. 
5
 Note that ISO New England and PJM count in a way different from NYISO. When more 

than one type of units are marginal in the same time interval at different locations, only the 

most expensive unit is counted as marginal. 
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Figure 2.1: Electricity Generation by Fuel Type Nationwide, 2007-2012 

 

Table 2.1: Fuel Type of Generation and Marginal Units in New York, 2010-2012 
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Table 2.2: PJM Generation by Fuel Type, 2012-2013 
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Figure 2.2: Fuel Type of Marginal Units in New England, 2012 

 

Table 2.3: Fuel Type of Marginal Units in PJM, 2012-2013 
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Figure 2.3: Monthly PJM Generation by Fuel Type (GWh), 2013 

A key characteristic of electricity market is that the demand exhibits strong 

seasonality and daily cyclicality. Figure 2.3 shows monthly PJM generation in 2013. 

Generation levels were highest in the summer (July, August) and the winter 

(December and January) driven by cooling and heating needs (temperature sensitive 

loads). April had the lowest demand level, which was 73% of July demand level. 

Correspondingly, some generation capacity, especially of coal and natural gas units, 

are only utilized during the two peaking seasons. Figure 2.4 demonstrates daily 

demand cycles on two hot summer days (7/17/2012 and 7/18/2013) and associated 

real-time LMPs. The load peak occurred in the afternoon from 2 pm to 7 pm, while the 

load valley was around 5 am. The peak loads were about 70% higher than the valley 

loads. When demand is low at night, there is generally enough baseload capacity to 
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meet it, and the marginal operating cost will also be low, which are reflected in the 

low nighttime LMPs. When the demand is high on a weekday afternoon, more 

expensive peaking capacity will be used and the marginal operating cost will be 

higher. Hence, substantial changes in LMPs from hour to hour are exhibited during a 

day. 

 

Figure 2.4: PJM Peak Load Day Demand and Real-time LMP, 2012-2013 

 

2.3 The Ancillary Services Market 

Reserves are sources of energy that can be made available within a defined time 

for the purpose of correcting an imbalance between supply and demand. To maintain 

system reliability, all bulk power systems need reserve capacity to be able to respond 
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to contingencies, such as those caused by unexpected outages. Depending on the time 

frame requested to respond, reserve resources fall into two main categories: regulation 

and operating reserves.  

Regulation matches generation with very short term changes in load by moving 

the output of selected resources up and down via an automatic control signal and thus 

assists in maintaining the power network frequency within defined bounds. Regulation 

is provided by generators with a short-term response capability (less than five 

minutes) or by demand response. Currently participating in PJM’s regulation market 

are several energy storage resources, including battery installations, flywheels and a 

group of electric vehicles. The regulation clearing price is calculated in real time and 

is based on the regulation offer of the highest-priced generator providing the service. 

In New England, payments to resources providing regulation service totaled $11.6 

million in 2012. 

Operating reserves are the unloaded capacity of generating resources—either off 

line or on line—that can deliver electric energy within 10 or 30 minutes. The ten 

minute reserve is called primary reserve by PJM and is comprised of synchronized 

reserve and non-synchronized reserve. Synchronized reserve is offered by steam, 

combustion turbine, hydroelectric and demand response resources. The synchronized 

reserve offer made by the unit owner is subject to an offer cap slightly higher than 

marginal cost, plus opportunity cost. All suppliers are paid the higher of the market 

clearing price or their offer plus their unit specific opportunity cost. Non-synchronized 

reserve may be provided by any unit not synchronized to the grid but capable of 

providing energy within ten minutes. There is no non-synchronized reserve offer price. 



 

21 

 

 

Prices are determined by the opportunity cost created by any deviation from economic 

merit dispatch order required to maintain the non-synchronized reserve commitment. 

In most hours the non-synchronized reserve clearing price is zero. Secondary 

supplemental 30-minute reserve is procured through the day-ahead scheduling reserve 

market. The 30-minute reserve requirement is usually satisfied at no cost and with no 

need to redispatch energy resources. The amount of reserve available from hydro and 

offline resources is relatively static. 30-minute reserve prices remain very low even at 

high energy dispatch levels, and are high only at extreme peaks. 

When an ISO dispatches resources in real time and sets LMPs, the process co-

optimizes the use of resources for providing electric energy and real-time reserves. 

This optimization is based on the real-time energy offers of resources. In New 

England, there are no separate real-time reserve offers. Before allowing reserves to 

decline, the ISO will redispatch resources to satisfy the reserve requirement. 

Redispatch typically involves decreasing the output of units with fast ramping 

capabilities that were providing electric energy and increasing the output of slower, 

more expensive units to replace this energy. The result is the decrease in electric 

energy output of the faster-ramping resources to provide reserves and the replacement 

of this lost energy with output from higher-cost resources, which results in higher 

electric energy prices (LMPs). When this occurs, a positive real-time reserve price is 

set, recognizing the resource’s opportunity cost of providing reserve rather than 

energy. The reserve price is approximately the difference between the energy LMP 

and the short-run variable cost of the marginal resource that was dispatched down. 

Hence, ancillary services prices generally rise and fall with the price of energy 
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because it influences the level of these opportunity costs. 

Table 2.4 shows average nonzero annual reserve prices for all reserve products 

of New England and frequency of binding reserve constraints (positive reserve price) 

in 2011 and 2012. The cost incurred to redispatch on-line 10-minute reserve assets (by 

definition some of the most flexible resources in the system) is lower, on average, than 

the cost incurred to redispatch less flexible resources to provide the 30-minute 

reserves. In 2012, the total real-time reserve payments in New England were $29.8 

million. 

 

Table 2.4: New England Average Reserve Prices and Frequencies for Intervals with 

Nonzero Prices, 2011-2012 
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Figure 2.5: Sudden Loss of Wind Power in MISO on February 20, 2012 

With increasing penetration of variable energy resources in the power grid, such 

as wind generation, ancillary services have become even more critical in maintaining 

system reliability. FERC, in 2012 State of the Markets Report, provides an example 

illustrating the importance of operating reserves in stabilizing the energy supply, and 

the potential challenges faced by system operators when variable energy resources 

make up an even greater component in future energy supply. In one of the largest 

wind-generating regions, MISO reported total wind capacity of 10,600 MW or almost 

10 percent of its installed capacity. On February 20, 2012, on one of the market’s 

higher wind production days where wind output had been averaging about 6,000 MW 

since the night before, MISO suddenly lost 500 MW of wind-powered generation 

shortly before 7 pm (see Figure 2.5). MISO called on 500 MW of spinning reserves to 

successfully stay within reliability limits during the 10-minute loss. Prices spiked by 
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almost $100/MWh from the previous $18-$24 range for two five-minute periods. 

 

2.4 The Capacity Market 

Maintaining long term system adequacy is an important goal for both regulated 

and deregulated markets. Under regulation, decisions to build new transmission and 

generation capacity are made through some type of formal planning process that 

involves active participation by regulators. In contrast, there is a much greater reliance 

on decentralized decisions and market based incentives to make these investment 

decisions in deregulated markets.  

Regulators in different deregulated regions have implemented different strategies 

for maintaining generation adequacy. The root of the difference rests on whether or 

not regulators believe that LMPs should provide generators with enough income in the 

wholesale market to cover all production costs. Regulators in Australia, Texas, and 

Midwest, for example, have supported “energy only” markets that cover all production 

costs and provide the financial incentives needed to get new generating units built 

when they are needed. Therefore, the LMP should be consistent with generators’ long-

run marginal costs. In an energy-only market, the wholesale market is considered to be 

competitive by regulators if the annual net-revenue earned in this market is just 

enough to cover all of the production costs of a peaking unit. 

The ISOs in New England, New York and PJM, on the other hand, advocate 

using a capacity market to provide generators with supplementary payments above 

their earnings from energy and ancillary services markets. If a supplementary capacity 

market exists, then the LMP should be consistent with the short-run marginal costs. 
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These supplementary payments are designed to correspond to the shortfall in the net-

revenue needed to cover capital costs of generators, or the “missing money”. The 

economic rationale used by regulators to determine the amount of missing money for 

different types of generating units is based on highly idealized market conditions and 

very stringent assumptions about the composition of installed generating capacity, 

under which one can show that the missing money is equal to the capital cost of the 

generator with the highest marginal operating cost needed to meet the load. Since the 

LMP equals the short-run marginal cost for the generating unit on the margin that sets 

the price, all of the revenue paid to this marginal unit is needed to cover its operating 

cost, leaving its whole capital cost uncovered. 

The earning that a generator gets from energy market is affected by two factors: 

its capacity factor and the average wholesale price while it is dispatched. Capacity 

factor measures the actual output of a power plant over a period of time compared to 

the potential output of the unit had it been running at full nameplate capacity during 

that period. Table 2.5 shows PJM unit capacity factors in 2012 and 2013. Not 

surprisingly, baseload nuclear units had a high capacity factor of 93.8%, while peak 

combustion turbine units had low capacity factors of around 3%. Figure 2.6 shows 

three price duration curves, one for each year from 2010 to 2012. For any number of 

hours on the horizontal axis, the corresponding price ($/MWh) on the vertical axis 

measures the load-weighted average real-time price for that number of hours with the 

highest prices in a year. For example, in 2012, if a generator was dispatched at full 

capacity for the most expensive 1000 hours (11.4% capacity factor), the average price 

it got was around $50/MWh. The price duration curves show the characteristic 



 

26 

 

 

distribution of prices in wholesale electricity markets, in which a small number of 

hours exhibited very high prices that can be more than ten times the average price 

level, so a small number of hours with price spikes can have a significant effect on the 

average price level. Fuel price changes from year to year can be revealed by the flatter 

portion of the price duration curve. 

 

Table 2.5: PJM Capacity Factors by Unit Fuel Type, 2012-2013 
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Figure 2.6: Price Duration Curves for New York State, 2010-2012 

To allow enough time to construct new capacity resources, both ISO New 

England and PJM design their capacity markets as forward markets about three years 

in advance of when the capacity resources must provide service. Annual auctions are 

held where all existent capacity resources must offer into the market, while all load 

serving entities are required to purchase capacity equal to their forecast load plus a 

reserve margin. The reserve margin, generally between 15 and 20 percent of expected 

peak load, is designed to ensure reliability under worst case conditions including high 

demand, forced generation outages and transmission outages. The reliability goal has 

generally been characterized as no more than one loss of load event in ten years. An 

administratively determined demand curve for system capacity is established to reflect 

the reliability requirement and the net cost of new entry for a peaking unit. The net 
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cost of new entry equals the annualized gross costs subtracted by the net energy and 

ancillary services revenues, which corresponds to the missing money of a hypothetical 

peaking unit. The demand curve, together with the supply curve derived from capacity 

offers, determines market clearing capacity price. The capacity demand curve for the 

2016/2017 delivery year for entire PJM RTO is shown in Figure 2.7. The anchor point 

is point B, where the price is the net cost of new entry. The quantity at point B is the 

reliability requirement plus approximately one percent. The regulator intended to add 

some elasticity by adding point A and C, where the quantity is several percentages 

either below or above the reliability requirement. Capacity prices for 2013 in PJM 

regions ranged from $7,743 to $71,305/MW-year (highest in Delaware and east part of 

Maryland). 

 

Figure 2.7: Capacity Demand Curve for Entire RTO set by PJM for 2016/2017 
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2.5 Total Wholesale Market Costs 

The main three component markets of a deregulated wholesale electricity market 

have been discussed separately so far. This section will look at the total wholesale 

market costs of New York ISO and ISO New England, in order to gain some 

understanding of the relevant size of each component market. 

 

Figure 2.8: Average All-In Price by Region of New York ISO, 2010-2012 

Figure 2.8 evaluates wholesale market costs during the past three years by 

showing the all-in price for electricity, which reflects the average cost of serving load 

from the New York ISO markets. The energy component of this metric is the load-

weighted average real-time energy price, while all other components are the costs in 

the areas divided by the real-time load in the area. Average all-in prices of electricity 

ranged from $38/MWh in West New York to $63/MWh in both New York City and 
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Long Island in 2012. Energy was the largest component of the all-in price, accounting 

for 66 percent of the all-in price in New York City and 87 to 90 percent in the other 

four regions. Capacity costs accounted for 30 percent of the all-in price in New York 

City and 8 to 10 percent in the other four regions. New York City had a similar level 

of energy cost with Lower Hudson region, but a much higher capacity cost, reflecting 

the tight installed capacity in the load center. Proportion of ancillary costs was very 

small compared to the other two components. Table 2.6 shows wholesale electricity 

costs by market in ISO New England for 2011 and 2012. Energy costs and capacity 

costs made up about 80 percent and 20 percent of total wholesale costs respectively. 

Ancillary services costs only had a share of around 2 percent. 

 

Table 2.6: ISO New England Wholesale Electricity Market Cost Summary, 2011-2012 
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CHAPTER 3  

THE EFFECTIVENESS OF DEFERRABLE DEMAND IN 

ACCOMMODATING WIND GENERATION 

3.1 Introduction 

The previous chapter introduces the structure of deregulated wholesale 

electricity markets and components of total wholesale market costs. The objective of 

this chapter is to examine the effectiveness of deferrable demand, particularly thermal 

storage, as a demand-side solution for dealing with the intermittency of wind 

generation. The effects will be evaluated by comparing changes in total wholesale 

market costs with and without deferrable demand. Costs of energy, ancillary services, 

and capacity will all be considered. The other measurements in evaluating the 

effectiveness include the amount of potential wind energy that is dispatched (or 

curtailed) and the proportion of wind energy in total energy delivered. Two types of 

deferrable demand are considered: (1) electric water heating, and (2) space cooling 

with thermal storage. 

The simulations in this study are based on a new stochastic form of multi-period 

Security Constrained Optimal Power Flow (SCOPF) model developed at Cornell (the 

second generation SuperOPF) and a simplified representation of the bulk power 

network in the Northeast Power Coordinating Council (NPCC). The most important 

features of the SuperOPF include: (1) the stochastic characteristics of potential wind 

generation and electricity demand at multiple locations can be specified; (2) the 

amount of conventional generating capacity, dispatched and committed as reserves, 

that is needed to maintain operating reliability is determined endogenously and it 
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depends on the stochastic characteristics of potential wind generation and electricity 

demand; (3) ramping costs, including wear-and-tear costs on conventional generating 

units can be incorporated into the objective function. Wear-and-tear cost captures the 

physical stress imposed on conventional generating units by frequent changes in the 

dispatch point.  

The rest of this chapter has the following structure. Section 2 presents a general 

description of the stochastic multi-period SuperOPF, followed in Section 3 by a 

description of the inputs for the SuperOPF, including the modeling of the stochastic 

inputs (potential wind generation and load) and the representation of deferrable 

demand (thermal storage for space cooling and water heating). The contents of this 

section draw heavily from Jeon et al. (2014). The empirical results for centralized 

control of deferrable demand by a system operator in a day-ahead market on a hot 

summer day are presented in Section 4. 

 

3.2 Formulation of the Analytical Model 

The second generation SuperOPF is an extension of the model proposed in Chen 

et al. (2005) and Thomas et al. (2008) and was implemented using MATPOWER's 

extensible architecture (Zimmerman et al., 2011). The formulation of the model is 

explained in detail in Zimmerman and Murillo-Sanchez (2014). 

The objective criterion of the new SuperOPF is to maximize the expected sum of 

producer and consumer surplus over a time horizon (e.g. twenty-four hours) for a set 

of uncertain system states, including uncertainty of potential wind generation and load. 

It also allows for storage and deferrable demand. Rather than using the standard 
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criterion of minimizing cost subject to covering physical contingencies, shedding load 

is allowed, if it is economically efficient to do so considering the Value of Lost Load 

(VOLL). This formulation determines the optimal dispatch of a set of previously 

committed generating units subject to their technical characteristics (e.g. power 

capacity, costs, and ramping capabilities) and the network's topology (e.g. 

transmission line constraints). The model minimizes the expected cost over a number 

of high probability system states for stochastic load and wind generation (intact 

states), as well as over a set of credible contingencies that occur relatively 

infrequently, such as equipment failures. The expected cost is determined using 

probabilities that reflect the relative likelihood of the different states of the system. 

This formulation has the advantage of determining endogenously the amounts of 

different ancillary services (e.g. contingency reserve, ramping reserve) needed to meet 

the load profiles and maintain the reliability of the delivery system. The optimum 

dispatch is determined in the spirit of a day-ahead market, incorporating the best 

available information that the system operator has at that time. A simplified version of 

the objective function is shown below, followed by a detailed explanation. 
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  is index over time periods in planning horizon,   is index over system states,   is 

index over contingencies (    for intact system, i.e. no contingency occurred), and   

is index over power injections (generators, storage units, curtailable loads). The loads 

are modeled as negative injections with an associated VOLL. Thus, shedding load and 

increasing power generation both increase the expected cost. Under some system 

states, it may be optimal to shed some load, rather than increasing generation to meet 

all load. As a result, minimizing the expected cost is equivalent to maximizing social 

welfare. 

The four terms in the objective function correspond to the four major 

components of cost. 

(1) Cost of power dispatch and re-dispatch, where      is the probability of 

contingency   in system state   at time   (    for intact system),       is the power 

injection for unit   at time   in system state   in contingency  .   
 ( ) is the cost 

function for the power injection of unit  , while    
 ( ) and    

 ( ) are costs for 

upward/downward deviation from power contract quantity for unit  .      
  

(         
 )

 
and       

  (   
       )

 
, where    

  is power contract quantity for unit 

  at time  . 

(2) Cost of contingency reserves.    is the probability of reaching  period  . 

   
 ( ) and    

 ( ) are cost functions for upward/downward contingency reserves of 

unit  .   
      (     )     

  and   
      

     (     ) are upward/downward 

contingency reserve quantity provided by unit   at time  . 

(3) Cost of load-following ramping reserves.    
 ( ) and    

 ( ) are cost 
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functions for upward/downward load-following ramping reserves of unit  .   
   

(   (  (   )  )     (     ))
 

 and   
   (   (     )     (  (   )  ))

 
 are 

upward/downward load-following ramp reserves needed from unit   at time   for 

transition to time    . 

(4) Wear-and-tear cost.        is probability of transition to system state    in 

period   given that we were at system state    in period    .   
 ( ) is a quadratic, 

symmetric ramping cost on the difference between the dispatches for unit   in adjacent 

periods. 

The constraints include the standard OPF power balance equations, transmission 

constraints, generating capabilities and ramping capabilities. 

 

3.3 Specifications of Model Inputs 

The calibration of input data was done using publicly available sources, and it 

encompasses: (1) the modification of the test network; (2) the modeling of wind 

generation and load; (3) the characterization of deferrable demand. 

 

3.3.1 The Test Network 

Figure 3.1 shows a one-line diagram of the test network used in this study, which 

is a representation of the Northeastern Power Coordinating Council (NPCC) U.S. bulk 

electric power system, with an emphasis on New York and New England (Allen et al., 

2008). The network has been modified to include detailed information of the 

generating units at each bus obtained from the PowerWorld Corporation. 
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The total load of the system is approximately 138 GW, and the generation 

capacity available is about 143 GW. Table 3.1 has a summary of the generation 

capacities by fuel type and peak load for each regional transmission organization 

(RTO) considered. The simulations in this study focus on system effects within 

NYISO and ISONE, assuming imports from neighboring areas are fixed in each hour.
6
 

 

 

Figure 3.1: One-line Diagram of the 36-bus Test Network 

 

 

 

                                                 

 
6
 Table A.1 in Appendix lists all generators within NYISO and ISONE.  
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Table 3.1: Summary of Generation Capacity and Load 

 

The average fuel costs vary by location, with the highest coal and oil costs in 

New England and the highest natural gas costs in New York, PJM, and Ontario. The 

fuel cost of each generator   
 ( ) takes either a quadratic or piecewise linear function 

form. For simplicity, the costs for upward/downward deviations from the power 

contract,    
 ( ) and    

 ( ), are assumed to be zero. Costs of contingency reserves, 

   
 ( ) and    

 ( ), are assumed to be $5/MW for all generating units. Load-following 

ramping reserve costs,    
 ( ) and    

 ( ), are linear to the change of power dispatch 

level and are assigned by fuel type, $10/MW for natural gas and oil, $30/MW for coal, 

$60/MW for hydro and nuclear, reflecting their different ramping capabilities. Wear 

and tear costs also vary by fuel type, with the highest quadratic coefficient for hydro 

and the lowest quadratic coefficient for natural gas. 

In this study, New England and New York are divided into seven demand zones 

geographically, four in New York and three in New England. Each zone has its own 

Area Coal NG Oil Hydro Nuclear Wind Refuse Total Cap. Load

ISONE 1,840 9,219 4,327 1,878 5,698 0 0 22,962 23,847

Maritimes 2,424 1,072 22 641 641 0 0 4,800 3,546

NYISO 4,557 18,185 5,265 7,345 4,714 30 55 40,152 38,274

Ontario 5,287 3,594 0 779 12,249 0 0 21,910 21,158

PJM 14,453 14,611 8,915 2,604 12,500 0 0 53,083 51,588

Quebec 0 0 0 800 0 0 0 800 0

Total 28,561 46,681 18,529 14,047 35,802 30 55 143,707 138,413

Capacity Per Fuel Type (MW)
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load profile. Seventeen NYISO buses and eight ISONE buses in the test network
7
 are 

mapped into these seven demand zones. VOLL is assumed to be $5,000/MWh for 

rural area and $10,000/MWh for urban area. 

Table 3.2: Potential Wind Farms in the Test Network 

New York 

Wind Capacity 

(MW) Matching Node 

Group 1 3,032 Niagara 

Group 2 3,811 Rochester 

Group 3 1,587 Nine Mile Point 

Group 4 2,477 Massena 

Group 5 1,134 Marcy 

Group 6 1,407 Gilboa 

Group 7 1,096 Leeds 

Group 8 199 Dunwoodie 

Group 9 118 Newbridge 

New England     

Group 1 2,634 Norwalk Harbor 

Group 2 1,521 Millstone 

Group 3 1,178 Southington 

Group 4 1,605 Millbury 

Group 5 2,219 Northfield 

Group 6 3,473 Sandy Pond 

Group 7 1,776 Orrington 

Total 29,266   

 

To add wind power into this test network, wind speed data from The Eastern 

Wind Integration and Transmission Study (EWITS) by The National Renewable 

Energy Laboratory (NREL) are used. The wind speed data include 66 sites in New 

York and 113 sites in New England, spanning three years starting from January 1, 

2004. Using principal component analysis, 66 wind sites of New York are grouped 

                                                 

 
7
 See Table A.2 in Appendix for a list. 
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into nine clusters. Each cluster is matched to a node in the test network, as if a wind 

farm were built at that node. The potential wind power capacity of each cluster is 

proportional to the sum of wind power capacities of all sites in that cluster
8
. 113 wind 

sites in New England are grouped into seven clusters in the same way. Table 3.2 

summarizes all sixteen potential wind clusters that can be added to the test network. 

 

3.3.2 Modeling Wind Generation and Load 

The SuperOPF model allows for a set of uncertain system states each period, and 

a set of state transition probabilities between two adjacent periods. In this study, a 

system state is represented by a level of wind generation and a level of load. 

Econometric time series models are estimated for hourly wind speed at the sixteen 

wind farms and for hourly load of seven demand zones. The methodology is based on 

Mo (2012) and Jeon et al. (2014). The structures of the time series models are: 

                  (                     )      ( ) 

   (             )       (                                  )     ( ) 

   (     )       (                                  )     ( ) 

where   ,   , and    are ARMA(p, q) residuals. 

For each wind farm, equations (1) and (2) are estimated. For every demand zone, 

equations (1) and (3) are estimated. Since load depends on temperature
9
 under the 

structure of equation (3), Temperature Sensitive Load (TSL) can be distinguished 

from Non-Temperature Sensitive Load (N-TSL) by comparing actual load with 

                                                 

 
8
 Potential wind power capacity of each wind site is obtained from a separate NREL dataset. 

9
 Cooling degree day (CDD) and Heating degree day (HDD) 
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predicted load that assumes temperature is 65°F. Historical temperature data are 

obtained from the Northeast Regional Climate Center (NRCC) at Cornell University, 

and load data are from the NYISO and ISO New England websites. Data from 2004 to 

2006 are used to be consistent with the NREL wind speed data.
10

 The deterministic 

parts of the equations are sufficiently complicated to make it computationally 

infeasible to estimate a vector autoregression (VAR) model. As a result, each equation 

is estimated in two stages, where the residuals from stage one are estimated using a 

univariate autoregressive moving-average (ARMA) model. In most wind farms and 

demand zones, stage one residuals exhibit persistent positive auto-correlations for up 

to 48 hours. Load and temperature show highly predictable seasonal and daily patterns 

compared to wind speed. 

After wind speed models and load models are estimated, the variances and 

covariance of the white-noise residuals are computed, which can be used to generate 

random sequence of multivariate normal residuals for simulating the random behavior 

of hourly wind speed and load. Specifically, a summer day is chosen (08/02/2006 in 

this study). Historical hourly temperature data that precede the day are used to 

calculate a deterministic forecast of temperature for the chosen day. Based on this 

temperature forecast, Monte Carlo simulation is conducted to generate 1,000 samples, 

where each sample contains a sequence of 24-hour wind speed and a sequence of 24-

hour load.
11

 Figure 3.2 demonstrates the 1,000 samples of wind speed generated for 

                                                 

 
10

 In the case of loads in NYC and Long Island, only 2006 data are used for estimation 

because the data for earlier years combined both regions together. 
11

 This procedure assumes implicitly that the system operator has a perfect forecast of 

temperature. The day-ahead planning only deals with uncertainty in wind and load. 
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Boston and Rochester. Figure 3.3 shows the 1,000 samples of load generated for 

Boston and New York City. 

 

Figure 3.2: Simulated Wind Speed Time Series for Boston and Rochester 

 

Figure 3.3: Simulated Load Time Series for Boston and New York City 

The simulated wind speed time series are converted to wind power generation 

using the multi-turbine power curve methodology introduced in Norgaard and 

Holttinen (2004). Wind speed time series are smoothed by moving averaging with 

both lead and lagged values, determined by the size of the wind farm, to reflect the 

propagation time over the area (the travelling time of the air to pass the area). A 
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composite power curve corresponding to International Electrotechnical Commission 

(IEC) Class III commercial megawatt-class wind turbines is used to derive wind 

power from wind speed (Pennock, 2012). As shown in Figure 3.4, the minimum wind 

speed to generate power is 3 m/s and the cut-out speed for the class is 22 m/s. 

Maximum power is achieved at 12 m/s and sustains until cut-out speed. Figure 3.5 

demonstrates the 1,000 wind power time series converted from simulated wind speed 

shown in Figure 3.2. Compared with wind speed profile, wind power profile is 

smoother and more persistent. 

 

Figure 3.4: Normalized Composite Power Curve of IEC Class III Wind Turbines 
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Figure 3.5: Wind Power Time Series Converted From Wind Speed, Boston and 

Rochester 

For each hour of the planning day, there are now 1,000 wind power levels at 

each wind farm, 1,000 load levels at each demand zone. They will be represented by 

five system states each hour, and 23 five-by-five state transition matrices between 

adjacent hours.  These values are inputs for the SuperOPF model. Firstly, levels of 

system wind power (sum of sixteen wind farms) are ranked each hour, based on which 

the 1,000 wind power level samples and load level samples are clustered into five 

bins. Since the system wind power each hour is approximately normally distributed, 

the cutoff points are selected to be plus and minus one standard deviation, and plus 

and minus two standard deviations. In other words, the highest bin contains 2.5% of 

the samples (25 highest levels of system wind power). The other four bins contain 

14.5%, 66%, 14.5%, and 2.5% of the samples respectively. Therefore, the top two bins 

represent relatively low probability system states with abundant wind power, and the 

bottom two bins represent relatively low probability system states with scarce wind 

power. The large middle bin represents the typical amount of system wind power for 
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that hour. 

Secondly, state transition probabilities are determined using the bins. Consider 

any one bin in any hour  . This bin contains a certain number of samples, which were 

generated by specific runs in the Monte Carlo simulation. In the next hour,    , 

samples generated in the same runs are distributed somewhere in the five bins. The 

proportions of the total number of samples in the chosen bin in hour   that end up in 

each bin in hour     determine the transition probabilities. For example, there are 25 

samples in the top bin in hour  , and if samples generated in the same runs are 

distributed in the five bins of hour     as follows: 20, 5, 0, 0, 0, then the five 

transition probabilities are 0.8, 0.2, 0, 0, 0 respectively. These probabilities are then 

weighted by the bin sample size, 25/1000.  Following the same procedure for the other 

four bins ensures that the sum of the five-by-five transition probabilities between hour 

  and hour     is equal to one.
12

 Note that the probabilities of being in the five states 

converge to 2.5%, 14.5%, 66%, 14.5%, and 2.5%, regardless of which state the system 

starts from. This means that in wind forecast, the importance of current information 

quickly dies down, and ultimately the best prediction of the system state is the 

probability of each state. 

Finally, the wind power at each wind farm and the load of each demand zone has 

to be specified for each system state. This is accomplished by allocating the samples 

of each wind site and of each demand zone into bins based on the ranked system wind 

                                                 

 
12

 These probabilities are actually shrunk even further to allow for low-probability 

contingencies to occur, so that the sum of the transition probabilities into contingency states in 

hour   and those into intact states in hour     is equal to one. 
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power. The average sample value in a bin (state mean) is considered to be the realized 

wind power at the wind farm, or the realized load at the demand zone in that system 

state.  

Because the allocation is based on ranked system wind power, there is no 

guarantee for a particular wind farm or demand zone that the 25 highest sample 

values, for example, will fall into the top bin. In other words, the highest power at a 

wind farm does not necessarily coincide with highest wind power of the system. As a 

result, for locations not highly correlated with system wind power, the range of state 

means will be smaller than they would be, if the allocation to bins were based on 

ranked locational wind power or load. To address this problem, the range of state 

means at each location is expanded so that it reaches 95% confidence interval based 

on ranked locational wind power or load. For example, the highest state mean would 

now correspond to the mean of the 25 highest sample values at that location, and the 

lowest state mean correspond to the mean of the 25 lowest sample values. The 

expansion is around the mean of all 1,000 sample values for the hour. 

 

3.3.3 The Characterization of Deferrable Demand 

Two types of deferrable demand are considered in this study: space cooling with 

thermal ice storage and electric water heating with a storage tank. The aggregate 

energy storage capacity is set to be 17 GWh for each type.   

Based on the estimated Temperature Sensitive Load (TSL), the total energy 

demand for space cooling is about 250 GWh on the chosen summer day (08/02/2006). 

We assume that 34 GWh of this total are potentially deferrable corresponding to the 
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demand for space cooling from customers equipped with thermal ice storage. Given 

the 17 GWh storage capacity, up to 50% of the deferrable demand can be time shifted 

by utilizing the thermal storage. The 17 GWh of thermal storage for space cooling is 

distributed in five nodes near Boston, New York City and Buffalo, in proportion to the 

peak load of each node.
13

 The technical characteristics of the thermal energy storage in 

this study are based on the products described in reports by Evapco Inc. (2007) and 

CALMAC (Hunt et al., 2010). The hourly ice building power rate is 12% of the 

storage energy capacity and the hourly ice melting power rate is 16.7% of the storage 

energy capacity. These ice building and melting rates can vary by the number of 

chillers installed in the thermal storage system. The storage round-trip efficiency is 

86%, which is based on an average energy efficiency ratio (EER) of 8.8 for the 

thermal storage, compared to an average EER of 10.2 for conventional air 

conditioners. 

Electricity demand for water heating is categorized as a Non-Temperature 

Sensitive Load (N-TSL). The average total daily N-TSL is estimated to be about 750 

GWh. We assume that 34 GWh of the N-TSL are deferrable electric water heating 

demand from customers equipped with a storage tank.  In other words, an implicit 

assumption is made that 34 GWh of existing on-demand (tankless) electric water 

heating capacity is converted to deferrable electric water heating with a capacity of 17 

GWh of storage.  The distribution of the energy storage capacity is the same as that of 

thermal storage for space cooling.  The technical characteristics of the electric water 

                                                 

 
13

 The total energy demand for space cooling (TSL) at the five nodes is about 148 GWh and 

the 34 GWh deferrable demand corresponds to 23% of the total. For simplicity, we assume 

that up to 23% of hourly TSL is deferrable at each of the 5 nodes. 
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heater are based on a product made by Rheem Manufacturing Company.
14

 This 

product has an 80-gallon tank and an energy factor of 0.92. 

 

3.4 System Results with Centrally Controlled Deferrable Demand 

This section compares the system costs of meeting specified stochastic demand 

profiles for a 24-hour period in three different cases on a hot summer day using the 

network shown in Figure 3.1. The study focuses on system effects within NYISO and 

ISONE, where all wind farms and deferrable demand are located, assuming imports 

from neighboring areas are fixed. The analysis assumes that the wholesale market is 

deregulated and run by an Independent System Operator (ISO). The different cases are 

evaluated using measures that reflect the total system costs, including: (1) the actual 

operating costs incurred by conventional generators, (2) the amount of wind energy 

dispatched, and (3) the maximum conventional generation capacity needed to cover 

the peak load and maintain system reliability. 

The 24-hour period starts at midnight and finishes at the end of the day. We are 

interested in the management of stochastic wind generation and load, and the 

provision of up and down reserves to follow load and mitigate the variability of wind 

generation. For this reason, the time steps are hours, and as a result, the model does 

not consider the provision of frequency regulation services that requires rapid changes 

in the dispatch of generating units in real time. 

In this chapter, deferrable demand is centrally controlled by the system operator, 

                                                 

 
14

 Model number PRO+E80 2 RH92 EC1 
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who gives hourly physical commands for managing the thermal storage. In Chapter 4, 

the system results from this section will be compared with system results when 

demand aggregators manage deferrable demand locally following their own interests. 

The following three cases are considered in this section: 

Case 1: No Wind, initial base system 

Case 2: Case 1 + 16 GW of wind capacity at 16 locations
15

 

Case 3 ISO: Case 2 + 34 GWh of thermal storage at 5 nodes
16

 

Case 1 analyzes the base case of the NPCC test network, which only has 

conventional generators and faces stochastic electricity demand. Case 2 adds to Case 1 

16GW of wind generation capacity, distributed among 16 locations. The comparison 

between Case 1 and Case 2 is expected to illustrate the effect of adding large wind 

capacity to the grid, including how wind generation displaces fossil fuel generation 

and how much extra cost is incurred by the system to accommodate this intermittent 

energy resource. 

In order to schedule enough capacity for unforeseen inter-period changes in 

power requirements, an ISO contracts with the conventional generators for ramp 

reserves. These ramp reserves are similar to contingency reserves in their 

procurement, i.e. they are paid in advance during the first settlement of the market 

(e.g. in a day-ahead market). The main difference is that the ramping reserves deal 

with relatively high probability events (e.g. intact states of the system associated with 

changes in load and wind generation) and contingency reserves deal with rare events 

                                                 

 
15

 See Table A.3 in Appendix for a list. 
16

 See Table A.4 in Appendix for detail. Pmax and Pmin correspond to maximum discharging 

and maximum charging rates respectively. 
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associated with equipment failures (contingencies). In practice, reserve capacity can 

be used for both ramp reserve and contingency reserve, and the contingency reserve is 

measured by the additional reserves needed to maintain reliability after determining 

the amount of ramping reserves. For ramping reserves, both up and down ramping 

reserves are needed, and the amount of down ramping reserves purchased determines 

how much of the potential wind generation has to be spilled when wind speeds are 

unexpectedly high. In contrast, contingency reserve is generally for up ramping to 

replace, for example, the failure of a large generating unit. Costs associated with load-

following ramping reserves and contingency reserves are captured in the objective 

function. 

In general, changing the dispatch points of thermal power plants to provide 

ramping services reduces their efficiency and causes damage that is accrued over time. 

These costs are referred to as wear-and-tear costs in the objective function, and 

include lower performance (e.g. heat rate degradation for thermal generating units), 

equipment damage (e.g. creep damage, increases in Equivalent Forced Outage Rates) 

and higher operating and maintenance costs (O&M). 

The specifications of Case 3 ISO distinguish conventional demand from the 

deferrable demand associated with space cooling and water heating. Conventional 

demand must be covered each hour by purchasing energy from the grid, whereas 

deferrable demand can be met either by purchasing energy from the grid or by 

discharging stored energy (e.g. melting stored ice). Comparing Case 3 ISO with Case 

2 helps us understand the effectiveness of deferrable demand, particularly thermal 

storage, as a demand-side solution for dealing with the intermittency of wind 
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generation. 

Figure 3.6 illustrates the 24-hour expected generation profiles for the total 

system by different fuel types. In Case 1, the ISO dispatches the relatively inexpensive 

units like nuclear, hydro, and coal generators at their maximum capacity and uses 

them as base load generation. The natural gas and oil generating units are ramped up 

and down to meet changes in system load. When wind power is added in Case 2, wind 

generation displaces mainly natural gas and oil generation. In the early morning hours 

when wind is abundant, there is also a slight reduction in coal generation. As a result 

of the displacement in the early morning, and the fact that wind generation decreases 

towards noon, the up ramping for conventional generators becomes steeper in Case 2 

than in Case 1. In Case 3 ISO figure, the orange line shows the total system generation 

in Case 1 and Case 2 as a reference. And the top of the green area shows the total 

system generation when thermal storage has been added. When the orange line is 

below the green area in the early morning, the difference between the orange line and 

the green area is the amount of energy purchased to charge the thermal storage, and 

when the orange line is above the green area, the difference between the two is 

equivalent to the energy discharged from the storage. By shifting some demand from 

noon to early morning, adding thermal storage in Case 3 ISO results in three 

observable system effects: (1) more potential wind generation is dispatched, and less 

spilled, in early morning and late evening by charging the storage; (2) the up and 

down ramping requirements for conventional generators are less than in Case 2; (3) 

the system peak load and thus the required system capacity is lower. 
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Figure 3.6: Expected Daily Composition of Generation by Fuel Type for Case 1, Case 

2, and Case 3 ISO 
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Table 3.3: Summary of the Daily Results for Case 1, Case 2, and Case 3 ISO 

 

The results in Table 3.3 summarize the daily composition of the expected total 

operating cost and the expected amounts of wind generation, conventional generation 

and reserves needed to maintain reliability in Case 1, Case 2 and Case 3 ISO. For each 

hour of the day, the model determines the optimum pattern of dispatch for 15 different 

states of the system. Five states correspond to different levels of potential wind 

generation and load with an intact system, and ten states to contingencies. 

Adding wind capacity in Case 2 reduces the expected total operating cost 

Case 1 Case 2 Case 3 ISO

Expected Outcome

Wind Generation (MWh/day) -            144,258    149,334        

Conventional Generation (MWh/day) 1,184,432 1,049,078 1,046,620     

Load-Following Ramp Up Reserve (MW/day) 24,163      37,311      19,964          

Load-Following Ramp Down Reserve (MW/day) 26,326      35,075      18,209          

Contingency Reserve (MW/day) 23,867      25,824      1,708            

Load Shed (MW/day) 11             8               2                   

Composition of Wholesale Costs ($1000/day)

E[Generation Cost] 54,628      42,791      41,669          

E[Ramp Wear Tear Cost] 61             95             44                 

Load-Following Ramp-Up Reserve Cost 232           406           196               

Load-Following Ramp-Down Reserve Cost 254           350           175               

Contingency Reserve Cost 116           126           8                   

E[Total Operating Cost] 55,292      43,767      42,168          

E[Net Revenue for Conventional Generation] 77,358      53,719      54,817          

E[Net Revenue for Wind Generation] -            9,974        11,307          

E[Net Revenue for ISO] 9,547        9,671        9,370            

E[Total Wholesale Cost] 142,196    117,132    117,661        

E[Load Not Served] * VOLL 56             42             9                   

E[Total Cost for Customers] 142,253    117,174    117,670        

Max Conventional Capacity (MW) 58,397      55,400      51,930          
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significantly by displacing fossil fuels, and the expected generation cost is roughly 

22% lower than it is in Case 1. Expected wind generation in Case 2 accounts for 12% 

of the expected total generation. However, the steeper up and down ramp for 

conventional generators (seen in Figure 3.6) causes a 54% increase in load-following 

ramp-up reserves and a 33% increase in load-following ramp-down reserves. The 

associated ramping reserve costs increase by 75% and 37% respectively. Meanwhile, 

the expected wear and tear cost increases 56%. In addition, the intermittency of wind 

generation results in 8% increases of contingency reserves and its associated cost. 

Comparing Case 2 to Case 1, we see lower generation cost but higher ancillary 

services costs, the overall effect is a 21% decrease in the expected total operating cost. 

Comparing Case 3 ISO with Case 2, the expected generation cost is reduced 

further by 3% due to 4% more expected wind generation. By shifting some energy 

demand from peak to off-peak hours and counterbalancing the uncertainty of wind 

generation within an hour, the thermal storage helps halve the load-following ramping 

reserves and the associated costs. The ability to discharge stored energy in 

contingency system states saves 93% of the contingency reserve and its cost. Overall, 

the expected total operating cost is 4% lower in Case 3 than Case 2. 

For completeness, the additional costs covered when customers pay the nodal 

prices for purchasing electric energy (e.g. the wholesale prices) are also shown in 

Table 3.3. As expected, the expected net revenue for conventional generation is 

substantially lower when wind capacity is added in Case 2 (-31%), but the 

corresponding increase in the expected net revenue for wind generation is relatively 

small (about 42% of the reduction for conventional generators). The expected net 
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revenue for wind generation increases with thermal storage because less potential 

wind generation is spilled. The expected net revenue for the ISO measures the 

difference between the payments made by customers to the ISO and the payments 

made by the ISO to the conventional generators and wind generators. The expected 

total wholesale cost illustrates the standard finding that adding wind capacity lowers 

the average wholesale price. Although the impact of thermal storage on the expected 

total wholesale cost is small (less than 1%), there are at least three benefits: (1) the 

increased net revenue for wind generation can help support its economic viability; (2) 

the lower cost of load not served demonstrates that storage does improve reliability; 

(3) the lower peak load means that less conventional generating capacity is needed to 

maintain generation adequacy. For Case 1, Case 2 and Case 3 ISO, the respective 

maximum conventional generation capacity needed is 58,397 MW, 55,400 MW, and 

51,930 MW, representing a 5% reduction from Case 1 to Case 2 and a 6% reduction 

from Case 2 to Case 3 ISO.  The overall conclusion is that the use of deferrable 

demand controlled by a system operator is an effective way to lower system costs and 

mitigate the uncertainty of wind generation.  
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CHAPTER 4  

DEMAND AGGREGATOR MODEL FOR HIERARCHICAL CONTROL 

4.1 Introduction 

The previous chapter has shown that distributed storage capacity at load centers 

(e.g. deferrable demand) controlled by the system operator can lower total system 

costs by smoothing out and flattening the daily dispatch profile of conventional 

generating units. Since it is in reality impractical for system operators to control large 

numbers of customers with deferrable demand directly, demand aggregators will likely 

be responsible for managing the individual sources of deferrable demand using 

instructions provided by a system operator. In the previous chapter, aggregators act as 

clients to the system operator and receive hourly physical commands for managing 

deferrable demand (i.e. centralized control), such as a request to reduce demand by a 

specified amount.
17

  

In this chapter, aggregators follow their own interests and submit hourly bids for 

purchasing energy into day-ahead wholesale auction, using deterministic or stochastic 

forecast of energy prices provided by the system operator (i.e. hierarchical control). 

The objective of a centrally controlled system is to minimize the expected daily 

operating costs subject to the availability of generating units and storage capacity. In 

contrast, the objective of the aggregators is to minimize the expected cost of their 

purchases of electricity from the grid. For the system operator, the patterns of bids 

submitted by the aggregators would replace the physical characteristics of storage as 

                                                 

 
17

 The aggregators would be responsible for determining how to deliver the amount requested 

and choosing which appliances should respond. 
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inputs for the optimization. As a result, the distributed control of deferrable demand 

would simplify the optimization problem for a system operator substantially. In fact, 

the structure of the system operator’s optimization would now be essentially the same 

as it is without any deferrable demand. Aggregators who submit a set of deterministic 

quantity bids will be treated as common load, whereas aggregators who submit a set of 

price/quantity bids can be treated as generators with negative power. However, one 

important question addressed in this chapter is whether distributed control by 

aggregators, in response to price forecasts, can lower total system costs as effectively 

as centralized control by a system operator. 

Section 2 starts with discussing optimal bids using deterministic price forecasts, 

and then proposes one way that an aggregator could use stochastic forecasts of energy 

prices to determine the optimum pattern of bids for the next day. These optimum bids 

minimize the expected cost of purchasing energy from the grid and delivering the 

energy services demanded by their customers subject to the capacity constraints of 

deferrable demand devices. These bids include threshold prices for charging and 

discharging the storage capacity of the deferrable demand. A comparison of the results 

with centralized versus decentralized control of deferrable demand are presented in 

Section 3. Even though centralized control represents an upper bound on the net 

benefits of operating the grid, decentralized control by an aggregator goes a substantial 

way to reaching this ideal. 
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4.2 Modeling the Behavior of an Aggregator 

4.2.1 Using Deterministic Price Forecasts 

An aggregator who has deterministic forecast of energy prices will solve the 

following optimization problem to minimize the expected cost of his purchases of 

electricity from the grid. The decision variables are hourly energy charging (  ) and 

discharging (  ).  (  ) is the forecast price of hour t.    is deferrable demand of hour 

t that the aggregator has to satisfy either directly from the grid or from the storage. The 

first two constraints are on the energy capacity of the storage, where    is the initial 

level of storage and      is the maximum level of storage. It is assumed that the 

minimum level of storage is zero. The storage may not be completely efficient, and its 

performance is measured by round-trip efficiency   (   ]. The third constraint 

requires the storage level at the end of 24 hours equal to   . Hourly energy charging is 

nonnegative and bounded by a finite charging rate c. Hourly energy discharging is 

nonnegative and cannot exceed either discharging rate bound d or the deferrable 

demand in that hour. 

   
     

∑ (  )  (        )

  

   

 

sub ect to   (     )  ∑[       ]

 

   

 (       )                 

  (     )  ∑[       ]

 

   

                   

 (     )  ∑[       ]
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        (    )               

The problem is a typical linear programming problem and many algorithms are 

available to solve the problem. The solution will be to charge storage during the hours 

when forecast prices are lowest and discharge storage during the hours with highest 

forecast prices. This allows the aggregator to benefit from price arbitrage without 

affecting services to his customers’ deferrable demand. After optimal solutions (  
    

 ) 

are obtained, the aggregator will submit a set of hourly quantity bids (     
    

 ) to 

the system operator. The demand curves will be completely inelastic (see Figure 4.1). 

The figure on the left shows an hour where   
    

   , while the figure on the right 

shows an hour where   
    and   

   . 

 

Figure 4.1: Demand Curves Corresponding to Deterministic Quantity Bids 

 

4.2.2 Using Stochastic Price Forecasts 

The tradeoff between deterministic quantity bids and price/quantity bids can be 
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illustrated by a simple two-period purchase model that assumes that an aggregator 

must have a specified amount of energy, A, stored by the end of period two. The 

aggregator can purchase (charge) A in either period one or period two, or charge a 

fraction of the amount in period one and the rest in period two. To minimize the 

purchase cost, the aggregator would purchase the whole amount in the period with the 

lowest price. However, by following this strategy when prices are stochastic, the 

aggregator would be exposed to the whole range of possible realized prices in that 

period. This means that there is some probability that the aggregator would actually 

pay a high price even though the expected price for that period is the lowest. 

Consequently, a risk-averse aggregator should split the purchase between the two 

periods. If all the aggregator knows are the expected prices in the two periods (i.e. 

deterministic price forecasts), then it is not possible to determine a better strategy than 

purchasing everything in the period with the lowest expected price. Additional 

information about the probability distributions of the prices in the two periods is 

needed. Given this additional information, even a risk-neutral aggregator will split 

purchases between the two periods. To keep the model simple in the illustration that 

follows, a risk-neutral aggregator is assumed to minimize the expected cost of 

purchasing energy. 

Assuming the probability density functions for the two prices in the two periods 

are specified, one possible strategy for the aggregator is to specify threshold prices, L1 

and L2 for periods one and two, respectively. If the realized price is below the 

threshold, the aggregator will purchase amount A in that period, but will not make any 

purchase if the price is higher than this threshold. The corresponding demand curves 
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of the aggregator are shown in Figure 4.2. 

 

Figure 4.2: Demand Curves with Threshold Prices L1 and L2 

Let P1 and P2 be the stochastic prices faced by an aggregator in periods one and 

two, respectively. Using the strategy of minimizing the expected cost of purchases, the 

conditional expected purchase price in period one is  (  |     ), and the expected 

purchase amount is       (     ). Using the same logic for period two, a risk-

neutral aggregator will solve the following optimization problem: 

   
     

 (  |     )        (     )   (  |     )        (     ) 

subject to        (     )        (     )    

The objective function minimizes the expected cost for each period, and the 

constraint ensures that the total expected purchase over the two periods equals A. 

Since  (  |     ) = ∫     (  )   
  

  
     (     ), the objective function can be 

simplified to: 

   
     

∫     (  )   

  

  

 ∫     (  )   
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subject to ∫   (  )   
  

  
 ∫   (  )   

  

  
   

where   (  ) and   (  ) are the probability density functions of the prices in periods 

one and two, respectively. 

To solve this problem, form the Lagrangian 

 (       )  ∫     (  )   

  

  

 ∫     (  )   

  

  

  [  ∫   (  )   

  

  

 ∫   (  )   

  

  

] 

The first-order conditions are 

(1)      ⁄      (  )     (  )    

(2)      ⁄      (  )     (  )    

(3)     ⁄    ∫   (  )   
  

  
 ∫   (  )   

  

  
   

If   (  )    and   (  )   , which means the aggregator makes purchases in 

both periods, then condition (1) gives      and condition (2) gives      . 

Consequently, setting          so that     (     )      (     )    is 

the optimal strategy.  

Next consider   (  )   .    is out of the range of   . If    is smaller than the 

lower bound of    (i.e.     (     )   ), condition (3) becomes ∫   (  )   
  

  
 

  or     (     )   , which implies that the forecast price of period 1 is too high 

and it is optimal for the aggregator to make the whole purchase in period 2. 

Consequently, setting          so that     (     )    and     (     )  
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  is the optimal strategy.
18

 On the other hand, if    is greater than the upper bound of 

   (i.e.     (     )   ), condition (3) becomes ∫   (  )   
  

  
   or     (   

  )   , which means that the aggregator makes the whole purchase in period 1 and 

none in period 2. Thus, setting          so that     (     )    and 

    (     )    is the optimal strategy. 

The same analysis applies to the case where   (  )    and completes the 

discussion of the cases. A useful inference from the results is that the aggregator’s 

optimal threshold prices for the two periods should be equal. Otherwise, he can always 

reduce his expected cost by lowering the higher threshold and raising the lower 

threshold accordingly. 

Using this strategy, the optimal expected cost is lower than both  (  ) and 

 (  ).
19

 This strategy is less risky because the purchase price is capped at   . 

However, the tradeoff from reducing the risk of paying a high realized price is that 

there is now uncertainty in the amount purchased over the two periods. The purchase 

target A is only satisfied in expectation. The optimal strategy can be illustrated by 

assuming that the prices follow uniform distributions     (     ) and     (     ). 

For    (   ) and      , ∫   ( )   ∫
 

   
  

 

 

 

  
 

     

 (   )
, ∫  ( )  

 

  
 

   

   
. The optimization can now be written as: 

   
     

  
    

 

 (     )
 

  
    

 

 (     )
 

                                                 

 
18

 The optimal threshold price    may not be unique in this case. 
19

 In special cases when it is optimal to purchase in only one period, the optimal expected 

price is either  (  ) or  (  ). 
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(     )

(     )
 

(     )

(     )
   

The optimal solution is          (              ) (     ), 

where           and         . If     (    )     (    ) and the amount 

to purchase is A = 1, using a deterministic strategy, the aggregator will buy one unit in 

period one because  (  )      (  )    , and the expected cost is 10. However, 

using the optimal strategy, the threshold price is    = 12 and the expected cost is only 

6. This is 40% lower than the deterministic solution. 

 

Figure 4.3: Demand Curves with Threshold Prices    and    

The same logic used to determine the optimal maximum price    for charging 

into storage can be used to determine the optimal minimum price    for discharging 

from storage. Combining the optimal strategies for minimizing expected cost of 

serving deferrable demand over certain periods using price arbitrage by charging and 

discharging, subject to keeping the expected amount of charging equal to the expected 
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amount of discharging, there are now two set of threshold prices,    and   . The 

optimal strategy shown in Figure 4.3 is to charge c (bound of charging rate) when the 

realized price    , neither charge nor discharge if    < realized price    , and 

discharge d (bound of discharging rate) if the realized price >   . Hourly discharging 

is also constrained by the deferrable demand in that hour. 

Considering a 24-hour horizon as in day-ahead energy markets, and additional 

constraints on the energy capacity of storage, an aggregator faces the following 

optimization problem: 

   
     

 (     )  ∑[ (  )        (  |     )      (     )      (    )

  

   

  (  |     )      (     )] 

subject to: 

  (     )  ∑[      (     )        (    )      (     )]

 

   

 (       )

   

            

  (     )  ∑[    (    )      (     )        (     )   ]

 

   

      

            

 (     )  ∑[    (    )      (     )        (     )   ]

  

   

   

The symbols have the same meaning as in Section 2.1. Constraints   (     )  

  are on the upper bound of storage energy capacity at the end of each hour, and 
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constraints   (     )    are on the lower bound of storage energy capacity at the 

end of each hour.
20

 Constraint  (     )    is on the balance between expected total 

charging and expected total discharging over 24 hours. In other words, the expected 

storage level at the end of 24 hours should equal the initial storage level   . Without 

this last constraint, all stored energy will be exhausted at the end of the horizon as if 

   were free energy. 

Let   (  ) be the probability density function of energy price of hour t. The 

problem can be rewritten as 

   
     

∑[∫     (  )   

  

  

      ∫     (  )   

  

  

     (    )  ∫     (  )   

  

  

]

  

   

 

subject to: 

  (     )  ∑[  ∫   (  )   

  

  

       (    )  ∫   (  )   

  

  

]

 

   

 (       )

   

            

  (     )  ∑[    (    )  ∫   (  )   

  

  

   ∫   (  )   

  

  

  ]

 

   

      

            

 (     )  ∑[    (    )  ∫   (  )   

  

  

   ∫   (  )   

  

  

  ]

  

   

   

The Kuhn-Tucker conditions can help us gain some insight of the optimal 

                                                 

 
20

 Constraints    (     )    and    (     )    are redundant and thus dropped, 

given the stronger constraint  (     )   . 
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solutions: 

(  ) 
  

   
 

  

   
 ∑  

   

   

  

   

 ∑  

   

   

  

   

  
  

   
   

(  ) 
  

   
 

  

   
 ∑  

   

   

  

   

 ∑  

   

   

  

   

  
  

   
   

(  )   (     )                

(  )   (     )                

(  )  (     )    

(  )     (     )                     

(  )     (     )                     

We firstly focus on condition (1a): 

  

   
        (  )        (  )  ∑  

  

   

       (  )  ∑  

  

   

         (  )

   

     (  )       (  )  [∑  

  

   

 ∑  

  

   

  ]    

For any hour t, if   (  )    in optimality, then 

      [∑  

  

   

 ∑  

  

   

  ]    

(   )        [∑  

  

   

 ∑  

  

   

  ] 

By condition (3a), if   (     )    (upper bound of storage capacity is not 
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binding at the end of hour i), then     . Similarly by condition (3b), if   (     )  

  (lower bound of storage capacity is not binding at the end of hour j), then     . 

Thus for any hour t, if                              , then 

       , which implies that                  . An important conclusion 

is that if the storage capacity bounds are never binding throughout 24 hours, then the 

optimal threshold prices are the same for all hours. 

Next, we examine condition (1b): 

  

   
     (    )       (  )      (    )    (  )  ∑  

  

   

     (    )    (  )

 ∑  

  

   

       (    )    (  )    

     (  )     (  )  [∑  

  

   

 ∑  

  

   

  ]    

For any hour t, if   (  )    in optimality, then 

    [∑  

  

   

 ∑  

  

   

  ]    

(   )     [∑  

  

   

 ∑  

  

   

  ] 

Comparing conditions (1b’) with (1a’), an important conclusion is that 

         in optimum. Similar to previous analysis of   , for any hour t, if 

                             , then               

      . 
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If the upper bound of storage capacity is binding at the end of hour i 

(  (     )   ), then     . According to condition (1b’), this will lower the 

discharging threshold of hour i (Hi) and those discharging thresholds before hour i. 

Charging thresholds of hour i (Li) and of those hours before i will also be lower 

according to         . If the lower bound of storage capacity is binding at the end 

of hour j (  (     )   ), then     . According to condition (1b’), this will increase 

the discharging threshold of hour j (Hj) and those discharging thresholds before hour j. 

Charging thresholds of hour j (Lj) and of those hours before j will also be higher 

correspondingly. 

The main benefits of this charge/discharge strategy are not limited to decreasing 

the expected cost for an aggregator; the optimal strategy also provides flexibility 

implicitly in the form of ramping services for the system operator. In a power system 

with a high penetration of renewable generation, flexibility in demand is highly 

valuable because the amount of renewable generation available in any hour is 

uncertain. In general, for a system with no demand response, all potential renewable 

generation would be dispatched if the realized amount of generation is lower than 

expected. In addition, it may also be necessary to dispatch reserve units to avoid 

shedding load. When the potential generation is higher than expected, some generation 

may be spilled to avoid ramping down units that are already generating. The realized 

prices for energy will typically be high when the realized wind generation is lower 

than expected and low when the realized wind generation is higher than expected. As a 

result, an aggregator submitting a high threshold price for discharging storage and a 

low threshold price for charging storage will reduce purchases from the grid if the 
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price is high enough, and increase purchases if the price is low enough. In this way, a 

self- interested aggregator will provide ramping services to the system operator even 

though no instructions to do this have been given. The main focus of the next section 

is to evaluate whether this type of decentralized control by an aggregator provides 

ramping services as effectively as the centrally controlled system. 

 

4.3 System Results with Decentralized Control of Deferrable Demand 

4.3.1 Determining Optimal Bids of Aggregators 

In order to determine optimal bids, aggregators need price forecasts. However, 

locational marginal prices (LMPs) are not among the outputs of a SuperOPF model. 

What we have in the outputs are Lagrange multipliers on real power balance 

constraints. Every hour at each bus, there are 15 such multipliers corresponding to real 

power balance constraints in each of the 15 system states. Economists often interpret 

Lagrange multipliers as shadow prices, because they measure change of objective 

function (e.g. social welfare) that results from an infinitesimal relaxation of the 

constraints (e.g. increase of an infinitesimal amount of a resource). Here, each of the 

15 multipliers measures the increase of the total expected daily cost if the load is 

increased a little bit at the bus during that hour in that system state. Since the objective 

function of SuperOPF includes components such as cost of load-following ramp 

reserves, wear and tear cost, the shadow prices are conceptually distinctive from 

market prices (i.e. LMPs). In absence of market price information, these shadow 

prices have to be used as a rough approximation of market prices, so that aggregators 

can determine their optimal bids. Because once the system falls into a contingency 
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state, the transition to future periods will be terminated, we will only look at shadow 

prices in the five intact system states. Because Case 3 ISO represents an ideal situation 

in which the ISO is able to control the many storage devices that support deferrable 

demand and what we examine is whether this ideal can be reached when demand 

aggregators control the devices and respond to price forecasts. The shadow prices 

from Case 3 ISO are used to create the price forecasts. 

 

Figure 4.4: System State Shadow Prices at Bus 4 (Boston), Case 3 ISO 

Figures 4.4 shows shadow prices at Bus 4 near Boston in Case 3 ISO as an 

example. Every hour has five shadow prices corresponding to five intact system 

states.
21

 Shadow prices of state 1 (low level of potential wind) are generally the 

highest, while state 5 (high level of potential wind) shadow prices are the lowest. 

                                                 

 
21

 Only three states (2, 3, and 4) have positive probabilities of occurrence in hour 1. 
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Using state shadow prices and their state probabilities, the expected price and variance 

can be calculated for each hour. The expected price is indicated by the solid line in the 

graph. Figure 4.5 demonstrates the expected price curves at all five nodes with thermal 

storage. Bus 4 and Bus 5 are neighboring nodes near Boston and the transmission line 

connecting them has no congestion in Case 3 ISO, thus their expected prices are 

virtually the same. Bus 19 is located in NYC and Bus 18 is to the north of NYC in 

Yonkers. The transmission line from Bus 18 to Bus 19 is congested during hour 1, 

hours 4 to 9, and hours 22 to 24 in Case 3 ISO, resulting in price divergence between 

the two nodes. The expected price curve is relatively flat in NYC, representing a 

smaller day-night price arbitrage opportunity compared to Boston and Niagara (Bus 

35). 

 

Figure 4.5: Expected Prices at Five Nodes with Thermal Storage, Case 3 ISO 
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Figure 4.6: Storage Level for Space Cooling Following Aggregators’ Optimal 

Deterministic Plan, Bus 4 and Bus 19 

If the expected prices for 24 hours are used as a set of deterministic price 

forecasts, aggregators can determine their optimal hourly energy charging and 

discharging, and submit quantity bids as described in Section 2.1. An optimal 

charging/discharging plan corresponds to a deterministic path of storage level over 24 

hours. Figure 4.6 shows the paths of storage level for space cooling service at Bus 4 

and Bus 19. The expected price curves are shown for reference and the dotted lines 

mark the energy capacities of the storage. The optimal plan of Bus 4 space cooling 
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aggregator includes charging in early morning when expected price is lowest, 

followed by holding (neither charging nor discharging) and discharging in the 

afternoon when expected price is highest. The optimal plans of Buses 5, 18 and 35 

space cooling aggregators are similar to Bus 4, since their expected price curves have 

similar shapes. The optimal plan of NYC (Bus 19) space cooling aggregator is 

exceptional where discharging only happens in two hours, reflecting the smaller day-

night price arbitrage opportunity. There is not a deep price valley in the morning and 

the lowest expected price occurs towards midnight, thus the charging mainly happens 

in the final two hours of the day. Note that the initial level and end level of storage are 

always the same as the constraint requires. The initial level of storage used here are 

the same as in Case 3 ISO. 

In order to have stochastic price forecasts, some form of probability density 

function needs to be used and the parameters of the density function have to be 

determined. Normal, triangular, and log-normal distributions have all been tested in 

this regard. The normal distribution is easy to use in terms of the calculation because 

the expectation of a truncated normal distribution (tail conditional expectation) has a 

simple closed form. However, by using a normal distribution, symmetry of the price 

distribution is implicitly assumed. From Figure 4.4, we can see that the prices are 

obviously asymmetric and skewed to the right.  

Given the fact that we only have five prices each hour but a continuous 

probability distribution has to be estimated based on them, a triangular distribution is a 

natural option, which can also accommodate asymmetry. A triangular distribution 

probability density function is specified by three parameters: lower limit , upper limit 
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c, and mode b, where     and      . The mean of the distribution  ( )  

(     )  . For each hour, the expected price  ( ) is known. We can use the 

minimum price as  , the maximum price as c, and mode b can be calculated as 

   ( )     . But it is possible that the calculated mode b lies outside the allowed 

range [   ]. In case    , we can set    . In case    , we can set    . The tail 

conditional expectation also has closed forms, although complicated. 

Log-normal distribution is another option to deal with asymmetry, especially the 

long tail on the right. However, a log-normal distribution starts at zero and only takes 

positive values. In order to deal with zero price or negative prices, a shifted log-

normal distribution that starts at minimum price is fitted for each hour. The probability 

density function is 

  (            )  
 

(      ) √  
 

 
(  (      )  ) 

           

The mean and variance of the distribution are 

 [ ]      
 
  

      

   [ ]  (   
  )  ( [ ]      )  

Parameters (   ) can be calibrated by hourly expected price  [ ], variance of price 

   [ ], and minimum price      as following: 

      (  
   [ ]

( [ ]      ) 
) 

    ( [ ]      )  
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Figure 4.7: Calibrated Parameters of Shifted Log-normal Price Forecasts 

Figure 4.7 displays the parameters of hourly price probability distribution 

forecasts for the five nodes with thermal storage using the shifted log-normal 

distribution, calibrated by the shadow prices from Case 3 ISO. The parameter   has an 

average value of 2.55 and 103 out of the 120 estimates are between 0 and 4. The 

parameter  has an average value of 0.9 and shows an increasing trend through time. 

To demonstrate the relationship between the calibrated log-normal price forecasts and 

the state shadow prices, their cumulative distribution functions are compared in pairs 



 

80 

 

 

in Figure 4.8. Hours 7, 13, and 19 are selected to show the effects of different 

parameter values. Bus 35 is chosen because its parameters are close to the average of 

the five buses. State shadow prices only take five values each hour, thus have 

discontinuous cumulative distribution functions. The difference between a pair of 

cumulative distribution functions is largest around the state 3 shadow prices, which 

has the largest state probability. The two cumulative distribution functions are close to 

each other at the two tails. 

 

Figure 4.8: Cumulative Distribution Function Comparison between Shifted Log-

normal Price Forecasts and State Shadow Prices, 3 Hours at Bus 35 
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Table 4.1: Demand Aggregators’ Optimal Threshold Prices for Charging and 

Discharging 

Bus Deferrable Demand 

Threshold Price for 

Charging ($/MW) 

Threshold Price for 

Discharging ($/MW) 

4 Space Cooling 71.89 83.6 

4 Water Heating 66.92 73.54 

5 Space Cooling 74.77 86.94 

5 Water Heating 66.55 73.13 

18 Space Cooling 75.69 88.01 

18 Water Heating 78.29 86.03 

19 Space Cooling 84.85 98.66 

19 Water Heating 84.73 93.12 

35 Space Cooling 74.93 87.13 

35 Water Heating 73.82 81.12 

 

After the stochastic forecasts are provided, an aggregator’s optimal threshold 

prices for charging and discharging can be determined as described in Section 2.2. 

And then his price/quantity bids as shown in Figure 4.3 can be submitted to the system 

operator. When solving for optimal threshold prices, the tail conditional expectation 

has to be calculated numerically since a closed form does not exist for a log-normal 

distribution. To make the problem easier to solve, an initial level of storage will be 

selected such that the energy capacity constraints are not binding throughout 24 hours. 

In that case, according to our analysis in Section 2.2, the optimal values of threshold 

prices will be the same for every hour. Table 4.1 lists optimal threshold prices for 

charging and discharging for all deferrable demand aggregators. For example, the 

space cooling demand aggregator at Bus 4 has a threshold price for charging of 

$71.89/MWh, and a threshold price for discharging of $83.6/MWh. The result verifies 
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our analysis that          in optimum. The efficiency rate is 86% for space cooling 

thermal storage and 91% for water heater storage. As a result, given the same price 

forecasts at a bus, the difference between upper and lower thresholds is larger for 

space cooling than for water heating. Comparing the same kind of deferrable demand 

across different buses, the levels of threshold prices correspond to the levels of 

expected prices (see Figure 4.5). Bus 4 and Bus 5 have the lowest expected prices on 

average, thus the threshold prices at these two buses are also the lowest. In contrast, 

Bus 19 has the highest expected price on average, so its threshold prices are the 

highest as well. 

 

4.3.2 System Results with Bids Submitted by Aggregators 

The primary objective of this section is to compare the simulation results for 

deferrable demand when it is centrally controlled by an ISO (Case 3 ISO), presented in 

the Chapter 3, versus locally controlled by an aggregator using either deterministic 

price forecasts (Case 3 AG_D) or stochastic price forecasts (Case 3 AG_S) using the 

displaced log normal density. The characteristics of these three cases can be 

summarized as follows: 

Case 3 ISO: Case 2 + 34 GWh
22

 of thermal storage at 5 load centers controlled 

centrally by an ISO 

Case 3 AG_D: Case 3 ISO with thermal storage controlled locally by 

aggregators at 5 load centers using deterministic price forecast 

                                                 

 
22

 17GWh of Thermal Cooling (Ice Batteries) and 17GWh of Electric Water Heating 
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Case 3 AG_S: Case 3 ISO with thermal storage controlled locally by 

aggregators at 5 load centers using stochastic price forecast 

Since Case 3 ISO represents an ideal situation in which the ISO is able to control 

the many appliances that support deferrable demand, the comparison will determine 

how close aggregators can get to this ideal in terms of mitigating the variability of 

wind generation and reducing the peak system load. Figure 4.9 shows the hourly 

patterns of expected dispatch for different generating resources. The expected dispatch 

of the generators varies according to the uncertainty in the availability of wind 

resources, uncertainty in loads, the use of the storage capacity, and the response from 

the demand side. As we have seen in the previous chapter, the centrally controlled 

deferrable demand in Case 3 ISO changes the timing of purchases of energy, and 

therefore the demand profile, increasing the conventional generation dispatched at low 

demand periods and decreasing the amount of generation needed to cover the peak 

demand of the day. In both Case 3 AG_D and Case 3 AG_S, demand aggregators’ 

responses to price forecasts, taking advantage of day-night price arbitrage 

opportunities, help the system shift some load from peak hours to off-peak hours. 

Shown as the gap between the top of the orange line and top of the colored area, 

deferrable demand under aggregator’s control reduces the peak demand on the grid as 

much as under ISO’s control. In addition to load shifting, centrally controlled 

deferrable demand (Case 3 ISO) also helps smooth the daily dispatch profile of 

conventional generating units, by providing operating reserves and ramping services to 

address the uncertainty in potential wind generation. This effect can be seen from the 

smoothness of the gray and light blue curves, which correspond to dispatch profiles of 
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oil and natural gas units. The smoothness is generally preserved in Case 3 AG_S, but 

not in Case 3 AG_D, where the quantity bids submitted by aggregators are completely 

inelastic and thus not able to provide any flexibility. Comparing the three figures, a 

subtle difference is that there are holding periods (neither charging nor discharging) in 

both Case 3 ISO and Case 3 AG_D, but not in Case 3 AG_S. 
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Figure 4.9: Expected Daily Composition of Generation by Fuel Type for Case 3 ISO, 

Case 3 AG_D, and Case 3 AG_S 
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The results in Table 4.2 summarize the daily composition of operating costs and 

the amounts of wind generation, conventional generation and reserve capacity needed 

to maintain reliability in Case 3 ISO, Case 3 AG_D and Case 3 AG_S. The results for 

Case 2 with no deferrable demand capacity are also listed as a reference. As discussed 

in the previous chapter, the effects achieved by adding centrally controlled deferrable 

demand in Case 3 ISO include more wind dispatched and less conventional 

generation, significantly less ramping and contingency reserves needed, less load 

shedding, all of which result in decreased operating costs. In Case 3 AG_D, because 

aggregators shift some loads to off-peak hours when wind is more abundant, we also 

see increased wind generation. The reduced demand peak also helps lower the 

ramping reserves needed, though not as much as in Case 3 ISO. Given that demand 

aggregators in Case 3 AG_D do not provide any operating reserve, expected 

conventional generation and contingency reserve required do not decrease. The 

expected load shedding is similar to Case 2. The total operating cost of Case 3 AG_D 

is slightly lower than Case 2. In Case 3 AG_S, the bids submitted by aggregators 

achieve similar system results as Case 3 ISO with centrally controlled deferrable 

demand. However, there is a hidden problem with Case 3 AG_S that needs to be 

uncovered, and it will be explained at the end of this chapter. 
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Table 4.2: Summary of the Daily Results for Different Cases 

 

 

 

Case 2 Case 3 ISO Case 3 AG_D Case 3 AG_S

Expected Outcome (MW/day) 

E[Wind Generation] 144,258    149,334    147,063        148,860       

E[Conventional Generation] 1,049,078 1,046,620 1,049,304     1,028,103    

Load-Following Ramp Up Reserve 37,311      19,964      31,723          21,300         

Load-Following Ramp Down Reserve 35,075      18,209      28,443          17,299         

Contingency Reserve 25,824      1,708        25,830          3,310           

E[Load Shed] 8               2               9                   4                  

Composition of Wholesale Costs ($1000/day)

E[Generation Cost] 42,791      41,669      41,869          40,004         

E[Ramp Wear Cost] 95             44             50                 44                

LF Ramp-Up Reserve Cost 406           196           312               210              

LF Ramp-Down Reserve Cost 350           175           275               169              

Contingency Reserve Cost 126           8               126               16                

E[Total Operating Cost] 43,767      42,168      42,632          40,444         

E[Net Revenue for Conventional Generation]53,719      54,817      53,331          53,078         

E[Net Revenue for Wind Generation] 9,974        11,307      10,675          10,828         

E[Net Revenue for ISO] 9,671        9,370        9,608            11,332         

E[Total Wholesale Cost] 117,132    117,661    116,247        115,682       

E[Load Not Served] * VOLL 42             9               44                 22                

E[Total Cost for Customers] 117,174    117,670    116,290        115,704       
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Table 4.3: Composition of Supply and Demand for Five Intact States, Case 2 

 

Table 4.4: Composition of Supply and Demand for Five Intact States, Case 3 ISO 

 

Hour 13 Case 2

State 1 State 2 State 3 State 4 State 5

Supply

Conventional Generation 54821 54652 54132 54093 54093

Wind Generation 3790 4095 4593 4655 4536

Import 3419 3425 3426 3423 3422

Total Energy Supply 62031 62172 62151 62171 62052

Wind Spilled 0 0 0 453 935

Unforced Outage - - - - -

Demand

Conventional Demand 62031 62172 62150 62171 62051

Space Cooling - - - - -

Water Heating - - - - -

Charging Space Cooling - - - - -

Charging Water Heating - - - - -

Total Energy Purchased 62031 62172 62150 62171 62051

Discharging Space Cooling - - - - -

Discharging Water Heating - - - - -

Load Not Served 0 0 0 0 0

Intact States

Hour 13 Case 3 ISO

State 1 State 2 State 3 State 4 State 5

Supply

Conventional Generation 51839 51822 51806 51806 51806

Wind Generation 3790 4095 4593 5108 5471

Import 3419 3425 3426 3423 3422

Total Energy Supply 59048 59342 59825 60338 60700

Wind Spilled 0 0 0 0 0

Unforced Outage - - - - -

Demand

Conventional Demand 58171 58313 58291 58311 58192

Space Cooling 390 1029 1402 1437 1736

Water Heating 486 0 131 589 771

Charging Space Cooling 0 0 0 0 0

Charging Water Heating 0 0 0 0 0

Total Energy Purchased 59048 59342 59824 60337 60699

Discharging Space Cooling 1928 1290 917 882 583

Discharging Water Heating 1055 1541 1409 952 769

Load Not Served 0 0 0 0 0

Intact States
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Table 4.5: Composition of Supply and Demand for Five Intact States, Case 3 AG_D 

 

Table 4.6: Composition of Supply and Demand for Five Intact States, Case 3 AG_S 

 

Hour 13 Case 3 AG_D

State 1 State 2 State 3 State 4 State 5

Supply

Conventional Generation 52241 52072 51552 51291 51291

Wind Generation 3790 4095 4593 4877 4759

Import 3419 3425 3426 3423 3422

Total Energy Supply 59451 59592 59571 59591 59472

Wind Spilled 0 0 0 231 712

Unforced Outage - - - - -

Demand

Conventional Demand 58171 58313 58291 58311 58192

Space Cooling 1220 1220 1220 1220 1220

Water Heating 60 60 60 60 60

Charging Space Cooling 0 0 0 0 0

Charging Water Heating 0 0 0 0 0

Total Energy Purchased 59451 59592 59570 59591 59471

Discharging Space Cooling 1099 1099 1099 1099 1099

Discharging Water Heating 1481 1481 1481 1481 1481

Load Not Served 0 0 0 0 0

Intact States

Hour 13 Case 3 AG_S

State 1 State 2 State 3 State 4 State 5

Supply

Conventional Generation 51231 51184 51154 51149 51149

Wind Generation 3790 4095 4593 5108 5471

Import 3419 3425 3426 3423 3422

Total Energy Supply 58441 58704 59172 59680 60042

Wind Spilled 0 0 0 0 0

Unforced Outage - - - - -

Demand

Conventional Demand 58171 58313 58291 58311 58192

Space Cooling 270 391 881 1369 1841

Water Heating 0 0 0 0 9

Charging Space Cooling 0 0 0 0 0

Charging Water Heating 0 0 0 0 0

Total Energy Purchased 58441 58703 59172 59680 60042

Discharging Space Cooling 2049 1927 1437 950 478

Discharging Water Heating 1541 1541 1541 1541 1532

Load Not Served 0 0 0 0 0

Intact States
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For each hour of the day, there are 15 possible states of the system, 5 intact 

states with no equipment failures and 10 contingency states. The 5 intact states 

correspond to different levels of potential wind generation (and load), from the lowest 

(State 1) to the highest (State 5). Tables 4.3 to 4.6 show the composition of supply and 

demand on the gird at the peak hour (1 p.m.) for Case 2, Case 3 ISO, Case 3 AG_D, 

Case 3 AG_S, respectively for the five intact states of the network. The state specific 

dispatch patterns will help us gain some insight of how the daily results of Table 4.2 

are achieved. In addition, by examining the peak hour of a hot summer day, we can 

see how deferrable demand reduces the installed generating capacity needed for 

system adequacy and thus capital cost of this capacity. 

In Case 2 with no storage, conventional generating units cover all reserve needs. 

The cost of purchasing contingency and ramping reserves means that sometimes it is 

optimal to reduce this cost by spilling some potential wind generation, and in fact, 453 

MW and 935 MW of potential wind generation are spilled in State 4 and State 5, 

respectively. The maximum conventional generation (54,821 MW) occurs in the low 

wind state (State 1), and the range of conventional generation in the five states is 

54,821 - 54,093 = 728 MW. However, the total level of energy supplied is almost the 

same in every state, and the range is only 141 MW. This range is related entirely to the 

different levels of load in different intact states, and no load is shed in any of these 

states. 

In Case 3 ISO, the use of deferrable demand shifts load from peak to off-peak 

periods and reduces the maximum conventional generation by 2,983 MW to 51,839 

MW. The discharging of stored energy exactly offsets this reduction. The range of 
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conventional generation is now only 51,839 - 51,806 = 33 MW. The range of stored 

energy discharging is 2,983 - 1,352 = 1,631 MW, which is substantially more than the 

range of conventional generation in Case 2 (728 MW) because none of the potential 

wind generation is spilled in Case 3 ISO. In fact, the range of stored energy 

discharging in Case 3 ISO is roughly equal to the range of conventional generation 

plus the amount of potential wind generation spilled in Case 2. Unlike in Case 2, the 

amount of energy purchased from the grid ranges from 59,048 MW in State 1 to 

60,700 MW in State 5, (a range of 1,652 MW) compared to only 141 MW in Case 2, 

showing great flexibility on the demand side. 

In Case 3 AG_S, the price/quantity bids submitted by aggregators achieve very 

similar system results as the centrally controlled deferrable demand in Case 3 ISO. 

The maximum conventional generation is 51,231 MW, and the range of conventional 

generation is 51,231 - 51,149 = 82 MW. This is encouraging and implies that the 

range of nodal prices in the different intact states is sufficiently large to cross the 

threshold price for discharging (and the threshold price for charging earlier in the day). 

The results of Case 3 AG_D are somewhere between Case 2 and Case 3 ISO. 

The discharging of storage by aggregators reduces the maximum conventional 

generation from the level of Case 2 by 2,580 MW to 52,241 MW. However, because 

the inelastic nature of the quantity bids, the amounts of discharging stay the same in 

all five states. As a consequence, conventional generating units cover all reserve 

needs, with a range of 951 MW (> 728 MW of Case 2). Not surprisingly 231 MW and 

712 MW of potential wind generation are spilled in State 4 and State 5, respectively. 

Figures 4.10 to 4.13 provide visual illustration of Tables 4.3 to 4.6. “∆” indicates 
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deviation from the mean (expected dispatch level). For deferrable demand (DD), 

positive values correspond to discharging the storage. In Case 2 and Case 3 AG_D, 

deviations of wind generation are accompanied by deviations of conventional 

generation (reserve capacity provider), resulting in wind spill in State 4 and 5. In Case 

3 ISO and Case 3 AG_S, deferrable demand provides most reserve capacity, 

compensating for the deviations of wind generation. 

 

Figure 4.10: Differences in the Optimal Dispatch for Peak Hour, Case 2 
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Figure 4.11: Differences in the Optimal Dispatch for Peak Hour, Case 3 ISO 

 

Figure 4.12: Differences in the Optimal Dispatch for Peak Hour, Case 3 AG_D 
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Figure 4.13: Differences in the Optimal Dispatch for Peak Hour, Case 3 AG_S 

A fundamental difference in operations between Case 3 ISO and Case 3 AG_S is 

that the ISO in Case 3 AG_S responds to the aggregators' bids and no longer knows 

the physical state of their storage, and as a result, may select a plan for operations that 

ends up violating the capacity bounds of deferrable demand. Although the optimum 

bids submitted by an aggregator, based on the stochastic price forecasts, respect the 

physical capacity constraints of deferrable demand, violations of these constraints may 

occur if the realized prices do not comply closely with the forecasted prices. Figures 

4.14 and 4.15 show examples in Case 3 AG_S when violations did occur for the 

thermal storage for both space cooling and water heating controlled by an aggregator 

in Boston (Bus 4). For space cooling deferrable demand, this aggregator submitted a 

threshold price for charging of $71.89/MWh, and a threshold price for discharging of 

$83.60/MWh. For water heating deferrable demand, this aggregator submitted a 
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threshold price for charging of $66.92/MWh, and a threshold price for discharging of 

$73.54/MWh. The dashed lines show the expected stored energy based on the 

forecasted prices and the corresponding bids. Note that the expected stored energy end 

at the same levels as the starting levels. The solid gray lines show the expected stored 

energy in Case 3 AG_S when the ISO responds to the bids submitted by the 

aggregator. Obviously, the storage was discharged for too long so that the expected 

levels of stored energy eventually fell below zero. This implies that the threshold 

prices for discharging were not high enough to prevent excessive discharging in the 

later hours of the day. In contrast, Figures 4.14 and 4.15 also show as red double lines 

the corresponding expected storage level in Case 3 ISO when all deferrable demand is 

controlled centrally. Both the lower and upper capacity bounds are respected (but only 

in expectation) when the system operator directly monitors these physical constraints. 

The possible ways to address the problem of capacity violations in Case 3 AG_S will 

be discussed in the next chapter. 
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Figure 4.14: Expected Levels of Stored Energy for Space Cooling in Boston 

 

Figure 4.15: Expected Levels of Stored Energy for Water Heating in Boston 
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CHAPTER 5  

CONCLUSIONS AND FUTURE RESEARCH 

This thesis presents applications of a multi-period, stochastic form of Security 

Constrained Optimal Power Flow (SuperOPF) model. The results in Chapter 3 show 

how deferrable demand, in the forms of thermal storage for cooling and electric water 

heating with storage tanks, can be used to improve system performance and reduce 

costs to customers. These improvements are accomplished by 1) flattening the daily 

pattern of dispatch by conventional generating units, 2) spilling less of the potential 

wind generation, 3) mitigating the ramping costs associated with wind uncertainty, and 

4) reducing the amount of conventional reserve capacity needed for reliability. 

Deferrable demand can further reduce system costs by reducing the peak purchase of 

energy from the grid and the associated capital cost of the installed conventional 

generating units needed to maintain system adequacy. In addition, reducing the peak 

purchase also reduces the amount of congestion on the network. 

The objective of the application in Chapter 4 is to determine whether deferrable 

demand controlled by aggregators using a new price-based control strategy performs 

as well as deferrable demand controlled centrally by an ISO in a day-ahead market. 

Although the centralized control of deferrable demand represents an ideal, it is 

unlikely that this ideal can be attained in reality because of the complexity of 

controlling large numbers of small appliances with deferrable demand capabilities. For 

this reason, it is likely that an aggregator will manage the deferrable demand for many 

customers and appear to the ISO as a single wholesale customer. Given instructions 

from the ISO, the aggregators will decide how to manage the deferrable demand 
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appliances to comply with the instructions. The comparison between the centralized 

and the hierarchical control will both involve aggregators as intermediaries between 

the ISO and customers. With the centralized control, however, the instructions from 

the ISO will be to increase or decrease the purchases of energy by specified physical 

amounts (MW). In contrast, with the price-based hierarchical control, the aggregators 

will act in their own interest to minimize the cost of purchases of energy from the grid 

and submit price/quantity bids into a day-ahead market in response to price forecasts 

provided by the ISO
23

. If aggregators submit bids into a wholesale market, the role of 

the ISO would be much simpler than it would be with the centralized control and very 

similar to current practices with no active participation by deferrable demand. 

If the price forecasts provided by the ISO are stochastic with information given 

about the range of likely prices each hour as well as the mean, the analysis in Section 

4.2.2 of Chapter 4 shows that the optimal strategy for submitting bids is to determine 

for each hour 1) a low threshold price and charge the deferrable demand storage 

whenever the realized price is below this threshold, and in a similar way, 2) a high 

threshold price for discharging the deferrable demand storage. The difference between 

the two optimal threshold prices is determined by the efficiency of the underlying 

storage. In case the realized price falls between the two threshold prices, no charging 

or discharging occurs. If the storage energy capacity bounds are never binding 

throughout the optimization horizon, then the optimal threshold prices are the same for 

all hours. 

The results comparing the centralized and the hierarchical control of deferrable 

                                                 

 
23

 These price forecasts could also be provided by others independently. 
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demand in Section 4.3.2 of Chapter 4 show that the hierarchical control with the 

aggregators acting in their own interest performs almost exactly the same as the 

centralized control by the ISO. In particular, the patterns of conventional generation 

and wind generation, and the charging and discharging of deferrable demand storage 

in the five intact system states at the peak hour are very similar for the centralized and 

the hierarchical control. In other words, the differences in the maximum amount of 

conventional generation and the range of charging/discharging of deferrable demand 

storage in the five system states for the two cases are very small. 

The similarity between the results for the centralized and the hierarchical control 

of deferrable demand is encouraging, but there is an underlying problem with the 

price-based hierarchical control that needs to be addressed. Even though the bids 

submitted by an aggregator respect the capacity limits of the deferrable demand 

storage in the base plan for charging and discharging, departures from this base plan 

occur when realized prices are above the high threshold or below the low threshold. 

Hence, the bids submitted by an aggregator make the total expected discharge equal 

the total expected charge. However, the ISO does not account for the physical limits of 

deferrable demand storage. If the realized prices are consistently higher than the 

forecasted prices, for example, the ISO will discharge more than the expected amount 

implied by the aggregator's bids, and as a result, the physical limits of deferrable 

demand storage may eventually be violated. 

In fact, there is excessive discharging in the hierarchical case presented in 

Section 4.3.2 of Chapter 4, and the capacity limits of deferrable demand storage are 

violated in the later hours. There are two different ways to address this problem. The 
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first is to recognize that the aggregator's bids are sensitive to the quality of the price 

forecasts. Improving the quality of the forecasts may limit the size and duration of 

capacity violations. Nevertheless, there would still be no guarantee that the capacity 

constraints of deferrable demand storage would never be violated by the ISO. 

The second, and more effective, way to address violations of the capacity 

constraints is to consider modifying the current structure of the wholesale market by 

replacing day-ahead markets with a receding-horizon market. The most important 

rationale for considering this change has nothing to do with solving the problem of 

capacity violations with the hierarchical control of deferrable demand storage. With 

high penetrations of uncertain generation from renewable sources, the quality of the 

forecasts about these uncertain sources many hours ahead is likely to be poor for 

committing generating units to provide ramping reserves, for example. Hence, 

optimizing operations on an hourly basis close to real time will make it possible to use 

updated and better information about uncertain sources. Providing updated price 

forecasts for the next 24 hours will still be needed to manage storage effectively. 

Having these updated forecasts available would also make it feasible for aggregators 

to modify their bids so that they respect the physical constraints of the deferrable 

demand storage. Violations of the capacity constraints by the ISO may still occur 

towards the end of the 24-hour planning horizon, but the aggregator would deal with 

these problems in the next hour when new bids are submitted. A comparable study 

based on the receding-horizon market structure is needed for future research. 

It is worth noting that the modeling of aggregators’ behavior and the criterion 

used to determine their optimal strategies in Section 4.2 of Chapter 4 assuming 
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implicitly that the aggregators are risk-neutral and price-takers. If risk aversion were 

taken into account, the objective function of an aggregator would not be simply 

minimizing the expected cost of purchasing energy. Controlling the risk of incurring 

extremely high costs or the risk of significant below-target procurement, for example, 

can be included in the optimization problem. Similarly, for demand aggregators that 

are large enough, the price-taker assumption may be violated. In that case, the 

aggregators will account for their potential impacts on prices when determining their 

optimal bidding strategies. On the other hand, the aggregators’ market power and 

possible strategies could be incorporated into the price forecasts issued by the system 

operator. All of these interesting and more complex situations regarding demand 

aggregators’ behavior and strategies are left for future research. 
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APPENDIX 

Table A.1: List of Generators within NYISO and ISONE in the Test Network 

  Bus Node ISO Fuel Type  Pmax (MW)  Pmin (MW) 

1 3 Orrington NE Coal 108 0 

2 3 Orrington NE Oil 276 0 

3 3 Orrington NE Natural Gas 1,641 0 

4 4 Sandy Pound NE Coal 514 0 

5 4 Sandy Pound NE Oil 1,043 0 

6 4 Sandy Pound NE Natural Gas 2,932 0 

7 4 Sandy Pound NE Hydro 616 0 

8 4 Sandy Pound NE Nuclear 1,232 0 

9 5 Millbury NE Coal 706 0 

10 5 Millbury NE Oil 1,120 0 

11 5 Millbury NE Natural Gas 2,544 0 

12 5 Millbury NE Nuclear 1,760 0 

13 6 Northfield NE Hydro 1,262 0 

14 6 Northfield NE Nuclear 421 0 

15 7 Southington NE Oil 19 0 

16 7 Southington NE Natural Gas 927 0 

17 8 Millstone NE Coal 91 0 

18 8 Millstone NE Oil 421 0 

19 8 Millstone NE Natural Gas 266 0 

20 8 Millstone NE Nuclear 2,285 0 

21 9 Norwalk Harbor NE Coal 421 0 

22 9 Norwalk Harbor NE Oil 899 0 

23 9 Norwalk Harbor NE Natural Gas 574 0 

24 10 East Shore NE Oil 549 0 

25 10 East Shore NE Natural Gas 335 0 

        ISONE Total 22,962   

26 18 Dunwoodie NY Nuclear 1,742 0 

27 19 Farragut NY Oil 2,519 0 

28 19 Farragut NY Natural Gas 7,103 0 

29 20 Millwood NY Refuse 55 0 

30 21 Plt. Valley NY Coal 210 0 

31 21 Plt. Valley NY Oil 741 0 

32 21 Plt. Valley NY Natural Gas 37 0 
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33 22 Ramapo NY Coal 472 0 

34 22 Ramapo NY Natural Gas 3,251 0 

35 22 Ramapo NY Hydro 174 0 

36 23 Newbridge NY Oil 1,167 0 

37 23 Newbridge NY Natural Gas 3,599 0 

38 24 Fraser NY Hydro 25 0 

39 25 Oakdl NY Coal 478 0 

40 25 Oakdl NY Natural Gas 83 0 

41 26 Gardenville NY Coal 3,006 0 

42 26 Gardenville NY Oil 13 0 

43 26 Gardenville NY Natural Gas 781 0 

44 27 Clay NY Coal 205 0 

45 27 Clay NY Natural Gas 208 0 

46 28 Volney NY Oil 732 0 

47 28 Volney NY Natural Gas 474 0 

48 28 Volney NY Nuclear 1,147 0 

49 29 Nile Mile Point NY Nuclear 1,212 0 

50 30 Leeds NY Oil 16 0 

51 30 Leeds NY Natural Gas 1,064 0 

52 31 North Scot NY Oil 32 0 

53 31 North Scot NY Natural Gas 1,052 0 

54 31 North Scot NY Hydro 339 0 

55 32 Massena NY Oil 1 0 

56 32 Massena NY Natural Gas 363 0 

57 32 Massena NY Hydro 1,064 0 

58 33 Gilboa NY Hydro 500 0 

59 34 Marcy NY Coal 24 0 

60 34 Marcy NY Oil 0 0 

61 34 Marcy NY Natural Gas 86 0 

62 34 Marcy NY Hydro 30 0 

63 34 Marcy NY Wind 30 0 

64 35 Niagara NY Hydro 5,214 0 

65 36 Rochester NY Coal 162 0 

66 36 Rochester NY Oil 44 0 

67 36 Rochester NY Natural Gas 83 0 

68 36 Rochester NY Nuclear 614 0 

        NYISO Total 40,152   
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Table A.2: Distribution of Load within NYISO and ISONE in the Test Network 

  Bus Node ISO  Peak Load (MW)  

1 3 Orrington NE 1,336 

2 4 Sandy Pound NE 7,574 

3 5 Millbury NE 6,390 

4 6 Northfield NE 1,936 

5 7 Southington NE 1,512 

6 8 Millstone NE 2,215 

7 9 Norwalk Harbor NE 2,213 

8 10 East Shore NE 671 

      ISONE Total 23,847 

9 18 Dunwoodie NY 3,323 

10 19 Farragut NY 11,498 

11 20 Millwood NY 463 

12 21 Plt. Valley NY 1,217 

13 22 Ramapo NY 1,996 

14 23 Newbridge NY 4,855 

15 24 Fraser NY 122 

16 25 Oakdl NY 1,098 

17 26 Gardenville NY 3,738 

18 27 Clay NY 636 

19 28 Volney NY 1,410 

20 30 Leeds NY 73 

21 31 North Scot NY 1,614 

22 32 Massena NY 888 

23 34 Marcy NY 409 

24 35 Niagara NY 3,318 

25 36 Rochester NY 1,617 

      NYISO Total 38,274 
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Table A.3: Distribution of Wind Power Capacity in Case 2 

  Bus Node ISO  Capacity (MW)  

1 3 Orrington NE 1,725 

2 4 Sandy Pound NE 3,375 

3 5 Millbury NE 1,560 

4 6 Northfield NE 2,157 

5 7 Southington NE 1,145 

6 8 Millstone NE 1,478 

7 9 Norwalk Harbor NE 2,560 

      ISONE Total 14,000 

8 18 Dunwoodie NY 241 

9 23 Newbridge NY 142 

10 29 Nile Mile Point NY 1,922 

11 30 Leeds NY 1,327 

12 32 Massena NY 3,000 

13 33 Gilboa NY 1,705 

14 34 Marcy NY 1,373 

15 35 Niagara NY 3,672 

16 36 Rochester NY 4,616 

      NYISO Total 17,998 

 

Table A.4: Distribution of Thermal Storage in Case 3 ISO 

 

Bus Node ISO Type Pmax (MW) Pmin (MW) Size (MWh)

1 4 Sandy Pound NE Space Cooling 602 -434 3,614

2 5 Millbury NE Space Cooling 312 -224 1,869

3 18 Dunwoodie NY Space Cooling 498 -359 2,991

4 19 Farragut NY Space Cooling 1,080 -778 6,480

5 35 Niagara NY Space Cooling 332 -239 1,994

6 4 Sandy Pound NE Water Heating 903 -903 3,614

7 5 Millbury NE Water Heating 467 -467 1,869

8 18 Dunwoodie NY Water Heating 748 -748 2,991

9 19 Farragut NY Water Heating 1,620 -1,620 6,480

10 35 Niagara NY Water Heating 498 -498 1,994

Total 33,896


