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Using field data gathered from eBay’s online marketplace, this dissertation analyzes the impact of free

shipping in a market where the total price of an item is composed of two separate partitions. In this

case, the act of remotely purchasing an item online requires some sort of delivery, and thereby creates an

additional choice variable for firms: the shipping charge. Moreover, this choice variable need not have

anything to do with the actual shipping cost facing a firm. Of course, according to the standard economic

model, consumers should seamlessly integrate the shipping charge so that only the total price is relevant

for demand—a consumer comparing next-day delivery of: (i) a brand-new 32GB iPad for $499.99 + $20.00

shipping; and (ii) a brand-new 32GB iPad for $519.99 + Free Shipping should be indifferent between the

two options, since the sum of the individual price components is the same for both. Evidence from both

the economics and psychology literature, however, suggests otherwise.

In Chapter 1, I investigate the impact of free shipping using a large eBay dataset on iPad sales. I find

evidence that free shipping leads to both significantly increased bidder valuations and higher probability

of sale. I also uncover new results for positively-priced shipping, where a seller’s choice of shipping charge

has a nonlinear impact on: (i) revenue (conditional on sale); (ii) likelihood of sale; and (iii) unconditional

expected revenue.

In Chapter 2, I investigate the impact of free shipping using two additional eBay datasets. In replicating

each component of the main analysis, I confirm the general robustness of the empirical results in Chapter

1. When comparing estimates across the different items, I also find that the impact of free shipping varies

by product value.

Finally, in Chapter 3 I develop a formal model in which several of the key empirical results are captured

in a simplified, partitioned-price auction setting. In particular, I show that an equilibrium exists in which

the optimal pricing strategy includes simultaneous offers of both free and non-free shipping, even when

the (expected) profit per unit is larger for the free shipping item, due to the added transaction utility

experienced by consumers.



BIOGRAPHICAL SKETCH

Originally from St. Louis, MO, Brandon Tripp attended the University of Kansas from 2002 - 2008,

where he earned a bachelor’s degree and a master’s degree in Economics. Brandon started his doctoral

studies at Cornell University in 2009, with interests in Behavioral Economics and Applied Econometrics.

While there, he was also fortunate to meet his amazing wife, Karaline, who earned a doctorate from

Cornell’s School of Veterinary Medicine in 2012. Brandon and Karaline—along with their critters Nelly,

Pippa, and Figaro—currently reside in a cozy forest chalet, nestled among the rolling hills of Owego, NY.

iii



ACKNOWLEDGMENTS

The completion of this dissertation was made possible through the generous assistance and support of a

number of individuals.

First and foremost, I will forever be indebted to my graduate advisor, Ted O’Donoghue, for his guidance,

support, and patience throughout my graduate studies. I would also like to thank the other members of

my graduate committee, Dan Benjamin and Jordan Matsudaira, for their assistance and insights through-

out this process.

I am also grateful to the participants involved with the Behavioral Economics Research Group (BERG)

at Cornell University, especially my classmates Nichole Szembrot and Youcef Msaid.

On a personal note, I would like to express my appreciation to my family, for their support and under-

standing throughout all of this. I thank my mom for making me who I am; I thank my grandfather for

showing me who I want to be; and I thank my wife for joining me on this journey, wherever it may lead.

iv



Contents

1 The Value of Free—Evidence From Shipping Charges on eBay 1

1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.3 The Impact of Shipping Charges . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

1.3.1 Revenue Conditional on Sale . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

1.3.2 Likelihood of Sale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

1.3.3 Unconditional Expected Revenue . . . . . . . . . . . . . . . . . . . . . . . . . . 22

1.4 Additional Evidence from eBay-UK . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

1.4.1 Conditional Revenue: UK vs. US Market . . . . . . . . . . . . . . . . . . . . . . 25

1.4.2 Likelihood-of-Sale: UK vs. US Market . . . . . . . . . . . . . . . . . . . . . . . 29

1.5 Unobserved Seller Heterogeneity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

1.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

2 Variations in the Value of Free 36

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

2.2 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

2.3 Conditional Revenue . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.4 Likelihood of Sale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

v



2.5 Unconditional Revenue . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

2.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

3 A Model of Partitioned-Price Discrimination 56

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

3.2 Model of Consumer Preferences . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3.3 Monopoly Seller . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.4 Optimal Monopoly Pricing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

3.5 Numerical Example . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

3.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

A Additional Material (Ch. 1) 70

A.1 Opening Price Polynomial: Conditional Revenue . . . . . . . . . . . . . . . . . . . . . . 70

A.2 Shipping Bins Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

A.3 Unconditional Expected Revenue: Tobit Model . . . . . . . . . . . . . . . . . . . . . . . 73

A.4 eBay UK: Additional Statistics and Analysis . . . . . . . . . . . . . . . . . . . . . . . . . 75

A.4.1 Full Summary Statistics: UK vs. US . . . . . . . . . . . . . . . . . . . . . . . . . 75

A.4.2 Merged-Sample Analysis: UK & US Combined . . . . . . . . . . . . . . . . . . . 76

A.5 Seller-Type Subsamples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

B Additional Material (Ch. 2) 84

B.1 Conditional Revenue: Comparisons w/out Item FEs . . . . . . . . . . . . . . . . . . . . 84

C Additional Material (Ch. 3) 86

C.1 Second Order Conditions for π(x2, s) . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

vi



Chapter 1

The Value of Free—Evidence From Shipping Charges on eBay

1.1 Introduction

The online retail market has grown rapidly in the last decade, and now makes up a sizable portion of all

consumer purchases. Because the act of remotely purchasing an item requires some sort of delivery, this

market introduces a new choice variable for firms: the shipping charge. Moreover, this choice variable

need not have anything to do with the actual shipping cost facing a firm. Of course, according to the

standard economic model, consumers should seamlessly integrate the stated price and shipping charge

so that only the total price is relevant for demand—a consumer comparing next-day delivery of: (i) a

brand-new 32GB iPad for $499.99 + $20.00 shipping; (ii) a brand-new 32GB iPad for $509.99 + $10.00

shipping; and (iii) a brand-new 32GB iPad for $519.99 + Free Shipping should be indifferent between

the three options. Evidence from both the economics and psychology literature, however, suggests that

the relative framing of an item’s stated price and shipping charge can indeed have significant effects on

consumer behavior.

Within the economics literature, there are two benchmark papers that focus specifically on the effect of

shipping charges in online auction settings (Hossain and Morgan [2006] & Brown, Hossain, and Mor-

gan [2010]). Using data from an eBay field experiment, Hossain and Morgan find that higher shipping

charges lead to higher realized revenues, conditional on sale. They further suggest that this is driven by

inattention to the shipping component of an item’s total price. Brown, Hossain, and Morgan extend

this analysis, and find that the positive revenue effect is indeed stronger when the shipping component
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is less salient. In a more recent paper, Einav et al. [2015] use a large eBay dataset to explore a variety of

online-auction parameters, and in the process revisit (and confirm) this finding of consumer insensitivity

toward shipping. While they also extend their analysis to the probability of sale, they find little impact

for a linear shipping model, and thus focus primarily on conditional revenue.

Outside the domain of shipping charges, there is psychology work investigating whether people assign

extra value to items which are free. Using experimental data from a series of free and non-free choice

situations, Shampanier et al. [2007] find evidence of increased subject valuations for items with a price of

zero. Specifically, they find that for a given price difference between two goods, the less-expensive item

is chosen significantly more often when assigned a zero-price, as opposed to a low positive one. They

attribute this positive zero-price effect to the additional transaction utility that people receive when getting

something for free.

In online retail, firms can make shipping “free” at a relatively low cost to themselves—in principle, a firm

can make up the true shipping cost by simply charging a higher price.1 Thus, the context of shipping

charges might be a natural setting in which the zero-price transaction utility is important. To investigate

this possibility, I gather a large set of field data from eBay’s online marketplace. When controlling for the

impact of shipping in a flexible way, I find that free shipping has a statistically and economically significant

positive effect on: (i) a seller’s expected revenue conditional on making a sale; (ii) the likelihood that a

listed item actually sells; and (iii) a seller’s overall (unconditional) expected revenue for a given item

listing. Furthermore, in the process of studying the impact of free shipping, I also discover an unexpected

result in the domain of positively-priced shipping charges. While my analysis suggests the same qualitative

impact on revenue as previous studies—an increase in shipping yields an increase in expected revenue—I

find that the quantitative impact is significantly larger, so much so that it cannot be explained by simple

inattention to shipping charges.

For the empirical analysis, I focus on publicly available transaction data from eBay’s online auction

market. I use a customized web-scraper to collect approximately 25,000 listings of Apple iPad 2 sales

between August 1, 2011 and January 14, 2012. By capturing the underlying HTML code for these listings,

I am able to obtain all of the visual and informational content that a buyer would have observed while
1Although online auctions such as eBay do not allow for the (explicit) setting of item prices, they do allow sellers to set

shipping fees as (arbitrarily) high or low as they’d like, since the posted shipping “charges” are in no way restricted by the actual
shipping “costs”, regardless of weight or distance.
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searching for or comparing these items during the actual auctions. In addition to key control attributes

such as item condition, make/model/brand specifics, and technological features, I also observe a full

bidding history, with reputational scores for all bidders and sellers.

While most of the eBay shipping literature focuses only on revenue conditional on sale, it seems equally

important to investigate the impact of shipping charges on the likelihood that an item sells at all. More-

over, existing papers commonly assume a linear specification for the impact of shipping on revenue.

Thus, my analysis investigates (potentially) nonlinear effects of shipping charges on: (i) expected revenue

conditional on sale; (ii) probability of sale; and (iii) unconditional expected revenue.

In Section 1.3.1, I present the baseline analysis and results for conditional expected revenue. I begin with

a standard model of bidder valuation in the eBay market, where the revenue generated by a given auction

listing is assumed to be a function of: (i) the item’s physical value as determined by it’s quality and

the distributions of all participating bidders; and (ii) the total reserve price. I then permit conditional

revenue to depend on a flexible function of the shipping charge f(s), assuming only that the function

is continuous for all s > 0. At the unique charge of s = 0, I include a separate indicator to allow

for a potentially discontinuous revenue effect from free shipping. While the standard model suggests

that the allocation of an item’s reserve price between the “opening price” and “shipping” components

should be irrelevant for the amount of revenue ultimately generated, I find evidence of statistically and

economically significant revenue effects as an item’s specified shipping charge varies.

For a listing with free shipping, I find that the conditional revenue is: (i) $30 greater than a listing with

$1 shipping; (ii) $12 greater than a listing with median-shipping ($10); and (iii) greater than 90% of all

listings with positively-priced shipping. As a purely quantitative statement, this suggests a discontinuous

revenue boost from free shipping that is quite large given the observed distribution of shipping charges.

For positively-priced shipping, I find estimates that suggest a seller can often increase expected revenue

by reallocating a portion of the initial reserve choice from stated price to shipping charge. Furthermore,

across a large portion of the observed shipping distribution, I find marginal effect estimates that suggest

a $1 reallocation from opening price to shipping yields an equivalent $1 increase in expected revenue. If

we again consider the median shipping charge for this sample, s50 = $9.95, these reduced-form estimates

suggest, roughly, that the median-shipping seller might significantly increase expected revenue by either:

(i) increasing the size of the positive shipping charge; or (ii) switching to free shipping.
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Of course, one might also wonder whether higher shipping charges or free shipping are associated with

differences in the probability of sale. In Section 1.3.2, I use a probit model to estimate the impact of both

free shipping and shipping charges in general on the likelihood that a listing actually results in a sale.

Using the same basic specification and controls from the revenue regressions in Section 1.3.1, I again find

that both have a statistically and economically significant positive impact on the probability that an item

sells. In terms of free shipping, I find estimates that suggest an increase of 14% (relative to $1 shipping)

in the likelihood that a listing results in a sale. When paired with the positive conditional revenue effect

from the previous section, this suggests, at least qualitatively, a double benefit for sellers offering free

shipping.

Clearly, an accurate estimate of the impact on unconditional revenue requires more than an intuitive

pasting together of OLS and probit results. Thus, in Section 1.3.3, I use a Two-Part (Hurdle) model to

estimate the total effect of a seller’s choice of shipping charge on the unconditional expected revenue of a

listing. I find that when combining both conditional revenue and likelihood of sale components: (i) the

overall range of shipping effects follow the same qualitative pattern; and (ii) the expected revenue boost

for an average free-shipping listing is indeed even larger than that suggested by the OLS estimates for

conditional revenue alone.

In Section 1.4, I consider a potential confound created by eBay’s default user settings. When a standard

user conducts an item search on eBay, the website’s default setting is to show the item price for all

listings, but only the shipping charge for those items that offer free shipping. Although shipping charges

are revealed for all items once a user clicks the listing to view the item and details, it is conceivable

that this initial information default could present a confound for the interpretation of the zero-price

effect. To address this concern, I analyze a dataset of physically-identical items listed concurrently on

eBay’s United Kingdom website (www.ebay.co.uk). While the US and UK eBay markets feature identical

auction mechanisms, they differ in their default settings for the display of shipping charges, and thus

provide a useful comparison. I find that the estimated free and shipping effects on revenue are largely

similar across the two countries, but that their magnitudes are both somewhat diminished in the UK

market. In addition, I find that the largest difference between the two markets is in the likelihood-of-sale

component of a seller’s overall expected revenue. While the similarities for conditional revenue suggest

a consistent “added value” effect from free shipping across the two countries, the US-only impact for
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likelihood-of-sale suggests that potential bidders may also experience an added (initial) attraction towards

listings that feature a free shipping logo.

In Section 1.5, I address the additional concern of biased results due to unobserved seller heterogeneity

by analyzing the subset of sellers who use both free and positively-priced shipping for identical items. In

addition to limiting the analysis to the more professional sellers, this criterion also eliminates the concern

that either exclusively free or non-free shipping sellers are somehow biasing the results by being seen as

better in a way that is unobserved in the data. For this subsample, and several others outlined in the

appendix, I find that the results are largely unchanged from the baseline estimates.

1.2 Data

Using a customized web-scraping program, I collect a comprehensive set of raw data from eBay’s publicly

available record of completed listings. In order to further estimate effects on the likelihood that an item

sells, I also include all unsold listings during the same time period. By parsing the underlying HTML

code from these scraped listings, I am able to extract a full set of usable data. In general, each observation

contains three types of information: (i) listing details include the title, unique ID number, final sale price,

shipping fee, and ending time; (ii) item details include the condition, make/model/brand specifics, and

technological specifications; and (iii) bidding details include the time, date, and amount of each bid (either

actual or proxy), as well as the feedback scores and auction-specific identities of all bidders.2

The identification strategy I use is perhaps most dependent on the specific types of items selected for

observation. Because the analysis requires shipping-charge variation be orthogonal to item quality, it

is important that a (plausible) homogeneity assumption can be made for items with identical listing

characteristics. Thus, to best control for differing taste preferences among units of a similar item, I focus

on one particular product that is likely to be homogeneous across listings: Apple iPad 2’s.

The primary dataset contains approximately 25,000 observations of Apple iPad 2 sales between August 1,

2011 and January 14, 2012. I omit all observations that contain false/misleading information,3 mislabeled

international buyers or sellers, or retroactively canceled fraudulent transactions. After further analyzing
2Actual bidder identities are not disclosed, but unique five-character identifiers such as “t???4” or “1???y” do allow tracking

of bidders within (but not across) auctions.
3e.g. “32GB iPad2 Wi-Fi, Brand New box,” is literally an iPad 2 box.
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the textual content of each listing, I also drop observations for which: (i) item description includes some

variation of “bundled” or “extras;” (ii) shipping is listed as “Pick-up in person” or “Detailed: see info”;

or (iii) condition is listed as “for parts only” or “refurbished”; as these descriptions allow for potentially

sizable within-item heterogeneity. The remaining sample contains 15,595 observations, 12,731 (81%) of

which resulted in a sale. For each observation, the iPad 2 model/version is first classified according to its

combination of technical features: storage capacity (16 GB, 32 GB, 64 GB); internet connectivity (Wi-Fi

only, Wi-Fi + 3G); service provider (AT&T, Verizon, unlocked, and none); and color (Black/Chrome,

White/Chrome). The model variations are then split into subgroups by item condition: Brand New (in

box), New (opened), and Used.

Table 1 summarizes the key variables in the dataset. In addition to the item characteristics above, I also de-

fine variables for a number of auction and seller characteristics. For each transaction, the shipping charge,

revenue (defined as: item price + shipping charge), listing type (Auction, Buy-it-Now, Best Offer),4 seller

feedback/reputation rating, and ending time and date are all observed as mandatory information fields in

an eBay listing. Additional characteristics include dummy variables for: shipping type (Expedited, Stan-

dard, Economy), seller use of an eBay-provided “generic” title, seller earned icon denoting “Top-rated”

status, seller maintenance of an “eBay store,” seller with successful sales of more than one of the same

item within dataset (“multiseller”), and seller with fewer than 10 transactions on eBay (“newseller”).

On average, a transaction in this market results in a seller revenue of $587.86. The mean shipping charge

is $7.48 for the full sample, and $13.31 among listings with strictly positive shipping (56% of market);

the median shipping charge is $9.95 for the full sample, and $12.00 among listings with positive ship-

ping. Comparing realized revenue across all iPad 2 models in the sample, the average eBay transaction

(including shipping) captures approximately 85% of the concurrent Amazon retail price. “Free Shipping”

offers make up 43.9% of the sample, and 81.6% of all observations result in a sale. The fixed-price BiN

and “Best Offer” listings make up 30.1% of the sample, and are used only as controls for the number of

simultaneously available items. In terms of seller experience, we see that: (i) multiple-listing sellers make

up 71.4% of the sample; (ii) new sellers represent only 8.8% of the sample; and (iii) the mean feedback

score (6,890) suggests a sizable amount of prior eBay experience for most sellers.
4“Buy-it-Now” (BiN) is a fixed-price offer; a buyer can end the listing and purchase the item at any time by paying the

specified price plus shipping. “Best Offer” is a hybrid BiN listing; it allows buyers to send take-it-or-leave-it offers to the seller,
who then has 24 hours to decide whether to accept the offer (or any others received).
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Table 1.1: Summary Statistics

Full Sample Store Non-store
Mean Standard deviation mean mean

Listing Characteristics
Revenue (conditional on sale) 587.86 113.54 585.09 588.99
Shipping 7.48 7.79 6.19 8.01
Shipping (non-free only) 13.31 5.51 11.38 14.06
Free 0.439 – 0.457 0.431
Opening price 297.21 268.61 169.50 346.24
Bids (auctions only) 15.81 17.08 24.29 12.55
Sold 0.816 – 0.815 0.817
Auction 0.699 – 0.672 0.711
Buy-it-Now (or Best Offer) 0.301 – 0.328 0.289
Weekend 0.283 – 0.281 0.283
Night 0.188 – 0.139 0.208

Seller Characteristics
Feedback 6,890 23,810 22,924 370.46
Toprated 0.284 – 0.658 0.133
eBay Store 0.289 – – –
Returns allowed 0.408 – 0.769 0.262
Multiseller 0.714 – 0.945 0.620
Newseller 0.088 – 0.001 0.124
Expedited shipping 0.470 – 0.321 0.530
Standard shipping 0.448 – 0.632 0.373
Economy shipping 0.082 – 0.046 0.097

Item Characteristics
Brand New 0.605 – 0.357 0.705
New (open box) 0.210 – 0.517 0.086
Used 0.185 – 0.126 0.209
64 GB 0.227 – 0.204 0.236
32 GB 0.262 – 0.300 0.246
16 GB 0.511 – 0.496 0.517
White 0.384 – 0.415 0.372
3G Data 0.361 – 0.358 0.362
AT&T 0.206 – 0.193 0.211
Verizon 0.100 – 0.088 0.104

Observations 15,595 – 4,509 11,086

Looking at the distribution of actual item characteristics, we see that the sample contains a relatively

wide variety of model combinations, with the lower-budget version (16 GB, Wi-Fi only) representing

the most common type listed. Models with 3G data capability are primarily split between AT&T and
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Verizon, with only 5.4% listed as “unlocked.” In terms of individual item condition, we see that 60.5%

are “Brand-New” and another 21.0% are “New” (open box). Since the value of a consumer electronic

device is captured almost entirely by its features and condition, having this large portion of the sample

comprised of new units further reduces potential concerns of unobserved item heterogeneity.

Table 1.2: iPad Model Configurations

Frequency Percent Cumulative
16 GB
3G data: Brand-New 922 5.9 5.9

New (opened) 193 1.2 7.2
Used 297 1.9 9.1

Wi-Fi only: Brand-New 3,691 23.7 32.7
New (opened) 1,692 10.9 43.6
Used 1,174 7.5 51.1

32 GB
3G data: Brand-New 1,073 6.9 57.9

New (opened) 262 1.7 59.7
Used 350 2.2 61.9

Wi-Fi only: Brand-New 1,203 7.7 69.6
New (opened) 692 4.4 74.1
Used 503 3.2 77.3

64 GB
3G data: Brand-New 1,877 12.0 89.3

New (opened) 325 2.1 91.4
Used 329 2.1 93.5

Wi-Fi only: Brand-New 672 4.3 97.8
New (opened) 110 0.7 98.5
Used 230 1.5 100.0

Total 15,595 – –

In addition to the general item statistics in Table 1.1, I provide a detailed description of the iPad model

configurations and frequencies in Table 1.2. Combining the iPad’s key technical features of memory

(16 GB, 32 GB, 64 GB) and wireless capability (Wi-Fi only, Wi-Fi + 3G) with item condition (Brand

New, New, Used), I classify the data into 18 specific memory/data/condition combinations—later used

in the analysis to define item fixed effects. In general, we see that each of the model types represents a

non-trivial fraction of the total sample. For each memory/data category, the “Brand-New” units make

up at least 50%, with the combined “New” + “Brand-New” observations representing more than 75% of

each category. Apart from the particularly high frequencies of ultra-budget (16 GB Wi-Fi only) and ultra-

premium (64 GB 3G data) models, most of the memory and data categories appear evenly distributed.
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In the final two columns of Table 1.1, I provide comparison statistics with the sample split according to

whether or not a seller maintains an “eBay store”. Because sellers who operate a store are (likely) more

experienced than those who don’t—average feedback for store owners is 22,924 vs. 370 for non-store

owners—this allows us to check for any glaring imbalances in terms of subsample means across more/less

professional sellers. We see that the two types do differ in terms of several characteristics. On average,

non-store owners charge higher shipping ($8.01 vs. $6.19) and bring in slightly higher revenues ($588.99

vs. $585.09). Sellers who maintain stores tend to receive more bids, but they also place more fixed-price

listings.

In terms of free-shipping, the two types differ slightly (45.7% with store; 43.1% without), but this may

owe partly to the fact that fixed-price offers in general are more likely to ship for free. While it does

appear that non-store sellers are somewhat more likely to offer expedited shipping, the increased cost of

faster shipping may actually help explain the variation in average shipping levels between the two types.

The largest difference between types appears to be in item condition. Somewhat surprisingly, we see

that non-store sellers are actually more likely to list “brand-new” items. However, if we compare the

percentage of items in the combined “new” categories, we see that the means are actually 87% new items

for store owners and 80% for non-store owners. Overall, these differences between seller types suggest

that it will be important to both carefully control for possible interactions in the analysis and verify

robustness of results across subsamples.

Figure 1.1: Distribution of Shipping Charges
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In Figure 1.1, I provide histograms for the observed shipping charge frequencies.5 The first histogram
5 For both versions, bins are created by rounding shipping charges up to the nearest whole-dollar amount. For the full-sample

version, the zero-bin contains only free shipping items.
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contains all observations in the sample, and provides a better visualization of the 44% of the sample offer-

ing free shipping. The second histogram contains only the subsample of non-free shipping observations,

so that more detail is visible among the positively-priced-shipping sample.

Aside from the massive population density at zero, the most glaring visual component in these histograms

is the clustering of observations at some of the whole dollar shipping charge amounts (especially at

multiples of $5). Although these high frequency shipping charges—used later to motivate a nonparametric

shipping bins approach—are certainly worth addressing in the analysis, it is reassuring to note that there

are still a considerable number of observations that are not clustered at these values, but rather scattered

in between. In terms of the analysis that follows, it is perhaps most important to note that the majority

of positively-priced shipping observations are contained within the $5 to $25 range of the distribution.

1.3 The Impact of Shipping Charges

The primary goal of this paper is to estimate the effect of free shipping in an online market. Given

eBay’s requirement that sellers set reserve prices and shipping charges prior to the start of each auction,

this setting provides a unique opportunity to observe market-determined revenues for items that vary

only in these price components. In the following sections, I analyze the impact of free and positive ship-

ping charges on: (i) revenue conditional on sale; (ii) likelihood of sale; and (iii) unconditional expected

revenue.

1.3.1 Revenue Conditional on Sale

In order to accurately estimate the impact of a seller’s shipping choice on revenue, it is important to

capture both of the initial pricing decisions that must be made in this market. As in Hossain and Morgan

[2006], I define the effective reserve price of an item as the sum of its opening price (minimum bid) and

its shipping charge. Set by the seller before any bidding begins, this effective reserve essentially defines a

lower bound for the final revenue that an auction might generate. Raising an item’s effective reserve does

involve a tradeoff, however, since the increase in expected revenue (conditional on sale) is accompanied

by a decrease in the likelihood of sale, as the bidders with the lowest valuations are removed from the

pool of potential buyers.
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According to the standard model, only the value and effective reserve price of an item should affect its re-

alized revenue. Hence, for two otherwise identical listings with the same total reserve price, any variation

in the relative composition of this reserve between opening price and shipping should be irrelevant for

the revenue eventually generated. Given this assumption, it is common in the literature to then specify a

linear hedonic regression (roughly) of the form

revenue = α0 + α1 · reserve+ γ · value+ ε

where the realized revenue of an item is determined solely by: (i) the effective reserve price; and (ii)

the physical value as captured by item-feature and item-condition controls. Although eBay’s auction

mechanism generates revenue based on the second-highest bid, there should be no significant difference

between the hedonic determinants of a first or second highest bid.

In their pioneering analysis of shipping charges on eBay, Hossain and Morgan [2006] suggest a simple,

but clever, manipulation of this basic model to test the standard reserve assumption. By expanding the

reserve term into its opening price and shipping charge components, we can rewrite the specification

above as

revenue = α0 + α1 · opening + β1 · shipping + γ · value+ ε

and then test whether the two coefficient estimates α̂1 and β̂1 are in fact equal to each other, as implied

by the standard model. If the relative framing of these reserve price components is irrelevant, then there

should be no difference due to the simple expansion of the effective reserve summation.

While this linear shipping model is useful for testing the existence of shipping effects on revenue, it is

not clear that these effects (if they exist) should exhibit a linear relationship. Thus, I use a slightly more

nuanced approach in exploring the potential impact of shipping charges. In addition to testing the simple

reserve prediction of the standard model above, this allows me to test more specific hypotheses related to

nonlinear and zero-priced shipping effects.

In the following hedonic regressions, I begin with a vector γ of control parameters to capture all of

the feature/condition/seller characteristics that we might reasonably expect to impact an item’s physical

value. I then allow for both linear and nonlinear shipping charge effects, as well as a separate free (s = 0)

impact, using a flexible function f(s):
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revenue = α0 + α1 · opening + f(s) + γ · value+ ε

For each of the specifications, I include a dummy variable to allow for a discontinuous boost β0 in revenue

when a seller offers free shipping. In the first specification, I further assume that shipping has a linear

effect on revenue, captured by the coefficient β1:

f1(s) =


β0 , s = 0

β1 · s , s > 0

(1.1)

In the second specification, I allow revenue to vary non-linearly in shipping. After testing polynomials

of degree 1 - 20, I use the Bayesian information criterion (BIC) to select a 4th-degree polynomial for

shipping, with corresponding coefficients β1, β2, β3, β4:

f4(s) =


β0 , s = 0

β1 · s+ β2 · s2 + β3 · s3 + β4 · s4 , s > 0

(1.2)

In selecting the nonlinear specification, I also ran a series of diagnostic regressions to test whether the

second component of the effective reserve—opening price—should enter as a polynomial as well. In this

case, the BIC did not suggest a statistically better fit from any of the higher-order polynomials, and thus

I specify a linear opening price term throughout the baseline conditional revenue analysis.

Table 1.3 reports relevant coefficient estimates from several variations of the hedonic regressions outlined

above. In columns 1 and 2, I include only essential value covariates such as memory-size, WiFi, and item

condition. In columns 3 and 4, I include a full set of seller and auction-specific controls. In columns 5

and 6, I then present the final (baseline) estimates, replacing the individual item covariates with a set of

item fixed-effects (as defined in Table 1.2).
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Table 1.3: Effect of Shipping Charges on Conditional Revenue

Revenue (Conditional on Sale)

(1) (2) (3) (4) (5) (6)

Free (β0) 15.425??? 42.097??? 16.957??? 33.356?? 15.732??? 37.301???

(1.938) (11.987) (1.930) (11.122) (1.896) (11.107)

Shipping (β1) 1.068??? 8.021? 1.140??? 5.952? 1.094??? 7.272?

(0.115) (3.161) (0.114) (2.992) (0.112) (2.993)

Shipping2 (β2) -0.639? -0.499 -0.620?

(0.301) (0.288) (0.287)

Shipping3 (β3) 0.0250? 0.02218 0.0261?

(0.0119) (0.0114) (0.0114)

Shipping4 (β4) -0.00036? -0.00033? -0.00039?

(0.00016) (0.00016) (0.00015)

Opening price (α1) 0.009??? 0.010??? 0.066??? 0.066??? 0.064??? 0.064???

(0.002) (0.002) (0.004) (0.004) (0.004) (0.004)

Number of bids 0.596??? 0.598??? 0.590??? 0.591???

(0.046) (0.046) (0.045) (0.045)

Duration (days) 0.614??? 0.621??? 0.661??? 0.672???

(0.185) (0.185) (0.180) (0.181)

eBay store 6.665??? 6.652??? 6.940??? 6.908???

(1.700) (1.703) (1.640) (1.642)

Constant 444.624??? 417.899??? 366.359??? 350.560??? 436.267??? 415.707???

(3.893) (12.561) (20.183) (22.976) (19.705) (22.410)

Feature-combo FE No No No No Yes Yes

Brand New (sealed) 61.623??? 61.612??? 58.480??? 58.484??? – –
(1.439) (1.439) (1.358) (1.356) – –

64 GB 169.063??? 169.172??? 167.270??? 167.386??? – –
(1.471) (1.469) (1.468) (1.466) – –

3G Data 78.131??? 78.305??? 83.733??? 83.870??? – –
(6.773) (6.770) (6.312) (6.310) – –

R2 0.892 0.893 0.903 0.903 0.909 0.909

Observations 7,955 7,955 7,955 7,955 7,955 7,955

Notes: All specifications (1)-(6) include time/date fixed effects for: (i) Week of sale; (ii) Day/Evening/Night. For (1) &

(2), covariates are limited to basic item tech-features and condition. Columns (3)-(6) then include added controls for: (i)

large-scale (retail) seller FE; (ii) shipping speed; (iii) 95th & 99th pctile feedback.
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For the basic item controls in Table 1.3, we see that the coefficients all have the expected signs. Factors

such as condition, memory capacity and wireless (3G) capability that are positively correlated with item

quality are also shown to be positively correlated with revenue. For the auction-specific variables, we see

that the basic results are also as expected. An increase in bids is associated with an increase in revenue,

and the duration estimates suggest that revenue also increases as the length of an auction increases. In

terms of seller types, we see that the variables generally associated with more professional sellers are also

positively correlated with revenue.

Before moving to more specific hypotheses regarding shipping, it is worthwhile to first test the most basic

prediction of the standard model—that the actual composition of an item’s total reserve price (between

shipping charge and opening price) should be irrelevant for the revenue eventually generated. For each

of the specifications in Table 1.3, we see that this hypothesis is clearly rejected, as the opening price

coefficient α̂1 is significantly different from, and considerably smaller than, the shipping coefficient β̂1

in every case.6 Although this particular finding is not new—Hossain and Morgan [2006] & Brown,

Hossain, and Morgan [2010] both confirm similar hypotheses for a linear shipping model—it does provide

a convenient benchmark before moving to the main results.

In an effort to simplify the following discussion of linear (and nonlinear) models of free (and positive)

shipping effects on three separate seller outcomes, I have condensed the primary results of my analysis

into five general findings of interest:

Finding 1 (Free Shipping Boosts Revenue): For the average free-shipping item, conditional revenue is: (i) $30

greater than that of a $1-shipping item; (ii) $12 greater than that of a median-shipping ($10) item; and (iii)

greater than 90% of all items with positively-priced shipping.7

In addition to the basic shipping hypothesis above, the estimates in Table 1.3 also allow testing of a related

prediction—that the framing of a price component as “free” should impart no additional benefit beyond

a reduction in cost. Looking at the baseline estimates in columns 5 and 6, we see that both specifications

find a free coefficient β̂0 that suggests a statistically and economically significant revenue effect for sellers

offering free shipping.
6For the baseline linear estimates (column 5), we see: opening= 0.064 and shipping= 1.094. While this simple comparison

is not possible for the nonlinear case, it is shown in Appendix A that the effects are again significantly different.
7Quantitative estimates from nonlinear specification (column 6 of Table 1.3).
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Figure 1.2: Fitted-Value Predictions: Conditional Revenue
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Bins Only: $ 581.20 $ 553.26 $ 570.04 $ 574.05 $ 581.07 $ 589.43 $ 588.57 $ 567.71

Notes: Includes: (i) plotted predictions (w/ 95% conf. area) on interval s ∈ [0, 35] from the baseline nonlinear

estimates (Table 1.3, Column 6); and (ii) shipping-bin predictions (w/ 95% ci) from nonparametric estimates using

only items listed with s ∈ {0, 5, 10, 15, 20, 25, 30, 35}.

To help put this finding in context, Figure 1.2 provides fitted-value predictions from the f4(s) specifi-

cation, as well as several nonparametric estimates at commonly observed levels of shipping.8 Having

factored in the free shipping parameter β0 and 4th-degree shipping polynomial f4(s) from column 6, we

see that the estimated conditional revenue for free-shipping items ($582.27) is larger than that ($569.99)

for median-shipping ($10) items. Furthermore, if we consider that the 90th percentile cutoff for the

observed shipping distribution is $20, these estimates suggest that the expected revenue (conditional on

sale) for a free-shipping listing is actually greater than or equal to that of nearly all other positively-priced

options.

8All fitted-values presented in the analysis are obtained as follows: At each whole-dollar shipping charge s ∈ {0, 1, ..., smax},
opening price is set at the corresponding sample average for observations within that s-bin (rounding up to $(X + 1) if above
$X.50, or below to $X otherwise) . The outcome of interest (revenue or likelihood) is then predicted for the full sample, and
the average value of this prediction is plotted with corresponding 95% confidence intervals.
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To address the earlier concern of clustered observations at common shipping charges, Figure 1.2 also

includes results from a (fully) nonparametric shipping approach. Estimating the model based only on data

from the most common whole-dollar shipping charges, I find that the conditional revenue predictions

are quite similar for each of the individual shipping bins.9

Finding 2 (Non-linear Shipping Effect): The effect of shipping charges on revenue is: (i) nonlinear with respect

to shipping; (ii) positive for much of the observed shipping distribution; and (iii) negative at relatively high

levels of shipping.

While the linear f1(s) specification is useful for investigating the existence of shipping effects, it seems

intuitively that the impact on revenue might vary as the shipping charge becomes relatively high or low.

The predictions in Figure 1.2 certainly suggest that this is the case, and the baseline estimates in column 6

of Table 1.3 provide more formal evidence: for each of the f4(s) shipping coefficients (β1, β2, β3, β4) used

to generate the predictions in Figure 1.2, we see that the estimates are both statistically and economically

significant. Before moving to the revenue implications of this nonlinear shipping effect, however, I first

check whether the opening price has a nonlinear impact as well. In Appendix A, I present estimates

for conditional revenue using 4th-degree polynomials in both shipping charge and opening price. For

this specification, I find that the individual opening price coefficients, and the average total effect, are all

significantly different from their shipping charge counterparts.

Having found that this nonlinear effect is indeed unique to the shipping charge component of an item’s

reserve, I move next to the implications for conditional revenue. Looking at the fitted value predictions in

Figure 1.2, we see that the nonlinear model suggests that: (i) a seller offering relatively low (but positive)

shipping could significantly boost conditional revenue by raising the posted shipping charge; and (ii) a

seller offering relatively high shipping could actually boost conditional revenue by lowering the posted

shipping charge.

Although these estimates do not take into account any additional effects on the probability that an item

actually sells, they do suggest considerable variation in the potential revenue outcome of a seller’s choice

of shipping charge. Given this evidence of a nonlinear shipping impact, the next question is how the

implied marginal effects on revenue actually differ across the observed shipping distribution.
9See Appendix A for a detailed description of the actual shipping-bin frequencies and analysis.
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Finding 3 (df(s)
ds ≈ 1) : Both linear and nonlinear models suggest a marginal shipping effect that cannot be

explained by partial inattention alone.

In Figure 1.3, I present plotted estimates of the shipping functions f1(s) and f4(s), as well as some

specific slope estimates for common shipping values. Perhaps the most unexpected finding in the domain

of positively-priced shipping is the magnitude of the marginal effect (slope) estimates found across much

of the observed shipping distribution.

Looking at the plotted estimates in Figure 1.3, we see that the baseline linear specification suggests a

marginal shipping effect of df1(s)
ds = 1.09 . For the nonlinear model, we see that although the f4(s)

estimates show considerable variation in the tails of the distribution, they suggest a similar ( df4(s)
ds ≈ 1)

marginal effect across most of the high-density ($7 - $20) range of the observed shipping distribution.

Figure 1.3: Linear & Nonlinear f(s) with Slope Estimates
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columns 5 & 6).
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This particular finding presents a bit of a puzzle in terms of explaining the actual mechanism by which

shipping charges influence consumer behavior. Recall that the standard model prediction—increasing

shipping by $1 should lead bidders to reduce their bids by $1, thus leaving revenue unchanged—is vi-

olated for any slope greater than zero. As in previous studies (Hossain and Morgan [2006] & Brown,

Hossain, and Morgan [2010] suggest approximately df(s)
ds ≈ 0.5) the results here clearly reject the stan-

dard prediction of a zero slope. Unlike the findings in previous studies, however, the magnitude of these

estimates cannot be attributed to decreased salience or partial inattention alone. That is, in order to

explain a marginal shipping effect≈ 1, we would need a salience model in which consumers are fully inat-

tentive to shipping charges. Thus, while consumer inattention almost certainly plays a role in driving

these results, it cannot (plausibly) capture the full magnitude of the effects we are observing for free and

positively-priced shipping.

1.3.2 Likelihood of Sale

Although most of the existing literature has limited analysis to revenue conditional on sale, the impact

of shipping charges on likelihood of sale can be equally important. In this section, I use a probit model

to investigate the potential impact of shipping charges on the likelihood that a listing actually results in a

sale. Following the same basic method from section 1.3.1, I run a set of diagnostic regressions with both

shipping and opening price polynomials of differing degrees. In this case, the BIC selects third-degree

polynomials for both. Thus, for the probit specification, I include a vector x of reserve price components

and value controls, and model the probability that a listing results in a sale as Pr[sold|x] = Φ(z), where

z = ρ0 + g3(o) + g3(s) + γ · value is a linear index, and the opening price (o) and shipping charge (s)

enter as 3rd order polynomials:

g3(o) = θ1 · o+ θ2 · o2 + θ3 · o3 (1.3)

g3(s) =


π0 , s = 0

π1 · s+ π2 · s2 + π3 · s3 , s > 0

(1.4)

In Table 1.4, I report both raw coefficient estimates and average marginal effects (AME) of interest from

the probit model. In addition to the baseline covariates and item fixed-effects from the previous condi-
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tional revenue regressions, the probit regressions also include a variable for the number of simultaneous

listings.10 Column 2 presents AMEs for the shipping and opening price components both individually

and as combined total effects.

According to any standard auction model, an increase in opening price should result in a decrease in

probability of sale, since raising the minimum bid requirement eliminates any potential bidders whose

valuations are below the new opening price. Furthermore, increasing the number of concurrent auctions

for identical items should also decrease probability of sale, as potential bidders may choose to pursue

one of the competing listings instead. Looking at Table 1.4, we see that these standard predictions are

confirmed, as the overall estimates show that the likelihood of sale decreases when either the opening

price or number of competing auctions increases. In terms of free and positively-priced shipping, these

likelihood-of-sale results suggest two additional findings of interest.

Finding 4 (π̂ 6= θ̂) : Reserve price components—shipping charge and opening price—have significantly differ-

ent impacts on likelihood of sale.

In Table 1.4, the probit coefficients and marginal effect estimates all indicate a significant impact from

shipping on the likelihood that a listing results in a sale. Furthermore, the coefficient estimates for

π̂2 and π̂3 suggest that this relationship is again nonlinear in shipping. If we then compare the shipping

coefficients to those from the opening price polynomial, we see that: (i) each of the individual coefficients

(and AMEs) for opening price are significantly smaller in magnitude than those for shipping; and (ii)

unlike the negative impact for the opening price, the average total effect for shipping is actually positive.

Clearly, these findings contradict the standard model prediction that the sale probability should depend

on an item’s total reserve price, but not the relative make-up of its “opening price” and “shipping charge”

components. Particularly puzzling, though, are the opposite directions for the estimated total effects.

Although this may simply reflect the inherent difficulty in capturing total effects with a single AME

measure, it seems unlikely that we would see such a dramatic qualitative difference if these components

were not (somehow) affecting bidders in unique ways.
10Although this simultaneous-listing variable was tested and found insignificant for the revenue regressions, it is both statisti-

cally and economically relevant for the likelihood that an item sells.
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Table 1.4: Effect of Shipping Charges on Likelihood of Sale

Pr(Sold=1)

(1) Probit (2) AME

Free (π0) 0.98188??? 0.17236???

(0.21591) (0.03786)

Shipping (π1) 0.13865??? 0.02433???

(0.03588) (0.00629)

Shipping2 (π2) -0.00670??? -0.00118???

(0.00178) (0.00031)

Shipping3 (π3) 0.00008?? .0000139??

(0.00002) (0.0000043)

Total shipping effect 0.00827???

(0.00242)

Opening (θ1) 0.00514??? 0.00090???

(0.00098) (0.00017)

Opening2 (θ2) -0.00002??? -0.0000033???

(0.000001) (0.0000006)

Opening3 (θ3) 8.53e-9?? 1.50e-9??

(2.72e-9) (4.77e-10)

Total open-price effect -0.00068???

(0.00005)

# Simultaneous listings -0.00533??? -0.00093???

(0.00110) (0.00020)

Observations 9,056 9,056

Notes: Includes item FE (see Table 1.2), time/date FE, and #-simultaneous

listings; other covariates identical to conditional revenue baseline.

Finding 5 (Free Shipping Increases Likelihood of Sale): In addition to boosting an item’s revenue conditional

on sale, free shipping also provides a sizable increase (relative to most positive shipping charges) in the likelihood

that an item actually results in a sale .

While the estimates in Table 1.4 give a clear indication of the significance of free shipping, the probit

coefficients alone are not particularly intuitive, and the AMEs are of limited use for comparisons across

the shipping distribution. Thus, Figure 1.4 provides a graph of the predicted sale-likelihoods from the

baseline probit model, as well as some nonparametric estimates at commonly observed levels of shipping.

Looking at the full sample plot, we see that the predicted likelihood of sale for a free shipping item is larger

than that for all other shipping charges. Although the confidence intervals are clearly quite large for the

tails of the shipping distribution, a comparison across the range of high-frequency shipping charges ($7.50
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- $20) suggests that this relative boost in likelihood of sale is indeed economically significant. Looking at

the nonparametric estimates, we see little evidence that clustered shipping values are affecting the overall

results, as the bin predictions are (again) quite similar to those for the full sample.

Figure 1.4: Fitted-Value Predictions: Likelihood-of-Sale
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Notes: Figure 1.4 includes: (i) plotted predictions (w/ 95% conf. area) on interval s ∈ [0, 25] from

the baseline probit estimates (Table 1.4, Column 1); and (ii) shipping-bin predictions (w/ 95% ci)

from nonparametric estimates using only items listed with s ∈ {0, 5, 10, 15, 20, 25}.

Moving to the numerical estimates, we see that the predicted likelihood of sale for the average free-

shipping listing is 0.870, while that of the average median-shipping ($10) listing is 0.837. Looking at the

other predicted probabilities, we see that for most of the observed shipping distribution, these are even

smaller than the median prediction. Although an accurate quantitative estimate requires more than rough

calculations, this finding suggests (at least qualitatively) a nontrivial added bonus for the unconditional

expected revenue of a seller offering free shipping.
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1.3.3 Unconditional Expected Revenue

Qualitatively, the preceding sections have shown evidence of a double benefit—increased conditional

revenue and likelihood of sale—for sellers offering free shipping. While this clearly implies a positive net

effect, it is worth quantifying this joint impact on unconditional expected revenue as well.

In order to estimate unconditional revenue, we must first decide how to deal with a dependent variable

(revenue) that is equal to zero when a listing fails to result in a sale. Unlike censored or truncated

settings, however, this is not a problem of data collection. For these listings that do not sell, we are in fact

observing a legitimate corner-solution outcome (from a profit-maximizing seller’s perspective) and a full

set of independent variables. Thus, since the economic model motivating the analysis can involve zero

values for the actual outcome of interest, it is important to select an econometric model that incorporates

these corner solution outcomes as well.

Although a Tobit model is commonly used for data of this type, it is limited by the relatively strong

assumption that a single vector of parameters determine both the participation decision of whether to

bid, and the amount decision of how much to bid if bidding.11 In addition to restricting the econometric

specification, this also implies that: (i) the marginal effects of an explanatory variable (such as shipping)

on the participation and amount decisions must always have the same sign; and (ii) the ratio between

any two marginal effects must be the same for both the participation and amount decisions. Having just

found in the preceding OLS and probit analyses that this assumption (and its direct implications) appear

to be systematically violated across much of the observed shipping distribution, it is difficult to argue that

a Tobit model is the best choice for this setting.12

Given these concerns, I choose instead to analyze a Two-Part (Hurdle) model. Essentially, the Hurdle

model is a hybrid, in that it uses one model to estimate whether the “hurdle” (participation decision

y > 0) is passed, and then another to estimate the amount decision y, given y > 0. In addition to nesting

the Tobit model as a special case, the Hurdle model also relaxes the assumption above by allowing an

independent set of parameters for each component.
11A Tobit model would be consistent with a potential bidder having drawn some personal valuation v for an item, and then

simply bidding this valuation if the “perceived” reserve is less than v.
12Most notably, we see that for shipping charges between $15 and $25 (a high frequency portion of the observed distribution),

the marginal effect of shipping is negative for likelihood-of-sale and positive for conditional revenue.
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For the analysis here, I estimate a variation known as the Truncated Normal Hurdle (Craggit) model,

first proposed by Cragg [1971].13 Treating the two decision components separately, I specify:

(i) a probit model for the participation decision:

Pr[y > 0|x1] = Φ(x1ρ)

(ii) a truncated normal regression model for the amount decision (given y > 0):

f(y|x2, y > 0) =
φ
(y−x2β

σ

)
/σ

Φ(x2β
σ )

The key to the Hurdle model’s flexibility here is that the vector of probit covariates x1 is now allowed to

differ from the truncated normal covariates x2. Furthermore, for any given probit coefficient, say ρship,

the corresponding revenue coefficient βship is in no way restricted to share either direction or magnitude.

For the probit component, I again specify g3(s) and g3(o), as well as the same controls used for the

likelihood-of-sale analysis in Section 1.3.2. For the truncated normal portion, I mimic the baseline con-

ditional revenue specification from Section 1.3.1, using f4(s) and f1(o), along with identical controls.

Combining these, we derive the likelihood function (conditional on x1, x2) for our Hurdle model:

f(y|x1, x2) = [1− Φ(x1ρ)]1{y=0}[Φ(x1ρ) ·
φ
(y−x2β

σ

)
/σ

Φ(x2β
σ )

]1{y>0}

After obtaining the maximum likelihood estimators for ρ (probit), β and σ (truncated normal); we can

then predict fitted values for unconditional expected revenue using the following expression:14

E[y|x1, x2] = Φ(x1ρ)
[
x2β + σλ(

x2β

σ
)
]

Since the individual coefficient estimates are only relevant for the latent variable y?, I do not report these

here. Instead, Figure 1.5 provides a fitted-value plot from the Hurdle model above, along with several

specific numerical estimates for the unconditional expected revenue at common shipping charges.
13The actual estimation uses a modified version of the ’craggit’ program, as described in Burke [2009].
14Where λ(z) = φ(z)

Φ(z)
is the Inverse Mills Ratio.

23



Figure 1.5: Hurdle Model Predictions for Unconditional Expected Revenue
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predictions from the Two-Part (Hurdle) model outlined in section 1.3.3 above.

Looking at the plot in Figure 1.5, we immediately notice several key differences from the conditional

revenue estimates in Figure 1.2. First, we see that the higher shipping charges are now being significantly

penalized (from a seller revenue standpoint) by a decrease in the likelihood of sale. Second, we see that

for free-shipping items, incorporating the increased likelihood of sale makes them unambiguously best in

terms of unconditional revenue.

Given the probit estimates from the previous section, neither of these findings are especially surprising

from a qualitative standpoint. By incorporating both of the components that ultimately determine a

seller’s expected revenue, however, the two-part model almost certainly allows for more accurate quanti-

tative comparisons across the shipping distribution. In particular, these estimates—and their implication

that unconditional revenue is “maximized” at a shipping charge of zero—do a much better job than condi-

tional revenue alone in explaining the extremely high frequency (44.5%) of free shipping offers observed

in the data.
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1.4 Additional Evidence from eBay-UK

Thus far, the empirical results have all suggested that free shipping has a sizable positive impact on both

expected revenue and the likelihood of sale. Due to one of eBay’s default user settings, however, it is

possible that the effects we are observing are actually operating through more than one mechanism. For

an initial item search, eBay’s default setting is to show the item-price for all listings, but only the shipping

charge for those items that offer free shipping. Furthermore, while the font style and size are identical,

the actual text in which “Free Shipping” is written is both slightly thicker and lighter in shade.

These differences present a potential difficulty in interpreting the mechanism behind a zero price effect,

as it may be that the free shipping estimates from previous sections are actually capturing more than just

an added value from free. Specifically, it isn’t clear whether the estimated free coefficient is capturing: (i)

the fact that people simply like getting things for free; (ii) the impact of a “Free Shipping” logo and its

pricing information; or (iii) some combination of these.

Although eBay’s user settings do not allow for an explicit test in the US data, we may still be able to tease

apart the impact of free by analyzing the separate, but nearly identical, eBay market in the UK. Having

collected a large set of physically-identical items from concurrent listings on www.ebay.co.uk, I extend

the analysis in this section to exploit a subtle variation in the default disclosure of eBay’s UK website.

Specifically, I utilize the fact that the UK market default is to include both free and positively-priced

shipping charges in all initial searches. In addition to eliminating the informational differences for “Free

Shipping”, however, this variation also removes the font differences. Fortunately, this only limits our

ability to separate the two confounds from each other, and not from the zero price effect of interest.

1.4.1 Conditional Revenue: UK vs. US Market

To help put the following eBay UK analysis into context, I provide a brief set of cross-country summary

statistics in Table 1.5.15 While the overall mean shipping charge is clearly higher in the UK market

($12.27 vs. $7.48), the non-free average is much closer ($15.18 vs. $13.31), given the reduced frequency

of free shipping in general (19.2% vs. 43.9%). The number of inexperienced “newsellers” appears to be
15See Appendix A for a full set of comparison statistics across the UK and US markets.
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similar across markets, but the proportion of sellers maintaining eBay stores is significantly smaller in the

UK. For listings in general, we see that those in the UK are less likely to be brand new or result in a sale.

Table 1.5: Summary Statistics: UK vs. US Markets

UK Market US Market
Mean Std.Dev. Mean Std.Dev.

Listing Characteristics
Revenue (conditional on sale) 658.82 119.26 587.86 113.54
Shipping 12.27 7.52 7.48 7.79
Shipping (non-free only) 15.18 5.09 13.31 5.51
Free 0.192 – 0.439 –
Opening price 327.13 278.35 297.21 268.61
Bids (auctions only) 14.67 12.17 15.81 17.08
Sold 0.672 – 0.816 –
Auction 0.621 – 0.699 –

Seller & Item Characteristics
Feedback 11,631 42,138 6,890 23,810
eBay Store 0.141 – 0.289 –
Newseller 0.084 – 0.088 –
Brand New 0.466 – 0.605 –
Observations 6,332 – 15,595 –

Notes: UK values converted to dollars at exchange rate of (1 GBP = 1.583 USD).

I begin the eBay UK analysis by comparing conditional revenue estimates across the two markets.16 In

Table 1.6, I present the results from several variations of the baseline conditional revenue analysis, with

columns 1 - 3 referencing the earlier results for the original US-only sample, and columns 4 - 6 reporting

new results for the UK-only data. In addition to the linear f1(s) and fourth-degree polynomial f4(s)

specifications for shipping, I also include a second-degree polynomial version f2(s), as a BIC test for the

UK data suggested a slightly better fit from this specification.

Looking at the conditional revenue comparisons in Table 1.6, we see that the key coefficients of interest

are generally quite similar. Comparing the linear specifications in columns 1 and 4, we see that the UK

shipping effect is still highly significant statistically, and slightly larger in magnitude than that for the US

market. While we do see a decrease in magnitude and statistical significance for the free coefficients, these

estimates clearly suggest that an economically significant zero price effect exists in the UK market as well.
16I also analyze a merged dataset of UK/US transactions in Appendix A, allowing country-specific coefficients for all shipping

terms. I find some decrease in statistical significance, but generally the estimates are similar.
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Although my primary interest is in comparing the US(f4) baseline estimates to those from the corre-

sponding UK(f4) version, we can see in Table 1.6 that both of the nonlinear models give estimates for

free and positively-priced shipping that are quite similar in magnitude across the two countries. Fur-

thermore, if we compare the relative shipping charge and opening price effects, we see that the standard

reserve prediction is also soundly rejected for the UK data, regardless of the shipping specification.

Table 1.6: Conditional Revenue (OLS): US & UK Markets

Revenue (Conditional on Sale)

US(f1) US(f2) US(f4) UK(f1) UK(f2) UK(f4)

Free 15.732??? 22.945??? 37.301??? 12.640? 19.352? 32.594
(1.896) (4.013) (11.107) (5.203) (8.313) (23.883)

Shipping 1.094??? 2.128??? 7.272? 1.168??? 2.022? 7.021
(0.112) (0.495) (2.993) (0.217) (0.853) (5.973)

Shipping2 -0.033? -0.620? -0.038 -0.926
(0.015) (0.287) (0.036) (0.825)

Shipping3 0.0261? 0.0595
(0.0114) (0.0463)

Shipping4 -0.00039? -0.00131
(0.00015) (0.00089)

Opening price 0.064??? 0.064??? 0.064??? 0.088??? 0.088??? 0.088???

(0.004) (0.004) (0.004) (0.008) (0.008) (0.008)

Number of bids 0.590??? 0.590??? 0.591??? 1.235??? 1.239??? 1.229???

(0.045) (0.045) (0.045) (0.143) (0.143) (0.143)

Constant 436.267??? 430.129??? 415.707??? 559.302??? 551.993??? 538.772???

(19.705) (19.818) (22.410) (20.733) (21.902) (31.419)

Feature-combo FE Yes Yes Yes Yes Yes Yes

R2 0.909 0.909 0.909 0.841 0.841 0.842

Observations 7,955 7,955 7,955 2,186 2,186 2,186

Notes: All specifications include item FE (see Table 1.2) and time/date FE {Week of sale, Day/Evening/Night}. Except

for UK-market dummy, all other controls identical to conditional revenue baseline (Table 1.3).

While most of the additional controls have similar signs and significance as well, I do find a couple of

differences across countries that are worth noting for the analysis that follows. First, the constant term

for each of the UK regressions is consistently larger than the that of the US market. This difference can

also be seen in the summary statistics for the two markets, and is essentially reflecting the fact that iPads
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in the UK are simply more expensive. The second significant difference I find is that the number-of-bids

effect is nearly double for the UK market. Because there are no correlations that suggest this might affect

the shipping analysis, I don’t formally pursue these bid estimates further.

Mimicking the baseline nonlinear specification from the US analysis, Figure 1.6 provides fitted-value pre-

dictions from the nonlinear UK(f4) specification for conditional revenue in the UK market. Although

the confidence intervals are larger for the tails (as suggested by the decreased shipping variation in the

UK), and the point estimates are larger throughout (as suggested by the difference in constant terms

from Table 1.6), these plotted predictions are generally quite similar to those in Figure 1.2 for conditional

revenue in the US.

Figure 1.6: Fitted Value Predictions: Conditional Revenue (UK-only)
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If we compare the focal points of free and median ($15) shipping, we see that they are similar (as in the

US market), and that the predicted revenue for free shipping in the UK is slightly larger than that of a

median-shipping item. In general, this suggest that, regardless of the differences in default information

disclosure, a sizable free shipping impact still exists for conditional revenue in the UK market.
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1.4.2 Likelihood-of-Sale: UK vs. US Market

Following the methods of the conditional revenue comparison, I also replicate the baseline likelihood-

of-sale analysis for the UK-only data. Unlike the preceding section, however, I do find some significant

differences in terms of the free and shipping effects on the probability that an item actually results in

a sale. In Table 1.7, I report the probit coefficients and average marginal effect estimates from separate

regressions on the US and UK markets.

Table 1.7: Likelihood-of-Sale (probit): US & UK Markets

Pr(Sold=1)

Probit (US) AME (US) Probit (UK) AME (UK)

Free 0.98188??? 0.17236??? 0.40882 0.10982
(0.21591) (0.03786) (0.52848) (0.14196)

Shipping Charge 0.13865??? 0.02433??? 0.12294 0.03303
(0.03588) (0.00629) (0.11671) (0.03134)

Shipping2 -0.00670??? -0.00118??? -0.01038 -0.00279
(0.00178) (0.00031) (0.00818) (0.00219)

Shipping3 0.00008?? .0000139?? 0.00026 0.000070
(0.00002) (0.0000043) (0.00017) (0.000048)

Total shipping effect 0.00827??? 0.00232
(0.00242) (0.00257)

Opening price 0.00514??? 0.00090??? 0.00444??? 0.00119???

(0.00098) (0.00017) (0.00086) (0.00023)

Opening2 -0.000020??? -0.0000033??? -0.000014??? -0.0000036???

(0.000001) (0.0000006) (0.0000026) (0.0000007)

Opening3 8.53e-9?? 1.50e-9?? 6.93e-9??? 1.86e-9???

(2.72e-9) (4.77e-10) (1.98e-9) (5.27e-10)

Total open-price effect -0.00068??? -0.00030???

(0.00005) (0.00006)

# Simultaneous listings -0.00533??? -0.00093??? 0.00206 0.00055
(0.00110) (0.00020) (0.00182) (0.000048)

Observations 9,056 9,056 3,357 3,357
Notes: Includes item FE (see Table 1.2) and time/date FE {Week of sale, Day/Evening/Night}. Except for UK-

market dummy, all other controls identical to US-baseline probit regression (Table 1.4).

Comparing the US results in columns 1 and 2 to the UK estimates in columns 3 and 4, we see that while

the opening price coefficients are quite similar for the two countries, the estimated effects of free and

positively-priced shipping are clearly diminished in the UK market. Furthermore, while the shipping

coefficients are only slightly decreased in magnitude, we see that the relative size of the free coefficient
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is considerably smaller. If we are willing to accept the assumption that the same shipping and opening

price polynomials should apply to both markets, then the stark contrast between these estimates—both

statistically and economically—suggests that the effect of free shipping on likelihood-of-sale is indeed

significantly different in the UK market.

For an additional comparison across countries, Figure 1.7 provides fitted value predictions for the prob-

ability that an item sells in the UK market. Not surprisingly, we see that the results in Table 1.7 are

reflected in these predictions. Disregarding the large confidence intervals at the tails, it is clear that the

predicted likelihood of sale changes very little across the most common shipping charges of $10 - $20. If

we then compare the prediction for free shipping to the UK-median of $15, we see that there is almost no

difference in the predicted probability of sale. In terms of the overall implications for free shipping and

its mechanism, these results suggest that the most significant difference between the two levels of default

information disclosure is in the impact on likelihood of sale.

Figure 1.7: Fitted Value Predictions: Likelihood of Sale (UK-Only)
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From a qualitative standpoint, these eBay-UK results provide some useful insight into understanding the

actual mechanism behind the observed free shipping effects. If the initial display of a free shipping logo in

the US market serves as an added attraction for potential bidders, then we might expect exactly the sort

of US-only impact on likelihood of sale that appears here. Furthermore, if people do indeed derive some

additional value from free, then we would expect to find conditional revenue estimates that are relatively

similar across the two countries—again, as is the case here. Thus, while this type of cross-country analysis

certainly relies on some (potentially) strong assumptions, it clearly suggests a revenue impact from free

shipping that goes beyond a simple eBay informational component.

1.5 Unobserved Seller Heterogeneity

Given the wide range of sellers participating in the eBay market, an obvious concern is that the empir-

ical results might be biased due to unobserved seller heterogeneity. That is, maybe there is something

about a seller’s choice of shipping charge that potential buyers are interpreting as a signal of seller qual-

ity. Although many item and seller characteristics are controlled for in the baseline analysis, we cannot

observe everything. For example, if buyers prefer dealing with “professional” sellers, and this quality is

not directly observed in the data, then there may be a positive correlation between certain seller-types

and revenue that is not captured in the analysis.

Using the data available, there are several ways to go about testing for this potential bias. One option

is to divide the data according to various (potentially) quality-related seller traits, and then analyze each

subsample separately, looking for any systematic differences in the resulting shipping-effect estimates.

This is certainly a helpful step, and I include a variety of these subsample analyses in Appendix A.17 The

problem, however, is that even if a particular subsample division does capture some unobserved seller

trait that affects revenue, we still won’t necessarily know if and/or how this trait is correlated with a

seller’s choice of shipping charge. Furthermore, even if the empirical results are unchanged by these

divisions, we may still suspect that sellers are signaling something that is both correlated with shipping

and unobserved in the data.
17In general, I find that regardless of the subsampling criteria, the estimates of interest are qualitatively unchanged, and

quantitatively quite similar.
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In an effort to avoid the difficulties outlined above, I focus the analysis in this section on sellers whose ship-

ping strategies include both free and positively-priced shipping charges for identical items. Although this

strategy is becoming quite common among the large online retailers running free and reduced-shipping

coupon codes and promotions, it was somewhat puzzling during the initial data collection to find so

many smaller-scale eBay sellers exhibiting similar behavior. Given our concerns of unobserved signaling,

however, this subsample provides an excellent test, as we are able to observe the same sellers using differ-

ent shipping charges. While this clearly requires an exogeneity assumption for the underlying motivation

behind these sellers’ strategies, recent work by Einav et al. [2015] finds that for a variety of similarly-

defined “matched listing” approaches, their estimates are robust to even narrower subsample criteria.

I begin by defining a “mixed strategy seller” (MSS) as any seller who has completed sales of identical items

using both free and positively-priced shipping. I identify 227 such sellers in the data (4% of all sellers),

and find that they account for 3,458 (22%) of all observations and 2,821 (23%) of all completed sales. In

terms of seller experience, these sellers have a mean feedback score of 17,192 (median of 24,472), while

the full sample has a mean score of 187 (median of 6,779). This suggests that the sellers who are utilizing

mixed-shipping strategies are also relatively high-volume, professional eBay sellers. Using this subsample,

I run conditional revenue and likelihood-of-sale regressions following the same basic form as the primary

analyses in Section 3.

In Table 1.8, columns 1 - 3 provide a comparison of the conditional revenue estimates for: (i) the full

sample; (ii) MSS-only, without seller fixed-effects; and (iii) MSS-only, with seller fixed-effects. Looking at

the estimates in columns 2 and 3, we see immediately that the free and shipping coefficients of interest are

still statistically and economically significant. While the magnitude of both effects is slightly larger for

the subsample estimates in column 2 (compared to the full sample in column 1), we see that the inclusion

of seller fixed-effects in column 3 provides estimates that are quite similar to those from the full-sample

baseline specification.

Although the free and shipping estimates in Table 1.8 are largely similar across samples, we see that

the opening price estimates are not. Clearly, we still reject the prediction of the standard model, as

the opening price coefficient remains different from (and significantly smaller than) the shipping effect

estimate in both columns 2 and 3. It is curious, though, that both the economic and statistical significance

of the opening price drop as much as they do when moving to the limited sample. Considering the actual
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opening price distributions for the two samples, however, provides a plausible explanation. Of all the

opening prices observed in the data, the specific charges of $0.01 and $0.99 are the two most common.

While these are observed with frequencies of 20.5% and 21.2% in the full sample, the MSS-subsample

frequencies are even more skewed at 64.6% and 4.54%. Given such a large proportion of MSS listings

with opening prices of a penny, the diminished coefficient estimates in columns 2 and 3 seem a bit more

plausible.

Table 1.8: Conditional Revenue (OLS): Mixed-Strategy Sellers

Revenue (Conditional on Sale)

All MSS-Only MSS-Only

Free 15.732??? 20.705??? 14.905??

(1.896) (4.943) (5.042)

Shipping charge 1.094??? 1.318??? 1.010??

(0.112) (0.317) (0.322)

Opening price 0.064??? 0.017? 0.009

(0.004) (0.008) (0.010)

Constant 436.267??? 602.033??? 508.219???

(19.705) (13.771) (20.494)

Seller Fixed Effects No No Yes

R2 0.909 0.948 0.949

Observations 7,955 1,699 1,699

Notes: All include same item FE (see Table 1.2), time/date FE, and auction controls as

conditional revenue baseline (Table 1.3).

In Table 1.9, I compare full sample and MSS subsample estimates for the free and shipping effects on

likelihood of sale. As discussed earlier, the observed shipping charge and opening price distributions for

the MSS subsample are noticeably different from those of the full sample. Given these differences, I again

used the BIC to determine the best-fitting polynomial for both the opening price and shipping charge

components of the probit specification. While the full sample was best fit with third-degree polynomials,

this limited MSS-subsample was significantly better fit by a second-degree polynomial. Thus, the probit

coefficient and average marginal effect estimates of columns 3 and 4 are only provided for the two reserve

components and their squares.
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Table 1.9: Likelihood-of-Sale (probit): Mixed-Strategy Sellers

Pr(Sold=1)

Probit(All) AME(All) Probit(MSS) AME(MSS)

Free 0.98188??? 0.17236??? 1.55559? 0.19968?

(0.21591) (0.03786) (0.62139) (0.07917)

Shipping Charge 0.13865??? 0.02433??? 0.13204? 0.01695?

(0.03588) (0.00629) (0.06645) (0.00849)

Shipping2 -0.00670??? -0.00118??? -0.00345? -0.00044?

(0.00178) (0.00031) (0.00155) (0.00019)

Shipping3 0.00008?? .0000139?? – –
(0.00002) (0.0000043) – –

Total ship-effect 0.00827??? 0.00844?

(0.00242) (0.00511)

Opening price 0.00514??? 0.00090??? 0.00637? 0.00082?

(0.00098) (0.00017) (0.00301) (0.00038)

Opening2 -0.000020??? -0.0000033??? -0.000016??? -0.0000020??

(0.000001) (0.0000006) (0.000003) (0.0000005)

Opening3 8.53e-9?? 1.50e-9?? – –
(2.72e-9) (4.77e-10) – –

Total open-effect -0.00068??? -0.000096?

(0.00005) (0.000018)

Seller Fixed Effects No No Yes Yes

Observations 9,056 9,056 1,794 1,794
Notes: Includes same item FE, time/date FE, and auction controls as US baseline (Table 1.4).

In Table 1.9, we see a decrease in statistical significance for several of our estimates. In terms of economic

significance, however, it is clear that the effects of interest are still quite similar in magnitude. First, for

free shipping, although the MSS subsample does have a noticeably larger probit coefficient, the AME of

free shipping is actually quite similar and in fact slightly larger than that for the full sample. Moving

next to shipping charges, we see that even with the difference in shipping polynomial, the total effect is

almost identical across the two samples. Finally, for the opening price, we see that while the individual

coefficients are slightly diminished, the overall effect is relatively similar. Furthermore, the total effect of

the opening price on likelihood-of-sale is clearly different from (and significantly smaller than) the effect

of shipping, again rejecting the standard model prediction.

Given our initial concerns of unobserved seller heterogeneity, the similarity and significance of these

MSS subsample results for the effects of free and shipping are encouraging. In general, the combina-
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tion of similarly-experienced sellers and individual seller fixed effects leaves very few remaining channels

through which a seller’s choice of shipping might signal some characteristic that is not captured in the

observational data. Perhaps most important, though, is the fact that this subsample allows us to observe

the same identical sellers using both free and positively-priced shipping. Given our particular interest in

the effect of free shipping, this effectively eliminates the concern that either exclusively free or non-free

shippers are somehow biasing the results by being seen as “better” in a way that is unobserved in the data.

1.6 Discussion

The required purchase of shipping on eBay presents a rare opportunity to observe consumer preferences

for a zero-priced commodity in a market setting. I exploit this environment to investigate the value

of free, and in the process uncover several new results for shipping charges in general. For the unique

shipping charge of zero, I find evidence of significantly increased bidder valuations—and thus, seller

revenue—for items that offer free shipping. When allowing for nonlinear shipping effects and a potentially

unique impact from free shipping, I also find that, in addition to the conditional revenue outcomes studied

in previous work, the actual likelihood of sale—and thus unconditional expected revenue—for an eBay

listing can also be affected by a seller’s choice of shipping charge.

My approach provides two distinct benefits relative to the existing work on free, as it: (i) provides an

increase in external validity due to the market setting and increased variety of alternative choices; and

(ii) eliminates the asymmetric dominance problem by making the purchase of “Free Shipping” clearly

distinct from a decision to buy nothing. This analysis may also provide some additional insight for

future research using eBay data. Specifically, it suggests that: (i) shipping charges impact more than just

conditional revenue; and (ii) this impact varies nonlinearly across the range of potential charges.

For the unique shipping charge of zero, in particular, these findings provide insight that may be useful

for research in both online auctions and online retail in general. Given the itemized pricing structure of

nearly all online transactions, it may be that firms find it profitable to strategically frame both shipping

charges and additional add-on price components such as taxes.
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Chapter 2

Variations in the Value of Free

2.1 Introduction

The empirical evidence in Chapter 1 suggests that consumer preferences over—or attention to—the indi-

vidual components of an item’s auction reserve price are “nonstandard” in several systematic, and eco-

nomically significant, ways. In particular, we saw that an eBay seller’s choice of shipping charge affects

not only total revenue generated upon sale, but also the probability that the listing actually results in

a sale. Since the revenue generated by an unsold item is zero—and the cost of listing one is not—both

of these components are economically relevant for sellers. In general, the previous evidence suggests a

nonstandard (or non-revenue-equivalent) impact from any shipping charge. For the unique charge of

zero, however, we saw a particularly significant impact on a seller’s expected revenue, as the estimates for

free shipping suggested a sizable (positive) boost in both the conditional revenue and likelihood of sale

components.

In this chapter, I replicate my previous analysis using eBay data from two new items—the Apple iPod

Touch and a lower-priced tablet, the HP Touchpad. I then compare the estimates for both free and

positively-priced shipping across all three of my samples. While these replications will certainly provide a

nice robustness check for the earlier results in Chapter 1, I am most interested in exploring if/how these

“shipping effects” vary in relation to the intrinsic value of an item (as measured by its average price). In

particular, how does the impact of free shipping on conditional revenue vary with product value, and

how does the impact of free shipping on likelihood of sale vary with product value?
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For conditional revenue, I find strong evidence that the (positive) impact of free shipping is increasing in

product value. For likelihood of sale, I find that the impact of free shipping varies considerably less across

different product values. One interpretation of these differences is that there are two potential impacts

from free shipping: (i) for likelihood of sale, free shipping attracts more bidders; and (ii) for conditional

revenue, free shipping increases transaction utility and thus, a consumer’s maximum willingness to pay.

While the magnitude of the former effect is independent of product value, the magnitude of the latter

effect is increasing in an item’s overall intrinsic value.

In Section 2.2, I describe the data and general summary statistics. I then present some key pricing statistics

for each item, as these will be useful in characterizing (or normalizing) the results of our comparisons, as

well as the individual shipping distributions for each of the items. In Sections 2.3, 2.4, and 2.5, I replicate

the: (i) conditional revenue; (ii) likelihood of sale; and (iii) unconditional (expected) revenue analyses

using the two new items. In each section, I briefly present the new regression estimates and predicted-

value plots (following identical methods to those in Chapter 1), and then move to a comparison of the

relevant free and positive shipping impacts. I conclude with a discussion of the overall variations found

across the different items and estimators.

2.2 Data

All of the data used in this chapter was collected, cleaned, and coded following the same methods—and

over the same time span—as the previous chapter. Thus, for the specific details of these processes, I refer

the reader to Section 1.2 of Chapter 1. Since the analysis here will also be applied to two additional

(new) datasets, however, it will be useful to take a brief look at some general statistics for all three of our

samples.

Given our interest in comparing shipping effects across these different items, it is important to first ensure

that there are no glaring imbalances in terms of the key control variables. In Table 2.1, I present summary

statistics for the iPad 2 (in columns 1 & 2), HP Tablet (in columns 3 & 4), and the iPod Touch (in columns

5 & 6).1

1Summary statistics are for auction listings only – concurrent “Buy-it-Now” and “Best Offer” listings are controlled for in
the analysis, but are not used to estimate shipping effects on E[Rev] or Pr[Sold].
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Table 2.1: Summary Statistics (By Item)

iPad 2 HP Tablet iPod Touch
Mean Std.Dev. Mean Std.Dev. Mean Std.Dev.

Listing Characteristics
Revenue (conditional on sale) 576.01 107.50 256.28 29.32 208.22 49.82
Shipping 8.87 7.59 9.67 7.17 5.39 4.71
Shipping (non-free only) 13.23 5.32 13.41 4.60 8.04 3.43
Free 0.347 – 0.279 – 0.329 –
Opening price 297.21 268.61 140.13 98.36 108.34 94.41
Bids 15.81 17.08 12.18 12.24 14.43 15.31
Sold 0.765 – 0.745 – 0.831 –

Seller & Item Characteristics
Toprated 0.228 – 0.046 – 0.125 –
eBay Store 0.277 – 0.029 – 0.121 –
Returns allowed 0.402 – 0.134 – 0.295 –
Multiseller 0.583 – 0.719 – 0.521 –
Newseller 0.113 – 0.112 – 0.165 –
Expedited shipping 0.432 – 0.456 – 0.539 –
Standard shipping 0.485 – 0.421 – 0.345 –
Economy shipping 0.082 – 0.123 – 0.115 –
Brand New 0.547 – 0.842 – 0.396 –
New (open box) 0.253 – 0.048 – 0.080 –
Used 0.199 – 0.110 – 0.524 –

Observations 10,909 – 19,756 – 19,692 –

Temporarily setting aside the actual pricing components (these are all presented in more detail in the

next two tables), we see that the basic control variables are relatively similar across all three items. The

most significant differences appear to be in terms of (i) seller experience: iPad 2 sellers are more likely to

be “toprated” and operate an eBay store than either of the other item sellers; and (ii) item condition: the

HP Tablet is more often “brand new” and the iPod Touch is much more likely to be used than the other

two items. Note too, however, that all three items have quite similar statistics for (i) the frequency of free

shipping offers (35%, 28%, 33%), and (ii) the probability of sale, which is (77%, 75%, 83%) for the three

samples. While these could (potentially) differ substantially across product values, the fact that they don’t

for these particular statistics should facilitate cleaner comparisons across items.
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Figure 2.1: Distribution of Shipping Charges (By Item)
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Given an acceptable level of balance—no significant differences in means—for our key control variables,

we now move to the distribution of shipping charges and other pricing components. In Figure 2.1, I

provide histograms for the shipping charge frequencies from each of the three datasets.2 First, we see that

all three samples feature large population densities at the shipping charge of zero. In addition, we see that

(for all of the items) there is substantial clustering of observations at some of the whole-dollar shipping

charge amounts (especially at multiples of $5).

While we may worry that these clusters will affect our analysis, I replicate the nonparametric shipping-

bins approach used in Chapter 1, and find that the estimates are largely unchanged when we limit the

analysis to only the subsample of high-frequency shipping charges. Furthermore, since all of the items

display a similar clustering trend, there appear to be no (new) systematic differences of concern. We will

want to keep this in mind, though, when interpreting the predicted values from our various estimations.

In particular, it may be that the non-parametric revenue functions are not well identified for the low

frequency—relatively high or low—sections of the shipping distribution.

The analysis in this chapter is primarily focused on comparing the impact of free (and positively-priced)

shipping across items with different intrinsic/physical values. Thus, it will also be useful to see how some

of the other pricing statistics vary in relation to the shipping charges observed for the three samples. For

each of the primary pricing components {shipping charge, (final) item price, and opening price}, Table 2.2

gives the mean and median statistics for the full sample and for the free & non-free shipping subsamples

of each item.

Since each of the statistics in Table 2.2 were obtained from the same samples used for the analysis, they

are clearly endogenous. We can, however, think of these in terms of a market equilibrium—similar to the

model that will be analyzed in Chapter 3—in which a distribution of shipping charges, opening prices,

and final (sale) prices emerge for each of the different items. In this sense, we can see from Table 2.2 that

these mean and median statistics do not suggest a monotonically increasing (or decreasing) relationship

between the shipping charges and final prices for a given item.
2The bins for these histograms are created by rounding shipping charges up to the nearest whole-dollar amount—thus, the

s = 0 bin contains only items with free shipping.
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Table 2.2: Pricing Component Statistics (By Item)

iPad 2 HP Tablet iPod Touch
Shipping mean: s 8.87 9.67 5.39
Shipping median: s50 9.95 10.00 5.00
Shipping (non-free) mean: s+ 13.31 13.41 8.04
Shipping (non-free) median: s+

50 11.00 13.00 7.00

Price mean: p 567.06 246.45 202.95
Price median: p50 535.00 245.00 191.38
Price (non-free) mean: p+ 550.40 241.70 197.36
Price (non-free) median: p+

50 520.00 240.00 187.50
Price (free) mean: pz 603.84 260.09 213.93
Price (free) median: pz50 589.00 260.84 198.00

Opening mean: o 297.21 140.13 108.34
Opening median: o50 375.00 160.00 100.00
Opening (non-free) mean: o+ 263.62 138.99 110.39
Opening (non-free) median: o+

50 300.00 160.00 110.00
Opening (free) mean: oz 365.43 143.08 104.13
Opening (free) median: oz50 450.00 170.00 100.00

Table 2.3: Online (Amazon) Retail Price Ranges

iPad 2 HP Tablet iPod Touch

64 GB ($830 - $700) – $350

32 GB ($730 - $600) $450, later $200 $250

16 GB ($630 - $500) $350, later $150 –

8 GB – – $150

In Table 2.3, I provide one more set of reference statistics using the (Amazon) retail prices that were being

charged for the different model-configurations at the time the data was collected. Since we are interested in

comparing the impact of shipping charges across items with different product values, these provide a use-

ful (out-of-sample) reference for the relative product values of the different item/model configurations.3

3In particular, the Amazon retail prices refer to: (i) brand new (in the box) items; and (ii) transactions that are essentially
devoid of all seller risk/uncertainty, from a consumer perspective.

Although a useful future task might be to create “finer” imputed value bins, we can at least form an (exogenous) ordering of
the general values for these items.
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For the iPad 2, there were three basic models (with each model having a range of prices to reflect the

availability of a few optional features). The iPod Touch was also available in three model-configurations,

but had no additional features. The HP Tablet is somewhat special because the product line was discon-

tinued midway through the data collection and the price was reduced by the manufacturer.4 Clearly, the

iPad 2 has the highest product value. While the HP Tablet and iPod Touch do overlap in their retail

price ranges, these statistics suggest we can (roughly) order the items by retail price—or, general intrinsic

value—as:

$priceipad > $pricehp > $priceipod

2.3 Conditional Revenue

In this section, I begin the comparison of free (and positive) shipping effects by replicating the (Chapter 1)

conditional revenue analysis of the iPad 2 on our two new items, the HP Tablet and iPod Touch. Rather

than repeat all of the setup specifics here (eBay’s bidding process and assumptions, intuition behind the

OLS specifications, and identification concerns), however, I will again refer the reader to Section 1.3.1 of

Chapter 1 for a full description.

The general approach here is quite similar to the previous conditional revenue analysis in Section 1.3.1

of Chapter 1. The main (potential) difference—other than the obvious variation in the item-specific con-

trols—is that, for item k (where k ∈ {ipad, hp, ipod}), the polynomial-degree j selected for the shipping

charge function fsjk (s) and opening price function fojk (o) will now be determined by an independent

Bayesian information criterion (BIC) selection process applied to that item’s sample.5

In this case, I find that the BIC selects fourth order shipping polynomials fs4k (s) for all of the items. For

the opening price, I find that the BIC does not suggest a statistically better fit from any of the higher-order

polynomials—thus, I specify a linear opening price function fo1k (o) for each of the conditional revenue

regressions.

Since we now have a range of items, I denote the vector of item-k control parameters as γk, where all of the

relevant (in terms of determining an item’s basic intrinsic value) feature/condition/seller characteristics
4While this is controlled for in the analysis using time FEs, it makes the retail price a bit more variable for the HP Tablet.
5As in Chapter 1, I run regressions with shipping and opening price polynomials of degree 1 - 20, and then use the BIC to

select the best statistical fit.
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for observation i (of the item-k dataset) are included in the vector valueik. I then use the following

general specification for the revenue (conditional on sale) of each item k:

Revenueik = α0k + fojk (oi) + fsjk (si) + γk · valueik + εik.

For all regressions, I also include a dummy variable to allow for a discontinuous boost β0k in revenue

when a seller offers free shipping on item k. I start with the same linear specification for each of the items,

assuming that the opening price oi and the shipping charge si both have linear impacts on Revenueik,

captured by the coefficients α1k and β1k :

fo1k (oi) = α1k · oi (2.1)

fs1k (si) =


β0k , si = 0

β1k · sk , si > 0

(2.2)

As in Chapter 1, I also allow revenue to vary non-linearly in shipping (and opening price). In this case,

I estimate the same specification for the three items, as the BIC selected linear opening price functions,

fo1k (o), and fourth-degree shipping polynomials, fsjk (s) = fs4k (s), for each k ∈ {ipad, hp, ipod} :6

fs4k (si) =


β0k , si = 0

β1k · si + β2k · s2
i + β3k · s3

i + β4k · s4
i , si > 0

(2.3)

Table 2.4 reports relevant coefficient estimates from the linear and nonlinear OLS regressions above,

for each of the three items. All include a full set of seller and auction-specific controls, as well as item-

specific fixed effects for each of an item’s available model configurations. For a comparison of alternative

estimates that use item controls (rather than the fixed effects), see the additional conditional revenue

tables in Appendix B.
6The fact that the BIC selected identical shipping polynomials actually provides a first clue that the impact of (positive)

shipping charges on conditional revenue may be similar across the different items.
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Just as we saw in Chapter 1, each of the fs4k (s) shipping coefficients ( β̂1k, β̂2k, β̂3k, β̂4k ) are found to be

statistically significant for the three items. This suggests that the “failure to adjust” we saw in Chapter

1—that is, the failure (by consumers) to adjust their bids up or down by the same amount as an item’s

shipping charge—is present for the new items as well. In fact, we see that each of the standard model

predictions that were violated for the iPad 2 analysis, are again violated consistently in the new samples.7

Thus, we will quickly transition from the existence of these effects, to a comparison of their relative

magnitudes and directions across our three items.

Table 2.4: Conditional Revenue Estimates (By Item)

Conditional Revenue

iPad 2 HP Tablet iPod Touch

(1) (2) (3) (4) (5) (6)

Free (β0) 15.732??? 37.301??? 11.488??? 29.342??? 8.248??? 22.137???

(1.896) (11.107) (0.671) (5.002) (0.528) (2.612)

Shipping (β1) 1.094??? 7.272? 0.893??? 6.35??? 0.896??? 6.237???

(0.112) (2.993) (0.044) (1.566) (0.055) (1.035)

Shipping2 (β2) -0.620? -0.582??? -0.549???

(0.287) (0.171) (0.134)

Shipping3 (β3) 0.0261? 0.0258??? 0.0239???

(0.0114) (0.0077) (0.0071)

Shipping4 (β4) -0.00039? -0.00040??? -0.00036??

(0.00015) (0.00012) (0.00012)

Opening price (α1) 0.064??? 0.064??? 0.066??? 0.066??? 0.095??? 0.095???

(0.0041) (0.0041) (0.0030) (0.0030) (0.003) (0.003)

Number of bids 0.590??? 0.591??? 0.725??? 0.723??? 0.462??? 0.461???

(0.045) (0.045) (0.028) (0.028) (0.019) (0.019)

Constant 436.27??? 415.71??? 216.51??? 199.26??? 152.72??? 140.13???

(19.70) (22.41) (14.50) (15.21) (9.98) (10.28)

Feature-combo FE Yes Yes Yes Yes Yes Yes

R2 0.909 0.909 0.655 0.655 0.885 0.885

Observations 7,955 7,955 15,659 15,659 16,357 16,357

7I refer the reader to Section 1.3.1 of Chapter 1 for formal hypothesis tests and a full discussion of each of these predictions
for the iPad 2. For the analysis here, we see that β̂1k is clearly larger than α̂1k, regardless of item or specification.
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Before comparing the differences across shipping charge effects, however, we should also examine the

second reserve-price component, the opening price. Looking at each item’s estimated α̂1k, we see that

while the opening price effect is similar for the iPad 2 and HP Tablet, it is somewhat larger in magnitude

for the (lowest average-priced) iPod Touch. Although this may suggest that bidders become more sensitive

to the opening price component as the average price decreases, a test of statistical significance for the two

higher-valued items does not reject the null hypothesis that α̂1[ipad]
= α̂1[hp]

. Thus, I conclude that these

do not differ significantly across product values. Looking at the second standard auction component, we

do see some difference in the number-of-bids coefficient estimates—clearly a larger impact for the revenue

of an HP Tablet—but again, from a qualitative perspective, these all suggest a standard (positive) effect.

Moving to the linear estimates for the impact of shipping charges on revenue, we see that while they do

decrease from the iPad to the HP, they then increase from the HP to the iPod Touch. It is difficult to

place much confidence in any of these linear coefficient estimates alone, though, as they rarely provide

an accurate description for the full shipping charge distribution. Furthermore, since the magnitudes are

(relatively) similar—β̂1[ipad]
= 1.094, β̂1[hp]

= 0.893, β̂1[ipod]
= 0.896—these linear estimates all suggest

that consumers adjust to shipping charges in essentially the same way, regardless of product value.

Looking at the free shipping coefficient from the linear specifications (columns 1, 3, and 5), however,

we see that in this case β̂0k is clearly decreasing across the three items. In fact, looking at the nonlinear

estimates in columns 2, 4, and 6, we see that for both shipping specifications, the estimated impact of free

shipping on conditional revenue decreases (β̂0[ipad]
> β̂0[hp]

> β̂0[ipod]
), as the average (retail) price of an

item decreases (p
[ipad]

> p
[hp]

> p
[ipod]

).8

In Figures 2.2 & 2.3, I provide plotted predictions from the (independent) revenue regressions for our

two new items, as well as some nonparametric estimates at commonly observed levels of shipping.9 In

terms of shipping charges in general, these figures suggest a similar trend to that from the coefficient

estimates—for conditional revenue, the marginal impact of positively priced shipping charges (seen in the

slopes of our predicted plots) appear to be similar across items, even as the average prices differ.

8Joint tests for the linear (L) specifications reject β̂L0[ipad]
= β̂L0[hp]

= β̂L0[ipod]
at the 99% level.

Joint F-tests for the nonlinear (NL) specifications similarly reject β̂NL0[ipad]
= β̂NL0[hp]

= β̂NL0[ipod]
.

9These again follow the same binning methods (rounded up to the nearest whole-dollar) as those in Chapter 1.
For a comparison plot from the iPad 2 see Figure 1.2 (Section 1.3.1 of Chapter 1).
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Figure 2.2: Conditional Revenue Predictions: HP Tablet
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Figure 2.3: Conditional Revenue Predictions: iPod Touch
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Overall, the results in Section 2.3 suggest that the Chapter 1 findings for the impact of free and positive

shipping on conditional revenue are all robust for the additional items. For positive shipping charges,

the evidence suggests that the magnitude of a consumer’s “failure to adjust” to shipping does not vary

significantly by product value. For free shipping, there is strong evidence that the positive impact on

conditional revenue does vary—becoming smaller in magnitude as product value decreases.

2.4 Likelihood of Sale

In this section I replicate the likelihood of sale analysis from Section 1.3.2 of Chapter 1. This time,

however, I do find a difference in the shipping charge and opening price specifications that are selected by

the BIC. Specifically, letting gojk (o) and gsjk (s) denote the opening price and shipping charge polynomials

specified for item k, where:

gojk (oi) =
∑

j θjk · o
j
i

gsjk (si) =


π0k if si = 0∑

j πjk · s
j
i if si > 0,

I find that the BIC selects: (i) go3ipad(o) & gs3ipad(s) for the iPad 2; (ii) go2hp(o) & gs4hp(s) for the HP Tablet;

and (iii) go4ipod(o) & gs4ipod(s) for the iPod Touch. Using these functions for the opening price and shipping

terms, I then include the same general covariates and item fixed-effects from the previous conditional

revenue regressions, along with an additional control for the number of simultaneous listings.10

In Table 2.5, I present raw coefficient estimates and average marginal effects (AME) from the three probit

regressions specified above. For each item’s (AME) column, I provide estimates for the shipping and

opening price components both individually (with separate coefficients for each term of the polynomial)

and as combined total effects (where the impact of shipping/opening is averaged after combining the

estimated polynomial coefficients for each observation’s si and oi).

Checking our basic auction components first, we note that the estimated impact of opening price on

likelihood of sale is negative for each of the items—as it should be, according to a standard auction model.

The probit coefficients (and marginal effect estimates) for shipping, however, indicate a significantly
10As in Chapter 1, this variable had no effect on conditional revenue, but was significant for likelihood of sale.
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different (and thus, nonstandard) impact on the likelihood that a listing results in a sale. In fact, we see

that just as in Chapter 1, the coefficient estimates for each item’s higher-degree shipping terms (s2, s3, s4)

suggest that this relationship is (again) nonlinear in shipping as well.

Table 2.5: Likelihood of Sale Estimates (By Item)

Pr(Sold=1)

iPad 2 HP Tablet iPod Touch
(1) Probit (2) AME (3) Probit (4) AME (5) Probit (6) AME

Free (π0) 0.98188??? 0.17236??? 0.92503??? 0.19826??? 0.72717??? 0.14988???

(0.21591) (0.03786) (0.2274) (0.0486) (0.18142) (0.03736)

Shipping (π1) 0.13865??? 0.02433??? 0.18928??? 0.04057??? 0.24764??? 0.05104???

(0.03588) (0.00629) (0.05532) (0.01185) (0.06774) (0.013955)

Shipping2 (π2) -0.00670??? -0.00118??? -0.01365?? -0.00293?? -0.02943??? -0.00607??

(0.00178) (0.00031) (0.00467) (0.00101) (0.00849) (0.00175)

Shipping3 (π3) 0.00008?? .0000139?? 0.000377? 0.0000808? 0.00125?? 0.000257??

(0.00002) (0.0000043) (0.000159) (0.000034) (0.00042) (0.000086)

Shipping4 (π4) – – -0.000004? -0.0000008? -0.00002?? -0.0000037?

– – (0.000001) (0.0000004) (0.00001) (0.0000014)

Total shipping effect (π̃k) 0.00827??? 0.01082?? 0.01394??

(0.00242) (0.00341) (0.00441)

Opening (θ1) 0.00514??? 0.00090??? 0.01196??? 0.00256??? 0.01574??? 0.00324???

(0.00098) (0.00017) (0.00048) (0.000096) (0.00189) (0.00039)

Opening2 (θ2) -0.00002??? -0.0000033??? -0.000067??? -0.000014??? -0.00020??? -0.000040???

(0.000001) (0.0000006) (0.000002) (0.0000004) (0.00002) (0.000005)

Opening3 (θ3) 8.53e-9?? 1.50e-9?? – – 6.19e-7??? 1.28e-7???

(2.72e-9) (4.77e-10) – – (1.07e-7) (2.21e-8)

Opening4 (θ4) – – – – -7.62e-10??? -1.57e-10???

– – – – (1.50e-10) (3.10e-11)

Total open-price effect(θ̃k) -0.00068??? -0.001843??? -0.001276???

(0.00005) (0.000045) (0.000088)

Observations 9,056 9,056 18,470 18,470 19,692 19,692

Comparing the shipping coefficients (π̂1k, π̂2k, π̂3k, π̂4k) to those for the opening price (θ̂1k, θ̂2k, θ̂3k, θ̂4k),

we also see that: (i) each of the individual coefficients (and AMEs) for opening price are significantly

smaller in magnitude than those for shipping; and (ii) unlike the negative impact for the opening price,

the total effect estimate for shipping is actually positive.11 This suggests that the nonstandard impacts we

saw in Chapter 1 for shipping and opening price are still present in the estimates from the new datasets.12

11Hypothesis tests ( 99%) find that, for each item k and j = 1, 2, 3, 4, π̂jk 6= θ̂jk.
12Refer to Section 1.3.2 of Chapter 1 for a more detailed discussion of these estimates, and the standard auction-model
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While the probit coefficients are useful as a test of robustness, they do not necessarily provide an effective

measure of the overall variation in shipping effects across product values. Thus, in Figures 2.4 and 2.5 I

provide predicted-value plots from the probit regressions for our each of the new items, as well as some

nonparametric estimates at commonly observed levels of shipping.13

Looking at the full sample plots for both the HP Tablet and the iPod Touch, we see that the predicted

likelihood of sale for a free shipping item is larger than that for all other shipping charges. Although

the confidence intervals are clearly quite large for the tails of the shipping distributions (particularly that

of the iPod), a comparison across the range of high-frequency charges ($7.50 - $20) suggests that this

relative boost in likelihood of sale is indeed economically significant for both. For the nonparametric

estimates, we again see little evidence that clustered shipping values are affecting the overall results, as the

bin predictions are (again) quite similar to those for both full samples. This suggests that the Chapter 1

finding of increased likelihood of sale from free shipping is also robust for the additional samples.

In terms of differences across items, we do see a wider range for the predicted sale probabilities of the iPod

Touch (the lowest retail-priced item) than either the HP Tablet or the iPad 2. While this may suggest

that bidders become more sensitive to shipping charges as the average item price decreases, the confidence

intervals—for both tails of the shipping distribution—are also relatively larger for the iPod Touch than for

the others. Looking back at the total shipping effect estimates in Table 2.5, we see some slight evidence

of this increased sensitivity, as the size of the total shipping effect increases (π̃ipad < π̃hp < π̃ipod), as

the average item prices decrease (pipad > php > pipod).14 Since these differences in shipping effects are

relatively small in terms of economic significance, however, it is difficult to draw any strong conclusions

regarding overall variations across product values. For the total impact of the opening price we do see

that the highest-priced item (iPad 2) has the smallest opening price effect, but the trend does not carry

over to the other items. One explanation for this may be that the opening price distributions for the two

new items are significantly different, as the BIC selected a second-degree polynomial for the HP and a

fourth-degree polynomial for the opening price of the iPod.

prediction—that the likelihood of sale should depend on an item’s total reserve price, but not the relative make-up of its opening
price and shipping charge components.

13These again follow the same binning methods (rounded up to the nearest whole-dollar) as those in Chapter 1. For a
comparison plot from the iPad 2 see Figure 1.4 (Section 1.3.2 of Chapter 1).

14Checking statistical significance, I find that a joint F-test rejects π̃ipad = π̃hp = π̃ipod.
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Figure 2.4: Likelihood-of-Sale Predictions: HP Tablet
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Figure 2.5: Likelihood-of-Sale Predictions: iPod Touch
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In terms of free shipping, we see that there is clearly a sizable boost in the likelihood of sale for all three

of our items. Looking at the free shipping estimates π̂0k across items, however, we see that the (relative)

impacts on likelihood of sale are actually not that different. Although the probit coefficients suggest that

the impact of free shipping on likelihood of sale is (at least roughly) decreasing as the average item price

decreases, these really aren’t an appropriate measure of relative differences. The average marginal effect

estimates suggest that the impact is smallest for the lowest-priced item (iPod Touch), but they also suggest

an increase in the impact when moving from the (more expensive) iPad 2 to the HP Tablet. Since AMEs

are generally a bit questionable—even within a single sample—though, it is difficult to draw any additional

conclusions here either. Thus, the general takeaway seems to be that product value has relatively little

impact on the free shipping boost for likelihood of sale.

2.5 Unconditional Revenue

Since the conditional revenue and likelihood of sale estimates suggest differing impacts of product value

on the impact of free shipping, a suitable closing question is then: How does the overall impact of free

shipping on expected revenue vary across product values? While we saw that the impact of free shipping

on conditional revenue was clearly increasing in product value, the likelihood of sale results suggested

much less variation across items. Thus, it is still unclear what the (relative) differences from Sections 2.3

and 2.4 might imply for a seller’s unconditional expected revenue.

To estimate unconditional revenue, I replicate the Two-Part (Hurdle) Model estimation outlined in Sec-

tion 1.3.3 of Chapter 1. Recall that this allows us to specify a different set of control variables (as well

as shipping charge and opening price polynomials, in this case) for the two components—conditional

revenue and likelihood of sale—that make up a seller’s expected revenue.

Thus, following the notation outlined in the previous sections, the unconditional revenue analysis uses

the following shipping and opening price functions for the estimation and predictions:

iPad 2: {fo1ipad(o), fs4ipad(s), go3ipad(o), gs3ipad(s)}

HP Tablet: {fo1hp(o), fs4hp(s), go2hp(o), gs4hp(s)}

iPod Touch: {fo1ipod(o), fs4ipod(s), go4ipod(o), gs4ipod(s)}
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Since the coefficients underlying this model are (by definition of the two-part model) the same as those

presented in the previous sections, I do not replicate those here. Instead, Figures 2.6 and 2.7 provide fitted

value predictions (and 95% confidence intervals) for each of the three items.

Recall that, qualitatively, Sections 2.3 and 2.4 both confirmed that the primary finding from Chapter

1—increased conditional revenue and likelihood of sale for sellers offering free shipping—was robust to

the additional items (and datasets). We see in the expected revenue figures that this is again the case, as

the free shipping boost is clearly evident in each. In addition, it appears that regardless of product value,

all of the predicted-value plots feature the same general pattern—two local maximums, each with one at

free and the other in the neighborhood of an item’s mean/median shipping charge.

Figure 2.6: Expected Revenue Predictions: HP Tablet
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Figure 2.7: Expected Revenue Predictions: iPod Touch

14
0

16
0

18
0

20
0

E
xp

ec
te

d 
R

ev
en

ue

0 5 10 15 20 25

Shipping Charge

iPod Touch: E[Rev]

s = 0 s = 5 s = 10 s = 15 s = 20 s = 25 s = 30

E[Rev|s] $ 186.32 $ 179.26 $ 181.68 $ 172.60 $ 168.62 $ 169.96 152.16

Figure 2.8: Expected Revenue Predictions: iPad 2
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Looking at the actual point estimates for unconditional revenue, we see that regardless of product value,

each item appears to have a global max at s = 0. This is slightly misleading in terms of statistical

significance, however, since the estimated difference between E[Rev|s? = 0] and E[Rev|s? = 13] for

the HP Tablet ($222.83 vs. $220.47) was not found to be statistically different from zero at a confidence

level of 95% or higher. Thus, given the statistical significance of our point estimates, we have that: (i)

for all three of the items, s = 0 is (weakly) a global maximum; and (ii) for the iPad 2 and iPod Touch,

s = 0 is a strict global maximum. Regardless, we see that when combining the impact of free shipping

on conditional revenue and likelihood of sale, the estimates for all items suggest that a seller’s expected

revenue from free shipping is greater than or equal to that from any other positive shipping charge.

2.6 Discussion

The primary goal of this chapter was to investigate whether variations in product value affected the

impact of free shipping on a seller’s expected revenue. In general, the results here suggest that they

do. Furthermore, the estimates suggest that these differences vary, depending on the expected revenue

component of interest, conditional revenue or likelihood of sale.

For conditional revenue, I find strong evidence that the positive impact of free shipping is increasing in

product value. One possible interpretation for this finding—explored formally in the model of Chapter

3—is that it reflects an increase in the transaction utility that consumers experience when receiving free

shipping. For likelihood of sale, I find that the impact of free shipping varies considerably less across

different product values. This may be similar to one of the findings from the eBay.UK analysis in Chapter

1, where we saw that the impact of free shipping on likelihood of sale was largely driven by an increase

in the number of bidders. Unlike transaction utility and conditional revenue, it seems unlikely that

differences in product value would impact the number of bidders attracted to a listing of that product.

For the impact of positive shipping charges, we see very little variation for conditional revenue. The

mental accounting errors implied by the shipping slope estimates are quite similar across the various

product values. One interpretation is that consumers are simply less attentive to shipping charges in

general (relative to item prices), and thus variations in value shouldn’t impact this decreased salience. For

likelihood of sale, we do see a small impact from product value on the effect of shipping, as the estimated
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total effect of shipping charges decreases as product value increases. In terms of relative magnitudes,

however, there is little evidence of any significant variation across product values.

When combining the conditional revenue and likelihood of sale components, I find that the overall

expected revenue results are generally similar across product values. For positive shipping charges, I find

that the estimates suggest the same general trend of two local maximums—one at free shipping and the

other near the mean/median shipping charge—for each of the items. The Hurdle model estimates also

suggest that the expected revenue from free shipping is greater than or equal to that from any other

positive shipping charge.

In terms of limitations, the largest concern is that the various revenue and likelihood functions may

not be non-parametrically identified over some portions of the shipping charge support. Because the

data includes few observations with (i) relatively small positive charges, especially those between $0.01

and $5.00, or (ii) relatively large charges, especially above $30.00, we must be cautious with any sort of

comparisons for these extreme regions. For the jump from free to $0.01, in particular, it may be that

our best estimate of the true impact lies somewhere between the point estimates from our linear and

nonlinear specifications.

In general, the analysis presented in this chapter accomplishes two useful tasks. As a replication exercise,

we have provided a thorough robustness check for all of the main free and positively-priced shipping

effects found in Chapter 1. More importantly though, by comparing these effects across items with

varying average prices, we are now better able to characterize the ways in which both the magnitude and

existence of the effects might generalize to other items or settings with differing total stakes.
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Chapter 3

A Model of Partitioned-Price Discrimination

3.1 Introduction

In this chapter, I develop a model that illustrates a possible explanation for some of the empirical findings

in Chapters 1 & 2. In those chapters, we saw the following surprising combination of facts. Large eBay

sellers systematically offer physically identical items in auctions with different shipping charges—both free

and positive—while the estimated expected revenue is larger for the auctions listed with free shipping.

The explanation presented here involves three key ingredients. First, consumers experience positive

transaction utility when they receive free shipping. Second, the magnitude of this transaction utility

depends on a consumer’s expected shipping charge—or, their “shipping reference”—where the larger an

item’s expected shipping charge is, the larger the transaction utility boost will be when that item includes

free shipping. Finally, the seller must have enough market power to influence the expected shipping

charge. To highlight this explanation, I focus on the case of a monopoly seller.

For the main result, I find that the model does indeed predict the coexistence of free and positive shipping

charges, even though the expected (per-unit) profit is larger for the free shipping version. For a monopo-

list, the intuition behind this (partitioned) price discrimination—simultaneous offers of free and positive

shipping for the same item—involves two key tradeoffs. First, the additional consumer surplus generated

by free shipping only exists when a consumer’s shipping reference is positive. Since the shipping reference

is zero in a market with only free shipping, the monopolist must offer positive quantities of both free and

positive shipping items. The seller faces an additional tradeoff, however, since the revenue from a unit
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of the non-free shipping item is always less than that from a unit of the free shipping version. Thus, in

equilibrium, the monopolist: (i) chooses the largest positive shipping charge consumers will bear; and (ii)

offers just enough of the non-free shipping item to satisfy the optimal shipping reference for the market.

In Section 3.2, I outline a general model of consumer preferences. I define the gain-loss transaction

utility and zero-price boost functions for consumers, and describe the formation of the market shipping

reference. In Section 3.3, I setup a market in which a monopoly seller attempts to “price discriminate”

by varying the individual partitions of an item’s total price. In Section 3.4, I solve for the monopolist’s

optimal partitioned pricing strategy, and in Section 3.5, I provide a numerical example with a closed-form

solution. I conclude in Section 3.6 with a discussion of the model’s key results and limitations.

3.2 Model of Consumer Preferences

Consider a population of identical consumers, where I assume that consumers are identical in part for

simplicity, and in part to highlight that the choice of heterogeneous shipping charges is not driven by an

attempt to screen different consumer types. Suppose that each consumer’s net surplus from purchasing

item xi at price pi and shipping charge si is:

U(xi, pi, si, r) = (w − pi − si) + T (si, r).

The first term is standard intrinsic utility, where w is the intrinsic (consumption) value for the item. The

second term, T (si, r), reflects the consumer’s transaction utility, and is a function of the shipping charge

si for a particular unit, as well as the shipping charge reference r for the item in general. Specifically, I

assume:

T (si, r) =


θr + z(r) if si = 0

θ(r − si) if 0 < si ≤ r

λθ(r − si) if si > r.

In this formulation, the transaction utility follows a standard—Kahneman & Tversky [1979]—gain-loss

form with a two-part linear value function, except when the shipping charge is zero. The parameter
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λ reflects the degree of loss aversion, while θ reflects the weight placed on gain-loss utility relative to

intrinsic utility.

The term z(r) captures the added transaction utility “boost” from free shipping, which is an increasing

function of the shipping reference, and is assumed throughout to satisfy the standard Inada conditions.1

In addition to ensuring an interior solution, the Inada assumption also implies that when all shipping

in a market is free (r = 0), the zero-price effect is no longer positive (z(0) = 0). This will prove

significant in understanding the optimal pricing strategy in the next section, as it provides an incentive

for a seller to offer consumers—who are both shipping-bargain-conscious and loss-averse—an item with

a positive shipping charge, even when the expected-profit from a unit of the physically-identical free-

shipping version is higher.

I assume that a consumer’s reference shipping charge is endogenous, and specifically is equal to the average

shipping charge in the market:

r(x, s) =

∑
i xisi∑
i xi

.

Finally, I assume that there exists some shipping charge threshold, s ≤ w, such that consumers refuse to

pay any shipping charge si > s. This can be thought of as a reduced form way to capture convexity in a

consumer’s disutility from paying si > 0. In this case, the maximum threshold at w simply means that a

consumer won’t pay a shipping charge that is larger than the actual intrinsic value of the item itself.

3.3 Monopoly Seller

Consider a monopolist with fixed supply, X = 1, of some good, and let the number of consumers,

each with unit demand for this item, be N > 1. Although the monopolist only produces one “type”

of good—e.g. only black Casio calculator watches—it is assumed that different “versions” of this good

can be offered to consumers, where each physically-identical version, or item, i is defined by the price

pi ≥ 0 and shipping si ≥ 0 components of the total transfer ti = pi + si that is paid in exchange for that

particular unit.
1In particular, it is assumed that z(r) satisfies the following:

(i): z(0) = 0; ( ii): limr→0
dz
dr

=∞; ( iii): limr→∞
dz
dr

= 0.
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Since the focus in this chapter is on explaining the coexistence of free and positive shipping charges by a

single seller, it is further assumed that the monopolist offers at most two versions of this good (i ≤ 2),

where the specific quantities offered are denoted by x1, x2 ≥ 0, and the fixed supply implies a capacity

constraint of x1 + x2 = 1.

Given the auction setting of our empirical evidence in Chapters 1 & 2, I assume a similar process for the

determination of market prices here. Specifically, I assume that for any set of shipping charges and quanti-

ties {(s1, s2), (x1, x2)} chosen by the monopolist, the equilibrium market prices (p?1, p
?
2) are determined

by a subsequent competitive bidding process. Since consumers have homogeneous preferences—and the

population size is greater than the total supply—this implies that the equilibrium prices must generate

net consumer surplus of zero for each auction. Using the consumer surplus expressions in Section 2,

we can apply the condition: U(x1, p1, s1, r) = U(x2, p2, s2, r) = 0 to obtain the equilibrium market

prices for any set of quantities x = (x1, x2) and shipping charges s = (s1, s2), with 0 ≤ s1 ≤ s2 and

r = x1s1 + x2s2, offered by the seller:

p?1(x, s, r) =


w − s1 + θ(r − s1) if s1 > 0

w + θr + z(r) if s1 = 0

p?2(x, s, r) = w − s2 − λθ(s2 − r).

For simplicity, I assume that there are constant zero marginal costs for both production and shipping

(Ci(xi) = 0, i = 1, 2). Thus, the monopolist’s objective is to select the strategy {(s?1, s?2), (x?1, x
?
2)} that

maximizes total profits:

π(x, p, s) = (p1 + s1) · x1 + (p2 + s2) · x2.

3.4 Optimal Monopoly Pricing

In order to solve for the monopolist’s optimal pricing strategy, the following Lemma will prove useful. It

establishes that if the monopolist uses more than one shipping charge, then one of those shipping charges

must be free.
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Lemma 3.1. If {(s?1, s?2), (x?1, x
?
2)} is an optimal monopoly pricing strategy, and if x?1, x?2 > 0 and s?2 > s?1,

then s?1 = 0.

Proof: Suppose otherwise—that is, suppose there is an optimal pricing strategy with s?2 > s?1 > 0, and

define 4 = s?2 − s?1. For any fixed quantities x1, x2 > 0 (where x1 + x2 = 1), the shipping reference

is now r = s1 + x24. The net consumer surplus for items x1 and x2 can be written as U(x1) =

w − p1 − s1 + θx24 and U(x2) = w − p2 − s2 − λθx14. Assuming the market prices (p?1, p
?
2) satisfy

U(x1) = U(x2) = 0, we have:

p?1 + s?1 = w + θx24

p?2 + s?2 = w − λθx14.

Plugging these into the general profit function π = (p1 + s1)x1 + (p2 + s2)x2, profits are

π? ≡ w − θ(λ− 1)x1x24.

Now, suppose instead we set s′1 = 0 and s′2 = 4. While the price for x2 is unchanged, the zero-surplus

condition for x1 now gives us p′1 = w + θx24+ z(x2s
′
2) , which yields profits

π′ ≡ w − θ(λ− 1)x1x24+ z(x2s
′
2)x1.

Because x1, x2 and s′2 are all positive, z(x2s
′
2) > 0 , and thus π′ > π?. Since this contradicts the

assumption that (x?1, s
?
1, x

?
2, s

?
2) was optimal, the result follows. �

Having shown that the optimal pricing strategy includes s1 = 0 and s2 > 0, I simplify the notation from

here forward—unless otherwise noted—by denoting the non-free shipping charge s2 = s > 0.

I now characterize the monopolist’s optimal pricing and quantity strategies in two steps. First, I solve

for the profit-maximizing (item 2) shipping charge s? as a function of the non-free-shipping quantity x2

(and thus, x1 = 1 − x2 as well). I then solve for the optimal quantities (x?1, x
?
2) in Step 2. I conclude

by showing that this optimal split x?1 + x?2 = 1 includes positive quantities of both the free and non-free

shipping items.
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Step 1: [Monopoly Shipping] We now solve for the monopolist’s optimal shipping charge s?, as a

function of the non-free-shipping quantity x2.

Recalling our assumption of zero marginal costs and free shipping for item 1, the monopolist’s general

profit function is now π = (p1)x1 + (p2 + s)x2. Given our equilibrium market prices p?1(x, s) =

w + θx2s+ z(x2s) and p?2(x, s) = w − (1 + λθx1)s, the general profit function can be rewritten as:

π(x1, x2, s) = [w + θx2s+ z(x2s)] · x1 + [w − λθx1s] · x2.

Using the capacity constraint x1 + x2 = 1, we can then substitute x1 = 1− x2 to obtain:

π(x2, s) = w + [θx2s+ z(x2s)] (1− x2)− λθ (1− x2)x2s.

After a few additional simplifications, we have the following expression for monopoly profits as a func-

tion of only the shipping charge s and the non-free shipping quantity x2:

π(x2, s) = w + z(x2s) (1− x2)− [θ(λ− 1)s]
(
x2 − x2

2

)
.

Since we are holding quantities fixed, we have a single FOC for the optimal shipping charge:

dπ

ds
= θ(λ− 1)

(
x2

2 − x2

)
+ z′(x2s)x2 − z′(x2s)x

2
2 = 0.

Rearranging gives us: [
z′(x2s)− θ(λ− 1)

]
x2(1− x2) = 0.

Which, for an interior solution with x2 ∈ (0, 1), gives us the following condition for an optimal s?(x2):

z′(x2s
?) = θ(λ− 1) (3.1)
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Step 2: [Monopoly Quantities] Having characterized our implicit condition for s?(x2), we can now

solve for the optimal quantity x?2 (and thus, x?1 = 1− x?2) as follows:

max
x2

[θ(λ− 1)s?]
(
x2

2 − x2

)
+ z(x2s

?) (1− x2) + w

s.t. z′(x2s
?) = θ(λ− 1)

Keeping in mind that our constraint implies s? is a function of x2, we have the FOC:

dπ

dx2
= θ(λ−1)

[
2x2s

? +

(
∂s

∂x2

)
x2

2 − s? −
(
∂s

∂x2

)
x2

]
+z′(x2s

?)

[
s? +

(
∂s

∂x2

)
x2

]
(1− x2)−z(x2s

?) = 0

which implies that:

dπ

dx2
= θ(λ− 1)x2s

? − z(x2s
?) +

[
z′(x2s

?)− θ(λ− 1)
] [
s? +

(
∂s

∂x2

)
x2

]
(1− x2) = 0.

Since we know from Step 1 that z′(x2s
?) = θ(λ − 1), the entire term on the right is equal to zero, and

we are left with:
dπ

dx2
= θ(λ− 1)x2s

? − z(x2s
?) = 0. (3.2)

Thus, we have that the monopolist’s optimal quantities are x?1 = 1− x?2 , and:

x?2 =
z(x?2s

?)

θ(λ− 1)s?
. (3.3)

Note, though, that since the reference for a monopoly seller will be r? = x?2s
?, equation (3.3) can be

rewritten:
z(r?)

r?
= θ(λ− 1) (3.4)

which, along with equation (3.1) implies:

z(r?)

r?
= z′(r?). (3.5)
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Because we have defined z(r) such that z(0) = 0 and z′′(r) < 0, however, we know that:

z(r)

r
> z′(r), ∀r (3.6)

and thus, equation (3.5) can never hold. Looking back at the seller’s FOC in equation (3.2), we can

substitute the condition for z′(r?) in equation (3.1) to see the root of our problem. Specifically, we see

that the monopolist’s optimal choice of x2 is now characterized by:

dπ

dx2
= z′(r?)r? − z(r?) < 0 (3.7)

where the inequality follows directly from equation (3.6). Essentially, the issue here is due to a discon-

tinuity in the profit function as x2 → 0 while s → ∞. If we only restrict the seller to the optimal

reference condition z′(r?) = z′(x?2s
?) = θ(λ − 1), then equation (3.7) suggests that the monopolist’s

profit maximizing strategy is to set x?2 as small as possible—yet still positive—while taking the shipping

charge s? to infinity.

Because the shipping charge cannot exceed the consumer threshold of s, however, we know that both

s? and x?2 will be bounded. Thus, in equilibrium, the monopolist sets the positive shipping charge at its

upper-bound, s? = s̄, and the non-free shipping quantity x?2 is set such that z′(x?2s̄) = θ(λ− 1).

Proposition 1: [Monopoly Solution] Given two physically-identical items (x1, x2), a capacity constraint

of x1 + x2 = 1, and equilibrium market prices (p?1, p
?
2), a monopoly seller’s optimal pricing strategy is

characterized by the condition z′(x?2s̄) = θ(λ− 1) , and includes:

1. Shipping partitions (s?1, s
?
2) such that: s?1 = 0 and s?2 = s > 0.

2. Quantities (x?1, x
?
2) such that: x?1 ∈ (0, 1) and x?2 ∈ (0, 1).

3. Expected (per unit) profits such that: π?1
x?1
>

π?2
x?2
.

Proof: Part 1 of Proposition 1 has already been shown in Lemma 3.1 and the preceding analysis, thus

we need only verify Parts 2 and 3 here. Using the ( dπdx2
= 0) expression above, I will prove Part 2 by
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first showing that x?2 > 0, and then that x?2 < 1. Having shown that x?2 ∈ (0, 1), the seller’s capacity

constraint will then directly imply that 1 − x?2 ≡ x?1 ∈ (0, 1) as well. I then show that Part 3 of the

proposition directly follows. To start, recall the monopolist’s first order condition (in Step 2) above:

dπ

dx2
= θ(λ− 1)x2s

? − z(x2s
?) +

[
z′(x2s

?)− θ(λ− 1)
] [
s? +

(
∂s

∂x2

)
x2

]
(1− x2) = 0. (3.8)

Claim 2a: x?2 > 0. Suppose instead that x?2 = 0. The FOC in equation (3.8) above then implies that:

dπ

dx2

∣∣∣∣
x2=0

= 0− 0 +
[
z′(0)− θ(λ− 1)

]
s?

Since we know that s? = s̄ > 0, we would then need z′(0) = θ(λ − 1) in order to have dπ
dx2

= 0

characterize the seller’s optimal choice at x?2 = 0. Since z(r) is assumed to satisfy the Inada conditions,

however, we know that limr→0 z
′(r) = ∞. Noting that θ(λ − 1) < ∞, we then have a contradiction,

and it must be that x?2 > 0. �

Claim 2b: x?2 < 1. Suppose instead that x?2 = 1. Again using the FOC in equation (3.8), this implies

that:
dπ

dx2

∣∣∣∣
x2=1

= θ(λ− 1)s? − z(s?)

Noting that we now have r? = x?2s
? = s?, we know that x?2 = 1 can only be the seller’s optimal split if

dπ
dx2

∣∣∣
x2=1

≥ 0, or:

z(r?)

r?
≤ θ(λ− 1)

Having shown (in Step 2), however, that the optimal shipping reference is characterized by z′(r?) =

θ(λ − 1), we know from the assumptions on z(r) that z(r)
r > z′(r) for any r > 0. Thus, we have a

contradiction, and the result follows �

Claim 3: π
?
1
x?1
>

π?2
x?2

. Suppose instead that π
?
1
x?1
≤ π?2

x?2
. Since π?1 = p?1x

?
1 and π?2 = (p?2 + s?)x?2, we have that:

π?1
x?1

= p?1 = w + θr? + z(r?),
π?2
x?2

= p?2 + s? = w − λθx?1s̄
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Thus, π
?
1
x?1
≤ π?2

x?2
implies that: w − λθx?1s̄ ≥ w + θr? + z(r?), which requires that:

θr? + z(r?) + λθx?1s̄ ≤ 0.

Since we know that s̄, x?1, x?2 > 0 (and thus, r? = x?2s̄ > 0), the assumption that z(r) is a positive,

increasing function of r gives a contradiction. �

Before moving to the numerical example, it is worth thinking about the intuition behind this result. In

general, the monopolist wants to increase the shipping reference r as much as possible, since this also

increases the magnitude of the transaction utility boost for free shipping z(r). Because the reference

(r = x2s) is composed of two separate components, however, there are two ways to increase it.

In this case, the monopolist chooses to increase s, rather than x2, because increasing the quantity x2 also

requires decreasing the quantity of free shipping offers, x1. Since the revenue generated by a unit of x1

is always greater than w—and that from a unit of x2 is always less than w—the seller then continues to

increase s until reaching the consumers’ shipping charge threshold, s̄.

3.5 Numerical Example

To further highlight some of the intuition behind the monopolist’s optimal pricing and splitting strate-

gies, I now present a numerical example in which a concave functional form is specified for z(r), and a

set of (plausible) parameter values are given for θ ∈ [0, 1] and λ>1. Specifically, suppose that z(r) =
√
r

, and that the bargain-attentiveness parameter θ = 1
2 , and the degree of loss aversion λ = 4.

We can start by using the zero-surplus condition to obtain the equilibrium market prices as a function of

the quantities and shipping charge (x1, x2, s):

p?1 = w + θx2s+ (x2s)
1/2

p?2 = w − s− λθx1s

Taking the monopolist’s general profit function π(x, p, s) = (p1)x1 + (p2 + s)x2, we can now substitute
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z(x2s) = (x2s)
1/2 and the prices (p?1, p

?
2) to obtain:

π(x, s) = w + x1(x2s)
1/2 − θ(λ− 1)x1x2s.

Using the capacity constraint, we can replace x1 = 1− x2 and write profits as a function of s and x2:

π(x2, s) = w + (1− x2) (x2s)
1/2 − θ(λ− 1) (1− x2)x2s

Having solved for the general case in the previous section, we know that the solution will be interior

(x?2 > 0). Thus, applying equation (3.1) directly yields:

1

2(x2s)
1/2

= θ(λ− 1)

Rearranging this expression, we find the monopolist’s optimal non-free shipping charge as a function of

the non-free quantity x2:

s?(x2) =
1

4[θ(λ− 1)]2x2
. (3.9)

Before moving on, note that since the monopolist’s shipping reference is r = x2s, this condition on

s?(x2) has essentially imposed the following constraint for the optimal shipping reference in this market:

r? =
1

4[θ(λ− 1)]2
. (3.10)

Since the denominator is simply the consumers’ level of bargain-attentiveness θ ∈ (0, 1) multiplied by

the (relative) magnitude of loss aversion (where λ > 1), this suggests that the optimal shipping reference

r? will be decreasing in either of these.

Moving on to the optimal choice of quantities, the monopolist’s (Step 2) problem is:

max
x2

π(x2, s
?) = w + (1− x2) (x2s

?)
1/2 − θ(λ− 1) (1− x2)x2s

?

s.t. s?(x2) =
1

4[θ(λ− 1)]2x2
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Substituting the s?(x2) constraint into the profit function, however, we find that a bit of simplification

yields:

π(x2) = w +

[
1

2θ(λ− 1)

]
(1− x2)−

[
1

4θ(λ− 1)

]
(1− x2)

and thus:

π(x2) = w +

[
1

4θ(λ− 1)

]
(1− x2) .

Just as we saw for the general case in Section 3.2, this implies that:

dπ

dx2
= −

[
1

4θ(λ− 1)

]
< 0.

Following the same logic as in the previous section, we know that the seller would like to choose x2 → 0

and s → ∞. Given the consumer’s shipping charge threshold of s̄, however, the monopolist is again

limited to s? = s . Substituting s? into equation (3.9) yields the optimal quantity x?2 = 1
4[θ(λ−1)]2s

, and

we can now fully characterize the monopolist’s optimal strategy (for this example) as follows:

Monopoly Solution (Numerical Example): Given a zero-price function z(r) =
√
r and transaction-

utility parameters θ = 1
2 and λ = 4, the optimal monopoly pricing strategy includes:

1. Quantities: (x?1, x
?
2) =

(
9s̄−1

9s̄ , 1
9s̄

)
2. Shipping charges: (s?1, s

?
2) = (0, s̄)

3. Shipping reference: r? = 1
9

4. Market prices: (p?1, p
?
2) =

(
w + 7

18 , w −
27s̄−2

9

)
Note that this solution also implies:

(i) π?1
x?1

= p?1 = w + 7
18

(ii) π?2
x?2

= p?2 + s? = w −
(
2s̄− 2

9

)
.

Since x?2 < 1, we know that s? = s̄ > r? = 1
9 , which implies 2s̄ > 2

9 . Thus, π?1
x?1
> w >

π?2
x?2

, and we

again have that the expected (per unit) profits are larger for the free shipping item x1.
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3.6 Discussion

The model presented here was motivated by empirical findings in the previous chapters that suggest some

of the largest sellers in the eBay market systematically offer, and increase expected revenues, by utilizing

shipping charge strategies that include both free and positively-priced shipping for physically-identical

items. This is puzzling, given the estimates of a sizable positive boost in expected revenue from free

shipping, since it would seem that an experienced seller could increase profits by switching to a free-only

shipping strategy. One possible explanation—explored here in a monopoly setting—is that this positive

free shipping (or, zero-price) boost z(r) only exists when people aren’t expecting free shipping. That is,

if a consumer’s shipping reference r equals zero, then so to does the transaction utility boost z(r).

Assuming only that: (i) a consumer’s shipping reference r is defined (endogenously) as the average of all

shipping charges si offered in the market; (ii) consumers derive (identical) gain-loss transaction utility

from an item’s “shipping bargain” (r − si); and (iii) consumers experience an added positive boost in

transaction utility z(r) when receiving free shipping (si = 0); I show that a seller can increase the profit

generated by a fixed set of physically-identical items by altering the price p and shipping s components

of the total transfer t = p + s that is charged for a subset of the items. In particular, I show that an

equilibrium exists in which the optimal partitioned-pricing strategy includes simultaneous offers of both

free and non-free shipping, even when the (expected) profit per unit is larger for the free shipping item,

due to the added transaction utility experienced by consumers. While this involves a somewhat strong

assumption regarding the market power of the seller—in this case, a monopolist—the (relatively) weaker

set of assumptions for consumers suggests that the result may also carry over to settings with increased

levels of market competition.

The absence of an increased competition component is also the largest limitation of this model. Since the

large sellers in the eBay data were obviously engaged in some form of competition, it will be important to

understand how this result might generalize to different forms of strategic interaction. A duopoly setting

would obviously introduce the key element—a competitor—but another interesting approach might be

in the spirit of monopolistic competition. Rather than allowing a single seller to determine the market

shipping reference, we might specify a “partially endogenous” reference r = (1 − α)r̄ + αx2jsj , where

α ∈ (0, 1) captures the extent of any seller j’s market power, and r̄ reflects some exogenous component

of the consumer’s shipping reference. By varying α, we could explore how the extent of a seller’s market
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power might impact shipping charges or quantities in a similar “mixed-strategy” equilibrium with s?1j = 0

and s?2j > 0.

Another limitation of the model is the fact that the monopolist always has an incentive to offer the largest

positive shipping charge s?2 that consumers will bear. Part of this may be due to the linearity of the gain-

loss utility from shipping charges. Part of the problem may also be that the model assumes consumers do

not experience gain-loss transaction utility from the price components (p1, p2). One way to incorporate

this might be to place an additional weight (1 − θ) on a consumer’s transaction utility T (pi, rp) when

paying pi relative to some price reference rp. Depending on the degree of loss-aversion and the relative

price and shipping weights for a given θ, it may be that the seller has an incentive to choose s?2 < s̄.
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Appendix A

Additional Material (Ch. 1)

A.1 Opening Price Polynomial: Conditional Revenue

While diagnostic regressions (using BIC) rejected a nonlinear opening price specification, it may still be

useful to check whether the observed nonlinear shipping effect is changed/eliminated when also allowing

a fourth-degree polynomial for the opening price.

Table A.1 presents estimates for the baseline nonlinear-shipping specification, both with (Column 1)

and without (Column 2) an opening price polynomial. Looking at these comparison estimates, we see

that: (i) the nonlinear shipping effects remain both statistically and economically significant; and (ii)

the magnitudes of these shipping coefficient estimates are largely unchanged from the original baseline

specification.
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Table A.1: Opening Price Polynomial Comparison (OLS)

Revenue (Conditional)

(1) (2)

Free 37.301??? 34.491??

(11.107) (10.820)

Shipping Charge 7.272? 6.288?

(2.993) (2.928)

Shipping2 -0.620? -0.512

(0.287) (0.283)

Shipping3 0.0261? 0.0213

(0.0114) (0.0113)

Shipping4 -0.00039? -0.00031?

(0.00015) (0.00016)

Opening price 0.0644??? -0.0903

(0.0041) (0.0466)

Opening2 0.00053?

(0.00025)

Opening3 -7.70e-7

(4.83e-7)

Opening4 4.63e-10

(3.08e-10)

R2 0.909 0.907

Observations 7,955 7,955

A.2 Shipping Bins Analysis

In Table A.2, I include frequencies for the two binning variations used in the (fully) nonparametric

analysis of conditional revenue and likelihood-of-sale. In the first version , I round each shipping charge

up to the nearest whole dollar and then keep only observations with s ∈ {0, 5, 10, 15, 20, 25, 30, 35}. In

the second version, I do the same, but with shipping charges rounded down to nearest whole dollar.
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Table A.2: Shipping Bins: Frequencies

s = 0 s = 5 s = 10 s = 15 s = 20 s = 25 s = 30 s = 35

Rounded Up: 6,886 252 3,098 1,716 861 255 95 20

44.2% 1.6% 19.8% 11.0% 5.5% 1.6% 0.6% 0.1%

Rounded Down: 6,888 252 2,779 1,558 644 223 73 18

44.2% 1.6% 17.8% 9.9% 4.1% 1.4% 0.5% 0.1%

In Figure A.1, I present fitted-value predictions from the (fully) nonparametric estimates of conditional

revenue, using two versions of the binning criteria: rounded-up to nearest whole-dollar amount (◦), and

rounded-down (♦). In Figure A.2, I present both versions of the nonparametric (binned) predictions for

likelihood of sale.

Figure A.1: Conditional Revenue Predictions: Alternate Bins
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Figure A.2: Likelihood of Sale Predictions: Alternate Bins
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A.3 Unconditional Expected Revenue: Tobit Model

Since it is often the default choice for dealing with corner-solution outcomes, I also include unconditional

revenue estimates from a Tobit model. Although I include an identical set of control variables, the choice

of reserve-price components (shipping charge and opening price) and their respective polynomials is

not as straightforward. Recalling the specifications from the baseline analysis, we had: (i) a 4th-degree

shipping polynomial and linear opening price function for the conditional revenue (OLS) analysis; and

(ii) a 3rd-degree polynomial in both shipping charge and opening price for the likelihood-of-sale (Probit)

analysis. Because the Tobit model limits us to a single set of parameters, however, it is not immediately

clear which of the two decision components should be allowed to dictate the specification used here.1

After obtaining the log-likelihoods from a number of shipping-opening variations, I find that the combi-
1An additional difficulty arises in selecting the Tobit specification, as several significant covariates from the conditional

revenue analysis (# of bids, # of bidders, winning bidder experience, etc.) cannot be used, since they completely determine the
Pr[y = 0|x] = 1− Φ(xβ/σ) component of the model.
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nation of a 4th-degree shipping polynomial and 3rd-degree opening price polynomial is slightly preferred

by the BIC, and thus settle on this for the Tobit estimation.

Having selected a single vector of shipping charge, opening price, and control parameters (β ), I estimate

the following function of “revenue realized upon sale” (y) using maximum likelihood:

f(y|x) = [1− Φ(xβ/σ)]1{y=0}[φ
(y − xβ

σ

)
]1{y>0}

Since the individual coefficient estimates are only relevant for the latent variable y?, I do not report these

for the Tobit model. Instead, Figure A.3 presents a fitted-value plot, along with several specific numerical

estimates for the unconditional expected revenue value of interest:

E[y|x] = Φ(
xβ

σ
)
[
xβ + σλ(

xβ

σ
)
]

Figure A.3: Tobit Model Predictions for Unconditional Expected Revenue
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Looking at the plot in Figure A.3, we immediately notice several key differences from the conditional

revenue estimates alone. In general, we see that the higher shipping charges are now being significantly

penalized (from a seller revenue standpoint) by the decreased probability of sale. In terms of an opti-

mal—or, expected revenue maximizing—positive shipping charge, these estimates suggest that it has fallen

from $27 for the conditional revenue predictions, to $15 for unconditional revenue. For a free shipping

item, we see that while the gap has lessened, the revenue prediction of $552.67 is still below the $557.24

prediction for a $15-shipping item.2

While the general predictions from the Tobit and Hurdle models are relatively similar, we see a notable

difference in terms of the free shipping estimates. For the Hurdle model, I find that the expected revenue

from free shipping ($534.39) is roughly $10 higher than that from the optimal positive shipping charge of

$15. Given the Tobit model’s suggestion of s?tobit = 15, and this finding of s?hurdle = 0, we may wonder

which prediction is “better”.

Obviously, with the number of additional assumptions underlying both of these models, it may be that

neither prediction is very good. If, however, we are willing to believe that most of the usual economet-

ric assumptions do hold, then a statistical comparison of the two models is relatively straightforward.3

Simply comparing the log-likelihoods (Ltobit = −54101.72 & Lhurdle = −40417.56), we can see that the

Hurdle model will almost certainly be selected by any test we choose. This is indeed the case, as even after

penalizing the Hurdle model for its additional parameters, a BIC comparison (BICtobit = 108, 777.71 &

BIChurdle = 81, 464.08) overwhelmingly suggests an improved fit relative to the standard Tobit model.

A.4 eBay UK: Additional Statistics and Analysis

A.4.1 Full Summary Statistics: UK vs. US

The following provides a full set (replicating Table 1.1 from the baseline eBay US analysis) of summary

statistics for the eBay UK market, as well as a set of comparison statistics from the US market.
2Note, however, that both (s = 0 and s = 15) have higher predicted revenues than that of the median shipping charge

observed in the data (s = 10).
3Recall that the Hurdle model with x1 = x2 and γ = β

σ
is identical to the Tobit model.
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Table A.3: Summary Statistics: UK vs. US Markets

UK Market US Market
Mean Std.Dev. Mean Std.Dev.

Listing Characteristics
Revenue (conditional on sale) 658.82 119.26 587.86 113.54
Shipping 12.27 7.52 7.48 7.79
Shipping (non-free only) 15.18 5.09 13.31 5.51
Free 0.192 – 0.439 –
Opening price 327.13 278.35 297.21 268.61
Bids (auctions only) 14.67 12.17 15.81 17.08
Sold 0.672 – 0.816 –
Auction 0.621 – 0.699 –
Buy-it-Now (or Best Offer) 0.379 – 0.301 –

Seller Characteristics
Feedback 11,631 42,138 6,890 23,810
Toprated 0.147 – 0.284 –
eBay Store 0.141 – 0.289 –
Returns allowed 0.402 – 0.408 –
Multiseller 0.515 – 0.714 –
Newseller 0.084 – 0.088 –
Expedited shipping 0.505 – 0.470 –
Standard shipping 0.359 – 0.448 –
Economy shipping 0.135 – 0.082 –

Item Characteristics
Brand New 0.466 – 0.605 –
New (open box) 0.121 – 0.210 –
Used 0.413 – 0.185 –
64 GB 0.234 – 0.227 –
32 GB 0.315 – 0.262 –
16 GB 0.451 – 0.511 –
3G Data 0.446 – 0.361 –

Observations 6,332 – 15,595 –

Notes: UK values converted to dollars at exchange rate of (1 GBP = 1.583 USD).

A.4.2 Merged-Sample Analysis: UK & US Combined

In the following section, I take a slightly different approach by analyzing a combined set of data from

both countries. In addition to the baseline controls from each of the previous sections, I now include

country-specific item fixed-effects, as well as interactions between a UK-market dummy and each of the
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shipping charge and opening price terms included in the specification.4

I begin with the conditional revenue analysis, and mimic the series of US-only linear and nonlinear

shipping specifications on the merged sample. For the linear versions, UK-interaction terms are included

for free shipping, shipping charge and opening price. For the nonlinear versions, interactions are also

included for each additional component of the respective polynomials.

Table A.4 presents the results of the conditional revenue regressions, with: (i) limited controls in columns

1 and 2; (ii) full controls in columns 3 and 4; and (iii) full controls with item fixed-effects in columns 5

and 6. As was the case for the original US-only analysis, it is promising to first note that the coefficient

estimates are generally quite similar in magnitude and significance as we progress through the control

sets.

Looking at the linear specification in column 5, we see that while each of the three UK-interaction

terms (free, shipping, and opening) is negative, the only statistically significant UK-term is that for the

opening price. Moving to the nonlinear estimates in column 6, we see that, aside from the opening price,

only ship4 has a statistically significant UK-interaction. Although this suggests an even larger negative

revenue effect for extremely high shipping charges in the UK market, it does not provide much evidence

in terms of overall differences in the effects of free shipping or shipping charges in general. In fact, even

if we disregard the lack of statistical significance, the relatively small magnitude of the UKfree coefficient

suggests very little in terms of any economically significant differences in the free shipping revenue-effects

across the two markets.

We know from the primary analysis that free shipping can also affect the likelihood that an item sells.

Thus, if we are to thoroughly investigate whether the mechanism behind free shipping varies across

countries, then we should also look for differences in the estimated probabilities of sale. In Table A.5, I

present coefficient and average marginal-effect estimates from a probit regression on the merged sample,

again mimicking the set of controls and polynomials from the baseline US-analysis in section 1.3.2. For

this regression, country-specific item fixed-effects are also included, along with UK-interaction terms for

free shipping and each component of the 3rd-degree polynomials in opening price and shipping.
4Here, I assume that some of the basic controls {seller-feedback, returns-allowed, etc.} have the same effect in each country,

and thus do not include interaction terms between these the UK-market dummy.
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Table A.4: Conditional Revenue: US & UK Combined

Revenue (Conditional on Sale)

(1) (2) (3) (4) (5) (6)

Free 16.245??? 43.018??? 16.176??? 44.239??? 15.922??? 47.692???

(1.409) (8.876) (1.414) (8.745) (1.393) (8.592)

Free x UK -3.506 -10.966 -0.543 -6.479 -3.257 -9.001

(4.950) (26.074) (5.141) (25.485) (5.059) (25.043)

Shipping 1.259??? 8.221??? 1.185??? 8.990??? 1.196??? 9.998???

(0.087) (2.482) (0.087) (2.460) (0.085) (2.417)

Shipping x UK -0.159 1.409 -0.140 -0.190 -0.243 -0.354

(0.216) (6.415) (0.211) (6.266) (0.208) (6.157)

Shipping2 -0.616? -0.731?? -0.822???

(0.243) (0.241) (0.237)

Shipping2 x UK -1.009 -0.643 -0.679

(0.828) (0.810) (0.796)

Shipping3 0.0225? 0.0277?? 0.0312??

(0.0098) (0.0097) (0.0095)

Shipping3 x UK 0.0916? 0.0665 0.0705

(0.0444) (0.0435) (0.0428)

Shipping4 -0.00029? -0.00037?? -0.00041??

(0.00014) (0.00013) (0.00013)

Shipping4 x UK -0.0023?? -0.0018? -0.0019?

(0.0008) (0.0008) (0.0008)

Opening price 0.071??? 0.071??? 0.083??? 0.083??? 0.083??? 0.083???

(0.002) (0.002) (0.003) (0.003) (0.003) (0.003)

Opening x UK -0.028??? -0.028??? -0.016? -0.016? -0.014? -0.014?

(0.004) (0.004) (0.007) (0.007) (0.007) (0.007)

UK market 107.125??? 114.779??? 105.165??? 111.092??? 105.198??? 110.897???

(3.837) (25.904) (4.633) (25.310) (4.555) (24.872)

Constant 390.014??? 365.412??? 314.034??? 287.590??? 521.321??? 491.322???

(38.815) (39.767) (38.938) (39.850) (38.449) (39.327)

Item FE No No No No Yes Yes

R2 0.881 0.881 0.888 0.888 0.892 0.892

Observations 14,403 14,403 14,403 14,403 14,403 14,403
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Table A.5: Likelihood-of-Sale: US & UK Combined

Pr(Sold=1)

(1) Probit (2) AME

Free 0.67533?? 0.14384??

(0.20667) (0.04398)

Free x UK -0.34621 -0.07339

(0.68582) (0.14614)

Shipping 0.11889?? 0.00646??

(0.04357) (0.00261)

Shipping x UK 0.04425 0.00814

(0.15129) (0.02721)

Opening price 0.00324??? -0.000768???

(0.00059) (0.000034)

Opening x UK 0.00213 0.000441

(0.00127) (0.000235)

Shipping2 -0.00584?

(0.00287)

Shipping2 x UK -0.01880

(0.01659)

Shipping3 0.00007

(0.00006)

Shipping3 x UK 0.00097

(0.00058)

Opening2 -0.000011???

(0.000002)

Opening2 x UK -0.000012?

(0.000005)

Opening3 2.98e-9

(1.67e-9)

Opening3 x UK 1.32e-8?

(6.52e-9)

Observations 16,469 16,469

As was the case for the conditional revenue estimates, the most statistically significant UK-interactions

are those for open2 and open3. Looking at the overall AME for the UKopen term, we see that while

opening price still has a negative impact on the likelihood of a sale, the magnitude of this effect is smaller
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in the UK market. In terms of free shipping and shipping charges in general, we can clearly see that

the overall effects remain statistically and economically significant for the merged sample. Furthermore,

although the UKfree term is not highly significant statistically, it does provide additional support for

the comparison-analysis finding in Section 1.4.1. That is, given the magnitude and direction of the AME

for UKfree, these estimates again suggest that the effect of free shipping on likelihood-of-sale is notably

smaller in the UK market.5

Overall, the findings from these eBay-UK analyses are mixed. The effect of opening price is found to

differ substantially across markets, but the effects of free shipping and shipping charges in general seem

to vary much less. If we compare the general results here to those from the individual market analysis in

Section 1.4.1, it seems clear that both agree on two key points. First, if free shipping does indeed operate

differently in the two settings, then it is likely that the positive effect on both conditional revenue and

likelihood-of-sale is diminished in the UK market. Second, given the relative magnitudes of the estimated

effects on revenue and likelihood, it is likely that the most economically significant difference between

the two markets is in the effect of free shipping on the probability that an item sells.

A.5 Seller-Type Subsamples

As a further test for seller heterogeneity, I run essentially identical regressions to those from the baseline

analyses of Sections 1.3.1 and 1.3.2, but with the original sample divided in two different ways. First,

I define the subsamples based on seller-traits that are observable only ex-post in the data. Then, I use a

division based on seller-traits that were also observable by potential bidders at the time of the auction. In

Table A.6, I present the subsample comparisons for the conditional revenue (OLS) regressions. Then in

Table A.7, I do the same for the likelihood-of-sale (probit) regressions as well.

Looking at Table A.6, we see coefficient estimates from several variations of the baseline linear specifica-

tion used in Table 1.3. After repeating the estimates for the entire sample of auction-listings in column

1, the free and shipping effect estimates are then presented for the two sets of seller-type divisions. In

columns 2 and 3, I divide the sample based on “multisellers,” defined as those sellers with multiple iPad

units sold. In column 2 the sample is restricted to the 39% of sellers who are not multisellers, while
5The estimated AME of free shipping on Pr[Sale] in the UK (0.0705) is roughly half the size of that in the US (0.1438).
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column 3 limits to the remaining 61% who are. The intuition here is that these multisellers may be more

“professional” than those selling only a single unit.6

Table A.6: Conditional Revenue (OLS): Seller-Type Subsamples

Revenue (Conditional on Sale)

All Multi=0 Multi=1 Store=0 Store=1

Free 15.732??? 12.808??? 15.305??? 12.142??? 24.330???

(1.896) (2.738) (2.476) (2.021) (5.816)

Shipping Charge 1.094??? 1.151??? 1.013??? 1.016??? 1.314???

(0.112) (0.164) (0.154) (0.119) (0.392)

Opening price 0.064??? 0.085??? 0.051??? 0.078??? 0.038???

(0.004) (0.008) (0.005) (0.005) (0.008)

Number of bids 0.590??? 0.993??? 0.394??? 0.749??? 0.335???

(0.045) (0.096) (0.046) (0.066) (0.052)

R2 0.909 0.877 0.933 0.898 0.945

Observations 7,955 3,087 4,868 5,577 2,378

All include same time/date/item fixed effects and controls as baseline OLS (Table 1.3)

While the results do change for columns 2 and 3, we can clearly see that: (i) the coefficient estimates of

interest are still highly significant statistically; and (ii) both sets of estimates are only slightly different in

magnitude from the baseline specification. Comparing the two types, we see that for the non-multisellers,

the free estimate is a bit smaller in magnitude, while the shipping and opening price estimates are both

slightly larger. For those who are multisellers, it appears that the effects of free, shipping, and opening

price are all slightly decreased, but largely unchanged. Although the connection between selling multiple

items and being perceived as “more trustworthy” is not necessarily direct, these results do at least suggest

that the effects of interest are similar even for those sellers listing their first iPad.

The next subsample divisions are based on a seller-trait that was also observable to potential buyers during

the actual auction. In columns 4 and 5, I focus on sellers either with or without an “eBay store.” In

column 4 the sample is restricted to the 70% of sellers who are not “storeowners,” while column 5 limits

to the remaining 30% who do maintain eBay stores. Recalling from Table 1.1 that storeowners generally
6That is, a multiseller is less likely to be a random individual just looking to sell his/her own used iPad.
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have higher feedback scores and more experience, we might wonder if the free and shipping effects remain

similar across the two subsamples. In column 4 we see that both the free and shipping coefficients are

indeed slightly smaller in magnitude for the sellers who do not own eBay stores. The estimates do

remain statistically significant, however, with magnitudes that still suggest economic importance and

sizable differences between the shipping and opening price components of the effective reserve price.

Looking at column 5, we then see that the sellers who are eBay storeowners exhibit similar, and actually

somewhat larger, estimates for both the free and shipping effects. Given the additional expectation of, at

least weakly, decreased seller heterogeneity among this more professional subsample, these results lend

support to the size and significance of the baseline conditional revenue findings.

Given the initial empirical findings of free and shipping effects on a seller’s likelihood of sale, we may

also be concerned with unobserved seller heterogeneity biasing the results of the probit regressions in

Section 1.3.2. Thus, as a first test, I duplicate the previous subsample divisions for the baseline probit

specification. Table A.7 again provides the full-sample results in column 1 for comparison, followed by

estimates from identically defined sets of seller-type subsamples.

In columns 2 and 3, estimates are presented for the multiseller subsamples. For non-multisellers, we see

that: (i) the free coefficient has decreased slightly in magnitude, but remains highly significant statistically;

and (ii) all of the nonlinear shipping components are quite similar to those from the full-sample. For

multisellers, we see that unlike the slightly smaller magnitudes for the conditional revenue regressions,

the effects of free and shipping on likelihood-of-sale are both slightly larger than the full-sample for

these more experienced sellers. Moving next to columns 4 and 5, we see that for non-storeowners, the

coefficient estimates are similar to the baseline results, but for eBay storeowners, the standard errors have

increased and the statistical significance has decreased for the shipping-related coefficients. While this is

puzzling at first glance, it makes a bit more sense if we consider the actual distribution of shipping charges

for this subsample of sellers.

For eBay storeowners, or any of the other experienced subsamples, the most commonly used shipping

charges are “Free” and $10. For the 2,750 eBay storeowners in the sample, the statistics show that, of

all listings: (i) 26.7% have free shipping; (ii) 56.6% have $10 shipping; and (iii) 83.3% have one of the

two. For the full sample on the other hand, we see: (i) 30.6% with free shipping; (ii) 27.3% with $10

shipping; and (iii) a cumulative frequency of 57.9%. While the free shipping frequencies are similar, the
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$10 charge is clearly more common among storeowners. Although this is not necessarily a problem for

analyzing the sample as a whole, it does help explain why a nonlinear shipping specification may not

be the correct fit when limiting ourselves to this one sector of the market. Fortunately, the unobserved

seller heterogeneity analysis for likelihood-of-sale is not entirely affected by this trend, as we see that

multisellers have frequencies that are much closer to those of the full sample.7

Table A.7: Likelihood-of-Sale (probit): Seller-Type Subsamples

Pr(Sold=1)

All Multi=0 Multi=1 Store=0 Store=1

Free 0.98188??? 0.93654??? 1.11799??? 1.08171??? 1.69144

(0.21591) (0.27852) (0.33948) (0.21478) (2.16732)

Shipping Charge 0.13865??? 0.12993?? 0.15726?? 0.14304??? 0.34973

(0.03588) (0.04642) (0.05573) (0.03556) (0.43533)

Shipping2 -0.00670??? -0.00680?? -0.00722?? -0.00661??? -0.02500

(0.00178) (0.00233) (0.00271) (0.00177) (0.02709)

Shipping3 0.00008?? 0.00009?? 0.00008? 0.00008?? 0.00049

(0.00002) (0.00003) (0.00004) (0.00002) (0.00052)

Opening price 0.00514??? 0.00372?? 0.00711??? 0.00418??? 0.02281???

(0.00098) (0.00140) (0.00143) (0.00103) (0.00489)

Opening2 -0.00002??? -0.00001? -0.00003??? -0.00001??? -0.00008???

(0.00000) (0.00000) (0.00000) (0.00000) (0.00002)

Opening3 8.53e-9?? 3.96e-9?? 1.49e-8??? 4.68e-9??? 5.31e-8???

(2.72e-9) (4.25e-10) (3.80e-9) (3.02e-10) (1.22e-8)

Observations 9,056 3,128 5,923 6,267 2,750

All include same time/date/item fixed effects and controls as baseline probit (Table 1.4)

Having gone through all of these subsample analyses, what do we now know about unobserved seller dif-

ferences and potentially biased results? In general, we see that regardless of how we define “professional”

and divide the sample, the free and shipping effect estimates remain significant and similar in magnitude

for both conditional revenue and likelihood of sale. Although these subsample divisions are limited to

measures of experience, it’s difficult to think of any other (unobserved) seller signals, since the data allows

us to observe just as much information about these sellers as the buyers did during the actual auction.

7For all multiseller listings: (i) 30.7% have free shipping; (ii) 33.3% have $10 shipping; and (iii) 64% have one of the two.
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Appendix B

Additional Material (Ch. 2)

B.1 Conditional Revenue: Comparisons w/out Item FEs

Table B.1: Conditional Revenue: HP Tablet

Revenue (Conditional on Sale)

(1) (2) (3) (4)

Free (β0) 11.394??? 26.974??? 11.488??? 29.342???

(0.674) (4.957) (0.671) (5.002)

Shipping (β1) 0.894??? 5.719??? 0.893??? 6.35???

(0.045) (1.548) (0.044) (1.566)

Shipping2 (β2) -0.5215?? -0.5816???

(0.1689) (0.1710)

Shipping3 (β3) 0.0235?? 0.0258???

(0.0076) (0.0077)

Shipping4 (β4) -0.00037?? -0.00040???

(0.00012) (0.00012)

Opening price (α1) 0.0649??? 0.0649??? 0.0656??? 0.0656???

(0.0031) (0.0031) (0.0030) (0.0030)

Constant 169.64??? 154.55??? 216.51??? 199.26???

(14.63) (15.36) (14.50) (15.21)

Feature-combo FE No No Yes Yes

R2 0.649 0.650 0.654 0.655

Observations 15,659 15,659 15,659 15,659

84



Full regression results (both with and without item fixed effects) are presented here for the HP Tablet

(Item #2) and iPod Touch (Item #3).

Table B.2: Conditional Revenue: iPod Touch

Revenue (Conditional on Sale)

(1) (2) (3) (4)

Free (β0) 8.255??? 24.659??? 8.248??? 22.137???

(0.535) (2.694) (0.528) (2.612)

Shipping (β1) 0.882??? 6.665??? 0.896??? 6.237???

(0.057) (1.056) (0.055) (1.035)

Shipping2 (β2) -0.645??? -0.549???

(0.140) (0.134)

Shipping3 (β3) 0.0279??? 0.0239???

(0.0075) (0.0071)

Shipping4 (β4) -0.00041?? -0.00036??

(0.00013) (0.00012)

Opening price (α1) 0.097??? 0.097??? 0.095??? 0.095???

(0.003) (0.003) (0.003) (0.003)

Constant 76.27??? 61.35??? 152.72??? 140.13???

(10.36) (10.66) (9.98) (10.28)

Feature-combo FE No No Yes Yes

R2 0.876 0.876 0.885 0.885

Observations 16,357 16,357 16,357 16,357
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Appendix C

Additional Material (Ch. 3)

C.1 Second Order Conditions for π(x2, s)

Recall, the monopolist’s profit function:

π(x2, s) = [θ(λ− 1)s]x2
2 − [θ(λ− 1)s]x2 + z(x2s) [1− x2] + w

where we have:

∂π

∂x2
= 2θ(λ− 1)x2s− θ(λ− 1)s− z(x2s) +

(
dz

dr

)
(s− x2s)

∂π

∂s
=

(
dz

dr
− θ(λ− 1)

)(
x2 − x2

2

)

∂2π

∂x2
2

= 2

(
θ(λ− 1)− dz

dr

)
s+

(
d2z

dr2

)
(1− x2) s2

∂2π

∂s2
=

(
d2z

dr2

)
(1− x2)x2

2
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∂2π

∂x2∂s
=

∂2π

∂s∂x2
=

(
θ(λ− 1)− dz

dr

)
(2x2 − 1) +

(
d2z

dr2

)
(1− x2)x2s

The Hessian for the function π(x2, s) is then given by:

H =

 ∂2π
∂x2

2

∂2π
∂x2∂s

∂2π
∂s∂x2

∂2π
∂s2



To ensure that the monopolist’s choice of (x?2, s
?) is indeed a local maximum, we require that:

(1) ∂2π
∂x2

2
< 0

(2) ∂2π
∂s2

< 0

(3) the determinant of H satisfies:
(
∂2π
∂x2

2

)(
∂2π
∂s2

)
−
(

∂2π
∂x2∂s

)(
∂2π
∂s∂x2

)
> 0

(i) For Condition (1), ∂2π
∂x2

2
< 0 requires that:

2

(
θ(λ− 1)− dz

dr

)
s? +

(
d2z

dr2

)
(1− x?2) s? < 0

Since we know that the monopolist’s (Step 2) FOC implies that dz
dr

∣∣
r?

= θ(λ− 1), where r? = x?2s
?, the

term on the LHS is equal to zero. Noting that z(r) concave implies
(
d2z
dr2

)
< 0, our interior solution of

x?2 < 1, along with Lemma 3.1 (s? > 0) gives the desired result for (1).

(ii) For Condition (2), ∂2π
∂s2

< 0 requires that:

(
d2z

dr2

)
(1− x2)x2

2 < 0

Here we again have that z(r) concave implies
(
d2z
dr2

)
< 0, and x?2 ∈ (0, 1) ensures that (1− x2)x2

2 > 0.

Thus we have our desired result for (2).
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(iii) For Condition (3), a bit of simplification reveals that
(
∂2π
∂x2

2

)(
∂2π
∂s2

)
−
(

∂2π
∂x2∂s

)(
∂2π
∂s∂x2

)
> 0 if:

((
d2z

dr2

)(
x2

2 − 2x2 + 1
)
x2s

)(
2

[
θ(λ− 1)− dz

dr

]
+

(
d2z

dr2

)
x2

)
>

[
θ(λ− 1)− dz

dr

]2 (
4x2

2 − 4x2 + 1
)

Noting again that our candidate solution implies
[
θ(λ− 1)− dz

dr

]
= 0, this simplifies further to:

(
d2z

dr2

)2

(x?2 − 1)2 x2
2s
? > 0

Concavity of z(r) then implies that
(
d2z
dr2

)2
> 0, and the same logic used in showing Condition (1)

implies that (x?2 − 1)2 x2
2s
? > 0. Thus, we have our (final) desired result for (3). �
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