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The main aims of a bipedal walking robot are to avoid falling and to generally move

forward. Towards this end we consider controller reduction. This includes: What is

the minimal set of states that a controller needs to sense in order to decide the required

control actions? What is the minimal set of control actions that a controller needs to

provide in order to reach the desired goals? The minimal set of states and control actions

needed indicate that a simpler and reduced model of a bipedal robot can be used to

control the balance and locomotion of a walking robot.

Our primary approach is based on viable and controllable regions. The N-step viable

region is the set of all states from where a robot can take at least N steps and not fall

down. The N-step controllable region is the set of all states from where a robot can

reach the desired goal (e.g., a given walking speed and step-length) in at most N steps.

The similarity in sizes between these regions, for a full-order versus a reduced-order

controller, are measures of the efficacy of the reduced controller.

The compass-gait walking model, actuated by a hip motor and an impulsive push-off,

is used as a testbed for developing and testing the controller-reduction principles. We

show that a controller that commands only step-length and push-off, controls the robot

almost as well as the most general controller that can swing the leg in arbitrary ways. In

this reduced controller, the step-length and push-off are decided based on a single state

variable, just after the heel-strike. This reduced controller covers a large fraction of the

full controller’s viable and controllable regions. The success of this reduced controller



suggests that a point-mass model with foot placement (i.e., step-length) and push-off

can be used by high-level walking controllers.

Other separate projects described in this dissertation are 1) state estimation for the

bipedal robot ‘Cornell Ranger’, 2) controllability analysis of a bicycle in zero gravity,

3) design of chains that can fall faster than gravity, and 4) notes on optimal stabilizing

controllers for optimal trajectories.
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CHAPTER 1

CONTROLLERS BASED ON SIMPLE MODELS OF BIPEDAL

LOCOMOTION

1.1 Introduction

A controller for a bipedal robot takes the sensors’ values as inputs and provides sig-

nals to the robot’s actuators as outputs. The controller outputs are designed to achieve

a particular goal e.g., to maintain balance, to achieve a target state, or to follow a tar-

get trajectory. To calculate the necessary control signals, the controller design is often

based on a model of the robot. A relatively complete model of a robot is usually com-

plex, hence the means of selecting ‘simple’ models to describe the system and ‘simple’

controllers to control the system, have been topics of interest for many decades.

Two common simple models used for designing walking controllers, or understand-

ing walking behavior, are: the IP (Inverted Pendulum) and the LIP (Linear Inverted

Pendulum) models. The IP model has the mass of the robot lumped into a single point

attached to two inextensible, massless legs. The two control inputs are the push-off

along the rear leg at heel-strike and the step-length (achieved by moving the swing leg)

[10, 9]. The LIP model has a point mass attached to two telescoping legs. The tele-

scoping legs maintain the mass at a constant height above the ground. For the LIP

model, the step-length and the step-time are the control inputs [7, 6]. Geyer et. al. have

used a compliant-leg variant of IP, sometimes called the SLIP (Spring Loaded Inverted

Pendulum) to better explain the experimental walking data [4]. In this model both the

leg-length and the hip-height are variable.

In many model reduction approaches, the control inputs are designed to ‘force’ the
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system to behave according to a simple model. This is a ‘prescriptive’ use of a simple

model. For example, Kajita et. al. use the leg actuators to force their robot to behave

like a linear inverted pendulum, at least in terms of the center of mass trajectory [5]. The

Hybrid Zero-Dynamics based approach is also prescriptive in spirit [15, 16]. An HZD

controller virtually constrains the joints of the robot to move as prescribed functions of

a phase variable (e.g., the stance leg angle), so that the dynamics of the robot evolves on

a low-dimensional manifold [15].

Many people have observed that walking should not demand complex control tech-

niques. For example Pratt and Pratt ([12]) mention that,

“Five things have to happen for a planar bipedal robot to walk. Height has

to be stabilized. Pitch has to be stabilized. Speed has to be stabilized. The

swing leg has to move so that the feet are in locations which allow for the

stability of height, pitch, and speed. Finally, transitions from support leg to

support leg must occur at appropriate instances. If these five objectives are

achieved, then the robot will walk. Any controller which results in stable

walking must meet these five objectives.”

They then present simple ‘intuitive’ control strategies to accomplish each of these tasks.

Raibert designed the controller for his successful one-legged, hopping robot using sim-

ilar intuitive strategies [13]. Whitman and Atkeson used dynamic programming to opti-

mize simple control strategies and designed simple controllers for a 2-link walker [17].

These simple control strategies suggest an important insight: robots, despite being

complex, have simplicity in their behavior. This paper contends that instead of forcing

a simple behavior ‘prescriptively’, a bipedal robot has, for balance purposes, a simple

behavior that is captured with a reduced description of both the system and the actuation,
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even if no such simple behavior is prescribed by the controller. Controllers can use this

simplification to achieve balance and control. This is a ‘descriptive’ use of a simple

model. In the descriptive approach to model reduction, only simple aspects of a system

are used in the control. In contrast, in the ‘prescriptive’ approach to model reduction an

inner control loop forces the model to move with fewer degrees of freedom.

Pratt and Pratt comment in Ref [12], “Unfortunately, intuitive controllers are often

called “adhoc” or a “hack” because they are not mathematically based, and seldom

rigorously proven to work.” This paper aims to develop mathematical backing for these

simple models and to give them a quantitative rigor. We’ll present a methodology to

test, evaluate, and discover simple (descriptive) control strategies for bipedal robots.

A related step in this direction was made by Koolen et. al. using the notion of

capture-regions [8]. The primary goal of a bipedal robot is to avoid falling. Koolen et.

al. describe various measures of stability and propose using the N-step capture region

as a practical way to quantify stability. The N-step capture region is defined as the set of

locations where a robot’s foot can be placed so that the robot can come to a stop within

N-steps. Their contention is that, if a robot can come to a stop, it will be able to avoid

falling. They compute capture-regions for simple models (LIP based) and use them to

control and stabilize their humanoid robot M2V2 [11]. Thus they have used the LIP

as a descriptive simple model and used it to design simple foot-placement controls for

M2V2.

A related, but more general measure of stability is the size of the viability kernel,

as introduced to the walking community by Wieber [18]. The viability kernel is a set

of points in the multi-dimensional state-space of the robot from where it is possible to

avoid falling indefinitely, by optimal use of all of the available controls. Both Wieber and

Koolen deem the viability kernel computationally hard to obtain, and hence of limited
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practical use. The capture-regions are taken as a more manageable but related idea.

The concept of a viability kernel applies to a whole robot with arbitrary controllers,

or to a robot with a particular controller. A controller with a larger viability kernel is

better at avoiding falling (in that there are more states from which it will avoid falls).

Thus the viability kernel can be used as a metric of efficacy of a walking controller. If

a simpler model, or a simple/intuitive controller, is a good description of a robot, then

it must have a viability kernel almost as large as the viability kernel for the robot using

arbitrarily complex controls. Hence, the viability kernel concept can be used to evaluate

and generate candidate simple models and controllers for a robot. Our central proposal

here is to use viability kernels to evaluate the efficacy of candidate simplified control

techniques.

Similar to its viable regions, a controller has controllable regions [19]. If a robot is

trying to achieve a target state (e.g., standing still or a point on some periodic trajectory)

or a target set of states, then an N-step controllable region associated with that target

state (or set) is the set of points in state-space from where the controller can reach the

target in at most N-steps. If the target set is all non-fallen states, then the controllable

region is the same as the viable region. Hence, the viable region is the union of all

controllable regions for the set of targets which are all non-fallen states. We posit the

use of controllable and viable regions as metrics for controller reduction and evaluation.

The section below describes these controller reduction metrics in detail.

1.2 Controller reduction for a bipedal walker

The notion behind most classical controller reduction procedures is: A reduced con-

troller uses minimal inputs (sensor data) and provides a minimal set of outputs (control
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signals), while optimizing some performance index or metric. Different reduction tech-

niques differ in the performance indices/metrics they are trying to optimize. This notion

pertains to the ‘descriptive’ controller reduction. That is, we do not consider ‘prescrip-

tive’ reduction techniques that depend on an inner control loop which forces the system

to a lower-dimensional behavior.

1.2.1 A brief survey and critique of existing controller reduction

techniques

Controller reduction often goes hand-in-hand with model reduction. As seen in the pre-

vious section, simple controllers are designed using the simple models of the complex

systems. Most classical controller/model reduction techniques are geared toward linear

time-invariant (LTI) systems. The objective of the majority of these techniques is to

minimize some metric of error between the reduced-order and full-order systems. Com-

mon metrics (performance index) are theH∞ norm or the Hankel norm of the difference

between full order and reduced order LTI transfer functions [14, 1].

A simple way to approximate some high-order systems is to remove from considera-

tion the dynamics of the modes of motion that are both fast and stable i.e, non-dominant.

This approach is called ‘truncation’ [14]. Furusho and Masubuchi apply this technique

to their hierarchically controlled bipedal robot, and they discover inverted pendulum

modes as the dominant modes of the robot [3]. They use actuators at each joint of their

5-link bipedal robot. These actuators are locally controlled, i.e they only use the lo-

cally available joint angle sensor signal for feedback. After linearizing the equations of

motion around the vertical standing position, they observe that two eigenvalues of the

system are least affected by the local feedback gains. All other eigenvalues can be made
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large and negative (fast decaying), except these two. These dominant eigenvalues corre-

spond to the (second order) inverted-pendulum-like behavior of the whole robot. Then

they designed a higher level controller which used the reduced model of the system (an

IP model) to achieve walking and balance. The higher-level controller commands the

local controllers at each joint to perform the desired walk. In effect, Furusho and Ma-

subuchi are considering the least controllable states of their robot in the swing phase of

the motion as the dominant/important states. These least controllable states evolve on a

low-dimensional manifold as the robot moves. An issue with this approach is that not all

hard to control states are necessarily important to the balance and control of the robot.

For example, consider a small limb of negligible mass attached to the stance foot of the

robot. This limb is freely attached to the foot by a pin joint with no motor to control

it. The states corresponding to this limb are uncontrollable during the swing phase of

the motion. Clearly, these extra states are not relevant to the balance and control of the

robot, but they will show up as important in the model reduction approach presented by

Furusho and Masubuchi.

Another approach for LTI (linear time-invariant) systems is called ‘balanced trun-

cation’ [14]. The idea is to use a change of variables so that the transformed states are

arranged according to their degree of controllability and observability. The transformed

system is said to be in the balanced realization. A state with high controllability is easily

varied by varying the control inputs. Outputs of a system (e.g., the measured variables)

are easily varied by varying a state with high observability. In balanced realization both

the observability and controllability Gramians are the same and diagonal. These diag-

onal elements are called Hankel singular values. Hence, each transformed state of the

system has a corresponding Hankel singular value. A higher singular value implies that

the state is highly controllable and observable i.e., it has a higher ‘representation’ in the

input-to-output map of the system. The maximum singular value is called the Hankel
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norm of the system. A reduced model of a desired order is obtained by removing the

states whose Hankel singular values are small. A useful feature of this technique is that

it is goal-oriented. The states which have little effect on the output of the system are dis-

carded (because they have small Hankel singular values). However, balanced truncation

tends to give importance to states that are higher in controllability. Hence for example,

the states corresponding to the inverted pendulum mode of a robot, which are clearly

important for walking control, will not have high Hankel singular values.

We propose a controller reduction technique below, that doesn’t directly depend on

the controllability and observability of the states. If the controller can accomplish the

goal/output without needing the information about a particular state, we discard that

state. This essential idea works by capturing the effect of each state on viable and

controllable regions. Our technique doesn’t depend on the linearity or non-linearity of

the system.

1.3 Controller reduction using viable and controllable regions

In this paper we propose to use the viability kernels and the controllable regions (of the

full and reduced order systems) as the performance indices, or metrics, for controller

reduction.

1.3.1 Reduced controller for achieving balance

The foremost aim of a robot controller is to avoid falling down. This concept is captured

by the viability kernel. Let V0 (see figure 1.1) be the region in the state space that

corresponds to all non-failed states of the robot. This includes the states that are bounded
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Figure 1.1: a) The viable region Vn is the set of states in the state space from where the
robot can take at least n steps before failing or falling down. To avoid failure indefinitely
a state must be inside V∞ (i.e., inside the viability kernel). b) The controllable region Cn
for a given target state or set of statesC0, is the set of states in the state space from where
the robot can reach C0 in n or fewer steps, while also avoiding falling down. Usually,
the infinite step controllable region C∞ and the infinite step viable region V∞, are equal
[19]. This means, if a controller can avoid failing, it can usually also get the robot to
any target eventually.

by any of provided constraints and also the states where the robot has not fallen down or

lost contact with the ground. There is some subjectivity in the exact definition of non-

fallen for any given robot, but we claim without detailed examination, that the results

are insensitive to the differences between any two reasonable definitions. The one step

viable region V1 is the set of initial states from which the robot can take one step without

falling, while using some the allowed controls. Continuing such definitions for 1-step,

2-steps, etc, V∞ is the infinite-step viable region. V∞, also called the viability kernel, is

a subset of V0. It is the set of initial conditions from which at least one set of allowed

control actions can prevent failing indefinitely. Our basic controller reduction principle

is:

A good reduced order controller 1) uses relatively fewer inputs (sensed

states) and 2) commands relatively fewer outputs (control signals), while 3)

providing a relatively large viability kernel.
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The viability kernel of a reduced order controller is necessarily smaller than the viability

kernel of the full order controller which allows arbitrary controls. The performance in-

dex of the reduced controller is thus the ratio of the sizes (volumes or weighted volumes)

of these two viability kernels.

Like Hankel-norm based reduction techniques, the reduction principle defined above

is also goal-centric (the goal being to avoid falling). A reduced controller based on our

reduction principle ignores the states that do not affect the goal (i.e., it ignores the states

that do not affect the viability region). Unlike Hankel-norm based reduction techniques,

the viability kernel doesn’t rely on the controllability of the states directly. Furthermore,

the viability based concepts conveniently apply to non-linear systems.

1.3.2 Reduced controller for reaching a target state

Another aim of a robot controller is to reach a prescribed target state/set C0. For ex-

ample, a target can be the state on the Poincare section of a given periodic trajectory.

A controller’s ability to reach a target is captured by the size of its controllable regions

(see figure 1.1). The one-step controllable region C1, is the set of states from where

there exists some allowable control action to reach C0 in one step. C2 is the set of states

from where the robot can reach the target in at most two steps. C∞ is the infinite-step

controllable region, it is necessarily a subset of V∞, but usually the two are the same[19].

While a full-order controller may be able to reach the target state/set C0 exactly,

a reduced controller may not be able to do so; a reduced controller doesn’t sense all

the states and doesn’t provide all the available control actions. So, in the process of

achieving the target state/set C0, the final state may end up having a residual deviation.

This residual deviation (e.g., minimum Euclidean distance from the boundary of C0) is

9



the ‘target-error’. Hence, another goal of controller reduction is minimizing the ‘target-

error’. The controller reduction metric based on controllable regions is:

A good reduced order controller 1) uses relatively fewer inputs (sensed

states) and 2) commands relatively fewer outputs (control signals), while

3) providing relatively larger n-step controllable regions, and 4) smaller

target-error.

Note the two optimization goals. A reduced controller is attempting both to minimize

the ‘target-error’ and to increase the size of the controllable regions.

1.3.3 Poincare sections

As a robot walks forward steadily, the state of the robot is often approximately periodic.

In this case, some aspects of the full motion can be understood by considering the state at

specific cross-sections of the trajectory, called Poincare sections. The full motion of the

robot is described by the sequence of states from one Poincare section to the next. We

take the Poincare sections to be just after heel-strike i.e., just after the leading foot hits

the ground and the trailing foot lifts off. The control objective, of not falling down, can

be described using a bounded (not fallen) region in state space at the Poincare section.

The control objective of achieving particular target state or set can then be described in

terms of target state or sets at the Poincare section.
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Figure 1.2: The compass-gait walking model has two rigid legs of length l. Each leg
has a mass m and a moment of inertia I about its center of mass. Each leg’s center
of mass is at a distance lc from the hip and lies on the line joining the hip joint and
the point feet. The angle θ1 of the stance leg and θ2 of the swing leg are measured
clockwise from the vertical. The angle between the legs φ = θ1 − θ2 is positive when
the swing leg is in front. The control variables for the compass gait walker are hip
torque T and impulsive push-off P just before the heel-strike. The heel-strike event and
the lifting of the rear foot are modeled to be instantaneous. The figure shows how the
robot (a) moves in the single-stance phase, (b) reaches the ‘mid-stance’ configuration
where the stance leg is vertical, and (c) reaches a heel-strike after which the legs switch
roles instantaneously. The model parameters used in the examples here are l = 0.98m,
lc = 0.145, m = 4.95 kg, and Ihip = 0.55 kgm2. These values are based on the mass
distribution of the Cornell Ranger [2]. When non-dimensionalized with respect to m,
g and l, these parameter values roughly describe an average human’s mass distribution,
taking all of the upper body mass to be a point mass at the hip.

1.3.4 The model system: Compass-gait walker

A compass-gait walker (Fig. 1.2) is a reasonable model for say, the Cornell Ranger [2].

It has two rigid legs joined at the hip. The torso is modeled as a point mass at the hip.

The actuator inputs to the model are 1) the torque T provided by a motor at the hip, and

2) an impulsive push-off P available from the ground along the rear leg at heel-strike. A

compass-gait walker model is simpler than the ones that include legs with knees and feet

and have an extended torso. But this simpler model is sufficiently complex to be used

as a full model for the application of controller reduction theory developed in this paper.
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That is, this is the model, assuming general actuation, for which we want to evaluate

reduced models and controllers.

As the compass-gait walker walks (fig. 1.2), it moves through a series of single

stance phases where one leg pivots about the foot on the ground as the other swings

about the hip joint. During the swing phase, the equations of motion for the state

x = [θ1, θ2, θ̇1, θ̇2]
T can be obtained using 1) the angular momentum balance (AMB)

of the swing leg about the hip joint ( ~H2/H), and 2) AMB of the whole robot about the

stance foot ( ~H1,2/F). These equations are

d

dt
~H2/H = ~r2/H ×m~g + ~T ,

d

dt
~H1,2/F = ~r2/F ×m~g + ~r1/F ×m~g, (1.1)

where,

~H2/H = I~ω2 +m~r2/H × (~ω1 × ~rH/F + ~ω2 × ~r2/H) (1.2)

~H1,2/F = I~ω2 +m~r2/F × (~ω1 × ~rH/F + ~ω2 × ~r2/H) + I~ω1 +m~r1/F × (~ω1 × ~r1/F)

(1.3)

When θ1 = −θ2, the swing foot hits the ground, and a push-off impulse P is applied

along the rear leg. Then, after the instantaneous heel-strike, the legs switch roles. The

state before the heel-strike (x−) can be related to the state after (x+) using the angular

momentum balance of the rear leg about the hip joint and of the whole robot about the

leading foot.

1.4 Application of the controller reduction principles

In this section we apply the controller reduction metrics proposed in section 1.3 to the

compass-gait walker.

12



Figure 1.3: The figure above shows the viable regions for a full-order controller at the
Poincare sections just after the heel-strike. A) V0 is the region in state space where the
robot has not failed/fallen down. Failing is defined as 1) losing contact with the ground
or 2) leaving the acceptable boundaries of the robot state. The state boundaries in non-
dimensional units are −.63 < θ1 < .63 rad, −π/3 < θ2 < π/3 rad, 0.01 < θ̇1 < 1.2
units, and −3 < θ̇2 < 3 units. The stance leg angle θ1 = .63 rad corresponds to a
maximum step-length (2l sin θ1) of about 1.2m. We assume a general forward motion of
the robot, hence the stance leg rate θ̇1 is always positive (greater than a small threshold
value of 0.01). The limiting value of the stance leg rate is when the stance foot looses
contact with the ground (normal reaction is 0). The maximum value θ̇1 < 1.2 units
covers this limiting value. Note that a typical human walking gait has a speed of 1.4
m/s with a step-length of 0.76m. This corresponds to θ1 = 0.40 rad and θ̇1 = 0.56 units
just after the heel-strike. The range of swing leg angles −π/3 < θ2 < π/3 is chosen to
prevent large swing leg motions. The range of swing leg rate −3 < θ̇2 < 3 is about the
maximum capability of the hip motor’s torque (|T | = 1 units). The maximum value of
hip torque corresponds to (non-dimensionalized) motor limitations of Ranger. B) V1 is
the region in the state space from where the robot can take at least one step and not fall
down, using some available control action. The available control actions are 1) the hip
torque −1 < T < 1 units, and 2) the push-off impulse 0 < P < 0.9. The limiting value
of push-off impulse is when the leading foot experiences no impulse from the ground at
heel-strike. A push-off impulse beyond this limiting value will cause the robot to hop.
A maximum value P < 0.9 units covers this limiting value. C) V∞, the viability kernel,
is defined as a region in the state space from where it is possible to take any number of
steps without failing by using some available control action. V∞ is computed recursively
from V0. The sequence {V0, V1...V∞} converges fast, and V1 is approximately same as
(100.6 % volume) V∞. V2 is same as V∞
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1.4.1 Reduced controllers for achieving balance

To achieve balance, a good reduced controller optimizes the size of the reduced-order

V∞ as compared to V∞ of the full-order controller. This implies that the reduced-order

controller is maximizing the set of states from which the robot can never fall down.

Figure 1.3 shows the viable regions for the full-order controller i.e., the controller

that has access to all the states and can prescribe any torque profile and push-off impulse.

The viable regions are computed recursively starting from the set of non-fallen/non-

failed states, V0. This computation is carried out as follows. First we compute the

reachable sets of the states on Poincare section just after the heel-strike. This uses a

discretization of the full state space. The state boundaries in non-dimensional units are

−.63 < θ1 < .63 rad, −π/3 < θ2 < π/3 rad, 0.01 < θ̇1 < 1.2 units, and −3 < θ̇2 < 3

units. These boundaries are explained in Figure 1.3. The state variables θ1, θ2, θ̇1, and θ̇2

are discretized in steps of 0.03 rad, 0.1 rad, 0.6 units, and 0.4 units respectively. Hence,

the state space at the Poincare section is discretized into about 7400 points. Note that

at the Poincare section the state space is actually three dimensional because θ2 = −θ1

(heel-strike condition). The reachable set of a given state after the heel-strike is the

set of states that the robot can reach at the next heel-strike using any of the available

controls while respecting the state boundaries. The boundaries of the available controls

(−1 < T < 1, and 0 < P < 0.9) are explained in Figure 1.3.

The region V1 is the set of states whose reachable sets intersect with V0. Similarly, V2

is the set of states whose reachable sets intersect with V1 and so on. For this robot model

and the given state and actuator bounds, we have found that the sequence {V0, V1, V2....}

converges fast enough, so V1 is a good enough approximation for V∞. If the robot’s state

is in V∞, the full-order controller can potentially always keep it in V∞ i.e., always keep

the robot walking without failing.
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Structure of the reduced controller. Starting at a Poincare section just after heel-

strike, a full-order controller can provide any available torque profile T (t) until the next

heel-strike, and any available push-off P just before that heel-strike, while sensing any

state throughout the step. A reduced-order controller “uses relatively fewer sensed states

and commands relatively fewer control signals.” We consider reduced-order controllers

that sense only the state just after (nth) heel-strike, and using that command only the

step-length L and push-off impulse P at the next ((n + 1)th) heel-strike. That is, we

consider the reduced-order controllers with the following control law: {Pn+1, Ln+1} =

f(xn). We can further categorize the reduced-order controllers based on the number of

states sensed. We can have controllers that sense all three states after the heel-strike:

{Pn+1, Ln+1} = f(θ1,n, θ̇1,n, θ̇2,n). Note that the state x just after the heel-strike is three

dimensional (θ2 is redundant). Similarly, we can have controllers that sense only two or

only one state. The sensed state can be an arbitrary function of θ1, θ̇1, or θ̇2. We can also

have controllers that do not sense any state i.e., open-loop controllers. The open-loop

controllers provide a fixed step-length and a fixed push-off irrespective of the state of

the robot.

By commanding only the step-length (which is equivalent to commanding θ1 be-

cause L = 2 sin θ1), the reduced-order controller is ignoring the variations in the values

of the remaining state variables just before the heel-strike: θ̇1 and θ̇2. Similarly, by

sensing only a particular number of states after heel-strike, the reduced-order controller

is ignoring the variations in the other ‘un-sensed’ state variables. These ‘ignored vari-

ations’ cause a loss in efficacy of the reduced-order controller, compared to that of a

full-order controller. That is, these ‘ignored variations’ lead to smaller sizes of control-

lable and viable regions and larger target-error.
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Table 1.1: Size (volume) of the V∞ of an open-loop controller compared to the full-order
controller. The data is non-dimesnionalized by the leg-length, the robot mass, and the
gravity g.

Description Push-off impulse Step-length Volume ratio
P L V∞,red / V∞,full

Typical Ranger (0.6 m/s) 0.04 0.36 30.7 %
Typical human walk (1.4 m/s) 0.27 0.76 73.4%

Maximal V∞ 0.6 1.2 90.2 %

Table 1.2: Size (volume) of the V∞ of the reduced-order controllers compared to the
full-order controller for various types of controller structures.

Number of states sensed Sensed state(s) Volume of reduced V∞ / full order V∞
θ1 93.0 %
θ̇2 96.1 %

θ1 + θ̇2 96.2 %
1 θ̇1 96.4 %

θ1 + θ̇1 97.5 %
cos(θ1) + 1

2
θ̇21 97.9 %

θ1 and θ̇2 98.0 %
2 θ̇1 + θ1 and θ̇2 98.8 %

θ1 and θ̇1 99.4 %
3 θ1 , θ̇1 and θ̇2 99.8 %

Open-loop reduced controller. Table 1.1 compares the sizes of the viability kernels of

various open-loop controllers with that of the full-order controller. The size comparison

is expressed as the ratio of the volume of the reduced-order V∞ to the full-order V∞. It

is of interest to note that this volume ratio can be quite high (upto 90.2%). Hence, as

far as maintaining balance is concerned, even these very simple controllers can perform

reasonably well as compared to the full-order controller. As the step-length gets larger,

the efficacy of the reduced controller (i.e., size of its V∞) increases. This is an artifact of

the heel-strike/collision dynamics. The ‘ignored-variations’ just before the heel-strike

shrink down after the collision. This shrinkage is larger for a larger step-length.
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Figure 1.4: The figure above shows the controllable regions for a full-order controller
at the Poincare sections just after the heel-strike. A) The region C0 is the target set
on the Poincare section. C0 in this figure is a small region around a nominal state.
The nominal state x = [θ1, θ2, θ̇1, θ̇2] = [−0.40, 0.40, 0.56, 0.3] is a point on the
trajectory of a typical human walk at a speed of 1.4 m/s with a step-length of 76cm.
For the computations in this figure, the set C0 is arbitrarily chosen to be x = [−0.40 ±
0.015, 0.40 ± 0.015, 0.56 ± 0.01, 0.3 ± 0.05]. B) C1 is the set of non-failed states
from where it is possible to reach the target in 1-step, by some allowable control actions
(−1 < T (t) < 1 and 0 < P < 0.9). C) C2 is the region from where the target is
accessible in two or fewer steps. The sequence {C0, C1...C∞} converges fast, and C2

is a good approximation for C∞. The volume of C2 is 99.6% of the volume of C∞ .
Furthermore, C∞ is same as V∞.

Reduced controller with feedback. Table 1.2 provides the sizes of the viability ker-

nels for the reduced-order controllers of various structures as compared to the V∞ of

the full-order controller. Optimizing over various linear combinations of the states after

heel-strike shows that the best state to sense is the combination θ1 + θ̇1. This combina-

tion is an approximation to the energy of the stance leg E = cos(θ1) + 1
2
θ̇21. In general,

the controllers that sense stance-leg states (whether one or two) tend to perform better.

A reduced-order controller that provides P and L, based on the stance-leg states, can

perform up to 99.4% as well as the full-order controller. This suggests that the Inverted

Pendulum model from section 1.1, which only captures the dynamics of the stance-leg,

works well enough for control design.
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1.4.2 Reduced controllers for reaching a target state

As seen in section 1.3.2, a reduced-order controller that aims at reaching a target state/set

C0 should 1) maximize the size of its controllable regions Cns while 2) minimizing the

‘target-error’. The target state for example, could be a nominal state on the Poincare

section of a desired walking trajectory. The target set could be a small region of states

around the nominal state, expressing the allowable deviations from the desired trajec-

tory. As discussed before, a reduced-order controller may not be able to reach the target

C0 due to its simplified structure: reduced sensing and reduced control actions. Min-

imizing this residual ‘target-error’ is an important aspect of controller reduction. This

problem can be indirectly posed as minimizing the size of C0 around a nominal target.

As the size of C0 is reduced the reduced-order controller is required to reach the tar-

get more accurately. This will cause a decrease in sizes of the controllable regions Cn,

and the sequence {C0, C1...C∞} will take longer to converge to C∞. Hence, the two

metrics of efficacy of a reduced-order controller (the ‘target-error’ and the size of Cns)

are in conflict with each other, for small values of C0. When the size of C0 goes be-

low a particular threshold, the controllable regions of a reduced-order controller reduce

to empty sets. This minimal C0 represents the minimum ‘target-error’ introduced by a

reduced-order controller as it ignores some of the states and control actions.

Figure 1.4 shows the controllable regions for the full-order controller. The re-

gions are computed recursively starting from the target C0 in a manner similar to

the viability computation. C0 is a small region around a nominal state on Poincare

section. The nominal state [θ1, θ2, θ̇1, θ̇2] = [−0.40, 0.40, 0.56, 0.3] is a point

on the trajectory of a typical human walk at a speed of 1.4 m/s with a step-length

of 76cm. For the case considered here, the set C0 is arbitrarily chosen to be x =

[−0.40±0.015, 0.40±0.015, 0.56±0.01, 0.3±0.05]. It is observed that the sequence
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{C0, C1, C2....} converges fast enough so that C2 is a good enough approximation for

C∞ (the volume of C2 is 99.6% of the volume of C∞). Furthermore, C∞ is the same

as V∞ [19]. Figure 1.5 shows the sizes of the controllable regions of various reduced-

order controllers. Note that the controllers that sense the stance-leg state have larger

controllable regions. This reinforces the case for using a simple model, like the Inverted

Pendulum, for both balance and target control. Furthermore, note that the controller that

senses a single state corresponding to the energy of the stance leg performs almost as

well as a controller that senses two or more states. Its controllable regions converge to

C∞ within two steps and the size (volume) of its C∞ is 98% of the volume of the full-

order C∞. This reduced-order controller, that senses stance leg’s energy to command P

and L, is among the best controllers in terms of its simplicity and performance.

1.5 Conclusions and Discussions

In this paper, we proposed a novel approach to controller reduction using the viable and

the controllable regions. In the past, the viable regions have been used as a measures of

stability ([18]), but here we show their use as metrics for controller reduction. One of

the main aims of a walking controller is to maintain balance. The ability of a controller

to maintain balance is reflected by the size of its viability kernel. Another aim of the

controller can be to reach a target state/set (e.g., a target state corresponding to steady

walking). The ability of a controller to reach the target state/set is reflected by 1) the

sizes of its controllable regions and 2) the error incurred in achieving that target. Using

the compass-gait walking model for a robot, we showed that a controller with a simple

structure can have its viability kernel nearly same in size as the viability kernel for

a full-order controller. A reduced-order controller that just senses the energy of the

stance leg at one point in the swing-phase (just after the heel-strike) and based on that
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Figure 1.5: The controllable regions {C0, C1, C2 · · · } of the full-order and various
reduced-order controllers for a given size (volume) of the target C0 around the nom-
inal state. The nominal state x = [θ1, θ2, θ̇1, θ̇2] = [−0.40, 0.40, 0.56, 0.3] is a
point on the trajectory of a typical human walk at a speed of 1.4 m/s with a step-length
of 76cm. For the computations in this figure, the set C0 is arbitrarily chosen to be
x = [−0.40 ± 0.015, 0.40 ± 0.015, 0.56 ± 0.01, 0.3 ± 0.05]. The y-axes on the
graphs show metric for controller reduction: the ratio of the volume of the controllable
regions Cns of various reduced-order controllers, and the volume of C∞ (= V∞) of the
full-order controller. Note that as n increases, the Cn of each reduced-order controller
approaches its V∞. The sizes of the reduced-order V∞s are provided in the Table 1.2 A)
The controllable regions for a controller that senses all the states after the heel-strike.
This controller provides the step-length and the push-off based on all the states after
heel-strike, and it performs very close to the full-order controller. B) The controllable
regions for controllers that sense two states after the heel-strike. Note that sensing the
stance-leg states provides larger controllable regions. C) The controllable regions for
a controller that senses a single state after the heel-strike. Note again that sensing the
stance-leg states have larger controllable regions and better convergence towards C∞.
The open loop controllers perform the worst on this metric.

prescribes the step-length and the push-off, has a viability kernel with volume 97.9%

of the full-order viability-kernel. The same reduced-order controller have controllable

regions which converge to viability kernel withing two steps.

Furthermore, it was observed that the controllers that sense the state of the stance

leg perform better on our metrics. This observation validates the widespread use of

simple (point-mass) models in the bipedal control community. Point-mass model such

as the Inverted Pendulum model is basically just a stance leg. Our approach also pro-

vides quantitative justification for the simple intuitive controllers proposed by some re-
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searchers [12]. Furthermore, by using the V∞ and Cns as performance metrics, one can

search the space of controllers to discover such simple/intuitive techniques.
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CHAPTER 2

BALANCE AND CONTROL OF A BICYCLE IN ZERO GRAVITY

The work in this chapter is a paper: “The bricycle: a bicycle in zero gravity can be

balanced or steered but not both,” by Owen Dong, Christopher Graham, Anoop Grewal,

Caitlin Parrucci, and Andy Ruina, published in Vehicle System Dynamics: International

Journal of Vehicle Mechanics and Mobility (Vol 52, Issue 12, year 2014). The link to

the abstract of the article is http://dx.doi.org/10.1080/00423114.2014.

956126. This work is reproduced with permission from the journal. Copyright 2014,

Taylor & Francis.

2.1 Introduction

On a normal bicycle, gravity causes a capsizing moment that increases with lean. If

gravity was removed but the condition of rolling without slipping was retained (using,

say, magnetic wheels) there would be no capsizing moment. We can mimic this zero-

gravity bicycle, down here on earth, by adding a righting moment that cancels the gravity

capsizing moment. We have done this using springy training wheels. Questions we

address in terms of this vehicle include: What happens if you bicycle in zero gravity?

What happens if you transition from tricycle to bicycle in a continuous manner? What

is the role of gravity in bicycle control? The results are, perhaps, surprising.

2.1.1 Help from ‘the hand of god’

One way to help someone learn a task is to help them do it, and then gradually reduce

the help. For example, parents might give support to a child learning to walk, and then
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Figure 2.1: A ‘bricycle’: a vehicle that can transition between bicycle and a tricycle. It is
a bicycle with two extra ‘training’ wheels at the back on a spring-loaded parallelogram
mechanism. The spring resists bricycle lean, more or less depending on its adjustment.
When the spring is removed the training wheels are mechanically invisible, effectively
reducing the bricycle to a bicycle. When the spring is locked the bricycle is effectively
a tricycle. The neutral point in-between , when the spring is such that the bricycle is in
equilibrium at all small angles of lean, is the main topic of study here.

gradually withdraw it. Rehabilitation of patients e.g., stroke victims, often uses physical

guidance. Therapists or trainers may guide a motion, and then slowly withdraw the aid.

This helping, and then withdrawal of help, is also used for robot-guided therapy (robots

guiding people, [19, 21]).

The idea of helping and then withdrawing help extends to the machine-learning au-

tomatic control of simulations, for example in the simulations of running and walking

by Van de Panne and Lamouret [20]. In these, a simulated external torque, “the hand

of god” was initially used to hold their simulated characters upright. As the computer

control algorithm learned to control the characters balance, the external righting torque

was gradually reduced. The evolving controller in principle should gradually learn to

balance the simulated characters without help from external righting torques.

Klein et. al. [9] uses a related idea to help teach disabled children how to ride a

bicycle. In his ‘lose the training wheels’ method, the rider progresses through a series of

adapted bikes, none of which have the stigma of conventional training wheels. The first
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has, instead of wheels, rolling pins (slightly bulged narrow cylinders) having a center

of lateral curvature well above the riders center of mass. Such a bike stays securely

upright. As the rider learns to pedal and steer, the rollers are replaced with rollers with

smaller rocking radius. Eventually regular bicycle wheels are used.

2.1.2 Signs of trouble

The gradually-weakening ‘hand of god’ approach to teaching might not always be ef-

fective. Domingo and Ferris [3] had healthy subjects on a narrow or wide balance beam,

mounted on a treadmill. For some of the subjects assistance was given by springs at-

tached to a hip belt that applied restoring forces towards the beam center. On both

narrow and wide beams, subjects learning without assistance had greater performance

improvements in maintaining balance while walking, compared to subjects in assisted

groups (measured by failures per minute without assistance on the same beam). Physical

assistance seems to hinder learning in this context.

Indeed, the “guidance hypothesis” [17] is that the provision of too much external,

augmented feedback during practice may cause the learner to develop a harmful depen-

dency on this source of feedback. The experience of errors and failures is important

for learning. Physical guidance reduces the range of errors and hence hinders learning.

Besides the experience of error, Domingo and Ferris [3] identify another factor impor-

tant to learning, the task-specific dynamics: “Having task dynamics more similar to the

desired task would allow subjects to explore the state-space of position and velocity pa-

rameters and develop the ability to better control balance.” That is, despite its obvious

appeal and common use, one can foresee problems with the hand of god approach.
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Figure 2.2: A Zero rest-length spring is the heart of the righting-moment mechanism.
The spring is adjusted such that it’s force would be zero if the end of the connecting
rod at P coincided with the pivot at Q; that would be the zero-length configuration.
Because the spring compression is equal to the distance PQ a zero rest-length tension
spring between P and Q is simulated. The dimensions a and b can be adjusted by sliding
the spring and base plate assembly up or down and re-clamping, changing the effective
torsional spring constant. See also the schematic in Figure 2.3.

2.1.3 The Bricycle concept

Tricycles are easier to ride and steer compared to bicycles, at least for slow moving

beginners. Based on the intuitive appeal of ‘the hand of god’ approach, and ignoring the

forewarnings, we considered making a vehicle (a bricycle) that could, by adjustment,

transition smoothly from a tricycle to bicycle. For example, a beginner could start in

tricycle-mode and change into bicycle-mode as she gains proficiency. The initial idea

was to avoid the discrete changes needed in the Klein sequence-of-thinner-and-thinner-

wheels approach.

The bricycle concept is related to that of narrow tilting vehicles (or narrow track

vehicles, NTVs). NTVs are midway between a car and a motorcycle: they self-balance

when stationary like a car and when moving they lean into turns like a motorcycle.

Examples include the 1950s Ford Gyron, General Motors’ 1970s Lean Machine [7], and

more recently, the Mercedes F-3000 Life-Jet and Nissan land glider. The controllers for
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NTVs tilt the vehicle using some combination of two strategies: 1) Direct tilt control: an

actuator on the longitudinal axis of the NTV providing torque to tilt the vehicle [11]; 2)

Steering tilt control: the steering angle applied by the driver is modulated to control the

tilt angle using countersteering [8, 4, 14]. The spring-righting on a bricycle is a special

case of type (1) NTV control. Thus the problems with bricycle control, that we describe

below, need to be circumvented in NTV controller design.

2.2 Bricycle design details

Figure 2.1 shows the bricycle. It is an ordinary bicycle with two extra ‘training’ wheels

at the back. The rear wheels are mounted on a parallelogram mechanism. The mecha-

nism is spring loaded, so as to provide a torque that resists lean. If the spring is rigid (or

equivalently, if the parallelogram mechanism is locked) then the bricycle is effectively a

tricycle. If the spring is removed, then the bricycle is effectively a bicycle. In the same

way that gravity causes a falling torque proportional to the sine of the lean angle, the

spring mechanism is designed to give a righting torque also proportional to the sine of

the lean angle, as described below. At an appropriate intermediate spring setting, there

can be angle-independent gravity cancellation, as described in the Section 2.3.

2.2.1 The zero-rest-length spring mechanism

The spring mechanism allows gravity, for balance purposes, to be reduced, zeroed or

negated. Figures 2.2 and 2.3 show the parallelogram linkage and spring. Key is an

emulated ‘zero rest-length’ spring between the points P and Q (Figures 2.2 and 2.3). A

zero rest-length spring has tension proportional to the distance between the points it is
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Figure 2.3: a) Training wheel suspension. The rear wheels are connected to each other
via a parallelogram mechanism. The connection between points P and Q is effectively
a zero rest-length spring. The lengths a and b are adjustable. b) Force generated by the
zero rest-length spring, is proportional to the length PQ and the component of the force
perpendicular to PQ is proportional to a sinφ. c) The restoring torque generated by the
spring force Fs about point O is kba sinφ. This counters, less or more depending on
parameters, the destabilizing gravitational torque mgh sinφ.

connecting (P and Q). That is, its rest length is zero and its stretch is its total length.

Hence, the vector force it transmits is proportional to the relative position vector of its

ends P and Q; the components of the spring force along any direction are proportional

to the components of PQ along that direction. The idea of a zero rest-length spring was

used, in mechanisms similar to this one, by Lacoste in 1934 for use in a long period

gravity-meter for a seismograph [12] (shown on the cover of Scientific American on

March 1959) and by George Carwardine in 1932 for his Anglepoise lamp, the design

crudely copied in the two-parallelogram mechanism of modern common student lamps

[6].

Using the geometry of Figure 2.3, the restoring torque about the hinge O, generated

by the spring mechanism, is kab sinφ. The angle φ is the lean of the bricycle, k is

the stiffness of the spring and a and b are the lengths shown. The mechanism gives a

restoring torque (kab sinφ) with the same angular dependence as the capsizing torque

of gravity. Hence the springy mechanism reduces the effect of gravity for leaning. For
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small lean angles, the mechanism linearizes to being a torsional spring of stiffness kab

acting at the hinge O.

The stiffness of the effective torsional spring (or equivalently the gravity for leaning)

can be adjusted by mechanically adjusting the lengths a and b as shown in Figure 2.2.

When a is 0, the stiffness is 0 and the training wheel suspension acts like an bicycle.

When a and b are large, the stiffness is high and the system is close to a tricycle. To get

near-infinite stiffness, corresponding to standard stiff tricycle, the hinge joint O can be

locked.

Next we consider the balance and steering control of bricycle by considering 3 mod-

els with progressively more complexity, in sequence: 1) An inverted pendulum with

moving base, 2) A primitive point-mass bicycle, and 3) The full Whipple bicycle model.

2.3 Control of an inverted pendulum with moving base

The simplest analogue to bicycle-balance is the balancing of a stick on a hand, e.g., a

classical cart and inverted pendulum from elementary controls classes. The tendency

of the pendulum to fall is equivalent to the lean (tilt or roll) instability of the bicycle.

Steering a forwards-moving bicycle causes lateral acceleration of the base, analogous

to accelerating the cart at the base of the pendulum. Using an inverted pendulum as an

analogue to bicycle balance was apparently first presented in detail by Rankine in 1869

[16], as described in Kooijman et. al. supplementary material [10]. Figure 2.4, shows

the cart with an inverted pendulum (point mass m, length h). The linearized equation of

motion around the unstable equilibrium point φ = 0 is:

hφ̈ = gφ− ÿ. (2.1)
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Figure 2.4: The classical cart and inverted pendulum. The acceleration of the cart (ÿ)
is varied in time (say by action of a horizontal force) so as to control both the angle φ of
the pendulum (mass m) and the position y of the cart.

Alternatively, using the state vector x = [y, φ, ẏ, φ̇]T state is controlled by u = ÿ.

Thus we get the state space form ẋ = Ax+Bu:

ẋ︷︸︸︷

ẏ

φ̇

ÿ

φ̈


=

A︷ ︸︸ ︷

0 0 1 0

0 0 0 1

0 0 0 0

0 g
h

0 0



x︷︸︸︷

y

φ

ẏ

φ̇


+

B︷ ︸︸ ︷

0

0

1

− 1
h


u︷︸︸︷
ÿ . (2.2)

2.3.1 The pendulum loses controllability at zero gravity

As is well known in the controls community (Mark Spong – private communication)

various inverted pendulum systems, when linearized, are not controllable at g = 0 ([15]

and example 6.2 on page 170 of [1]). When there is no gravity (g = 0) the balance

problem (i.e., the tilt instability) is gone. However, the control authority is lost for some

directions in state-space.

Plugging g = 0 and rearranging the Equation (2.1), we find that for any acceleration
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Figure 2.5: (a) LQR gains for the cart pendulum system as functions of gravity, g (and
h = 1). Note that around zero gravity (g = 0) some of the controller gains go to infinity
and others have a finite jump. System is uncontrollable at g = 0. (b) The time constants
of the LQ Regulated, closed-loop system as function of g. Notice that two of them go
to infinity at g = 0 (closed-loop poles/eigenvalues have zero real parts.) This implies
that disturbances in two directions of the state space, cannot be nullified by the linear
controller gains. As g approaches zero, from above or below, two time constants go to
infinity for any stable controller gains, not just the optimal LQR gains.

of the base:

ÿ + hφ̈ =
d2

dt2
(y + hφ) = 0. (2.3)

The variable combination y + hφ is always

y + hφ = C1 + C2t (2.4)

where C1 and C2 are constants. Thus the variable combination y + hφ is unaffected by

the control u = ÿ. Note that y + hφ is the y-position of the pendulum’s bob (the point

mass m), and for small angles this is unaffected by motions of the base. Alternatively,

(within the small lean angle approximation) the angular momentum of the system about

any point on the y-axis, ~H = −mh(ẏ + hφ̇)̂i, is conserved when g = 0. This implies

that the velocity of mass m remains constant independent of the base acceleration. If

m was at rest initially, it will remain at rest for all time (still assuming the small angle

approximation).

Hence, for the case of zero gravity, assuming, say, a stationary vertical initial condi-
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tion, the position y and the angle φ (balance) cannot be controlled independently. If one

is changed the other has to change to keep the y + hφ = 0.

More simply, in the presence of gravity one possible motion of the pendulum system

is constant acceleration a to, say, the right at fixed lean angle φ with tanφ = a/g. When

gravity is set to zero, there is no small-angle solution (the constant acceleration is only

at a lean of φ = ±π/2).

2.3.2 Control of an inverted pendulum using Linear Quadratic

Regulator (LQR) control

The lack of controllability can also be understood in terms of classical control theory

[18]. Consider a stabilizing linear feedback controller u = −Kx, that drives a system

to the equilibrium x = 0, while minimizing a quadratic cost functional,

J =

∫ ∞
0

(xTQx+ uTRu)dt. (2.5)

The controller gains K = [Ky Kφ Kẏ Kφ̇] for such a controller can be found using the

LQR approach (MATLAB command ‘lqr’). Figure 2.5 shows the controller gainsK and

time constants τi of the closed-loop system, as functions of gravity g (and h = 1). Q and

R are chosen to be identity matrices of appropriate dimensions. The time constants τi

are inverses of the real parts of eigenvalues of the closed-loop system ẋ = (A−BK)x.

As we vary the gravity, g from negative to positive, the point x = 0 changes from

stable to unstable equilibrium. Expectedly it is easy to stabilize the pendulum with

negative gravity, it is just like a normal (non-inverted) pendulum. For positive gravity,

as g increases the pendulum becomes ‘more’ unstable (it is ‘easier’ to fall). Hence, the

gains Kφ and Kφ̇, which correspond to φ and φ̇, increase with g and the corresponding
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time constants become smaller.

When g = 0 the system is uncontrollable in certain directions of the state space

i.e., the deviations in those directions cannot to be corrected using any control action

(at least in the limit of linear system approximation). The uncontrollable directions are

the eigenvectors corresponding to zero eigenvalues of the controllability Gramian of the

system, WC :

WC =

∫ T

0

eAtBBT eA
T tdt. (2.6)

Given a control input u(t) and zero initial condition x(0) = ~0, the state at time T can

be written as: x(T ) =
∫ T
0
eA(T−t)Bu(t)dt. If one considers all possible input profiles

of unit or lesser energy (
∫ T
0
u2(t)dt ≤ 1), all the states that can be reached in time T

or less, lie in an ellipsoid in state space. The axes of this ellipsoid are along the eigen-

vectors of the Gramian and axes lengths are square roots of its eigenvalues. Directions

corresponding to the zero eigenvalues are the directions in the state space that the con-

trol inputs cannot control. One is stuck with the motions that follow from the initial

conditions in those directions.

For the cart and inverted pendulum, under zero gravity, the uncontrollable directions/

eigenvectors are: [1/h, 1, 0, 0]T and [0, 0, 1/h, 1]T . These correspond to the (uncon-

trollable) variables x̄1 = y + hφ and x̄2 = ẏ + hφ̇. Note that x̄1 is the same variable

combination found before using simpler reasoning, and x̄2 is its first derivative.

The gains as seen in Figure 2.5 can be transformed to the gains in the eigendirections

and it can be noticed that only the gains corresponding to the uncontrollable directions

x̄1 and x̄2 are the ones that go infinite (x̄2) or have a jump discontinuity (x̄1) at g = 0.
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Figure 2.6: The primitive model of a bicycle is obtained from the full model described
in figure 2.7 by simplifying assumptions. The bicycle is assumed to be massless and
the rider is modeled as a point mass fixed with respect to the body frame. The steering
assembly has no tilt, trail or caster. The rate of change of the steering angle δ̇ is taken to
be the control input.

2.4 Primitive bicycle model

First we present the simpler of two bicycle models, a primitive point mass model (Figure

2.6). This seems to be the most extreme simplification of a bicycle for understanding its

control, used for example, by Boussinesq, 1899 [2] and Getz and Marsden, 1995 [5]. All

of the mass is concentrated at a point a distance l in front, and h above the rear contact

point. The relevant configuration of the bike is described by the x and y coordinates

of the rear contact, the heading/yaw angle ψ of the body frame, the lean/roll angle φ of

the body frame and the steer angle δ of the handle bar. The wheels are massless and

infinitesimal (equivalent to small skates). The steering has zero tilt, trail and caster.

Consider the nominal motion as the upright bike moving along x-axis at constant

speed v i.e φ = φ̇ = δ = δ̇ = ψ = 0, v = constant. The equations of motion for small

perturbations from the nominal motion, including the torque from the spring mechanism
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kabφ, can be written as:

hφ̈ =

(
g − kab

mh

)
︸ ︷︷ ︸

ge

φ− v2

w
δ − vl

w
δ̇,

= geφ−
v2

w
δ − vl

w
δ̇,

ψ̇ =
v

w
δ,

ẏ = vψ. (2.7)

where w is the wheel base. Note that the effect of spring mechanism is equivalent

changing the gravity. The effective gravity ge = g − kab/mh.

While a direct derivation is possible, these equations follow from simplification of

the equations for the full Whipple model [13].

2.4.1 The primitive bicycle loses controllability at zero gravity

Unlike the Whipple bicycle model discussed later, the primitive bicycle model cannot be

stable without controls. In this paper we are concerned with controlled stability rather

than self-stability so the primitive bicycle is still appropriate. Because the steering has

no mass we cannot be concerned with the dynamics of the steering angle. We think of

the steer angle as the control variable. Lean and heading are controlled by steering (δ, δ̇)

as governed by the equations above.

When ge = 0 we can substitute the second of Equations (2.7) into the first, and use

the third to eliminate ψ to get:

vψ̇ + hφ̈+
vl

w
δ̇ =

d

dt
(vψ + hφ̇+

vl

w
δ) =

d

dt
(ẏ + hφ̇+

vl

w
δ) = 0. (2.8)

Hence, when there is zero gravity, the uncontrollable direction is vψ + hφ̇+ vl
w
δ. It can
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be written as ẏ + hφ̇+ vl
w
δ. Note that

ẏ + hφ̇

is the lateral velocity of the center of mass of the bicycle.

As for the inverted pendulum, Equation (2.7) can be rearranged into state space form

ẋ = Ax + Bu where the state vector x = [φ, δ, ψ, φ̇]T and the control input u = δ̇.

And, as for the pendulum, the system is uncontrollable when ge = 0. Figure 2.8(a)

shows the time constants as functions of gravity for an LQR controller. The uncontrol-

lable mode corresponds to the collection of variables ẏ + hφ̇+ vl
w
δ described above.

2.4.2 The uncontrollable mode

Assume a person is initially riding in a straight line i.e., φi = δi = ψi = φ̇i = 0. Hence

vψ + hφ̇+
vl

w
δ = 0 (2.9)

initially and it will remain 0 for all time. Thus after a steering induced perturbation of

straight line riding:

1. Heading can’t be corrected without falling. If the rider tries to steer by giving

some steering angle profile δ(t) for some time and then finally makes the steering

handle straight again to stop steering: δf = 0. So vψf +hφ̇f = 0. Staying upright

means the lean angle is not changing i.e., φ̇f = 0. This implies ψf = 0. Hence,

once the steering is returned to neutral, the heading will not have changed from

its pre-maneuver direction.

2. The center of mass cannot be moved laterally. Using the last two equations of (2.7)

the uncontrollable direction can be written as

ẏ + hφ̇+ lψ̇ =
d

dt
(y + hφ+ lψ) = 0
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Hence we have another conserved quantity whose initial value was zero (taking

y = 0) and final value is also zero. This, along with ψf = 0, implies that:

yf + hφf = 0.

Noting the geometry in Figure 2.6, we see that y+hφ is the (small angle approxi-

mation of the) y co-ordinate of the center of mass. That is, the mass remains at the

same lateral location in a steering maneuver. Hence the bicycle steering problem

is really strictly analogous to the cart and inverted pendulum problem. The uncon-

trollability of both the primitive bike model and the point-mass cart pendulum, in

zero gravity, boils down to inability to move the center of mass sideways, by any

control efforts (assuming small angle approximations).

3. Leaning causes sideways displacement. We have yf +hφf = 0, this can be rewrit-

ten as yf = −hφf . Hence after a steering maneuver the rider can get sidetracked

and have a resulting lean angle that is proportional to the distance sidetracked, yf .

4. If you keep steering you’ll fall. If δ is not zero by the end of a maneuver, then

ψ̇ = v
w
δ will cause the heading ψ to increase (or decrease) continuously. Because

the uncontrollable variable: vψ + hφ̇ + vl
w
δ is constant, an increasing ψ will lead

to non-zero lean rate φ̇. With constant non-zero steer, the rider will lean more and

more and fall.

2.5 Whipple model

Figure 2.7, shows the more sophisticated Whipple bicycle model as presented by Mei-

jaard et. al. [13]). The relevant configuration of the bike is described by the x and

y coordinates of the rear contact P , the heading/yaw angle ψ of the rear frame, the

lean/roll angle φ of the rear frame, the steer angle δ of the handle bar, and the rotation of
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Figure 2.7: 7-D configuration of a Whipple bicycle (courtesy Meijaard et. al. [13]).
The x and y are coordinates of the rear contact P . Angles are represented by a sequence
of hinges drawn as a pair of cans rotated with respect to each other. The clockwise (from
top view) heading/yaw of the rear frame B is ψ . The ψ-can is grounded in orientation
but not in location. The lean (‘roll’ in aircraft terminology) of the rear frame to the
right is φ. The rear wheel R rotates with θR relative to the rear frame, with forward
motion being negative. The steer angle is δ with right steer of the Handle bar H , as
positive. The front wheel F , rotates with θF relative to the front frame. The three
velocity degrees of freedom are parameterized by φ̇, δ̇ and θ̇R. The rates-of-change of
the remaining variables are determined by 4 non-holonomic constraints.

the front and rear wheels θF and θR. The equations of motion as described in equation

5.3 of Meijaard et. al. are:

M

φ̈
δ̈

+ vC1

φ̇
δ̇

+ (gK0 + v2K2)

φ
δ

 =

Tφ
Tδ

 ,
ψ̇ =

( v
w
δ +

c

w
δ̇
)

cosλ. (2.10)

Where Tφ is the lean torque, Tδ is the steering torque, v is the speed, c is the trail, w is

the wheel base, λ is the steer axis tilt, M , C1, K0, and K2 are matrices as described in

equation 6.1-4 in Meijaard et. al. 2007 [13]. For the case of bricycle, the lean torque is

provided by the spring mechanism: Tφ = kabφ as in Figure 2.3. Now instead of steer

torque, Tδ we can take δ̈ (which is fully controllable by Tδ) to be the input to the system.
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This way the steer dynamics can be neglected, and the reduced equations of the system

are:

M11φ̈+ vC1,12δ̇ + (geK0,11)φ+ (gK0,12 + v2K2,12)δ = −M12δ̈

ψ̇ = K3δ +K4δ̇ (2.11)

The terms C1,11 and K2,11 are zero as shown in Meijaard et. al. 2007 [13]. Note

that the term (gK0,11 − kab) has been replaced by the effective gravity term geK0,11.

However, in the full Whipple model gK0,12 6= 0. So killing the direct effect of gravity

on lean with the spring mechanism does not fully kill the effects of gravity (gravity still

effects the coupling of steer to lean). This small remnant gravity effect does not change

the controllability result because it only affects the scale of the steer control in the lean

equation.

Equations (2.11) can be rearranged into the state space form ż = Az+Bδ̈ where the

state vector x = [φ, δ, ψ, φ̇, δ̇]T . The zero gravity case ge = 0, is when the bricycle is

in neutral equilibrium for leaning when the steer angle is also zero. As expected this is

an uncontrollable system. The uncontrollable direction is:

x̄ =

(
vC1,12 − (gK0,12 + v2K2,12)

K4

K3

)
δ +

(gK0,12 + v2K2,12)

K3

ψ +M11φ̇+M12δ̇,

(2.12)

Similar conclusions can be drawn using the uncontrollable mode, as for the case of

primitive bike, except that the point that preserves its horizontal position is not exactly

the center of mass. Figure 2.8(b) shows the closed-loop time constants as functions of

gravity for an LQR controller (with identity Q and R matrices and v = 6 m/s). The

qualitative behavior, and even the quantitative behavior, is the same as in the case of the

primitive model.
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Figure 2.8: The time constants of the LQ Regulated closed-loop system as function of
ge: a) for the primitive bicycle model as described in Figure 2.6 and b) the complete
model as described in Figure 2.7. Notice that in each case one of the time constants
goes to infinity at ge = 0 (closed-loop poles/eigenvalues have zero real parts) . This
implies an uncontrollable direction in the state-space, deviations in that direction cannot
be corrected.

That is, the Whipple bicycle model and primitive bicycle model show essentially the

same lack of controllability when the effective gravity is set to zero.

2.6 Riding the bricycle

The bricycle was built to test the above theory. A video showing the rider’s experience

in various spring setting is available at http://www.youtube.com/watch?v=

rNQdSfgJDNM.

When the spring is removed or has low stiffness, the bricycle behaves like a normal

bicycle. Riders lean into the turns and the moment due to gravity counterbalances the

inertial centrifugal moment. Moment balance gives a lean angle φ, in a steady turn of

radius r at speed v, as tanφ = v2

rge
. To initiate this leaning, some counter steering is

needed. When the spring is stiff, or the mechanism is clamped, the bricycle behaves like

a tricycle. Because there is then little leaning, the rider experiences the centrifugal push
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Figure 2.9: Lean angles in a steady turning radius of 3m for various speeds and grav-
itational accelerations. For a bricycle the effective gravity can be changed by adjusting
the stiffness of the spring mechanism. Note that for zero gravity the steady state turning
angle is 90 degrees i.e., the bike is flat on the ground. For negative gravity (i.e., tricycle
like situations) the lean angle is negative (i.e., away from the turn).

away from the turning direction. Moments are balanced by the asymmetrical normal

reactions on the training wheels. Figure 2.9, shows the lean angles in a steady turn for

various speeds and stiffnesses (i.e., the effective gravities ge).

When the spring is set to cancel gravity (ge = 0) it was observed that a rider initially

moving straight, cannot perform a steady turn. As expected based on the discussion in

Section 2.4, he/she ends up sidetracking and is left with a constant lean in the opposite

direction. If counter-steering is done to initiate the turn, the rider is unable to change the

heading, and ends up side-tracking away from the desired turn with a fixed lean angle

into the desired turn, and vice-versa if no counter-steering is used. If the rider keeps

steering (e.g., with a constant steer angle δ) he/she will fall. Lean angle φ goes towards

90 degrees (bike moves flat on the ground) and tanφ is infinite, as seen in Figure 2.9.

This is why, riders after a few initial trials, learn (perhaps unconsciously) to give up on

the steering and instead just preserve balance.
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2.7 Discussion

2.7.1 Small angles

The uncontrollability at zero gravity is only true for the linearized (small angle) inverted

pendulum and bicycle. The arguments precluding control are dependent on the linearity.

The non-linear inverted pendulum in zero gravity seems to be controllable. Indeed,

simulations by Philip James (private communication — tiltingvehicle@bigpond.com)

demonstrate that with appropriate wiggles of the base, a constant average acceleration

of the base can be maintained while holding the pendulum angle in a bounded range.

Similarly, with large oscillating lean angles, a rider should be able to make gentle turns

on the bricycle. We were unable to get a rider of a physical bricycle to turn by this

means, however.

2.7.2 Body bending

Control of real bicycles and motorcycles is dominated by steering. And that is all that

we have considered in this paper. However body bending has an effect on turning.

Even taking into account control using body bending, we believe (but have not studied

in detail) that for the small angle approximations that controllability is still lost when

gravity is zero.

However, the bricycle gravity compensation assumes the rider does not lean. That

part of the gravity torque due to the body bending is not spring compensated and can

thus be compensated with a centrifugal term. So, with gravity and with the bricycle’s

supposed gravity compensation, steering is possible with body bending. A neutrally-
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compensated bricycle rider has been observed to make a gentle turn as follows. He

bent his body to the left and turned slightly to the left. The effective lean angle, that

determines the turning radius, is the offset of the center of mass from the brike plane.

The situation is much the same as for a conventional bicycle with gravity, but replacing

bicycle lean is body bending with respect to the bricycle plane. But because of the

gravity compensation by the springs, the actual lean of the brike in a steady turn is

arbitrary (just as for straight-ahead motion where the lean angle is arbitrary).

2.8 Conclusions

The theory and experiments in this paper show that there is a qualitative difference in the

dynamics and control of a bicycle and of a tricycle. A smooth transition between them

cannot be achieved using a bricycle-type design. At some transition point (effectively

zero gravity) the system is uncontrollable. The idea of providing aid to help learn a

motion or activity works for many situations as described in Section 2.1, but may not be

a good idea in this case, at least if steering is to be learned as well as balance. A bricycle

cannot be used to transfer the steering skills from a tricycle to a bicycle in a continuous

fashion.

Balance and control are not independent issues for a controller to solve. Gravity,

the force that causes instability and loss of balance, is also the force that facilitates the

control of position and heading. Without gravity, balance and control maneuvers, like

steering and navigation, cannot be performed independently.
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CHAPTER 3

A CHAIN THAT SPEEDS UP, RATHER THAN SLOWS, DUE TO

COLLISIONS

The work in this chapter is a paper: “A chain that speeds up, rather than slows, due to

collisions: How compression can cause tension,” by Anoop Grewal, Phillip Johnson,

and Andy Ruina, published in American Journal of Physics (Vol 79, Issue 7, pp. 723,

year 2011). The link to the abstract of the article is http://dx.doi.org/10.

1119/1.3583481. This work is reproduced with permission from American Jounal

of Physics. Copyright 2011, American Association of Physics Teachers.

3.1 Introduction

A common textbook ‘variable mass’ problem is:

Classic problem: A vertical chain hangs just above a table. It is dropped.

What is the force on the table?

This and related problems[1, 2, 3, 4, 5] are meant to show application of momentum

balance to variable-mass systems. The intended calculation has the chain falling down-

wards with acceleration g. The force on the table is the weight of the chain on the table

plus the momentum flux of the chain coming to rest as it collides. As the chain falls,

the flux grows as the chain speed increases, and the weight of accumulating chain also

increases. Thus the desired answer:

Classic Answer: While the chain falls the force on the table is three times

the weight of the fallen portion.[1]
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Experiments with chain generally show reasonable agreement with this theory.[6, 7, 8]

Despite the simplicity of the theory and the confirmation by experiments there are sub-

tleties. The theory has hidden assumptions that we will discuss throughout the rest of

the paper: the upper chain can actually fall with acceleration greater than g. We first

review our history with these experiments, and also the related literature. We then de-

scribe some theoretically bounding cases. Finally we present a new careful experiment

that shows a chain being pulled into the surface with which it collides.

3.1.1 The persistent student

We were first tripped up by a chain problem when solving one at the blackboard for a

sophomore engineering dynamics class at Cornell in 1984. We are generally dogmatic

about basing mechanics reasoning on free body diagrams; we insist that any use of

momentum balance must be based on a (real or imagined) picture of the system and

all the external forces acting on it. We had drawn a free body diagram of the colliding

link and shown the collision force of the ground on that link. We were caught out by a

student who said, roughly:

Student: You told us to draw a force at any point where you have cut your

system free from its environment. You cut the last link free from the chain

above it, why don’t you show a force there? Why doesn’t the last link pull

on the chain above when it hits the table?

The question was annoying. Obviously we can use the

Key classic assumption: The last link is pushed up from the table and is

thus released from the falling links above. There is no interaction force (or
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impulse) between the colliding link and the chain above.

Then to our delight, and hopefully yours, we realized that the assumption that the last

link breaks loose from the chain above is just that, an assumption. Certainly it is gen-

erally a reasonable approximation. However, if there was a force between the colliding

link and the chain above, then the chain above would fall with acceleration greater than

g and all the classic calculations would be wrong, at least for such a chain. We de-

signed, but didn’t build, some chains where this key classic assumption was violated.

We called the authors of the textbook [5] in use at the time, gave a seminar on the the-

ory, mentioned it as a puzzle to various people who love mechanics, and let the problem

sit.

As discussed in more detail below, in the intervening years various others have made

related discoveries for related chain problems and also done more careful experiments

revealing related discrepancies. Our purpose here is to fill in a few features of the prob-

lem not yet filled in by the literature between 1984 and the present, and to describe our

confirming experiment that differs in some details from others published so far.

First, we review the classic and more modern falling-chain literature.

3.2 The classic falling-chains

Various chains and ropes are used for these ‘variable-mass’ problems.[1, 2, 3, 9, 10, 4,

11, 12, 13, 5] In all variants there is a moving part of chain and stationary part. The

moving part falls ‘freely’ or is moved with prescribed force or velocity. The stationary

part is contacting or connected to an immovable wall or floor. The three standard ge-

ometries we will call the ‘bottom-pile’ (our main concern here), the ‘top pile’ and the
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   g

   v

   v

   v

Figure 3.1: The three standard chain configurations: (a) ‘Bottom-pile’ chain. (b) ‘Top-pile’ chain. (c)
‘U-chain’. In all three cases there are two chain segments, one stationary and one moving. Depending on
the direction of motion (sign of v), the links transfer from moving to still or vice versa when leaving one
segment and joining the other.

‘U-chain’ (see Fig. 3.1).

Bottom-pile chain. A pile of chain rests on the ground and a vertical segment of that

chain is either lowered on to the pile or lifted from it. Either the force or velocity

is specified.

Top-pile chain. A pile of chain is on a table and a vertical segment of that chain falls

through a hole or off the edge, as pulled by gravity.

U-chain. In the ‘U-chain’, also sometimes called the ‘folded chain’, one end of the

chain is held fixed and a stationary vertical segment hangs from it. The other end

is lifted up to form a U shaped fold at the bottom. As this end is let go or moved

with prescribed force or velocity, mass passes through the fold from the moving to

the stationary segment or vice versa, depending on whether the chain is lowered

or lifted. Gravity may or may not be present.

In all the cases one may choose to model the chain either as a continuum or with

discrete links. The calculations are easier in the continuum case, but the concepts are

more clear with discrete chain links. The following core concept is not in doubt:
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Key fact: As a link transitions from moving to stationary, or stationary to

moving, an impulse (or a large force acting for short time) must be applied

to it.

In all classic treatments, the collisions are taken to be plastic (the colliding link matches

the velocity of the segment it joins). The pile shape and details of the falling geometry

are usually ignored. In most classic treatments the authors take it as self evident where

the collision impulse comes from: it comes from the segment the new link is joining. In

more detail, the classically assumed sources of impulse on the transitioning link are as

follows.

Falling bottom-pile chain: The ground provides an impulse to the hitting link

and arrests its motion.[1, 2, 3, 4, 6, 14, 7, 11, 8, 5] In this case the tension in the

falling portion is just from weight, or zero if the chain is falling freely.

Lifted bottom-pile chain: Each link is accelerated into motion from an impulse

caused by the chain that lifts it.[9, 10, 4, 13, 5]

Falling top-pile chain: The already falling segment of chain causes an impulse

on the next link to join, accelerating it into the falling motion.[15, 9, 2, 4, 13, 16, 5]

Lowered U-chain: The lowered link’s motion is arrested by an impulse from the

hanging segment.[2, 3, 14, 7, 17, 19, 20, 18, 21, 22, 23, 24, 12, 5]

Raised U-chain: The link changing from hanging to rising is accelerated by an

impulse from the rising segment of the chain.[12, 5]

A typical and thorough treatment of the classic approaches (above) of various discrete

chain problems is in the recent edition of Meriam and Kraige.[5]
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3.3 Questioning the assumptions

Some aspects of the classic approaches above have been questioned, as described now.

The U-chain. That the U-chain might be considered non-dissipative was already under-

stood, implicitly, by Routh in 1898.[25] Although not in the context of collisions per

se, Routh presents the beautiful result that a continuous rope of any shape has a con-

stant shape dynamic solution wherein it moves with constant speed tangent to the shape.

This solution is invoked, again implicitly, in the solution for cracked whips [26] and

fishing line.[27] For the U-chain, the whip and the fishing line the propagating shape

(U or loop), viewed in the reference frame of the traveling loop, is the Routh constant-

shape solution. The Routh solution involves a tension T = ρv2 where ρ is the mass per

unit length. This is the tension that pulls on the moving portion of the chain, and thus

accelerates it.

Wong’s thorough review of U-chain problems notes that Hamel was the first to ex-

plicitly invoke energy conservation for U-chains.[24, 28]

The first paper that seems to explicitly ponder whether, or how much, a real physical

chain should be considered dissipative or not, is a brief mention of the U-chain by Sat-

terly in 1951. On the one hand he doubts the classic approach (above) ‘the assumption

of an acceleration g for the falling chain ... might be too rash ... ’ On the other ex-

treme, he also says ‘it is a bit dubious to employ the conservation of energy in impulse

problems’.

For the U-chain various authors have considered the energy conserving model and

found that it matches reasonably well with experiments.[17, 24, 5, 20, 22] The U-chain

is conceptually the simplest. A continuum model of the transition region can be accurate
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(if the U is wide) and can be directly analyzed. When folded tight, however, the contin-

uum approximation is questionable. [20] In this tight-fold case, even in a discrete chain

there are no made or broken contacts and thus no explicit collisions. Discrete chain

simulations and experiments show that there is little residual vibration in the nominally

stationary or moving portions of the chain. Thus macro-scopic energy conservation is

found to nearly hold.

Top pile chain. Wong et. al. recently reviewed the top-pile chain.[16] In their exper-

iment the pile was a line parallel to and at the edge of table. They found reasonable

agreement with energy conservation. Incorrectly, we feel, Wong et. al. deduce energy

conservation by appeal to Lagrange equations. By assuming that Lagrange equations

apply it seems they have already assumed energy conservation. It seems that by simi-

lar reasoning they could conclude that a block sliding on a plane necessarily has zero

friction or that all colliding bodies have a coefficient of restitution = 1.

The bottom pile chain. In their more recent editions (triggered by our phone call in

1984?) Meriam and Kraige consider falling of a smooth rope for which they use energy

conservation. For the lifted bottom-pile rope (sample prob. 4/10), they propose a mass-

less and frictionless feeder as a model of the rope being lifted smoothly, and without

dissipation, from a well arranged pile.

Most investigations of the bottom pile chain assume the upper chain falls with ac-

celeration g, as per the classic assumptions above.[6, 7, 8] However, recent and more

careful experiments by Hamm and Geminard have revealed that the bottom-pile ball-

chain falls a bit faster than g experimentally.[29] Using a continuum model with finite

curvature in the contacting region, they derive the presence of some tension on the ver-

tical segment of the chain (their mechanics implicitly finesses use of an un-mentioned

bending stiffness and a superposition of the Routh solution above with an un-mentioned
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Figure 3.2: Free Body Diagrams for portions of a lowered bottom-pile chain. (a) Chain as a whole
with weight, mg and reaction from table, Rtotal. (b) Part of the chain (length x) resting as a pile on table.
(c) Last link (or the jump region), where transition from moving to stationary occurs. (d) Segment of the
chain in the air. The central question here concerns N2, the tension induced by the collision between the
colliding link and the chain above. Can one can fairly assume that N2 = 0 and if not, how big might it
be?

elastica solution).

3.4 Analysis of a bottom-pile chain

We attempt to clarify the issues raised above. As an example we focus on the bottom-pile

chain with one dimensional motion. The total length is L, the mass m and the density

ρ = m/L. The length of chain accumulated on the table is x with mass mx = ρx). The

length of the transition region (assumed small, this represents, say, the last link) is ∆x

with mass ∆m = ρ∆x). Lets take N1 and N2 (Fig. 3.2) to be the average forces acting

on the transition region over the transition time ∆t. N1 comes from the table (and the

53



pile accumulated on the table). N2 is from the chain above. The main points, expanded

below, are that

• Linear momentum balance is not enough to solve such problems. And

• Energy balance is not enough of a supplement to solve them either.

Rather, the solution depends on the collision mechanics. These need to be worked out in

detail or described with an appropriate collisional constitutive relation (continuum jump

condition).

3.4.1 Proper free body diagrams: is N2 = 0?

It seems self-evident that the collision of the bottom link with the table separates that

link from the link above, so N2 should be zero. This is the intuition behind what is

called the ‘complementarity’ conditions in collisional mechanics. And these conditions

are not just taken as reasonable by most authors, but as accurate. But this is a mistake,

there are clear counter-examples.[30] In the case of the chain, what if the collision of the

bottom link excited vibrations in that link and those vibrations caused, before separation,

a momentary increase in the contact force between that link and the link above it? This

would transmit a force N2.

One possible rebuttal is that the chain links are modeled as rigid, so there is no place

for considerations of such vibrations. However, if one is modeling the chain links as

generally rigid, still there is no fundamental reason to exclude a force or impulse N2;

one can’t apply the assumption of non-deformation during the collision, [31] and it is

during the collision that N2 is said to vanish. Or not.
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In addressing such chain problems one may not want to get involved with the details

of the mechanics of the links. Who is to say what kind of mechanics might apply during

the collision of some chain links of unspecified design? Thus, again, we are forced to

consider that N2 might be present. Between 1984 and the present various authors have

noted the need for N2 6= 0 (or some equivalent assumption) , especially in regard to

the U-chain.[18, 21, 23, 32, 33, 29] All of the results above invoke energy conservation

are implicitly using an assumption that implies N2 > 0. The theory and experiments

presented below support the results in these papers, in that we agree that it is possible

that N2 > 0.

3.4.2 Momentum balance

The linear momentum balance (LMB) for the transition region, the last link, is

Impulse = ∆Momentum

(N2 +N1)∆t = (Mass) ·∆v

(N2 +N1)∆t = (ρẋ ·∆t) ẋ

N2 +N1 = ρẋ2. (3.1)

This is the so called Rankine-Hugoniot jump condition for shock propagation.[18, 21]

It says that the net force matches the momentum flux. Here, and below, we use the

language of links but write continuum equations.

Linear momentum balance for the chain portion above the colliding link gives:

∑
F = ma (down is positive)

ρ(L− x)g︸ ︷︷ ︸
weight

+N2 = ρ(L− x)︸ ︷︷ ︸
mass

ẍ︸︷︷︸
acceleration

. (3.2)
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If N2 is zero the top part of the chain falls freely then

ẍ = g. (3.3)

In that case (3.3) can be integrated with zero initial condition (because chain was re-

leased from rest) and plugged into (3.1) to give N1. One can calculate the total table

reaction (which according to Fig.3.2b, is N1 plus the weight of the chain piled on the

table) as:

Rtotal = N1 + ρxg = 3xρg

= 3 · (weight of chain on the table). (3.4)

This is the classic solution quoted at the start of the paper. From (3.3), the length of

chain in the pile x, increases parabolically in time from zero to L, and correspondingly

the Rtotal also goes from 0 to 3mg.

However, if we don’t assume that N2 = 0, combining (3.1) and (3.2 ) we get:

ẍ = g +

(
N2

N1 +N2

)
ẋ2

L− x
. (3.5)

So the problem is actually not determinate, at least not without adding extra assumptions

from which we can determine N2.

3.4.3 Assume positive mechanical energy dissipation

The table reaction force Rtotal doesn’t do any work on the chain because the material

point-of-application is at rest on the table surface. Assumng no heat transfer the system

is adiabatic and the first law of thermodynamics applied to the whole chain, for a small

interval of time from t to t+ dt, gives:

d
(
U + ρg(L− x)2/2 + ρ(L− x)ẋ2/2)

)
= 0, (3.6)
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Figure 3.3: Four different link designs that give N2 > 0. (a) A slightly tilted rod hits the ground at a
small angle. The other end would speed up if not connected to the upper chain. The mechanics of this
design are explained with reference to Fig. 3.4. Our experiments are based on this design. (b) Each link
is a 4-bar deforming diamond. When the bottom corner hits, the top corner would accelerate but for its
connection to the upper chain. The connecting string (shown dashed) holds the diamond when hanging.
(c) Each link has a mass, a massless rod and a pulley. When the rod hits the ground it stops. Assuming
no jump in the upper-chain speed, the pulley kinematics dictates a halving of the mass speed. Half of the
impulse needed for this comes from the string connected to the upper link, thus pulling on the upper chain
Later the mass hits the ground. The dashed cord holds the chain together when hanging. (d) An energy
conserving chain. Each link has two rollers. As they fall down they frictionlessly move down the guides
and spread out, coming to rest smoothly. Their energies are fully transferred to the upper chain.

where U is the internal energy of the chain and next two terms are gravitational-potential

and kinetic energies respectively. Plugging (3.1) and (3.2) into (3.6) one gets:

dU =
1

2
dx(N1 −N2). (3.7)

A thermodynamic argument for the equivalence of macroscopic mechanical energy dis-

sipation and positive entropy production is given in O’Reilly and Varadi.[33]. Alter-

natively we can take it as a postulate for this system that the macrascopic mechanical

energy is non-increasing so dU ≥ 0 and

N1 ≥ N2. (3.8)
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When there is no dissipation and mechanical energy is conserved N1 = N2 (U̇ = 0).

In this non-dissipative limit N2 transmits all of the kinetic energy of the last link to the

upper portion of the chain. That energy conservation impliesN1 = N2 was noted before

for the U-chain.[17, 33]

3.5 Search for cases where N2 6= 0

Can a discrete bottom-pile chain be made where N2 is not zero? Consider a collaps-

ing building, triggered by a ground floor explosion for example, as the lowest floor hits

the ground the ground reaction force resists the downward motion of the floors falling

above. For a falling building the slowing of the collapse of the upper part is due to

N2 6= 0, in fact with N2 < 0 as per the sign convention in Fig.3.2. Of course buildings

are different than chains in that they can support compression, but in terms of our basic

energy, entropy and dissipation arguments, the collapsing building is like a falling chain.

There are no fundamental limits on how negative N2 can be. The limit −N2 →∞ cor-

responds, say, to the whole upper portion having an instantaneous decrease in velocity

(e.g., coming to a stop like a rigid object).

The more counterintuitive regime is where N1 ≥ N2 > 0 in which the colliding link

is pulling down the upper portion. The next section discusses link designs for which

N2 > 0.

3.5.1 Designs for a ‘sucking’ chain, with N2 > 0

Fig. 3.3 shows four link designs where the colliding link pulls down on the ones above

(N2 > 0). Our experiments used the first of these.
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Figure 3.4: Mechanics of the‘sucking’ chain from Fig. 3.3a. (a) End B of a rod falling onto a surface
speeds up when the other end A collides with surface. (b) In a simple model of a chain composed of such
rods as links, when the end A collides the end B pulls down the upper chain via the connecting string.
The string connecting the end A to upper chain slacks. (c) Free body diagram showing impulses at first
collision when the link just collides. (d) Impulses when the link has its second collision with ground and
finally comes to rest. (Assuming sticking-collisions)

Consider a uniform rod of mass m and length L inclined at a small angle θ moving

vertically downward with velocity v towards a rigid surface (Fig. 3.4a). First consider

this ‘link’ as not connected to an upper chain. When the end A hits the surface the other

end B speeds up as required by angular momentum balance about point A. Assuming a

sticking collision (and small angles), the downwards velocity of B increases to

v+B = 3v/2 > v. (3.9)

This means the second collision when, B hits the ground, is faster than was the collision

at A, and a clattering sequence will ensue. This is a consideration for, say, design of

impact resistant cell phones.[34] Now consider this link connected to an upper chain

made of many such links. Fig. 3.4b. shows such a chain. The upper part of chain is

lumped into a mass M which is large compared to the link mass m. As the end A

undergoes a sticking collision (assumption), the ground provides a normal impulse I1

and end B pulls on the upper chain with an impulse I2 (Fig. 3.4c). Finally the last link
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hits the ground again and looses all its momentum by an impulse I3 (Fig. 3.4d). Using

linear and angular momentum balance, along with post-collisional equality between

velocity of end B and the mass M , these impulses are, assuming θ � 1:

I1 = mv/3 collision of A

I2 = mv/6 collision of B

I3 = mv/2 final collision with the ground. (3.10)

I2 is of interest here as the impulse associated with our N2 (I2 =
∫
N2dt).

In obedience to the quasi-thermodynamic restriction (3.8), the total impulse from the

ground (I1 + I3) to bring the link to rest is (5 times) greater than the impulse I2 between

the link and the chain above.

In a continuum limit, where the number of links becomes very large, using N2 =

N1/5, and assuming no interference between the links, the equation of motion is given

by (3.5):

dv/dt =
v2

6(L− x)
+ g (3.11)

with ẋ = v. We can contrast this solution with an energy conserving chain (N1 = N2),

the fastest chain allowed by non-negative dissipation, where the governing equation is:

dv/dt =
v2

2(L− x)
+ g. (3.12)

In this energy conserving chain, the initial mechanical energy is getting concentrated

into the chain section that is in the air, and ultimately to the last link, as the chain falls

down. For N2 > 0 the governing equation is generally singular as x→ L because more

and more energy is concentrated in a shorter and shorter length of chain, so the speed

v →∞. In a discrete energy conserving chain all of the initial energy is ultimately held

as kinetic energy in the last link. A design that in principle conserves energy is shown

in Fig. 3.3d. Making a design that nearly conserves mechanical energy is difficult in
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Figure 3.5: Experimental apparatus (a) Two ‘sucking’ chains hanging from their simultaneous-release-
mechanism. (b) Mechanism in zip-tied state with a loaded spring at the back. Chains are hung from two
small (1.5 mm) posts protruding from the front. (c) A release post zoomed-in. (d) When the zip-tie is cut
spring retracts the posts, releasing the chains ‘simultaneously’ (<3 ms).

practice because of the dissipative nature of collisions, link interference, slack in the

strings, friction etc.

3.6 Experiments

A physical realization of theN2 = N1/5 chain of Figs. 3.3a and 3.4 is shown in Fig.3.5a.

The experiments used two nominally identical chains as in Fig.3.5a for which the total

lengths are 1.253m (left one) and 1.250m (right one), and masses 216g and 220g respec-

tively. The 25 links in each are cylindrical rods made of wood dowels and have average
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Figure 3.6: The chain falling on the table counter-intuitively wins the race when competing with the
chain falling freely. At the instant shown (0.59s after release) the vertical distance between top links of
chain on table and air is 7.6cm.

length of 10.5cm and diameter 1.25cm. They are inclined at an average angle of 13 deg

with respect to horizontal and the mean centre to centre distance between consecutive

links is 5.21cm. A thread made of unbraided Vectran (chosen for its tension stiffness)

fibers holds the links together.

The top (horizontal) links of the two chains were dropped together from a height

of 2.01m above the table, by a mechanical release (See Figs. 3.5b-3.5d). One chain

falls onto the table while other in the air, providing a clear picture for comparing the

faster-than-gravity performance. This particular setup evolved to solve two problems.

1. Air friction. Our original conception was to drop, say, an apple and compare that

to the falling chain.[29] But the air friction on an apple is different from that on

the chain, so there would be a confounding effect.

2. Elastic contraction. When a chain is released the tension in the chain drops
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nominally to zero. Because the chain has some elasticity, this drop-to-zero starts

an overall chain contraction that continues as the chain falls.[29] Use of Vec-

tran reduced this contraction (the top of a nylon-string-based chain falls measur-

ably faster than the Vectran chain). To eliminate this confounding effect, and the

air-friction effect, we compared two simultaneously falling identical chains, one

falling on a table (being sucked in to the table) and one falling freely next to the

table.

Motion was filmed with Phantom V7.1 camera at 2000 fps. To make sure the chains

were sufficiently similar we interchanged the chains and obtained the same results.

Fig. 3.6, shows the frame when the last link of the chain falling on the table, just hits its

pile and has won the race with the chain in air by 7.6cm.

The experimental results are compared in the Fig. 3.7 with previously derived theo-

retical models (compare the two curves that terminate at C). For our experimental chain,

each links pull on the chain above at collision with the table. Hence the chain is, in

effect, pulled into the table it is falling on. The table that can only push up effectively

sucks down. Towards the end, the chain acceleration is substantially more than g.

Videos of the experiments can be viewed at

http://ruina.tam.cornell.edu/research/topics/fallingchains/.

3.7 Discussion

Consistent with all the experiments, the theory in the present paper shows that the simple

chain problems are not well posed. Proper calculation depends on more information
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Figure 3.7: Fall-distance x (from release to present instant) versus velocity squared for various types
of chains. ‘Gravity (theory)’ is the falling inextensible chain with acceleration of g. ‘Chain in air (expt)’
is our free-falling chain, falling a bit slower than the gravity theory. ‘Chain on table (experiment)’ is our
primary experimental result shown by the higher velocity at point C than for the point C with the chain
in air. ‘Uniform rods (theory)’ is based on the N2 = N1/5 theory of our rod-based chain. ‘Energy cons
(theory)’ is based on an N1 = N2 calculation and is theoretical upper limit for speed of a non-negative
dissipation chain. All chains fall together until the bottom hits the table, or not.

about the constitution of the chain. Different designs for links, their manner of falling

and the nature of the surface they fall on, generate a spectrum of solutions.

At one theoretical extreme is the classic solution, where the chain falls with g and

each link is slowed by the table (N2 = 0). In the other theoretical extreme energy

is conserved and the chain accelerates downwards much faster than g and each link is

slowed equally by the table and the chain above (N2 = N1).

We have conclusively shown that the assumptions in the textbooks, regarding ab-

sence of interaction between the link hitting the ground and the chain above, are not

universally valid.

To be fair, we used our set up to compare the falling of a pair of conventional metal
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chains with open oval links that easily disengage at collision. For such chains others

have measured that the reaction force rises to 3mg as classically predicted [8, 6, 7].

Indeed, we could not detect any difference in the falling acceleration of the open-link

chain falling freely and the open-link chain hitting the table. Thus classical open-link

chains do seem to reasonably obey N2 = 0.

Hamm and Geminard tested a ball chain, where links do not get disengaged at colli-

sion and also found an acceleration faster than g.[29] They claim their contraction and

air drag effects are negligible, so they did not need the side-by-side experiments. In their

analysis the factor γ (what we would call N2/(N1 +N2)) is estimated from experimen-

tal curves and they notice its dependence on the geometry at fold.

The need for a constitutive law. For the U-chain Schagerl[18] implicitly points out

that to calculate a motion, a constitutive relation for string material (continuum) or the

chain links (discrete) is needed. Tomaszewski et. al,[23] also hint at this indirectly

at the end of their paper “A falling rope exhibits even more interesting behavior be-

cause dissipation plays a more important role and elasticity becomes a crucial factor.”

McMillen[21] puts it directly: “without taking into account the constitutive relation, the

rate of change of energy is not determined, that can lead to incorrect results”. O’Reilly

and Varadi[33] discuss the U-chain problem from a thermodynamic perspective; and

with a model including a free parameter e (the constitutive parameter) they show the

energy conservation and plastic impacts to be the two theoretical ends of the solution

spectrum, as e varies from 0 (N2 = 0) to 1 (N2 = N1). This paper extends these results

to the bottom-pile chain.

Although these problems are generally considered theoretical exercises, the princi-

ples apply to systems of practical importance where a line, wire or chain is rolled in or

unrolled, for example satellite antenna wires.[35]
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APPENDIX A

OPTIMAL TRAJECTORY TRACKING

Chapter 1 describes a walking controller that commands a step-length and a push-off

impulse necessary to maintain balance or achieve a particular target. This controller

presupposes the existence of a lower-level controller for the swing leg to accomplish the

task of achieving the commanded step-length. This section describes a methodology to

design such a low-level controller that also optimizes a particular cost function e.g., the

total energy spent by the hip actuators. We use the following steps for this process:

1. Optimal Trajectory Generation: Generate (numerically) a nominal trajectory

that optimizes the desired cost function e.g., the total energy cost per unit weight

of the robot, per unit distance traveled.

2. Stabilizing controllers: Design a stabilizing controller, which acts on the top

of the nominal trajectory, to correct for any disturbances and deviations. The

equations of motion are linearized around the nominal trajectory, and an LQR

approach is used to design the stabilizing controller. The LQR weights are chosen

to minimize the energy use [5].

A.1 Optimal Trajectory Generation

One of the Cornell Ranger’s objectives is to minimize its energy use [3]. A non-

dimensional measure of energy use is given by the cost of transport (COT). It is the

energy spent by the motors divided by the distance traveled (L, step-length), per unit

weight (W ) of the robot.

COT =
E

L×W
(A.1)
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If the controller aims to achieve a step-length L, then a nominal energy optimal

profile for the motion of the swing leg can be obtained using the same approach as

presented by Pranav [2]. In this approach, the nominal trajectory generation proceeds

in three stages. First, the control action (torque profile) is parameterized by a piecewise

constant or a piecewise linear function of time. Second, an optimization software is

employed to obtain parameters for the energy optimal torque profile. This torque profile

may not have a simple shape, and hence may not be easy to implement on a robot.

Inspired by the energy optimal torque profile, a simpler profile is chosen that has a

smaller number of parameters but is close in shape to the energy optimal profile. The

optimization is repeated to obtain the new parameters. The simpler trajectory is easier

to implement on the physical robot.

The control action (torque profile) for the nominal trajectory can be parameterized

as a piecewise function of time. But as will be seen in the following sections, it is better

to use some other variable, called a phase variable. This variable, like time, increases

monotonically along the trajectory. The phase variable could be an element of the state

vector (e.g., as used by the Hybrid Zero Dynamics approach [6]).

A.2 Stabilizing controllers

By using the nominal (optimal) control action the robot can remain on the nominal

trajectory. However, if the robot deviates from the nominal trajectory, a stabilizing

controller is needed to bring it back. Thus, the total control effort at a particular point on

the trajectory is the sum of the effort for the nominal trajectory and the effort provided by

the stabilizing controller. This total control effort may not be energy optimal anymore.

We propose an LQR-based approach to design a stabilizing controller that minimizes
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the same cost function as the nominal trajectory.

Figure A.1: For a periodic trajectory x∗(t) to be stable, the deviations in the direction
transverse to the trajectory should reduce to zero as one moves along the trajectory.
Coordinates along the transverse planes are called the transverse coordinates, and the
coordinate along the trajectory is called the phase variable. An orbitally stabilizing
controller reduces the transverse coordinates to zero. This figure is adapted from Ref.[4]

The word ‘stabilizing’ in the stabilizing controller is used in the sense of its ability to

correct deviations from the nominal trajectory. Periodic trajectories form closed curves

in the n-dimensional state-space. One can define a sequence of n − 1 dimensional sec-

tions in the state-space that intersect with the periodic/nominal trajectory transversally,

as shown in figure A.1. A system is stable if the state that is deviated from the nom-

inal trajectory returns to the nominal trajectory at some point. Hence, for stability the

deviations along the transverse sections should reduce to zero. The dynamics of these

transverse coordinates can be linearized, and one can apply the standard linear control

techniques. Manchester ([4]) uses an LQR-based stabilizing controller on transverse

coordinates to make the nominal trajectory stable. We use the same approach but the

LQR weights will be chosen to minimize a desired cost function.
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The transverse sections and the phase variable have to be chosen with care. The

phase variable has to be monotonic in time to appropriately describe a trajectory. If the

phase variable is one of the elements of the state vector then rest of the elements can

be called the transverse variables. For this choice of the phase variable, the equations

of transverse dynamics become very simple. The following section shows a procedure

to obtain an optimal stabilizing controller using a simple example, and it explores the

relevant issues.

A.3 An example of a cost optimal stabilizing controller: Car on cir-

cular track

This section describes the design principles to generate a cost-optimal stabilizing con-

troller using a simple example. Consider a car of unit mass moving on a circular track of

circumference L (Fig. A.2). The force F acting on the car from the ground is the control

Figure A.2: Car moving on a circular track of circumference L.
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action. The equations of motion relating the position x, the velocity v, the ground force

F , and the air drag bv acting on the car are as below:

ẋ = v, v̇ = −bv + F. (A.2)

Suppose it is desired that the car moves along a cost optimal trajectory that optimizes

the cost function

J =

∫ T
0

(F 2 + v2 + k2)dt

L
, (A.3)

where T is the time to complete one lap and k is a fixed overhead cost per unit time.

The optimal trajectory of the car that optimizes J is a periodic motion with a constant

speed v∗ that requires a constant control effort F ∗. We have

v∗ =
k√
b2 + 1

, and F ∗ = bv∗. (A.4)

Assuming the car only moves forward, its position x is monotonic. Hence, it can serve

as a descriptor of the system’s phase and a substitute for time t. The remaining state

variable v can be chosen as the transverse coordinate. The periodic motion of the system

can thus be described in the x-v space as a function of the phase variable x. The equation

for the transverse motion and the expression for the cost function J can be re-written as

below:

v′ =
dv

dx
=
F − bv
v

, J =
1

L

∫ L

0

F 2 + v2 + k2

v
dx. (A.5)

If the system deviates from the optimal periodic trajectory, a stabilizing controller can

bring it back by some appropriate control action (the force, F ). As discussed before,

stabilization of a periodic trajectory is equivalent to reducing the transverse deviations

to zero. For a transverse deviation δv = v(x)−v∗, the equation for the transverse motion

can be linearized around the optimal trajectory as below:

δv′ = Aδv +BδF, (A.6)
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where δF is the extra stabilizing control action over the top of the optimal F ∗, and the

Jacobians are A = − b
v∗

and B = 1
v∗

. Similarly, the cost function (e.q A.3) can be

approximated around the periodic trajectory as a second order function as follows:

J =
1

L

∫ L

0

(c+ qT δv + nT δF +
1

2
δvTQδv + δvTNδF +

1

2
δF TRδF )dx, (A.7)

where c = (F ∗2 + v∗2 + k2)/v∗, q = 1 − (F ∗2 + k2)/v∗2, n = 2F ∗/v∗, Q = 2(F ∗2 +

k2)/v∗3,N = −2F ∗/v∗2, andR = 2/v∗. Obtaining a stabilizing control effort δF while

optimizing the cost J is a non-standard LQR problem. It can be solved by employing

the Pontryagin’s principle [1].

The Pontryagin’s equations satisfied by the optimal trajectory (δv(x)) and the optimal

control effort (δF ) are

∂H/∂(δF ) = n+NT δv +RδF +BTλ = 0, (A.8)

∂H/∂(δv) = q +NδF +Qδv + ATλ = −λ′, (A.9)

∂H/∂(λ) = Aδv +BδF = δv′, (A.10)

with the following boundary conditions:

δv(0) = δv0 (initial condition) and λ(L) = 0 (final condition). (A.11)

The integrand of the cost function J is called the Hamiltonian H = c+ qT δv+nT δF +

1
2
δvTQδv + δvTNδF + 1

2
δF TRδF + λT (Aδv + BδF ). The procedure for solving the

above equations is standard. Because of the linear form of the above equations, λ (an

auxiliary variable in the Pontryagin’s equations) is also assumed to have a linear form:

λ(x) = P (x)δv(x) + p(x). Using this form of λ as a guess for the solution, the first

Pontryagin’s equation (eq. A.8) can be rewritten as

δF = −Kδv − f . (A.12)
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Note that this is the optimal stabilizing control law! This control law has a feedback

gain K = R−1(NT + BTP ) and a open-loop term f = R−1(n + BTp). Obtaining

this control law requires P and p. These can be obtained from the second Pontryagin’s

equation (eq. A.9). After some rearrangement eq. A.9 reduces to the following two

equations:

P ′ = PBR−1BTP − Q̄− ĀTP − PĀ, P (L) = 0,

p′ = PBR−1BTp − q̄ − ĀTp − P ā, , p(L) = 0, (A.13)

where Q̄ = Q−NR−1NT , q̄ = q −NR−1n, Ā = A− BR−1NT , and ā = −BR−1n.

These two equations are known as the matrix Riccati differential equation and the vector

Bernoulli differential equation. P and p are the solutions of these coupled differential

equations with the specified end conditions P (L) = 0 and p(L) = 0.

For our car example, if the car speed deviates from the nominal (optimal) trajectory,

the control law described by equation A.12 can be used to bring it back in a cost optimal

fashion. The following paragraphs present this control law for two situations

1. the infinite horizon case, where the car is allowed to come back to the nominal

trajectory over an infinite amount of time/distance, and

2. the finite horizon case, where the car is constrained to come back to the nominal

trajectory within a specified distance for example, 1 lap.

The Infinite Horizon Problem. The infinite horizon case is realized if the Riccati and

Bernoulli differential equations A.13 are solved using the following boundary condition:

λ(∞) = 0, i.e., P (∞) = 0 and p(∞) = 0. (A.14)
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Note that the boundary condition is specified at x = ∞. This implies that the Riccati

and the Bernoulli differential equations need to be solved by marching backward in

distance, starting from x = ∞. As one starts from x = ∞ in the infinite horizon case,

the matrix P and the vector p reach their ‘steady state values’ for distance ‘close’ to the

initial distance x = 0. Hence, the derivatives P ′ = 0 and p′ = 0 for x < ∞. With

this substitution, the Riccati and the Bernoulli differential equations become algebraic

equations in the steady state as below:

PBR−1BTP − Q̄− ĀTP − PĀ = 0,

PBR−1BTp − q̄ − ĀTp − P ā = 0. (A.15)

For the car problem, if we chose L = 1, b = 1, and k = 1 in some self consistent units,

then the nominal (optimal) trajectory has a speed v∗ = 1/
√

2. The steady state solutions

of the above equations are P = 2
√

2 and p = −
√

2. These can be used to generate

the control law δF = −Kδv − f = −(
√

2 − 1)δv − 0. This control law provides

the stabilizing control effort δF needed to correct any transverse deviation from the

nominal (optimal) trajectory (within the limitations of linearization). Figure A.3 shows

the velocity v = v∗+ δv and the force profile F = F ∗+ δF versus the distance traveled

by the car (the phase variable). It shows how a deviated velocity v returns to the nominal

velocity v∗ as the infinite horizon control law is implemented.

It is interesting to note that the open-loop term f in the control law δF = −Kδv−f

is zero. This happens when the stabilizing controller and the nominal trajectory are both

trying to optimize for the same cost function. The reasoning for this situation is simple:

no control action is needed (δF = 0) when you are on the nominal trajectory (δv = 0).

Hence f must be 0.
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Figure A.3: A car is traveling on a circular track of circumference L = 1 at an cost
optimal (nominal) speed v∗ = 1/

√
2 using an optimal (nominal) control action F ∗ =

1/
√

2. If the speed deviates from the nominal speed, the stabilizing control action δF =
−Kδv − f will bring the speed back to the nominal speed, in an energy optimal way.
Figure above shows the car speed v = v∗ + δv and the total control action (nominal F+
stabilizing δF ) as functions of the phase variable (distance traveled) for both the infinite-
horizon case and finite-horizon case. In the infinite-horizon case there is no constraint
on time/distance as the stabilizing controller brings the deviation to zero. In the finite-
horizon case the stabilizing controller is constrained to bring the deviation back to zero
withing a distance L = 1 units. Note that in the finite horizon case the control action F
is discontinuous.

The Finite Horizon Problem. Given an infinite amount of distance, the deviated state

eventually reaches the nominal trajectory. If one constrains the deviated state to reach

back to the nominal one in a finite amount of distance, we have the finite-horizon case.

To force the deviated state to reach back to the nominal one within a distance L, an extra

term δv(L)TQfδv(L) is added to the cost function J . This term adds an extra cost for

any residual transverse deviation δv(L) at the end of the lap. Furthermore, making the
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term Qf infinite forces the residual deviation to zero (δv(L) = 0). The finite horizon

formulation is the same as the infinite horizon case, but with new final conditions for

the Riccati and Bernoulli equations A.13. If the car is to return to the nominal trajectory

within a distance L (one lap), we have the following conditions:

P (L) = Qf =∞ and p(L) = 0. (A.16)

For numerical ease in handling this infinite boundary condition, the Riccati equation can

be rewritten in terms of the inverse of the P matrix, Z = P−1. The Riccati equations

can be rewritten as below with the final condition Z(L) = 0:

Z ′ = ZAT + AZ −BR−1BT + ZQZ. (A.17)

The optimal trajectory for the finite horizon case is shown in the figure A.3. Just as

the infinite horizon case, the finite horizon case also has no open loop part of the control

law, i.e we have f = 0. Hence, we have the usual feedback control law u = −Kδv.
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A.3.1 Car on Track: Stabilizing a non-optimal trajectory

In the previous section, the motion of a car on a circular track of length L was optimized

for a cost function J = 1
L

∫ T
0

(F 2 + v2 + k2)dt. This yielded an optimal trajectory with

the car moving at constant speed of v∗ = k2/(b2 + 1), where b is coefficient of the

drag force acting on the car and k2 is the cost per unit time in the integrand of J . The

nominal trajectory was chosen to be the optimal trajectory. The stabilizing control action

i.e., an extra force δF , provided by the energy optimal stabilizing controller was given

by equation A.12 as δF = −Kδv − f . It was further noticed that the open-loop part of

the control action f was 0. This will not be the case if the chosen nominal trajectory is

not optimal for the cost function J .

Figure A.4 shows one such situation. With k = b = 1 the optimal speed v∗ and the

optimal force F ∗ are both 1/
√

2 = 0.707. If the nominal trajectory is chosen to be at a

different constant speed vnom = 0.72, the energy optimal stabilizing control action tries

to deviate from the nominal motion and gravitate toward v∗ and F ∗. This deviation is

the result of non-zero open-loop term f in the control law.

In practice, the optimal trajectory may not be a desirable one. E.g., it may be too

close to some undesirable design constraints. So, if we have a non-optimal nominal

trajectory, and we desire to have an energy optimal stabilizing controller, the stabilizing

controller will try to cause deviations away from the nominal trajectory towards the

optimal direction. This is not an acceptable stabilizing behavior. We propose two ways

to fix this situation as below. In both of these ways, we end up having a stabilizing

controller with a suboptimal behavior from the total cost’s perspective.

1. Include a term in the cost function J that penalizes the deviation from the nominal

trajectory e.g, add a term Q(v − vnom)2 to the integrand of J . The higher the Q

term the smaller the deviation from vnom. Figure A.5, shows this methodology
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Figure A.4: A car is traveling on a circular track of circumference L = 1 at a nominal
speed vnom using a nominal control action Fnom = bvnom. The nominal speed and
control action (say, vnom = Fnom = 0.72) are different from the energy optimal ones
(v∗ = F ∗ = 0.707). If the speed deviates from the nominal speed, the stabilizing control
action δF = −Kδv − f will bring back the speed to the nominal speed in an energy
optimal way. Figure above shows the car speed v = vnom+δv and the total control action
(nominal Fnom+ stabilizing δF ) as functions of the phase variable (distance traveled) for
a finite horizon case. The stabilizing controller is constrained to bring the deviation back
to zero within a distance L = 10 units. During its motion, the car’s speed, instead of
converging towards vnom, tries to approach the optimal speed v∗ = 0.707. This behavior
happens whenever the nominal speed vnom is chosen to be different from the optimal
speed v∗.

applied to the example presented in figure A.4. Note that as one increases the

Q term, the deviated trajectory approaches the nominal one. However, there is

always some residual deviation. Furthermore, the higher the Q term the higher

the total actuator action F .

2. The second option is to remove the open-loop term f from the control law expres-

sion δF = −Kδv − f .

This is equivalent to minimizing a cost quadratic cost function given by equation

A.7 but without the terms linear in the state x and the control action u. Another

interpretation is that the controller applies an extra force to the keep the car on

the nominal trajectory. This force cancels the effect of open-loop term f in the
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Figure A.5: As shown in figure A.4, when the nominal trajectory is not the optimal one,
the optimal stabilizing controller tries to deviate away from the nominal trajectory. This
unacceptable behavior can be reduced by adding an extra cost Q(v − vnom)2 to the cost
function J . The figure above shows the case for Q = 0 and Q = 5. Unless the Q goes
to∞ there is always some deviation remaining.

control law. Figure A.6 shows this method applied to the example presented in

figure A.4.

Note that unlike the previous case where an extra Q(v − vnom)2 term was added,

removing the f term stabilizes the nominal trajectory with no residual deviation.

A.4 Concluding remarks

Often the robots are designed to follow some nominal trajectory. This nominal trajec-

tory may be obtained by optimizing some cost function of interest. If the robot’s state

deviates from the nominal trajectory, a linear stabilizing controller may be used to bring

the state back to the nominal trajectory. One can be interested in tuning the stabiliz-

ing controller to also optimize the same cost function. Such a linear controller can be

obtained by solving a non-standard LQR problem.
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Figure A.6: As shown in figure A.4, when the nominal trajectory is not the optimal one
the optimal stabilizing controller tries to deviate away from the nominal one. This un-
acceptable behavior can be reduced by removing the open-loop term f from the control
law.

The car-on-track problem was a simple example to elucidate the issues involved

in designing such a cost-optimal stabilizing controller. If the nominal trajectory is the

cost-optimal trajectory, the LQR-based stabilizing controller has the familiar form of a

linear control law: u = −Kx. If the nominal trajectory is not a cost-optimal one, the

optimal control has a form u = −Kx + f . In the latter case, the controller tries to

deviate the system away from the nominal trajectory and towards the cost-optimal one.

Two possible ways to alleviate this problem were discussed 1) penalize for deviating

from the nominal trajectory by adding a penalty term to the cost function 2) remove the

open-loop term f from the control law u = −Kx + f . Both of these options lead to a

suboptimal behavior as far as the the original cost is concerned. It was observed that the

option 1, unlike option 2, will always leave some residual deviation from the nominal

trajectory.
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APPENDIX B

ESTIMATION MODULE FOR CORNELL RANGER

This chapter describes the state estimation procedures used by the Cornell Ranger[3].

Ranger (Fig. B) is a kneeless bipedal robot from Biorobotics and Locomotion Lab at

Cornell University. It is about 1 m tall and has a total mass of 9.9 kg. Ranger walked

a non-stop ultra-Marathon (40.5 mile) on May 1-2, 2011 in 30.8 hours, without be-

ing touched by a human and on a single battery charge. Further information about

Ranger can be found online at http://ruina.tam.cornell.edu/research/

topics/locomotion_and_robotics/ranger/Ranger2011

State estimator, as used in the May 2011 walk, exists as an interface between the

sensors and the controller. Input to the estimator is the raw sensor data and output is an

estimate of the robot state. The state estimate is then used by the controller.

Figure B) shows various sensors on Ranger. There are angle encoders that measure

the angle at the hip joint and the ankle joints. There are separate angle encoders that

measure the angle of the hip-motor and the ankle-motors. The difference in the joint

angle and the motor angle is due to the compliance and backlash in the drive train.

There are contact sensors on each of the four feet. These sensors indicate whether a

particular foot is touching the ground or not. Finally, there is an Inertial Measurement

Unit (IMU) mounted on the outer leg. The IMU (MicroStrain 3DM-GX3-25) provides

the angle and angular velocity of the outer leg with respect to a fixed inertial frame. The

angles and angular velocities with respect to the fixed frame will be called the absolute

angles and the absolute angular velocities. The IMU can also provide acceleration along

its three axes and inclination with respect to the earth’s magnetic field, but the current

estimator doesn’t use this information.
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The robot (Fig. B) can be modeled as a 2D-biped. The state vector for this model

consists of 1) 3 joint angles (hip, inner, and outer ankles) and their derivatives, 2) the

absolute angle of the outer leg with respect to the vertical (gravity) and its derivative.

The absolute angle of the outer leg can be used to compute the absolute angles of other

limbs using the joint angles. Besides these ‘continuous’ states, there is a discrete state

that provides information about the swing leg. This state is 1 when the inner leg is

swinging and 0 when the outer leg is swinging. The discrete state transitions between

0 and 1 when the foot hits the ground (i.e, at the heel-strike). The motor currents and

voltages, the stretch in the springs connecting the motors to the joints, the ground-slope,

etc. can be parts of the states vector too. But these are not considered in the current

estimator.

Figure B.1: Cornell Ranger with some of its sensors and state variables.

84



Sign conventions used in the state estimator are as follows:

1. The hip-angle is the angle between two legs. It is positive when the inner leg is in

front (assuming the robot is walking forward).

2. The ankle-angle is the angle between the leg and the line joining the ankle joint to

the center of the foot. It is positive when the foot is in front of the leg (e.g., when

the foot is flipped down).

3. All the absolute angles are measured from the vertical (gravity) and are positive if

the corresponding limb is slanting forward. If the forward direction is the x-axis

and the y-axis is vertically up, then all the absolute angles are measured clockwise

from the y-axis.

The state estimator in its current form does not include ‘model-based-estimation’.

That is, the estimator doesn’t use the information in the differential equations describing

the motion of the robot (i.e., a model of the robot) to improve the accuracy of its state

estimate.

B.1 Estimation module

This section describes the software code which implements the state estimation in

Ranger. This estimator software is programmed in Ranger’s central micro-controller,

the ‘main-brain’.

Every 2ms, Ranger’s main brain calls the function mb estimator update. By call-

ing the appropriate sub-functions, mb estimator update performs various operations as

listed below:
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Figure B.2: The output of the contact sensors on the four feet as the robot takes three
steps. The four feet are the left and right feet on the inner and outer legs. The sensor
value is small and relatively constant when a foot is in the air (i.e., the foot is swing-
ing). The sensor value surges up at the heel-strike and remains high while the foot is
on the ground. The fluctuations in the sensor values at the heel-strike are due to bounc-
ing/rocking of the feet at the collision. Note that the sensor corresponding to the inner
right foot is not behaving at its best: its output drops down after the heel-strike even
though the foot is still in contact with the ground. Sensor values saturate at 8000 units.
This corresponds to the 5V analog output from the sensors. It is the maximum output
voltage.

1. The heel-strike detection

As mentioned before, there is a discrete state of the robot that informs which leg

(inner or outer) is the swing leg. Updating this state requires detecting the instant

when the foot hits the ground i.e., detecting the heel-strike. The contact sensors

on the robot’s feet provide this information. These sensors give an output that

roughly corresponds to the force applied at the base of the corresponding foot.

Figure B.2 shows the behavior of the four contact sensors as the robots takes three

steps. When a foot is in the air, sensor outputs a constant non-zero value. At the
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instant of the heel-strike the contact sensor’s output surges up. Following psuedo-

code shows the algorithm for detecting heel-strike for the case where the inner

legs of the robot are about to hit the ground.

(a) When the hip-angle becomes greater than a threshold (0.005 rad), the inner-

legs (the swinging legs) are considered to be in front of the stance legs. At

this event, the estimator starts measuring the output of the contact sensors on

the inner (swinging) feet. These feet are in the air, so their sensor output is

relatively small and constant. The estimator needs an average value of this

constant as a baseline. Heel-strike is detected when the sensor value rises

in comparison to this baseline. The ‘running’ average value of the sensor

output is calculated by passing the output through a linear first-order filter.

The filter action is given by the following expression:

yn = 0.9(yn−1) + 0.1(un),

where yn is the filtered output and un is the sensor reading at nth time step.

The time steps are 2ms each. The filter is initialized with the current value

of the contact sensor at that time (y0 = u0).

(b) When a leg is swinging, the swing-feet are flipped up to provide the clear-

ance from the ground. In preparation for the heel-strike, the robot controller

flips down the swing-feet at a chosen point in the swing phase. This causes

the ankle-angle to increase. When the ankle-angle sensor’s reading becomes

greater than a particular threshold (0.8 radian), the foot is considered to be in

the heel-strike position. At this event, the ‘running average’ value of contact

sensor while the foot was in the air is stopped, and the final value yn is taken

as the baseline. The estimator now starts anticipating the impending heel-

strike i.e., starts anticipating the contact sensor’s output to shoot to a higher

value than the baseline.
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(c) If the foot contact sensor’s value grows beyond the baseline by a particular

threshold and remains above the threshold for more than 2ms, the heel-strike

is detected. This threshold is 2000 units of sensor output and is chosen based

on experiments. A smaller threshold will make the heel-strike detection un-

reliable, and a higher threshold will make the heel-strike detection slower. At

the heel-strike, the outer-leg is labeled as the ‘swinging leg’, and the discrete

state is changed from 1 to 0. Note that the double-stance-phase, where both

inner and outer feet are in contact with the ground, is not explicitly recorded

by the estimator. This is because the calculations running in Ranger’s con-

troller do not require that information.

The delay in the heel-strike detection is the time difference between the actual

heel-strike event and its software detection. By experimental measurements, the

average detection delay for the above algorithm is 14 ± 3 ms. This delay could

be reduced if the threshold is decreased or the 2ms limit is decreased. But in that

case the reliability of the estimator goes down, and a spurious noise or a small

bump on the feet can cause mis-detection.

2. The heel-strike prediction

To propel the robot forward, the rear foot pushes off the ground every step. Anal-

ysis using a simple model of the robot shows that it is energetically more efficient

if the foot pushes the ground just before heel-strike. Performing this ‘prepush’

requires an ability to predict when a heel-strike is about to happen. One way to

predict an impending heel-strike is to monitor the height of the swinging foot from

the ground. When a foot is about to hit the flat ground, the height of its lowest

point is decreasing toward zero. Prepush can be triggered when the ‘swing-foot-

height’ goes below a particular threshold (Fig. B.3).

The swing-foot-height can be calculated geometrically using the robot’s dimen-
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sions, various joint angles, and the absolute angle of the stance leg. The cal-

culation of the absolute angle of the stance leg is presented later. The swing-

foot-height is the height of the lowest point on the swing foot with respect to the

ground. Calculating this height requires keeping track of the shape of the swing

foot as the robot moves. Although the estimator performs this calculation, a sim-

pler proxy for the swing-foot-height was used by Ranger in its marathon walk.

This proxy is the height of swing foot’s ankle with respect to the stance foot’s an-

kle. The prepush triggers based on this height were used to predict the impending

heel-strike.

Figure B.3: Figure shows the swing-foot-height curves for the inner and outer feet as
the robot walked 50 steps. The swing-foot-height decreases as the time increases. The
heel-strike occurs at 0ms. Each curve stops at the point when the heel-strike is ‘detected’
in the software. Average distance of the curve’s endpoint from 0ms is the delay in heel-
strike detection (about 14 seconds). When the swing-foot-height falls below a specific
threshold, the heel-strike is considered to be impending, and the prepush is triggered by
the controller. The trigger lines are shown at 7mm for the inner-feet and 10mm for the
outer-feet. The triggers lines were determined experimentally to be as close as possible
to the impending heel-strikes, while minimizing the chances of late detection of heel-
strikes. The horizontal width of the curve-bundle at the trigger height represents the
range of estimated heel-strike times, which ideally should be small.
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3. The angle rate filters

The sensor data from various joint angle sensors is fairly accurate (e.g., the error

in the hip-angle sensor is 0.0008 rad, and the error in each ankle-angle sensor is

0.001 rad). But the angular rate data, which is computed numerically by micro-

controllers, is expectedly noisy. This is because numerical differentiation ampli-

fies the noise. The estimation module filters both the hip-joint-angle rate and the

hip-motor-angle rate. It also filters the IMU rate, which is the output from the in-

ertial measurement unit.The IMU rate is the absolute angular velocity of the outer

leg.

A second order Butterworth filter with a cut-off frequency of 10Hz is used for

filtering all the angle rates. The Butterworth filter was chosen because of its max-

imally flat characteristics in the pass and stop band. A cut-off frequency of 10Hz

was chosen by observing the frequency spectrum of the noise (fluctuations) in the

data signal. In contrast, the signal frequency is about 0.8 Hz. This is same as

the walking frequency of Ranger at a typical speed. The filter expression is given

below:

yn = b0un + b1un−1 + b2un−2 − a1yn−1 − a2yn−2,

where yn is the filtered output and un is the sensor reading at nth time step. The

time steps are 2ms each. The filter constants are a1 = −1.9112, a2 = 0.9150,

b0 = 0.00094469, b1 = 0.00188938, and b2 = 0.00094469.

Signal Sampling. The filter programs are called/run every 2ms in the main

brain. But the sensor data used by the filters is not always at the 2ms intervals due

to various buffering issues in the main brain. As evidenced by the time stamps,

the data samples can be 1ms or 3ms apart (or even more).
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To take care of the irregular data sampling, the filter’s time step (i.e., time dif-

ference between un and un−1) is taken to be 1ms. This is the minimum time

difference between any two data points. Hence, the filters are effectively running

at 1ms time steps even though the filter functions are called every 2ms. This is ac-

complished by running the filtersN times whenever the filter function is called. N

is the difference in time-stamps of the data in the current call and the previous call

of the filter function. The sensor data is up-sampled at 1ms by using zero-order

hold.

Figure B.4: Filtering the IMU rate i.e., the absolute angular velocity of the stance leg.
A 2nd order Butterworth filter with a cut-off frequency of 10 Hz was used. Notice the
time delay between the raw data (red) and the filtered data (black).

The filtering process introduces a phase-lag (time delay) between the raw and the

filtered signal. Usually for a filter of given order, the time delay and the noise-

cancellation (noise-rejection) work against each other. If one is higher, the other

is lower. The filters were designed in MATLAB using a test sample of data. Visual

judgment was used to establish a workable trade-off between the time delay and

the noise-cancellation. The time delay for the filters described above is about
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20ms. Also note that the hip-angle rate data received in the main-brain is already

filtered by a first order filter in the micro-controller where the sensor is plugged

in. Hence, there is some additional delay of about 5ms. Figure B.4 shows the raw

and the filtered data for IMU rate.

4. The absolute angle of the stance leg and its rate

Two important state variables are the absolute angle of the robot’s stance leg with

respect to the vertical direction (gravity) and the time rate of change of this angle.

For example, the stance angle rate at mid-stance (the instant when the robot’s is

vertical) is an indicator of the robot speed, and it is needed in making control

decisions such as foot-placement. The stance angle is needed for predicting the

heel-strike as seen before.

Absolute angle rate of the stance leg. The IMU is mounted on the outer-leg with

its x-axis along the hip-joint’s axis. Hence, the IMU’s x-rate-gyro provides the

absolute angle rate of the outer leg. Currently, this is the only data channel from

the IMU that is being used. The IMU is set up to provide data at 500Hz though

it can go up to 1000Hz if needed. The stance leg rate is the IMU rate when the

outer leg is the stance leg. It is a combination of the IMU rate and the hip-angle

rate when the inner leg is the stance leg.

Errors in IMU rate come primarily from 1) the drifting bias in the IMU signal,

2) the random high frequency noise (standard deviation of 0.0041 rad/s), 3) the

mounting errors, 4) the gyro non-linearities, and 5) the internal sensor delay from

the IMU software (about 3-4ms). Except for the first two, the other errors are neg-

ligible. The average gyro bias was measured to be -0.0043 rad/s in the static tests

ranging over 2 hours of data collection (Fig B.5). This average bias is subtracted

from the IMU rate before it is filtered using the Butterworth filter as described

previously.
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Figure B.5: Raw (unfiltered) IMU rate data from the IMU while it sits stationary for 2
hours. The average gyro bias is the mean of this data. Note the random high-frequency
noise around the mean. The standard deviation for this noise is 0.0041 rad/s.

Absolute angle of the stance leg. The IMU can provide an estimate of the ab-

solute angle of the outer leg using a complementary filter that uses the rate data

as well as the accelerometer data. This angle estimate is not very accurate. It has

an accuracy of about 2 degrees in dynamic (cyclic) test conditions. Moreover, the

general algorithm and the filters used to produce this angle may not be optimized

for the specific motion of Ranger.

Sensor fusion. We obtain the stance leg angle by integrating the raw IMU rate.

The integration process removes the high-frequency noise in the IMU rate. But

the low frequency noise e.g., a slow drift in the gryo bias will cause accumulation

of error in the integral. However, the IMU is not the only source for estimating

the absolute angle. When both the inner and outer feet of the robot are on the

ground at heel-strike, the joint angles can be used to find the absolute angle using

geometry (assuming a flat ground). Hence, we have two sources that provide

information for the stance leg’s absolute angle: the IMU rate’s integration and the

special heel-strike geometry. These two sources can be ‘fused’ together to get a

better estimate.

The raw IMU rate ω is continuously integrated using the mid-point rule to provide
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the stance leg angle by integration θintegration as below:

θintegration,n = θintegration,n−1 +
1

2
(ωn + ωn−1)∆t,

where ∆t = 0.002 (2 ms). At the instant of heel-strike, the joint angles (the inner

& outer ankle angles and the hip angle) and the robot’s dimensions are used to

calculate the absolute angle of the outer leg by geometry θgeometry. The ground

is assumed to be level (zero slope). This calculation uses various functions like

cosine, sine, sine inverse, tangent inverse, and square root. The C-code for these

functions uses quadratic interpolation based on the data from the look-up tables.

This code (courtesy of Gregg Steisberg) is optimized for computational speed.

Various variables used in the estimator to calculate θgeometry are described in Fig-

ure B.6. After every heel-strike the stance leg’s absolute angle is updated (reset)

as follows by using a linear combination of the estimates from two sources:

θ = kθintegration + (1− k)θgeometry.

The coefficient k is the relative weight given to the integration versus geometrical

estimation of θ. It was experimentally chosen to be 0.9. The procedure for this

choice is described below.

Choosing k. The coefficient k = 0.9 was selected to minimize the error in the

swing-foot-height just before the heel-strike. If the robot is walking on a flat

ground, the swing-foot-height (i.e., the height of the lowest point on the swing

foot) should ideally be zero when the foot is about to hit the ground. The non-

zero values of the swing-foot-height are due to various error sources e.g., drift

in the gyro bias, roughness of the ground, inaccuracies in the robot dimensions

used in the calculations, etc. It was observed that the variations in the swing-foot-

height were comparable to the ground roughness. To separate the two effects,
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Figure B.6: Absolute angle of the stance leg with respect to the vertical can be calculated
from the joint angles at the instant of heel-strike. At this instance, the four feet are on
the ground providing a special geometry to calculate the absolute angle. The figure
above shows various variables used in the estimator code to calculate these angles. The
basic naming convention is a for ankle, c for center, t for stance, w for swing, and d for
distance. Angles used in the intermediate calculations ‘alpha’, ‘beta’, and ‘sigma’ are
shown as well.

a 5 × 0.5 m of floor space in Ruina lab (306 Kimball Hall, Cornell University)

was calibrated to provide the floor height profile (Fig. B.7). Heights at 33 points

on the floor were obtained using a very sensitive spirit level by measuring the

depth of each of these points below a horizontal level surface. The floor profile

function was then obtained by cubic interpolation of these 33 points. As the robot

walks on this calibrated floor, the swing-foot-height at each heel-strike is a known

non-zero number calculated from the floor profile. These step-to-step variations

in the floor height are around 2mm. The coefficient k was chosen to minimize

the average error in the swing-foot-height with respect to the rough floor. The

resulting swing-foot-height estimate was accurate up to 3-4mm.
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Figure B.7: Height profile of a 5× 0.5 m track on the ground to calibrate the estimation
of swing-foot-height. The height at 33 spots on the ground was measured with respect to
a horizontal level surface. The floor height profile was obtained by cubic interpolation
of these points. The parameters in the state estimator were chosen to minimize the error
in the swing-foot-height as measured from the calibrated floor. After the proper choice
of estimation parameters, the swing-foot-height was accurate up to 3-4mm.

NOTE: When Ranger is turned on, the absolute angle is not known reliably.

Hence, at the instant of the very first heel-strike, the absolute angle θ is set en-

tirely based on the geometrical calculations from the joint angles θgeometry.

5. Miscellaneous estimation

Besides the above main functions, there are other functions that are called by the

estimator module to perform various operations. These include

• counting the number of steps walked by the robot,

• finding the step time (i.e., time between two consecutive heel-strikes in mil-

liseconds) and the time since the last heel-strike,

• resetting various variables (e.g., the leg-state, intermediate variables in ab-

solute angle calculations, etc.) every time the reset button is pressed on

Ranger’s user interface,
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• calculating the distance traveled by the robot by dead reckoning i.e., sum-

ming the distances traveled during each step. Distance for each step is cal-

culated at the instant of heel-strike by adding the distance between ankles

and the distance traveled by rolling (assuming no slipping) of the stance foot

since the last heel-strike. The distance measurements have an error of about

1 percent as measured on the lab floor.

B.2 Future work

The next step in improving the state estimation is to explore the field of model-based

estimation. The equations of motion for Ranger’s 2D motion are available. The infor-

mation contained in these equations can supplement the sensor data and improve the

state estimation. Also, the IMU is not being used in its full capacity. Only one of the an-

gle rates is currently being utilized even though the IMU can provide accelerations and

angular rate in all the three directions. Acceleration data for example, can complement

the angle rate data to provide better estimates.

Another element that can be added to the state vector is an estimate of the ground-

slope. Ranger is a sensitive machine; it can easily sense small slopes (< 1 degrees)

and visibly slows down/speeds up while traversing them. Hence, an estimate of the

ground slope can be very valuable. Various other disturbances besides the slope (e.g.,

the wind blowing against the robot’s motion) can all be coupled together as a single

variable: ‘resistance to motion’. This is because all these disturbances have a common

consequence of slowing down the robot or speeding it up. Estimating this variable can

be a valuable addition to the robot controller.
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