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Pulsar timing has been an irreplaceable technique in studies of gravitational

radiation for decades and is now poised to allow direct detection and investi-

gation of nanohertz gravitational waves (GWs). The most promising sources of

GWs detectable by pulsar timing arrays (PTAs) are supermassive black hole bi-

naries (SMBHBs), making PTAs indispensable in studies of galaxy mergers and

evolution. This dissertation aims to describe several new techniques developed

to facilitate the detection of a variety of GW signals by PTAs.

Recognizing modern advances in astrometric measurements of millisecond

pulsars (MSPs) with very long baseline interferometry (VLBI), we have system-

atically investigated the advantageous role such astrometric measurements can

play in PTA searches for GWs, especially in searches for a stochastic background

of GWs. We describe a detailed program by which VLBI astrometry of MSPs can

be incorporated into PTA efforts to detect GWs, addressing issues related to mis-

matched coordinate systems between the VLBI and pulsar timing communities

and the time necessary to make VLBI measurements.

Memory, a permanent change in the spacetime surrounding a powerful GW

source, is a potentially prevalent type of GW detectable by PTAs. We develop

a variety of methods to detect such signals or to place upper limits on their

rates at various amplitudes. We apply our techniques in a search for GW bursts

with memory (BWMs) in the first five years of data from the North American



Nanohertz Observatory for Gravitational Waves (NANOGrav).

Finally, we describe a method by which GWs from single point-like sources

with any time-domain behavior can be isolated and studied with PTA data sets.

These techniques rely solely on the assumption that GWs are quadrupolar and

occur in two polarization modes. We demonstrate the flexibility of these tech-

niques in several explanatory examples.
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CHAPTER 1

INTRODUCTION

In 1915, Albert Einstein introduced his theory of general relativity (GR) de-

scribing how space and time are warped and intermingled by energy and mo-

mentum. The most simplistic initial foray into GR theory is a study of small

perturbations about a flat Minkowskian spacetime or so-called linearized grav-

ity. As we will demonstrate, this exercise leads to a very natural prediction that

spacetime perturbations can propagate through vacuum as waves of two dis-

tinct polarization modes traveling at the speed of light. This dissertation, writ-

ten on the centennial of the GR revolution, comes at a time when measurement

technology has finally advanced to a stage where this very basic prediction of

GR is directly testable. Our aim with this document is to assist in this endeavor.

In 1967, as part of a study of quasars and interplanetary scintillation at the

University of Cambridge, then graduate student Jocelyn Bell discovered ”Lit-

tle Green Man 1,” a source of periodic radio pulsations coming from a spe-

cific location on the sky. The discovery of what would later be recognized as

the first known pulsar, B1919+21, would lead to a Nobel Prize for Martin Ryle,

Bell’s supervisor Antony Hewish, and, infamously, not Bell herself. As remark-

ably stable sources of periodic radio emission, pulsars fall incredibly close to

the Platonic ideal of free-falling clocks present in so many of Einstein’s famous

Gedankenexperiments and have proven to be excellent tools in tests of GR.

In this introductory chapter, we will briefly describe gravitational waves

(GWs), pulsars, and how pulsar timing can be used to detect GWs.
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1.1 Gravitational Waves

The foundation of GR is Einstein’s Equation:

Rµν −
1
2

gµνR =
8πG
c4 Tµν. (1.1)

The left side of Einstein’s Equation is entirely geometric. It involves the met-

ric tensor, gµν, which allows a physical spacetime interval to be calculated be-

tween any two spacetime coordinates. The left side of Einstein’s Equation also

involves the Ricci tensor, Rµν, and the Ricci scalar R, which are just functions

of derivatives of the metric. The right side of Einstein’s Equation is simply

the energy-momentum tensor times fundamental constants. Simply stated, this

equation describes how energy and momentum source non-trivial geometric

features in spacetime.

Let us assume that spacetime is Minkowskian aside from small perturba-

tions, i.e., gµν = ηµν + hµν, where |hµν| � 1 and ηµν is the Minkowski metric. If

we ignore all terms that are quadratic or higher order in hµν, Einstein’s Equation

can be shown to be invariant if hµν is transformed to

h′µν = hµν − (∂µξν + ∂νξµ), (1.2)

where the only condition on ξµ is that its derivatives must be of the same order

as the metric perturbation. This is a so-called gauge transformation in linearized

GR. Now let us introduce a trace-reversed version of the metric perturbation,

h̄µν = hµν −
1
2
ηµνh, (1.3)

where h = ηµνhµν is the trace of the metric perturbation. It can be shown that

there is always a valid gauge transformation in linearized gravity that will allow
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the following criteria to be satisfied:

∂νh̄µν = 0. (1.4)

When these conditions are satisfied, we are said to be in harmonic gauge. In

harmonic gauge, Einstein’s Equation in this linearized approximation becomes

a wave equation sourced by the energy momentum tensor:

�h̄µν = −
16πG

c4 Tµν. (1.5)

Consider Equation 1.5 in vacuum where the energy-momentum tensor van-

ishes. The metric perturbation, generally speaking, is a 4 × 4 symmetric tensor

with 10 degrees of freedom. Satisfying the 4 conditions implicit in Equation 1.4

reduces the number of degrees of freedom to 6. While respecting the harmonic

gauge condition, there is still additional gauge freedom. Specifically, the coordi-

nates xµ can be transformed to x′µ = xµ+ξµ so long as ξµ satisfies the homogenous

wave equation. Furthermore, we can define h̄′µν = h̄µν − ξµν, where

ξµν = ∂µξν + ∂νξµ − ηµν∂ρξ
ρ, (1.6)

and we will still satisfy �h̄′µν = 0 because �ξµν = 0. Thus, we can use the 4 in-

dependent functions in ξµ to apply 4 additional constraints to the metric pertur-

bation, reducing the total number of degrees of freedom in it to 2. A convenient

and commonly used choice of ξµ enforces that the metric perturbation be purely

spatial, transverse to the wave propagation direction, and traceless; this is so-

called transverse-traceless, or TT, gauge. The 2 remaining degrees of freedom

in the metric perturbation correspond to 2 independent polarization modes of

gravitational waves which must each satisfy the homogenous wave equation;

they are commonly referred to as “plus,” or ”+,” and ”cross,” or ”×,” modes.
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By utilizing retarded Green’s functions, we can write down a general solu-

tion for the spatial components of the metric perturbation outside of an arbitrary

energy-momentum distribution in TT gauge:

hTT
i j (t, x) =

4G
c4 Λi j,kl(n̂)

∫
d3x′

1
|x − x′|

Tkl

(
t −
|x − x′|

c
, x′

)
, (1.7)

where n̂ is the unit vector along x, Λi j,kl = PikP jl − (1/2)Pi jPkl, and Pi j = δi j − nin j.

For systems of masses with characteristic velocities v � c, it is convenient to

expand the energy-momentum tensor in powers of (v/c). From this, it can be

shown that the leading order source of the metric perturbation is the second

time derivative of a system’s quadrupole moment:

[
hTT

i j (t, x)
]

quad
=

1
r

2G
c4 Λi j,kl(n̂)Q̈kl(t − r/c). (1.8)

The prototypical astrophysical system with a non-vanishing second time

derivative of its mass quadrupole is a massive binary. As such, massive binaries

are the primary detection target for efforts to detect GWs. Much of this intro-

duction to gravitational waves was adapted from the text by Maggiore (2008).

1.2 Pulsars

Pulsars are neutron stars born in the hearts of core-collapse supernovae. When

nuclear burning stops being able to support the outer layers of a massive star

against gravitational collapse, the outer layers of the star come crashing down

upon an already dense core supported by electron degeneracy pressure. As the

pressure in the core increases, inverse β-decay becomes energetically favorable

and electrons combine with protons to form neutrons, emitting neutrinos in the

process. The flash of neutrinos emitted from the core of the collapsing star con-
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Figure 1.1 A schematic representation of a neutron star and its magnetic
field misaligned from the rotation axis. Coherent radio waves
are radiated out of the magnetic poles. If the radio beam
crosses the line of sight to the Earth at some point during its
rotational phase, much like a lighthouse, we see periodic radio
pulsations and the object is a radio pulsar. Figure taken from
Lorimer and Kramer (2005).

stitutes a sizable fraction of the energy liberated during the supernova and plays

an important role in explosively ejecting the outer layers of the star.

The remaining neutron star is more than a solar mass of almost pure neu-

trons, though an admixture of protons and electrons is necessary to maintain so-

called β-equilibrium (see, e.g., Shapiro and Teukolsky 1986). All of this mass is

packed into a sphere roughly 20 km in diameter. The neutron star is born rotat-

ing very near centrifugal breakup (rotational frequencies upwards of ∼ 600 Hz)

and is very highly magnetized (field strengths as high as ∼ 1015 G). The mag-

netic field is frequently modeled as a simple dipole that co-rotates with the star.
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A distance RL = c/Ω from the rotational axis (where Ω is the angular frequency

of the star’s rotation), magnetic field lines would have to travel at the speed of

light in order to continue co-rotating with the star; RL demarcates the so-called

light cylinder. Near the light cylinder, there is a transition between closed and

open field lines. In these regions, charged particles can be created and accel-

erated to very high energies. Through some poorly understood mechanism,

coherent radio emission is beamed out of the magnetic poles. If the radio beam

sweeps over the Earth and the radio emission is bright enough, the neutron star

can be observed as a radio pulsar. See Figure 1.1 for a schematic representation

of this toy model.

Radio emission makes up a very small portion of the energy that a neutron

star sheds as it rotates. Much of the energy goes into emission of much higher

energy photons like γ-rays or into an outward flowing wind. The secular slow-

ing of a neutron star’s rotation as it loses energy to its environment was a key

prediction by Gold (1968) who first suggested that pulsars are compact neutron

stars. The spin-down luminosity can essentially be measured:

Ėspin−down = −IΩΩ̇. (1.9)

There are a few caveats associated with being able to measure the spin-down

luminosity of a pulsar. A neutron star’s moment of inertia depends on its de-

tailed internal structure which depends on the poorly understood equation of

state of nucleonic matter at super-nuclear densities. Furthermore, measure-

ments of Ω and Ω̇ are influenced by motion of the pulsar along the line of

sight. Nonetheless, using typical values, spin-down luminosities are around

a few times 1031 erg s−1 (Lorimer and Kramer 2005).

The rate of change of a pulsar’s rotational period is a function of its period.
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This relation is commonly expressed as

Ṗ = KP2−n (1.10)

where n is referred to as the breaking index. If the spin-down were entirely due

to dipole radiation, n = 3. So long as n , 1, Equation 1.10 is readily integrable.

It can be shown that

T =
P

(n − 1)Ṗ

[
1 −

(P0

P

)n−1]
(1.11)

where T is the amount of time that has elapsed since the neutron star was cre-

ated spinning with an initial period P0 (Lorimer and Kramer 2005). It is gen-

erally assumed that P � P0, so the characteristic age of a pulsar is generally

estimated as T = P/2Ṗ where it is assumed that n = 3. If we continue to as-

sume that the secular growth in a pulsar’s rotational period is due exclusively

to dipole radiation, with some additional assumptions about the moment of in-

ertia and radius of a neutron star, we can estimate the surface magnetic field

strength with measurements of P and Ṗ (Lorimer and Kramer 2005):

BS ≈ 1012 G
( P
1 s

)1/2 (
Ṗ

10−15

)1/2

. (1.12)

With the aid of Equations 1.9, 1.11, and 1.12 and a P-Ṗ diagram, we can tell

a compelling evolutionary history of a pulsar from birth to death. Figure 1.2

depicts lines of constant spin-down luminosity, characteristic age, and inferred

surface magnetic field strength. Pulsars associated with supernovae remnants

are indicated in Figure 1.2 with stars; these are young pulsars with large mag-

netic fields and spin-down luminosities rotating a few times per second. As

these young pulsars age, they drift down and to the right in the P-Ṗ diagram

as their rotational periods grow and their magnetic fields weaken. Between 107

and 109 years after birth, pulsars cross over the so-called death line (into the

7



Figure 1.2 A P-Ṗ diagram showing the bimodal distribution of pulsars–
canonical pulsars (top right) separated from millisecond pul-
sars (bottom left). Pulsars are born at the top of the diagram
near the young Crab and Vela pulsar. They migrate down
and to the right, moving to larger periods and smaller period
derivatives as they age until they encounter the so-called death
line where their radio emission ceases. For some pulsars in the
graveyard, if they have a binary companion that overflows its
Roche lobe as it ages, they can be spun up to very short, mil-
lisecond periods and have their radio emission reignited. Fig-
ure taken from Lorimer and Kramer (2005).
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graveyard indicated in Figure 1.2). Once across the death line, a pulsar’s rota-

tion is too slow and its magnetic field is too weak and the radio beam shuts off

making it undetectable in radio.

There is another class of pulsar distinct from the canonical pulsars (CPs) we

have thus far been describing. Some pulsars are in binaries. After crossing the

death line, a pulsar’s binary companion will near the end of its life and begin to

move off of the main sequence. The companion will expand, overflow its Roche

lobe, and begin to spill material onto the pulsar. The accreting material applies

a torque to the pulsar and begins to spin it up until the pulsar is spinning hun-

dreds of times per second. Somehow, through this process, the pulsar’s radio

emission is reignited and it can once again be detected. These are millisecond

pulsars (MSPs).

The first MSP was detected by Backer et al. (1982). The discovery was a sur-

prise to the scientific community and has paid tremendous dividends. Through

some combination of enhanced age and the accreting material ”burying” the

magnetic field, MSPs have smaller magnetic fields and spin-down rates than

CPs; these features make the rotation of MSPs intrinsically more stable than CPs

which often display non-trivial spin noise and glitches or star quakes. While

MSPs display spin noise (Shannon and Cordes 2010), it is greatly suppressed

relative to CPs, and glitches in MSPs are exceedingly rare (in fact, only one

has been observed by Cognard and Backer 2004). Enhanced intrinsic rotational

stability coupled with the fact that in a fixed observing time span, many more

rotational periods can be averaged over for MSPs than with CPs, makes MSPs

extremely amenable to high precision timing campaigns, rivaling the stability

of atomic clocks over time scales of years. As one recent and remarkable exam-
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ple, Zhu et al. (2015) demonstrate that over 21 years, observed times of arrival

(TOAs) for pulsations from MSP J1713+0747 have an RMS deviation from mod-

eled TOAs of just 92 ns. It is with these astounding astronomical tools (MSPs)

that direct detection of gravitational waves becomes possible.

1.3 Pulsar Timing and Gravitational Waves

How does a GW influence a pulsar timing experiment? Consider a GW from

a source a distance dES from the Earth and a distance dS P from a pulsar being

monitored from Earth. We will use a coordinate system centered on the Earth

with the GW source along the negative z-axis and the pulsar in the x-z plane. If

dES � dEP and dS P � dEP, then we can approximately treat the GWs as plane

waves. In that case, for a GW moving in the positive z direction, we can write

gµν =



1 0 0 0

0 −1 − h+ h× 0

0 h× −1 + h+ 0

0 0 0 −1


. (1.13)

If the GW is linearly polarized, we can write h+ = h cos 2ψ and h× = h sin 2ψ. To

solve the wave equation, h = h(t − z/c). The line element is then

dσ2 = gµνdxµdxν = c2dt2 − dx2(1 + h cos 2ψ) − dy2(1 − h cos 2ψ)

+ 2dxdyh sin 2ψ − dz2. (1.14)

Photons traveling from the pulsar to the Earth a distance s from the pulsar

will have coordinates

x = (dEP − s) sin θ and z = (dEP − s) cos θ (1.15)
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where θ is the angle between the z-axis and the line of sight to the pulsar, so

along this trajectory,

dx = −ds sin θ and dz = −ds cos θ. (1.16)

Also, dy = 0. The photons will travel along null geodesics, so we can say that

c2dt2 = (1 + h cos 2ψ sin2 θ)ds2. (1.17)

We can integrate the square root of this equation from emission at t = t1 and

s = 0 to observation at t = t2 and s = dEP:

c
∫ t2

t1
dt =

∫ dEP

0
ds

√
1 + h cos 2ψ sin2 θ,

c(t2 − t1) =

∫ dEP

0
ds

[
1 +

1
2

h cos 2ψ sin2 θ + O(h2)
]
,

= dEP +
1
2

cos 2ψ sin2 θ

∫ dEP

0
h(t − z/c)ds. (1.18)

Define u = t − z/c. Since z = (dEP − s) cos θ and s = ct along the photon’s

trajectory, u = s(1 + cos θ)/c−dEP/c and du = ds(1 + cos θ)/c. The integral can then

be written as

c(t2 − t1) = dEP +
c
2

cos 2ψ
sin2 θ

1 + cos θ

∫ t2

t1−dEP cos θ/c
h(u)du,

= dEP +
c
2

cos 2ψ(1 − cos θ) [H(t2) − H(t1 − dEP cos θ/c)] , (1.19)

where H(u) is the indefinite integral of h(u). The quantity c(t2− t1) is the apparent

distance to the pulsar. By taking a time derivative of it (and dividing by c), we

can get the apparent Doppler shift of the pulsar’s pulse train:

∆ν(t)
ν

=
1
2

cos 2ψ(1 − cos θ) [h(t) − h (t − dEP(1 + cos θ)/c)] , (1.20)

where we have used t = t2 = t1 + dEP/c in the arguments of h. Equation 1.20 is a

classic result for pulsar timing efforts to detect GWs (Estabrook and Wahlquist
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1975; Hellings and Downs 1983), showing that the timing perturbation from

GWs divides nicely into an Earth-term component (the first term in the brackets

of Equation 1.20), and a pulsar-term component (the second term in the brackets

of Equation 1.20), and showing how the geometric configuration of the Earth-

pulsar-GW source system influences the magnitude of the timing effect.

Hellings and Downs (1983) recognized that if multiple pulsars were ob-

served in the presence of GWs, the Earth terms would all be correlated, differing

by only a trigonometric prefactor, while the pulsar terms would all be uncorre-

lated and could be treated as a source of noise. They found that in the presence

of an isotropic stochastic background of GWs, the cross-correlation, C, between

the timing residuals of two pulsars with an angular separation α between them

would be C = χ(α)〈h2〉 + N, where 〈h2〉 is the time average of the square of the

gravitational waveform evaluated at the Earth, N is a noise-like contribution,

and

χ(α) =
1 − cosα

2

[
ln

(
1 − cosα

2

)
−

1
6

]
+

1
3
. (1.21)

The function χ(α) is now commonly referred to as the Hellings and Downs

curve. Finding correlations in the timing residuals of an array of pulsars that

match the form anticipated in Equation 1.21 is a central goal of modern pul-

sar timing efforts and would constitute a direct detection of GWs acting on

the Earth (van Haasteren et al. 2011; Yardley et al. 2011; Demorest et al. 2013;

Shannon et al. 2013). The extreme precision of current pulsar timing array ef-

forts and ongoing non-detections are beginning to strain our understanding of

galaxy merger histories and dynamics.

The chapters of this dissertation describe research efforts aimed at facilitat-

ing an initial detection of GWs by PTAs. In Chapter 2, we investigate how as-
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trometry of MSPs from very long baseline interferometry (VLBI) can be incorpo-

rated into PTA experiments and argue that it could play a beneficial role in dra-

matically reducing the total number of free parameters PTAs must fit for and in-

crease the amplitude of GWs from a stochastic background present in the timing

residuals of newly discovered pulsars. In Chapters 3 and 4, we develop detec-

tion and constraint techniques for a class of GWs known as bursts with memory

(BWMs) and apply those techniques to five years of data from the North Amer-

ican Nanohertz Observatory for Gravitational Waves (NANOGrav); BWMs are

an exciting potential GW source class indicative of the most extreme gravita-

tional events and detectable exclusively by PTAs. In Chapter 5, we describe

methods by which PTAs can be ”phased-up” to particular sky positions and

any timing correlations caused by point-like sources of GWs from those sky po-

sitions can be isolated and studied. In Chapter 6, we discuss future directions

in line with the research program described in this dissertation. Finally, we in-

clude a short appendix describing potential electromagnetic counterparts to sin-

gle sources of GWs detectable by PTAs; while this is not directly concerned with

GW detection, association of a GW source with a host galaxy through electro-

magnetic observations could enhance the confidence of detection and increase

the scientific content gained by the detection.
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CHAPTER 2

THE BENEFITS OF VLBI ASTROMETRY TO PULSAR TIMING ARRAY

SEARCHES FOR GRAVITATIONAL RADIATION

Precision astrometry is an integral component of successful pulsar timing

campaigns. Astrometric parameters are commonly derived by fitting them as

parameters of a timing model to a series of pulse times of arrival (TOAs). TOAs

measured to microsecond precision over several-year spans can yield position

measurements with sub-milliarcsecond precision. However, timing-based as-

trometry can become biased if a pulsar displays any red spin noise, which can

be compared to the red noise signal produced by the stochastic gravitational

wave background. We investigate how noise of different spectral types is ab-

sorbed by timing models, leading to significant estimation biases in the astro-

metric parameters. We find that commonly used techniques for fitting timing

models in the presence of red noise (Cholesky whitening) prevent the absorp-

tion of noise into the timing model remarkably well if the time baseline of ob-

servations exceeds several years, but are inadequate for dealing with shorter

pulsar data sets. Independent of timing, pulsar-optimized very long baseline

interferometry (VLBI) is capable of providing position estimates precise to the

sub-milliarcsecond levels needed for high-precision timing. In order to make

VLBI astrometric parameters useful in pulsar timing models, the transformation

between the International Celestial Reference Frame (ICRF) and the dynamical

solar system ephemeris used for pulsar timing must be constrained to within

a few microarcseconds. We compute a transformation between the ICRF and

pulsar timing frames and quantitatively discuss how the transformation will

improve in coming years. We find that incorporating VLBI astrometry into the

Published: Madison, D. R., Chatterjee, S., & Cordes, J. M. 2013, ApJ, 777, 104.
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timing models of pulsars for which only a couple of years of timing data ex-

ist will lead to more realistic assessments of red spin noise and could enhance

the amplitude of gravitational wave signatures in post-fit timing residuals by

factors of 20 or more.

2.1 Introduction

Developing a mathematical model (a timing model) that predicts the time-

varying, deterministic astrophysical effects that modulate pulse times of arrival

(TOAs) is the practice of pulsar timing (Manchester and Taylor 1977; Lorimer

and Kramer 2005). The main data products of a pulsar timing campaign are

timing model parameters and a series of timing residuals—the differences be-

tween measured pulse arrival times and the predictions of a model. A perfect

timing model paired with a stable pulsar will yield timing residuals consistent

with white noise.

Precisely known astrometric parameters (right ascension and declination

(α, δ) ≡ θ, proper motion (µα, µδ) ≡ µ, and parallax π) are essential to success-

ful timing models and are useful in studies of the Galactic neutron star (NS)

population (Cordes and Chernoff 1997; Toscano et al. 1999; Faucher-Giguere

and Kaspi 2007), NS electromagnetic emission mechanisms (Deller et al. 2009b),

the Galactic distribution of interstellar gas (Cordes and Lazio 2002), and the

evolution of compact binaries containing pulsars, specifically to correct for the

Shklovskii effect (Shklovskii 1969; Deller et al. 2008). A tenth of an arcsecond

error in position can lead to annual oscillations in residuals of over 100 µs. With

software like TEMPO2 (Hobbs et al. 2006), timing models are refined through

least-squares fitting to minimize the amplitude of such signatures in the resid-
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uals. For a particularly stable subset of pulsars, the millisecond pulsars (MSPs),

measuring TOAs with microsecond precision over several years can yield po-

sition estimates with sub-milliarcsecond precision (Splaver et al. 2005; Hotan

et al. 2006; Verbiest et al. 2008).

Pulsars are compact, point-like radio sources (smaller than a µas) that, if

bright enough, allow precision astrometry with very long baseline interferom-

etry (VLBI). They are approximately a thousand times more compact than the

active galactic nuclei (AGN) used as VLBI calibrators, so the precision of VLBI

astrometry of pulsars is actually limited by evolution in the structure of AGN.

To enhance the S/N of VLBI observations of pulsars, gating (gathering signal

only when the pulsar is beamed towards Earth) is used. The Very Long Baseline

Array (VLBA) allows for full-time VLBI and better-controlled systematics com-

pared to other VLBI efforts owing to the identical antennas in the array. With

ever-advancing techniques and instruments like these, VLBI is capable of sub-

milliarcsecond position estimates for some pulsars on par with the best timing-

based results. Additionally, VLBI astrometry can arrive at precisions requiring

approximately five years of timing data in less than two years, e.g., Chatterjee

et al. (2009).

Canonical pulsars (CPs) and, to a lesser extent, MSPs display what is known

as red noise in their timing residuals (it is called “red” because there is more

power in low frequencies than in high frequencies). For CPs, the red noise

is from spin noise that may be caused by internal neutron star dynamics or

changes in magnetospheric torque. Past work has characterized spin noise with

power-law spectra P( f ) ∝ f −γ with 4 . γ . 6 for different pulsars. More re-

cently, discrete changes in spindown torque have been identified in some CPs
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(Kramer et al. 2006a; Lyne et al. 2010) that in principle can be fitted for and re-

moved. In some cases, the torque appears quasi-periodic in a manner that is

correlated with pulse-shape changes, suggesting the possibility that the torque

variations can be removed in these cases as well. If they cannot, discrete transi-

tions in ν̇ collectively produce a red noise process with an f −6 spectrum. Shan-

non and Cordes (2010) reported a combined analysis of CPs and MSPs that in-

cluded upper bounds on red noise in MSPs as well as measurements of signif-

icant red noise in two MSPs. The combined analysis implies a global (multi-

object) spectrum scaling as f −5. Red noise will produce stochastic shifts in the

period or period derivative of a pulsar in a standard timing analysis by amounts

that depend on how much power is absorbed into the sinusoidal astrometric fit-

ting functions. For short timing data sets (less than about 3 years), the absorbed

power is large but becomes progressively smaller for longer data sets where

the sinusoidal terms become progressively decoupled from the aperiodic spin

noise.

Along with red spin noise, gravitational waves (GWs) induce structure in

timing residuals. There are current efforts to detect the signatures of isolated,

continuous sources (Lee et al. 2011; Ellis et al. 2012a) and burst sources (Finn and

Lommen 2010; Pshirkov et al. 2010; van Haasteren and Levin 2010; Cordes and

Jenet 2012), but among the most promising types of GW signals from an initial

detection perspective is that of a stochastic background (SB) created by an en-

semble of merging supermassive black holes (SMBHs) in the distant universe.

The SB is characterized by strains with an amplitude spectrum hc( f ) ∝ f −2/3

that manifest as a red process in timing residuals having a power spectrum

P( f ) ∝ f −13/3 (Jenet et al. 2006; Sesana et al. 2008; Cordes and Shannon 2012).

Because red spin noise and a SB of GWs both yield red timing residuals with
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similar spectral indices and possibly comparable magnitudes, it is exceedingly

difficult to make a detection of this type of GW in the residuals of a single pul-

sar. Fortunately, Hellings and Downs (1983) predict that a specific pattern of

correlations unique to GWs can be observed in the residuals of an array of pul-

sars in the presence of a SB of GWs. The European Pulsar Timing Array (EPTA;

van Haasteren et al. 2011), the Parkes Pulsar Timing Array (PPTA; Yardley et al.

2011; Manchester et al. 2013), and the North American Nanohertz Observatory

for Gravitational Waves (NANOGrav; Demorest et al. 2013) are timing arrays

of pulsars and looking for, among other things, the type of correlations in their

residuals predicted by Hellings and Downs.

Whatever structure in timing residuals one is hoping to study, the model

fitting applied may undermine those efforts. Every parameter that is fitted re-

duces the degrees of freedom in the data set. Furthermore, if one produces an

initial timing model with approximately correct parameters, the timing residu-

als will contain astrophysical information, but will also contain the signatures

of errors in the timing model. Errors in each of the timing model parameters

leave characteristic signatures in the timing residuals that have associated struc-

tures in frequency space. Minimizing the amplitude of the signature of a timing

model parameter error indiscriminately removes power from the residuals at

the frequencies associated with that particular signature (Blandford et al. 1984).

The power that is removed from the pre-fit residuals is absorbed by the tim-

ing model and causes the parameters of the timing model to shift, possibly

away from their true values (Ellis et al. 2011). Coles et al. (2011) describe a

generalized least-squares procedure (often referred to as Cholesky whitening)

for conducting timing model fits in the presence of correlated red timing noise.

These techniques, by accounting for correlated structure in the noise, reduce the
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scale of noise-induced bias in parameter estimation and provide more realis-

tic error estimates, often by yielding larger error estimates. Though Cholesky

techniques are an improvement over standard least-squares fitting techniques,

properly modeling the covariance of the noise can prove tricky, and they are by

no means a panacea for the problems introduced by red noise.

In this paper, we investigate the biases induced in the astrometric parame-

ters of a timing model when they are fit in the presence of some red process. In

so doing, we demonstrate how red processes can be partially absorbed into a

timing model and thus attenuated in the residuals. We do this because of the

inherently red spectra of the spin noise associated with many pulsars and the

SB of GWs, but also because the precision astrometric parameters needed to do

high-quality pulsar timing can now be provided by VLBI. Some of the deleteri-

ous effects of standard model fitting can be side-stepped if VLBI astrometry can

be incorporated into pulsar timing campaigns.

In Section 2, we discuss astrometry as it pertains to pulsar timing models,

and in particular, derive the signatures in timing residuals associated with in-

correct estimates of position, proper motion, and parallax. In Section 3, we de-

scribe simulations we conducted to assess the effects that fitting in the presence

of red processes can have on the astrometric parameters of a timing model and

on the signature of the red process itself. We follow this with a discussion of our

results in Section 4. In Section 5, we discuss the real-world feasibility and bene-

fits of incorporating VLBI astrometry into pulsar timing campaigns. In Section

6, we discuss several applications for VLBI astrometry in pulsar science that

are not directly tied to gravitational wave detection. Finally, in Section 7, we

summarize and provide some concluding remarks.
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2.2 Astrometric Terms in Timing Models

In this section, we discuss the roles of position, proper motion, and parallax

in the development of timing models. For a more thorough description of this

material, see Backer and Hellings (1986) and Edwards et al. (2006). The position

and proper motion principally affect the Roemer delay. The Roemer delay is

the difference between the arrival time of a pulse at an observatory and the

arrival time of that pulse at the solar system barycenter (SSB) from geometric

path length difference. It can be written as ∆R = −r · R̂P/c where r is the vector

pointing from the SSB to the geocenter (we consider errors in the topocentric to

geocentric transformation to be negligible), and R̂P is the unit vector pointing

from the observatory to the pulsar at the time of the observation.

We use equatorial coordinates α and δ (referenced to the geocenter) in all

other sections of this paper, but here, we use an ecliptic coordinate system (cen-

tered at the SSB) with longitude λ and a latitude β. Let λ increase with the orbital

motion of Earth from an x-axis that points from the Earth to the SSB at the vernal

equinox. Orient the z-axis such that the Earth orbits in a right-handed fashion.

Exploiting the relation r + RP = rP, where rP is the vector pointing from the SSB

to the pulsar, and approximating the orbit of the Earth as circular, we write

r = −x̂R cos (ωt) − ŷR sin (ωt), (2.1)

rP = x̂D cos β cos λ + ŷD cos β sin λ + ẑD sin β, (2.2)

RP = x̂
[
D cos β cos λ + R cos (ωt)

]
+

ŷ
[
D cos β sin λ + R sin (ωt)

]
+ ẑD sin β, (2.3)

where R is 1 A.U., ω is 2π yr−1, and D is the distance from the SSB to the pulsar.

If the position and proper motion of the pulsar are determined at t = 0 and if
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Figure 2.1 The characteristic signatures in timing residuals caused by
incorrect estimates of position, proper motion, and parallax
(from top to bottom respectively). For a pulsar with the co-
ordinates of PSR J1713+0747, these are the residuals associated
with 100 mas offsets in δ and π and 100 mas yr−1 offsets in µδ.
The oscillations in the top two plots have a 1 year period and
the oscillations in the bottom plot have a 6 month period. The
amplitude of these curves scales linearly with the magnitude
of the astrometric parameter bias so long as the error is small.

any acceleration of the pulsar (from motion in a binary, Galactic rotation, etc.) is

ignored, the position can be written as β(t) = β0 + µβt and λ(t) = λ0 + µλt where µλ

and µβ are the components of the proper motion. By expanding to linear order

in the small parameters µλ, µβ, and π ≡ R/D and dropping any constant terms,

the Roemer delay can be written as

∆R ≈
R
c

[
cos β0 cos (ωt − λ0) − µβt sin β0 cos (ωt − λ0)

−µλt cos β0 sin (ωt − λ0) − (π/2) cos2 β0 cos (2ωt − 2λ0)
]
. (2.4)
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Small offsets in the astrometric parameter estimates from their true values

lead to incorrect modeling of the Roemer delay and produce signals in timing

residuals that are sinusoidal with periods of one year and six months (posi-

tion and parallax, respectively) and a linearly growing sinusoid with a one-year

period (proper motion). This is all demonstrated in Figure 2.1. If a set of residu-

als display structure resembling a superposition of these signatures, fitting the

model to the residuals will lead to adjustments of the astrometric parameters to

flatten the residuals and make them more consistent with white noise.

2.3 Simulations of Noise-Induced Astrometric Biases & Red

Noise Absorption

We simulated three sets of noiseless arrival times for a pulsar with the astromet-

ric parameters, spin frequency, and spin-down rate of PSR J1713+0747. We did

this with the “fake” plug-in for TEMPO2 (Hobbs et al. 2006). In the first set of

pulse arrival times (Set A) we simulated one TOA every 3 days over a 500 day

span while in the second set (Set B) we simulated one TOA every 21 days over a

500 day span. In the final set (Set C) we simulated one TOA every 21 days over

a 3,000 day span.

We then added noise of different amplitudes and spectral characteristics to

the simulated TOAs. We considered red noise with a power spectrum P( f ) ∝ f −γ

with spectral indices γ = 0, 3, and 5. We generated realizations of red noise in

the Fourier domain by generating white noise-like spectra, multiplying them

by the desired power-law shape, carrying out an inverse Fourier transform, and

scaling the noise to produce our desired RMS. We enforce that the realizations
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of red noise have zero mean. With this technique for noise generation, we lose

some very low-frequency power between zero frequency and our lowest fre-

quency bin; this power will manifest itself as a nearly linear trend in the data

that will be removed by fitting for the spin parameters of the pulsar. For each γ,

we chose 16 amplitudes for the pre-fit RMS of the noise logarithmically spaced

between 10 ns and 10 µs. Once combined with a particular realization of noise of

a specific spectral type and RMS amplitude, we reprocessed the simulated pulse

arrival times with TEMPO2, fitting for the phase (φ), pulse period (P), pulse pe-

riod derivative (Ṗ), and astrometric parameters. We recorded the RMS of the

post-fit residuals along with the post-fit astrometric parameters. For each spec-

tral type of noise and each pre-fit noise amplitude, we did this with 100 different

realizations of noise.

Whenever we conducted simulations with correlated red noise, we carried

out both standard weighted least-squares fits and generalized least-squares fits

as described in Coles et al. (2011). The key step to the generalized least-squares

technique is to estimate the power spectrum of the noise in the residuals; we

were aided in this as we controlled the power spectrum of the noise. The Fourier

transform of the power spectrum provides the covariance matrix, C, of the resid-

uals. Once C is estimated, it can be decomposed as C = UUT through a Cholesky

decomposition. To check that the spectral estimation of the noise covariance

matrix has not been biased by spectral leakage, the Cholesky matrix U can be

applied to the post-fit residuals E to form EW = U−1E. If the covariance matrix

has been appropriately modeled, the Cholesky-whitened residuals EW should

be consistent with white noise. We found that to consistently and successfully

whiten the residuals, they had to initially contain some white noise power. For

this reason, each residual we simulate has added to it a zero-mean Gaussian
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error with a 1 ns RMS.

We calculated the post-fit biases in position, proper motion, and parallax as

δθ =
[
(α − αpost)2 cos2 δ + (δ − δpost)2

]1/2
, (2.5)

δµ =
[
(µα − µα,post)2 cos2 δ + (µδ − µδ,post)2

]1/2
, (2.6)

δπ = |π − πpost|. (2.7)

Here, α, δ, µα, µδ, and π are the astrometric parameters used to simulate the

initial TOAs; the quantities with a subscript “post” are the post-fit estimates for

them. In a similar fashion, we calculated the estimated astrometric parameter

uncertainty based on the parameter uncertainties from the fit. For example,

σθ = [σ2
α cos2 δ + σ2

δ]
1/2 where σα and σδ are the 1-σ uncertainties on α and δ

provided by TEMPO2.
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Figure 2.2 Ratios of post-fit residual RMS to pre-fit residual RMS for sim-
ulated arrival times. Each of the three histograms in each
plot corresponds to input noise of a different spectral index
(γ = 0, 3, 5). Each histogram contains 1600 counts for the 100
realizations of noise at each of 16 pre-fit RMS amplitudes. The
plots on the left were derived from simulations using standard
linear least-squares fitting. The plots on the right were de-
rived from simulations using generalized least-squares fitting
(Cholesky whitening).
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Figure 2.3 Offsets between true astrometric parameters and post-fit esti-
mates of astrometric parameters versus post-fit RMS for simu-
lation Set A (500 days of TOAs taken at 3 day intervals). The left
three panels in each of the five plots each contains 1600 points
corresponding to the 100 realizations of noise at 16 input ampli-
tudes of pre-fit noise. The yellow points correspond to an input
pre-fit RMS of 0.01 µs (as indicated by the triangular yellow in-
dicator above the horizontal axis). Similarly, cyan, magenta,
and blue points correspond to input pre-fit RMS values of 0.1,
1, and 10 µs respectively. The dashed red lines are the least-
squares best-fit scaling relations as described in Equation 2.8
(the best-fit scaling parameters are listed above and to the left
of the line). The top, middle, and bottom left panel of each
plot displays the noise-induced post-fit offset in the position
θ, proper motion µ, and parallax π respectively as described in
Equations 2.5 through 2.7. To the right of each scatter plot is a
histogram of the offsets in that post-fit astrometric parameter
(δλ) divided by the formal uncertainty in that parameter (σλ).
The percentage in the top left corner of each histogram is the
percentage of the 1600 points in which this ratio exceeded 1. In
the top plot, only white noise was used (γ = 0). Moving down
through the two lower rows of plots, the spectral index γ of the
simulated pre-fit residuals increases to 3 and then to 5. In the
plots in the left column, Cholesky whitening was not used. In
the plots in the right column, Cholesky whitening was used.
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Figure 2.4 As in Figure 2.3, but for simulation Set B (500 days of TOAs
taken at 21 day intervals).
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Figure 2.5 As in Figure 2.3, but for simulation Set C (3000 days of TOAs
taken at 21 day intervals).
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2.4 Discussion of Simulation Results

In this section, we will discuss two main aspects of our simulations: how the

magnitude of red processes in timing residuals can be suppressed by basic

model fitting and how the astrometric parameters of the model can become

biased through such fitting in the presence of noise. In Figure 2.2, we show

histograms of the factors by which the pre-fit RMS amplitudes of the noise are

rescaled by fitting. For simulation Sets A and B (top and middle plots of Figure

2.2), which correspond to 500 days of observations, significant amounts of red

noise are absorbed into the model. In both Set A and Set B, the redder the noise

(i.e. the larger the power spectral index), the more severe the absorption is on

average. With the reddest noise, the pre-fit RMS amplitude of the red noise is

reduced by a factor of about 20 in the median case. For these 500-day simula-

tions with both γ = 3 and γ = 5 red noise, if we only fit for spin parameters

and exclude the astrometric fit, the amount by which the pre-fit RMS is reduced

by fitting is approximately halved compared with the case when we simultane-

ously fit for the spin parameters and the astrometric parameters. For example,

in simulation Set A, if we only fit for phase, period, and period derivative in 100

realizations of γ = 3 red noise with a pre-fit RMS of 100 ns, the average post-fit

RMS is 62 ns (a 38 ns reduction) as compared to an average post-fit RMS of 22 ns

(a 78 ns reduction) when we simultaneously fit for the astrometric parameters.

The problem of noise power absorption is less severe in the simulations with

longer observation spans (Set C). As the number of expected annual cycles from

astrometric errors grows, the signature of an astrometric error becomes more

distinct and less covariant with a red noise process. In these 3000-day simula-

tions, if we instead fit only for the phase, period, and period derivative of the
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pulsar, the reduction in RMS is effectively the same compared with the case in

which we also fit for the astrometric parameters; the power absorbed by the

astrometric fitting is negligibly small.

Of the six plots in Figure 2.2, the three on the right were generated with and

the three on the left were generated without Cholesky whitening. For simu-

lations of 500-day data sets (the top two rows of plots in Figure 2.2), whether

Cholesky whitening is used or not makes only a very small difference to the

distribution of post-fit RMS values. However, a bigger percentage of the RMS

reduction is due to the astrometric fit. In 100 realizations of γ = 3 noise with

a pre-fit RMS of 100 ns, fitting for spin parameters alone reduces the RMS to

79 ns on average as opposed to 26 ns on average when spin and astrometric

parameters are fit for, and with γ = 5 noise, the RMS is reduced to 86 ns on av-

erage when spin parameters alone are fit for as opposed to only 7 ns when both

spin and astrometric parameters are fit for. With the 3000-day simulated data

sets (the bottom row of plots in Figure 2.2), Cholesky whitening does notice-

ably decrease the amount by which red noise power is absorbed into the timing

model, and the absorption is more reduced in the case of the γ = 5 noise than in

the case of the γ = 3 noise. In fact, with 3000-day simulations, when Cholesky

whitening is used, the post-fit RMS can increase relative to the pre-fit RMS. With

γ = 3 red noise the maximum increase is by a factor of 1.46 and with γ = 5 red

noise the maximum increase is by a factor of 2.37. Coles et al. (2011) describe

how such increases of the post-fit RMS relative to the pre-fit RMS can occur

with Cholesky whitening if the period and period derivative of the pulsar are

fit for; such behavior is not surprising. van Haasteren and Levin (2013) describe

a Bayesian strategy to fit timing models in the presence of correlated noise that

performs comparably to Cholesky whitening but slightly mitigates some of the
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issues Cholesky whitening encounters when pulse period and period derivative

are fit in the presence of correlated timing noise.

Figures 2.3, 2.4, and 2.5 (corresponding to simulation Sets A, B, and C, re-

spectively) show offsets from the true astrometric parameters in the post-fit

astrometric parameter estimates of the timing model when they are fit in the

presence of the types of noise we have considered and when Cholesky whiten-

ing is or is not used. The histograms in these plots depict the distribution of

these post-fit astrometric offsets divided by the 1-σ parameter uncertainty from

the fit; in many cases this value is greater than 1, it is greater than 1 more of-

ten for redder noise, and it is greater than 1 less often if Cholesky methods are

employed. In all cases, the noisier the pre-fit residuals, the noisier the post-fit

residuals and the bigger the offsets in the post-fit astrometric parameters. These

figures also depict the reduction of the RMS noise level that is caused by fitting

(the horizontal location of the points in these plots indicate the post-fit RMS of

the residuals as compared with the pre-fit RMS indicated by the colored mark-

ers along the abscissa). Like in Figure 2.2, it is apparent that the absorption of

red noise is a more severe problem for the 500-day simulations in Sets A and

B than it is for the 3000-day simulations of Set C; this can be straightforwardly

explained.

Fitting for phase, period, and period-derivative removes a quadratic from

the pre-fit residuals (this simple statement is slightly complicated by Cholesky

whitening as the signature of offsets in these parameters is difficult to disen-

tangle from a model for the lowest-frequency noise in the residuals; see van

Haasteren and Levin (2013) for a discussion of slightly improved methods in

this regard). The post-fit residuals will thus consist of cubic and higher-order
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contributions. The higher order contributions will be suppressed in red pro-

cesses that have less power in higher frequencies. A zero-mean polynomial

dominated by a cubic contribution can readily mimic a sinusoid with a one year

period if the data set has a length of approximately one year. If the data set

is significantly longer than one year, this is not such a problem. Similarly, if

one has only 6 months of data, quadratic subtraction may leave a shape in the

residuals resembling the 6-month-period sinusoid associated with errors in par-

allax. To quantitatively describe and compare Figures 2.3, 2.4, and 2.5, we have

assumed that (
δθ

1 mas

)
= 10bθ

(
σR
1 µs

)mθ

,(
δµ

1 mas yr−1

)
= 10bµ

(
σR
1 µs

)mµ

,(
δπ

1 mas

)
= 10bπ

(
σR
1µs

)mπ

, (2.8)

where σR is the post-fit RMS of the residuals. The least-squares estimates of

the scaling exponents in Equation 2.8 are included as part of Table 1 and these

best-fit relations are plotted in Figures 2.3 through 5 as dashed red lines. In all

cases, mλ (for λ = θ, µ, or π) is very nearly unity. The more interesting behavior

is in the bλ parameters which determine the scale of the astrometric errors for a

given post-fit RMS. When Cholesky whitening is used, bλ is always smaller than

when it is not used, but for 500-day data sets, the reduction is not as significant

as it is with 3000-day data sets. As an example, with a post-fit RMS of 1 µs

and γ = 5 noise, the anticipated position error with 500 days of data (and 3-day

observing cadence) is approximately 15 mas if Cholesky whitening is not used

and approximately 11 mas if it is used; with 3000 days of data, the anticipated

position error is approximately 224 µas if Cholesky whitening is not used and

approximately 9 µas if it is used.
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In Figures 2.3, 2.4, and 2.5, there is a stark difference between γ = 0 (white

noise) and the γ = 3 and 5 cases. With white noise, the 100 points associated

with each of our 16 levels of input pre-fit RMS noise fall into significantly more

compact regions of the plane for position, proper motion, and parallax. These

regions are particularly compact in the horizontal dimension. All realizations of

white noise are comparably non-covariant with the signatures of astrometric er-

rors in the timing model. On the other hand, some realizations of red noise can

be more covariant with the signatures of astrometric errors in the timing model

than other realizations. Some realizations of red noise can be more readily atten-

uated in post-fit residuals than others by modifying the astrometric parameters

of the timing model; this leads to the increased horizontal scatter in simulations

involving red noise.
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Table 2.1 Best-fit parameters from Figures 3-5 and levels of post-fit noise
RMS indicative of astrometric offsets on par with precisions
achievable with VLBI. From left to right, the first two columns
indicate the number of days worth of simulated TOAs and the
gap (in days) between observations. The third column indicates
the spectral index of the noise power spectrum used for the sim-
ulations. The fourth column indicates whether or not Cholesky
whitening was used. Columns 5-10 record the best-fit scaling
parameters from Figures 3-5 (as described in Eq. 8). The final
three columns indicate the post-fit RMS timing residual (σR) at
which the noise-induced offsets in position, proper motion, and
parallax reach approximately 1 mas, 10 µas yr−1, and 10 µas re-
spectively. VLBI can achieve position estimates accurate to 1
mas after a single observation; proper motion and parallax can
be constrained with VLBI to 10 µas yr−1 and 10 µas respectively
after ∼ 8 observation epochs distributed over 2-3 years. If σR ex-
ceeds the values in these last three columns and the time span,
cadence, and noise model are similar to what we have simu-
lated, VLBI can measure that astrometric parameter more accu-
rately than timing. The “|” symbol should be read as “such that”.
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2.5 Incorporating VLBI Astrometry Into PTAs

Given a sufficient S/N and adequately proximal calibrators, modern pulsar-

optimized VLBI can provide absolute position estimates in the International

Celestial Reference Frame (ICRF) to ∼1 mas precision after a single observation;

proper motion and parallax can be measured to 10 µas yr−1 and 10 µas respec-

tively after approximately 8 observing epochs spread over 2-3 years (Chatterjee

et al. 2009). Chatterjee et al. explain that pulsar gating can typically boost the

S/N for pulsars by a factor of three, but particularly faint pulsars must be ob-

served at low frequencies to achieve a sufficiently high flux to do VLBI; at lower

frequencies, errors from differential ionospheric activity between the pulsar and

the calibrator are the biggest source of systematic error in astrometric measure-

ments. The PSRπ project (Deller et al. 2011), an effort with the VLBA to measure

precision parallaxes for roughly 200 pulsars, finds that most pulsars in their

sample are sufficiently bright for VLBI at 1.6 GHz. At this frequency, in-beam

calibrators are required. With the relatively wide beam of the VLBA, in 77 hours

of observations, they have found one or more satisfactory in-beam calibrators

for 97% of their 200 targets. While newly discovered pulsars are likely to be

dim to have gone undetected in previously conducted surveys, large projects

like PSRπ are increasing the number of pulsars for which precision VLBI-based

astrometry has been or can be done by finding calibration sources suitable for

lower-frequency observations where pulsars are brighter. Ongoing VLBA sen-

sitivity improvements and the inclusion of the VLBA in the High Sensitivity

Array (an effort to combine large, very sensitive telescopes like the Green Bank

Telescope, Arecibo, the phased Very Large Array, and Effelsburg into a VLBI-

capable array) will allow large samples of pulsars to be addressed.
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From Figures 2.3, 2.4, and 2.5, we can infer the post-fit RMS noise amplitudes

at which noise-induced errors in the astrometric parameters reach levels com-

parable to the precisions achievable with VLBI. A summary of this is presented

in Table 1. The best-timed pulsars to date have post-fit RMS residuals of sev-

eral tens of nanoseconds over several year spans; several hundred nanoseconds

RMS is more typical (Yardley et al. 2011; van Haasteren et al. 2011; Demorest

et al. 2013). In our 500-day simulations with γ = 3 or 5 red noise, we find

that the positions of all but the best-timed pulsars can be more accurately mea-

sured with VLBI than with timing. With 3000 days of data, timing yields more

precise positions than VLBI so long as the pulsar has an RMS timing residual

less than several microseconds. With 500 days of data, VLBI provides more

precise proper motion measurements (and parallax unless the noise is white

and the pulsar has less than 50 ns RMS timing residuals). With 3000 days of

data, if Cholesky whitening is used, timing generally produces more precise

proper motion and parallax measurements, but not for pulsars displaying sev-

eral hundred nanoseconds RMS of γ = 3 red noise or white noise. With these

observations, it is apparent that VLBI can play a significant role in better estab-

lishing the astrometric parameters of many pulsars that are currently in PTAs

(especially proper motion and parallax), and it can be especially important for

relatively newly discovered pulsars with short observation baselines.

2.5.1 Reference Frame Considerations

Astrometric measurements with VLBI are made relative to the ICRF (Ma et al.

1998), a geocentric, quasi-inertial frame referenced to distant quasars. Pulsar

timing is carried out in a dynamic reference frame centered on the SSB and ori-
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ented relative to the orbital plane of Earth; this coordinate system is set by a so-

lar system ephemeris such as the Jet Propulsion Laboratory’s DE405 (Standish

1998). Position measurements of some pulsars with VLBI and pulsar timing

are inconsistent, indicating that the quoted measurement errors are too small.

To demonstrate the inconsistency between VLBI and timing-based astrometry,

in Table 2, we show VLBI and timing-based position measurements of pulsars

J0437−4715 and J1713+0747. In both cases, timing-based estimates and VLBI

estimates become inconsistent at the milliarcsecond level while quoted errors

are typically a few tens of microarcseconds. The inconsistency is less severe for

J1713+0747 primarily due to the relatively large error estimate of Chatterjee et

al. The two timing-based position estimates for pulsar J1713+0747 in Table 2

are also inconsistent with one another at the milliarcsecond scale (a consider-

ably larger scale than the quoted errors). This inconsistency is also due, at least

in part, to reference frame differences as Splaver et al. (2005) use the DE200

(Standish 1990) solar system ephemeris while Hotan et al. (2006) use the more

recent DE405 ephemeris. Proper motion and parallax measurements are less

susceptible to such frame-related offsets as they depend more on the changes

in celestial coordinates over time than the absolute coordinates. However, as

Equation 2.4 demonstrates, timing corrections associated with proper motion

and parallax depend on the position of the pulsar, so reference frame mismatch

will influence the degree to which VLBI-based and timing-based proper motion

and parallax measurements can be made to agree.

By measuring the absolute position of several pulsars with both timing and

VLBI at approximately contemporaneous epochs, it is possible to constrain the

three free parameters defining the frame tie between positions in the ICRF and

positions in the relevant pulsar timing frame to milliarcsecond precision or bet-
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ter (Bartel et al. 1996). The frame tie is an orthogonal matrix Ω that transforms

positions measured in the ICRF to positions in the relevant pulsar timing frame.

If the two frames differ by only very small rotations, Ω can be approximated as

Ω ≈ I + Λwhere

Λ =


0 Az −Ay

−Az 0 Ax

Ay −Ax 0

 (2.9)

and Ax, Ay, and Az � 1. To constrain these parameters, consider a VLBI position

measurement n̂i with uncertainty εi and a timing position measurement n̂′i with

uncertainty ε′i . The index i indicates the ith pulsar. We want Ω such that

n̂′i + ε′i = Ω(n̂i + εi) ≈ n̂i + εi + Λn̂i. (2.10)

The above equation is an approximation only because we have discarded a sec-

ond order term proportional to the product of the position uncertainty and the

frame tie rotations. After defining di ≡ n̂′i − n̂i and ei ≡ εi − ε
′
i , Equation 2.10 can

be written as di = Λn̂i + ei which can in turn be written as di = miÃ + ei where

ÃT = [Ax Ay Az] and

mi =


0 −n̂i,z n̂i,y

n̂i,z 0 −n̂i,x

−n̂i,y n̂i,x 0

 . (2.11)

With position measurements of only one pulsar, the frame tie can not be con-

strained because the determinant of mi is zero, but if NP ≥ 2, we can define

DT ≡ [dT
1 · · · d

T
NP

], ET ≡ [eT
1 · · · e

T
NP

], Σ ≡ 〈EET〉, and MT ≡ [mT
1 · · ·m

T
NP

] to compute

Â =
(
MTΣ

−1M
)−1

MTΣ
−1D, (2.12)

the best least-squares estimate for the frame tie parameters.
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With the Deller et al., Verbiest et al., Chatterjee et al., and Hotan et al. mea-

surements in Table 2, we have used the above formalism to initially constrain

the rotation parameters: Ax ≈ 2.26 mas, Ay ≈ −0.36 mas, and Az ≈ 0.53 mas. We

have approximated Σ as diagonal; since VLBI and timing measurement uncer-

tainties are uncorrelated and measurement uncertainties between pulsars using

either VLBI or timing are uncorrelated, this assumption only means that we

have ignored correlations in the VLBI-based or timing-based measurement un-

certainties of right ascension and declination for individual pulsars. With these

numbers, Ω transforms the VLBI position of J0437−4715 to within 0.1 mas of

the timing based position (as opposed to the initial, untransformed offset of

2.26 mas) and it transforms the VLBI position of J1713+0747 to within 3.4 mas

of the timing based position (as opposed to the initial, untransformed offset of

4.56 mas). The smaller positional errors for J0437−4715 means our weighted

transformation responds more to the position offsets for J0437−4715 than to

the position offsets for J1713+0747. With more precise VLBI measurements of

J1713+0747, the transformed position offset could be constrained to approxi-

mately 100 microarcseconds like that of J0437−4715.

A higher precision transformation is needed if VLBI measurements are to be

made useful in pulsar timing models. If comparably precise VLBI and timing

astrometry is measured for NP pulsars and the measurement uncertainties are

uncorrelated from pulsar to pulsar, the uncertainties in the frame transforma-

tion can be reduced by a factor ∝ N−1/2
P . With large projects like PSRπ (Deller

et al. 2011) currently measuring proper motions and parallaxes for hundreds

of pulsars, the precision with which the frame-tie transformation can be con-

strained will soon approach the microarcsecond precisions necessary to incor-

porate VLBI astrometry into pulsar timing models. At the outset of a timing
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campaign on a sample of newly discovered pulsars, pre-existing measurements

such as those presented in Table 2 and those that will come out of efforts like

PSRπ can be used to refine the frame tie to an extent that would allow VLBI as-

trometry to immediately be used in timing models in place of estimates derived

from timing data. As TOAs are collected, timing models should be refined using

standard techniques, but the astrometric parameters of the model will not have

to be fit for. We will elaborate upon this in future work as more data becomes

available.

Once the time baseline has significantly exceeded one year, the PTA data can

be made independent of the pre-existing frame tie by combining the timing data

and the VLBI astrometric measurements and doing one simultaneous, global fit

over all pulsars and the frame tie. Using timing residuals from all pulsars in

a PTA to constrain the three frame-tie parameters will require incorporating

currently existing tools like TEMPO2 into a more elaborate framework that can

simultaneously fit the timing models of all the pulsars in the array as well as the

frame-tie parameters with appropriate weighting to account for different uncer-

tainties. For a PTA with 17 pulsars, Demorest et al. (2013) fitted 1382 parame-

ters. Of these parameters, 1171 dealt with a time-varying dispersion measure or

pulse profile evolution across the band. With more thorough multi-frequency

observations, many of these parameters will become unnecessary. The remain-

ing frequency-dependent parameters will be determined by features unique to

the residuals of individual pulsars and will prove highly non-covariant with

parameters that affect the quality of the global fit. Of the remaining 211 pa-

rameters, 85 are astrometric and could be provided by VLBI if three additional

frame-tie parameters were included in the fitting procedure.
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2.5.2 Incorporating New Pulsars Into PTAs While Utilizing

VLBI Astrometry

Suppose a new MSP is discovered and its timing stability and brightness make

it a prime candidate for PTA science. In the first couple of years of observations,

if timing and VLBI studies begin concurrently and are combined appropriately,

attenuation of the amplitude of red processes in the timing residuals caused by

model fitting can be dramatically reduced. To quantify this, we introduce some

formalism taken from Blandford et al. (1984). The timing residuals, R(t), are fit

to a linear combination of basis functions associated with the parameters being

fit for. To simplify matters, consider only eight parameters as follows:

R(t) =

8∑
i=1

λiψi(t); (2.13)

ψ1(t) = 1

ψ2(t) = t

ψ3(t) = t2

ψ4(t) = sin (ωt)

ψ5(t) = cos (ωt)

ψ6(t) = t cos (ωt)

ψ7(t) = t sin (ωt)

ψ8(t) = sin (2ωt).

The basis functions ψi(t) are associated with φ, P, Ṗ, α, δ, µα, µδ, and π respectively.

The coefficients λi are functions of the true spin and astrometric parameters

of the pulsar and the fractional errors in the initial timing model estimates of

them. Assuming N years of observations have been made, the basis functions

can be converted to an orthonormal set of basis functions, ψ′i(t), using the Gram-

Schmidt process with the inner product

ψi(t) · ψ j(t) =

∫ N/2

−N/2
ψi(t)ψ j(t)dt. (2.14)

45



We then compute the Fourier transform of each basis function, ψ̃′i( f ), and com-

bine them into a transmission function, T ( f ) as follows:

ψ̃′i( f ) =

∫ N/2

−N/2
ψ′i(t) exp (2πı f t)dt, (2.15)

T ( f ) = 1 −
1
N

8∑
i=1

ψ̃′i( f )ψ̃′∗i ( f ). (2.16)

If the structure in the pre-fit timing residuals is due entirely to some process

with a stationary power spectrum P( f ), the mean-square post-fit residual com-

ing from frequencies between fL and fH is given by

R̄2 =

∫ fH

fL
T ( f )P( f )d f . (2.17)

The transmission function is a filter on the pre-fit variance and dictates what

fraction of power in the pre-fit residuals at a particular frequency makes it

through the fitting procedure and into the post-fit residuals; it does not, how-

ever, indicate the magnitude of the errors induced in the timing model parame-

ters from the power being absorbed into the timing model.

If sufficiently precise VLBI astrometry is available and reference frame mis-

matches have been dealt with, the astrometric parameters of the timing model

do not need to be fit for. The process described above can be repeated with

any subset of the basis functions listed in Equation 2.13. We assume that after

the first year of timing and VLBI observations, VLBI estimates for position are

precise enough that they do not need to be fit for. After 2 years, the VLBI esti-

mates for proper motion reach sufficient precision, and after 3 years, VLBI can

determine parallax well enough that no astrometric fitting is necessary. In Fig-

ure 2.6, we demonstrate how the transmission function varies in the first 5 years

of observation if VLBI astrometry is or is not incorporated into timing efforts

according to this schedule.
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Figure 2.6 Transmission functions for 1, 2, 3, and 5 year data sets with
and without using astrometric measurements from VLBI. The
legends indicate the spin and astrometric parameters being fit
to produce the associated transmission function. In the 5 year
transmission function in which all 8 parameters are fit, the
prominent absorption feature at the origin ( f = 0 yr−1) is as-
sociated with the quadratic fit to the spin parameters of the
pulsar, the feature at 1 yr−1 is associated with fitting out the os-
cillations associated with errors in position and proper motion,
and the feature at 2 yr−1 is associated with fitting out parallax
errors.
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Figure 2.7 The ratio of post-fit residual variance using VLBI astrometry
to that without using VLBI astrometry versus the spectral in-
dex of a red process in the TOAs. Each curve is associated with
one panel from Figure 2.6, as is indicated by the legend. It is as-
sumed that astrometric parameters from VLBI are incorporated
into the timing model according to the same schedule used to
make Figure 2.6; after 1 year, VLBI provides θ, after 2 years, it
also provides µ, and at the 3 and 5 year marks, VLBI is provid-
ing all 5 astrometric parameters. The quantity being plotted is
RV from Equation 2.18.

The sensitivity enhancements when VLBI astrometry is used are apparent

in Figure 2.6. Because the bulk of the sensitivity enhancement occurs at low

frequencies (below about 3 yr−1), the sensitivity of PTAs to red processes can be

greatly enhanced. To quantify the enhancement to red process sensitivity, for a

48



range of spectral indices γ, we compute the following variance ratio:

RV(γ) =

∫ fH
fL

TVLBI( f ) f −γd f∫ fH
fL

T ( f ) f −γd f
(2.18)

where TVLBI( f ) is the transmission function when VLBI astrometry is used and

T ( f ) is the transmission function when all the astrometry is fit for. We set the

low frequency cutoff fL = 0. We set the high frequency cutoff fH = 9 yr−1 cor-

responding to the Nyquist frequency if 18 equispaced measurements are made

each year. The low-frequency absorption feature common to all the transmis-

sion functions in Figure 2.6 approaches zero as f 6 for small f , so each of the

integrals in Equation 2.18 will converge for γ < 7. The results of this calculation

are shown in Figure 2.7. As γ increases (steeper power spectrum), the increased

amplitude of the transmission function at low frequencies when VLBI informa-

tion is used becomes increasingly important so as to not filter out substantial

amounts of the power through fitting. The enhanced sensitivity is most pro-

nounced after two years with red processes having a spectral index very near

13/3, the value expected from a SB of GWs. The enhancement can be greater

than a factor of 20 in this case. This is consistent with our findings from Figure

2.2 that for data sets 500 days in length, red noise with a spectral index of 5 is

attenuated by fitting by a factor of 20 in the median case.

Once the data set becomes longer than three years, the transmission func-

tions with and without VLBI astrometry differ only by the prominent absorp-

tion features at 1 and 2 yr−1. The width of these features ∆ f is approximately

proportional to f /N so the feature at f = 1 yr−1 has a width ∆ f ≈ N−1 yr−1 and

the feature at f = 2 yr−1 has a width ∆ f ≈ 2N−1 yr−1. The power filtered out

by these features diminishes over time and the transmission functions with or

without VLBI become essentially indistinguishable.
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2.6 Additional VLBI and Timing Synergies

So far, we have emphasized the significance VLBI astrometry can have in PTA

efforts to detect GWs. Here, we briefly discuss additional types of pulsar timing

science that could be aided by VLBI astrometry.

2.6.1 Relativistic Evolution of NS-NS Binaries

Pulsars in compact binaries show post-Keplerian (PK) evolution described by

parameters that include the rate of periastron advance, the gravitational red-

shift, and the rate of orbital period decay. Within any theory of gravity, these

PK parameters are functions of the unknown masses of the two objects in the

system and the measurable Keplerian parameters. Measurements of any two

independent PK parameters yield estimates of the two masses. Measurements

of additional PK parameters provide tests of that theory of gravity (Stairs 2003).

Studies of the binary systems PSR B1913+16 (Hulse and Taylor 1975; Weisberg

et al. 2010) and PSRs J0737−3039A/B (Kramer et al. 2006b) have in this way pro-

vided stringent tests of general relativity (GR) and, through measurements of

the rate of orbital period decay, Ṗb, the best indirect evidence for gravitational

radiation to date.

Measurements of Ṗb are complicated by the fact that, in the timing model,

a decaying orbital period is covariant with the relative acceleration along the

line of sight between the centers of mass of the compact binary and the SSB.

Additionally, the Shklovskii effect is an apparent radial relative acceleration

caused by a changing line of sight to the pulsar that depends on the proper
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motion and distance to the pulsar as µ2D Shklovskii (1969). For some particu-

larly close binaries with relatively large velocities transverse to the line of sight,

like PSR B1534+12, the Shklovskii effect can be the dominant bias preventing an

accurate measurement of Ṗb (Stairs 2003). If the proper motion and parallax of a

pulsar are provided by VLBI, the bias from the Shklovskii effect can be removed

to facilitate the study of the relativistic evolution of these systems (Deller et al.

2009a).

2.6.2 Multi-frequency Studies of Newly Discovered

γ-ray Millisecond Pulsars

Recent years have seen an explosion in the population of known MSPs. This is

due, in no small part, to the Large Area Telescope (LAT) on the Fermi Gamma-

ray Space Telescope. Ray et al. (2012) describe radio follow-ups of a number

of LAT pulsar candidates. Of 300 candidates that were γ-ray sources having

spectra characteristic of pulsars and signs of variability but no definitive source

classification, 47 new pulsars were discovered, 43 of which were MSPs. In

one case, by conducting a radio follow-up with the Nançay Radio Telescope

on an unidentified LAT γ-ray source, Guillemot et al. (2012) discovered the

MSP J2043+1711. Using an ephemeris based on timing data from Arecibo,

Nançay, and Westerbork, the γ-ray data were folded and pulsations were de-

tected in the γ-ray band. Additional follow-up observations with Suzaku and

the Swift X-ray Telescope failed to identify any X-ray counterpart to J2043+1711.

Similarly, Bhattacharyya et al. (2013) discovered PSR J1544+4937 by following

up a LAT point source with the Giant Metrewave Radio Telescope (GMRT). Ra-
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dio observations allowed the development of a timing model with which γ-

ray counts could be folded and the source was found to be pulsating in γ-rays.

Follow-up observations in X-rays and optical have failed to detect a counterpart.

Given the rapid rate of discovery of MSPs by instruments like LAT, timing

observations are limited by the availability of telescope time. VLBI astrometry

will accelerate and improve multi-wavelength studies of objects like J2043+1711

and J1544+4937. The γ-ray sources from LAT are localized to about 1◦. If a tele-

scope like the Green Bank Telescope can detect a radio pulsar counterpart to a

γ-ray source, the localization will improve to a few arcminutes. At this point,

standard pulsar timing techniques can be used to develop a timing model that

will allow for, e.g., the detection of pulsations in γ-rays. But, until several years

of timing data are collected, timing will be unable to constrain the position of

the pulsar sufficiently to allow successful identification of a unique X-ray coun-

terpart. Furthermore, there is a chance that a newly discovered pulsar may

exhibit high levels of timing noise that substantially skews timing-based astro-

metric estimates. After the pulsar is localized to within a few arcminutes by

an initial radio detection, we can instead use interferometry (e.g. with the Very

Large Array and then VLBI) to constrain the position to milliarcsecond preci-

sions. Efforts to detect the pulsar in X-rays can be better guided and unique

X-ray counterparts can be picked out. Rapid, high-precision astrometry from

VLBI will facilitate efforts like that of Guillemot et al. (2012) and Bhattacharyya

et al. (2013) and will aid studies of the pulsar across the entire electromagnetic

spectrum.
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2.7 Conclusions

Standard model fitting procedures used in pulsar timing can falter in the pres-

ence of red processes. Whether from red spin noise or the activity of a SB of

GWs, fitting the timing model by minimizing the RMS of the residuals causes

some power in the red process to be absorbed into the timing model at the cost of

shifting the timing model parameters to erroneous values. Cholesky whitening

techniques that account for correlated noise can reduce how much power is ab-

sorbed into the timing model, lessening parameter estimation bias and leading

to more realistic and often larger parameter error estimates. However, Cholesky

whitening does not radically improve the estimation of astrometric parameters

until several years of observations have been accumulated and the signatures of

astrometric errors in the timing model become sufficiently non-covariant with

red noise-like structure in the residuals.

VLBI provides an alternative means of measuring the astrometric parame-

ters of a pulsar with sufficiently high precision that these measurements can

be adopted by timing models without fitting. A transformation between solar

system-based coordinate systems and the ICRF must be derived for this to be

feasible. With the number of pulsars for which precision VLBI-derived astro-

metric parameters are measured growing quickly because of efforts like PSRπ,

soon this transformation will be constrained to within a few microarcseconds.

This timing-independent pulsar astrometry will, among other things, aid efforts

to model the Shklovskii effect in some relativistic binaries and thereby allow

study of PK models of gravity. It will also facilitate multi-wavelength studies of

the rapidly growing population of MSPs by providing milliarcsecond sky local-

ization on very short timescales.
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We find that for even the best-timed pulsars to date, if standard model fitting

(with or without Cholesky whitening) is employed on data sets not significantly

longer than 1 year, the noise-induced errors in the astrometric parameters can

exceed the precisions achievable with VLBI in similar time spans. If VLBI mea-

surements are incorporated into PTA timing models, the reduction in the num-

ber of parameters being fit for is a permanent improvement to χ2 tests for the

presence of signal in the data, but this becomes less significant as more TOAs

are collected and the number of degrees of freedom in the data grows. More

significantly, by incorporating VLBI astrometry into timing models for newly

discovered pulsars, after collecting data for just two years, the power present in

post-fit residuals from red processes having spectral indices characteristic of a

SB of GWs can be enhanced by a factor of 20. The ability to augment the power

of a SB of GWs in the timing residuals of a pulsar in certain cases by a factor as

substantial as 20 may play a key role in the initial direct detection by PTAs of

GWs.
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CHAPTER 3

ASSESSING PULSAR TIMING ARRAY SENSITIVITY TO

GRAVITATIONAL WAVE BURSTS WITH MEMORY

Highly energetic astrophysical phenomena like supermassive black hole bi-

nary (SMBHB) mergers are predicted to emit prodigious amounts of gravita-

tional waves (GWs). An anticipated component of the gravitational waveform

known as “memory” is permanent and non-oscillatory. For SMBHB mergers,

the memory is created primarily during the most violent moments of the inspi-

ral immediately preceding the final plunge and ring-down when the strongest

gravitational fields are at work and the non-linearities of general relativity are

most pronounced. The essentially time domain nature of memory makes it for-

biddingly difficult to detect with ground based GW detectors, leaving pulsar

timing array (PTA) experiments as the most promising means by which it may

be detected and studied. In this paper, we discuss how GW bursts with memory

(BWMs) influence pulsar timing experiments and develop methods to assess

how sensitive modern timing efforts are to such GW events. We discuss how

PTA searches for BWMs can be used to constrain the rate of BWMs and how

these constraints relate to information regarding the population of SMBHBs.

3.1 Introduction

Bursts of gravitational waves (GWs) are predicted to contain non-oscillatory

components that lead to permanent deformations of space-time. These defor-

mations are created when gravitons escape gravitationally radiating systems

and cause their mass-energy quadrupole moments to have permanently non-

Published: Madison, D. R., Cordes, J. M., & Chatterjee, S. 2014, Apj, 788,141.
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vanishing second time derivatives. Because the non-oscillatory components

have magnitudes that are sensitive to the entire history of the source, they are

commonly referred to as “memory” (Smarr 1977; Bontz and Price 1979; Bragin-

skii and Thorne 1987; Christodoulou 1991; Blanchet and Damour 1992; Favata

2009).

Precision pulsar timing has long been recognized as a means by which ex-

tremely low-frequency GWs might be detected (Sazhin 1978; Detweiler 1979)

and the potential of combining the timing data from an array of pulsars (a pul-

sar timing array or PTA) for enhanced GW sensitivity and source characteriza-

tion has been appreciated for nearly as long (Hellings and Downs 1983; Fos-

ter and Backer 1990). The European Pulsar Timing Array (EPTA; Kramer and

Champion 2013), the Parkes Pulsar Timing Array (PPTA; Hobbs 2013), and the

North American Nanohertz Observatory for Gravitational Waves (NANOGrav;

McLaughlin 2013) are collaborations of scientists working to realize the PTA

concept, detect GWs, and characterize their sources. These PTAs are being used

to search for a stochastic background (SB) of GWs from an ensemble of su-

permassive black hole binaries (SMBHBs) spread throughout the universe (van

Haasteren et al. 2011; Demorest et al. 2013; Shannon et al. 2013), coherent GWs

from individual SMBHBs (Yardley et al. 2010; Lee et al. 2011; Ellis et al. 2012b),

and generic GW bursts (Finn and Lommen 2010). Recently, a great deal of con-

sideration has gone into the detection of GW bursts with memory (BWMs) by

PTAs (Seto 2009; Pshirkov et al. 2010; van Haasteren and Levin 2010; Cordes

and Jenet 2012).

All PTA efforts use the same fundamental strategy. Each pulsar in an ar-

ray of particularly rotationally stable millisecond pulsars (MSPs) is observed on

56



a regular basis to measure high-precision pulse times of arrival (TOAs). Pul-

sars emit pulses at nearly uniform intervals that slowly grow as the pulsars

shed angular momentum. The regularity with which these pulses arrive at

Earth is modulated by effects such as binary motion of the pulsar, the motion of

the Earth about the Sun, and fluctuations in the amount of ionized interstellar

plasma between the Earth and the pulsar. The TOA variations associated with

these processes can be analytically described and precisely modeled. With these

techniques, several MSPs produce timing residuals (the deviations of measured

TOAs from the predictions of a timing model) over 5 to 10 year spans that are

noise-like with an rms of just a few tens of nanoseconds. Dozens more MSPs

produce timing residuals with an rms of a few hundred nanoseconds over simi-

lar spans. With the TOAs of some pulsars deviating so slightly from the predic-

tions of models, small effects that have not been incorporated into the models

may soon become measurable. Examples are improper modeling of the solar

system (Champion et al. 2010), errors in terrestrial time standards (Hobbs et al.

2012), or, as is the concern of this paper, GW memory, a telltale indicator of

SMBHB mergers.

In Section 2, we describe the signature of a BWM in PTA data. In Section

3, we discuss techniques for assessing PTA sensitivity to BWMs and searching

for them. In Section 4, we describe how PTA searches for BWMs, in the event

of a non-detection, can be used to constrain the rate of BWMs and how these

constraints can inform us about the population of SMBHBs. Finally, in Section

5 we summarize and discuss our work and discuss prospects for the future of

BWM investigations by PTAs.
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Figure 3.1 A schematic diagram depicting several vectors relevant for de-
termining the trigonometric weight that influences the magni-
tude of the influence of a BWM in a pulsar’s timing residuals.
The observer is at the origin. The vector n̂ points towards the
pulsar while n̂B points toward the GW source. The vectors α̂
and δ̂ span the plane normal to the propagation direction of
the wave.

3.2 Gravitational Wave Bursts With Memory

The sources of BWMs most likely to be detectable by PTAs are the mergers of

SMBHBs with mass ratios near unity. For merging black holes of mass M1 and

M2 (M1 ≥ M2), the dimensionless strain of the memory has an amplitude

h(mem)
+ ≈

(1 −
√

8/3)
24

Gµ
c2D

sin2
I(17 + cos2 I) ·

[
1 + O(µ2/M2)

]
, (3.1)

where M = M1 + M2, µ = M1M2/M is the reduced mass, I is the inclination

angle just prior to merger, and D is the comoving distance to the source (Favata

2009; Lousto et al. 2010; Pollney and Reisswig 2011). The “×” polarization of the
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memory vanishes for circularized binaries. The higher order contributions to

Equation 3.1 depend on the orientation of the angular momenta of the BHs just

prior to the final plunge and may not be small. Nonetheless, if we neglect the

higher order contributions to Equation 3.1, an equal-mass merger of two 109M�

BHs a distance of 1 Gpc from the Earth is predicted to produce memory with an

amplitude h(mem)
+ ≈ 10−15 with optimal beaming.

It is during the final stages of the BH merger when several percent of the

system’s total rest-mass energy is radiated as GWs that the memory grows most

precipitously. The timescale τ for the memory to undergo this final growth is

roughly equal to the time light takes to circumnavigate the event horizon of the

post-merger BH: τ ≈ 2πRS /c where RS is the Schwarzschild radius (Cordes and

Jenet 2012). If the merger product is a 109 M� BH, τ is approximately one day.

For mergers occurring at redshift z, the observed rise-time will increase by (1+z)

(van Haasteren and Levin 2010).

3.2.1 Influence of BWMs in Pulsar Timing Data

Consider a linearly polarized GW encountering the Earth from a source in the

direction n̂B at right ascension αB and declination δB. Call the propagation

direction of the wave k̂ and the principal polarization direction of the wave

ψ̂ = δ̂ cosψ + α̂ sinψ where δ̂ and α̂ form an orthonormal basis spanning the

plane normal to k̂ and ψ is the polarization angle of the wave increasing from δ̂

towards α̂. For a pulsar a distance l from Earth located along the direction in-

dicated by n̂ (many of the vectors we have discussed are depicted in Figure 3.1)

the GW influences the apparent pulsation frequency, ν, of a pulsar as follows
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(Estabrook and Wahlquist 1975; Wahlquist 1987; Hellings 1991):

∆ν(t)
ν

= B(θ, φ) [h(t)|E − h(t − tl)|n] , (3.2)

B(θ, φ) =
1
2

cos (2φ)(1 − cos θ), (3.3)

tl =
l
c

(1 + cos θ) , (3.4)

θ = cos−1 (n̂ · k̂), (3.5)

φ = tan−1
(
n̂ · α̂
n̂ · δ̂

)
− ψ. (3.6)

In words, θ is the angle between the line of sight to the pulsar and the propaga-

tion direction of the wave and φ is the angle between the principal polarization

vector of the wave and the projection of the pulsar line of sight onto the plane

normal to the wave propagation direction. The terms in Equation ?? are to be

evaluated at the location of the Earth (E) and the pulsar (n) as indicated. For

fixed k̂ and n̂, if one averages over polarization angle, it can be shown that

〈B2(θ, φ)〉1/2ψ =
1
√

8
(1 − cos θ). (3.7)

For fixed k̂ and ψ, if one averages n̂ over the entire sky, it can be shown that

〈B2(θ, φ)〉1/2
Ω

=
1
√

6
. (3.8)

Since the typical measurement cadence for TOAs is approximately a month

and the anticipated rise time for the memory component of a GW signal is at

most a few days, we will ignore the detailed shape of the growing memory

signal and model it approximately as a simple step function of amplitude hB that

turns on at a time t0. As pulsar timing experiments measure the rotational phase

of pulsars, it is the integral of the fractional frequency change that determines

the perturbation from the BWM signal on the observed TOAs. Thus, the timing

perturbation associated with a BWM is

∆t(t) = hBB(θ, φ) [(t − t0)Θ(t − t0) − (t − t1)Θ(t − t1)] , (3.9)
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where t1 = t0+tl. This is the same BWM signal model used by van Haasteren and

Levin (2010), Pshirkov et al. (2010), and Cordes and Jenet (2012). One additional

assumption that is important in the derivation of this expression is that l � D.

When this assumption is valid, the amplitude of the memory does not change

appreciably as it propagates between the Earth and the pulsar and differences

in θ and φ at the Earth and the pulsar associated with a burst source at a finite

distance are negligibly small.

The first term in the brackets of Equation 3.9 is referred to as the Earth term

and the second is referred to as the pulsar term. t0 is the time at which the

memory wavefront strikes the Earth. t1 is the necessarily later time at which

the memory wavefront is observed to strike the pulsar. Since l will typically be

on the order of a kiloparsec, unless the pulsar and the BWM source have very

little angular separation (θ ≈ π), t1 will lag t0 by hundreds to thousands of years.

Because of this, if a BWM is detected in a timing data set, which at the very most

has a length of a couple of decades, it will likely only be detected in the Earth

term or the pulsar term, but not both.

The timing perturbation associated with a BWM is thus a linearly growing

ramp function that begins to grow when either the Earth or pulsar term is ac-

tivated. If a BWM occurs during a timing campaign, this functional form will

not appear in the timing residuals after the timing model is fit to the meaured

TOAs. It is common practice to iteratively refine the parameters of a timing

model as new data is acquired to minimize the rms of the residuals. Consider

an initial timing model for some pulsar that yields a phase-connected timing

solution and is parameterized by a vector p of m parameters (see Lorimer and

Kramer (2005) for more on the basics of pulsar timing). It is assumed that the n
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timing residuals with this initial timing model (Rpre) are non-zero because of ad-

ditive noise (Σ) and small deviations in the timing model parameters away from

their maximum likelihood values (δp; small enough deviations that the residu-

als fluctuate linearly in response to changes in the timing model parameters),

i.e. Rpre = Mδp +Σwhere M is the n×m design matrix describing how the resid-

uals change with changes in the timing model parameters. If C = 〈ΣΣT〉 is the

covariance matrix of the noise, and if the noise is Gaussian, the maximum like-

lihood estimate for the optimal modifications to the timing model is (Gregory

2010)

δp̂ = (MT C−1M)−1MT C−1Rpre, (3.10)

and the timing model parameter covariance matrix is

Cp = (MT C−1M)−1. (3.11)

Such pulsar timing techniques are used by all existing PTAs to search for GW

signatures (van Haasteren et al. 2011; Demorest et al. 2013; Shannon et al. 2013).

The ramp function described in Equation 3.9 will be covariant with some pa-

rameters of any timing model, mainly the pulsation frequency ν and its deriva-

tive ν̇. If the signature of a BWM is present in a set of timing residuals, fitting

for ν and ν̇ will subtract from it a quadratic that optimally matches it in a least-

squares sense. A BWM signal has lesser covariances with other fit parameters,

so the signature of a BWM in post-fit residuals intimately depends on the details

of the timing model. We will explore this in detail in the next section.
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3.2.2 BWMs vs. Glitches

Many pulsars are known to undergo spontaneous sudden pulsation frequency

changes known as glitches. Glitches are attributed to complex behavior in the

interior of the neutron star or in its magnetosphere and tend to display addi-

tional phenomenology that can, in principle, differentiate them from BWMs.

Most glitches in ν have associated glitches in ν̇, and the timing parameters al-

tered by the glitch often fully or partially relax back to their pre-glitch values

on an exponential timescale of months (Yu et al. 2013). None of this behavior

will accompany a BWM. Additionally, while a BWM can lead to an increase or

decrease in ν, until very recently, all observed glitches have caused an increase

in ν. One so-called “anti-glitch” has been observed in the magnetar 1E 2259+586

(Archibald et al. 2013).

Most of the pulsars that are known to glitch are young, high-magnetic-field,

long-period canonical pulsars (CPs) that display complicated timing behavior

and are not candidates for precision timing experiments. Only some MSPs are

candidates for high precision timing. However, even MSPs have rarely demon-

strated glitches. Cognard and Backer (2004) observed a glitch in B1821-14. This

pulsar is among the youngest known MSPs and displays significant amounts of

red timing noise. The B1821-14 glitch was accompanied by a marginally signifi-

cant glitch in ν̇. The fractional frequency change associated with this glitch was

10−11, two orders of magnitude smaller than the smallest glitch that had been

observed in CPs to that date. If this glitch were attributed to a BWM (despite

the observed glitch in ν̇), the source would have to be tremendous–something

like a near-equal-mass merger of a 1010 M� edge-on SMBHB just 10 Mpc from

the Milky Way. Even the smallest observed glitches tend to have such large
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magnitudes that they cannot be readily ascribed to BWM events created by the

merger of astrophysical systems.

A BWM detected in the pulsar term of a single pulsar may be difficult to

differentiate from a micro-glitch in that pulsar. However, if an array of pul-

sars is monitored, a simultaneous detection in the shared Earth term would be

distinguishable from any pulsar-specific phenomena. Moreover, the frequency

change in all of the pulsars being monitored would have a quadrupolar ampli-

tude pattern consistent with a GW from a certain direction and with a certain

polarization as determined by B(θ, φ) and the orientation of the pulsars on the

sky. The residuals of the array can be combined and weighted appropriately so

as to enhance the PTA’s sensitivity to BWMs and to extract information regard-

ing the source direction and polarization.

3.3 Pulsar Timing Array Sensitivity to BWMs

In this section, we discuss methods for assessing the sensitivity of a PTA to

BWMs appearing in either pulsar terms or Earth terms. We also discuss a

method for detecting a BWM in a timing data set for a single pulsar and the

prospects for correctly estimating the amplitude and epoch of the burst.

3.3.1 BWM Sensitivity with Idealized PTA Data

In the case of uniform TOA measurement cadence (∆t), uniform TOA uncer-

tainty from white noise (σTOA) and simple timing models in which only ν and ν̇
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are fit for, van Haasteren and Levin (2010) have analytically calculated the mini-

mum amplitude BWM that can be detected in a timing data set of length T (with

1-σ certainty):

hmin = 2
√

3B−1(θ, φ)σTOA(∆t)1/2T−3/2 f (t/T ), (3.12)

f (x) =
[
x3(1 − x)3(15x2 − 15x + 4)

]−1/2
. (3.13)

van Haasteren and Levin (2010) have also considered the situation in which the

residuals of many pulsars are coherently combined to enhance the sensitivity to

BWMs in the Earth term. They show that in the ideal case of NP pulsars with

positions n̂i, simple timing models in which only ν and ν̇ are fit for, uniform

TOA uncertainties σi, and the same observation span and uniform observing

cadence, the Earth-term BWM sensitivity becomes

hmin = 2
√

3σeff(∆t)−1/2T−3/2 f (t/T ), (3.14)

σeff =

 NP∑
i=1

σ−2
i B2(θi, φi)

−1/2

. (3.15)

We take these idealized results as benchmarks to which we will compare several

of our results.

3.3.2 BWM Sensitivity with Realistic Data Sets

Realistic pulsar timing data fail to satisfy many of the assumptions used to de-

rive Equations 3.12 through 3.15. Though effort is made to measure TOAs at

a regular cadence, unforeseen telescope maintenance or competition for tele-

scope time often prevent this. Interstellar scintillation–intensity modulations of

a pulsar’s flux density caused by scattering in the interstellar medium (ISM)–

can dramatically alter the signal-to-noise ratio (S/N) of a pulsar causing the
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TOA uncertainty to fluctuate between observations (Cordes and Shannon 2010).

Timing models can be complex, benefitting from fitting many more parameters

than just ν and ν̇. The noise contaminating timing residuals is often not entirely

white as many pulsars display some amount of red intrinsic spin noise (Shan-

non and Cordes 2010). We aim to assess how much these features of timing data

influence BWM sensitivity.

Data Model

We have taken the NANOGrav data described in Demorest et al. (2013) as a real-

istic model for our simulated PTA. Members of NANOGrav observed 17 MSPs

on a roughly monthly basis over an approximately 5 year span with the Green

Bank Telescope (GBT) and Arecibo. One pulsar, J1713+0747, was observed with

both telescopes, but otherwise, pulsars visible to Arecibo were observed with

Arecibo because of its greater sensitivity and those not visible to Arecibo were

observed with the fully-steerable GBT. Identical backends at the two telescopes,

the Astronomical Signal Processor (ASP) and the Green Bank Astronomical Sig-

nal Processor (GASP), were used to conduct all observations. These backends

carried out real-time coherent dedispersion over a 128 MHz band (divided into

32 4 MHz channels).

Many TOAs were reported from each observation owing to the channeliza-

tion of the wide band. Because of stable but unaccounted for pulse profile evo-

lution across the band, constant offsets between TOAs from different channels

were fit for. At Arecibo, pulsars were observed at two widely-separated fre-

quencies (typically 820 MHz and 1.4 GHz) within one day; at the GBT, pulsars

were observed at a second frequency within one week of the first observation.
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With this multi-frequency data, TOA fluctuations caused by epoch-to-epoch dis-

persion measure (DM) variation were fit for. In addition to parameters describ-

ing frequency-dependent TOA variations, ν and ν̇, up to 5 astrometric parame-

ters, and any important binary parameters (some relativistic) were fit for.

We have excluded several pulsars in the Demorest et al. (2013) data set from

our analysis for the following reasons. Three pulsars in the data set (J1853+1308,

J1910+1256, and B1953+29), have insufficient multi-frequency data to correct for

DM fluctuations. This introduces low-frequency correlated noise to the resid-

uals that cannot be modeled appropriately without extensive multi-frequency

follow-up observations. Two of the pulsars (J1600−3053 and B1953+29) have

shorter data spans than the others by approximately a factor of two. Shorter tim-

ing spans do not in principle disqualify these pulsars from a search for BWMs,

but with such small timing spans, the sensitivity to BWMs is automatically re-

duced by a factor approximately equal to 2−3/2 (see Equation 3.12) compared to

what the sensitivity would be with a full five years of timing data with the resid-

ual rms and observing cadence held fixed. These pulsar data sets will thus not

likely prove to be very sensitive probes of BWMs when compared to other pul-

sars with five full years of timing data. Additionally, low-frequency red noise

with a power spectrum P( f ) ∝ f −γ in the timing residuals of these pulsars with

approximately two-year observing spans will be highly covariant with the tim-

ing models, especially for 2 < γ < 5. This covariance is greatly reduced once

five full years of timing data are available (Madison et al. 2013). These spectral

types of red noise are very descriptive of noise processes seen in many pul-

sars and are expected to be present in MSP timing residuals at some amplitude

(Shannon and Cordes 2010).
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From the selected NANOGrav data sets, we have generated and analyzed

simulated sets of TOAs that have the same observation epochs, TOA uncertain-

ties, and underlying timing models as the real data, but consist of only noise

rather than the actual NANOGrav residuals. We have done this to control the

character of the noise in the residuals and assure they contain no unaccounted

for deterministic signals or systematic effects. We can also create many real-

izations of these simulated TOAs to study their ensemble behavior. We have

used the TEMPO2 pulsar timing package to create and analyze these simulations

(Hobbs et al. 2006).

Assessing Pulsar Term Sensitivity with Design Matrices and Simulated Data

To assess how sensitive realistic pulsar timing data sets are to BWMs, with their

variable TOA uncertainties, non-uniform observing cadence, and complicated

timing models, we have utilized Equation 3.11. We have primarily considered

white noise models. The assumption of white noise will yield the most op-

timistic sensitivity estimates consistent with the TOA uncertainties. We have

constructed the design matrices, M, and the white noise covariance matrices C,

for 13 of the data sets described in Demorest et al. (2013). The design matrices

encode the intricacies of the NANOGrav timing models and the non-uniform

observing epochs. Variations in TOA uncertainties are encoded in the noise co-

variance matrices, which we have treated as diagonal.

At each time along an equispaced grid of 100 trial burst times, tBi, within

the innermost 70% of each pulsar’s observed time span, we have added one

column to the design matrix corresponding to an additional fit parameter–the

amplitude of an instantaneous change in ν at tBi with no associated change in
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ν̇ and no exponential relaxation, consistent with the signature of a BWM. We

only consider the innermost 70% of each time series because Cordes and Jenet

(2012) showed that in idealized pulsar timing data sets, the sensitivity to BWMs

is nearly constant inside of this window, while outside of it, the sensitivity de-

teriorates rapidly, diverging at the boundaries (see also Pshirkov et al. (2010)

and van Haasteren and Levin (2010)). With the additional complications we

are incorporating into our simulated data sets (uneven sampling, variable data

quality, and complex timing models), the BWM sensitivity will not be as nearly

constant over the innermost 70% of the data span as with idealized data or the

sensitivity curves may begin to diverge noticeably inside or further outside of

the innermost 70% window than is anticipated. However, choosing to focus on

the innermost 70% provides us with a consistent and well justified means of

treating disparate data sets similarly for the purpose of comparison (see Table

1). We then form the timing model parameter covariance matrix as in Equation

3.11 and isolate the diagonal element corresponding to the variance in the pa-

rameter we have introduced. After taking the square root of this variance and

normalizing it by ν, we have a quantity analogous to what is described in Equa-

tion 3.12–the minimum BWM amplitude necessary to appear as a 1-σ deviation

from the noise model for that pulsar’s residuals at time tBi so long as you assume

that B(θ, φ) is unity.
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Figure 3.2 The minimum amplitude BWM as a function of time that
would appear as a 1-σ event assuming a white noise model.
Top: results for simulated data resembling in sampling, TOA
uncertainties, and timing model complexity the PSR B1855+09
data from Demorest et al. (2013). Demorest et al. indicate that
this pulsar has an epoch-averaged rms residual of 111 ns, very
near the 100 ns rms residuals we use later in simulations of
idealized pulsar timing data sets. Bottom: results for similarly
simulated data resembling the PSR J1713+0747 data from De-
morest et al. (2013). J1713+0747 is NANOGrav’s best-timed
pulsar and this simulated data set was the most sensitive to
BWMs of all we considered. The top panels of these plots illus-
trate the TOA sampling and the epoch-to-epoch fluctuations
in the TOA uncertainty in our simulated data sets. The dashed
vertical lines in each plot bound the innermost 70% of each sim-
ulated pulsar timing data set.
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Figure 3.3 Best-fit instantaneous fractional frequency changes as a func-
tion of trial burst time in realizations of noise-like simulated
idealized timing residuals (five years, equispaced samples,
uniform TOA uncertainties, only ν and ν̇ in timing models).
Top: the result from a single realization of 100 ns rms white
noise residuals. The black dots indicate the best-fit values.
The dashed contours indicate the 1-σ amplitude uncertainties.
Bottom Left: an ensemble of 1000 curves like the one shown in
the top plot. We have drawn contours that bound 68% and 95%
of the points. The 68% contour in the middle plot agrees well
with Equation 3.12 as can be seen in the bottom rows of Table 1.
Bottom Right: an ensemble of such curves if the residuals con-
sist of white and red noise. We have created 1000 realizations
of simulated residuals that on average had an rms of 100 ns. On
average, half of the variance in the residuals is from white noise
while half is from red noise with a power law spectrum (spec-
tral index of 5). Certain realizations had a smaller or larger rms
than 100 ns owing to the wide variability in realizations of red
noise drawn from the same distribution.
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Table 3.1 BWM sensitivity for individual simulated pulsar timing data
sets. The top 13 rows describe the simulated NANOGrav data
sets in the case of a Gaussian white noise model. These sensitivi-
ties were derived with the design matrix formalism and depend
on the observing epochs, TOA uncertainties, and timing models
of the data, but not the measured residuals. The 14th row de-
scribes the analytic sensitivity expectations from a data set sat-
isfying the assumptions underlying Equation 3.12; this can be
compared to the 15th row which corresponds to the same type of
idealized data set, but the values in the table come from apply-
ing the design matrix method to actual simulated data sets. The
16th row correspond to results from our Monte Carlo simulations
of an idealized pulsar timing data set with white and red noise.
From left to right, the rows are: the pulsar name, the MJD of the
first observation, the MJD of the last observation, the total num-
ber of TOAs, the number of distinct days on which TOAs were
measured, the epoch-averaged rms (taken from Demorest et al.
(2013)), the best 1-σ BWM amplitude sensitivity possible with
that simulated data set, the MJD at which this best sensitivity
is achieved, the worst 1-σ BWM amplitude sensitivity possible
(in the innermost 70% of the data span), the MJD at which this
worst sensitivity is achieved, the average sensitivity across the
innermost 70% of the data span, and finally, the standard devia-
tion of the BWM amplitude sensitivity across the innermost 70%
of the data span.
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In Figure 3.2, we illustrate the results of this design matrix method for as-

sessing BWM sensitivity when applied to two simulated data sets having the

sampling, TOA uncertainties, and timing models of NANOGrav data sets. The

results of this procedure applied to similar simulations of all 13 NANOGrav

data sets we considered are summarized in Table 1. The method is conceptu-

ally and computationally straightforward. It does not rely on precise TOAs, but

merely on the distribution in time of observation epochs. It is not limited to

white noise models and is the appropriate technique from a maximum likeli-

hood perspective so long as the noise is Gaussian and can be described by an

appropriate covariance matrix.

Assessing Pulsar Term Sensitivity with Monte Carlo Simulations

We sought to develop a more flexible method that could be used to assess the

sensitivity of a timing data set to a BWM when more general noise processes

are considered or when deterministic, possibly systematic effects that have not

been modeled are thought to be influencing the residuals. To do this, we have

adopted a Monte Carlo approach. Using the NANOGrav timing models, we

have created one thousand different sets of simulated TOAs that have the same

number of TOAs, the same TOA uncertainties, and the same observing epochs

(the distinct days on which TOAs were measured) as the real data sets, but have

residuals consistent with white noise. We considered a grid of trial BWM times

separated by 21 days within the innermost 70% of each simulated time series.

At each of these trial burst times, we have again added one fit parameter to

the timing model corresponding to the amplitude of sudden change in ν. We

have then iteratively re-fit the timing model according to Equation 3.10 until the
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post-fit rms and pre-fit rms of the residuals are within two nanoseconds of each

other. Iteration is necessary because several of the timing model parameters,

like those describing a pulsar’s binary motion, influence the residuals in a non-

linear fashion, contrary to the assumptions of Equation 3.10. We find that the

timing model with this one additional parameter converges in three or fewer

iterations in all cases we considered.

In the top plot of Figure 3.3, we show the results of carrying out this fit-

ting procedure in just one realization of simulated TOAs for an idealized pulsar

timing data set (equal observing cadence and TOA uncertainty, one TOA per

observing epoch, and a timing model that fits only ν and ν̇) with 100 ns rms

residuals. For a particular realization, the best-fit frequency changes (indicated

by black dots) across the observation span show correlated structure but are

consistent with zero amplitude (the dashed curves indicate the 1-σ uncertainty

on the amplitude). The shape of these curves varies substantially between real-

izations. When we overlay 1000 such curves, we get the result presented in the

middle plot of Figure 3.3. We have drawn in curves that bound 68% (1-σ) and

95% (2-σ) of the points. The 68% contour for these idealized simulations almost

perfectly matches the theoretical predictions of van Haasteren and Levin (2010)

(see Table 1 for a quantitative comparison). We have found that this method

can accurately reproduce the sensitivity curves we computed with the design

matrix method (like those in Figure 3.2) in all the cases we considered.

In the bottom plot of Figure 3.3, we have carried out a procedure similar

to that which produced the middle plot, but we have included both white and

red noise in our simulations. We have included red noise having a power spec-

trum P( f ) = A
[
1 + ( f / fc)

]−α/2 where fc is a corner frequency below which the
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power spectrum begins to flatten (we have set this to 1/5 yr−1; see Coles et al.

(2011)) and α is the spectral index (we have set this to 5; see Shannon and Cordes

(2010)). We have chosen a value of A such that over 1000 simulated sets of TOAs,

the rms of the residuals is 100 ns on average with the variance split equally be-

tween white and red noise. Different realizations have different rms values as

different realizations of red noise can have dramatically different shapes. From

Figure 3.3, and from the bottom line of Table 1, it is apparent that although the

residuals in the red-plus-white noise case and in the white noise case have the

same rms on average, the sensitivity to BWMs is greatly deteriorated by red

noise; the average 1-σ sensitivity to BWMs is worse by a factor of 4.3 compared

to the case of pure white noise.

Realistic vs. Idealized PTAs

We will now compare the sensitivity to BWMs in realistic timing data sets to

the sensitivity of idealized timing data sets. In the top plot of Figure 3.2, we

plot the 1-σ BWM sensitivity (based on our design-matrix method) for a simu-

lated data set having the same TOA uncertainties, timing model, and number

of TOAs (702) measured at the same observing epochs (the 30 distinct days on

which observations were made) as the NANOGrav PSR B1855+09 data set, but

consisting exclusively of white noise-like residuals. We show this result because

the epoch-averaged residual rms quoted by Demorest et al. (2013) for this pul-

sar (111 ns) is the closest to 100 ns which we used in our idealized simulations

shown in the middle plot of Figure 3.3. The epoch-averaged rms is the rms of

a reduced set of effective residuals gotten by replacing all the residuals associ-

ated with a particular observing epoch with a single pseudo-residual equal to
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the weighted average of the residuals in that observing epoch. In our simula-

tions of idealized pulsar timing data sets, because we were trying to mimic the

ostensible goal of Demorest et al. (2013) of monthly observations over 5 years,

the total number of observation epochs in this simulated B1855+09 data set (30)

is smaller than we have simulated for the middle plot of Figure 3.3 (67) and the

total length of the simulated B1855+09 data set is nearly 75 days shorter than

the idealized simulations we conducted. But if we naively assume that the sen-

sitivity scaling relation in Equation 3.12 ought to hold, we would expect this

simulated B1855+09 data set to only have worse sensitivity compared to the

idealized case by a factor of 1.7. Instead, because of uneven sampling, fluctuat-

ing TOA uncertainty, and a more complex timing model, it is less sensitive on

average than the idealized timing data set by a factor of approximately 5.6.

To better show how the sensitivity responds to fluctuations in the observing

cadence and TOA uncertainties, in the plots of Figure 3.2 we have included an

upper panel in which we have grouped together all simulated observations that

took place within one day of each other, and at that day, placed an error bar with

a scale equal to the harmonic mean of the simulated TOA uncertainties from

that day’s observations. For B1855+09, which was observed with Arecibo, there

is a substantial gap in the observations near the middle of the data span when

the dish of Arecibo was being repainted. Though sensitivity near the middle

of the observing span is anticipated to be the worst (when considering only the

innermost 70% of the observing span), in the case of our simulated B1855+09

data set with a centralized gap in its TOA coverage, it is worse than the best

sensitivity by a factor of approximately 2.1 rather than 1.5 in the idealized case.

In the bottom plot of Figure 3.2, we show results based on simulations of
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Figure 3.4 Top: The best time- and polarization-averaged sensitivity to
BWMs from different parts of the sky from individual pulsars
in our simulated PTA. Bottom: indicates which simulated pul-
sar data set is responsible for this best sensitivity. Our sim-
ulated data set for J1713+0747 is the most sensitive probe of
BWMs unless the BWM comes from the part of the sky almost
directly opposite that pulsar, and in this case, our sensitivity
is much worse because other simulated pulsar data sets are ei-
ther not sensitive enough or the pulsars are not located close
enough to this sensitivity null to compensate. The stars indi-
cate the positions of the four pulsars that are most sensitive
to bursts from some part of the sky according to our simula-
tions; the biggest among them corresponds to the position of
J1713+0747.
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the NANOGrav PSR J1713+0747 data set. This is NANOGrav’s best and most

thoroughly timed pulsar. Based on the epoch-averaged residual rms quoted

by Demorest et al. (2013), the number of observing epochs, and the total data

span, if we again naively apply the scaling relations of Equation 3.12, we expect

the simulated J1713+0747 data set to have better average sensitivity than our

idealized pulsar simulation by a factor of 2.3. Instead, we find that its average

sensitivity is ten percent worse than the idealized data set. Though J1713+0747

was observed with both Arecibo and the GBT, while the dish of Arecibo was

being repainted, the track of the GBT had to be repaired. So, for all of the simu-

lated data sets we considered, those of J1713+0747 included, there is a lull in the

observing cadence near the middle of the time span, and it is again apparent in

the bottom plot of Figure 3.3 how this adversely affects the sensitivity to BWMs.

Towards the end of the trial burst times we considered, the BWM sensitivity of

the simulated J1713+0747 data set diminishes dramatically; the BWM sensitivity

is worst at the right edge of the window of trial burst times we have considered

rather than in the middle as is anticipated in the ideal case.

Despite the interesting features in its sensitivity curve, the simulated

J1713+0747 data set is still the most sensitive to BWMs of all the data sets we

simulated. At the trial burst epoch where it is least sensitive to BWMs, it is

more sensitive than the data set we simulated for J1909−3744 is at the trial burst

epoch at which it is most sensitive (J1909−3744 is NANOGrav’s second most

precisely timed pulsar). On average, the simulated J1713+0747 data set is ap-

proximately four times more sensitive than the simulated J1909−3744 data set;

we will discuss later the consequences of this for searching for BWMs in the

Earth term.
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To this point, we have been considering the optimal case in which B(θ, φ) = 1.

This is an unlikely scenario. To illustrate the effects of the variation of B(θ, φ) as

the source direction varies, we have created Figure 3.4. In it, we have taken

the average sensitivities recorded in Table 1 and, based on the locations of the

13 pulsars we have considered, computed the best polarization-averaged (as in

Equation 3.7) single-pulsar sensitivity to BWMs from different locations on the

sky. Over most of the sky, the single-pulsar BWM sensitivity of our simulated

PTA is dominated by the data set for J1713+0747, and in the parts of the sky

where other pulsars become more sensitive, the sensitivity is worse by an order

of magnitude than it is in the parts of the sky where the J1713+0747 data set

is most sensitive. Only four of the simulated data sets we considered are most

sensitive (in a polarization-averaged sense) to BWMs from some part of the sky,

and the simulated J1713+0747 data set is by far the primary player.

Detecting and Characterizing BWMs in Pulsar Terms

We now consider the problem of detecting and characterizing BWMs in individ-

ual pulsar timing data sets. Because simulated J1713+0747 data sets resembling

the real NANOGrav data set in sampling, TOA uncertainties, and timing model

complexity are the most sensitive to BWMs of the various simulated data sets

we have considered, we only consider signal detection and parameter estima-

tion with such simulated data sets at this time.

At an epoch tinj, we inject a BWM signal of amplitude hinj into realizations of

simulated J1713+0747 TOAs. Without the injected signal, the simulated resid-

uals are Gaussian white noise. We have analyzed two different values of tinj:

MJDs 54280 and 54675. The first of these MJDs is very near the peak of the cen-
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tral hump in the BWM sensitivity curve depicted in Figure 3.2 while the second

of these MJDs is very near the epoch at which the J1713+0747 data set is most

sensitive to BWMs. For each of these two values of tinj, we have considered three

values of hinj: 5 × 10−15, 10−14, and 2 × 10−14. For each combination of tinj and hinj,

we have generated 1000 sets of simulated TOAs.

With each simulated set of TOAs, as in the Monte Carlo simulations we con-

ducted to generate the middle and bottom plots in Figure 3.3, we iteratively fit

for the amplitude of a BWM, ĥB, along a grid of trial burst times, tBi, using Equa-

tion 3.10 until the post-fit rms of the residuals is within 2 ns of the pre-fit rms.

Unlike the simulations behind Figure 3.3, our simulated data sets now actually

contain BWMs. The results of carrying out this procedure in one simulated data

set with tinj = 54675 and hinj = 2 × 10−14 is illustrated in Figure 3.5.

In the top panel of Figure 3.5, we plot Γ(tBi, ĥB) = exp [(χ2
NB − χ

2
B(tBi, ĥB))/2].

The quantity χ2
NB is the χ2 value of the post-fit residuals when no BWM is in-

cluded in the timing model, while χ2
B(tBi, ĥB) is the χ2 value of the post-fit residu-

als when a BWM at time tBi is included in the timing model and the amplitude of

the burst ĥB is determined by typical least-squares model-fitting. The quantity

Γ is the likelihood ratio of a timing model with a BWM at time tBi compared to

a model without a BWM. In the bottom panel of Figure 3.5, the black diamond

indicates tinj and hinj. The values of ĥB for tBi ≈ tinj are approximately equal to

hinj; such large values of ĥB near tinj are approximately 7.8-σ events as compared

to the 1-σ sensitivity curve in Figure 3.2, hmin, and although ĥB achieves highly

significant amplitudes relative to hmin at values of tBi remote from tinj, Γ is sig-

nificantly peaked very near tinj (tinj is indicated by the thick vertical black line

in the top panel of Figure 3.5). The small offset between the peak of the likeli-
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hood ratio and tinj is in this case an artifact of our trial burst epoch grid spacing

rather than evidence of actual bias. Figure 3.5 illustrates a case where the in-

jected BWM was detected with high significance and its amplitude and epoch

were successfully recovered. The small bump in the likelihood ratio curve near

MJD 53950, an epoch situated nearly symmetrically opposite of tin j about the

mid-point of the data span, is not unique to this particular simulation, but is a

generic feature of all such simulations. For more discussion of the secondary

bump in the likelihood ratio curve, see Figure 3.7 and the discussion related to

it.

In the example in Figure 3.5, we claim a significant detection based on a

comparison of ĥB with hmin, the curve depicted in Figure 3.2. In keeping with

this technique, we have adopted a similar detection criterion to study our entire

ensemble of simulated data sets containing injected BWMs. We have used a

time-varying amplitude threshold, hthresh(ε, t) = εhmin(t). At any trial burst epoch,

if |ĥB(tBi)| > hthresh(ε, tBi), we call it a detection. Let ND(ε) be the total number of

detections out of Nsim simulations. From the Monte Carlo simulations discussed

in Section 3.2.3 and depicted in the middle plot of Figure 3.3, we compute the

number of false positive detections we expect from white noise alone for a given

value of ε, i.e. NFP(ε) = ND(ε; hinj = 0). Dividing NFP(ε) by Nsim = 1000, we get an

estimate for the false positive fraction fFP(ε). By combining fFP(ε) with the true

detection fraction, fD = ND(ε; hinj)/Nsim, we have created the receiver operator

characteristic (ROC) curves in Figure 3.6. We show six curves corresponding to

the six tinj-hinj pairs we considered.

Unsurprisingly, the ROC curves in Figure 3.6 show that for a fixed allow-

able false positive fraction and a fixed tinj, a greater fraction of brighter bursts
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Figure 3.5 Recovering a BWM signal injected into a simulated J1713+0747
data set. The diamond marker indicates the epoch and am-
plitude of the injected burst. By fitting for the presence of a
BWM at that epoch, we are able to recover the amplitude of
the injected burst. At other epochs, the fit generates significant
non-zero amplitudes for a BWM, but the likelihood ratio, Γ, for
a timing model including a BWM versus one without a BWM
reaches a significant global maximum very near the epoch at
which the burst is injected. In the top panel, we show Γ as it
varies across the window of trial burst times. The black vertical
bar in the top panel indicates the epoch of the injected signal.
The peak of likelihood ratio is offset from the black bar by less
than one grid step size. The small bump in the Γ curve near
MJD 53950 is a generic feature of all such simulations and its
amplitude relative to the other peak varies from realization to
realization, sometimes becoming the primary peak. See Figure
3.7 and the text pertaining to it for a further discussion of this
second likelihood ratio peak.
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Figure 3.6 The fraction of true BWMs detected as a function of the frac-
tion of detections expected to be false and caused by Gaussian
white noise. We have implemented a simple detection scheme,
looking for any trial burst time tBi at which ĥB(tBi) > hthresh(tBi).
These are receiver operator characteristic (ROC) curves param-
eterized by a variable burst amplitude threshold hthresh.

are detected. Also, for a fixed allowable false positive fraction and a fixed hinj

a greater fraction of BWMs are detected at tinj = 54675 than at tinj = 54280; this

is unsurprising since MJD 54675 is approximately the epoch at which we found

simulated J1713+0747 data sets to be most sensitive to BWM signatures. With

tinj = 54280 and hinj = 5 × 10−15, this detection scheme detects BWMs at only

a marginally higher rate than false detections anticipated from white Gaussian

noise alone for all values of our threshold parameter ε. This is to be expected

because at MJD 54280, hinj = 5 × 10−15 is well below hmin so is completely con-

sistent with white Gaussian noise. With tinj = 54675 and hinj = 2 × 10−14, we
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Figure 3.7 Likelihood ratio surfaces for four combinations of tinj and hinj.
For each plot, we have taken 100 simulated sets of J1713+0747
TOAs with injected BWMs and over a grid of trial burst times
tBi and trial burst amplitudes hB j, we have removed a burst with
parameters described by the grid points. We then compare the
χ2 value of the post-fit residuals when we include a TOA in
the timing model to the χ2 value when we do not account for
a BWM in the TOAs to measure the likelihood ratio of the two
models. The color map indicates the geometric mean of the
100 likelihood ratio surfaces we computed. The open circles
indicate the peaks of the 100 different likelihood ratio surfaces.
The white diamonds indicate tinj and hinj. At top left, tinj = 54280
and hinj = 5 × 10−15. At top right, tinj = 54675 and hinj = 5 × 10−15.
At bottom left, tinj = 54280 and hinj = 2 × 10−14. At bottom right,
tinj = 54675 and hinj = 2 × 10−14. In the bottom left plot, notice
the scale multiplier of 1 × 1013 accompanying the color bar.
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find that there are values of ε (between 3.4 and 4.8) for which all of our injected

BWMs can be detected with an anticipated false alarm fraction of zero. This is

the ideal case for any signal detection scheme, though this is for the brightest

bursts occurring at the most sensitive epoch we considered.

Detection and parameter estimation are different problems. Figure 3.5 de-

picts an ideal case in which a very bright burst occurred at an epoch at which

our simulated J1713+0747 data sets were particularly sensitive and we were able

to both detect it and accurately assess its amplitude and when it occurred. This

was not the case for all of our simulations. To illustrate the strengths and weak-

nesses of our parameter estimation scheme, we have produced Figure 3.7 by

considering a grid of trial burst times tBi as we did in Figure 3.5 and in the analy-

sis underlying Figure 3.6, but by also considering a grid of trial burst amplitudes

hB j. For the kth of our simulations with an injected BWM described by tinj and

hinj, we remove a BWM signature described by tBi and hB j, refit the timing model

until it converges, and compute Γk(tBi, hB j). We do no fitting for the amplitude

of a BWM. In the plots of Figure 3.7, the grayscale map is of Γ = exp [〈ln (Γk)〉k],

the geometric mean of the likelihood ratio surfaces from all the simulated re-

alizations we considered. We have averaged over only 100 simulated data sets

rather than 1000 because the analysis over a two-dimensional grid is more com-

putationally expensive than the one-dimensional grid of trial burst epochs we

considered before. The white diamond in each plot indicates tinj and hinj. The

open circles indicate the maximum values of the likelihood ratio surfaces from

each of the 100 realizations we considered.

With tinj = 54280 and hinj = 5 × 10−15 (upper left plot of Figure 3.7), some

peaks of the likelihood ratio surfaces do loosely cluster about the injected burst
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parameter values, though many are scattered broadly among both positive and

negative burst amplitudes and throughout the entire window of trial burst times

we considered. The scale for Γ is also quite low in this case, meaning that a tim-

ing model that accounts for a BWM is at best marginally favored over a timing

model without a BWM included; this is again to be expected when hinj is so small

compared to hmin(tinj). When we keep tinj = 54280 but increase hinj to 2×10−14 (bot-

tom left plot of Figure 3.7), the peaks of the 100 likelihood ratio surfaces we are

averaging over cluster much more tightly about the injection parameters and

the scale for Γ has greatly increased, but there are still occasional spurious peaks

at burst amplitudes with opposite sign from hinj and at epochs remote from tinj.

When we set tinj = 54675, an interesting phenomenon becomes apparent.

With hinj equal to either 5×10−15 or 2×10−14, there is a tendency for some peaks of

the likelihood ratio surfaces to cluster about an amplitude approximately equal

to −hinj and MJD 53950, an epoch approximately as much before the midpoint of

the J1713+0747 time series as tinj is after it. The epoch near which the spurious

likelihood ratio surface peaks in the bottom right panel of Figure 3.7 are clus-

tered is the same as the epoch at which the small bump in the likelihood ratio

curve occurs in the top panel of Figure 3.5; the secondary peak in the likelihood

ratio curve in Figure 3.5 is not subdominant with all realizations of noise we

considered. With tinj = 54675 and hinj = 2 × 10−14, all 100 simulations we con-

sidered registered as detections with an amplitude threshold parameter ε large

enough to completely rule out the possibility of a false positive detection (see

the ROC curves of Figure 3.6), yet in 7 of the 100 we would have estimated the

burst epoch to be approximately 700 days too early and the burst amplitude to

have approximately the correct amplitude, but the wrong sign. So, parameter

estimation with this scheme is not perfect, though again, unsurprisingly, it is
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better for brighter bursts. When faced with a potential detection, more sophis-

ticated detection schemes can be developed to test the veracity of the possible

detection and to improve the prospects for accurate parameter estimation. We

will discuss possible avenues for improvement in this capacity in the final sec-

tion of this paper.

Assessing Earth Term Sensitivity

Searching for BWMs in the Earth term, in principle, has several advantages over

pulsar-term searches. Any BWM that passes over the Earth will simultaneously

begin to affect the timing residuals of all the pulsars in the PTA. If a BWM sig-

nal is observed with high confidence to turn on simultaneously for multiple

pulsars in the array, the potential that the detection is a false positive caused by

some peculiarity in the behavior of a single pulsar is greatly diminished. The

magnitude of the BWM’s influence on different pulsars in the array will vary as

B(θ, φ) varies from pulsar to pulsar in accordance with a specific burst polariza-

tion angle and source direction. This allows for the recovery of the polarization

of the BWM, the location of its source, and its intrinsic amplitude with some

uncertainty, something that is not possible with detections in the pulsar term.

The residuals of all the pulsars in the PTA can be combined and appropriately

weighted by the value of B(θ, φ) anticipated for BWMs from a certain direction

and with a certain polarization to achieve greater sensitivity to BWMs than any

one pulsar in the array can attain; this is indicated by Equations 3.14 and 3.15.

In this section, we will assess the sensitivity to BWMs affecting the Earth term

of the simulated NANOGrav data sets we have discussed so far and compare

this performance to the performance of idealized PTAs.
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To assess the potential sensitivity of NANOGrav data sets to BWMs in the

Earth term, we again utilize design matrices and simulated data sets mimicking

the sampling, TOA uncertainties, and timing models of the real data, but hav-

ing white-noise-like residuals. However, to accommodate parameters like the

amplitude of a BWM in the Earth term which affects the timing models of all

the pulsars in the array, the design matrices of each pulsar must be combined

into a global design matrix.

Suppose there are NP pulsars in the array and that the ith pulsar has a design

matrix Mi and a noise covariance matrix Ci. Without loss of generality, tem-

porarily assume that NP = 2, that the first pulsar has N1 timing residuals r1 at

measurement epochs t1, and that the second pulsar has N2 timing residuals r2 at

measurement epochs t2. For some trial choice of BWM source location, polariza-

tion angle, and epoch tB, the global design matrix Mg is block diagonal except

for one column corresponding to the BWM amplitude parameter:

Mg =

 M1 0 B1(t1 − tB)Θ(t1 − tB)

0 M2 B2(t2 − tB)Θ(t2 − tB)

 . (3.16)

B1 and B2 represent B(θ1, φ1) and B(θ2, φ2) respectively. If M1 is a n1 × m1 matrix

and M2 is a n2×m2 matrix, Mg is a (n1 +n2)× (m1 +m2 +1) matrix. The global noise

covariance matrix Cg is a (n1 +n2)×(n1 +n2) block diagonal matrix. Cg and Mg can

now be used to compute the parameter covariance matrix as in Equation 3.11.

We take the square root of the diagonal element of the parameter covariance

matrix corresponding to the amplitude of the BWM to indicate the minimum

amplitude BWM that would appear as a 1-σ deviation from the noise model.

Over a four-dimensional grid of right ascension, declination, burst epoch,

and polarization angle, we have used the design matrix formalism to assess the
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Figure 3.8 For a specific polarization angle and burst epoch, the minimum
amplitude BWM from different parts of the sky that would
appear as a 1-σ event in the Earth term given a white noise
model. Top: simulated PTA of 5 NANOGrav timing data sets
that are most sensitive to BWMs on average according to Ta-
ble 1. Bottom: simulated PTA consisting of idealized pulsar
timing data sets, all identical to those described in the second-
to-last row of Table 1, at the locations of the 5 most sensitive
NANOGrav timing data sets used to make the top plot. The
stars indicate the locations of the 5 pulsars we have considered.
The biggest star indicates the position of J1713+0747.

91



sensitivity of simulated NANOGrav data sets to BWMs in the Earth term. Our

grid consists of 520 trial source locations uniformly distributed on the sky, 50

trial burst times equispaced between MJDs 53695 and 54852, and 7 uniformly

spaced polarization angles between 0 and π/2.

We have only used the five most sensitive simulated timing data sets (ac-

cording to our earlier work summarized in Table 1) to carry out the Earth-

term sensitivity assessment: those associated with J1713+0747, J1909−3744,

J1744−1134, B1855+09, and J2317+1439. We initially did this to moderate the

computational cost of carrying out high-dimensional global fits with many

thousands of TOAs and many hundreds of fit parameters. However, we find

that the sensitivity is so thoroughly dominated by the simulated J1713+0747

data set that this simplification yields an approximately correct depiction of

the simulated NANOGrav PTA’s Earth-term BWM sensitivity. For compara-

tive purposes, over the same grid, we have assessed the sensitivity of a PTA

with five ideal timing data sets like that described in the second-to-last row of

Table 1 associated with pulsars at the locations of the five NANOGrav pulsars

we have considered.

In Figure 3.8, we show the sensitivity to BWMs from these simulated data

sets as it varies across the sky for a fixed epoch and polarization angle. We

show results for both the subset of five simulated NANOGrav data sets and

the idealized five-pulsar PTA we have considered. For each plot, we have se-

lected the epoch and polarization angle that yielded the best sensitivity over the

whole grid at some location on the sky. The stars indicate the locations of the

five pulsars we have included in our simulated PTA. The biggest among them

represents the location of J1713+0747.
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The five-pulsar idealized PTA outperforms the five-pulsar simulated

NANOGrav PTA in several important ways. The sky-averaged sensitivity of

the five-pulsar simulated NANOGrav PTA is 1.45×10−14 versus 6.5×10−15 for

the idealized PTA; these numbers differ by a factor just slightly smaller than

51/2. If we were to compare the sky-averaged Earth-term sensitivity of the five-

pulsar idealized PTA to the sky-averaged sensitivity of a single idealized tim-

ing data set, we would expect them to differ by 51/2 (according to Equations

3.14 and 3.15). What we are seeing with the five-pulsar simulated NANOGrav

PTA is that the sky-averaged sensitivity is entirely dominated by the simulated

J1713+0747 data set–the other 4 simulated data sets do very little to improve

the sensitivity–and at its most sensitivie, the simulated J1713+0747 data set just

happens to be very nearly as sensitive to BWMs as one of the idealized pulsar

timing data sets is at its most sensitive.

The fact that the simulated NANOGrav five-pulsar PTA is dominated by the

simulated J1713+0747 data set is further evidenced by the four lobes of relatively

poor sensitivity converging on the sky location of J1713+0747. These lobes cor-

respond to the positions on the sky where the fixed polarization angle in this

plot happens to make B(θ, φ) exceedingly small for a pulsar at the location of

J1713+0747. In the idealized five-pulsar PTA, the other pulsars in the array are

able to compensate in these regions and the sensitivity does not noticeably de-

teriorate. Additionally, the region of very poor sensitivity in the part of the sky

opposite J1713+0747 is not nearly as large or as insensitive in the idealized PTA

compared to the more realistic five-pulsar simulated NANOGrav PTA. This is

again a consequence of the other pulsars in the idealized array being more able

to compensate in regions where B(θ, φ) becomes very small for a single pulsar.
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3.4 Constraining the Rate of BWMs

In assessing the sensitivity of simulated individual pulsar timing data sets to

BWMs in the pulsar term, we have developed a time resolved amplitude sen-

sitivity to BWMs from unknown locations and with unknown polarizations.

In assessing the sensitivity of combined simulated PTA data sets to BWMs in

the Earth term, we have developed a time, location, and polarization resolved

BWM amplitude sensitivity. Assuming a non-detection once a search for BWMs

is done in real rather than simulated PTA data, we will be able to use similar

sensitivity estimates to apply two distinct constraints on a quantity Λ(h), the

rate of BWMs of any polarization and from any direction arriving at a PTA with

an amplitude of h or greater.

If we assume that BWMs at or above an amplitude h encounter a PTA as

a Poisson process with a rate Λ(h), the probability Q that at least one will en-

counter the PTA during a period of time τ is

Q = 1 − e−Λ(h)τ. (3.17)

Assuming that it was possible to detect a burst of at least amplitude h during

this time τ, that none were detected, and that the rate, Λ(h), of such bursts is

known, there is a probability (1 − Q) that an event did not occur by chance.

However, it may be that Λ(h) is an overestimate. Assuming the latter of these

two possibilities, we can say

Λ(h) < −
ln(1 − Q)

τ
. (3.18)

Regarding the Earth term, we have determined that for the ith of Nt trial times

in some span T , the jth of NΩ trial source locations, and the kth of Nψ trial polar-
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ization angles between 0 and π/2, the simulated PTA had a 1-σ BWM amplitude

sensitivity hE
min,i jk. Consider the quantity

τE(h, n) ≈
∆t∆Ω∆ψ

2π2

Nt∑
i

NΩ∑
j

Nψ∑
k

Θ(h − nhE
min,i jk),

(3.19)

where ∆t = T/Nt, ∆Ω = 4π/NΩ, and ∆ψ = (π/2)/Nψ. The quantity τE(h, n) is a

count of the grid points in our four-dimensional search space for which an n-σ

detection of a BWM with an amplitude greater than h is possible. The quantity

τE is approximately the total amount of time that the simulated PTA had n-σ

sensitivity to BWMs in the Earth term weighted by the fraction of the sky and

the fraction of possible polarization angles over which that sensitivity was had.

This interpretation is approximate because of the finite resolution of our search

grid.

Regarding the pulsar terms, we have determined that for the ith of Np pulsars

and at the jth of Ni trial burst times within a span Ti of that pulsar’s simulated

timing data set, there was a 1-σ amplitude sensitivity hP
min,i j. Now, with a pulsar-

term search, one cannot determine the BWM’s source direction or polarization,

but one can marginalize over all possibilities to define an equivalent quantity

for the pulsar term:

τP(h, n) ≈
NP∑
i

∆ti

2π2

Ni∑
j

∫
Θ

h − nhP
min,i j

B(θ, φ)

 dψdΩ,

(3.20)

where ∆ti = Ti/Ni. The quantity τP(h, n) is approximately the total amount of

time that our simulated PTA had n-σ single-pulsar sensitivity to BWMs with

amplitudes greater than h coming from any part of the sky and with any po-

larization. Again, this interpretation is approximate because of the finite reso-
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lution of our search grid, which in the case of a pulsar-term search, is only a

one-dimensional grid over burst epoch. The quantity τP(h, n) will exceed the to-

tal length of the PTA observing campaign for certain values of h and n because

the pulsar term for each pulsar in the array is causally distinct from the pulsar

terms of any other pulsars in the array. Combining Equations 3.18 through 3.20,

we can apply distinct pulsar-term- and Earth-term-based constraints on Λ(h),

namely ΛE,P(h, n,Q) < − ln (1 − Q)/τE,P(h, n,Q).

In Figure 3.9, we plot and compare the constraints on Λ(h) that are possible

with a PTA consisting of only the five simulated NANOGrav data sets most

sensitive to BWMs and a PTA consisting of five identical idealized timing data

sets associated with pulsars at the same locations as the NANOGrav pulsars we

have considered. We emphasize that these are the most optimistic constraints

feasible with these simulated PTAs as they are based on white noise models. For

high values of h, these curves flatten out to a small value of Λ. For the Earth-

term constraint, the curve approaches a value proportional to T−1 where T is the

total number of years that the timing data sets of the PTA overlap and have been

searched for a BWM. The value of h above which the Earth-term constraint is flat

is set by the Earth-term sensitivity of the PTA at its least sensitive. BWMs above

this amplitude would have been detected if they had occurred anywhere on the

sky, at any time, and with any polarization. For the pulsar-term constraint, the

curve approaches a smaller value of Λ proportional to (
∑

i Ti)−1 where Ti is the

number of years in which the ith pulsar’s timing residuals have been searched

for a BWM. Since all of the pulsars in the array are different distances from

the Earth and in different locations on the sky, the pulsar terms are probing

distinct periods in the past, so the total time baseline is the sum of the individual

baselines.
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Figure 3.9 Distinct pulsar term and Earth term constraints on the rate of
BWMs above a certain amplitude assuming a non-detection
in simulated PTAs. In the top plot, we have considered only
simulations of the five NANOGrav data sets most sensitive to
BWMs. In the bottom plot, we have considered an idealized
PTA of five fake, identical pulsars (100 ns rms, uniform TOA
uncertainty and observing cadence, basic timing model) with
the same locations as the NANOGrav pulsars we have consid-
ered. We have simulated only white noise.
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For large Λ, the Earth- and pulsar-term constraints asymptotically approach

small values of h that are set by the optimal sensitivity to BWMs capable with

Earth- or pulsar-term searches respectively; call them hE
∞ and hP

∞ . The best sen-

sitivity achievable with the most sensitive single pulsar timing data set in the

array sets hP
∞. The amount by which hE

∞ is less than hP
∞ is a measure of how

much the optimal amplitude sensitivity of the array is enhanced by combin-

ing the residuals of all the pulsars in the array and fitting for the amplitude of a

BWM as a global parameter. In the bottom plot of Figure 3.9 associated with our

analysis of an idealized PTA of identically sensitive pulsars, hE
∞/h

P
∞ = 0.54–very

nearly a factor of two enhancement in sensitivity is gained by combining the

residuals of all the pulsars in the PTA. With the five best simulated NANOGrav

data sets we have considered, this factor is much more modest–hE
∞/h

P
∞ = 0.96.

Much like the top plot of Figure 3.8, this further indicates that the Earth-term

sensitivity of this simulated NANOGrav PTA is only marginally enhanced by

the consideration of pulsar data sets other than the one for J1713+0747.

3.4.1 Relating BWM Constraints to the SMBHB Population

Constraints on the rates of BWMs of various amplitudes provide information re-

garding the population of SMBHBs and their evolution. Conversely, inferences

regarding the population of SMBHBs can yield predictions about the expected

rate of BWMs. Following Cordes and Jenet (2012) and Sesana (2013), the rate of

BWMs above a certain amplitude can be written as

Λ(h) = 4πD3
HR(0)

∫ ∞

0
dM1

∫ 1/4

0
dη

∫ s(h)

0
dxx2 Φ(M1, z)

M1 ln 10
F (M1, η, z)

R(z)/R(0)
1 + z

.

(3.21)
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Here, z is the redshift at comoving distance D, η = µ/M is the symmetric mass

ratio, DH = cH−1
0 , R(z) is the SMBHB merger rate per unit comoving volume,

Φ(M1, z) = dn/d log M1 is the mass function for BHs of mass M1, and F (M1, η, z)

is the fraction of BHs with mass M1 that are paired with another BH to form

a SMBHB with symmetric mass ratio η. The function s(h) = ChηM/DHh where

the amplitude of a BWM can be expressed as hB = ChηM/D. For any particular

binary, Ch depends on the inclination angle and the angular momenta of the

BHs in the binary.

Sesana (2013) introduced Φ and F in a discussion of the SB of GWs, arguing

that these functions can be inferred from observations of galaxies if the obser-

vations are partnered with some program for connecting the properties of the

SMBHs to host galaxies, i.e. through stellar bulge mass (Häring and Rix 2004),

stellar velocity dispersion (Beifiori et al. 2012), or mid-infrared luminosity (Sani

et al. 2011). The amplitude of the SB and the rate of BWMs are inextricably re-

lated. Building on this deep connection, Cordes and Jenet (2012) show in detail

how amplitude constraints on the SB can constrain the rate of BWMs. Using

their Equation 22,

Λ(h) < 0.32 events yr−1A2
lim,−14

(
Mc,nom

Mc

)5/3
〈JΛ(h)〉M,η/10−3

Jhc

, (3.22)

with a rms dimensionless SB strain hc( f ) = (10−14Alim,−14) f −2/3. The quantityMc =

〈M5/3
c 〉

3/5
m is a chirp mass characteristic of the population of SMBHBs. They have

chosen a nominal SMBHB chirp mass Mc,nom = 2.3 × 107 M�. The quantity

〈JΛ(h)〉M,η is the average rate of bursts with amplitudes greater than h over all

possible M and η. The authors state that 〈JΛ(h)〉M,η can be as large as unity, but

in one Monte Carlo simulation, they computed it as 3 × 10−4 (with a detection

threshold of h = 10−15). They cite Jaffe and Backer (2003) in asserting that Jhc can

range between 0.1 and 100.
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The parameters in Equation 3.22 have wide ranges of possible values owing

to poor constraints on Φ, F , and R in Equation 3.21. Sesana (2013) has consid-

ered a vast array of possible galaxy assembly histories and SMBH mass func-

tions and finds that with 99.7% confidence, 1.1×10−16 < A < 6.3×10−15. The cur-

rent most stringent experimental 95% confidence upper bound is A < 2.7× 10−15

(Shannon et al. 2013). Combining the lower bound of Sesana, the upper bound

of Shannon et al., and the range of parameters in Equation 3.22 discussed by

Cordes & Jenet, withMc = Mc,nom, we can say the rate, Λ, of BWMs occurring

with amplitudes larger than 10−15 is greater than 1.2 × 10−5 yr−1 and less than

2.3 yr−1.

3.5 Discussion

In this paper, we have developed general methods for assessing the sensitiv-

ity of PTA data sets to GW BWMs. Our methods are applicable in cases with

uneven observing cadence, variable TOA uncertainties, and elaborate timing

models. We have mainly considered white noise, but our methods are more

widely applicable. Through manipulations of the timing model design matrix,

we can assess the PTA’s BWM sensitivity whenever the noise is Gaussian and

well described by a covariance matrix. With Monte Carlo simulations, we have

addressed how BWM sensitivity in the presence of more general noise processes

or various unaccounted for deterministic processes can be assessed; we have

used this method to demonstrate how red timing noise can prove detrimental

to PTA BWM sensitivity.

Our Monte Carlo approach for assessing PTA BWM sensitivity relies on a
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basic procedure for searching for BWM signatures in timing data. By injecting

BWM signals into simulated timing data, we have shown that this search proce-

dure can reliably detect bright bursts, but that burst parameter estimation with

this scheme can be biased in some instances. Our future work on this topic will

involve developing improved procedures for searching for, characterizing, and

constraining BWMs in timing data sets. Developing appropriate noise mod-

els will be a crucial ingredient to this. Coles et al. (2011) have developed a

spectral method for estimating the noise covariance matrix which, along with

Cholesky whitening, reduces bias in timing model parameter estimation, even

in the presence of correlated noise. However, van Haasteren and Levin (2013)

have shown that Bayesian timing analysis can produce results which, though

largely comparable to the results derived with frequentist Cholesky whitening

schemes, are less biased in estimates of ν and ν̇, the timing model parameters

most covariant with the signature of a BWM. Such Bayesian techniques may

thus prove invaluable to a proper search for BWMs (Vigeland and Vallisneri

2014; Lentati et al. 2014). Vigeland and Vallisneri (2014) espouse the virtues of

Bayesian pulsar timing analysis and make several key points. Bayesian tech-

niques allow for the incorporation of prior probability distributions for timing

model or noise model parameters. Bayesian methodologies allow for natural

model comparison through marginal likelihoods; this is not unlike F-tests in

frequentist analysis, but is more general. With Bayesian techniques, joint proba-

bility distributions can be naturally computed for timing model parameters and

noise model parameters so that the evidence for BWM detection can be assessed

for a range of potential noise models. Finally, in the low S/N regime in which

any initial detection of a BWM is likely to reside, Bayesian inference can reliably

estimate timing model parameter uncertainties while accounting for non-linear
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dependencies in the timing model in a way that least-squares fitting procedures

cannot.

We have found through simulations that the NANOGrav PTA’s sensitivity

to BWMs will likely be dominated by the data for J1713+0747, but this may

change slightly with more realistic noise modeling. Such weight assigned to

a single pulsar undermines many of the benefits of a search for BWMs in the

Earth term. The sensitivity enhancement gained by coherently combining the

data from many or all of the pulsars in the array is very small. Furthermore,

the prospect of discriminating a BWM from phenomena intrinsic to a single

pulsar by detecting it simultaneously in more than one pulsar is only possible

for bright BWMs visible in the residuals of the second- or third-most sensitive

timing data sets in the array. We suspect that NANOGrav is not the only PTA

with a single dominant pulsar timing data set when it comes to BWM sensitivity.

For instance, in its 10 cm timing data, the PPTA has 475 TOAs with an rms

residual on one-year timescales of 58 ns for J0437−4715. By these two measures,

their next-best timing data set is for J1909−3744 with a modestly larger residual

rms on one-year timescales (83 ns) and only 138 TOAs (Manchester et al. 2013).

Though these quantities do not completely determine the BWM sensitivity, we

believe that they indicate that the PPTA’s sensitivity will be dominated by their

J0437−4715 data set.

To benefit Earth-term searches for BWMs, PTAs should work to enhance the

quality of their second- and third-best timing data sets to try and bring them in

line with their best data sets, whether this be through an increased observing

cadence or increased integration times per TOA measurement. However, as the

amount of available telescope time is finite, we recognize that this observing
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strategy is in tension with proposed optimal observing strategies for detecting

a SB of GWs (Siemens et al. 2013).

Though the rate-amplitude constraints drawn in Figure 3.9 are pessimistic

for the chances of an imminent detection of a BWM in light of our estimates for

the event rate at a detection threshold of h = 10−15, PTA sensitivity to BWMs

improves strongly with time, scaling approximately as T−3/2 until the adverse

influences of red timing noise intervene. Increasing timing baselines by just a

factor of two can in principle yield an average BWM sensitivity enhancement

by nearly a factor of three. Also, obviously, the longer time baselines for timing

experiments get, the greater the chances of detecting a rare event. Furthermore

if NP pulsars can be timed with a comparable residual rms σ, the sensitivity of

the PTA to BWMs in the Earth term can be enhanced by a factor proportional to

σN−1/2
P . The search for BWMs can thus be aided by new and improved timing

instruments and techniques that can reduce σ and ongoing and future searches

for MSPs that can increase NP. With the continued and combined efforts of

the world’s PTAs, BWMs with amplitudes at or below 10−15 will likely become

detectable within 5 to 10 years. Whether or not a detection becomes possible at

that point rests on the poorly constrained event rate at that detection threshold.

With that amplitude sensitivity, an event may not be seen for ten thousand years

or one may be seen every other year. Either scenario will teach us something

important about the population of SMBHBs.

Finally, we emphasize that memory is a generic feature of any system that

emits GWs and that there may be exotic physical processes creating BWMs that

have not been incorporated into our rate estimates. For example, cosmic super-

strings, if they exist, almost certainly produce strong GWs in a highly beamed
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“rocket” (Chernoff 2009), making them potential sources of strong memory.

Cutler et al. (2014) have recently identified PTA searches for memory as a means

by which GW bursts from early-universe phenomena at extremely high red-

shifts might be detected. The possibility of detecting such unexpected objects as

cosmic strings, learning about the population and evolutionary history of SMB-

HBs, and potentially detecting the otherwise undetectable signature of some of

the most energetic phenomena in the universe through searches for memory is

an exciting prospect that is exclusively within the purview of PTAs.
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CHAPTER 4

NANOGRAV CONSTRAINTS ON GRAVITATIONAL WAVE BURSTS

WITH MEMORY

Among efforts to detect gravitational radiation, pulsar timing arrays are

uniquely poised to detect “memory” signatures, permanent perturbations in

spacetime from highly energetic astrophysical events such as mergers of super-

massive black hole binaries. The North American Nanohertz Observatory for

Gravitational Waves (NANOGrav) observes dozens of the most stable millisec-

ond pulsars using the Arecibo and Green Bank radio telescopes in an effort to

study, among other things, gravitational wave memory. We herein present the

results of a search for gravitational wave bursts with memory (BWMs) using

the first five years of NANOGrav observations. We develop original methods

for dramatically speeding up searches for BWM signals. In the directions of the

sky where our sensitivity to BWMs is best, we would detect mergers of bina-

ries with reduced masses of 109 M� out to distances of 30 Mpc; such massive

mergers in the Virgo cluster would be marginally detectable. We find no evi-

dence for BWMs. However, with our non-detection, we set upper limits on the

rate at which BWMs of various amplitudes could have occurred during the time

spanned by our data–e.g., BWMs with amplitudes greater than 10−13 must occur

at a rate less than 1.5 yr−1.

4.1 Introduction

Due to the intrinsically nonlinear nature of Einstein’s equations, all systems

that radiate gravitational waves (GWs) are anticipated to produce “memory”,

Submitted: Arzoumanian, Z., et al. 2014, arXiv:1501.05343.
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non-oscillatory components of the gravitational waveforms (Smarr 1977; Bontz

and Price 1979; Braginskii and Thorne 1987; Christodoulou 1991; Blanchet and

Damour 1992). Supermassive black hole binaries (SMBHBs), during the final

few orbits preceding their merger, are expected to generate GW bursts with

memory (BWMs) with sufficiently large amplitudes to make them potentially

detectable with pulsar timing arrays (PTAs; Favata 2009; Seto 2009; Pshirkov

et al. 2010; van Haasteren and Levin 2010; Cordes and Jenet 2012; Madison et al.

2014). Cutler et al. (2014) recently singled out memory as a key detection target

for PTAs as a probe of exotic and unexpected GW sources like phase transitions

in the early Universe.

To facilitate GW detection, several international consortia are currently using

extremely sensitive radio telescopes paired with pulsar-optimized hardware to

realize the PTA concept (Hellings and Downs 1983; Foster and Backer 1990).

The European Pulsar Timing Array (EPTA; Kramer and Champion 2013), the

North American Nanohertz Observatory for Gravitational Waves (NANOGrav;

McLaughlin 2013), and the Parkes Pulsar Timing Array (PPTA; Hobbs 2013) are

pushing precision pulsar timing to its limits and developing new data analysis

techniques to usher in the era of PTA GW astronomy. By pooling their data and

expertise, these consortia have formed the International Pulsar Timing Array

(IPTA; Manchester and IPTA 2013) which is poised to become the most sensitive

of all PTAs.

In recent years, the various PTAs have begun to place astrophysically mean-

ingful upper limits on continuous GWs from individually resolvable SMBHBs

(Arzoumanian et al. 2014; Zhu et al. 2014) and a stochastic background of GWs

(van Haasteren et al. 2011; Demorest et al. 2013; Shannon et al. 2013). Recently,
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Wang et al. (2015) searched for BWMs in the first approximately six years of

PPTA data; they detected nothing, but determined with 95% confidence that

BWMs with amplitudes greater than 10−13 occur at a rate less than 0.8 yr−1.

In this paper, we search for BWMs in the first approximately five years of

NANOGrav data using new techniques that lead to considerable computational

speedups over the search methods described by Madison et al. (2014) and those

used by Wang et al. (2015). In Section 2, we describe the data used in our BWM

search. In Section 3, we describe the BWM signal model we use for our analysis.

In Section 4, we discuss models of noise and how our sensitivity to BWMs is

influenced by them. In Sections 5 and 6, we describe our search techniques, dif-

ferentiating between searches for so-called pulsar-term and Earth-term events.

In Sections 7 and 8, we present the results of our pulsar-term and Earth-term

searches, respectively. In Section 9, we place upper bounds on BWM rates and

amplitudes. Finally, in Section 10 we summarize our key results and offer con-

cluding remarks.

4.2 Pulsar Timing Data Set

In this section, we discuss several aspects of the data that are relevant to our

analysis. For a more thorough description of the data, see Demorest (2007) and

Demorest et al. (2013).

The five-year data set consists of pulse times-of-arrival (TOAs) collected at

approximately monthly intervals for each of 17 millisecond pulsars (MSPs). All

observations were done with the Arecibo radio telescope and the Green Bank

Telescope (GBT). Of these 17 MSPs, those visible to Arecibo were observed with
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Arecibo; all others were observed with the GBT. One pulsar, J1713+0747, was

observed with both telescopes. All observations were done using one of two

identical backend systems: the Astronomical Signal Processor (ASP) and the

Green Bank Astronomical Signal Processor (GASP). These backends performed

real-time coherent dedispersion over bands up to 64 MHz wide and recorded

the results averaged over channels of width 4 MHz each.

For each observing epoch, several TOAs are reported from various fre-

quency channels of the 64 MHz band. At Arecibo, observations were typ-

ically conducted at two widely-separated frequencies (usually 430 MHz and

1400 MHz) within one day; at the GBT, observations at two frequencies (usually

820 MHz and 1400 MHz) were conducted within several days of each other.

Approximately contemporaneous observations at multiple frequencies allow

epoch-to-epoch timing fluctuations caused by changes in dispersion measure

(DM) to be accounted for in the timing model fit (Lam et al. 2014).

Three of the pulsars comprising the five-year NANOGrav data set,

J1853+1308, J1910+1256, and B1953+29, do not have sufficient dual-frequency

coverage to correct for timing errors from variations in DM over time; we ex-

clude these pulsars from our analysis for this reason. We also exclude the data

set for J1600−3053 from our analysis because it is comparatively very short,

spanning just two years. Searching for BWMs in such short data sets is feasible

in principle, but we exclude it for two reasons. First, the minimum detectable

BWM amplitude in a particular data set scales approximately as T−3/2 where T is

the span of the data set (van Haasteren and Levin 2010), so we do not anticipate

that this data set will greatly improve our sensitivity to BWMs. Second, in such

short data sets, many timing model parameters are highly covariant with each
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other (e.g., spin and astrometric parameters (Madison et al. 2013)) and with any

BWM signal present.

Finally we exclude the data for J1643−1224 from our analysis because we be-

lieve it contains chromatic timing biases from unaccounted-for phenomenology

in the interstellar medium (ISM; see Figure 3.2). The DM of J1643−1224 is ap-

proximately 62 pc cm−3, nearly a factor of two greater than any other pulsar in

our sample. With high DM pulsars, chromatic timing errors that deviate from

the ν−2 scaling expected from cold plasma dispersion alone become more sig-

nificant (Cordes and Shannon 2010). Furthermore, this pulsar is directly behind

a complex region of H-II associated with ζ-Ophiuchi, a massive, runaway O-

type star spinning very near breakup (Gaustad et al. 2001; Villamariz and Her-

rero 2005). This intervening H-II region could conceivably contribute to non-

trivial and currently unaccounted-for chromatic effects on the timing behavior

of J1643−1224. Evolving structures in the H-II region such as bow shocks cre-

ated by the runaway star could add additional complexity to the time-domain

behavior of the chromatic effects.

4.3 Signal Model

For a given pulsar, the timing perturbation from a BWM of amplitude hB is well-

modeled as

∆t(t) = hBB(θ, φ) [(t − t0)Θ(t − t0) − (t − t1)Θ(t − t1)] . (4.1)

The function B(θ, φ) = (1/2)(1 − cos θ) cos (2φ) ranges between −1 and 1 and is

common to all pulsar timing efforts to detect point-like sources of GWs (Es-

tabrook and Wahlquist 1975; Hellings and Downs 1983; Lee et al. 2011). The an-
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gle between the direction the burst propagates and the line of sight from Earth

to the pulsar is θ; φ is the angle between the principal polarization vector of the

wave and the projection of the line of sight from the Earth to the pulsar onto

the plane normal to the wave propagation direction. The BWM encounters the

Earth at a time t0 and is observed from Earth to encounter the pulsar at a time

t1 = t0 + (l/c)(1 + cos θ) where l is the distance from the Earth to the pulsar (van

Haasteren and Levin 2010; Cordes and Jenet 2012; Madison et al. 2014). The

function Θ is the Heaviside step function. The amplitude of a BWM coming

from a SMBHB merger of reduced mass µ with a typical inclination angle of

I = π/3 at a luminosity distance DL from Earth is (Madison et al. 2014)

hB ≈ 1.5 × 10−12
(

µ

109 M�

) (
1 Mpc

DL

)
. (4.2)

The distances to the pulsars in the NANOGrav array are on the order of

kiloparsecs. Our timing baseline is approximately five years. Unless θ differs

from π by less than ∼ 3 degrees for a particular pulsar, we expect that t0 and

t1 will not both fall within our observing window. Since we consider only 12

pulsars in our analysis, less than 1% of the sky is within 3 degrees of one of our

pulsars. Assuming BWMs occur isotropically, there is a less than 1% chance of

both t0 and t1 occurring within our five-year observing span if a BWM occurs

at all. And if a BWM occurred with a small enough angular separation from a

pulsar in our array that we could see the timing perturbation both turn on at t0

and turn off at t1, it would only be observed to turn off in that one pulsar. So, in

each of our pulsar timing data sets, we need only to look for evidence of timing

perturbations of the form

∆t(t) = hp(t − tB)Θ(t − tB), (4.3)

where hp = ±hBB(θ, φ), what we will call the projected burst amplitude, and
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tB is either t0 or t1, what we will call the burst epoch. Bursts arriving at the

Earth will simultaneously begin to influence the timing behavior of all pulsars

in our sample; we will refer to these as Earth-term bursts. Bursts arriving at an

individual pulsar will only influence the timing behavior of that pulsar; we will

refer to these as pulsar-term bursts.

4.4 Noise Model

Consider TOAs measured using pulse profiles obtained by synchronously aver-

aging N pulses for each of several radio-frequency channels. The pulse profiles

are functions of pulse phase, ϕ, channel frequency, ν, and observing epoch, τ. A

TOA from a particular frequency channel and observing epoch can be written

as

tν,τ = t∞,τ + tDMν,τ
+ tCν,τ

+ εS/Nν,τ
+ εJν,τ + εDISSν,τ ,

(4.4)

where t∞,τ is the TOA at infinite frequency, tDM is the dispersive delay from prop-

agation through ionized interstellar plasma, tC is an additional, non-dispersive

chromatic perturbation, such as intrinsic profile evolution with frequency, pulse

broadening from multipath propagation, and interstellar refraction (Cordes and

Shannon 2010). If unaccounted for, tDM and tC can lead to systematic errors in

TOA estimates. With multi-frequency observations at each observing epoch, ef-

fects from tDM are mitigated in the NANOGrav data set. Potential effects from tC

are combatted by fitting for constant inter-channel offsets unique to each pulsar.

Unlike tDM and tC, the ‘ε’ terms in Equation 4.4 are random errors from a variety

of noise sources.
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The term εS/Nν,τ
is uncorrelated between frequency channels and between ob-

serving epochs, i.e.

〈εS/Nν,τ
εS/Nν′ ,τ′

〉 = σ2
S/N(N)δνν′δττ′ , (4.5)

where σS/N ∝ (S/N)−1 ∝ N−1/2. The quantity σS/N is the TOA uncertainty from

radiometer noise assuming that the radiometer noise adds to a fixed pulse shape

under the assumptions of matched filtering against a very high S/N template

pulse profile.

The second random contribution to tν,τ, εJν,τ , is from phase jitter in single

pulses. Jitter is highly correlated between frequency channels, but is known

to decorrelate over widely-separated frequencies; the probability distribution

function of the phase of single-pulse centroids evolves with frequencies similar

to pulse profiles (Shannon et al. 2014). Jitter noise can be modeled as

〈εJν,τεJν′ ,τ′ 〉 = σ2
J(N)δττ′ρJν,ν′ ≈ σ

2
J(N)δττ′ , (4.6)

where σJ ∝ N
−1/2. The quantity ρJν,ν′ is approximately unity unless ν and ν′ are

very widely separated.

Usually, σJ . σS/N. Jitter noise begins to dominate radiometer noise only

when the S/N of single pulses begins to exceed unity. For our data, collected

with ASP and GASP, jitter noise should be significantly subdominant to ra-

diometer noise for all pulsars. Both radiometer and jitter noise are significantly

larger than contributions from εDISSν,τ , a random error associated with diffractive

interstellar scintillation (DISS; Cordes 1990; Cordes and Shannon 2010). In a

detailed study of J1713+0747, Shannon and Cordes (2012) found that for single

pulses, σJ ≈ 27 ± 1 µs, while timing errors from DISS were only a few nanosec-

onds. A recent 24-hour study of J1713+0747 (Dolch et al. 2014) confirmed the
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jitter measurement of Shannon and Cordes (2012). Errors from DISS can be sub-

stantially more important in the timing of high DM pulsars like B1937+21. We

expect DISS to be a subdominant component of our timing error budget for the

MSPs we include in our sample, so we ignore it in our analysis. In summary, the

noise covariance matrix for a pulsar in our array, with these anticipated sources

of noise, can be approximated as

Cνν′,ττ′ = 〈εν,τεν′,τ′〉 ≈ δττ′
[
δνν′σ

2
S/N(N) + σ2

J(N)
]
,

(4.7)

where εν,τ is the sum of all noise influencing the TOA from observing epoch τ

and frequency channel ν.

4.4.1 Empirical Noise Models

In a previous analysis of the first five years of NANOGrav data, Arzoumanian

et al. (2014) searched for continuous GWs using a different noise model:

Cνν′,ττ′ = δττ′
[
δνν′(Q2 + E2σ2

S/N(N)) +J2
]

+ Cred(A, γ). (4.8)

The terms Q and E are commonly referred to as EQUAD (a source of Gaussian

white noise with time units added in quadrature to radiometer noise) and EFAC

(A dimensionless constant multiplier on the anticipated amount of radiometer

noise), respectively. The termJ mimics the correlations induced between TOAs

from different frequency channels of the same observing epoch by jitter, but

qualitatively differs from jitter in that its value does not change to reflect the

number of pulses, N , averaged together to yield a TOA. Most observations in

the five-year NANOGrav data set we considered had similar integration times,

113



so N does not fluctuate substantially between epochs and J is thus very much

like a jitter-induced correlation. Different values of Q, E, and J were used for

each widely separated observing frequency of each pulsar.

The Arzoumanian et al. (2014) noise model also included red noise with a

power-law power spectrum P( f ) = A[ f /(1 yr−1)]γ. This component of the noise

model is not to be thought of as part of the TOA error budget; TOAs measured

with extreme accuracy may still differ from the expectations of a timing model

because of spin noise intrinsic to a pulsar, which is well modeled as a stochastic

process with a power-law spectrum (Shannon and Cordes 2010). In the Ar-

zoumanian et al. (2014) analysis, under the assumption that no GW signal was

present in the data set, the noise model parameters Ξ = [A, γ, E,Q,J] were de-

termined by finding the maximum of the likelihood function

L(R|δp,Ξ) =
exp

[
−1

2 (R −Mδp)T C−1(R −Mδp)
]

√
(2π)NTOA det C

,

(4.9)

where R are the timing residuals from an initial timing model, δp are deviations

of the timing model parameters from the initial timing model, M is the timing

model design matrix, and NTOA is the total number of TOAs in the data set.

We applied the noise model assessment done by Arzoumanian et al. (2014)

to two simulations of the five-year NANOGrav data set for PSR J1909−3744,

one that contained only simulated radiometer noise and one that contained ra-

diometer noise and a bright BWM occurring at the midpoint of the data set.

The resulting best-fit noise models were identical except for in the red noise

parameters A and γ. The BWM signal is heavily covariant with the red noise

component of the noise model, resulting in a large value for A and a poorly

constrained value of γ.
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An independent analysis of the five-year NANOGrav data set by Perrodin

et al. (2013) found that except for J1643−1224 and J1910+1256, pulsars we al-

ready excluded from our analysis, all pulsars were consistent with white noise

alone. Because the demonstrated covariance between red noise and BWM sig-

natures would complicate detection of a BWM (Cordes and Jenet 2012) and be-

cause of the lack of strong evidence for red noise, we have opted to consider the

Arzoumanian et al. (2014) fixed noise models without the red noise component.

4.4.2 Comparing Noise Models

In Figure 4.1, we show how the uncertainty on the projected BWM amplitude,

σh,p, varies in the NANOGrav five-year data set for PSR J1713+0747 over several

trial burst epochs under three different noise models. The quantity σh,p is a

direct measure of how sensitive a particular data set is to BWMs and it is directly

influenced by the noise model; it is discussed by, e.g., van Haasteren and Levin

(2010) and Madison et al. (2014).

The bottom curve of Figure 4.1 is based on a noise model that only includes

radiometer noise. The middle curve uses the noise model described by Equa-

tion 4.7 with the jitter measurement from Shannon and Cordes (2012). The top

curve is based on the noise model used by Arzoumanian et al. (2014) and de-

scribed in Equation 4.8 (without the red noise component). The discrepancy be-

tween the physically motivated noise model of Equation 4.7 and the empirical

noise model of Equation 4.8 is not currently well understood. Detailed studies

like Dolch et al. (2014) are being carried out to better understand the noise bud-

get of pulsar timing experiments and any systematic effects that influence the

115



Figure 4.1 Uncertainty on the projected amplitude of a BWM at various
trial burst epochs with the NANOGrav five-year data set for
PSR J1713+0747 using three different noise models. The lowest
curve assumes that only radiometer noise is present in the data
and is identical to the results of Madison et al. (2014). The mid-
dle curve assumes that only radiometer noise and jitter noise
are present in the data (as in Equation 4.7); the scale of the jit-
ter contribution is consistent with Shannon and Cordes (2012).
The most conservative curve is based on the fixed noise model
used in Arzoumanian et al. (2014) (as in Equation 4.8) sans a
red noise component.
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timing procedure, but bridging the gap between the top and middle curves of

Figure 4.1 is an ongoing area of research. The Arzoumanian et al. (2014) noise

model is the most conservative of the three we consider so we will use it for the

remainder of our analysis.

4.4.3 Epoch Averaging

In Figure 4.2, we depict the epoch-averaged timing residuals from the 12 pul-

sars in our sample (and the excluded pulsar J1643−1224). Residuals are obtained

individually for multiple frequency channels for each integration lasting 15 to

45 minutes. The residuals from that integration are combined to form a sin-

gle epoch-averaged residual. The noise model is central to this procedure. We

define an operator,

A =
(
UT C−1U

)−1
UT C−1, (4.10)

which maps the raw residuals, R, to epoch-averaged residuals, RE = AR. The

matrix U is the “exploder” matrix discussed in Arzoumanian et al. (2014) that

maps epochs to the full set of TOAs. The uncertainties on the epoch-averaged

residuals are the square roots of the diagonal entries of the matrix

CE = 〈RERT
E〉 =

(
UT C−1U

)−1
. (4.11)

4.5 Searches for BWMs in the Pulsar Term

Information in the pulsar terms of the 12 pulsars in our sample comes from

causally distinct regions of spacetime (Cordes and Jenet 2012). A BWM is 12
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Figure 4.2 Epoch-averaged timing residuals for the 12 pulsars used in
our analysis (and the excluded pulsar J1643−1224). The vari-
ous colors indicate different observing frequencies: 327 MHz
is green, 430 MHz is blue, 820 MHz is red, 1400 MHz is black,
and 2300 MHz is cyan. We show the residuals for J1643−1224
to illustrate the apparent chromatic issues with the data. The
residuals from 820 MHz and 1400 MHz are consistently anti-
correlated and are often extreme outliers.
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times more likely to encounter a single pulsar in our array than it is to encounter

the Earth. However, it is not true that BWMs encountering individual pulsars

in the array are 12 times more likely to be confidently detected. Different pul-

sars are timed with varying degrees of precision and with differing observing

cadence making them unequally sensitive in searches for BWMs. A particular

BWM may be polarized in such a way or from such a part of the sky that the

projection factor, B(θ, φ), makes its influence on the timing behavior of a par-

ticular pulsar vanishingly small. Furthermore, non-BWM phenomena such as

intrinsic pulsar spin noise (Shannon and Cordes 2010) and microglitches (Cog-

nard and Backer 2004) can be confused as BWMs. Without the signal appearing

concurrently in multiple pulsars as in an Earth-term BWM, it is difficult to rule

out pulsar-specific phenomena. Nonetheless, we carry out a search for BWMs

in each of our individual pulsars as non-detections in many pulsars allow us to

place constraints on otherwise inaccessible regions of BWM parameter space.

Madison et al. (2014) describe techniques for searching for BWMs in indi-

vidual pulsar timing data sets and for assessing the minimal projected ampli-

tude detectable at a particular epoch. The timing perturbation from a BWM is

deterministic and can be included as part of the timing model. The projected

amplitude enters the timing model as a linear parameter and can be fit for us-

ing least-squares methods (Gregory 2010), yielding an estimate for the projected

amplitude, ĥp, and its uncertainty, σh,p. We deal with the nonlinear parameter

tB by searching over a grid of trial burst epochs. For all of our timing model

fits and calculation of timing residuals, we use the software package TEMPO2

(Edwards et al. 2006).

The modification to the timing solution caused by including a burst of pro-
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jected amplitude hp at time tB can be assessed by computing the likelihood ratio

for a model with and without a burst:

Γ(hp, tB) = exp
(
−

1
2

[
χ2(hp, tB) − χ2(0, tB)

])
. (4.12)

In this expression,

χ2(hp, tB) = RT (hp, tB)C−1R(hp, tB), (4.13)

where R(hp, tB) are the timing residuals when a burst of projected amplitude hp

at time tB is included as part of the timing model. The least-squares estimator

for the projected burst amplitude at a trial burst epoch tB, ĥp(tB), maximizes Γ at

that trial burst epoch; call this value Γ̂(tB). For a fixed trial burst epoch, if the

data are consistent with the noise model, D̂ ≡ 2 ln Γ̂, the reduction in the χ2 of

the residuals caused by introducing a projected burst amplitude to the timing

model fit, will be a random variable following a χ2 distribution with one degree

of freedom:

f1(D̂) = (2πD̂)−1/2 exp (−D̂/2). (4.14)

Since the burst amplitude is a linear parameter in the timing model, we expect

the χ2 value of the residuals to respond quadratically to the burst amplitude, i.e.

χ2(0, tB) = χ2
(
ĥp(tB), tB

)
+

[
ĥp(tB)/σh,p(tB)

]2
,

(4.15)

or D̂(tB) = [ĥp(tB)/σh,p(tB)]2. The σh,p values are the least-squares 1-σ amplitude

uncertainties on ĥp, e.g. the quantities plotted in Figure 4.1.

If we compute D̂ for two trial epochs that are very close together, the re-

sults will be correlated. Because of these correlations, when computing D̂ along
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a densely sampled grid of Nt trial burst epochs, the number of effectively in-

dependent trial burst epochs tested is NI < Nt. The probability distribution

function for the maximum value of D̂ along the grid, D̂max, is

fNI (D̂max) = NI f1(D̂max)F1(D̂max)(NI−1), (4.16)

where F1 is the cumulative distribution of f1,

F1(D̂) = erf
(√

D̂/2
)
. (4.17)

The cumulative distribution for D̂max associated with fNI is then simply

FNI (D̂max) = erfNI

(√
D̂max/2

)
. (4.18)

The anticipated false alarm probability for noise alone to exceed a threshold

value of D̂max, D̂thresh, is just

FNI (D̂thresh) = 1 − FNI (D̂thresh). (4.19)

For a fixed allowable false alarm probability, D̂thresh grows logarithmically with

NI if NI � 1.

To estimate NI , for each pulsar, we generated 1000 simulated sets of TOAs

that matched the real data set in number of TOAs, observing schedule, and tim-

ing model, but yielded timing residuals consistent with our noise models. We

then fit for ĥp(tB) along an equispaced grid of twenty trial burst epochs between

MJD 53500 and 54900 and computed D̂(tB) to get D̂max.

In Figure 4.3, we show the cumulative distribution of the 1000 D̂max values

from our simulations for three pulsars: J0030+0451 and J2145−0750, observed

by Arecibo and the GBT, respectively, with rms timing residuals of ∼ 100 ns,

and J1713+0747, observed by both Arecibo and the GBT with an rms timing
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Figure 4.3 Cumulative distributions of D̂max values from 1000 simulations
of noise-like timing residuals for three of the pulsars in our
sample. Overlaid are the anticipated cumulative distributions
if NI , the effective number of trial burst epochs tested, is one,
five, or twenty. For all pulsars in our sample, the analytically
anticipated cumulative distribution best fits the results of our
simulations with NI between 4 and 5.

residual of ∼ 30 ns. We also plot the theoretically anticipated curves for NI equal

to one, five, and twenty. In fitting the anticipated cumulative distributions of

D̂max with NI as a free parameter to the results of our simulations, we find that

for all pulsars, NI is between four and five. As NI increases, large values of D̂max

occur more frequently in the presence of pure noise. We take the conservative

approach and assume that there are five independent trial burst epochs to test.

With NI fixed at five, inverting Equation 4.19 allows us to compute D̂thresh for

any desired allowable false alarm probability; false alarm probabilities of ap-

proximately five and one percent are expected for D̂thresh equal to 6.60 and 9.54,

respectively.
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4.6 Searches for BWMs in the Earth Term

Searches for BWMs in the Earth term have several advantages over searches

in pulsar terms. The timing perturbation from a BWM will turn on simultane-

ously for all pulsars in the PTA if it occurs in the Earth term, providing a pow-

erful means by which pulsar-specific phenomena (e.g. glitches) can be ruled

out. Variations in the projected BWM amplitude from pulsar to pulsar provide

information about the location of the GW source and its polarization. As such,

for a trial BWM source location, polarization, and epoch, the residuals of all

pulsars in the PTA can be combined into a coherent global fit for the true burst

amplitude, hB. Such global fits, described in Madison et al. (2014), have better

amplitude sensitivity than what is attainable with any one timing data set and

can be carried out with a similar least-squares apparatus as is used in pulsar

term searches.

Global least-squares fitting techniques were recently used by the PPTA to

search for BWMs (Wang et al. 2015). The PPTA data set those authors ana-

lyzed contained many fewer TOAs than the NANOGrav data set we are con-

sidering here owing to NANOGrav’s practice of reporting many TOAs from

a single observing epoch but from different frequency channels. With these

multifrequency TOAs, NANOGrav includes as part of its timing models nu-

merous chromatic parameters to account for profile evolution across our wide-

bandwidth receivers and time-variable DM, so, we fit for many more timing

model parameters than the PPTA.

Suppose N is the number of timing model parameters being fit for each

of M pulsars in a PTA (in reality, N varies from pulsar to pulsar). Then car-
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rying out a global fit for the amplitude of a BWM requires the inversion of

an (NM + 1) × (NM + 1) matrix, a procedure that requires computation time

∝ (NM + 1)3. This global fit has to be done over NΩNψNt trials in the four-

dimensional phase space of sky position, burst epoch, and burst polarization

(NΩ, Nψ, and Nt are, respectively, the number of sky positions, polarization an-

gles, and burst epochs tested). Methods requiring these global fits are thus com-

putationally onerous for NANOGrav because of the large number of timing

model parameters we fit for. More importantly, the total number of suitably

stable MSPs being timed by NANOGrav is growing with time as projects like

the Arecibo PALFA survey (e.g.,Cordes et al. (2006); Swiggum et al. (2014)), the

Arecibo All-sky 327-MHz Drift Pulsar Survey (e.g.,Deneva et al. (2013)), and the

GBT Northern Celestial Cap Pulsar Survey (e.g.,Stovall et al. (2014)) continue to

find more pulsars. A search procedure based on global fits will not scale well to

future PTA endeavors. We use a different technique that avoids having to carry

out any global fits and is computationally much more efficient.

4.6.1 Accelerated Earth-term Searches

Over a five-dimensional grid of trial burst sky positions, Ωi j, polarizations, ψk,

epochs, tB,l, and amplitudes, hB,m, we search for the maximum in the global like-

lihood ratio surface,

ΓG(Ωi j, ψk, tB,l, hB,m) =

M∏
K=1

ΓK[BK(Ωi j, ψk)hB,m, tB,l], (4.20)

where BK is the projection factor, B(θ, φ), for the Kth pulsar. The angles θ and φ

depend on the location of the Kth pulsar and the trial burst location, Ωi j. The

trial burst polarization angle, ψk, influences φ. The total number of trials in
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this five-dimensional search is NΩNψNtNh, where Nh is the number of trial burst

amplitudes tested.

Ostensibly, the procedure appears to require that for each grid point in the

five-dimensional space and for each pulsar in our sample, we incorporate the

signature of a BWM of projected amplitude BK(Ωi j, ψk)hB,m occurring at time tB,l

into the timing model of the Kth pulsar, refit the timing model, and compute

ΓK . This would take computation time ∝ NΩNψNtNhMN3, a speed up over the

global fitting scheme so long as Nh < (NM + 1)3/MN3. The average N for our

sample of M = 12 pulsars is approximately 90, meaning Nh needs to be less than

approximately 140 for this technique to be faster.

However, there is a greater speed-up to be had. Variations in Ωi j, ψk, and hB,m

only alter the projected BWM amplitude along different pulsar lines of sight.

We can precompute the two-dimensional (projected burst amplitude and burst

epoch) likelihood ratio surface for each pulsar in our sample, a procedure re-

quiring computation time ∝ NpNtMN3, where Np is the number of trial projected

burst amplitudes considered. We then construct the full five-dimensional likeli-

hood ratio surface from Equation 4.20 by figuring out what the projected burst

amplitude in the Kth pulsar would be for a particular choice of Ωi j, ψk, and hB,m,

looking to the precomputed two-dimensional likelihood ratio surface for the

Kth pulsar, and interpolating between the nearest projected burst amplitudes

tested and the projected amplitude of interest from the five-dimensional search;

this step requires no additional timing model fits (the computationally costly

step), is very fast, and is essentially an exercise in efficiently searching lookup

tables.

Using precomputed two-dimensional likelihood ratio surfaces for a global
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Earth-term BWM search as we have just described will lead to a speed up over

the global fitting scheme if Np < NΩNψ(NM + 1)3/MN3. For our search, we have

tested Nt = 40 trial burst epochs evenly spaced between MJDs 53541 and 54995,

Nψ = 17 trial burst polarization angles evenly spaced between 0 and π, and

NΩ = 1598 trial burst sky positions isotropically distributed on the sky. As a brief

but important aside, we have chosen to search within the particular window of

dates just mentioned because for each pulsar in our sample, there is at least one

collection of multifrequency observations before and after this window, with

the limiting pulsar on the early side being J0613−0200 and J2145−0750 on the

late side. With the grid parameters we have chosen, so long as Np is less than

approximately 4×106, using precomputed two-dimensional likelihood ratio sur-

faces will be faster than global fitting schemes. In practice, we have set Np = 300,

testing 150 trial projected amplitudes logarithmically spaced between 5 × 10−17

and 10−12 and their negatives. Utilizing the precomputed two-dimensional like-

lihood ratio surfaces is thus faster than using global fitting by a factor of over

thirteen thousand and is the only reason why searching such a densely sampled

grid is feasible.

Once the global, five-dimensional likelihood ratio surface is computed, for

fixed Ωi j, ψk, and tB,l, we isolate the value of hB,m that maximizes ΓG; we call

it h̃B. This four-dimensional surface, which we will call Γ̃G, is approximately

equal to Γ̂G, what we would get if we had carried out the computationally costly

global fits we have taken great care to avoid, differing from Γ̂G only because

of the finite resolution of our trial burst amplitude grid. We can then, as in

the pulsar-term case, consider the false alarm statistics of the quantity D̃G =

2 ln Γ̃G. For any fixed grid point in our four-dimensional parameter space, if

the data are consistent with our noise models, D̃G will again follow χ2 statistics
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with one degree of freedom. With noise-like data, If we consider the probability

distribution of D̃G,max, the maximum value of D̃G over the whole grid, it will also

follow Equation 4.16, but with a larger number of effective independent trials

sampled than in the pulsar-term case owing to a search not just over time, but

also over polarization angle and sky position. We will call the effective number

of independent trials in the global search NG. We will discuss NG in more detail

in Section 8.

4.6.2 Assessing BWM Amplitude Uncertainty

A similar relationship exists between D̃G, h̃B, and σh as exists between D̂, ĥp and

σh,p like we discussed in Section 5, i.e. D̂ = (ĥp/σh,p)2. Since ΓG is just the product

of all the pulsar-specific likelihood ratio surfaces (with appropriate projection

factors, as in Equation 4.20),

D̃G =

M∑
K=1

DK(BK h̃B) = h̃2
B

M∑
K=1

(BK/σh,p,K)2. (4.21)

So, we have

D̃G = (h̃B/σh)2, (4.22)

where

σh =

 M∑
K=1

(BK/σh,p,K)2

−1/2

. (4.23)

Equation 4.23 is equivalent to Equation 32 from van Haasteren and Levin (2010).

While those authors analyzed idealized pulsar timing data sets with equispaced

observing epochs, uniform TOA uncertainties, and very simple timing models,

their result holds more generally and applies here.
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4.6.3 Cross-checks with Bayesian Methods

As an independent check, we also carry out the Bayesian method of van

Haasteren and Levin (2010), implemented in the software package Piccard,

developed independently of the Madison et al. (2014) method. In brief, this

Bayesian method takes the likelihood of Equation 4.9 as a function of the

noise parameters Ξ, the timing model parameters δp, and the BWM parame-

ters (Ωi j, ψk, tB,l, hB,m). Similar to what we do for our frequentist search, we keep

the noise parameters fixed to the values obtained in Arzoumanian et al. (2014).

Our prior distributions are flat in all stated BWM parameters, where we note

that the prior in Ωi j is taken flat over the sphere. We have been able to con-

firm that the results we list in this paper are identical for the frequentist- and

Bayesian methods.

4.7 Pulsar Term Results

For all twelve of the pulsar data sets we analyze, our search for pulsar-term

BWMs occurring between MJDs 53541 and 54994 yields results that are entirely

consistent with our noise models. In Table 1, we summarize the key results in

our search for pulsar-term BWMs. For each pulsar in our sample, we list the

pulsar name, the most significant value of ĥp (according to the D̂ number) along

with its 1-σ uncertainty, the trial burst epoch at which this most significant am-

plitude was found, the D̂max value for that pulsar, and the logarithm of the false

alarm probability anticipated from noise alone for that value of D̂max assuming

NI = 5. The most significant event we find is in the data for J1918−0642; it is

https://github.com/vhaasteren/piccard
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consistent with approximately seven percent of noise realizations.

The epochs at which the most significant projected BWM amplitudes occur

are distributed nearly uniformly throughout the range of trial epochs we tested

with repeat values occurring only at the very first and last epochs tested. Clus-

tering at the edges of the window of tested epochs is not surprising. If there are

few timing residuals outside of the window of tested trial burst epochs, when

testing the first or last trial epoch, the pre- or post-burst timing model is con-

strained by a small number of data points. If the residuals at the edge of the

data set are slight outliers, allowing for an instantaneous change in the spin pe-

riod of the pulsar near the beginning or end of the data set can bring them more

in line with zero and lead to a modest reduction of the χ2 value of the residuals.

The individual data set in our sample that most tightly constrains BWMs is

for J1713+0747. This is in line with the expectations of Madison et al. (2014).

In Figure 4.4, we show the detailed BWM search results for J1713+0747. The

bottom panel is simply the epoch-averaged residuals as in Figure 4.2; we plot

them again here to explicitly show how the interval of trial burst epochs tested

overlaps with the TOA coverage. The second panel from the bottom shows

ĥp ± σh,p at the 40 trial burst epochs we tested. The best-fit projected amplitude

is completely consistent with zero at each trial burst epoch considered. Further

echoing this, in the third panel from the bottom, we show the value of D̂ as it

varies with trial burst epoch. Never does D̂ approach the values necessary to

be inconsistent with noise at the five- or one-percent level. In the remaining

panels of Figure 4.4, we show a heat map of the two-dimensional likelihood

ratio surface, as in Equation 4.12, that we use in our Earth-term search.
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Table 4.1. Description of most significant BWM-like signal detected in the
pulsar term of each of 12 NANOGrav data sets. From left to
right, the columns are the name of the pulsar, the most signif-
icant projected BWM amplitude calculated from least-squares
fitting, the trial burst epoch at which the most significant am-
plitude was found, the corresponding D̂max value, and the log-
arithm of the anticipated false alarm probability for that value
of D̂max assuming NI , the number of effectively independent trial
burst epochs tested, is five.

PSR ĥmax
p /10−13 tmax

B,i D̂max log10 (F5)

(MJD)

J0030+0451 -0.87±0.771 54100 1.2 −0.11

J0613−0200 0.68 ± 0.509 54584 1.8 −0.20

J1012+5307 1.47 ±0.796 54062 3.4 −0.54

J1455−3330 -2.57 ±3.350 54211 0.5 −0.02

J1640+2224 -2.65 ±1.458 53801 3.3 −0.52

J1713+0747 0.08 ±0.07 54808 1.4 −0.13

J1744−1134 -2.06 ±1.19 53541 2.9 −0.45

B1855+09 1.00 ±0.73 53578 1.8 −0.21

J1909−3744 -1.29 ±0.74 54994 3.0 −0.45

J1918−0642 -8.29 ±3.39 54994 5.9 −1.15

J2145−0750 26.60±11.51 54994 5.3 −0.99

J2317+1439 -2.40±1.20 53541 3.9 −0.67
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4.8 Earth Term Results

In Figure 4.5, we show a two-dimensional slice of our Earth-term search results.

For fixed trial burst polarization angle and epoch, we depict the quantity D̃1/2
G as

it varies with trial burst source location. The quantity D̃1/2
G is the best-fit BWM

amplitude, h̃B, in units of the uncertainty on the amplitude, σh (see Equation

4.22). The slice we show contains the smallest value of σh found in our entire

search, i.e. the point in our parameter space where we are most sensitive to

a BWM; its location on the sky is indicated by the black circle very near the

location of J1713+0747.

The single largest value of D̃G we find is D̃G,max = 6.03, which corresponds

to h̃G = 2.46σh. We mentioned at the end of Section 6.1 that the effective num-

ber of trials tested in an Earth-term BWM search, NG, will be larger than NI = 5

because of the search over not just many trial burst epochs, but also over many

trial burst source locations and polarizations, implying that for a fixed allow-

able false-alarm probability we will have to raise the threshold we impose on

D̃G above the threshold used on the detection statistic in a pulsar-term search.

However, D̃G,max is small enough that even if NG were only five, this result would

be entirely consistent with more than 95% of realizations of our noise.

In the BWM analysis carried out by Wang et al. (2015), when faced with

marginally high values of their test statistic, they conducted an extensive suite

of simulations to assess NG, comparable to what we have done to assess NI (and

depicted in Figure 4.3), and were able to justifiably raise the detection threshold

on their test statistic and rule out a detection. We find no comparably large

values of D̃G that exceed our detection threshold even if we underestimate NG
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Figure 4.4 Results of a search for a BWM in the NANOGrav five-year data
set for PSR J1713+0747, the single most sensitive data set in our
sample for such searches. The bottom panel shows the epoch-
averaged timing residuals for J1713+0747 as they are in Figure
4.2. The second panel from the bottom shows ĥp±σh,p for the 40
trial burst epochs we tested. The third panel from the bottom
shows the detection statistic D̂ vary over the span of trial burst
epochs tested. The remaining panels show a heat map of the
two-dimensional likelihood ratio surface, as in Equation 4.12,
that we use for our Earth-term analysis.
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Figure 4.5 A time and polarization slice of our Earth-term search. The
plotted quantity, D̃1/2

G , is equivalent to the best-fit BWM ampli-
tude, h̃B, in units of the 1-σ uncertainty on the amplitude, σh.
At the location indicated by the black circle, σh = 6.07 × 10−15,
the smallest value of σh in our entire search. In our whole
search, the maximum value of D̃1/2

G we find is approximately
2.46, entirely consistent with our noise models at the 95% level
even if NG is no greater than 5 as we used in our pulsar-term
searches. The diamonds indicate the positions of the 12 pulsars
in our analysis. The largest diamond represents J1713+0747.

as five.

We do still want an estimate of NG as it will allow us to apply upper limits to

the population of BWMs given our non-detection. Cornish and van Haasteren

(2014) recently demonstrated that the response of a PTA to GWs of any wave-

form can be decomposed into a linear combination of a finite number of modes,

or sky maps. The number of modes required is equal to twice the number of

pulsars in the array (the factor of two accounts for the two possible polarization
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Figure 4.6 The maximum luminosity distance of a SMBHB merger caus-
ing a BWM detectable with 95% confidence given our sensitiv-
ity averaged over burst epoch and polarization angle. We have
assumed the binary had a typical inclination angle of π/3 and
a reduced mass of 109 M�; the plotted distances scale linearly
with this fiducial reduced mass. The diamonds indicate the po-
sitions of the 12 pulsars in our analysis. The largest diamond
represents J1713+0747. The green triangle represents the posi-
tion of the center of the Virgo Cluster. Just 16.5 Mpc from Earth,
the Virgo Cluster is near the edge of the volume in which we
can detect BWMs with these properties.

modes of GWs). We will use their result to estimate that the number of statis-

tically independent samples in our Earth-term search over source-position and

polarization space is 24, twice the number of pulsars used in our analysis. Given

five independent samples in time, we will thus adopt NG = 120.

Adopting NG = 120 is a conservative estimate as our sensitivity to BWMs is

so strongly dominated by a single pulsar, so the effective number of pulsars in
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our array is fewer than 12. As mentioned following Equation 4.19, for a fixed

allowable false alarm probability, if NG � 1, D̃G,thresh will only diverge logarith-

mically with NG, so overestimates of NG are not exceedingly deleterious for the

purpose of setting upper limits. With NG = 120, setting D̃G,thresh = 12.4 will assure

a false alarm probability of less than five percent. This is equivalent to requiring

that h̃B be greater than 3.52σh in order for it to be inconsistent with 95% of real-

izations of noise. Again, in our Earth-term search, we find no signal that meets

or exceeds this level of significance.

In Figure 4.6, we have averaged σh over trial burst polarization angles

and epochs and shown the maximum luminosity distance at which a SMBHB

merger with an inclination angle of π/3 and µ = 109 M� (consistent with Equa-

tion 4.2) would be detectable with our data set with 95% confidence, or where

h̃B = 3.52〈σh〉ψ,t. Our sensitivity is worst near the position of PSR J0613−0200.

This has little to do with J0613−0200, but is instead because these sky positions

are antipodal to our greatest concentration of pulsars, especially our most sen-

sitive pulsar, J1713+0747. The green triangle in Figure 4.6 indicates the position

of the Virgo Cluster. Just 16.5 Mpc from Earth, the Virgo Cluster falls very near

the edge of the volume over which we are sensitive to BWMs from µ = 109 M�,

I = π/3 binary mergers.

4.9 BWM Rate-Amplitude Constraints

To synthesize the results from both our Earth- and pulsar-term analyses, we

derive constraints on Λ(> hB), the annual rate of BWMs from any part of the

sky with any polarization having amplitudes greater than hB, assuming they
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occur as a Poisson process. This quantity is readily relatable to astrophysical

models of processes producing BWMs, i.e. Equation 15 of Cordes and Jenet

(2012), Equation 21 of Madison et al. (2014), or Equation 17 of Wang et al. (2015).

Towards this end, define the quantities,

τE(hB, n) =
∆t∆Ω∆ψ

4π2

Nt∑
i

NΩ∑
j

Nψ∑
k

Θ(hB − nσh,i jk),

(4.24)

and

τP(hB, n) =
∆t
4π2

M∑
K

Nt∑
i

∫
Θ

(
hB −

nσh,p,K

B(θ, φ)

)
dψdΩ,

(4.25)

where ∆t, ∆Ω, and ∆ψ describe the grid spacing in the Earth-term search. The

quantities τE and τP are the total time that the PTA had n-σ sensitivity to a

BWM of amplitude at least hB in the Earth-term and pulsar-term, respectively,

weighted by the fraction of the total source-location and polarization angle

space that the sensitivity was had. Our definitions for τE and τP differ from

nearly identical definitions in Madison et al. (2014) by an overall factor of two.

In that work, it was mistakenly assumed that only BWM polarization angles be-

tween 0 and π/2 must be considered. We correctly carry out a search that tests

polarization angles between 0 and π.

With the definitions for τE and τP in place, we can derive constraints on Λ(>

hB) from our Earth-term and pulsar-term analyses:

Λ(> hB) < −
ln (1 − Q)

τi
, (4.26)

where Q is the probability that at least one BWM occurring at rate Λ(> hB) will

encounter the PTA during the time τi and i is a placeholder for either E or P.
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Figure 4.7 95% confidence Earth-term upper bound on the rate, Λ(> hB),
of BWMs occurring with amplitudes at or above amplitudes
hB. The two curves come from our Earth-term and pulsar-term
analyses. The pulsar-term probes lower-rate events at high am-
plitudes because individual pulsar terms contain causally inde-
pendent information. The near total convergence of the Earth-
and pulsar-term curves at low BWM amplitudes demonstrates
that a single pulsar, J1713+0747, is dominating our sensitivity.

In Figure 4.7, we show our constraints on Λ(> hB) from our Earth- and

pulsar-term analyses. We have set Q = 0.95. We have set n = 3.52 for both

our Earth- and pulsar-term constraints. This number comes from requiring a

false alarm probability of less than five-percent in an Earth-term search with

NG = 120. Our estimate of NG is likely significantly larger than it needs to be.

A detailed suite of simulations could give us a more realistic assessment of NG

which would lead to more constraining upper limits, but for a fixed allowable

false alarm probability, the amplitude a BWM must exceed to be inconsistent

with the noise scales as the square root of the natural logarithm of NG, so the

improvement to the upper limit from this analysis would be very slight.
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Since there are fewer effectively independent trials in a pulsar-term search,

we should use a lower value of n for a 95% confidence upper limit. But, by

treating the Earth- and pulsar-terms comparably, we are able to highlight an

important fact about our data set. The near-total convergence of our Earth-

and pulsar-term constraints for low values of hB indicates that our upper limits

are almost entirely dominated by a single pulsar data set: J1713+0747. This

was anticipated by Madison et al. (2014) and holds true even with the more

sophisticated noise modeling we have employed in this analysis.

4.10 Conclusion

In this paper, we have conducted a search for BWMs in the first five years of

NANOGrav data. We did not detect any BWMs. Based on our current under-

standing of SMBHBs, the most conventional anticipated source of bright BWMs,

it is unsurprising that we did not. Wang et al. (2015) predict that BWMs from

SMBHB mergers exceeding amplitudes of 10−14 occur at a rate of just a few every

105 yr. However, Cordes and Jenet (2012) conclude that because of large uncer-

tainties in things such as the inspiral rate of SMBHBs, the actual rate of BWMs is

essentially unconstrained. Also, we stress that memory is a very general feature

of bright GW events and large-amplitude BWMs may be produced by wholly

unexpected phenomena occurring at unconstrained rates; ongoing searches for

BWMs are crucial for utilizing the raw discovery potential of PTA observations

(Cutler et al. 2014). The methods developed in this paper are readily general-

izable to future, more sensitive data sets and the accelerated search techniques

we have developed for Earth-term analyses will greatly expedite future BWM

searches.
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Our Figure 4.7 and Figure 10 from Wang et al. (2015) show constraints on

the rate of BWMs from initial NANOGrav and PPTA data releases, respectively.

The NANOGrav constraints and the PPTA constraints are quite similar. Both

our constraint and theirs probe to BWM amplitudes of approximately 2 × 10−14;

their upper limit extends to lower rates than ours in part because they analyzed

a slightly longer data span than we have. Our Figure 4.6 and their Figure 9 illus-

trate the sensitivity of NANOGrav and the PPTA to BWMs as it varies over the

sky. Combined, these figures help support the science case of the IPTA. The area

of the sky where NANOGrav’s sensitivity to BWMs is worst is non-concentric

with the area of the sky where the PPTA’s sensitivity is worst. Joint analysis

of data from NANOGrav and the PPTA will lead to more uniform sensitivity

to BWMs over the whole sky and more constraining upper limits. Though the

EPTA has not yet conducted a search for BWMs with their data, the inclusion of

their data in the joint IPTA data set will likely play a similarly important role in

improving the uniformity of the IPTA’s BWM sensitivity.

NANOGrav alone has made great strides in improving its BWM sensitivity

since the collection of this initial data set. The pulsar timing backends at Arecibo

and Green Bank, ASP and GASP, have been upgraded to the Puerto Rican Ulti-

mate Pulsar Processing Instrument (PUPPI) and the Green Bank Ultimate Pulsar

Processing Instrument (GUPPI; DuPlain et al. 2008), backends with exception-

ally wide bandwidths that have reduced the rms timing errors on most pulsars

being timed by a factor of two to three. Furthermore, NANOGrav is now reg-

ularly timing more than 40 pulsars rather than just 17 as in the first five years.

Finally, just having a longer timing baseline on the pulsars we have analyzed

in this paper is a great boon to our BWM sensitivity. All else being equal, sen-

sitivity to BWMs scales approximately as T−3/2, where T is the span of the data
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set. If we then focus on SMBHBs above a minimum reduced mass (as in Fig-

ure 4.6), the volume of space in which we are sensitive to memory from their

mergers grows as T 9/2; as the volume in which we are sensitive to billion solar

mass mergers already encompasses parts of the Virgo cluster, this strong scal-

ing of volume probed with time means that many more astrophysically interest-

ing systems will enter our detection horizon with continued PTA observations.

NANOGrav is preparing a collection of nine years worth of data that will be a

significantly more sensitive probe of BWMs than any PTA data set that has yet

been analyzed. We plan to apply the techniques used in this paper to the nine-

year NANOGrav data set to produce unprecedented constraints on BWMs.
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CHAPTER 5

EXTRACTING SIGNATURES OF POINT-LIKE GRAVITATIONAL WAVE

SOURCES FROM PULSAR TIMING ARRAY DATA

By regularly monitoring the most stable known millisecond pulsars over

many years, pulsar timing arrays are positioned to detect and study correlations

in the timing behavior of these pulsars, whether they be from small errors in

terrestrial time standards, inaccuracies in solar system models or, as will be the

concentration of this paper, gravitational waves (GWs) in the vicinity of Earth.

We describe techniques by which a pulsar timing array can be “phased-up” to

form time series of the two polarization modes of GWs coming from a particular

direction of the sky; no assumptions regarding the time-domain behavior of the

signal must be made, making these techniques versatile and useful in searches

for a wide variety of GW signals. We demonstrate the flexible functionality of

this technique in several explanatory examples.

5.1 Introduction

Pulsar timing arrays (PTAs) provide a unique means by which gravitational

waves (GWs) between approximately 10−9 and 10−6 Hz can be detected. Sen-

sitivity to GWs in this frequency range makes PTAs key tools for searching for

and eventually studying GWs from supermassive black hole binaries (SMBHBs)

with masses greater than 107 M� (Sesana and Vecchio 2010). The ability to study

the GWs from SMBHBs with PTAs makes PTAs indispensable for understand-

ing galaxy evolution over cosmological timescales and for probing some of the

strongest gravitational fields in the universe.

In preparation for submission to Monthly Notices of the Royal Astronomical Society.
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The PTA concept was initially conceived decades ago (Detweiler 1979;

Hellings and Downs 1983; Foster and Backer 1990), and is now being real-

ized by several international collaborations. The European Pulsar Timing Array

(EPTA; Kramer and Champion 2013), the North American Nanohertz Observa-

tory for Gravitational Waves (NANOGrav; McLaughlin 2013), and the Parkes

Pulsar Timing Array (PPTA; Manchester et al. 2013) are organizations of scien-

tists using sensitive radio telescopes to regularly observe the most rotationally

stable millisecond pulsars (MSPs) known and measure the highest-precision

pulse times of arrival (TOAs) possible. Measured TOAs are compared to the

predictions of timing models that aim to account for all of the known physi-

cal effects that modulate the regularity with which pulses arrive at Earth-based

observatories like the secular slowing of a pulsar’s rotation, the motion of the

Earth about the Sun, or changes in the amount of ionized interstellar plasma

along the line of sight to the pulsar. After many years of such precise timing

and modeling, the differences between measured TOAs and model predictions,

the timing residuals, may begin to show structure indicative of errors in ter-

restrial time standards (Hobbs et al. 2012), incorrect solar system ephemerides

(Champion et al. 2010), or the influence of GWs on the pulsar-Earth system. To

better study such effects, the various PTAs are pooling their data and expertise

into the International Pulsar Timing Array (IPTA; Manchester and IPTA 2013),

which is poised to become the most sensitive tool for such investigations.

The GW signals potentially detectable by PTAs fall into two distinct source

classes. First, individually resolvable point-like sources such as inspiraling

SMBHBs (Lee et al. 2011; Arzoumanian et al. 2014; Zhu et al. 2014) and burst

sources, especially so-called “bursts with memory” (BWMs) from the final

merger of SMBHBs (van Haasteren and Levin 2010; Cordes and Jenet 2012;
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Wang et al. 2015; Arzoumanian et al. 2015) or potentially from exotic sources like

phase transitions in the early Universe (Cutler et al. 2014). Second, a stochas-

tic background (SB) of GWs created by the incoherent superposition of many

unresolvable SMBHBs scattered throughout the Universe (van Haasteren et al.

2011; Demorest et al. 2013; Shannon et al. 2013). In this paper, we are concerned

primarily with individually resolvable sources, though our techniques could be

employed in studies of a SB. When GWs from individually resolvable point-like

sources interact with the Earth, regardless of their detailed waveforms, they

produce a distinctly quadrupolar correlation pattern in the timing residuals of

the pulsars in a PTA. By exploiting this fact, pulsar timing data sets from many

different pulsars can be coherently combined, or “phased-up”, so as to enhance

a PTA’s sensitivity to GWs from particular directions of the sky.

In Section 5.2 of this paper, we discuss how GWs manifest themselves in

pulsar timing experiments. In Section 5.3, we develop our general techniques

for extracting the quadrupolar imprint of a single-source GW from a PTA data

set. In Section 5.4, we demonstrate the efficacy of our techniques when applied

to certain realistic GW waveforms and discuss how searches for specific func-

tional forms can be conducted directly with the two auxiliary time series pro-

duced. Some of the techniques discussed in Sections 5.3 and 5.4 have already

been used by Zhu et al. (2014) to search for CW sources in six years of data from

the Parkes Pulsar Timing Array (PPTA); in this paper, we elaborate on the de-

tails of the procedure used by Zhu et al. (2014) and discuss the generality and

broader applicability of the techniques. Finally, In Section 5.5, we discuss future

directions for this line of research and provide some concluding remarks.
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5.2 Point-Source Gravitational Waves and Pulsar Timing

Consider a GW hi j(t) from a point source in the direction n̂. We can write

hi j(t) = a+(t)ε+
i j + a×(t)ε×i j, (5.1)

where a+(t) and a×(t) describe the two polarization modes of the GW and ε+
i j and

ε×i j are the relevant polarization tensors. Explicit representations of ε+
i j and ε×i j in

ecliptic longitude and latitude can be found in Lee et al. (2011). For a PTA with

NP pulsars, the apparent pulsation frequency of the Kth pulsar in direction n̂K ,

assuming the distance of the GW source from Earth is much greater than the

Earth-pulsar separation, is influenced by the GW as (Estabrook and Wahlquist

1975; Detweiler 1979; Lee et al. 2011)

∆νK

νK
= −

1
2

n̂i
K n̂ j

K

(1 − cos θK)

[
hi j(t)|E − hi j

(
t −

DK

c

)
|rK

]
, (5.2)

where θK = cos−1(n̂ · n̂K), the |E and |rK notation indicates that the strain field is

to be evaluated at the location of the Earth and the Kth pulsar respectively, and

DK is the distance from Earth to the pulsar. The perturbation to TOAs from the

Kth pulsar caused by this GW, δth
K(t), is given by the integral of the fractional

frequency change in Equation 5.2:

δth
K(t) = −

1
2

n̂i
K n̂ j

K

(1 − cos θK)

[
ε+

i jA+(t) + ε×i jA×(t)
]
,

≡ G+
KA+(t) + G×KA×(t), (5.3)

where

A?(t) =

∫ t

0

[
a?(t′)|E − a?(t′ − DK/c)|rK

]
dt′. (5.4)

The “?” subscript acts as a placeholder for either “+” or “×”.
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We can express the nK timing residuals for the Kth pulsar in vector form as

δtK = MKδpK + δth
K + δtn

K . (5.5)

The first term on the right side of Equation 5.5 describes any structure in the

residuals from systematic errors in the timing model parameters. In this lin-

earized approximation, δpK , a vector describing how much the mK timing model

parameters deviate from their true values, is assumed to be small. The design

matrix, MK , is the nK × mK matrix describing how changes in the timing model

parameters influence the residuals. The second term describes any structure in

the residuals induced by the gravitational wave. The third term, δtn
K describes

any noise that influences the residuals. This may consist of white radiometer

and pulse phase jitter noise, red spin noise, and a variety of additional sources

(Cordes and Shannon 2010; Shannon and Cordes 2010).

If we temporarily neglect the influence of GWs on the timing residuals, δth
K ,

with the noise covariance matrix CK = 〈(δtn
K) · (δtn

K)T 〉, we can estimate the max-

imum likelihood corrections to the timing model parameters, δp̂K , and the pa-

rameter covariance matrix, CP
K (Gregory 2010):

CP
K = (MT

KC−1
K MK)−1, (5.6)

δp̂K = CP
KMT

KC−1
K δtK . (5.7)

The use of a general noise model, first utilized by the pulsar timing commu-

nity in Coles et al. (2011), is now commonly used for iteratively refining timing

models as additional TOAs are acquired. Coles et al. (2011) demonstrated spec-

tral methods for adequately estimating the noise covariance matrix and showed

that properly modeling the noise, especially the highly correlated red spin noise

seen in some pulsars, is crucial for minimizing bias in timing model parameter

estimation. However, if the residuals are being influenced by GWs, failing to
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account for them can lead to improper noise modeling and biased parameter

estimation. With the many timing data sets of a PTA available, the influence of

GWs in the vicinity of Earth, which causes correlated residual structure across

all timing data sets with a distinct quadrupolar amplitude pattern, can be dis-

entangled from noise processes specific to single pulsars or errors in individual

timing models.

5.3 Approximate Representation of A+ and A×

We will model A+(t) and A×(t) as linearly interpolated functions on a grid of Nτ

times τµ. In principle, different grids could be used for the + and × polariza-

tions, but for simplicity, we will use an identical grid for each of them. The grid

does not need to be equispaced; for some pulsar timing data sets where the TOA

sampling is very sparse in decades old data but relatively uniform and dense in

more modern data, variable spacing in the interpolation grid may prove benefi-

cial.

One advantage to modeling A+(t) and A×(t) as linear interpolants rather than

something like a higher order polynomial or Fourier series is that individual bad

TOAs or small time spans of bad TOAs, either with large uncertainties or appar-

ent biases, only influence the estimates of A+(t) and A×(t) locally rather than over

larger spans of data or the whole data set. These interpolated approximations

to A+ and A× can be written as

A?(t) =

Nτ−1∑
µ=1

l?,µ(t)w(t, τµ, τµ+1), (5.8)
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where

l?,µ(t) = A?,µ +
(A?,µ+1 −A?,µ)

(τµ+1 − τµ)
(t − τµ), (5.9)

and

w(t, x, y) = Θ(t − x) − Θ(t − y). (5.10)

Here, A?,µ ≡ A?(τµ). This piecewise linear interpolation scheme has been used

in Hobbs et al. (2012) to search for monopolar timing residual correlations asso-

ciated with terrestrial clock errors and Keith et al. (2013) in an effort to account

for time-variable dispersion measures in individual pulsar timing data sets. As

we wish to incorporate this linear interpolant into the timing model, we will

need to know how the timing residuals change as the parameters of the inter-

polant are changed, i.e.,

∂δtK(t)
∂A?,λ

= G?
K

[
1 −

t − τ1

τ2 − τ1

]
w(t, τ1, τ2) ; if λ = 1,

= G?
K

{
t − τλ−1

τλ − τλ−1
w(t, τλ−1, τλ) +

[
1 −

t − τλ
τλ+1 − τλ

]
w(t, τλ, τλ+1)

}
; if 1 < λ < Nτ,

= G?
K

t − τNτ−1

τNτ
− τNτ−1

w(t, τNτ−1, τNτ
) ; if λ = Nτ. (5.11)

To estimate A+,µ and A×,µ, they must be fit for simultaneously with the tim-

ing models of several pulsars. Without doing this, structure induced in the

residuals of a single pulsar from a GW could be highly covariant with the struc-

ture anticipated from an inaccurate timing model. The timing model parameters

would become biased away from their maximum likelihood values and much of

the power in the residuals from the GW would be absorbed. To execute a simul-

taneous fit of all the pulsars in the PTA that can accommodate global parameters
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that are shared by all the timing models, we can construct modified design and

noise covariance matrices and use standard least-squares fitting techniques as

in Equations 5.6 and 5.7. A modified design matrix that allows us to carry out

such a fit is structured as follows:

Mg =


M1 . . . 0 ∂δt1(t1)

∂A+,1
. . . ∂δt1(t1)

∂A+,Nτ

∂δt1(t1)
∂A×,1

. . . ∂δt1(t1)
∂A×,Nτ

...
. . .

...
...

. . .
...

...
. . .

...

0 . . . MNP

∂δtNP (tNP )
∂A+,1

. . .
∂δtNP (tNP )
∂A+,Nτ

∂δtNP (tNP )
∂A×,1

. . .
∂δtNP (tNP )
∂A×,Nτ

 . (5.12)

If the Kth pulsar has a nK × mK design matrix, Mg will be a (
∑

K nK) × (2Nτ +∑
K mK) matrix that is block diagonal except for the rightmost 2Nτ columns. The

maximum possible value of Nτ is set by the requirement that Mg have more rows

than columns, or that there be more TOAs than model parameters; in practice

we choose Nτ to be significantly smaller than this theoretical limit. The global

noise covariance matrix will be (
∑

K nK) × (
∑

K nK) and block diagonal:

Cg =


C1 . . . 0
...

. . .
...

0 . . . CNP

 . (5.13)

5.3.1 Necessary Constraints onA+ andA×

The matrices Cg and Mg can be used along with a vector of all of the timing

residuals, δtT = [δt1
T . . . δtNP

T ], in Equations 5.6 and 5.7 to carry out a global

fit that simultaneously fits for the timing models of all the pulsars in the ar-

ray and the linear interpolant model for any quadrupolar GW signal coming

from direction n̂. However, without some additional conditioning, the fit will

be ill-behaved because certain components of signals in A+ and A× will induce

structure in each pulsar’s timing residuals that will be indistinguishable from
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structure caused by incorrect estimates of that pulsar’s timing model parame-

ters making the parameter covariance matrix singular.

For example, suppose that A+(t) and A×(t) are simply quadratics, Q+(t) and

Q×(t). Then, according to Equation 5.3, the timing perturbation from this GW in

the Kth pulsar’s residuals will be δth
K(t) = G+

KQ+(t)+G×KQ×(t), which is itself a sim-

ple quadratic. The most fundamental parameters in any pulsar timing model

are the spin parameters: a reference rotational phase, φK , the pulsar’s spin fre-

quency, fK , and the pulsar’s spin-down rate, ḟK . Errors in the timing model es-

timates of these parameters lead to quadratic structure in the timing residuals.

In fact, the only means we have of measuring these quantities for a particular

pulsar is by fitting a quadratic to that pulsar’s timing residuals. If a GW were

creating additional quadratic structure in a pulsar’s timing residuals beyond

what is expected from incorrect estimates of that pulsar’s spin parameters, the

two effects could never be meaningfully separated. For this reason, if we are to

simultaneously fit the timing models for all the pulsars in the PTA with a model

for A+ and A×, we must constrain the models to not contain quadratics. This can

be implemented by enforcing these six equality constraints:

Nτ∑
µ=1

A?,µ = 0,
Nτ∑
µ=1

τµA?,µ = 0,
Nτ∑
µ=1

τ2
µA?,µ = 0. (5.14)

We can approximately satisfy these six constraints while simultaneously con-

ducting the global fit by appending six appropriately constructed columns to

Mg, six zero-value pseudo-residuals to δt, and six very small diagonal elements,

ε, to Cg. We find that this procedure is numerically stable when we make ε

five to six orders of magnitude smaller than the largest diagonal element of Cg.

Modern PTA data sets include pulsars ranging between several tens of nanosec-

onds and a few microseconds in RMS TOA uncertainty–a range of about three
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orders of magnitude. Our condition on ε thus enforces that the linear equality

constraints on A+ and A× are satisfied with a precision consistent with or in

excess of the timing precisions achievable with the best-timed known pulsars.

In addition to the spin parameters of a pulsar, for the purposes of precision

pulsar timing, the celestial coordinates of the pulsar are always fit for, and if

the precision with which the pulsar can be timed warrants it, two proper mo-

tion terms and a parallax are also fit for. The influence of these astrometric

parameters on timing models principally concerns the calculation of the Roe-

mer delay–the difference in light-travel-time for pulses arriving at Earth-based

observatories and the solar system barycenter (SSB). Small estimation errors in

the position parameters of a pulsar lead to annual sinusoidal fluctuations in the

timing residuals of that pulsar. The sinusoid can be of any phase. Similarly,

incorrect estimates for proper motion lead to annual sinusoidal fluctuations of

any phase in a pulsar’s residuals, but now the amplitude of the sinusoid grows

linearly in time as the expected pulsar position deviates more and more from

the true pulsar position.

So, like a quadratic, if a GW were to induce sinusoidal structure with a one-

year period (possibly with an amplitude changing linearly in time) in the resid-

uals of any or all the pulsars in a PTA, that structure could not be differentiated

from the signatures of incorrect estimates for the positions and proper motions

of the affected pulsars. We must thus also constrain A+ and A× to not contain

such signatures:

Nτ∑
µ=1

sin (ω1τµ)A?,µ = 0,
Nτ∑
µ=1

cos (ω1τµ)A?,µ = 0, (5.15)

Nτ∑
µ=1

τµ sin (ω1τµ)A?,µ = 0,
Nτ∑
µ=1

τµ cos (ω1τµ)A?,µ = 0,
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where ω1 = 2π yr−1.

In the context of fitting linear interpolants to individual pulsar timing data

sets to model time-variable dispersion measure, Keith et al. (2013) were the first

to discuss and implement the constraints discussed above. Because pulsar tim-

ing models often fit for parallax, errors in which induce sinusoidal oscillations

with a half-year period in timing residuals, Keith et al. (2013) also constrained

their linear interpolants to not contain such biannual sinusoids. But, we argue

(and later show) that such constraints are unnecessary for the global, multi-

pulsar fits we are discussing. Fitting for parallax in all the pulsars in an array

does not generate problems when globally fitting for A+ and A× in the same

way as fitting for the pulsars’ rotational parameters, positions, or proper mo-

tions. Estimation errors in the parallax induce sinusoidal structure in the timing

residuals of a pulsar with a specific phase that depends only on the equatorial

longitude of that pulsar. If a GW were to induce biannual sinusoidal structure

in a pulsar’s residuals, it would have to have a very specific phase to poten-

tially be confused as an error in the parallax estimate for that pulsar, but then,

the residuals of other pulsars in the PTA would also show evidence of biannual

sinusoidal fluctuations with the same phase in their timing residuals and with

amplitudes that vary in accordance with the quadrupolar nature of a GW. If they

do, these biannual sinusoidal fluctuations can be reliably ascribed to the activity

of a GW in the vicinity of Earth. If they do not, the fluctuations can instead be

ascribed to an estimation error in the parallax of one pulsar. For these reasons,

no additional constraints regarding parallax must be enforced onA+ andA×.
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5.4 Example Applications ofA+ andA×

We now apply the formalism developed in Section 5.3 to a simulated and ideal-

ized PTA data set. Our techniques have been implemented in TEMPO2 and we

use it for much of our analysis (Edwards et al. 2006). For all pulsars in our ide-

alized array, we adopt a simple timing model that accounts for only three spin

parameters (a phase, rotational frequency, and rotational frequency derivative)

and five astrometric parameters (right ascension and declination, two compo-

nents of proper motion, and parallax). We assume that none of the pulsars are

in binaries. Our simulated PTA consists of 20 pulsars distributed randomly on

the sky (the random positions are drawn from a distribution that is uniform on

the sphere). We assume that 300 TOAs have been measured for each pulsar at

a uniform cadence over a 2000 day span. We assume that the TOAs all have

Gaussian uncertainties with a RMS of 50 ns.

5.4.1 Test Case 1: Burst With Memory

We have injected the signature of a GW burst with memory (BWM) into the

residuals of our simulated PTA. Adopting a widely used signal model for

BWMs (van Haasteren & Levin 2010, Cordes & Jenet 2012), we have set A+(t) =

hinj(t − tinj)Θ(t − tinj) and A×(t) = −A+(t). We have set tinj to be three quarters of

the way into our data set, a time when our simulated array is particularly sen-

sitive to BWMs (e.g., Figure 1 of Cordes and Jenet (2012) or Figure 3 of Madison

et al. (2014)). We have set hinj = 10−13, a large burst amplitude compared with

amplitudes anticipated from astrophysical sources. We re-fit the timing model

of each pulsar in the array causing some of the GW power inducing structure in
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that pulsar’s timing residuals to be absorbed. We then conduct a global fit of all

pulsar timing models simultaneously with A+ and A× time series, taking care

to impose the necessary constraints on A+ and A× as discussed in Section 5.3.

We set Nτ = 50. After conducting the fit, we isolate the best-fit estimates for A+

and A×, which we call Â+ and Â×. Several representative results are presented

in Figure 5.1.

In the top panels of Figure 5.1, we show the residuals of 3 of the 20 pulsars in

our simulated PTA. In the leftmost upper panel, we show the residuals induced

by the injected BWM before any of the pulsar timing models have been re-fit.

The pre-fit timing residuals clearly demonstrate the signature of a BWM in a

PTA data set–a pattern of glitch- or anti-glitch-like events observed to occur si-

multaneously in all pulsars in the PTA with an amplitude pattern that varies as

G+
K and G×K vary from pulsar to pulsar. In the middle upper panel, we show the

post-fit residuals for each simulated pulsar. The upper left and upper middle

panels of Figure 5.1 resemble Figures 4 and 5 from Wang et al. (2014), but we

have employed a slightly more elaborate timing model that fits for five astro-

metric parameters in addition to the spin parameters fit by Wang et al. Fitting

for these astrometric parameters introduces oscillatory structures with periods

of 1 yr (fitting for position and proper motion) and 0.5 yr (fitting for parallax)

into the post-fit residuals. The top right and bottom panel of Figure 5.1 show the

results of a simultaneous global fit of all of our pulsar timing models along with

appropriately constrainedA+ andA× time series. The structure apparent in the

residuals of each pulsar in the array (seen in the top middle panel of Figure 5.1)

is entirely removed after the global fit. The timing residuals of each pulsar re-

turn to the 50 ns RMS noise they began as before we injected any BWM signal

into them.
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The best-fit estimates ofA+ andA×, Â+ (the black circles in the bottom panel

of Figure 5.1) and Â× (the red circles in the bottom panel of Figure 5.1) do not

resemble the ramp-like structure seen in the pre-fit residuals of our simulated

pulsars because of the applied constraints described in Equations 5.14 and 5.15.

However, we can approximately recover the parameters of the injected BWM

by applying a matched filter in the constrained subspace of the Â+ and Â× time

series.

In conducting the global fit that generates Â+ and Â×, we must compute a

global parameter covariance matrix (akin to Equation 5.6). A 2Nτ×2Nτ sub-block

of this global parameter covariance matrix describes the correlated uncertain-

ties in Â+ and Â×; call this sub-block C+×. As discussed in Zhu et al. (2014), C+×

is not a full-rank matrix because of the constraints applied to Â+ and Â× and

is thus non-invertible. Define C̃+× = EFET where E is a matrix containing the

eigenvectors of C+× associated with non-null eigenvalues and F is a square diag-

onal matrix containing those non-null eigenvalues. This generalized covariance

matrix is the covariance matrix on the subspace orthogonal to the constraints

and is manifestly invertible: C̃−1
+× = EF−1ET . Also, define the projection operator

P = EET . The generalized covariance matrix is simply a weighted version of

this projection operator.

Now, define a vector ÂT = [ÂT
+, Â

T
×], i.e., Â+ and Â× stacked into a single

vector. If we assume that the structure in Â is due to a BWM occurring at tinj,

then if constraints had not been applied, Â could be expressed as a linear com-

bination of two basis elements:

β+ =

 (τ − tinj)Θ(τ − tinj)

0 · τ

 and β× =

 0 · τ

(τ − tinj)Θ(τ − tinj)

 , (5.16)

where τ is the vector of Nτ times at which the A+ and A× time series are sam-
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Figure 5.1 Extracting a BWM signature from simulated PTA data sets.
Top left : timing residuals for 3 pulsars being influenced by a
BWM before their timing models have been fit to the residuals.
Top middle : timing residuals after each pulsar’s timing model
has been independently fit to its timing residuals. Top right
noise-like timing residuals after all timing models have been
fit simultaneously with each other and with a linear interpolant
model for A+ and A×. Bottom : least-squares estimates of the
linear interpolant, Â+ and Â×, and curves fit to them for the
purpose of parameter estimation (note that the we are show-
ing 3-σ error bars so that they are visible).
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pled. The appropriately constrained version of Â can be expressed as a linear

combination of these basis elements after they have been projected into the sub-

space orthogonal to the constraints, i.e., as a linear combination of β̃+ = Pβ+ and

β̃× = Pβ×. Now, we can say

Â = α+β̃+ + α×β̃×, (5.17)

and we can compute maximum likelihood estimates of the coefficients, α̂+ and

α̂+, as follows:

α̂ =
(
BT C̃−1

+×B
)−1

BT C̃−1
+×Â, (5.18)

where αT = [α+, α×] and B = [β̃+, β̃×]. The uncertainties on the estimates α̂+ and

α̂× are encoded in the 2 × 2 matrix

Σ2×2 =
(
BT C̃−1

+×B
)−1

. (5.19)

5.4.2 Test Case 2: Biannual Sinusoid

At the end of Section 5.3, we discussed how even if parallax is fit for in all

pulsars in the PTA, no constraint on biannual sinusoids needs to be applied to

the A+ and A× time series. Fitting for parallax in all pulsars is qualitatively

different than fitting for spin parameters, position, or proper motion, and given

the framework we have developed thus far, we now explicitly demonstrate this

point.

We have injected sinusoidal signals with a six-month periods into our sim-

ulated pulsar timing data sets. We have again simulated 20 timing data sets

with 300 noise-like residuals spread evenly over a 2000 day timing span and

156



having a 50 ns Gaussian rms. We have set A+(t) = (2 × 10−13) sin (2ω1t)/(2ω1) and

A×(t) = (10−13) cos (2ω1t)/(2ω1) where again, ω1 = 2π yr−1.

In Figure 5.2, we show the results of carrying out a global fit of all pulsar

timing models along with appropriately constrained A+ and A× time series.

The post-global-fit residuals of the 3 pulsars we present in Figure 5.2 are white-

noise-like with an approximately 50 ns rms as expected. The structure in their

residuals before the global fit was all due to a quadrupolar GW, and when the

Â+ and Â× time series were fit (for the correct source location), all of that struc-

ture is removed.

Assuming we know the frequency of the gravitational wave is 2ω1, we can

approximately recover its parameters much as we did in the previous BWM

example. We can compute the generalized covariance matrix C̃+× and projection

operator P just as before. Define four basis elements spanning the constrained

subspace:

S̃+ =
P

2ω1

 sin (2ω1τ)

0 · τ

 , C̃+ =
P

2ω1

 cos (2ω1τ)

0 · τ

 , (5.20)

S̃× =
P

2ω1

 0 · τ

sin (2ω1τ)

 , and C̃× =
P

2ω1

 0 · τ

cos (2ω1τ)

 . (5.21)

Assuming

Â = γS+
S̃+ + γC+

C̃+ + γS×S̃× + γC×C̃×, (5.22)

we can compute the maximum likelihood values for the coefficients:

γ̂ = Σ4×4ΓC̃−1
+×Â, (5.23)

Σ4×4 =
(
ΓT C̃−1

+×Γ
)−1

, (5.24)
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Figure 5.2 As in Figure 5.1, but for a biannual sinusoidal GW signal rather
than a BWM.

where γ̂T = [γS+
, γC+

, γS× , γC×] and Γ = [S̃+, C̃+, S̃×, C̃×]. Using this procedure we

generated the solid curves in the bottom panel of Figure 5.2.

5.4.3 Biases in Â+-Â× Parameter Estimation

The signal parameter estimators in Equations 5.18 and 5.23 are biased; this is

demonstrated in Figures 5.3 and 5.4. In 500 realizations of noise with injected

BWM and biannual sinusoid GW signals (as described in Sections 5.4.1 and
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Figure 5.3 Amplitudes of the + and × components of an injected BWM
signal (diamond) and the least-squares estimates for the am-
plitudes in 500 realizations of noise (dots) recovered through
fitting in the signal subspace orthogonal to the applied con-
straints. Our parameter estimation scheme is biased as evi-
denced by the offset between the diamond and the centroid of
the ensemble of dots.

5.4.2), we have generated the Â+-Â× time series and carried out the fitting pro-

cedures described above.

In Figure 5.3, we plot the best-fit parameters α̂+ and α̂× for the 500 realiza-

tions of noise with dots and the values describing the injected signal with a

diamond. While the diamond is among the cloud of dots, it is clear that the

parameter estimation scheme we have developed is somewhat biased towards

amplitudes larger in magnitude than the true signal. The bias is much more

pronounced in the case of the biannual sinusoid. As it is a four- rather than

two-dimensional parameter estimation problem, in Figure 5.4, we display the

six unique slices through the parameter space. Again, the diamonds indicate
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Figure 5.4 Six slices through the four-dimensional space spanned by S̃+,
S̃×, C̃+, and C̃×. As in Figure 5.3, the diamonds indicate the am-
plitudes of the injected signal (which, in this case, is a biannual
sinusoid) and the dots represent the recovered parameters in
500 realizations of noise. The bias in this example is more pro-
nounced than in the case of a BWM.

the parameters of the injected signal and the dots indicate the recovered param-

eter estimates with 500 realizations of noise. The parameter estimation scheme

described in Section 5.4.2 successfully recovers the fact that S× and C+ have null

amplitudes in the injected signal, but it overestimates the magnitude of the in-

jected amplitudes of S+ and C× by approximately 17 percent.

The parameter estimation bias is a consequence of the constraints applied
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to Â+ and Â×. As an extreme example, if we were to inject a GW signal that

was purely quadratic, that signal would be entirely filtered out of Â+ and Â×

and the injected signal could never be reconstructed. Blandford et al. (1984)

and, following their lead, Madison et al. (2013) describe the procedure of fit-

ting certain functional forms out of timing residuals as equivalent to applying

a frequency-domain filter to the residual fluctuation spectrum. Analogously,

the constraints applied to Â+ and Â× destructively filter out some features of

the GW signal. Fortunately, as Madison et al. (2013) demonstrated, the spec-

tral shape of constraint-induced filters is dependent upon the timespan of the

data set. As more data is accumulated, the constraints and the GW signal will

become less covariant, less of the GW signal will be filtered out, and the bias

in estimation of the signal parameters will be reduced. Furthermore, through

simulations like the ones we have done to produce Figures 5.3 and 5.4, the bias

can be quantified and corrected for, allowing more robust and trustworthy pa-

rameter estimation.

5.5 Conclusions

In this paper, we have described a formalism allowing the signal from a point

source of GWs to be distilled from the data of a PTA. We have assumed that

GWs behave according to the predictions of linearized general relativity. Some

alternative theories of gravity allow for additional polarization modes of GWs

such as longitudinal or breathing modes; our formalism will not accommodate

these alternative theories without modification. However, with this caveat in

mind, our methods provide a general and flexible means of studying GWs that

we believe will help maximize the discovery potential of PTAs.
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One major potential benefit of our techniques concerns very real features

of modern and constantly-evolving PTA data sets: they are growing larger ev-

ery day; as technology advances and allows for upgrades in radio instrumenta-

tion and as more nations and observatories become major contributors to PTA

endeavors, the data comes in a wider variety of forms and from more varied

sources. PTA data is becoming more and more heterogeneous and unwieldy

to work with. For the purposes of GW investigations, Â+ and Â× time series

would aid in the creation of a compressed and homogenized auxiliary data set.

Finally, we believe that Â+ and Â× time series could have powerful uses in

searches for a stochastic background (SB) of GWs, though work remains to be

done to prove this. Searches for a SB typically involve correlating the timing

residuals from pairs of pulsars and seeing if they behave according to Hellings

and Downs (1983) who predicted a very specific functional form for the corre-

lations that depends only on the angular separation of the pulsars. With a finite

number of pulsars constituting PTA data sets, only a finite number of angular

separations can be probed. Nothing about Â+ and Â× time series is tied to the

specific locations of the pulsars in the array–the array can be phased up to any

sky position. Pairs of Â+ and Â× time series from different pointings could be

correlated and if a strong enough SB is present, correlations resembling those

predicted by Hellings and Downs (1983) should be revealed. Again, this re-

mains to be shown and is an ongoing thread of this research program.
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CHAPTER 6

FUTURE DIRECTIONS

Building off of work described in the previous chapters of this dissertation

and striking out in several new but related directions, here is a sketch of work I

hope to accomplish in the coming several years.

6.1 PTA Detection of GWs from Individual Sources

Continuous waves (CWs) from individual nearby SMBHBs (Arzoumanian et al.

2014; Zhu et al. 2014), and GW bursts, particularly bursts with memory (BWMs)

(Wang et al. 2015; Arzoumanian et al. 2015), are key detection targets for PTAs.

Constraints on these sources teach us about the merger dynamics and history of

massive galaxies. Detecting and studying a BWM would give us deep insight

into the inner workings of strong-field gravity.

In this dissertation, I have developed data analysis techniques that greatly

accelerate searches for BWMs and I have applied these techniques to the first

five years of NANOGrav data. I intend to lead efforts to analyze the nine-

year NANOGrav data set and data from the International Pulsar Timing Array

(IPTA) and detect a BWM or constrain them more stringently than ever before.

I will explore the potential for extending the accelerated search methods de-

scribed in Chapter 4 to CW sources.

The research detailed in Chapter 5 describes methods for isolating

quadrupolar inter-pulsar timing correlations from point-like GW sources with-

out predetermined signal models. I will more thoroughly explore how these

methods can be used to expedite PTA GW searches and how they may be used
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in searches for unmodeled GW signals (such as short-duration bursts) from po-

tentially unexpected sources. Also, though these techniques were developed

with single source detection in mind, I plan to explore how they may be used in

searches for a stochastic background of GWs.

6.2 A New Breed of Pulsar Survey

Figure 4.6 depicts the distance to which BWMs from 109 M� mergers could be

detected by NANOGrav averaged over all possible BWM polarizations and

over the five-year span of the initial NANOGrav data release. NANOGrav’s

sensitivity to CWs follows a nearly identical pattern on the sky (Arzoumanian

et al. 2014). There is a broad swath of relatively poor sensitivity in the antipode

of PSR J1713+0747 because it is the most thoroughly observed NANOGrav pul-

sar, it is among the three known millisecond pulsars (MSPs) most amenable to

precision timing, and GWs more greatly influence the timing of a pulsar if the

angular separation between the pulsar and GW source is small. Several large

galaxy clusters, promising potential sources of GWs, fall near this region. As

pulsar timing efforts continue to grow and improve, these sensitivity maps will

no longer be dominated by J1713+0747 alone, but most known MSPs are in the

galactic interior, so very anisotropic sensitivity to individual GW sources will

persist.

The sky opposite J1713+0747 has been surveyed for pulsars before, primar-

ily in the High Time Resolution Universe Pulsar Survey (Keith et al. 2010) and

the Green Bank Telescope (GBT) 350-MHz drift-scan survey (Boyles et al. 2013),

which probed to depths of approximately 0.3 mJy and 0.1 mJy respectively. I
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plan to design, propose, and conduct a deeper pulsar survey with the GBT that

targets small regions of the sky selected for the purposes of improving the all-

sky PTA sensitivity to individual GW sources. The GBT is the largest fully-

steerable single-dish radio telescope in the world, is situated in a radio-quiet

zone, and has wide-bandwidth, pulsar-optimized receivers and backends; the

GBT is the best tool in the world for such a survey. While the number density

of MSPs falls off with distance from the galactic center, just a handful of dis-

coveries in key regions of the sky, could be transformative for PTA efforts to

detect and study GWs. This survey, designed specifically to improve PTA GW

astronomy, will be a first of its kind.

Surveys probing ever-smaller flux densities are not the only means

by which new MSPs in previously explored regions of the sky may

be discovered. The proposed Very Large Array Sky Survey (VLASS;

https://science.nrao.edu/science/surveys/vlass) will enable searches for pul-

sars with hybrid imaging/periodicity techniques. There may be MSPs that are

exceptional for PTAs, but are, for instance, in such compact binaries that they

would be missed in standard periodicity searches, even if acceleration search

techniques were employed. These sources will be detected as bright, steep-

spectrum point sources in the VLASS, and targeted follow-up with instruments

like the GBT or the phased VLA will confirm them as pulsars. This proce-

dure is quite similar to follow-up radio observations of unassociated γ-ray point

sources in the Fermi catalog that have led to explosive growth in the population

of known MSPs in recent years (Abdo et al. 2013). Using data collected during

a pilot survey with the VLA, current Cornell graduate student Robert Wharton

is spearheading an effort to develop the techniques needed for the type of hy-

brid imaging pulsar search that will be enabled by the VLASS. I intend to work
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with Robert, other Cornell astronomers, and experts in the broader astronomical

community to develop and execute pulsar searches targeting promising candi-

dates from the VLASS.

6.3 An Audit of Timing Error Budgets

The discovery of new MSPs in special regions of the sky could pay enormous

scientific dividends, but NANOGrav has more pressing needs. With known

MSPs observed by NANOGrav, there is urgent need for a detailed study of the

timing error budget.

In Figure 4.1, I show the 1-σ upper limit on the projected amplitude of a

BWM from the NANOGrav five-year data set for J1713+0747 assuming three

different models for white timing noise. The bottom curve assumes there is only

radiometer noise, σS/N, which is well understood and characterized. However,

there are known additional sources of white noise.

A 24-hour observation of J1713+0747 was recently conducted to study its de-

tailed noise properties (Dolch et al. 2014). Pulse phase jitter, a stochastic process

correlating simultaneously-measured pulse times-of-arrival (TOAs) from differ-

ent radio frequencies, was measured. The middle curve of Figure 2 assumes

radiometer noise and jitter, σJ, dominate the error budget.

The top curve in Figure 2 assumes a parametric noise model determined

empirically from the measured TOAs with sophisticated Bayesian data analysis

techniques (Arzoumanian et al. 2014). It allows for a multiplicative increase in

the radiometer noise contribution, E, some unknown source of noise, Q, added
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in quadrature to radiometer noise, and a jitter-like component, J .

The discrepancy between the top and middle curves in Figure 4.1 demon-

strates our incomplete understanding of noise processes in our data. A robust

comparison between observation and empirical noise models is currently only

possible for J1713+0747; the situation for other pulsars may be comparable or

worse.

There are hints as to where the problems may lie. The jitter-like compo-

nent, J , of the empirical noise models is larger than can be explained with our

physical understanding of jitter. The origin of this may be unaccounted-for in-

strumental effects, such as inadequate polarization calibration, or astrophysical

effects, like phenomenology in the interstellar medium that causes highly chro-

matic timing effects. The problems may be with the Bayesian noise estimation

schemes. More sophisticated parameterizations of the noise model capable of

accommodating more known timing phenomenology may alleviate the prob-

lem.

The successful resolution of these issues is of urgent and vital importance

to NANOGrav’s long-term success. Properly diagnosing and fixing them will

require work in both the timing and noise-modeling groups of NANOGrav. I

have been instrumental in bringing these issues to light and I am well-equipped

to spearhead the effort to solve them.
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6.4 Galactic Strings

Twelve years ago, a development in string theory led to a resurgence in the

study of cosmic strings and singled out pulsar timing searches for GWs as a

means by which the theory may be tested (Sarangi and Tye 2002). These cosmic

superstrings are natural byproducts of string-theoretic treatments of inflation.

PTA constraints on the SB have been used to constrain the key free parameter of

the theory, the string tension, µ, to less than 5.3 × 10−7 (G = c = 1; Sanidas et al.

2012). For values of µ < 10−9, the evolution of the network of strings is influ-

enced by the growth of nonlinear structures in the Universe. Like dark matter,

strings may cluster in galactic potentials (Chernoff 2009). They will radiate GWs

with frequencies and amplitudes detectable by PTAs.

The spectral signature of GWs from a string is a fundamental sinusoid with

less bright higher harmonics. There are no other known sources of GWs that

mimic this signature. The prospects for being able to make a detection or to

develop upper limits on µ many orders of magnitude more constraining than

the best to date are good.

The phenomenology in studies of galactic strings and PTAs is rich. Many

common assumptions in PTA GW investigations are invalidated when the dis-

tance from Earth to the GW source is comparable to the Earth-pulsar spacing

(Kopeikin et al. 1999). The galactic number density of strings, the location of

the fundamental, the harmonic spacing, and the amplitude of the GWs are all

sensitive to µ, so variations in µ lead to qualitatively different GW signals. I will

develop sound strategies to search for such signals in PTA data and investigate

how non-detections can be used to apply unprecedented constraints on µ. I will
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apply these search techniques to NANOGrav data.

6.5 Multi-Messenger PTAS

The identification of an electromagnetic (EM) counterpart to a PTA detection

of a single-source GW would help to confirm the detection and enhance the

information gleaned from it. Currently, the prospects for this are poor for at

least two reasons. The angular resolution of PTAs is low; typical error boxes for

a detection are several hundred square degrees. The angular resolution of PTAs

will improve as more pulsars are added to regular timing programs, especially

if the pulsars are found in special regions of the sky as part of targeted pulsar

surveys like those I already discussed. The second problem is that it is not clear

what EM signatures to look for (see Appendix A for discussion of this topic). I

plan to address this problem, specifically for GW bursts.

Theorists propose EM signatures following the merger of SMBHBs in in-

frared, ultraviolet, and X-rays (Schnittman 2011). Ideas regarding specifically

what to look for are evolving as more is learned about the gaseous environment

of SMBHBs and as simulations of circumbinary disks improve. I will keep ap-

prised of the evolving body of literature on this topic, but will act now according

to our incomplete knowledge.

The confident detection of a GW burst by a PTA, especially a BWM, will

likely not occur for several years after the burst occurs. Any abnormal EM emis-

sion occurring immediately before, during, or several years after the SMBHB

merger causing the GW burst may be the signature that will identify the GW

source. It is thus important to monitor the data streams of instruments like
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Chandra, XMM-Newton, NuSTAR, and the future LSST and catalog promis-

ing EM events of various kinds even in the absence of promising GW events.

PTA scientists need to communicate with various EM communities regarding

the maintenance and accessibility of certain archival data products for the pur-

poses of EM association once a GW detection is made in following years. Hav-

ing acted as chair of NANOGrav’s Astrophysics Working Group, I am familiar

with the broad astronomical expertise of NANOGrav’s members. I can lead our

collaboration in developing robust EM/GW association protocols.

170



APPENDIX A

ELECTROMAGNETIC COUNTERPARTS TO GRAVITATIONAL WAVE

BURSTS WITH MEMORY DETECTABLE BY PULSAR TIMING ARRAYS

A.1 Introduction

We are interested in prompt and delayed electromagnetic (EM) counterparts

to mergers of supermassive black hole binaries (SMBHBs) that may produce

a gravitational wave (GW) burst with memory (BWM) detectable with pulsar

timing arrays (PTAs). Identifying an EM counterpart to a GW BWM would not

only help to confirm the GW detection but would enhance the scientific gain of

the detection by potentially teaching us about the host galaxy and any effects

the merger has on the galaxy. The signal of such a BWM in a pulsar’s timing

residuals is (Cordes and Jenet 2012)

∆t(t) = hbB(θ, φ)[(t − t0)Θ(t − t0) − (t − t1)Θ(t − t1)] (A.1)

t1 = t0 +
D
c

(1 − cos θ) (A.2)

B(θ, φ) =
1
2

cos 2φ(1 + cos θ) (A.3)

hb ∼ (∆M/M)RS /D ∼ 5 × 10−15M9/DGpc (A.4)

Equation A.1 is the part of a particular pulsar’s timing residuals induced by the

BWM.The time t0 is the time that the front of the gravitational wave strikes the

Earth. The term in Equation A.1 associated with t0 is called the ”Earth term”.

The time t1 is the later time that the pulsar is observed on Earth to have been

stricken by the burst with memory; it is associated with the ”pulsar term”. Be-

tween t0 and t1, the pulsar will appear to have a period different from its true

period. The amount of time that passes between t0 and t1 can be vanishingly
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small, but only in the rare case that the source of the BWM and the pulsar being

observed are in nearly the same direction on the sky. If the source of the BWM

and the observed pulsar are just over 3 degrees apart on the sky, for a typical 1

kpc distance to the pulsar, t0 and t1 are not going to both occur within a 5 yr data

set. In Equation A.4, you will see that a likely amplitude for a BWM detectable

by a pulsar timing array (PTA) is a few times 10−15 and that this is associated

with the merger of 109M� black holes at a distance of a Gpc. Throughout this

appendix, when I refer to SMBHB mergers, I’m referring to the merger of the

109M� black holes detectable by PTAs.

If a BWM is detected at time t0, it will arrive at Earth nearly simultaneously

with a possible EM signal caused promptly by the SMBHB merger. However,

because the BWM signal in a PTA data set grows linearly in time at a rather

slow rate, data must be accumulated for a year or so after t0 before any reason-

able detection significance can be built up. In this case, it is likely that we will

be searching for an electromagnetic signal associated with a SMBHB merger

that is a couple of years old or will be searching through archival data. van

Haasteren and Levin (2013) have demonstrated the utility of coherently sum-

ming timing residuals from numerous pulsars in a PTA to exploit the fact that

a BWM striking the Earth will simultaneously manifest itself in the Earth term

of each pulsar’s timing residuals. This technique can marginally narrow down

the window on the sky that the source of the BWM is in, but it also increases the

detection sensitivity and thus the distances probed; the volume of sky that the

source could be in is not necessarily reduced through this practice.

If a BWM is detected at time t1, it will only be seen in the timing residuals of a

single pulsar. There will be no information in the timing residuals regarding the
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location of the source of the BWM on the sky and there will be no information

regarding how long before the start of the data set the Earth term turned on.

One will have no idea where to look for an electromagnetic counterpart and

any counterpart could have evolved for just a few years post merger or it could

have evolved for a few thousand years post merger.

In what follows, I will discuss several possible telltale electromagnetic signa-

tures of SMBHB mergers that could turn on or at least still be visible from tens

to thousands of years after the initial merger. Most will come from the dynamics

of gas in a circumbinary disk moving in the evolving gravitational potential of

the binary.

A.2 Likely Host Galaxies

I will discuss what types of galaxies might contain a merging binary SMBHB or

one that has already merged. Tanaka et al. (2012) argue that because the masses

of SMBHs are strongly correlated to the mass and stellar luminosity of their host

galaxies, black holes that could produce a memory signal detectable by a PTA

would be contained in the most massive of the spiral galaxies or giant elliptical

galaxies. If SMBHBs are able to overcome the last parsec problem rather quickly,

the host galaxy of a BWM should be the product of a cosmologically recent

galactic merger.

Evidence of a recent galactic merger would be large-scale starbursts through-

out the merged galaxy (Dotti et al. 2006). Additionally, in simulations conducted

by Dotti et al. (2006), they found a powerful burst of star formation is turned on

as soon as the black holes become gravitationally bound. They find that gas

173



is converted to stars at a rate of 30 − 100 M� yr−1 until about 90 percent of the

galaxy’s central gas is converted to stars. For the 109 M� black holes we are

concerned with, the starburst should still be going on once the SMBHB merges.

Unfortunately, it is believed that galaxy mergers which yield giant elliptical

galaxies with z < 1 tend to be mergers of gas-depleted, evolved galaxies. A

total lack of gas around the merging black holes would surely attenuate any

electromagnetic signal one hopes to see from the region of the merger. Tanaka

et al. (2012) counter this though by pointing out that the most luminous AGN

thus far observed occur in giant elliptical galaxies and that only a small fraction

of a gas-poor galaxy’s total gas content is required to trigger very violent AGN

activity.

Schnittman (2011) argues that deficits of stars in some giant elliptical galaxy

cores is indirect evidence of merging or merged SMBHBs. A merging SMBHB

would kick many stars out of the galactic core through three-body interactions.

If a post merger black hole were to receive a sizable kick during the merger, a

SMBH running amok through the galactic core would also help to scour out the

core of stars.

A.3 Circumbinary Disks

It is likely that each black hole in a SMBHB will have its own accretion disk be-

fore the galactic merger and in the earliest stages of the merger. As the black

holes settle to the galactic core, their subsequent evolution will depend strongly

on the conditions of the galactic core, especially on how much interstellar gas

and other material accumulates in the innermost 10 to 100 pc. If there is enough
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gas in the core, Lobanov (2005) argues that over the span of about 108 yrs fol-

lowing the galactic merger, dynamical friction will reduce the orbital separation

of the orbiting black holes to 1-10 pc and the smaller of the two black holes will

lose its accretion disk. Over the next 108 yrs, continued interactions between

the binary and the surrounding gas and stars will continue to shrink the orbital

radius to 0.01-1 pc, likely disrupting the accretion disk of the larger black hole.

After this, the region containing the orbiting black holes is relatively cleaned

out; most of the EM radiation coming from the region will be quieted as the

interactions between the binary and the surrounding gas, stars, and disks also

quiet. In the 107 yrs immediately preceding the merger, Lobanov (2005) believes

a circumbinary disk may form.

The dynamics of this circumbinary disk will be the source of almost all of the

electromagnetic information from the merger. Milosavljević and Phinney (2005)

describe a geometrically thin, rotationally supported disk which is truncated at

some interior radius (about twice the binary’s semi-major axis) where viscous

torques are balanced by gravitational torques from the binary. Dotti et al. (2006)

argue that the outer edge of the circumbinary disk could be just under 100 pc

from the central object. For moderate mass ratios, they believe that the rate that

mass accretes onto the binary is less than 10 percent the rate you would expect in

the absence of gravitational torques from the binary. Milosavljević and Phinney

(2005) as well as Tanaka et al. (2012) agree that the low amount of gas leaking

into the vicinity of the orbiting black holes will make the accretion disk look like

any other luminous AGN in IR but that it will be uncharacteristically dim in X-

rays and UV. The innermost, hottest parts of the disk that normally emit these

frequencies do not exist in the truncated circumbinary disk. Without the bright

X-rays, this source may be indistinguishable from the host galaxy’s background
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light.

The binary initially decays due to interactions with the circumbinary disk

and the stars in the area. So long as it is these mechanisms driving the binary’s

decay, the circumbinary disk’s inner edge will contract as the binary contracts,

maintaining its inner edge at about twice the binary’s semi-major axis. At some

point, the binary’s orbital decay becomes driven primarily by gravitational ra-

diation and the binary evolution decouples from the evolution of the circumbi-

nary disk. The orbit decays so quickly after this point that the disk remains

essentially frozen while the black holes merge.

In simulations by Shapiro (2010), he shows how the spectrum of the cir-

cumbinary disk will evolve after the merger of the central black holes. As the

inner edge of the truncated accretion disk begins to migrate inwards towards

the merged black hole, the spectrum will begin to brighten and harden. It will

begin to turn on as a very bright X-ray and UV source. Milosavljević and Phin-

ney (2005) derive the following expressions for the amount of time required

after the merger for the circumbinary disk to turn on as a bright X-ray source

and for its luminosity:

ton ∼ 7(1 + z)(M/106M�)1.32yr (A.5)

Lon ∼ 1043.5(M/106M�)ergs s−1 (A.6)

Although their expressions are written for a 106 M� black hole, the scaling

should hold all the way up to the 109 M� mergers we are interested in. For a

109 M� merger at z = 1, one would expect ton ∼ 130, 000 yr. For a 108 M� merger

at z = 0.5, one would expect ton ∼ 4600 yr.
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A.4 The Merger’s Influence on the Disk and Surrounding Stars

During the most violent stages of the SMBHB inspiral, through merger and ring-

down, the black holes will radiate away a few to ten percent of their rest mass

energy. The amount they radiate away will set the scale of the memory signal.

Depending on the relative orientations of the two black hole angular momenta

and their orientation relative to the orbital angular momentum of the binary,

much of this gravitational radiation could be beamed asymmetrically and the

merged object could receive a tremendous kick. Lippai et al. (2008) argue that if

the conditions of the binary (mass ratio, spin alignment) are within certain very

realistic ranges, kick velocities can be vkick ∼ 103 km s−1.

The loss of rest mass to gravitational radiation during merger will affect the

orbits of particles in the circumbinary disk. The orbits will become eccentric

and will have to circularize on a viscous time scale. The disk will be subject to

viscous heating for some time as shocks propagate through it. Even before the

merger, as the binary is violently spinning down, gravitational waves will im-

part velocity shear in the disk and cause an electromagnetic flare within hours

or days of the merger (Li et al. 2012). Schnittman (2011) argues that the viscous

heating of the circumbinary gas during the merger may adequately puff up the

disk and give it enough angular momentum that it will inefficiently accrete back

onto the black hole for some time.

Mergers with kicks have an altogether different set of possible electromag-

netic signatures. Schnittman (2011) points out that AGN activity that appears to

have a dramatically different velocity towards us or away from us than the rest

of the host galaxy would be indicative of a SMBHB that received a large kick
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after merger. He also argues that AGN activity that is found to be significantly

off-center in the galaxy would be indicative of a merger with a kick happening

thousands of years ago. Furthermore, Li et al. (2012) write that “the recoil of the

black hole remnant changes the tidal disruption rate of stars due to the refilling

of the loss cone.”

Lippai et al. (2008) discuss the effect of kicks on the disk and carry out some

interesting simulations. They argue that kicks of realistic amplitudes will drive

supersonic shocks through parts of the thin accretion disk. In a simulation of

a 106 M� merged object that has received a 500 km s−1 kick in the plane of the

circumbinary disk, after 30 days, they observe the formation of spiral density

caustics in the disk that move outwards at nearly the kick velocity. For kicks

directly out of the plane of the disk, their simulations showed the formation

of density caustics, but only with about ten percent as much density enhance-

ment as in the in-plane case. So long as the kick velocity is greater than the

speed of sound in the disk, they believe shocks will form and that the shock

will propagate through the whole portion of the disk with such a relatively low

speed of sound. They argue that the luminosity of the disk will increase nearly

quadratically in time as the disk is shocked and that it could brighten to a few

percent of the Eddington luminosity of the disk. They believe these sources to

be detectable for the closest or most massive sources. Finally, Lippai et al. (2008)

describe a likely remnant that would turn on about 50 days after the merger

as a UV source and then harden to soft X-rays over about 2 years. If a BWM

were detected in the Earth term, this seems like a very promising possible EM

signature of the merger.

Li et al. (2012) discuss the fact that the viscous heating of the disk would
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be quite inefficient compared to the tidal heating of nearby stars. For faint,

small stars, tidal heating can boost their luminosity to many times their in-

trinsic luminosity. The effect can be stronger around more massive SMBHBs

because stars can get closer to the black holes in units of the merged black

hole’s Schwarzschild radius without being tidally disrupted. They find that

the increase in a star’s luminosity from tidal heating is biggest for small, high-

metallicity stars. Because the effect is rather dim compared to the expected sig-

nal from the disk, and because the population of stars near enough to the binary

to be effected has likely been diminished by three-body interactions with the bi-

nary, they are not optimistic as to the observability of this effect.
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