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MACHINES THAT LEARN AND RECALL
Their Beginnings in Research
on Neural-Like Processing of Signals

by Wolfgang Sachse
The standard approach to investigating
engineering systems is to put in a signal—
mechanical, thermal, electrical, or whatever—and measure a response. This direct
or forward approach often involves a theoretical model and suitable analysis.
But there is also a large class of inverse
problems, for which the characteristics of
the input or the properties of a medium,
component, or structure are sought from
knowledge of the input and observations of
the output.
Inverse problems have been studied for
decades, but they have become a focus of
intensive research only recently. The development of new sensing systems, computers, and algorithms has led to spectacular advances in such areas as speech recognition, the characterization of materials
and the identification of failure processes
in them, noninvasive medical diagnosis,
and seismic exploration of the earth.
Actually, living beings learn largely by
finding solutions to inverse problems. For
example, recognizing images, identifying
speakers, and detecting odors are done
effortlessly, quickly, and well by most
people. It is natural to ask whether the
procedures that living beings use to process

sensory information could be used in solving engineering problems.
APPROACHES TO THE SIMULATION
OF NEURAL CIRCUITS
Important early work in the development
of this approach was carried out more than
a quarter of a century ago at Cornell. Frank
Rosenblatt, a professor of physics, and
Henry David Block, a professor of theoretical and applied mechanics, developed the
perceptron, an instrument in which twovalued logical decision elements were used
to represent biological neurons, and these
were organized into a network to solve
simple pattern-recognition problems. This
innovative idea was not extensively pursued, though, because of its limited
applicability.
The recent resurgence of the field is due
in large part to the development of continuous, nonlinear models that more properly
represent the operation of real neural circuits. Also, feedback connections across
the network were developed, and new computers optimized for parallel processing
tasks became available. These advances
have resulted in the implementation of
neural-like processing by which informa-

tion can be learned and recalled. Applications include data analysis, pattern recognition, and control systems for the manufacturing and chemical industries.
In my laboratory at Cornell we have
been working on ways of coupling ultrasonic nondestructive testing and inspection
systems with a neural-like processor. The
result has been a powerful new approach
for extracting information from ultrasonic
signals detected on the surface of a structure. The procedure is, in fact, a way of
solving an inverse problem. Characteristics of the signal source, and possibly even
properties of the medium, can be deduced.
HOW NEURAL-BASED
PROCESSING WORKS
A neural-based processing procedure differs in a significant way from artificial intelligence (AI) approaches. In these, a system is trained by transforming the signals
into a set of descriptors or features which
may have been arbitrarily selected by a user
and which are not directly related to any
measureable properties of the system under
investigation. In such a case, the AI approach cannot provide a quantitative description of either the source or the propa-
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"The result has been a powerful new approach
for extracting information from ultrasonic signals
detected on the surface of a structure."
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gating medium in terms of variables that
characterize the actual physical processes
involved in generating the source signal, or
that affect the propagation of signals to the
receivers. In contrast, the neural-like processing approach is a computing extension
of the sensory system: the signals directly
represent measurable properties of the real
world, without human involvement.
For any system under test, it is assumed
that there is a relation between the excitation force and the output; the functional relationship is determined by the Green s
function of the system. This function can be
computed for certain materials and for particular geometries and excitations, and it
can even be determined in special cases by
means of a calibration experiment. Once it
is known, a solution to a forward problem
is found from a convolution between the
source function and the Green's function.
(A convolution is equivalent in the frequency domain to a multiplication.)
But solving an inverse source problem is
another matter. Suppose we wanted to
obtain some information about the components of a source signal and its time function. We could measure signals from a
number of receivers, but to obtain a solution

we would need either additional information or special processing procedures. This
is an example of an ill-posed problem. The
solution might be found by inverting the
equation describing the forward problem,
but this usually requires that the so-called
inverse Green s function be found before
the unknown source quantities can be recovered. This is usually not easy.
A neural-like procedure recently developed by Igor Grabec, working in my laboratory, does not present this difficulty.
(Grabec was at Cornell as a visiting professor from the University of Ljubljana.)
Figure I

As illustrated in Figure 1, the idea is to
form a pattern vector representative of the
signal from a source that is generated on
the surface of a test specimen and detected
by an array of receivers. Descriptors related to the characteristics of the source are
combined with the corresponding interrelated signals to form the pattern vector. In
practice, there is a set of pattern vectors,
each corresponding to one experiment consisting of one excitation and the resulting,
detected signals. It can be shown rigorously that the pattern vector can be mapped
back onto itself with a correlation memory
matrix whose components resemble the
Green's function and its inverse. Hence,
once this memory matrix is known, any
missing information in a pattern vector can
be recovered.
Figure I. The experimental basis of the neurallike procedure developed at Cornell. Illustrated
here is the k-th experiment in a series in which
an excitation t is generated on the surface of a
specimen, and signals vk are detected at the N
receivers. The excitation f is described b\ the
descriptors gk. The information obtained yields
a pattern vector, and a set of pattern vectors
yields a memory matrix that can be used to
recover "missing" information.

Figure 2
Figure 2. Schematic of a neural-like signalprocessing system. The system comprises N
sensors attached to a test object; M descriptors;
the signal conditioner; the neural network; and
the display output. The neural network consists
of the memory and the subtractor, and can operate in the learning or recall modes.
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The problem is how to determine this
memory matrix for an actual system. An
adaptive system, shown schematically in
the "neural network" portion of Figure 2,
provides a solution. Such a system consists
of two parts, the memory and a subtractor.
The input to the system is the pattern vector
specified by X. The output Y is an estimator of the input and is given by the matrix
product W» X, where W corresponds to the
correlation memory matrix or the memory
response matrix. The difference between
the input and the output of the memory,
sometimes called the discrepancy or the
novelty, is shown in the figure as V.
Initially, the memory is zero and hence
the discrepancy between the input and the
output is large. By using a learning procedure, the memory matrix of the processor is
adaptively changed such that the discrepancy is reduced until it becomes negligible.
Clearly, a critical part of the learning procedure is the rule by which the memory
adapts to the input signals; a simple but effective rule has been developed and is implemented in our algorithms. Once the
memory matrix has been developed, the
output will be equivalent to the input.
Suppose we input a signal that resembles one previously learned, but that
has some information missing. The memory matrix can be used via a recall operation to generate an output vector in which
the missing information is optimally recovered. The missing information might
correspond to either the signal or the source
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portions of the input vector. In the former
case, the solution that is found will be for
the forward problem; in the latter case, the
solution will be for the inverse source problem. This procedure is remarkably similar
to the way in which living beings learn and
process information.
LOCATING AND CHARACTERIZING
AN ULTRASOUND SOURCE
The effectiveness of the neural-like processing has already been demonstrated in
several applications. We have shown that
sources of ultrasound can be located in
either one or two dimensions in a structure,
and further, that a neural-like processing
can be used to simultaneously locate a
source and to determine one of its characterizing parameters. The source parameters recovered so far have corresponded
either to the magnitude or to the orientation
of a source.
To illustrate the operation of this processing approach, we used it in a series of
experiments in which impacts were generated on a solid surface, and the resulting
ultrasonic signals were picked up by sensors mounted on the surface. The procedure was to develop a memory for the sys-

tem on the basis of known circumstances,
and then use this memory to determine the
size and location of new impact sources.
The impacts were generated at certain
places by dropping steel balls of three different sizes from a certain height. Signals
picked up by the sensors were recorded and
analyzed. Examples of the pattern vectors
(the learning data) and the learned memory
matrix W are shown in Figures 3a and 3b.
Each portion of the memory matrix (there
are sixteen sections in the Figure 3b example) is important for the associative
operation of the system during the analysis
of new patterns.
The experiments illustrated in Figure 3c
demonstrate the recall or associative operation of the system. In this step, the feedback
to the memory was disconnected and new
signals were presented to the system. The
signals shown in the figure correspond to
impacts that were caused by dropping balls
of the three test sizes onto the plate at various locations. Depending on the point of
impact, such a signal may be identical to
one in the learning set, or it may be different. It can be seen in the recovered patterns
show that two source features—impactor
size and impact location—are obtained

Figure 3a
Figure 3. An experiment illustrating the neural-like processing approach.
Impacts of known intensity and position were generated on a solid
surface, and the resultant ultrasonic signals were recorded. The pattern
vectors shown in (a) comprise the learning data. From these data, a
memory matrix (b) was formed. Then information about the size and
location of new impact sources was recovered in recalled vectors (c).
The impacts were generated by steel balls of three different diameters—4.95, 6.34, and 9.52 millimeters—dropped from a height of onehalf inch onto the surface of a thick, curved, plate-like specimen of
graphite!epoxy. Nine impact points were equally spaced one-half inch
apart between two miniature ultrasonic sensors mounted six inches apart
on the plate. Signals were amplifed and recorded with a time resolution
of one point every half microsecond via a multi-channel waveform recording system that was activated by one of the waveforms.
Each input pattern vector consisted of 150 components, of which 128
corresponded to a concatenation of the ultrasonic signals, and 22 were
used to encode the information on source location and ball size.
The memorized response matrix shown in (b) has sixteen characteristic regions, corresponding to the auto- and cross-correlations between the
components of the vector patterns. These regions contain the waveform
data from each of the sensors and the encoded source information.
To obtain recalled vectors such as those in (c), signals were generated
by impacts of any of the balls used to develop the memory matrix. Two
source features—impactor size and source location—were recovered for
each test signal presented to the memory.
The table shows a comparison of recovered and actual descriptor
values obtained in tests of this kind. A weighted sum of the recovered
source information was used in order to provide a simple comparison
between the input and recovered source parameters. (In the ten tests
tabulated, the sources were activated by Erich Sachse, age ten.)

Figure 3c

Actual and Recovered Characteristics of an Impact Source
Location *
Impactor Size f
Actual Recovered
Actual Recovered
5.4
2.9
5
3.0
1
7.9
3.2
4.0
3.4
8.1
4.0
1
3.9
3
3.0
4.0
7
7.3
5.0
4.6
5
5.6
1.0
1.7
5.0
4.6
7
7.3
2.0
2.0
8.4
7
4.1
2.25
2.8
3
2.25
2.0
5
6.7
* measured irl inches along a line between the two sensors
f
spherical diameters: 3 = 4.95 mm; 5 = 6.34 mm; 7 = 9.52mm

Figure 4

from each test signal. Results of tests of this
kind are compared with actual values in the
table that accompanies Figure 3. Although
the agreement is not perfect, the results are
promising.
An essential finding of this first demonstration is that neural-like processing systems have the ability to recover sensible
results from any measurement situation,
even a situation not used in the development of the memory. In fact, we have
shown that the neural-like processing
yields an optimal recall of information
from the data presented to the processor.
DETECTING CHANGES IN WAVE
PROPAGATION IN A SPECIMEN
We have also completed preliminary experiments in which the neural-like-processing approach is used to detect changes in
the propagation of waves in a specimen. In
these experiments, carried out on a metal
plate, ultrasonic signals corresponding to
particular source/receiver configurations
were used to develop the memory.
To modify the wave propagation, we attached a brass disk to the surface of the plate
at various points, as shown in Figure 4. Its
effect appeared as slight variations in the

measured ultrasonic wavefield, and we
were able to show that these changes could
be easily identified with the discrepancy
factor, V. This demonstrates that an adaptive system can be used when changes
caused by variable wave impedance are to
be detected nondestructively. An example
is the examination of a structure to detect
the development and growth of defects.
The work completed so far indicates that
experimental descriptions of ultrasonic
wave phenomena have a natural relation to
adaptive systems and associative memories. With adaptive learning methods,
therefore, it should be possible to obtain an
approximate quantitative physical description of the characteristics of the source or
the propagating medium.
A fundamentally important point is that
this technique does not require a theory of
ultrasonic wave propagation in order to
yield solutions to the forward or the inverse
problems. The method requires only the
data—detailed information about features
of a detected signal— that are presented to
the system during the learning process. The
information needed for the analysis part of
the procedure is obtained from the memory
developed during the learning phase. As
our experiments demonstrate, an intelligent processing system can recover data
missing from measured signals as long as
the measurement conditions are equivalent
to those that were in effect when the memory was formed. The missing data pertain to
either the source or the wavefield.
At first our experiments were carried out
on a laboratory microcomputer with limited data-storage capacity, and as a result,
the waveforms were severely truncated.
Nevertheless, we found that even with such
a severe reduction of data, neural-like processing can solve a number of important
ultrasonic inverse problems.

impact
source

point sensors

R2
plate specimen
mf i
1

i
2

r
3
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Figure 4. The experimental arrangement used
to test the ability of a neural-like processor to
detect changes in wave propagation. The measured changes correspond to changes on the
boundary of a specimen.

PROSPECTS FOR WIDE USE
OF A PROMISING TECHNIQUE
Our initial experiments with neural-like
processing demonstrate that the technique
can be used right now in a number of applications that call for nondestructive characterization of materials. With further development, measurements involving adaptive
systems could be the basis of advanced
ultrasonic nondestructive test instruments
that could be used to automatically monitor
the development of defects and changes of
material properties in a structure. The clear
advantage of such instruments would be
that they could be operated on-line in real
time by personnel without special training.
An analogy is appropriate here. Just as
people who have no deep understanding of
the underlying theory can learn to operate a
system, so too can neural-like processors
work without a theoretical basis.
The applicability of such a procedure is
not limited to ultrasonic systems. Such
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systems could form the basis for other kinds
of new instrumentation for the nondestructive testing and monitoring of materials, and for applications in other fields
such as medicine and seismology.
It is likely that in the not-too-distant
future we will see the development of neural networks, implemented with electronic
hardware, that will process signals detected
with multiple and multi-sensor arrays. The
approach may be novel for engineering
problems, but its effectiveness is proven:
Nature has used it since the world began.

Professor Sachse (at left) and researchers in his laboratory perform a demonstration test of the
neural-like processing method. Joachim Leder, a student in the Master of Engineering degree
program, is at upper right, and Bernarde Castagnede, a postdoctoral associate, is at lower right.
Here Sachse is simulating an acoustic-emission event by breaking a pencil on the surface of a
graphite I epoxy composite material. When a number of such sources are activated and recorded, the
system "learns" a network that can be used to "intelligently" analyze new data.

Wolfgang Sachse, a professor of theoretical and
applied mechanics, centers his research and
teaching on the mechanics of materials, nondestructive testing techniques, and physical
acoustics. This spring he received a Dean's
Prize for innovation in teaching, in recognition
of his development of a newfreshman laboratory
course on sensors and actuators.
He joined the Cornell faculty in 1970 after
earning the Ph.D. degree at The Johns Hopkins
University. He is a fellow of the Institute of
Acoustics and a member of the honorary society
Sigma Xi.

EXPLANATION-BASED LEARNING
FOR MACHINES

by Alberto Maria Segre
Machines can learn by the same basic
methods that people can: inductively or
deductively.
Inductive learning generally relies on
noting similarities across large sets of examples; researchers in machine learning
refer to this as similarity-based learning
(SBL). Systems that use inductive techniques are particularly well suited to
classification tasks, in which the goal is to
find out whether or not an example belongs
to a given solution class. An inductive
learning algorithm might be used, for example, to produce decision rules for diagnosing soybean diseases from a number of
examples. For the first twenty-five years of
research on machine learning, SBL was the
dominant method.
Recently, however, a number of researchers have turned their attention to an
entirely different kind of machine learning
—a type that is deductive rather than inductive. Explanation-based learning (EBL),
as it is called, is well suited to problemsolving tasks. For instance, it might be used
to teach robots to assemble parts, or computers to solve problems in symbolic
mathematics. Explanation-based learning
is sometimes termed speed-up learning,

since it involves reorganization of existing
knowledge for better results.
Cornell is is one of the centers for EBL
research. Recently my students and I developed a new EBL algorithm that has
some interesting and unique properties
and, as a bonus, embodies a way of looking
at EBL that is more intuitive than many past
descriptions. In this article I will describe
the new algorithm and speculate on some
possible applications.
A PROBLEM-SOLVING ENGINE
USING FACTS AND RULES
A system for EBL, unlike one for SBL, can
be evaluated only in the context of the
underlying problem-solving engine.
To illustrate what this means, we can
use a very simple backward-chaining problem solver somewhat like the popular programming language PROLOG. Knowledge is encoded in our system as either
facts or rules (technically first-order definite clauses), and we can construct deductive arguments to support a particular statement by chaining facts and rules together.
For example, the statement that. Jack is
cranky could be deduced from the fact that
Jack is hungry and the rule that hunger

produces crankiness. We can write the fact
as hungry (Jack) and the rule as hungry (?x)
-^cranky (?x), where ?x is a generic descriptor. Generic descriptors, or variables,
can take on any value as long as they are
labeled consistently. In other words, the
rule that hunger produces crankiness lets us
deduce the crankiness of Jack from his hunger.
In this kind of problem-solving engine,
illustrated in Figure 1, the arguments, or
proofs, have a distinctive tree structure and
can be seen as an explanation of why the
particular statement at the root of the tree is

". . . it might be used to teach robots to assemble parts,
or computers to solve problems in symbolic mathematics.

true. (This particular formulation of the
problem-solving engine is by no means the
only one that is possible, but it is general
enough to be applicable to a variety of tasks
and will be used throughout this article.)
The task of the problem-solving engine
is to build an explanation structure in a
reasonable amount of time, given a statement to use as the root node of the tree. This
"reasonable amount of time" is called the
resource limit for our problem-solver. If no
proof can be constructed within the allotted
time, then the problem-solver simply gives
up and reports failure.
The time required to construct a given
proof depends on many factors*, one of
which is the number of rule instantiations
in the final proof tree. The more rules, the
longer it takes (on average) to construct the
proof, so there is an incentive to find a way
of reducing the number of rule instantiations that are needed.
*Other factors include the number of variables
in the rules, the branching factor of the rules (the
number of premises per rule), and the order in
which rules are tried within the problem-solver.
The effects of these various factors on run time
are difficult to isolate and treat independently.

Figure 1. WHY PAT LOVES HIS UNCLE
An Example of a Problem-Solving Engine at Work
Consider the particular collection of facts and rules that constitute the domain theory :
friendly(?y,?x) & rich(?y) -> loves(?x,?y)
lawyer(?x) -> rich(?x)
living(?y) & related(?x,?y) -* friendly (?x,?y)
relatedf ?x,uncle( ?x))
living(uncle(Pat))
lawyer(uncle(Pat))
A proof constructed from this given domain theory explains why Pat loves his uncle:
loves(Pat,uncle(Pat))

II
loves(Pat,uncle(Pat))

rich(uncle(Pat))

friendly(uncle(Pat),Pat)

II

rich(uncle(Pat))

friendly(uncle(Pat),Pat)

living(uncle(Pat))

II
living(uncle(Pat))

related(uncle(Pat),Pat)

II

related(uncle(Pat),Pat)

lawyer(uncle(Pat))
lawyer(uncle(Pat))

The root of the proof tree is the solitary node at the top; the leaves are the nodes at the bottom. Each
node corresponds to a fact or a piece of a rule in the domain theory, in which all of the variables
are consistently labeled with descriptors. Clusters of nodes related by single lines correspond to
instantiations of rules in the domain theory, and pairs of nodes related by double lines correspond
to forced matches between pieces of rules and/or facts. If these matchings force the substitution
of a specific descriptor for a variable, the substitution must be propagated consistently.

IMPROVING THE PERFORMANCE OF
THE PROBLEM-SOLVING ENGINE
The performance of a problem-solving
engine such as the one shown in Figure 1
can be improved by using a technique that
automates the construction of new rules.
This is accomplished by means of an explanation-based learning algorithm recently
developed in our computer science department at Cornell: the EBL* algorithm.
EBL* is actually a family of algorithms;
in fact, it comprises the entire class of EBL
algorithms. All these algorithms operate by
taking a completed proof tree, modifying
it, and extracting a new rule from the modified tree. Thus, these algorithms learn new
rules by analyzing examples of proofs generated by the problem-solver. The new
rules are added to the domain theory and
therefore affect future performance. This is
more easily understood by looking at an example, such as the one outlined in Figure 2.
If new rules extracted from modified
trees can be expressed in a more general
form, as illustrated in Figure 2, that general
rule could aid in the construction of a whole
series of related proofs. An explanation, as
in Figure 1, would be transformed in such
a way that useful new rules could be ex-

Figure 2. PROOFS OF OTHER LOVES
An Example of Explanation-Based Learning
Suppose we modify the proof tree of Figure 1 and extract a new rule. Recalling that the leaves
of the tree correspond to facts in the domain theory, we construct our new rule by pruning at the
double edges right above the leaves—taking the root as the conclusion and the (new) leaves as
the premises. The new rule would be:
living(uncle(Pat)) & related(uncle(Pat),Pat) & lawyer(uncle(Pat)) -> loves(Pat,uncle(Pat)).
The addition of this rule to the domain theory will certainly affect the time needed to construct
a proof of why Pat loves his uncle. Since facts in the domain theory remain in the domain theory,
applying the new rule would simply require looking up the appropriate facts in the database. In
fact, if the problem-solving engine is asked to build this proof again, it should take only one rule
application to return a proof tree supporting the query (note that this would not necessarily be the
same proof tree—just an equally valid one). This is an example of rote learning, which
corresponds to the memorization of past results. We could accomplish much the same thing by
simply storing loves(Pat,uncle(Pat)) as a fact in its own right.
Imagine, however, what could be learned if the proof tree in Figure 1 could somehow be
reexpressed in a more general form. The new rule extracted from such a tree might be:
living(?x) & related (?x,?y) & lawyer(?x)) -> loves(?y,?x)
which would as easily aid in the construction of the proofs for loves(Joe,uncle(Joe)) or
loves(Sam,uncle(Sam)) as the proof of loves(Pat,uncle(Pat)). Explanation-based learning addresses this process of transforming an explanation so that a useful new rule can be extracted.

tracted. This process is precisely the one
used in explanation-based learning.
THE NEW EBL* ALGORITHM
AND HOW IT WORKS
Our EBL* algorithm has two parts: a repertoire of five transformation operators,
and a control strategy for applying the
operators to the proof tree. When the operators are applied in appropriate sequence
and combination, EBL* can emulate any
existing EBL algorithm and even any theoretically possible one: it has the property
known as completeness.
The five operators in the EBL* repertoire are:
(1) replace a term by another, more specific, term;
(2 replace a term by another, more general,
term;

(3) prune the proof tree by cutting one of the
double edges, leaving a node unmatched;
(3) add a subtree by adding a double edge
under a currently unmatched node;
(5) prune the proof tree by cutting one of the
double edges, preserving the argument
bindings imposed by the pruned subtree.
Traditional EBL algorithms use the first
three operators in some rigidly specified
sequence. The IMEX algorithm (of Braverman and Russell) also uses the fourth
operator. The extra power of the EBL*
algorithm (as well as its completeness)
come from the fifth operator.
Figure 3 shows the result of applying the
first three operators, as would be done with
a traditional EBL algorithm. Figure 4 illustrates the application of the fourth operator;
and Figure 5 shows how the important fifth
operator works.
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Figure 3. EARLY PROOFS OF LOVES
The Operation of a Traditional EBL Algorithm as Emulated by EBL*
In constructing a new rule, traditional explanation-based algorithms make changes to the proof in three fixed stages, which can be seen as a control strategy governing the application of the first three operators in the new Cornell EBL* algorithm.
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Stage 1. Apply the third EBL* operator to
each double edge directly above a leaf node.
The results, as applied to the proof tree of
Figure 1, are shown. The rule instances
living(uncle(Pat)), related (uncle(Pat),Pat),
and lawyer (uncle(Pat)) are pruned, leaving
three unmatched nodes. The rule that could be
extracted from Stage 1 would refer to Pat specifically, and would hardly be worth learning.
Stage 2. Apply the second EBL* operator to
each node in the tree, guided by the original
rule corresponding to this rule instance. Each
of the nodes is replaced by a more general
term derived from the original rule. This tree
is not logically valid because the constraints
implicit across the double edges are violated.
The rule that could be learned would be
nonsensical: living(?e) & related(?e,?f) &
lawyer(?g) -» loves(?a,?b), which would
essentially allow us to conclude universal
love from the existence of a lawyer and a
living person with a relative.
Stage 3. Apply the first EBL* operator
across each double edge, forcing the (now
generalized) terms to match again. This constitutes a reenforcement of the double-edge
constraints. The rule that can be extracted is:
living(?b) & related(?b,?a) & lawyer(?b) ->
loves(?a,?b). This is by no means the only
rule that could be extracted from this particular example. If it were possible to prune the
tree at the double edge between
lawyer(uncle(Pat)) and rich(uncle(Pat)), the
following rule could be acquired: living(?b) &
related(?b,?a) & rich(?b)) -» loves(?a,?b),
which would be even more generally applic
able given that lawyers do not have a monopoly on richness!
Most of the traditional EBL algorithms
differ both in how much and where they prune
(Stage 1) and in how they reenforce the validity constraints in Stage 3.

After Stage 1
loves(Pat,uncle(Pat))
loves(Pat,uncle(Pat))

friendly(uncle(Pat),Pat)

rich(uncle(Pat))

friendly(uncle(Pat),Pat)

rich(uncle(Pat))

II

living(uncle(Pat))

related(uncle(Pat),Pat)

lawyer(uncle(Pat))

After Stage 2
loves(?a,?b)

II
loves(?c,?d)

rich(?d)

friendly(?d,?c)

II

II

friendly(?e,?f)

rich(?g)

living(?e)

lawyer(?g)

related(?e,?f)

After Stage 3
loves(?a,?b)

II
loves(?a,?b)

friendly(?b,?a)

living(?b)

rich(?b)

II

II

friendly(?b,?a)

rich(?b)

related(?b,?a)

lawyer(?b)

LEARNING USEFUL RULES
BY ADJUSTING EXPLANATIONS
The point of transforming an explanation is
to allow a rule to be extracted from it that is
not only valid, but also worth learning, or
useful. This quality of usefulness is traditionally called operationality. A rule is
operational if it can be applied in many
different situations and its subgoals can be
proven efficiently when it is applicable.
The two rules shown in Figure 3 provide
an example. Both of these rules were extracted from the same explanation, but the
second is more likely to be applicable: the
more general subgoal rich(?b) can be
proven in several different ways, whereas
one particular way of proving rich(?b)—
that is, lawyer(?b)—is compiled into the
first rule. On the other hand, the first rule is
likely to be more efficiently applicable: if
the facts in the domain theory tend to be
expressed at the same descriptive level, the
proofs of the first rule's subgoals will be
shallower, and thus cost less to construct.
(In this case we are assuming that it is easier
—and cheaper—to check for the attributes
of lawyer than for those of rich.) The problem of ensuring that a rule acquired by EBL
is operational is the problem of transforming an explanation so that its unmatched (or
fringe) nodes are both widely and efficiently provable. Our sample EBL algorithm implicitly assumed that a node that
matches a fact in the domain theory would
be operational. The pruning criterion thus
became simply to prune right above the leaf
nodes of the proof tree.
Other EBL systems have used various
methods to determine operationality. The
most naive method is to simply flag some
predicates as operational a priori. This
approach is not always adequate, but it does
have the advantage of being explicit. Some
EBL algorithms have had their operation-

Figure 4. IS PAT WILLING TO RANSOM HIS UNCLE?
An Example Illustrating the Fourth EBL* Operator
Suppose the rule learned in the Figure 3 example is used by an artifically intelligent kidnapper
to deduce that Pat is willing to ransom his uncle. Such a deduction is shown in the proof:
willransome(Pat,uncle(Pat))
willransome(Pat,uncle(Pat))

loves(Pat,uncle(Pat))

rich(Pat)

II

II

loves(Pat,uncle(Pat))

rich(Pat)

t
surgeon(Pat

related(uncle(Pat),Pat)

living(uncle(Pat))

Hk

,.'--w—-

lawyer(uncle(Pat))

-

related(uncle(Pat),Pat)

-H---_.
lawyer(uncle(Pat))

living(uncle(Pat))
surgeon(Pat)
A traditional EBL algorithm might prune the proof (at the wavy line) and extract the rule:
surgeon(?p) & living(?u) & related(?u,?p) & lawyer(?u) -*willransome(?p,?u).
Suppose now that subgoals involving the predicate rich are easy to prove. One would like the
learned rule to be:
rich(?p) & living(?u) & related(?u,?p) & rich(?u) -> willransome(?p,?u).
A traditional EBL algorithm cannot learn this rule from the given explanation because the
rich(?u) subgoal is hidden by the previously learned rule. The IMEX algorithm replaces the instantiation of the earlier rule with the original partial proof tree it came from (see Figure 3), and then
prunes the expanded proof tree as shown below. Once generalized, this results in the desired rule.
willransome(Pat,uncle(Pat))

II
willransome(Pat,uncle(Pat))

rich(Pat)

loves(Pat,uncle(Pat))

rich(Pat)

loves(Pat,uncle(Pat))

II

t
surgeon(Pat)

II
surgeon(Pat)

friendly(uncle(Pat),Pat)

II

friendly(uncle(Pat),Pat)

living(uncle(Pat))

_H-----^
living(uncle(Pat))

related(uncle(Pat),Pat)

--41--"^^''
related(uncle(Pat),Pat)

rich(uncle(Pat))
rich(uncle(Pat))

' lawyer(uncle(Pat))

II
lawyer(uncle(Pat))

Figure 5. WHAT IS THE SALES TAX IN NEW YORK?
An Example Illustrating the Fifth EBL* Operator
Suppose an articially intelligent accountant knows that if two stores are located in the same state,
then the sales tax percentage at the two is the same:
location(?x,?u) & location(?y,?u) & rate(?x,?r) ->rate(?y,?r).
Given the common location of Gucci and Cartier and the sales tax rate at Gucci, one can find the
rate at Cartier, as the proof tree shows.
rate(Cartier,7%)

II
rate(Cartier,7%)

location(Gucci,NY) \

II
location(Gucci,NY)

location(Cartier,NY)

rate(Gucci,7%)

location(Cartier,N.Y)

rate(Gucci,7%)

II

Neither a traditional EBL algorithm nor the IMEX algorithm can transform this proof into a
version from which an interesting rule can be extracted. However, the new rule:
location(?xJSIY) -» rate(?x,7%)
can be learned after deleting two subgoals and their subproofs while preserving the bindings that
were generated for the arguments of the subgoals by the deleted subproofs. This new rule is both
valid and operational; it states that the sales tax rate at any store in New York is 7 percent.
A rule of the form "stores in the same state pay sales tax at the same rate" is on a determination:
a higher-order regularity that by itself is useless in reasoning, but which together with some
premises leads to useful conclusions. One can think of a determination as compiling information
about a particular problem in with the domain theory. Since new problems drawn from the same
population may share many characteristics with the sample problem, determinations allow the
system to take advantage of these similarities.
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ality heuristics expressed procedurally.
These procedurally expressed heuristics
give the system developer finer control
over the pruning process, but they are more
difficult to justify individually.
One of the tasks of the EBL* control
strategy is, in fact, to express the operationality strategy. As we have seen in the Figure 3 example, the third EBL* operator
enables the same kind of pruning that is
used in traditional EBL algorithms to implement the operationality strategy. The
fourth and fifth EBL* operators provide
additional capabilities for altering proof

trees—capabilities that are not normally
supported by traditional EBL algorithms.
For example, it may happen that an
explanation to be pruned involves a rule
whose premises are too specialized for a
new rule involving them to be operational,
but whose consequent is too high-level for
it to be a suitable subgoal of a new rule. This
will often be the case for a rule that is the
result of earlier learning. A solution is
provided by the IMEX algorithm, which
can unravel a rule by replacing it by a proof
tree whose root is the consequent of the rule
and whose leaves are the antecedents of the

rule. The fourth EBL* operator provides
identical functionality. This is illustrated in
Figure 4.
Not only the fourth, but the also the fifth
EBL* operator is skillful in pruning a proof
tree. This is illustrated in Figure 5.
ONGOING RESEARCH
ON CONTROL STRATEGIES
Our description of EBL* begs the question
of what makes an adequate control strategy. As seen in the examples I have given,
how the tree is pruned makes a crucial
difference in the usefulness of a new rule.
Among other factors affecting the rule's
usefulness is the degree of generalization
that is applied to individual nodes, and we
are studying that.
Control strategies for EBL* can draw
from both domain-independent (syntactic)
and domain-dependent (semantic) characteristics of the proof tree. Traditional EBL
algorithms all use syntactic control strategies, but differ from each other in the particular strategies they incorporate. Our
EBL* algorithm has two operators in addition to the three embodied in the traditional
algorithms, and we are studying the behavior of strictly syntactic control strategies

that incorporate these additional operators.
The objective is to discover how far emperical domain-independent control can
go. Eventually, though, we plan to incorporate semantic considerations into our control strategies.
In connection with this investigation,
we are looking for a reasonable way to
empirically compare the performance of
different control strategies. We have made
progress with a theorem-prover written in
Common Lisp, and are conducting tests on
a set of problems drawn from Principia
Mathematica.
MACHINES THAT LEARN
BY OBSERVING HUMAN EXPERTS
We have seen how EBL in general and
EBL* in particular can be used to extract
new, logically correct, rules for addition to
a domain theory. The presence of these new
rules affects the efficiency of the underlying problem-solving engine when it is confronted with new problems. In a sense,
explanation-based learning provides a
method for automatically fine-tuning a
problem-solver.
We are now using EBL* and our theorem-prover to reimplement a learning system, called ARMS, that I developed for
mechanical assembly. Although it operates in a simpler domain than that of an
actual robot, ARMS has been used to drive
a real robot arm through an assembly task.
Now we intend to formalize and test the
EBL control heuristics of ARMS with an
eye toward extending them.
ARMS is perhaps most interesting as a
prototype for the class of systems called
learning-apprentice systems. Such a system is usually embedded in the software
tools used by a human expert, and it increases its problem-solving abilities by
unobtrusively monitoring and analyzing

the performance of the expert. We hope to
develop a notion of the principles underlying learning-apprentice systems, and eventually to construct a domain-independent
learning-apprentice tool built around
EBL*. Other possible applications include
VLSI layout design, CAD/CAM (computer-aided design and manufacturing),
and the solution of job-shop scheduling
problems.
Up to now, most designers of learningapprentice systems have assumed that the
system will be operating in a well-behaved
environment such as the tightly controlled
physical environment created for industrial
robots. The present goal should be to construct systems that can interact with an unconstrained, realistic world. We are working along these lines, and also attempting to
apply EBL* techniques to problems of
planning and learning under conditions of
uncertainty.

The intellectual capabilities of machines are less astounding than those of
people, but they are fascinating, powerful,
and growing. Machines that can learn are
sure to expand the boundaries of what we
humans can accomplish.

Alberto Maria Segre, an assistant professor of
computer science, joined the Cornell faculty in
1987 after receiving his Ph.D. from the University of Illinois. His dissertation concerned
learning-apprentice systems for robotic assembly; the research has been published as a book,
Machine Learning of Robot Assembly Plans
(Kluwer Academic).
Segre earned undergraduate degrees in
both music theory and computer engineering at
Illinois, and subsequently spent a year as a
Fulbright scholar at the Computer Music Laboratory of the University of Milan in Italy.
His current research is supported by the
Office of Naval Research.
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RAISING THE \Q OF A ROBOT
Reformulation of Symbolic Representations

by Devika Subramanian
Wisdom is knowing what to ignore. If a
robot had too many things to consider, it
would spend too much of its time searching
through possible solutions, very few of
which would be relevant. Faster computers
aren't the answer to this problem. In this
article, I sketch an effective approach: the
elimination of irrelevant distinctions, with
consequent reduction in the amount of information to be considered. Concepts are
reformulated to suit the task at hand.
This is a method used by creatures with
natural intelligence; for instance, we humans conceptualize a road as a line when
we are planning a trip, as a surface when we
cross it, and as a volume when we attempt
to dig it. An aim of the research I am
directing is to improve the problem-solving capability of robots by giving them the
ability to reformulate concepts.
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THE REFORMULATION PROBLEM
IN ARTIFICIAL INTELLIGENCE
It is an old cliche in the field of artificial
intelligence (AI) that understanding the
role of representation in problem-solving is
the key issue. Yet over the past thirty years,
research in problem-solving in AI has concentrated on the development of sophisti-

cated methods of heuristic search in the
space defined by a representation that is
provided by a human programmer. The
approach we are following is to reduce
search for a solution by changing representations automatically.
The Mutilated Checkerboard
Problem:
A Tough Nut for Proof Procedures*
Suppose we cut off two diagonally opposite
corners of an 8 x 8 checkerboard. Can we
cover this mutilated board by tiles of dimension 1 x 2?
The naive formulation of this problem
demonstrates the impossibility of achieving
such a covering by trying all possible arrangements. A reconceptualization of the
problem uses the fact that two diagonally
opposite squares are of the same color and
that each tile covers one square of one color
and one of the other color. Since there are
thirty squares of one color and thirty-two of
the other, there is no possible tiling. This
reduces the solution that uses exhaustive
search to a simple counting argument.
*from a 1964 technical report by John
McCarthy, Computer Science Department,
Stanford University.

The main motivation for reformulation
stems from the observation that intelligent
control of search cannot always fix problems caused by a bad representation. A
dramatic example is the mutilated checkerboard problem (outlined in the box at
left).
The reformulation question was first
outlined by Allen Newell in 1965, and the
need for addressing it was reiterated by
Newell and Herbert Simon in their 1975
Turing Award Lecture. "The whole process of moving from one representation to
another, and of discovering and evaluating
representations, is largely unexplored territory," they said. "The laws of quantitative
structure governing representations remain to be discovered."
The challenge remains open even today:
the power of most AI systems is still limited
by the representations given to them by
their human designers.
DISCOVERING THE RIGHT
FORMULATION
A first step in meeting this challenge is to
develop a theoretical basis and some tools
for the incremental redesign of representations. Automating incremental reformula-

tions is very important because it will go far
toward relieving humans of the tedium and
inflexibility of programming all possible
conceptualizations into AI systems.
Reformulation is the science of removing irrelevant distinctions and introducing
necessary ones to accomplish goals effectively and efficiently. The mutilatedcheckerboard problem is a compelling illustration of the importance of making the
right distinctions. Replacing the initial set
of distinctions based on board position by
the more abstract one based on color made
the problem "transparent".
PRACTICAL WORK ON ROBOTS
AND A THEORETICAL BASIS
Our practical interest in reformulation is in
the design of a completely autonomous
robot that functions well under resource
constraints in changing environments.
Imagine a robot with a very detailed theory
of the world. If the environment demanded
faster prediction, the robot should build an
approximate theory of the world on top of
the more detailed one, in order to allow for
efficient computation. Both theories concern the same phenomena; the abstract
theory is a reformulation that makes fewer

distinctions and is thus much more efficient. Conversely, a system with a very
crude theory, say about substances, would
do well to reformulate by introducing distinctions based on states of matter. A robot
designed to pick objects off an assembly
line should reformulate its conceptual hierarchy of objects to correspond to distinctions made on the basis of how easily they
can be grasped.
Our theoretical enterprise is to uncover
general, domain-independent principles of
change of conceptualization. But are there
such general principles? And if so, are they
generative—that is, will they suggest new
formulations?
If one sets out to propose a theory that
could generate all the spectacular reformulations in the history of science, it would
appear that the answer, at least to the second question, is negative. Revolutionary
transformations, such as the reformulation
of the geocentric model of planetary
motion to the heliocentric one, or the frequency-domain characterization of timedependent behavior by the Laplace transform, account for a very small percentage
of the reformulations made by humans.
Most reformulations are incremental and,
by comparison with the above examples,
mundane.
Human beings move easily between
conceptualizations of the world at different
grain sizes (as in the road example). Such
transformations, called granularity shifts,
are characterized by the incremental refinement or coarsening of distinctions
made in the description of phenomena in
order to make information available at the
right level to achieve the goals at hand.
In this article I will discuss the irrelevance principle that governs granularity
shifts for computational efficency. This
principle makes precise the intuition that

inefficient formulations make irrelevant
distinctions. It is the computational analogue of Snell's laws in optics. It advocates
the path of least resistance: an agent should
not make any more distinctions in the
world than it needs to.
CONCEPTUALIZATIONS AND
RECONCEPTUALIZATIONS
When we conceptualize a problem, we first
identify the objects, functions, and relations that are needed to state it. These elements represent the distinctions necessary
to describe the domain as well as the goals.
Reformulation is about changing distinctions: changing the objects, functions,
and relations needed to formulate the problem: reformulation is reconceptualization.
Conceptualizations are represented in a
machine by encoding them as sentences in
an appropriate language. (In this article,
elements of encodings are shown in green.)
Reformulation is achieved by changing the
representations or encodings. An example
is shown in Figure 1.
CORRECT AND GOOD
REFORMULATIONS
The goal of my research is to generate new
formulations that correctly solve a class of
goals more efficiently than the original
formulation.
A reformulation is called correct with
respect to a set of goals if the answers to the
goals are preserved across the conceptual
shift.
With respect to the SameFamily relation, C2 is a correct reformulation of C}.
The mutilated checkerboard reformulation
is also a correct one. Other standard examples of correct reformulation include the
rectangular-to-polar-coordinate transformations, and the Laplace and Fourier
transforms. In all these cases, the basic
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Figure 1. A MACHINE'S UNDERSTANDING OF KINSHIP
Conceptualizations and Encodings
Items in black boldface stand for conceptualizations and those in color are elements of encodings;
for example, the encoding element Father denotes the Father relation.

The Conceptualization C7

Another Conceptualization, C2

Objects: the set P of people {A, B, C, D, E, F, G}

Objects: the set P of people {A, B, C, D, E, F, G}

Functions: the function Father from P to P, which is the set
{(A,B),(A,C),(B,D),(B,E),(C,F),(C,G)}

Relations:
the relation FoundingFather, which is the following subset of P 2 :
,D),( A,E),(A,F),(A,G)}

Relations:
the relation Ancestor, which is the following subset of P2:
{(A,B),(A,C),(A,D),(A,E),(A,F),(A,G),(B,D),(B,E),(C,F),(C,G)}

the relation SameFamily, which is the set of P 2

the relation SameFamily, which is the set P 2

The Encoding £ , of Ct
A graphical depiction:

A graphical depiction:

Father(A,B)
Father(A,C)
Father(B,D)
Father (B,E)
Father(CF)
Father(CG)

FoundingFather (A ,B)
FoundingFather(A,C)
FoundingFather(A,D)
FoundingFather (A ,E)
FoundingFather(A,F)
FoundingFather(A,G)
FoundingFather (z ,x) A FoundingFather (z ,y )=>SameFamily (x y)

Father(x,y) =>Ancestor(x,y)
Ancestor(x,y) A Ancestor (y,z)=> Ancestor(x,z)
Ancestor(z,x) A Ancestor(z,y) => SameFamily(x,y)
The first six sentences in E{ represent the Father relation. These are
followed by three axioms. The first two axioms define Ancestor: the first
axiom says that if x is the father of y, then by definition x is an ancestor
of y. The second axiom states that Ancestor is transitive; that is, if x is
an ancestor of y, and y is an ancestor of z, then JC is an ancestor of z. The
last axiom defines SameFamily: two people belong to the same family
if they have a common ancestor.
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The Encoding E 2 of C2

Note that the conceptualization C7 satisfies all the axioms in Et
Formally, C ; is called a model of Et
Note also that the conceptualization C2 can be constructed from C ; by
dropping the Father relation and replacing the Ancestor relation by its
subset called the FoundingFather relation. Since C2 can be constructed
from Cj, we say that C2 is a reconceptualization or reformulation of Cr

primitives used to describe the problem are
changed as a result of the reformulation.
This shift in conceptualization causes a
reconfiguration of the search space of solutions to the problem. For example, in the
initial formulation of the mutilated checkerboard problem, there were sixty-two distinct objects; the reformulation groups
them into thirty objects of one color and
thirty-two of the other color. This regrouping causes the search space to shrink from
size 262 to 1.
Reformulations are thus for a purpose;
all the conceptual transformations I have
mentioned lead to formulations that are
computationally effective for certain
classes of queries.
A reformulation is called good if the
new encoding (corresponding to the reconceptualization) is better for the given class
of queries.
Computational properties of an encoding are determined with respect to a problem solver. For such a determination, we
need to describe how the problem solver
works and what its actions cost. An example is shown in Figure 2.
The reformulation problem for the kinship example is: For a backward chainer,

Figure 2. FINDING THE COST OF SOLVING A PROBLEM
For solving the SameFamily query of Figure 1, we use a simple depth-first backward chainer
(such as PROLOG) on Encoding EJ :
Solve(x) <—
Lookup(x)
Solve(x) <—
Lookup(x<^= y) A Solve(y)
Solve(xA y) <- Solve(x) A Solve(y)
To prove a fact JC, the backward chainer would first attempt to locate x in the given encoding. If
this doesn't work, it looks for a rule that concludes x in the encoding, and then attempts to establish
the antecedent of that rule. It proves conjunctive goals by solving them in order from left to right.
A cost model for this problem solver is:
Cost(x) =
If x in Formulation, then ck
Cost(x) =
If x<= y in Formulation, then c2 + Cost(y)
Cost(x A y) =
Cost(x) + Cost(y)
The cost of looking up a fact in the encoding is a constant cp and the cost of reducing a goal to
another one via a rule in the encoding is cY Notice that in E} the cost of establishing an arbitrary
SameFamily query is proportional to the height of the Father tree. Notice further that in E2 all
SameFamily queries can be solved in constant time. We can thus (informally) establish that E2
is better than E} for SameFamily goals.

find a reformulation of C} that will allow
for the solution of all SameFamily queries
in constant time with no space overhead.
The expected answer is C2 and the associated encoding E2
The general reformulation problem can
be stated as:
Given:
• the initial encoding Ef of the conceptualization Cf
• a description of the problem solver
PS
• correctness constraints: specification of the goals G
• goodness constraints: time and space
bounds on the computation of the
goals
Find:
• a correct reconceptualization C2 and
a good encoding E2

THE NEED TO JUSTIFY
REFORMULATIONS
The main stumbling block to automated
reformulation is the fact that the intended
interpretation of terms and symbols is
never represented in the system itself. So a
system has no logical basis for change of
conceptualization. To justify a conceptualization one must examine the role of each
conceptual element in the computation of
the goals.
Much of the knowledge about choice of
conceptualization is left implicit, and that
is why present-day systems cannot change
their conceptualizations in a justified way.
For instance, a current system cannot determine what role Father plays in the computation of SameFamily, and in particular
whether removing it makes a difference to
this computation. But when computational
constraints are changed, and the system has
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to realign conceptual boundaries, the presence of justification knowledge makes it
possible to evaluate why the present conceptualization fails to meet the constraints
and how to fix it so as to achieve them.
In our research we use meta-theoretical
justifications that tie the change in encoding directly to a change in computational
properties. An example of such a justification is an irrelevance explanation—one
that proves that certain distinctions in the
formulation are not logically necessary for
the solution of a given class of questions.
We say that an irrelevance claim holds in
the meta-theory of a formulation if it is the
case that the distinction specified by the
claim is irrelevant.
The crux of our proposal is the transformation of these justifications into generative procedures for choosing new terms in
order to improve system performance. This
is done by meta-theoretic reduction inferences that attempt to modify the formulation so that the irrelevance claims are no
longer true of the new formulation. A guide
is a local optimization principle called the
irrelevance principle, which states that a
formulation should be changed to eliminate all distinctions that are irrelvant to the
present goals. The minimization of distinctions irrelevant to the goal requires the
introduction of new terms that stand for
macro-objects in the formulation space and
macro-actions in the search space.
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FORMULATING THE THEORY
OF IRRELEVANCE
How do we go about determining what
distinctions are irrelevant in a certain problem? We use the theory of irrelevance as a
tool to specify as well as to derive the
classes of distinctions that are irrelevant.
At the heart of the theory is the metalevel ternary predicate Irrelevant. A fact f

Figure 3. IRRELEVANCE IN FAMILY RELATIONS
An Application of the Theory of Irrelevance
In the SameFamily example of Figure 1, there are two important irrelevance claims:
1. The distinction between Father and Ancestor is irrelevant in the encoding Ef. Even if the
Father facts were relabelled as Ancestor facts, answers to SameFamily questions would remain
the same.
2. The actual identity of the common ancestor is irrelevant to any SameFamily query.
Our theory of irrelevance provides a means of stating these claims precisely. The first claim
can be written:
1. Ancestor(x,y) in Ej =^Irrelevant(Father(x,y),SameFami\y(m,n),E])
This is a conditional irrelevance claim. If for any value of x and y, Ancestor(x,y) were present in
the formulation, then the subset that excluded Father(x,y) would answer all the SameFamily
questions as before.
2. Ancestor(x,y) in Et A Ancestor(y,z) in E, A Ancestor(x,z) in E, =^>
Irrelevant^ Ancestor( y, z), SameFamil y( m, n),E ; )
This claim has an illuminating graph-theoretic interpretation:

SameFamily

Claim 2 states that for any value of x,y,z, removing the Ancestor(y,z) fact does not affect answers
to a SameFamily query. This is because any SameFamily question that used y as a common
ancestor would simply use JC, and since the identity of the common ancestor is irrelevant, this
transformation is correct.
These two claims identify redundant paths in the proof space. If the Ancestor fact corresponding to a given ground Father fact were available in the encoding, there would be two alternate
ways of concluding SameFamily: one that uses Father(x,y) => Ancestor(x,y) and the ground
Father fact, and one that terminates on the ground Ancestor fact. The first irrelevance claim
sanctions the construction of a weakening that drops the Father relation. This is equivalent to
relabeling the Father trees as the Ancestor trees in the formulation. As a result of this, all proofs
of SameFamily are shortened by one step. The second irrelevance claim has a stronger
computational impact. It sanctions the inference that allows us to short-circuit all the Ancestor
links up to the roots of the trees. This leads to the synthesis of the FoundingFather relation.

is irrelevant to the goal schema g in the
context of a set of sentences T, written as
Irrelevant (f,g,T), if perturbing the value of
f in T does not affect that of g. Informally,
the following conceptual derivative is
calculated:
Irrelevant^,T)

= ( ^ £ IT =0)
Af

This is an exact irrelevance claim. Approximate irrelevance claims are those in which
the derivative does not equal zero, but some
number very close to zero.
A simple example of an exact claim is:
Write(Me,this-article),
Theory-of-Economics)

Given our current knowledge of economic
theory, the price of tea in China is irrelevant
to my writing this article. Even if we
changed the value of the price of tea in
China in our theory, the change would not
propagate to the fact about my writing this
article. The irrelevance claim is a fact about
the relationship between two facts in our
theory of the world.
Here is a more technical example of an
approximate irrelevance claim. For the
purposes of computing the low-frequency
gain of a transistor using the hybrid-pi
model, the base-emitter and base-collector
capacitances are irrelevant. These two
components complicate the analysis of the
circuit without providing a commensurate
increase in accuracy for the low-frequency
case. Under these conditions, we would
like to ignore the effects of the capacitances
and simplify the model by dropping them.
An example of how the theory of irrelevance can be applied to the kinship problem is given in Figure 3.

GENERATING ABSTRACT THEORIES
BY MINIMIZING IRRELEVANCE
What is the role of the irrelevance principle
in generating reformulations? It sanctions
reduction inferences that minimize irrelevant distinctions in a formulation.
Suppose we have a claim of the form
c => Irrelevant(f,g ,T).
Operationally, the interpretation is: enrich
T to make c true, and then remove/from it.
This method of reduction, called entensional reduction, is not suitable when the
set of facts T is very large.
A more effective method works on the
description of the encoding and not on the
encoding itself. This is intensional reduction, and it results in the automatic synthesis of relations like FoundingFather
The chief result of this research is the
development of a two-step meta-theoretic
method for the automation of abstraction
reformulations: (1) generate irrelevance
claims that are true of the given formulation with respect to the given class of goals;

Figure 4. THEVENIN EQUIVALENTS OF ANALOG CIRCUITS
An interesting empirical finding was that the irrelevance claims used to discover the
FoundingFather predicate (Figure 1) have the same form as the ones that were used to derive,
from Kirchoff s and Ohm's laws, the concept of a Thevenin equivalent of a circuit:
B

"We plan to focus on
electro-mechanical
CAD systems and
path planning
for mobile robots!'

R2

V-

Given the fact that the goal is to determine the current through the voltage source V, the
reformulator abstracts the circuit by clumping the resistors R, and R2 into a single equivalent
resistance.
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and (2) reduce the formulation in accordance with the irrelevance principle. Reduction methods have been developed that
generate a large class of reformulations.
Effective mechanization of this method has
been accomplished on the class of abstraction reformulations called elimination of
intermediates. The irrelevance claims for
this class have a very special form: a gross
step in the computation renders an intermediate step irrelevant. The reductions also
have a specific form: they either involve
wholesale removal of relations, or the introduction of new relations and new objects that are definable in terms of the
existing ones.

Devika Subramanian, an assistant professor of
computer science at Cornell, joined the faculty
in January 1989, after receiving her Ph.D. from
Stanford University.
She studied for the B.Tech. degree at the
Indian Institute of Technology before beginning graduate work at Stanford. As a graduate
student, she won the George Forsythe Memorial Award for excellence in teaching. This
article is based largely on her doctoral
research; she is now continuing research on
automatic reformulation with support from the
National Science Foundation.
Subramanian has served as a reviewer or
technical editor for several professional journals and conferences.

APPLICATIONS OF THE THEORY
OF IRRELEVANCE
We have verified our theory empirically by
constructing a prototype of a firstprinciples reformulator. It successfully
derived the FoundingFather relation, as
well as the concept of Thevenin equivalents shown in Figure 4.
We are now extending the prototype
into a full-fledged reformulation assistant.
A reformulation assistant is a system that
accepts irrelevance claims from an expert
in a particular domain and synthesizes a
new formulation that minimizes distinctions that are irrelevant with respect to a
task. We plan to focus on electro-mechanical CAD systems and path planning for
mobile robots.
We are especially interested in tools for
designing digital devices. With the advances being made in this technology, it is
possible to build systems of unprecedented
complexity. Representing and reasoning
about such systems so as to contain the
complexity of tasks such as design, diagnosis, and test generation requires describing
them at varying levels of abstraction. This

discretization criteria as irrelevance
claims, and develop special-purpose reduction methods that generate tilings of a
given region in three-dimensional space.
We hope to obtain general-purpose approximation methods that can be used
across domains to incrementally trade off
accuracy for efficiency.
In essence, irrelevance minimization
improves the efficiency of computations
by modifying given representations so as to
make more appropriate distinctions. Our
theory has the potential to unify disparate
abstraction phenomena as instances of a
powerful invariant in granularity shifts: the
most economical description is the one that
uses concepts of the largest granularity
consistent with the correctness constraints.
The ability to generate reformulations
from such basic considerations promises to
have significant impact not only on the
field of artificial intelligence, but also on
scientific concepts and formulations.

places a heavy burden on the person who
writes the specifications, since the process
is constrained by the predetermined abstraction levels provided by present-day
CAD tools. A reformulation assistant can
synthesize abstraction levels that are tuned
to particular task requirements, making
these tools much more powerful.
Abstractions in the domain of digital
circuits involve moving from discrete to
more discrete descriptions. In some applications, though, it is necessary to abstract
continuous phenomena. We plan to test the
utility of our theory in abstracting continuous descriptions by attempting to make
motion planning in a mobile robot efficient
through automatic discretization of space.
This project is being undertaken in collaboration with Bruce Donald and his group in
the Department of Computer Science.
A first step in this project is to express

REGISTER

• Sidney Leibovich, an internationally
recognized specialist in the field of fluid
mechanics, has been named the Samuel B.
Eckert Professor of Mechanical and Aerospace Engineering.
Leibovich received a B.S. degree from
the California Institute of Technology in
1961 and a Ph.D. from Cornell in 1965. He
joined the faculty in 1966 after a year as a
postdoctoral fellow in mathematics at the
University of London. His research includes studies of aerodynamic vortices,
wave propagation, geophysical fluid dynamics, and stability of fluid systems.
He is a fellow of the American Society
of Mechanical Engineers (ASME) and of
the American Physical Society (APS). He
serves as chairman of the ASME Applied
Mechanics Division, and was instrumental
in forming its Fluid Mechanics Technical
Committee, and he is chairman of the APS
Division of Fluid Dynamics.
Samuel B. Eckert '08, a mechanical
engineering graduate, was an executive
vice president and director of Sun Oil Company. He was the commander of the first
U.S. Army Air Squadron. Three engineering professorships are endowed by his estate; the first was awarded last year to

Leibovich

Scott

Edward Kramer of the Department of
Materials Science and Engineering, and
the third is yet to be awarded.

received that society's 1989 Henry Giese
Structures and Environment Award for
"pioneering work in the application of fundamental physical and biological principles in the environmental design of animal shelters." He is a fellow of the ASAE.
At Cornell Scott has served as chairman
of the Department of Agricultural and
Biological Engineering, as director of re-

• Cornell's recently appointed vice president for research and advanced studies,
Norman R. Scott, has another new post:
technical vice president of the American
Society of Agricultural Engineers. He also
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Cathles

search in the College of Agriculture and
Life Sciences, and as director of Cornell's
Agricultural Experiment Station in Ithaca.
In the Cornell vice presidency, Scott
succeeds Joseph M. Ballantyne, who has
returned to teaching and research in the
School of Electrical Engineering.
• Recent staff appointments include those
of Mary Thompson, assistant dean and director of minority programs, and William
Kaminski, director of human resources.
Thompson, who joined the staff last
year as associate director of minority programs, has had twenty years of experience
in social work, teaching, counseling, and
personnel management. She holds a B.A.
degree in sociology from the Catholic
University of America and has studied at
the Simmons School of Social Work.
Kaminski, formerly manager of compensation and manager of staffing at Cornell, is a graduate of the State University of
New York at Buffalo and has done graduate work in counseling at Canisius College.
He has been a personnel manager at the
Smith Corona Corporation, and is an adjunct faculty member at Tompkins Cortland Community College.
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• Cornell is one of six academic institutions that are forming the Global Basins
Research Network to collect and model
data on sedimentary basins.
Lawrence M. Cathles, Cornell professor of geological sciences, and Roger N.
Anderson of Columbia University's
Lamont-Doherty Geological Observatory
are codirectors.
The network will increase the nation's
ability to explore for energy resources and
retain a position of technological leadership in oil exploration, Cathles said. A
large data base on sedimentary basins will

be compiled and made available for interactive viewing at computer workstations.
The network will also allow an integrated process model of basin evolution to
be developed through linkage of a number
of three-dimensional supercomputer models. These include models of tectonic and
stratigraphic features and of fluid flow and
chemical reactions.
The principal academic institutions
joining the network are, in addition to
Cornell, the Lamont-Doherty Geological
Observatory, the Woods Hole Oceanographic Institution, the Massachusetts Institute of Technology, Louisiana State
University, the University of Texas at
Austin, and the University of Tennessee.
Companies and other groups around the
world are expected to participate.
The Cornell units involved in the network are the Department of Geological

Sciences; the Institute for the Study of the
Continents; and the Center for Theory and
Simulation in Science and Engineering
(the Theory Center), which operates a national supercomputing facility.
Cornell participants from the geological
sciences faculty are Richard Allmendinger,
Muawia Barazangi, Teresa Jordan, and
Donald Turcotte. Theory Center participants are Malvin Kalos, the director; Scott
Brim, manager of networking; Bruce Land,
technical specialist; and Doug Elias, manager of the advanced computing facility.
• The School of Applied and Engineering
Physics has received a $1,000 National
Science Foundation prize to be used for
scholarship aid for outstanding minority
students.
The Incentives for Excellence Prize,
which is awarded through the NSF Minority Graduate Fellowship Program, recognizes the efforts of a faculty in identifying
and encouraging successful college work
by minority undergraduates.
The school received the prize in connection with the award of an NSF graduate fellowship to William Magro '88, who majored in applied and engineering physics.

• Four faculty members were recently
elected as fellows of professional societies.
J. Robert Cooke, professor of agricultural and biological engineering, became a
fellow of the American Society of Agricultural Engineers. Cooke's research is on the
application of mathematics and computing
to the solution of biological and agricultural problems such as the design of harvesting equipment, and to studies of plant
processes that are basic to such designs.
David L. Kohlstedt, professor of materials science and engineering, was elected
by the American Geophysical Union. He
was cited for "significant contribution to
our understanding of the ductile rheology
of mantle and crustal materials."
Jack E. Oliver, the Irving Porter
Church Professor of Engineering in the
Department of Geological Sciences, was
named an honorary fellow of the Geological Society of London. Oliver, a specialist
in geophysics and geotectonics, initiated
the Institute for the Study of the Continents
and the Consortium for Continental Reflection Profiling, both centered at Cornell.
He is a member of the National Academy of
Sciences and a former president of the Seismological Society of America and of the
Geological Society of America.
Stephen L. Sass, professor of materials
science and engineering, was elected a
fellow of the American Physical Society.
He was cited for his work on the development and use of x-ray diffraction techniques to advance understanding of the
structure of grain boundaries.
• Awards for excellence in teaching have
been announced by several schools and
departments. (These are in addition to the
teaching awards announced this spring by
the College of Engineering.)
At the School of Electrical Engineering,

Norman M. Vrana won the $1,000 Ruth
and Joel Spira Excellence in Teaching
Award; James S. Thorp received the Best
Professor award of the IEEE student
branch; and Clifford R. Pollock was chosen for the C. Holmes MacDonald Outstanding Teaching Award by the honor
society Eta Kappa Nu. (Pollock also received one of this year's Dean's Prizes for
Innovation in Teaching.)
The student chapter of the Institute of
Industrial Engineers chose James Renegar
as the year's outstanding professor at the
School of Operations Research and Industrial Engineering.
At the School of Civil and Environmental Engineering, the honor society Chi
Epsilon announced Mary Sansalone as the
Professor of the Year. (This spring Sansalone also won the college's Excellence in
Teaching Award, a Sears-Roebuck Foundation grant for educational research, and a
National Science Foundation Presidential
Young Investigator Award).
• A number of teaching assistants also
received prizes and awards, usually on the
basis of student voting.
The award winners include: Jeffrey J.
Inferrera in agricultural and biological
engineering; Randy Ellingson in applied
and engineering physics (the Cuykendall
prize); Edwin C. Aggaer and Robert N.
Carter in chemical engineering; Elias S.
Matar in civil and environmental engineering; Christian Winchell in electrical
engineering; Paul C. Miles and Srinivas
V. Veeravalli in mechanical and aerospace engineering (the Ralph Bolgiano, Sr.
Award); Hugh Cohen in operations research and industrial engineering; and
Gulperi Aksel (the H. D. Block Prize for
Teaching) and James C. Wohlever in
theoretical and applied mechanics.

• The deaths of three alumni who had
been benefactors and advisers to the college and university for many years were
reported in recent months. Lester B.
Knight, Jr., Dudley N. Schoales, and J.
Carlton Ward all graduated in mechanical engineering—Ward in 1914, and
Knight and Schoales in 1929.
Knight, who died June 22, was a leader
in the field of architectural engineering
planning and management. In 1945, after
service in the Navy during World War II,
he founded Lester B. Knight and Associates, a Chicago-based consulting firm.
At Cornell he is commemorated by
Knight Laboratory, which houses the National Nanofabrication Facility. Knight's
firm did the engineering design for the
specially equipped building, and he was a
major contributor to the building fund. He
served as a Presidential Councillor and
Knight
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of America after sailing a 46-foot ketch
from Ithaca, New York, to the Greek island
after which Ithaca was named.
During World War II, Schoales served
in the Navy and received the Legion of
Merit. He retired as commander.
Schoales served as a Presidential Councillor and as a trustee at Cornell. A fund for
support of new faculty projects in teaching
and research was established by Schoales
and his wife, Countess Tauni de Lesseps.
He is survived by his wife, a brother,
two daughters, a stepson, and nine grandchildren.

established the Lester B. Knight Scholarship program for students who are candidates for master's degrees in both engineering and business administration.
Knight's survivors include a daughter, a
son, and three grandchildren, all Cornellians. (Theson,CharlesF.Knight, B.M.E'58
and M.B.A.'59, who is chairman and chief
executive officer of Emerson Electric
Company, has served as a Cornell trustee
and on the Engineering College Council.)
Schoales, a partner in the investment
banking house of Morgan Stanley &
Company, died May 30 after a forty-year
career in investment banking and international finance. He was a resident of
Greenwich, Connecticut.
As a Cornell student, Schoales was captain of the football team and an All American lacrosse player. In 1930 his crew won
the Blue Water Medal of the Cruising Club
The Schoales
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Ward, a leader in the aircraft industry,
died July 7 at the age of ninety-six. His
home was in Norfolk, Connecticut.
Corporate positions he held include vice
president of United Aircraft and general
manager and director of its Pratt & Whitney Aircraft Division; president and director of the Fairchild Engine and Airplane
Corporation; and president and chairman
of the Vitro Corporation of America.
He was a lecturer for many years at the
National Defense University's Industrial
College of the Armed Forces. During
World War II, he served on the President's Aircraft War Production Council
and as an adviser on military aircraft to
France and Great Britain. He received the
Distinguished Public Service Medal of the
U.S. Department of Defense.
At Cornell Ward was a charter member
and chairman of the Engineering College
Council, a Presidential Councillor, a trustee, and a member of the Cornell University
Council. He contributed to the design and
establishment of the J. Carlton Ward Laboratory of Nuclear Engineering and established a professorship in that field.
He is survived by a son, three grandchildren, and six great-grandchildren.

• Funding for an innovative teaching
laboratory in manufacturing, to be located
in the Engineering and Theory Center
building now under construction, is being
provided by a $750,000 gift from the
Emerson Electric Company. One-third of
the total will be used to purchase capital
equipment, and the rest will provide an
endowment.
The laboratory funding is part of a total
grant from Emerson of $2.5 million. A new
professorship in manufacturing management has been established, and the Cornell
Manufacturing and Engineering Productivity Program (COMEPP) will receive
support.
The Emerson Electric Company Manufacturing Teaching Laboratory will be
operated mainly by the Sibley School of
Mechanical and Aerospace Engineering,
according to Herbert B. Voelcker, the
Charles Lake Professor of Productivity at
the school, and the director of COMEPP.

• Six engineering seniors, all in the top
one percent of their class, were among the
students chosen at Cornell this spring as
Merrill Presidential Scholars. They, in
turn, named the Cornell professors and the
high school teachers who most influenced
them.
The students and professors were joined
by most of the high school teachers at a
luncheon on campus; one teacher traveled
from his home on Cyprus.
According to Cornell President Frank
H. T. Rhodes, the program emphasizes
the continuity of teaching and the importance of conveying inspiration as well as
knowledge.
A $25,000 gift from Philip Merrill '55
has enabled the Cornell Presidential Scholars Program, as it was originally called, to
expand its activities. One plan is to establish an unusual kind of scholarship: fouryear, $4,000 scholarships will be offered to
an engineering student from the school or
community of each high school teacher
named by a Merrill scholar. Donald P.
Berens '47, an early benefactor of the program, is leading a drive to build an endowment for the scholarships.
The Merrill scholars from the college
and the professors they named are:
Brian E. Anderluh: Professor George
F. Scheele, chemical engineering.
J. Scott Berg: (did not name a specific
professor).
Stephen A. Biellak: Professor Hans

Fleischmann, applied and engineering
physics.
Kevin D. Diamant: Professor Albert R.
George, mechanical and aerospace
engineering.
Philippe G. Lacrout: Professor Ralph
Bolgiano, Jr., electrical engineering.
Gregory J. Toussaint: Captain James
D. Marchio, aerospace studies.

• Cornell Geology through the Years, a
230-page book by William R. Brice, was
published by the College of Engineering
this spring as the second volume in the
series Cornell Engineering Histories.
The book covers the period from 1868,
when instruction in geology was instituted
at the new university, to the fall of 1984,
when Snee Hall was completed and dedicated as the home of the Department of
Geological Sciences. Included are more
than 125 historic photographs, gathered
mainly from the university archives and
from personal collections.
In his book, Brice emphasizes the lives
and personalities of the people who figured
in the history, rather than details of professional achievements. Anecdotes and stories of expeditions and other adventures are
interspersed with accounts of what was
taught, and how, and where.
The research for the history was conducted mostly during seven summers that
Brice, a Cornell Ph.D. in geology, spent on
campus as a visiting faculty member.
Brice is a professor of geology at the
University of Pittsburgh at Johnstown. He
received his baccalaureate degree in physics at the University of Florida in 1958, and
then taught high school in Florida and in
Tasmania, where he also earned a diploma
in education at the University of Tasmania.
At Cornell he earned a master's degree in
education and then the doctorate in 1971.
The book was edited and produced by
the Office of Engineering Publications and
is being distributed by the Department of
Geological Sciences.
The first volume in the series, The
School of Chemical Engineering at Cornell: A History of the First Fifty Years, by
Julian C. Smith, was published in 1988.
Smith is professor, emeritus, of chemical
engineering.
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• The newly renovated east wing of Olin
Hall of Chemical Engineering, to be dedicated October 7, provides new and updated
laboratory facilities for teaching and research. According to Keith E. Gubbins,
director of the School of Chemical Engineering, the project has been a major step in
upgrading the 1942 building.
Much space was gained by flooring in
most of the three-story Unit Operations
Laboratory, which occupied almost the
entire length of the wing on the north side
of the central corridor, from the basement
to the top of the second story. That laboratory

Leftabove: During planning for the renovation, School director Keith E. Gubbins (at left) and former
director Julian C. Smith stand on a catwalk to inspect the old Unit Operations Laboratory.
Right above: This new flood is in one of the renovated laboratories, which occupy what was formerly
air space. The researcher is Suman PateL a graduate student.
Right below: The new top floor, housing air-conditioning and exhaust equipment for the laboratories, is unknown territory to most people in Olin Hall.

tory now occupies a smaller two-story section of the wing and will feature more
modern equipment of smaller scale.
The wing now has thirty-five modern
laboratories. Research facilities occupy
about 16,000 square feet, and upgraded
teaching laboratories about 3,600.

The $6.5-million renovation project
also included an extension of the building
along the east side to contain stairs and a
passenger elevator, and an added story to
house equipment for air-conditioning and
for handling exhaust from the hoods. Construction was completed at the end of June.
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