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Interactive proof systems enable one party (the prover) to convince another

(the verifier) of the validity of some computational statement, and ensure that

the verifier will be convinced if and only if the statement is true. Since their intro-

duction, interactive proofs have become one of the most fundamental concepts in

theoretical computer science, and have led to breakthrough results across com-

plexity theory and modern cryptography.

In recent years, there has been immense interest in succinct proof systems,

which enable the verifier to certify computations much faster than computing

them. However, the efficiency of these proof systems, specifically the time re-

quired to generate a proof, remains a major bottleneck between theory and prac-

tice. In this thesis, we approach this challenge through the lens of parallelism.

We first consider whether the aforementioned bottleneck can be overcome

by leveraging access to parallel processors. In existing proof systems, the time

to generate a proof scales at least polylogarithmically with the complexity of the

statement being proven—that is, proving correctness of a T -time computation

requires time T ·polylog T . In this thesis, we introduce a new paradigm for proof

systems in which the prover uses only polylog T processors to both compute and

prove a T -time computation in time T +polylog T—that is, near-optimal parallel

time allowing only a small additive overhead. We call such a system a SPARK,

or a SPARG when proving only deterministic computations, and show the fol-

lowing:



• Constant-round SPARKs for NP from collision-resistant hash functions.

• Non-interactive SPARKs for NP from collision-resistant hash functions and

succinct non-interactive arguments of knowledge.

• Non-interactive SPARGs for P from LWE.

Finally, we focus on proof systems for a specific task—that of efficiently ver-

ifying that a “long” computation was done correctly. This is captured by the

notion of a Verifiable Delay Function (VDF). We obtain the first construction of

a VDF in the plain model that relies only on the minimal assumption of a se-

quential function, along with standard assumptions, by showing that SPARGs

for P imply VDFs. In the latter part of this thesis, we introduce a new type of

VDF that is more amenable to distributed settings, called a Continuous VDF, and

give a construction in the random oracle model based on the repeated squaring

assumption. As an additional contribution, we show that the hardness of com-

puting Nash equilibria can be based on the existence of Continuous VDFs.
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CHAPTER 1

INTRODUCTION

1.1 Interactive Proof Systems

In an interactive proof system, a prover interacts with a verifier in order to prove

the validity of a computational statement, with the guarantee that the verifier

will be convinced if and only if the statement is true. More precisely, interactive

proofs require completeness, which ensures that the verifier will be convinced by

the proof of a true statement, and soundness, which states that no prover, who

may behave arbitrarily, can convince the verifier of the validity of a false state-

ment. The most general setting considers provers with unbounded computa-

tional resources, but requires the verifier to be efficient (i.e., polynomial-time).

In this way, the proof system is non-trivial as the verifier cannot simply deter-

mine the validity of the statement itself (e.g., in the setting of proof systems

for NP). In certain settings, soundness is relaxed to only hold against efficient

provers, in which case the proof system is called an argument system.

Since their introduction by Goldwasser, Micali, and Rackoff [67], interactive

proofs have become one of the most fundamental concepts in theoretical com-

puter science. Interactive proofs trivially exist for NP, by having the prover sim-

ply send the NP witness to the verifier, yet have also been shown to capture pow-

erful classes including PSPACE [102, 86]. From the perspective of modern cryp-

tography, interactive proofs are the backbone of advanced cryptographic pro-

tocols, like zero-knowledge proofs and multiparty computation, which enable more

intricate security guarantees.
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One instrumental concept, which will be the primary focus of this thesis, is

that of succinct arguments [79, 91, 24], which enable non-trivial speedups in the

time to certify a computation. In more detail, these are arguments where the

size of the proof (i.e., the total communication between the prover and verifier),

as well as the work of the verifier, are essentially independent of the complexity

of the statement being proven. When proving NP computations, this means that

the verifier runs in time essentially independent of the time to verify an instance

of the NP language. The introduction of succinct arguments has led to elegant

constructions which employ a combination of complexity theoretic tools as well

as cryptographic assumptions, as the direct solution of having the prover simply

send the NP witness does not give rise to a succinct proof.

In recent years, there has been a significant focus on succinct arguments, in

part due to their application to computational delegation. In this scenario, a client

(who may have only weak computing power) has an expensive computation

that they wish to compute. A common solution is for the client to outsource the

computation to the cloud. This can be incredibly beneficial for the client if they

do not have enough computational resources to run the computation themselves,

but it requires trusting the cloud provider to perform the computation correctly.

Using an interactive proof solves this problem, as it enables the cloud to com-

pute, in addition to the output of the computation, a proof attesting to its validity.

In particular, by using a succinct argument, the verifier can certify the proof much

faster than running the computation itself. While this gives an elegant theoreti-

cal solution for delegating arbitrarily complex computations, these systems often

require significant overhead in the time to generate these proofs, which scales

with the complexity of the computation. Thus, efficiency remains the primary
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bottleneck toward widespread deployment [104], despite many advancements

over the last decade.

In this thesis, we approach these challenges by considering the notion of par-

allelism in this context. The ability to parallelize computation is one of the most

versatile resources in computing, yet is often overlooked in cryptography. Moti-

vated by this, the primary focus of this thesis is the following question:

What is the impact of parallelism on interactive proofs systems?

Leveraging Parallelism. Consider the scenario described above, where a client

outsources the T -time computation of a program M on input x to the cloud. As

discussed, we can rely on a succinct argument to ensure that the cloud performs

the computation correctly, without the client having to runM(x) itself. From the

client’s perspective, checking the resulting proof can be done with minimal ad-

ditional work—but for the cloud, generating the proof itself can be prohibitively

time-consuming, and in turn expensive for the client paying for each minute of

computation.

In more detail, the best we could hope for would be for the cloud to run in

time T (since this is the time it takes to computeM(x)), but many instantiations

require time polynomial in T to generate the proof. Note that even a factor of two

overhead—that is, a proof that takes time 2T to generate—may be detrimental.

Constructions in prior work (see, e.g., [22, 18, 69, 31]) require at least time T ·

polylog T , which motivates the following question:

Is it possible to compute a proof in parallel to the computation while incur-

ring no additional delay?
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We address this question by showing a proof system where both computing

and proving a T -time computation takes time T + polylog T . At first, this may

seem impossible: how can one prove thatM(x) = y, before even knowing y? In-

deed, many foundational techniques (such as those that rely on probabilistically

checkable proofs) require knowing every step of the computation ofM(x) before

being able to start computing the proof. Nevertheless, we show that this is in-

deed feasible when the prover has access to polylog T parallel processors. This

can be viewed as trading the multiplicative overhead in time from prior works,

for overhead in processors. We call such a proof system a Succinct Parallelizable

Argument of Knowledge (SPARK).

Our main contribution focuses on SPARKs for NP, and achieves them from

standard assumptions in the interactive setting. However, in the non-interactive

setting, we additionally rely on a SNARK—a knowledge assumption which is only

known based on non-falsifiable assumptions. Non-interactive protocols are very

desirable, even when only focusing on P computations. As such, our work on

SPARKs leaves open the following question:

Can we construct non-interactive, parallelized delegation schemes for P

from standard, falsifiable, assumptions?

We refer to such a scheme as a Succinct Parallelized Argument (SPARG), and show

that this notion can indeed be achieved from standard assumptions.

Philosophically, both SPARKs and SPARGs enable computing and proving

arbitrary T -time computations in time nearly T . This, in turn, has far-reaching

applications for the verifiability of computation, as a SPARK can be used to make

any function verifiable, essentially for free! This is particularly relevant to the
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case of verifiable delay functions, discussed in the next section.

Verifiable Delay Functions. One exciting application of succinct arguments is

to enable verifying the output of a sequential function. This is a function that can

be computed by doing T sequential steps, but not faster—even an attacker with

access to many parallel processors cannot shortcut the computation. A classical

candidate is the function f corresponding to T repeated squares in a group of

unknown order [100], which has been studied for over twenty years with no

known algorithms for speeding up the computation.

While a function that is provably slow is desired in certain contexts (e.g., to

generate unpredictable values), its usefulness is hindered by the fact that check-

ing the output requires recomputing it, which is slow by definition. This has

motivated the recent notion of a Verifiable Delay Function (VDF) [32], which is

a sequential function whose output can be verified in time much less than the

computation time.

VDFs have recently received significant attention, in part due to their appli-

cability to generating trusted randomness in distributed settings. Several con-

structions of VDFs are known in the random oracle model, additionally relying

on the repeated squaring function f mentioned above [33, 96, 105]. However,

when focusing on the plain model, there are no known constructions relying

only on standard assumptions, along with the minimal assumption of a sequen-

tial function. In particular, prior work either relies on sub-exponential hardness

assumptions [85], or on an enhanced version of a sequential function, which we

discuss more below [32]. This leaves open the following question:

Can we construct VDFs in the plain model from only sequential functions
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and standard polynomial hardness assumptions?

We answer this question through a connection to our results on SPARGs. In

particular, since a SPARG can compute a function and prove correctness of the

output with almost no overhead, a SPARG generically turns any sequential func-

tion into a VDF. Thus, our construction of SPARGs from standard assumptions

(see Theorem 1.2.2) can be used to answer the question above. In fact, this result

naturally extends to more general types of “hard” functions, such as those that

require a large amount of both time and memory to compute.

One intriguing aspect of known VDF constructions is that they rely on the

repeated squaring function f mentioned above. However, f has a particular

structure—is an iteratively sequential function, that is, a sequential function formed

by iterating a round function at each step. Nevertheless, the resulting VDFs do

not preserve this structure, as the proof of correctness is only available at the end

of the computation. In other words, known VDFs based on (specific) iteratively

sequential functions are no longer iterative. This raises the following natural

question:

Do there exist iteratively sequential functions that are themselves verifiable

at each step of computation?

We answer this question by introducing the notion of a Continuous VDF

(cVDF). This is precisely the notion described above—an iteratively sequential

function, whose output itself is efficiently verifiable. In addition to being a natu-

ral notion, these serve as VDFs that are more suitable to distributed settings. In

particular, they allow for outsourcing VDF computation by enabling verification
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of every point of the computation, rather than only enabling verification of the

final output.

1.2 Our Contributions

In this thesis, we address the questions mentioned above. Our main results are

presented in more detail next.

1.2.1 SPARKs for NP

As mentioned above, prover efficiency is a longstanding bottleneck towards ob-

taining succinct arguments that are practically efficient. To address this, in Chap-

ter 2 we consider whether these arguments can be parallelized in order to obtain

tight prover efficiency. Toward that goal, we introduce and construct SPARKs

for NP. These are succinct arguments where computing and proving a T -time

computation can be done in time T + poly(λ, log T ) with poly(λ, log T ) proces-

sors, where λ is the security parameter. This is in contrast to prior constructions,

which at best achieved time T · poly(λ, log T ).

Since our goal is to construct arguments for NP, it is meaningful to consider a

strengthened version of soundness, called an argument of knowledge. Intuitively,

this ensures that when a prover successfully convinces the verifier of anNP state-

ment, it knows a witness to that statement. This can be formalized by showing

the existence of an algorithm, known as the extractor, that successfully produces

a witness for the given statement when interacting with a prover that gives a

convincing proof.

7



In order to construct SPARKs, we give a generic transformation which starts

with any succinct argument of knowledge with “good enough” prover efficiency,

and transforms it into a SPARK. We require the underlying proof system to have

prover efficiency roughly T · poly(λ, log T ), and say that such a scheme is depth-

preserving. We show the following main result.

Theorem 1.2.1 (Informal; see Theorems 2.7.2 and 2.7.6). Assuming collision-

resistant hash functions, any depth-preserving succinct argument of knowledge for NP

can be generically transformed into a SPARK. Additionally, if the underlying argument

is non-interactive, then so is the resulting SPARK.

Our main constructions are derived from this theorem. In the interactive

setting, we show that Kilian’s argument [79] can be instantiated to be depth-

preserving. This results in a 4-round SPARK, assuming only collision-resistant

hash functions. In the non-interactive case, we rely on a result of [25], showing

that any non-interactive succinct argument of knowledge, known as a SNARK,

can be compiled into one that is depth-preserving. It follows from the above

theorem that any SNARK implies a non-interactive SPARK, assuming collision-

resistant hash functions.

While the results above were described for the setting of sequential compu-

tation, all of our results hold in the more general setting of parallel computation,

and preserve the number of parallel processors up to multiplicative factors.

1.2.2 Delegation From Standard Assumptions

Next, we consider the question of whether our SPARK construction in the non-

interactive setting can be improved if we only care about P computations, rather
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than NP computations—that is, we investigate SPARGs for P. In more detail,

our SPARK construction in the non-interactive setting relies on a SNARK for

NP, which is a somewhat non-standard assumption. In Chapter 3, we show that

when restricting to P computations, we can rely only on standard assumptions.

We note that this captures the setting of computational delegation, which is of

significant interest. We show the following theorem.

Theorem 1.2.2 (Informal; see Corollary 3.5.2). Assuming hardness of Learning with

Errors (LWE), there exists a non-interactive SPARG for P.

At a high level, we achieve this result by using our SPARK construction as a

starting point. In the non-interactive setting, our SPARK construction employs

a SNARK to prove the computation. It is natural to hope that by replacing the

underlying SNARK with a SNARG, one can prove soundness for computations

in P. However, our strategy for proving security in the SPARK construction in-

herently relies on the ability to extract intermediate states of the computation,

which is made possible by relying on an argument of knowledge, and does not

translate to the setting of SNARGs.

To overcome this, we observe that the notion of soundness required for our

proof is conceptually in between soundness and argument of knowledge. That

is, it requires a notion stronger than standard soundness, but does not require

the full power of an argument of knowledge. This notion is in fact the security

requirement for RAM delegation. To prove the above theorem, we rely on a recent

RAM delegation scheme [44], which can be based only on LWE. While it does

not have the tight efficiency that we require for our transformation, we show that

by combining the ideas of that scheme with the underlying building blocks in

our SPARK construction, we can achieve the desired efficiency, and transform

9



the RAM delegation scheme into a SPARG generically.

As in the case of SPARKs, our results also extend to parallel computations.

1.2.3 Verifiable Delay Functions

Next, we discuss our results on applying succinct arguments to specific func-

tions, to construct both VDFs and Continuous VDFs.

Recall that a VDF is a sequential function whose output is efficiently

verifiable—that is, it can be computed in some time T but not faster, yet the out-

put can be verified in time poly(λ, log T ). In Chapter 3, we observe that when

applying a SPARG to a sequential function, this directly gives a VDF due to the

tight efficiency of SPARGs. Therefore, as a corollary of our work on SPARGs, we

give the first construction of a VDF in the plain model assuming only the exis-

tence of a sequential function and standard assumptions. We note that a sequen-

tial function is necessary for constructing VDFs, as a VDF itself is a sequential

function.

Theorem 1.2.3 (Informal; see Corollary 3.7.2). Assuming the (polynomial) hard-

ness of LWE and the existence of a sequential function, there exists a VDF.

Finally, in Chapter 4, we present our results on introducing and constructing

Continuous VDFs. As mentioned above, a cVDF is a VDF where every interme-

diate state is efficiently verifiable. We prove the following theorem.

Theorem 1.2.4 (Informal; see Corollary 4.7.3). Under the repeated squaring assump-

tion and the Fiat-Shamir assumption for constant-round proof systems with inefficient

verifiers, there exists a cVDF.
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Here, the repeated squaring assumption states that repeated squaring in a

group of unknown order cannot be sped up, even with access to parallelism.

We also note that the specific Fiat-Shamir assumption that we use here is for

constant-round proofs, for which no counterexamples are known.

Continuous VDFs have several advantages over plain VDFs. For example,

they enable outsourcing VDF computations, where one party may compute part

of a VDF, and then hand the computation over to another party, who can verify

the intermediate state and continue the computation. This type of intermedi-

ate verification is not possible with a standard VDF, despite the fact that VDF

computations may run for an incredibly long time.

From a technical perspective, we construct cVDFs by starting with Pietrzak’s

proof for repeated squaring [96]. This proof system gives a standard VDF by

first computing y = g2
T for a given group element g and hardness parameter T ,

and then using the proof system to certify that y is correct. To instead construct

a cVDF, at a very high level, we apply the proof system to every step of the T -

step computation, and show that proofs for intermediate steps can be efficiently

merged into proofs for larger steps with minimal overhead.

The notion of a cVDF turns out to have an intriguing connection to the hard-

ness of finding a Nash equilibrium, a problem that is complete for the class

PPAD. The complexity of this class is curiously difficult to pinpoint, and a series

of works [29, 62, 43] has shown that it can be based on cryptographic notions

(such as the existence of program obfuscation). As a surprising application of

cVDFs, we show the following theorem.

Theorem 1.2.5 (Informal; see Theorem 4.8.8). The existence of a cVDF supporting

superpolynomially many iterations implies that PPAD is hard on average.
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In this setting, our cVDF is shown secure in the random oracle model. How-

ever, a follow-up work [85] managed to instantiate our protocol in the plain

model and obtain hardness for Nash equilibrium based on sub-exponential LWE

and the repeated squaring assumption.

Along the way, we also obtain PPAD instances with a more fine-grained no-

tion of hardness. These instances are depth-robust—they can be solved in poly-

nomial time, but require a high sequential running time. This is the first such

result suggesting that PPAD requires this type of hardness.
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CHAPTER 2

SPARKS: SUCCINCT PARALLELIZABLE ARGUMENTS OF KNOWLEDGE

This chapter contains joint work with Cody Freitag (Cornell Tech), Ilan Komar-

godski (Hebrew University and NTT Research), and Rafael Pass (Cornell Tech).

It appeared in the proceedings of the International Conference on the Theory

and Applications of Cryptographic Techniques (EUROCRYPT) 2020.

2.1 Introduction

Interactive proof systems, introduced by Goldwasser, Micali, and Rackoff [67],

consist of a prover who is able to convince a verifier of the validity of some state-

ment if and only if it is true. The “if” direction is called completeness and the

“only if” direction is called soundness. Proof systems where soundness is only

guaranteed to hold for efficient (i.e., polynomial-time) provers are called argu-

ment systems.

We focus on succinct argument systems for NP: argument systems where the

total communication is essentially independent of the size of the verification cir-

cuit of the language and even shorter than the statement. Since their introduc-

tion [79, 91, 24], succinct argument systems have drawn significant attention due

to their appealing efficiency properties. Nowadays they are widely implemented

and used in various systems, most notably in numerous blockchain platforms.

One aspect of such argument systems that has been the center of many re-

cent works (e.g., [27, 48, 106, 69] to name a few) is prover efficiency. Consider

the application of succinct arguments to delegating (possibly non-deterministic)
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computation, where a prover performs some expensive computation and then

uses a succinct argument to convince an efficient verifier of the validity of the

output. If computing a proof takes much longer than the computation (even,

say, a multiplicative factor of two), this would cause a significant delay making

the system useless in various realistic settings. This is particularly relevant for

computations that are already incredibly time-consuming, or for applications

like verifiable delay functions where the overhead of the prover directly impacts

security.

SPARKs. In this work, we show that the proof can be computed in parallel

to the computation with minimal overhead in the setting of non-deterministic

parallel RAM computation. We introduce succinct parallelizable arguments of

knowledge (SPARKs) where the prover’s running time is “essentially” optimal.

More precisely, an interactive argument (P ,V) is a SPARK if instances solvable

in (non-deterministic) parallel time T using p processors can be proven with the

following efficiency requirements (ignoring dependence on the security param-

eter or statement size):

• The prover’s parallel time is T+polylog(T ·p).1 (In other words, the prover’s

running time is essentially T for large computations!)

• The prover uses at most p · polylog(T · p) processors. In other words, the

prover preserves the total work and parallelism of the underlying compu-

tation up to polylogarithmic factors.

• The communication and verifier complexity are polylog(T · p).
1Only the additive polylog(T · p) term is allowed to additionally depend on the security pa-

rameter or statement size.
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We note that the third property is standard for succinct arguments. The first

two properties stipulate that the running time of a prover, with only a moderate

number of parallel processors over those used by the computation, is optimal—

even a factor two overhead in terms of a prover running time is not allowed.

Without the first property, there are existing succinct arguments with time T · p ·

polylog(T · p) using only a single processor (e.g., [22, 18]). Without the second

property, there are existing constructions with parallel time T + polylog(T · p)

but require roughly T · p processors (e.g., [18]). No prior construction achieves

all three properties simultaneously.

2.1.1 Our Results

We focus on succinct arguments for arbitrary non-deterministic polynomial-time

PRAM computation. Specifically, we consider machines M that run in parallel

time T when using p processors.

Our main contribution is a generic transformation which starts with any suc-

cinct argument of knowledge, and shows how to transform multiplicative prover

overhead to only additive overhead. Specifically, given a succinct argument of

knowledge where the prover has α? multiplicative overhead (over the depth of

the underlying computation) when using p processors, we show how to obtain

an argument with poly(α?) additive overhead when using roughly p · α? proces-

sors. More precisely, we prove the following theorem.

Theorem 2.1.1 (Informal; see Theorems 2.6.1 and 2.6.18). Assuming collision-

resistant hash functions, any succinct argument of knowledge for NP where the prover

runs in parallel time T ·α? when using p processors can be generically transformed into
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a succinct argument where the prover runs in parallel time T + (α?)2 · polylog(T · p)

when using p · α? · polylog(T · p) processors. Additionally, if the original argument is

non-interactive, then so is the resulting one.

We refer to arguments with multiplicative prover overhead α? ∈ polylog(T ·p)

when using p processors as depth-preserving as they preserve the parallelism and

depth of the underlying computation up to polylog(T ·p) multiplicative factors. It

immediately follows that any depth-preserving succinct argument of knowledge

implies a SPARK, assuming collision resistance.

Theorem 2.1.2 (Informal; see Theorems 2.7.2 and 2.7.6). Assuming collision-

resistant hash functions, any depth-preserving succinct argument of knowledge for NP

can be generically transformed into a SPARK. Additionally, if the underlying argument

is non-interactive, then so is the resulting SPARK.

By instantiating the underlying succinct arguments in the above theorem, we

get the following main results. First, by using Kilian’s succinct argument [79]

with a depth-preserving PCP (which can be obtained from the PCP of Ben-

Sasson et al. [18]), we construct four-round SPARKs based on the existence of

collision-resistant hash functions alone.

Theorem 2.1.3 (Informal; see Theorem 2.7.4). Assuming collision-resistant hash

functions, there exists a four-round SPARK for non-deterministic polynomial-time

PRAM computation.

We additionally construct SPARKs in the non-interactive setting from a

succinct non-interactive argument of knowledge (SNARK). Specifically, assum-

ing the existence of any SNARK (not necessarily depth-preserving), we can
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construct depth-preserving SNARKs based on the construction of Bitansky et

al. [25]. Their SNARK construction also has the property that it is space-

preserving, meaning that the space used to construct the proof is at most a

polylog(T · p) multiplicative overhead over the space of the computation. The

resulting SPARK is therefore also space-preserving, which yields the following

theorem.

Theorem 2.1.4 (Informal; see Theorem 2.7.8). Assuming collision-resistant hash

functions and any SNARK, there exists a space-preserving, non-interactive SPARK for

non-deterministic polynomial-time PRAM computation.

Model of Computation. We define and build SPARKs for PRAM computa-

tions, where our SPARK prover is also a PRAM machine. While the PRAM

model of computation is very expressive in theory, there is clearly not an exact

one-to-one correspondence with real computers. For example, we do not take

into account the performance of caches or other optimizations in modern pro-

cessors that can easily result in additional overhead. As such, we view the results

in this paper as showing a theoretical feasibility for practical implementations of

SPARKs. We next briefly discuss and justify both the model of computation and

the notion of time used in this work. For further details, see Section 2.3.1.

Recall that a RAM machine is a Turing machine with random access to its

memory string. Between accesses, the machine applies some transition function

to determine its next memory access. Each access is either a read or write, and

we additionally assume that every time a process writes a value to a location in

memory, it receives the previous value at that location. We define the running

time of a RAM machine as the number of memory accesses it makes. For parallel

RAM machines, we define the parallel running time as the number of “rounds”
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of memory accesses made by all processors, so if two processors access memory

during the same logical round, we only count it as a single unit of parallel time.

In other words, a SPARK proves a PRAM computation that makes T rounds of

parallel memory accesses with T + polylog(T · p) rounds of parallel accesses.

Similar models have been used in other contexts for delegating RAM com-

putation (see e.g., [74, 69]), but they were less sensitive to the model since they

did not care about small multiplicative overheads. However, we believe that

the above timing model we propose is reflective of real programs. For memory-

intensive programs, our model captures the fact that memory accesses are practi-

cally the most time-consuming operations. For compute-intensive tasks, where

the memory accesses are more sparse, it is only better that the overhead of a

SPARK scales with the number of memory accesses and not the computation

time itself.

2.1.2 Applications

Below we discuss applications of SPARKs which rely on the fact that in a SPARK,

the prover both computes and proves the validity of a computation in parallel

time which is essentially as efficient as possible. While our focus here is on estab-

lishing theoretical feasibility results, we expect that our ideas may also be useful

in practical constructions, which we leave for future work.

Time-tight delegation of PRAM computation. In the setting of verifiable del-

egation of computation [66, 99, 74], there is a client who wishes to outsource an

expensive (possibly non-deterministic) computation M on an input x to a pow-
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erful yet untrusted server. The server should not only produce the output y but

also a proof that the computation was done correctly.

A non-interactive SPARK for a class of PRAM computations directly gives

a delegation protocol for the same class. This is because SPARKs satisfy a

“delayed-output” property—the output y of the computation need not be known

to the SPARK prover or verifier in advance, as it is computed in parallel to the

proof. Therefore, using a non-interactive SPARK, a server can perform a PRAM

computation as well as compute a proof with essentially no overhead in running

time. Specifically, for T -time computations with p processors, the server runs in

time T + polylog(T · p) and uses at most p · polylog(T · p) processors. We call

delegation schemes with this property time-tight.

We emphasize that our non-interactive SPARK construction yields a time-

tight delegation protocol for non-deterministic computations that use any amount

of parallelism. For example, consider the case where a client wants to outsource

a PRAM computation over a large database (stored at the server) but only knows

a hash of the database. The server can perform the computation while proving

both that the output is correct and the database is consistent with the client’s

hash. Furthermore, if both the server and the client have agreed upon the hash

at the beginning of the protocol, the running time depends only on the time of

the PRAM computation (otherwise, the server will need to prove that the initial

database hashes to the correct value, which requires computing a hash over the

whole database and will be expensive if the database is large).

VDFs from sequential functions. Verifiable delay functions (VDFs) are func-

tions that require some “long” time T to compute (where T is a parameter
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given to the function), yet the answer to the computation can be efficiently ver-

ified given a proof that can be jointly generated with the output (with only

small overhead) [32, 33, 96, 105]. The work of Boneh et al. [32] suggests a

theoretical construction of VDFs based on succinct non-interactive arguments

(SNARGs) and any iteratively sequential function (ISF).2 Other known construc-

tions of VDFs [96, 105] rely on the repeated squaring assumption—a concrete

ISF.

Let us recall what ISFs are. A sequential function (SF) is a function that takes

a long time to compute, even if one has many parallel processors. An ISF is the

iteration of some round function and the assumption is that iterating the round

function is the fastest way to evaluate the ISF, even if one has many parallel pro-

cessors. Clearly, any VDF implies an SF and so any construction of VDFs will

necessarily rely on such (but this is not the case for an ISF3). It is thus a very

natural question whether we can get a VDF based on only SFs and SNARGs.

Note that the construction of Boneh et al. [32] inherently relies on the iterated

structure of the underlying sequential function.4

We observe that any non-interactive SPARK for computing and proving an SF

implies a VDF: simply compute the non-interactive SPARK for the SF. Therefore

by our main result, any SF, SNARK, and collision-resistant hash function imply

a VDF. This is shown formally in [59].
2Their original construction relied on incremental verifiable computation [103], which exists

based on SNARKs [24], and any ISF. In an updated version they show that SNARGs, along with
ISFs, are sufficient.

3However, a continuous VDF [58] does imply an ISF.
4In the construction based on SNARGs and ISFs, they need to be able to “break” the compu-

tation of the function in various mid-points of the computation and the internal “state” in those
locations has to be small for efficiency of the construction. In the construction based on SNARKs
and ISFs, they rely on a tight construction of incremental verifiable computation but the number
of parallel processors required for the latter is as large as the cost of a single step [25, 19, 94], and
so many steps are needed.
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Memory-hard VDFs. A particularly appealing extension of the application

above is to the existence of memory-hard VDFs. Recall that VDFs only guaran-

tee that a long computation has been performed (and anyone can verify this

publicly). It is very natural to require that not only a time-consuming computa-

tion was performed but also that the computation required many resources, for

example, a large portion of the memory across time.

Clearly any VDF that is based on an ISF is not memory hard. The reason

is that even if the basic round function is memory-hard, upon every iteration

the memory consumption goes to (essentially) zero! Since the VDF construc-

tion discussed above does not necessarily have to be instantiated with an ISF

but rather any SF (and a SPARK for computing it), we can use a memory hard

sequential function (e.g., [55, 57, 9, 8, 6, 7, 54]) and get a VDF where the com-

putation not only takes a long time, but also requires large memory throughout.

This application is also formalized in [59].

Lastly, we note that sequentiality and memory-hardness are two examples

of functions that are hard to compute with bounded resources. Since a SPARK

computes a function and constructs the proof in parallel, then the above transfor-

mations can be used to preserve any hardness property of a PRAM computation,

so long as the function remains hard after an additive increase in the parallel

running time (and an small increase in the number of parallel processors). This

enables generically turning hard functions into verifiable hard functions.
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2.1.3 Related Work

Succinct arguments with efficient provers. We elaborate on the existing suc-

cinct arguments that focus on prover efficiency. We consider the general setting

of proving computation that takes T parallel time using p processors (although

most works only explicitly consider the setting where p = 1 and T is the total

time).

First, we recall that Kilian’s succinct argument consists of a prover who com-

mits to a PCP using a Merkle tree and locally opens a set of random locations

specified by the verifier. As such, efficient PCP constructions immediately give

rise to succinct arguments with an efficient prover. Specifically in [22, 18], they

show how to construct PCPs in quasi-linear time, which yield succinct argu-

ments with a prover running in T · p · polylog(T · p) time for computation with

total work T · p. In [18], they show how to construct a quasi-linear size PCP that

can be computed in polylog(T ·p) depth with roughly T ·p processors, when given

the transcript of the computation. This results in a succinct argument where the

prover runs in parallel time T + polylog(T · p) using roughly T · p processors.

When restricting the prover to use at most p · polylog(T · p) processors, as re-

quired by SPARKs, this yields a succinct argument where the prover runs in

parallel time T · p · polylog(T · p). Furthermore, the above arguments can be

made non-interactive by applying the Fiat-Shamir transformation [61, 91].

A different line of work has focused additionally on the prover’s space

complexity. Bitansky et al. [25] (following Valiant’s [103] incrementally ver-

ifiable computation framework using recursive proof composition) construct

complexity-preserving SNARKs, in which both the time and space of the un-

derlying computation up to (multiplicative) polynomial factors in the security
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parameter. For the task of delegating deterministic (T · p)-time S-space compu-

tation, Holmgren and Rothblum [69] give a prover with T · p ·polylog(T · p) total

time and S + o(S) space assuming sub-exponential LWE.

Tight VDFs. As we describe shortly in Section 2.2, our construction splits the

computation into “chunks” and proves each of them in parallel. This idea is in-

spired by the recent transformations of Boneh et al. and Döttling et al. [32, 51]

in the context of verifiable delay functions (VDFs) [32, 33]. Those works show

how to use a VDF for an iterated sequential function where the honest evaluator

has some overhead, into a VDF where the honest evaluator uses multiple paral-

lel processors and has essentially no parallel time overhead. However, iterated

functions can be naturally split into chunks and so most of the technical difficulty

in our work does not arise in that context. See Section 2.2 for more details.

IOPs. In an effort to bring down the quasi-linear overhead of PCPs, Ben-Sasson

et al. [21] and Reingold et al. [99] introduced the concept of interactive oracle

proofs (IOPs).5 IOPs are a type of proof system that combines aspects of inter-

active proofs (IPs) and PCPs: in every round a prover sends a possibly long

message but the verifier is allowed to read only a few bits. IOPs also generalize

Interactive PCPs [76]. The most recent IOP is due to Ron-Zewi and Rothblum

[101] (improving Ben-Sasson et al. [16]) and achieves nearly optimal overhead

in proof length (i.e., a 1 + ε factor for an arbitrary ε > 0) and constant rounds

and query complexity, however the prover’s running time is some unspecified

polynomial.
5To clarify notation, IOPs (introduced by [21]) are equivalent to the notion of Probabilistically

Checkable Interactive Proofs (introduced concurrently and independently by [99]).
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2.2 Technical Overview

In this section, we present the main techniques underlying our transformation

from succinct arguments of knowledge with small multiplicative prover over-

head to SPARKs.

2.2.1 Warmup: SPARKs for Iterated Functions

Our starting point stems from the recent works of Boneh et al. and Döttling et

al. [32, 52]. For concreteness, we describe the setting of [32], which focuses on

the simplified case of proving correctness of the output of an iterated function

g(T )(x0) = (g◦ . . .◦g)(x0) for some T ∈ N. Rather than proving that g(T )(x0) = xT

directly, they split the computation into different sub-computations of geomet-

rically decreasing size such that the proof for every sub-computation completes

by time T .

To demonstrate this idea, suppose for simplicity that each iteration takes one

unit of time to compute and that there is a succinct argument that can non-

interactively prove any computation of k iterations of g in 2k additional time.

Then, in order to prove that g(T )(x0) = xT , they first perform 1/3 of the compu-

tation to obtain g(T/3)(x0) = xT/3 and then prove its correctness. Observe that

xT/3 can be computed in time T/3 and the proof can be generated in time 2T/3

by assumption, so the proof that g(T/3)(x0) = xT/3 completes by time T . In par-

allel to proving that g(T/3)(x0) = xT/3, they additionally compute and prove 1/3

of the remaining computation (namely, that g((T−T/3)/3)(xT/3) = x5T/9) in a separate

parallel thread, which also will finish by time T . They continue in this fashion
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recursively until the remaining computation can be verified directly.

In this construction, the prover only needs to start at most O(log T ) paral-

lel computation threads and finishes in essentially parallel time T . The final

proof consists ofO(log T ) proofs of the intermediate sub-computations. The ver-

ifier checks each proof for the sub-computations independently and accepts if all

checks pass and the proposed inputs and outputs are consistent with each other.

More generally, if the given non-interactive argument hadα? multiplicative over-

head, the resulting number of threads needed would be O(α? · log T ). So, when

the overhead is quasi-linear (i.e. α? ∈ polylog T), the resulting argument is still

succinct.

2.2.2 Extending SPARKs to Arbitrary Computations

The focus of this work is extending the above example to handle arbitrary

non-deterministic polynomial-time computation (possibly with a long output)

which introduces many complications. For now, we focus on the case of RAM

computation that uses only a single processor (we later show how to extend this

to arbitrary parallel RAM computations). Specifically, suppose we are given a

statement (M,x, T ) with witness w, where M is a RAM machine and we want

to prove that M(x,w) outputs some value y within T steps. We emphasize that

our goal is to capture general non-deterministic, polynomial-time computation

where the output y is not known in advance, so we would like to simultane-

ously compute y given (M,x, T ) and w, and prove its correctness. Since M is a

RAM machine, it has access to some (potentially large) memoryD consisting of

n words in memory. We let λ be the security parameter and size of a word, and
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T be an arbitrary polynomial in λ. Let us try to employ the above strategy in this

more general setting.

As M does not necessarily implement an iterated function, the first problem

we encounter is that there is no natural way to split the computation into many

sub-computations with small input and output. For intermediate statements, the

naı̈ve solution would be to prove that running the RAM machine M for k steps

starting at some initial memory Dstart results in final memory Dfinal. However,

this is a problem because the size of the memory, n, may be large—perhaps even

as large as the full running time T—so the intermediate statements we need to

prove may be huge!

A natural attempt to mitigate this would be to instead provide a succinct di-

gest of the memory at the beginning and end of each sub-computation, and then

have the prover additionally prove that it knows a memory string consistent with

each digest. Concretely, each sub-computation corresponding to k steps of com-

putation would contain digests cstart, cfinal. The prover would show that there

exist strings Dstart, Dfinal such that (1) cstart, cfinal are digests of Dstart, Dfinal, re-

spectively, and (2) starting with memory Dstart and running RAM machine M

for k steps results in memory Dfinal. This seems like a step in the right direction,

since the statement size for each sub-computation would only depend on the

output size of the digest and not the size of the memory. However, the prover’s

witness—and hence running time to prove each sub-computation—still scales

linearly with the size of the memory in this approach. Therefore, the main chal-

lenge we are faced with is removing the dependence on the memory size in the

witness of the sub-computations.
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Using local updates. To overcome the above issues, we observe that in each

sub-computation the prover only needs to prove that the transition from the ini-

tial digest cstart to the final digest cfinal is consistent with k steps of computation

done by M . At a high level, we do so by proving that there exists a sequence

of k local updates to cstart which result in cfinal. Then in order to verify a sub-

computation corresponding to k steps, we can simply check the k local updates

to the digest of the memory, rather than checking the memory in its entirety. To

formalize this idea, we rely on compressing hash functions that allow for local

updates which can be efficiently computed in parallel to the main computation.

We call these concurrently updatable hash functions.

Given such hash functions, will use a succinct argument of knowledge (PsARK,

VsARK) for an NP language Lupd that corresponds to checking that a sequence of

local updates are valid. Specifically, a statement (M,x, k, cstart, cfinal) ∈ Lupd if and

only if there exists a sequence of updates u1, . . . , uk such that, starting with short

digest cstart, runningM on input x for k steps specifies the updates u1, . . . , uk that

result in a digest cfinal. Then, as long as the updates are themselves succinct, the

size of the witness scales only with the number of steps of the computation and

not with the size of the memory.

In order to make the above approach work, we need updatable hash functions

that satisfy the following two properties:

1. Updates can be computed efficiently in parallel to the main computation.

2. Updates can be verified as modifying only the specified locations in mem-

ory.

We next explain how we obtain the required hash functions satisfying the above
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properties. We believe that this primitive and the techniques used to obtain it

are of independent interest.

Concurrently Updatable Hash Functions. Roughly speaking, the notion of a

concurrently updatable hash function is that of a computationally binding hash

function that supports updating parts of the underlying message without re-

hashing the whole message. For efficiency, we additionally require that one can

perform several sequential updates concurrently. For soundness, we require that

no efficient adversary can find two different openings for the same location even

if it is allowed to perform polynomially many update operations. A formal def-

inition appears in Section 2.5.

We focus on the case where each update is local (a single word per time

step), but we show how to extend this to updating many words in parallel in

Section 2.5. Our construction relies on Merkle trees [90] and hence can be in-

stantiated with any collision-resistant hash function. Recall that a Merkle tree

uses a compressing hash function, which we assume for simplicity is given by

h : {0, 1}2λ → {0, 1}λ, and is obtained via a binary tree structure where nodes are

associated with values. The leaves are associated with arbitrary values and each

internal node is associated with a value that is the hash of the concatenation of

its children’s values.

It is well known that Merkle trees, when instantiated with a collision-resistant

hash function h, act as short (binding) commitments with local opening. The lat-

ter property enables proving claims about specific blocks in the input without

opening the whole input, by revealing the authentication path from some input

block to the root (i.e. the hashes corresponding to sibling nodes along the path
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from the leaf to the root). Not only do Merkle trees have the local opening prop-

erty, but the same technique allows for local updates. Namely, one can update the

value of a specific word in the input and compute the new root value without

recomputing the whole tree (by updating the hashes along the path from the

updated block to the root). All of these local procedures cost time which is pro-

portional to the depth of the tree, log2 n, as opposed to the full memory n. We

denote this update time as β (which may additionally depend polynomially on

λ, for example, to compute the hash function at each level in the tree).

Let us see what happens when we use Merkle trees as our hash function. Re-

call that the Merkle tree contains the hash of the memory at every step of the

computation, and we update its value after each such step. The latter operation,

as mentioned above, takes β time. So even with local updates, using Merkle trees

naı̈vely incurs a β delay for every update operation which implies a β multiplica-

tive delay for the whole computation (which we want to avoid)! To handle this,

we use a pipelining technique to perform the local updates in parallel.

Pipelining updates. Consider two updates u1 and u2 that we want to apply to

the current Merkle tree sequentially. We observe that since Merkle trees updates

work “level by level,” we can first update the first level of the tree (corresponding

to the leaves) according to u1. Then, update the second layer according to u1 and

in parallel update the first layer using u2. Continuing in this fashion, we can up-

date the third layer according to u1 and in parallel update the second layer using

u2, and so on. The idea can be generalized to pipeline u1, . . . , uk, so that the final

update uk completes after (k − 1) + β steps, and the memory is consistent with

the Merkle tree given by performing update operations u1, . . . , uk sequentially.

The implementation of this idea requires β additional parallel threads since the
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computation for at most β updates will overlap at a given time. A key point that

allows us to pipeline these concurrent updates is that the operations at each level

in the tree are data-independent in a standard Merkle tree. Namely, each proces-

sor can perform all of the reads/writes to a given level in the tree at a single time

step, and the next processor can continue in the next time step without incurring

any delay.

Verifying that updates are local. With regards to the soundness of this primitive,

a subtle—yet important—point that we need in our application is that it must

be possible to prove that a valid update only modifies the locations it specifies.

For example, suppose a cheating prover updates the digest with respect to one

location in memory while simultaneously rewriting other locations in memory

in a way that does not correspond to the memory access done by the machineM .

Then, the prover will later be able to open inconsistent values and prove that M

computes whatever it wants. Moreover, the prover could gradually make these

changes across many different updates. Fortunately, the structure of Merkle trees

allow us to prove that a local update only changes a single location. At a high

level, this is because the authentication path for a leaf in a Merkle tree effectively

binds the root of the tree to the entire memory. Thus, we show that if a Merkle

tree is updated at some location, one can use the authentication path to prove

that no other locations were modified. Furthermore, we show in the general case

how to extend this for updating many locations in a single update.

Ensuring optimal prover run-time. Using the above ingredients, we discuss

how to put everything together to ensure optimal prover run-time. Con-

cretely, suppose we have a concurrently updatable hash function where each
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update takes time β, and a succinct non-interactive argument of knowledge

with quasilinear prover overhead for the language Lupd. Recall that a statement

(M,x, k, cstart, cfinal) ∈ Lupd if there exists a sequence of k hash function updates

such that (1) the updates are consistent with the computation of M and (2) ap-

plying these updates to cstart results in cfinal. Let α? be the multiplicative overhead

of the succinct argument with respect to the number of updates (so a computa-

tion with k ≤ T updates takes time k ·α? to prove). Note that α? ∈ poly(β, log T ),

as we require that the total time to prove a Lupd statement is quasilinear in the

work, and a statement for at most T updates requires T · β total work.

As discussed above, to prove that M(x,w) outputs a value y in T steps, we

split the computation into m sub-computations which all complete by time T .

The ith sub-computation will consist of a “compute” phase, where we compute

ki steps of the total T computation steps, and a “proof” phase, where we use

the succinct argument to prove correctness of those ki steps. For the “compute”

phase, recall that performing ki steps of computation while also updating the

digest takes ki ·β total work. However, as described above, we can pipeline these

updates so that the parallel time to compute these updates is only (ki − 1) + β.

For the “proof” phase to complete in the desired amount of time, we need to

set the values of ki appropriately. Each proof for ki ≤ T steps of computation

takes at most ki · α? time. Therefore, the largest “chunk” of computation we can

compute and prove by roughly time T is T/(α?+1). For convenience, let γ , α?+

1. Then, in the first sub-computation, we can compute and prove k1 = T/γ steps

of computation. In each subsequent computation, we compute and prove a γ

fraction of the remaining computation. Putting everything together, we get that

ki = (T/γ)·(1−1/γ)i−1 for i ∈ [m−1] and then km < γ is the number of remaining
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Parallel time T β

k1 k1 · α?
β-gap

k2 k2 · α?

k3 k3 · α?

k4 k4 · α?

k5 k5 · α?

β

Figure 2.1: The “compute” and “proof” phases for each of m sub-computations.
The ith sub-computation consists of ki steps, while pipelining updates which
each take β time. After finishing all updates, the prover computes the proof
which takes ki · α? time.

steps such that
∑m

i=1 ki = T . This results in roughly γ log T ∈ poly(β, log T ) total

sub-proofs, meaning that the proof size depends only polylogarithmically on T .

In Figure 2.1 we show the structure of the compute and proof phases for all

m sub-computations. We emphasize that the entire protocol completes within

T + α? · γ + β parallel time, since the first m − 1 sub-proofs complete by time

T+β, allm sub-computations complete by time T+β, and the proof of the final γ

steps takes roughlyα?·γ time to prove. Sinceα?, γ, and β are in poly(λ, log T ), this

implies that we only have a small additive rather than multiplicative overhead.

We note that in the overview above where we discuss SPARKs for iterated

functions, correctness of the final sub-computation is proven by having the

prover send the witness in the clear, and having the verifier check it directly.

In our full construction, we instead have the prover give a succinct proof for the

last sub-computation. The main reason for this is that for the case of general

parallel RAM computations, we want the communication complexity and the
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complexity of the verifier to depend only poly-logarithmically on the depth T

and processors ρ used in the original computation. However, the witness for the

final sub-computation may have length linear in ρ (since at each step in the final

sub-computation, the witness may specify the actions of each of the ρ proces-

sors). Having the prover instead provide a succinct proof solves this issue.

Next, we note that we have a β gap between the time that the “compute”

phase ends and the “proof” phase begins for a particular sub-computation. This

is because we have to wait β additional time to finish computing the updates

before we can start the proofs. However, we can immediately start computing

the next sub-computation without waiting for the updates to complete. Lastly,

the number of processors used in the protocol is β at all times in the constantly

running “compute” phase which is additionally computing updates to the digest

in parallel. Then, to run each of the m sub-proofs in parallel, we get at most a

factor of m times the number of processors used by a single sub-proof.

Computing the initial digest. Before giving the full protocol, we address a fi-

nal issue, which is for the prover to compute the digest of the initial memory

string. Specifically, the prover needs to hash a string D ∈ {0, 1}n, which the

RAM machine M assumes contains its inputs (x,w). Directly hashing to the

string x||w would require roughly |x| + |w| additional time, which could be as

large as T . To circumvent the need to compute the initial digest, we simply do

not compute a digest of the initial memory! Instead, we start with a digest of an

uninitialized memory that can be computed efficiently and allows each position

to be initialized exactly once whenever it is first accessed.

We extend our hash function definition to enable this as follows. We start
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with a dummy value ⊥ for the leaves of the Merkle tree. Because the leaves

all have the same value, we can compute the root of the Merkle tree efficiently

without touching all of the nodes in the tree. Specifically, if the leaves have the

value dummy(0), we can define the value of the nodes at level j recursively as

dummy(j) = h(dummy(j−1)||dummy(j−1)). Then the initial digest is just the root

dummy(log n). Note that here, the prover does not need to initialize the whole tree

in memory with dummy values, it simply needs to compute dummy(log n) as the

initial digest.

Whenever the prover accesses a location inD for the first time, it performs the

corresponding local update to the Merkle tree. However, performing this update

is non-trivial as many of the nodes in the Merkle tree may still be uninitialized.

What saves us is that any uninitialized node must correspond to leaves that are

also uninitialized, so they still have the value ⊥. As such, we can compute the

value of any uninitialized node at level j efficiently as dummy(j). To maintain

efficiency, the prover can keep track of a bit for each node to check if it has been

initialized or not.

Given a single authentication path for a newly initialized location in memory,

the verifier can check that this path is a valid opening for ⊥ with the previous

digest and for the new value with the updated digest. This guarantees that only

the newly initialized value was modified, and the verifier can make sure each

location is updated at most once by disallowing the prover from updating loca-

tions to⊥. Furthermore, the verifier can check that any initialized value not part

of the witness (corresponding to the input x) is consistent with whatM expects.
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2.2.3 Our SPARK Construction

We now summarize our full SPARK construction. Suppose that we have (1)

a concurrently updatable hash function that starts as uninitialized where each

update takes time β and (2) a succinct non-interactive argument of knowledge

(PsARK,VsARK) for the update language Lupd with α? ∈ poly(λ, log T ) multiplica-

tive overhead. Let γ , α?+1, as described above, which is the fraction of remain-

ing computation done at each step. The protocol (P ,V) for a statement (M,x, T )

is as follows:

1. V samples public parameters pp for the hash function and sends them to

P .

2. Using pp, P computes the digest cstart for the uninitialized memoryDstart =

⊥n.

3. P computes T/γ steps ofM(x,w) while in parallel updatingDstart and per-

forming the corresponding local updates to digest c1 = cstart.

4. After completing the T/γ steps of the computation (but not necessarily

completing all corresponding updates), P starts recursively computing

and proving the remaining T − T/γ steps in parallel.

5. Let u1, . . . , uT/γ be the current updates, which result in digest c′1. After com-

puting the current updates, P uses PsARK(u1, . . . , uT/γ) for language Lupd to

prove that starting with digest c1, running M on input x for T/γ steps re-

sults in digest c′1.

6. P continues until there are at most γ steps of the computation, at which

point P computes and proves the remaining steps and sends the proof to

V .
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7. After finishing the computation and all corresponding updates, P uses the

final digest to open the output y and give a proof of its correctness. V ac-

cepts if the proof certifying y verifies and VsARK accepts all sub-protocols,

which are consistent with each other.

Handling interactive protocols. The same transformation described above ap-

plies to interactive r-round succinct argument of knowledge. However, since the

protocol is interactive, the prover starts an interactive protocol in order to prove

that sub-computations were performed correctly. It is not necessarily the case

that the messages in the various interactive arguments will be “synced” up, and

so our transformation suffers from (at most) a polylog T factor increase in the

round complexity. For specific underlying succinct arguments, however, it may

be the case that we can synchronize the rounds to reduce the round complex-

ity. Indeed, this is the case for Kilian’s succinct argument, which we discuss in

Section 2.7.1.

Extending to PRAM computation. We next discuss how to extend the proto-

col given above to deal with parallel RAM computation with any number of

processors. We assume for simplicity that in the given machine no two proces-

sors access the same location in memory concurrently. Suppose M is a PRAM

machine where M(x,w) runs in parallel time T using p processors. In the above

protocol, we emulate each step of M while performing the corresponding hash

function updates in parallel. The SPARK prover can use p processors to emulate

M , but as M might access p locations in memory at each step, the hash func-

tion needs to support updating any set of p positions concurrently. We show

how to generalize the updatable hash function scheme described above to han-
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dle such updates while still supporting pipelining for each set of updates. As for

efficiency, we observe that this naively increases the overhead to compute each

sub-proof by a factor of p (if the overhead scales with the total work rather than

the depth of the underlying computation). As such, we need to use an underly-

ing succinct argument that has overhead α? ∈ polylog(T · p) in the depth of the

underlying computation while using at most p processors. We refer to such ar-

guments as depth-preserving and discuss how to construct them using known

techniques in Sections 2.7.1 and 2.7.2.

Security proof and argument of knowledge definition. We note that proving

security in the above construction is somewhat non-trivial. The key issue is

that we need to simultaneously extract witnesses from super logarithmically

many concurrent or parallel arguments of knowledge, without causing a blow-

up in the complexity of the resulting extractor. In the non-interactive case, it is

pretty straightforward to deal with this since the statements are all “fixed” and

so concurrent composition just works. However, the interactive setting is more

challenging since there are more dependencies. This issue came up and was re-

solved in previous works, e.g., [84, 95], where new extraction techniques and

definitions were introduced. In our case, we introduce yet another argument of

knowledge definition, which (1) enables dealing with this issue in our proof of

security, (2) is equivalent to common definitions of proofs of knowledge, and

(3) we believe is conceptually simpler and much easier to work with. We view

this definition as an additional independent contribution. See Section 2.4 for ad-

ditional details in the context of SPARKs and Sections 2.3.3 and 2.9 in the context

of standard notions of succinct arguments of knowledge.
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2.3 Preliminaries

In this section, we give the preliminaries for this chapter.

Basic notation. For a distribution X we denote by x ← X the process of sam-

pling a value x from the distribution X . For a set X , we denote by x ← X the

process of sampling a value x from the uniform distribution on X . Supp(X) de-

notes the support of the distribution X . For an integer n ∈ N we denote by [n]

the set {1, 2, . . . , n}. We use PPT as an acronym for probabilistic polynomial time.

A function negl : N → R is negligible if it is asymptotically smaller than any

inverse-polynomial function, namely, for every constant c > 0 there exists an

integer Nc such that negl(λ) ≤ λ−c for all λ > Nc. Two sequences of random

variables X = {Xλ}λ∈N and Y = {Yλ}λ∈N are computationally indistinguishable

if for any non-uniform PPT algorithm A = {Aλ}λ∈N there exists a negligible

function negl such that
∣∣Pr
[
Aλ(1λ, Xλ) = 1

]
− Pr

[
Aλ(1λ, Yλ) = 1

]∣∣ ≤ negl(λ) for

all λ ∈ N. For a language L with relation RL, we let RL(x) denote the set of

witnessesw such that (x,w) ∈ RL. We say that an ensemble {Xn}n∈N is uniformly

computable if there exists a Turing MachineM such thatM(1n) outputsXn in time

polynomial in n.

Interactive Protocols. We consider interactive (P)RAM machines and inter-

active protocols. Formally, we assume there is a specified part of a machine’s

memory for input from and output to another interactive machine, so the time

for an interactive machine to send a message is simply the time to write it to

its output tape. Given a pair of interactive machines P and V , we denote by

〈P(zP ),V(zV )〉(x) the random variable representing the output of V with com-
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mon input x and private input zV , when interacting withP with private input zP ,

when the random tape of each machine is uniformly and independently chosen.

The round complexity of the protocol is the number of distinct messages sent

between P and V . We say that a protocol is non-interactive if it consists of one

message from P to V and then V computes its output. To define the complexity

of an interactive machine A, we let workA(x) denote the maximum amount of

work done by A(x) over any possible interactions.

2.3.1 RAM Model

Random Access Memory (RAM) computation consists of a machine M which

keeps some local state state and has read/write access to memoryD ∈ ({0, 1}λ)n

(equivalent to the tape of a Turing machine). Here, λ is the security parameter

and length of a word,6 and n ≤ 2λ is the number of words in memory used by

M . We assume that M specifies n and that |(M,x)| ≤ n. When we write M(x)

to denote runningM on input x, this means thatM expects its initial memoryD

to be equal to x||0nλ−|x|. The computation is defined using a function step, which

has the following syntax:

(state′, op, `, vwt) = step(M, state, vrd).

Specifically, step takes as input the description of the machine M , the current

state state, and a word vrd that was read in the last step from memory. Then,

it outputs the next state state′, the operation op ∈ {rd,wt} to do next, the next

location ` ∈ [n] to access, and the word vwt to write next if op = wt (or ⊥ if

op = rd).
6We note that the length of a word only needs to be greater than log n, but can be as large as

any fixed polynomial in λ. We set it to λ for simplicity.
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Using step, we can define each step of RAM computation to run step, and

then either do a read or a write. We assume that each write operation returns

the value in the memory location before the write. Formally, starting with an

initially empty state state0 and letting vrd
0 = ⊥, the ith step of computation for

i ≥ 1 is defined as:

1. Compute (statei, opi, `i, v
wt
i ) = step(M, statei−1, v

rd
i−1).

2. If opi = rd, let vrd
i be the word in location `i of D.

3. If opi = wt, let vrd
i be the word at location `i in D and write vwt

i to that

location.

The computation halts when step outputs a special halting value with the

output y of M(x) written at the start of the memory, where we assume that the

final state specifies the output length. Without loss of generality, we assume that

the state size can hold O(log n) bits.

Parallel RAM Computation. Our main results will be in the parallel-RAM

(PRAM) setting, where each step of the machine can potentially branch to mul-

tiple processes that have access to the same memory D. This can be formalized

by allowing step to output multiple tuples (state′, op, `, vwt), each associated with

a process identifier specifying the process to continue the computation from that

state. Then, each process continues by running step at each step, as above. The

computation halts when there are no running processes.

For convenience, we define an algorithm parallel-stepwhich logically runs step

for all active processes. It has the following syntax:

(State′,Op, S, V wt) = parallel-step(M, State, V rd).
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Here, all inputs and outputs are tuples containing a value for each process.

Specifically, if there are p active processes before the step, and p′ resulting pro-

cesses, then State = (statei)i∈[p], V rd = (vrd
i )i∈[p], State′ = (state′i)i∈[p′], Op =

(opi)i∈[p′], S = (`i)i∈[p′], V wt = (vwt
i )i∈[p′]. For each i ∈ [p], in the previous step the

ith process had state statei and read (or overwrote) value vrd
i . For each i ∈ [p′],

the ith process after the step has state state′i, and accesses location `i in memory

by either writing vwt
i to it when opi = wt, or reads from it when opi = rd. Note

that V wt contains ⊥ for each element corresponding to a read operation. Also,

note that if process i was spawned in this step, then state′i will be its initial state.

For ease of notation, we will also define an algorithm access, which accesses

a set of locations in memory, and then reads and writes to them as specified.

Specifically, accessD(Op, S, V wt) has memory access to D, takes as input Op, S,

and V wt as defined above, and does the following for each i ∈ [|Op|]:

1. If opi = rd, let vrd
i be the word at location `i of D.

2. If opi = wt, let vrd
i be the word at location `i in D and write vwt

i to that

location.

It then outputs V rd = (vrd
1 , . . . , v

rd
|Op|).

Using parallel-step and access, we can then formalize a full PRAM computation

as follows. Starting with State0 = (state0), where state0 is an initially empty state,

and V rd
0 = (⊥), the ith step of the PRAM computation M for i ≥ 1 is defined as:

1. Compute (Statei,Opi, Si, V
wt
i ) = parallel-step(M, Statei−1, V

rd
i−1).

2. Let V rd
i = accessD(Opi, Si, V

wt
i ).
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The computation halts when all running processes reach a halting state, and the

output y of M(x) is written to the start of the memory, where we additionally

assume that the output length is encoded in the final state(s).

We are in the exclusive-read exclusive-write (EREW) model, i.e., the most

restrictive PRAM model, where if some process accesses a location (either a read

or a write) in memory while another process accesses the same location (either

a read or a write), there are no guarantees for the resulting effect. In addition to

specifying the memory size n, we also assume that a PRAM machine specifies

the number of concurrent processes p it uses, and that p ≤ n, as we are in the

EREW model. Lastly, we assume that all processes in a PRAM computation have

local registers that can be used to communicate the results of each step.

(P)RAM Complexity. Each step of RAM computation is allowed to make a

single access to memory. We think of step, which computes the transition func-

tion from state to state′, as being implemented by an efficient CPU algorithm

with access to a constant number of words.

As a result, we define the running time of a RAM machine M as the number

of accesses it makes to its working memory. For PRAM machines, each step

of computation may make multiple parallel accesses to memory via different

processors.

To model the complexity of a (P)RAM machine M , we consider two com-

plexity measures: work and depth. Specifically, we let workM(x) denote the total

amount of computation done by all processors measured in steps (or equiva-

lently memory accesses). When M is a non-deterministic machine, we denote

this by workM(x,w) where w is the witness. We let depthM(x) (analogously,
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depthM(x,w)) denote the number of sequential steps until M halts, where steps

that occur in parallel are counted as one step. For a (non-parallel) RAM ma-

chine, we simply denote its running time by workM(x).

We also assume that n words in memory can be allocated and initialized to

zeros for free.

2.3.2 Universal and NP Relations

Next, we define a variant of the universal relation, introduced by [13]. For effi-

ciency reasons, it will be helpful to define this relative to different computational

models, so we give definitions for Turing machine computation and RAM ma-

chine computation.

Definition 2.3.1. [Universal Relation] The universal relation for Turing machines

RTM
U is the set of instance-witness pairs ((M,x, y, L, t), w) where M is a Turing ma-

chine such that M(x,w) outputs y within t steps, and additionally |y| ≤ L. We let

LTM
U be the corresponding universal language. We similarly define RPRAM

U and LPRAM
U

to the be universal relation and language, respectively, for PRAM computation, where

the given machine M is a PRAM machine.

The main difference between our definition and the standard universal rela-

tion of [13] is that we consider computation with long outputs y, and we also

include an upper bound L on the length of y. We include y so as to have a defini-

tion which captures both deterministic and non-deterministic polynomial-time

computation. A similar relation was given in [45] to define a canonical rela-

tion for P. Moreover, the universal relation of [13] is linear-time reducible to

our definition above. With regards to L, we include this because in our main
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construction of SPARKs, the output y of the computation will not be known in

advance. However, the complexity of the scheme inherently depends on L (as

the output of the protocol is y).

Finally, we note that for a statement (M,x, y, L, t) with respect to PRAM com-

putation, we do not place any restriction on the length of the witness w. Specif-

ically, the machine M may only access t positions in w, but it could be the case

that |w| is significantly greater than t.

2.3.3 Succinct Arguments of Knowledge

In this section we define succinct arguments of knowledge [79, 91, 13] for rela-

tions R ⊆ RTM
U . We focus on NP languages and relations, where the argument

of knowledge definition is restricted to polynomial-time statements.

Definition 2.3.2 (Succinct Arguments of Knowledge for NP Relations). Let

α : N3 → N. A pair of interactive machines (P ,V) is called a succinct argument

of knowledge with α-prover efficiency for a relation R ⊆ RTM
U if the following con-

ditions hold:

• Completeness: For every λ ∈ N and ((M,x, y, L, t), w) ∈ R,

Pr
[
〈P(w),V〉(1λ, (M,x, y, L, t)) = 1

]
= 1,

where the probability is over the random coins of P and V .

• Argument of Knowledge for NP: There exists a probabilistic oracle machine E

and a polynomial q such that for every non-uniform probabilistic polynomial-time

prover P? = {P?λ}λ∈N and every constant c ∈ N, there exists a negligible function
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negl such that for every λ ∈ N, M,x, t, L, y ∈ {0, 1}∗ with |M,x, t, y| ≤ λ,

L ≤ λ, and t ≤ |x|c, and every z, s ∈ {0, 1}∗, the following hold.

Let P?λ,z,s denote the machine P?λ with auxiliary input z and randomness s fixed,

let Vr denote the verifier V using randomness r ∈ {0, 1}`(λ) where `(λ) is a bound

on the number of random bits used by V(1λ, ·). Then:

1. The expected running time of EP?λ,z,s,Vr(1λ, (M,x, y, L, t)) is bounded by

q(λ, t), where the expectation is over r ← {0, 1}`(λ) and the random coins of

E .

2. It holds that

Pr

 〈P?λ,z,s,Vr〉(1λ, (M,x, y, L, t)) = 1

∧ ((M,x, y, L, t), w) 6∈ R

 ≤ negl(λ),

where the probability is over the choice of r ← {0, 1}`(λ) and w ←

EP?λ,z,s,Vr(1λ, (M,x, y, L, t)).

• Succinctness: There exist polynomials q1, q2 such that for any λ ∈ N and (M,x,

y, L, t) ∈ {0, 1}∗, it holds that

workV(1λ, (M,x, y, L, t)) ≤ q1(λ, |(M,x, y, L)| , log t)

and the length of the transcript produced in the interaction between P(w) and V

on common input (1λ, (M,x, y, L, t)) is bounded by q2(λ, log t).

• α-Prover Runtime: For all λ ∈ N and ((M,x, y, L, t), w) ∈ R, it holds that

workP(1λ, (M,x, y, L, t), w) ≤ α(λ, |(M,x, y, L)| , t).

If the above holds for R = RTM
U , we say that (P ,V) is a succinct argument of knowl-

edge for NP.
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We note that we could naturally relax the above definition so that complete-

ness and efficiency only hold for statements (M,x, y, L, t) where t ≤ T (|x|) for

some slightly super-polynomial function T , as in [12, 45]. In our results, if we

assume this weaker notion, our resulting SPARK will satisfy the same notion.

We also note that the above definition captures succinct arguments of knowl-

edge for any specific NP language L with relation RL (not necessarily con-

tained in RTM
U ). The relation RL implicitly determines an NP verification ma-

chine ML with time bound T ∈ poly(|x|). Then, we can consider the relation

R = {((ML, x, 1, 1, T (|x|)), w) : ML(x,w) = 1 within T (|x|) steps} ⊆ RTM
U .

Remark 1 (Comparison with previous definitions). In contrast to the definition of

universal arguments of knowledge, the argument of knowledge definition above for NP

holds only for all malicious provers P ? and constants cwhere the statements (M,x, y, L,

t) have t ≤ |x|c. We also define the extractor to run in expected polynomial time q(λ, t)

where q is a polynomial independent of P? or the specific time bound |x|c. This is in

spirit of universal arguments [13] where they define a weak extractor that only extracts

a single bit of the witness at a time (because they deal with t which is not necessarily

bounded by a polynomial)

We note that for NP, our extractor definition differs from the standard notion, which

does not give the extractor oracle access to Vr, runs in expected time proportional to

ε(λ)−κ(λ), and always extracts a valid witness. Here, ε(λ) is the success probability of

P?λ,z,s and κ(λ) is the knowledge error (see [14]). Nevertheless, we show in Section 2.9

that our definition forNP is implied by a definition of witness-extended emulation forNP

arguments, which is in turn implied by the standard argument of knowledge definition

for NP with negligible knowledge error [84] (with minor modifications to fit into our

setting).
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We emphasize that the above definition is given for relations in RTM
U where

the time bound t represents the total work of the computation. We can readily

extend this to relations for parallel computations where the machine M runs in

depth t and uses pM processors, by generically bounding the total work by t·pM in

the above definition. Below, we more precisely quantify the prover efficiency for

parallel computations by decoupling the prover’s depth and parallelism, which

may depend on the parallelism and depth of the underlying computation.

Definition 2.3.3 (Decoupling Prover Efficiency for Succinct Arguments). Let

α, ρ : N4 → N. A succinct argument of knowledge (P,V) for a relation R ⊆ RTM
U

satisfies (α, ρ)-prover efficiency if for all λ ∈ N and ((M,x, y, L, t), w) ∈ R where M

uses at most pM processors, it holds that

workP(1λ, (M,x, y, L, t), w) ≤ α(λ, |(M,x, y, L)| , t)

using ρ(λ, |(M,x, y, L)| , t) processors.

We may also consider relations R consisting of parallel machines M that use pM

processors, in which case α and ρ may additionally depend on pM .

We note that a succinct argument of knowledge with α-prover runtime im-

mediately gives a succinct argument of knowledge satisfying (α′, 1)-prover effi-

ciency where α′(λ, |(M,x, y, L)| , t, pM) = α(λ, |(M,x, y, L)| , t · pM).

SNARKs. Next, we define succinct non-interactive arguments of knowledge.

Definition 2.3.4 (SNARKs for NP Relations). A Succinct Non-interactive Argu-

ment of Knowledge (SNARK) for a relation R ⊆ RTM
U is a tuple of probabilistic

algorithms (G,P ,V) with the following syntax:
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• (crs, st)← G(1λ): A PPT algorithm that on input a security parameter λ outputs

a common reference string crs and a verification state st.

• π ← P(crs, (M,x, y, L, t), w): A probabilistic algorithm that on input a common

reference string crs, a statement (M,x, y, L, t), and a witness w, outputs a proof

π.

• b ← V(st, (M,x, y, L, t), π): A PPT algorithm that on input a verification state

st, a statement (M,x, y, L, t), and a proof π, outputs a bit b indicating whether to

accept or reject.

We require the following properties:

• Completeness: For every λ ∈ N and ((M,x, y, L, t), w) ∈ R,

Pr


(crs, st)← G(1λ)

π ← P(crs, (M,x, y, L, t), w)

b← V(st, (M,x, y, L, t), π)

: b = 1

 = 1.

• Adaptive Argument of Knowledge for NP: For any non-uniform polynomial-

time proverP? = {P?λ}λ∈N, there exists a probabilistic machine E and a polynomial

q, such that for every c ∈ N, there exists a negligible function negl such that for

every λ ∈ N and z, s ∈ {0, 1}∗, the following hold.

Let P?λ,z,s denote the machine P?λ with auxiliary input z and randomness s fixed.

Then:

1. The running time of E(crs, z, s) is bounded by q(λ, t), where (crs, st) ←

G(1λ), and t is given by the statement output by P?λ,z,s(crs).
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2. It holds that

Pr



(crs, st)← G(1λ)

((M,x, y, L, t), π)← P?λ,z,s(crs)

b← V(st, (M,x, y, L, t), π)

w ← E(crs, z, s)

:

b = 1 ∧

((M,x, y, L, t), w) 6∈ R ∧

t ≤ |x|c


≤ negl(λ).

• Succinctness: There exist polynomials q1, q2 such that for any λ ∈ N, (crs, st) in

the support of G(1λ), (M,x, y, L, t) ∈ {0, 1}∗ with |y| ≤ L, witness w, and proof

π in the support of P(crs, (M,x, y, L, t), w),7 it holds that

• workV(st, (M,x, y, L, t), π) ≤ q1(λ, |(M,x, y, L)|, log t) and

• |π| ≤ q2(λ, log t).

• α-Prover Runtime: For all λ ∈ N and ((M,x, y, L, t), w) ∈ R, it holds that

depthP(crs, (M,x, y, L, t), w) = α(λ, |(M,x, y, L)|, t).

If the above holds forR = RTM
U , we say that (G,P ,V) is a SNARK for NP. When crs =

st for G(1λ), we say that the SNARK is publicly verifiable and write crs← G(1λ).

We note that our definition of adaptive argument of knowledge for NP is im-

plied by the definition of [25] for NP. As in the interactive setting, we can simi-

larly relax the completeness and efficiency properties to only hold for statements

with t bounded by a slightly super-polynomial function T (|x|) as in [25].
7Note that we could additionally require a verifier to be efficient for “dishonest” proofs that

are not in the support of an honest prover P . However, given any verifier V that satisfies suc-
cinctness for honest proofs with universal polynomial p, we can construct an efficient verifier V ′
for any proof by running V for at most p(λ, |(M,x, y, L)| , log t) steps and rejecting otherwise.
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Remark 2 (On the distribution over the auxiliary input). With regards to auxiliary

input, our SNARK definition follows the convention of [24]. However, as they point

out, it was shown by [26, 35] that this definition is too strong. In particular, they show

that it is impossible to achieve assuming indistinguishability obfuscation. As such, the

argument of knowledge definition can be relaxed to consider security with respect to a

particular distribution of auxiliary input appropriate for the specific application.

As with interactive arguments, we can also extend the above definition to

decouple prover efficiency into prover depth and parallelism.

Definition 2.3.5 (Decoupling Prover Efficiency for SNARKs). Let α, ρ : N3 → N.

A SNARK (G,P ,V) for a relation R ⊆ RTM
U satisfies (α, ρ)-prover efficiency if for all

λ ∈ N, (crs, st) in the support of G(1λ), and ((M,x, y, L, t), w) ∈ R, it holds that

workP(crs, (M,x, y, L, t), w) ≤ α(λ, |(M,x, y, L)| , t)

using ρ(λ, |(M,x, y, L)| , t) processors.

We may also consider relations R consisting of parallel machines M that use pM

processors, in which case α and ρ may additionally depend on pM .

2.4 Succinct Parallelizable Arguments of Knowledge

In this section we define succinct parallelizable arguments of knowledge for non-

deterministic polynomial-time PRAM computation, using the following syntax

for interactive protocols. We denote by 〈P(w),V〉 the output of V in the inter-

action, which may be of arbitrary (polynomial) length. Furthermore, we let V

output ⊥ to indicate reject, and output y 6= ⊥ to accept the output y.
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Definition 2.4.1 (SPARKs forNPRelations). A Succinct Parallelizable Argument

of Knowledge (SPARK) for a relationR ⊆ RPRAM
U is a tuple of probabilistic interactive

machines (P ,V) where P is a PRAM machine, satisfying the following properties.

• Completeness: For every λ ∈ N and ((M,x, y, L, t), w) ∈ R where M has access

to n ≤ 2λ words in memory,

Pr
[
〈P(w),V〉(1λ, (M,x, L, t)) = y

]
= 1,

where the probability is over the random coins of P and V .

• Argument of Knowledge for NP: There exists a probabilistic oracle machine E

and a polynomial q such that for every non-uniform polynomial-time prover P? =

{P?λ}λ∈N and every constant c ∈ N, there exists a negligible function negl such

that for every λ ∈ N, z, s ∈ {0, 1}∗, and (M,x, L, t) ∈ {0, 1}∗ with |M,x, t| ≤ λ,

L ≤ λ, M having access to n ≤ 2λ words in memory and pM processors, and

t · pM ≤ |x|c, the following hold.

Let P?λ,z,s denote the machine P?λ with auxiliary input z and randomness s fixed,

let Vr denote the verifier V using randomness r ∈ {0, 1}l(λ) where l(λ) is a bound

on the number of random bits used by V(1λ, ·). Then:

1. The expected time of EP?λ,z,s,Vr(1λ, (M,x, L, t)) is bounded by q(λ, t · pM),

where the expectation is over r ← {0, 1}l(λ) and the random coins of E .

2. It holds that

Pr


r ← {0, 1}l(λ)

y = 〈P?λ,z,s,Vr〉(1λ, (M,x, L, t))

w ← EP?λ,z,s,Vr(1λ, (M,x, L, t))

:
y 6= ⊥∧

((M,x, y, L, t), w) 6∈ R


≤ negl(λ).
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• Succinctness: There exist polynomials q1, q2 such that for any λ ∈ N, (M,x, L,

t) ∈ {0, 1}∗ where M has access to n ≤ 2λ words in memory and pM processors,

it holds that

workV(1λ, (M,x, L, t)) ≤ q1(λ, |(M,x)|, L, log(t · pM))

and the length of the transcript produced in the interaction between P(w) and V

on common input (1λ, (M,x, L, t)) is bounded by q2(λ, L, log(t · pM)).

• Optimal prover depth: There exist polynomials q1, q2 such that for all λ ∈ N and

((M,x, y, L, t), w) ∈ R where M has access to n ≤ 2λ words in memory and pM

processors, it holds that

depthP(1λ, (M,x, L, t), w) ≤ t+ q1(λ, |(M,x)|, L, log(t · pM))

and the total number of processors used by P is at most pM · q2(λ, log(t · pM)).

If the above holds forR = RPRAM
U , we say that (P ,V) is a SPARK for non-deterministic

polynomial-time PRAM computation.

We next remark about some subtleties in our definition and compare to re-

lated notions.

Remark 3 (Delayed output). We note that our definition of SPARKs has a “delayed

output” property where the prover picks the output of the protocol rather than it being

known a priori to both the prover and verifier. For typical NP languages, this distinction

is not important because the prover is always trying to prove that the relation outputs 1.

However, for proving more general polynomial-time computation, the output may not be

known in advance, so the prover must compute both the output and a proof.

Remark 4 (Execution-dependent extraction). Since there may be many possible out-

puts y of the computation, it is very important that the extractor finds a witness for the
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actual output y that V accepts in the interaction. Morally, this definition should capture

the fact that the prover actually knows a witness for that output, instead of a witness

for an arbitrary output y′ that the prover may never convince the verifier of. This is

particularly relevant for NP relations, since when a prover convinces a verifier of an ac-

cepting witness (i.e., one where the relation outputs 1) it is not meaningful to extract

a witness which makes the relation output 0. Note that it does not suffice to run the

protocol and simply give the extractor y (and require the extractor to provide a witness

for that output), as the malicious prover may only convince V of any particular y with

small probability.

A similar challenge motivated the work on precise proofs of knowledge [92], where

they defined arguments of knowledge where the extractor’s behavior depended on a spe-

cific instance of the protocol.8 To capture this, their extractor receives a uniformly sam-

pled view of the prover in the protocol and extracts a consistent witness. In our definition

above, we choose to give the extractor oracle access to the fixed prover as well as the veri-

fier with fixed randomness which results in accepting a particular output y. This is akin

to giving the extractor an oracle version of the view, while additionally making the ex-

tractor black-box in both the malicious prover and (fixed) verifier. As such, the extractor

can emulate the interaction to deterministically figure out the output y it needs to extract

for.

Remark 5 (On composition). It is often important for arguments of knowledge to

be composable—that is, to be able to be used as a sub-protocol (possibly many times).

Indeed, we require this for our transformation from arguments of knowledge to SPARKs.

Often, the challenge with composing proofs of knowledge is obtaining the desired running

time of the final extractor.
8They considered instances with different running times, whereas we consider instances with

different outputs.
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One definition which composes well is precise argument of knowledge [92]. As ex-

plained above, in that definition the extractor receives the prover’s view in the proto-

col, and for every view, the running time of the extractor is a fixed polynomial (in the

prover’s running time on that view). However, this notion is quite strong, and hence

is not known to hold for standard arguments of knowledge. A more standard notion is

witness-extended emulation [84], where the extractor is not given a view, but instead

must output a uniformly distributed view of the verifier as well as a witness. Moreover,

the extractor only needs to run in expected polynomial time, and may use rewinding.

However, when this is used as a sub-protocol, the view picked by the extractor may not

be compatible with the external view in the rest of the protocol.

To fix this issue, our definition essentially gives the extractor a uniformly sampled

view, and we require that the extractor runs in expected polynomial time over the choice

of the view. This can be seen as a relaxation of precise argument of knowledge, since

it does not need to be efficient for every view, but also as a (conceptual) strengthening

of witness-extended emulation, because the extractor must work on a given view, rather

than being able to sample one itself.

Remark 6 (On the dependence on parallelism). An important contribution of our

SPARK definition is decoupling the time of a PRAM computation from the total work

done. As such, we briefly discuss the dependence on the number of processors used by

the underlying PRAM machine.

For a PRAM machine M that uses pM processors and runs in time t, we note that

the work of M can be generically bounded by t · pM . Therefore, we use t · pM in place of

the usual notion of work for succinctness and prover efficiency.

The only other dependence on pM in our SPARK definition is in the amount of pro-

cessors we allow the prover to use. As the prover must emulate M(x,w) in roughly
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the same depth that M uses, the prover needs to at least use pM processors. Further-

more, we require in our definition that the parallelism is preserved up to multiplicative

poly(λ, log(t · pM)) factors, following similar definitions for complexity-preserving ar-

guments [27].

Non-interactive SPARKs. Next, we define non-interactive SPARKs for non-

deterministic polynomial-time PRAM computation. Non-interactive SPARKs

differ from SNARKs (Definition 2.3.4) in two key ways, analogously to the in-

teractive setting. First, a non-interactive SPARK must compute the output of

the (possibly non-deterministic) computation while computing the proof, and

second, we require near-optimal prover efficiency. However, the other require-

ments, most notably the argument of knowledge definition, are nearly the same

as in SNARKs.

Definition 2.4.2 (Non-interactive SPARKs for NP Relations). A Non-interactive

Succinct Parallelizable Argument of Knowledge (niSPARK) for a relation R ⊆

RPRAM
U is a tuple of probabilistic algorithms (Gni,Pni,Vni) with the following syntax:

• (crs, st)← Gni(1
λ): A PPT algorithm that on input a security parameter λ outputs

a common reference string crs and a verification state st.

• (y, π) ← Pni(crs, (M,x, L, t), w): A probabilistic algorithm that on input a com-

mon reference string crs, a statement (M,x, L, t), and a witnessw, outputs a value

y and a proof π.

• b ← Vni(st, (M,x, y, L, t), π): A PPT algorithm that on input a verification state

st, a statement (M,x, y, L, t), and a proof π, outputs a bit b indicating whether to

accept or reject.

We require the following properties:
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• Completeness: For every λ ∈ N and ((M,x, y, L, t), w) ∈ R where M has access

to n ≤ 2λ words in memory,

Pr


(crs, st)← Gni(1

λ)

(y, π)← Pni(crs, (M,x, L, t), w)

b← Vni(st, (M,x, y, L, t), π)

: b = 1

 = 1.

• Adaptive Argument of Knowledge for NP: For all non-uniform polynomial-

time provers P? = {P?λ}λ∈N, there exists a probabilistic machine E and a poly-

nomial q such that for every constant c ∈ N, there is a negligible function negl

such that for every λ ∈ N and z, s ∈ {0, 1}∗, the following hold.

Let P?λ,z,s denote the machine P?λ with auxiliary input z and randomness s fixed.

Then:

1. The running time of E(crs, z, s) is bounded by q(λ, t · pM), where t is given

by the statement (M,x, y, L, t) output by P?λ,z,s(crs) and pM is the number

of processors used by M .

2. It holds that

Pr



(crs, st)← Gni(1
λ)

((M,x, y, L, t), π)← P?λ,z,s(crs)

b← Vni(st, (M,x, y, L, t), π)

w ← E(crs, z, s)

:

b = 1 ∧

((M,x, y, L, t), w) 6∈ R ∧

t · pM ≤ |x|c


≤ negl(λ),

where pM is the number of processors used by M .

• Succinctness: There exist polynomials q1, q2 such that for any λ ∈ N, (crs, st) in

the support of Gni(1
λ), (M,x, L, t) ∈ {0, 1}∗ where M uses n ≤ 2λ words in

memory and pM processors, witness w, and (y, π) in the support of Pni(crs, (M,

x, L, t), w), it holds that
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• workVni
(st, (M,x, y, L, t), π) ≤ q1(λ, |(M,x)|, L, log(t · pM)),

• |y| ≤ L, and

• |π| ≤ q2(λ, L, log(t · pM)).

• Optimal prover depth: There exists polynomials q1 and q2 such that for all λ ∈ N

and ((M,x, t, L, y), w) ∈ R where M has access to n ≤ 2λ words in memory and

pM processors, it holds that

depthPni
(crs, (M,x, L, t), w) = t+ q1(λ, |(M,x)|, L, log(t · pM))

and the total number of processors used by Pni is in pM · q2(λ, log(t · pM)).

If the above holds forR = RPRAM
U , we say that (Gni,Pni,Vni) is a non-interactive SPARK

for non-deterministic polynomial-time PRAM computation. When st = crs for

Gni(1
λ), we say that the non-interactive SPARK is publicly verifiable and write crs←

Gni(1
λ).

2.5 Concurrently Updatable Hash Functions

In this section, we define and construct a hash function that (1) allows concur-

rently updating arbitrary positions in the string underlying the digest (2) has

the property that different updates can be computed concurrently using mul-

tiple processors in a pipelined fashion (described in more detail below). This

can be seen as a strengthening of locally updatable hash functions, with extra

efficiency properties. We define our construction in the PRAM model.

For a security parameter λ ∈ N, our hash function will be for strings D con-

sisting of n ≤ 2λ words of length λ. It will be helpful for us to capture the case
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when D is not defined at every location, that is, some words are set to ⊥. To

formalize this, below we define the notion of a partial string, which is simply a

succinct way to represent strings over ({0, 1}λ ∪ {⊥})n.

Definition 2.5.1 (Partial string). For any string s ∈ ({0, 1}λ ∪ {⊥})∗ of words, the

partial stringD representing s is defined as follows. D is given by tuple (n, I, A), where

n is the number of words (or⊥ elements) in s, I ⊆ [n] is the set of non-⊥ locations in s,

and A ∈ {0, 1}|I| is the assignment to those indices. We let Di denote the ith word in s.

Next, we define the hash functions used in this paper. A concurrently updatable

hash function is a tuple of algorithms (C.Gen,C.Hash,C.Open,C.Update,C.VerOpen,

C.VerUpd) with the following syntax.9

• pp← C.Gen(1λ, n): A PPT algorithm that on input the security parameter λ

in unary and an integer n, outputs public parameters pp.

• (ptr, digest) = C.Hash(pp, D): A deterministic algorithm that on input public

parameters pp and a partial string D, outputs a pointer ptr to a location in

memory and a string digest.

• (V, π) = C.Open(pp, ptr, S): A read-only deterministic algorithm that on input

public parameters pp, a pointer ptr, and an ordered set S = (`1, . . . , `p) of

locations `i ∈ [n], outputs a tuple V = (v1, . . . , vp) of values vi ∈ {0, 1}λ ∪

{⊥}, and a proof π.

• (digest, τ) = C.Update(pp, ptr, S, V ): A deterministic algorithm that on input

public parameters pp, a pointer ptr, an ordered set S = (`1, . . . , `p) of loca-

tions `i ∈ [n], and a tuple V = (v1, . . . , vp) of words vi ∈ {0, 1}λ, outputs a

digest digest and a proof τ .
9For simplicity, the only randomized algorithm in our definition is the key generation algo-

rithm, and the rest are deterministic. However, with minor modifications to our main protocol,
we could use a scheme where all algorithms may be randomized.
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• b = C.VerOpen(pp, digest, S, V, π): A deterministic algorithm that on input

public parameters pp, a digest digest, an ordered set S = (`1, . . . , `p) of lo-

cations `i ∈ [n], a tuple V = (v1, . . . , vp) of values vi ∈ {0, 1}λ ∪ {⊥}, and a

proof π, outputs a bit b.

• b = C.VerUpd(pp, digest, S, V, digest′, τ): A deterministic algorithm that on in-

put public parameters pp, a digest digest, an ordered set S = (`1, . . . , `p) of

locations `i ∈ [n], a tuple V = (v1, . . . , vp) of words vi ∈ {0, 1}λ, a digest

digest′, and a proof τ , outputs a bit b.

We assume for simplicity that there are no duplicate locations specified by the

set S in the above algorithms. We note that when S is a single location ` and V

is a single word v, to simplify notation we let C.Open, C.Update, C.VerOpen, and

C.VerUpd take ` and v as input rather than the singleton ordered set (`) and tuple

(v). We require the following completeness, soundness, and efficiency proper-

ties.

At a high level, completeness says that opening or updating an honestly gen-

erated digest gives a valid proof, and that the string underlying the digest is

correct. Moreover, this holds after any sequence of updates to the digest.

Definition 2.5.2 (Completeness). Let λ, n ∈ N with n ≤ 2λ, pp be in the support

of C.Gen(1λ, n), D = (n, I, A) be a partial string, and m ≥ 0. For any ordered sets

S(i) ⊆ [n] and tuples V (i) ∈ ({0, 1}λ)|S(i)| for i ∈ [m], do the following:

1. Compute (ptr, digest(0)) = C.Hash(pp, D).

2. For i = 1, . . . ,m, compute (digest(i), τ (i)) = C.Update(pp, ptr, S(i), V (i)).

Let D′ be the partial string resulting from writing each word in V (i) to D at the corre-

sponding location in S(i) for i = 1, . . . ,m. Then, the following hold for any p ∈ N and
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ordered set S = (`1, . . . , `p) of locations in [n]:

• Open Completeness. Let (V, π) = C.Open(pp, ptr, S) where V = (v1, . . . , vp).

Then,

C.VerOpen(pp, digest(m), S, V, π) = 1 ∧ D′`i = vi ∀i ∈ [p].

• Update Completeness. For any V ∈ ({0, 1}λ)p, let (digest, τ) = C.Update(pp,

ptr, S, V ). It holds that

C.VerUpd(pp, digest(m), S, V, digest, τ) = 1.

Next, we define soundness, which informally says that no PPT adversary can

give a digest and a sequence of valid updates which update some position ` to a

word vprev, and then open ` to a different value vfinal 6= vprev.

Definition 2.5.3 (Soundness). For all non-uniform PPT adversaries A = {Aλ}λ∈N,

there exists a negligible function negl such that for all λ ∈ N, it holds that for all with

n ≤ 2λ,

Pr



C.VerOpen(pp, digest(0), S(0), V (0), π(0)) = 1 ∧

∀i ∈ [m] : C.VerUpd(pp, digest(i−1), S(i), V (i), digest(i), τ (i)) = 1 ∧

C.VerOpen(pp, digest(m), S, V, π) = 1 ∧

∃` ∈ S ∩ S(0) : vprev 6= vfinal


≤ negl(λ),

the probability is over pp ← C.Gen(1λ, n) and (m,
{

(digest(i), S(i), V (i), τ (i))
}
i∈[m]

,

digest(0), S(0), V (0), π(0), S, V, π)← Aλ(pp), and vprev and vfinal are defined as follows:

• vprev is the value in V (i) at the index of ` in S(i), where i ∈ {0, . . . ,m} is the largest

index with ` ∈ S(i).
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• vfinal is the value in V at the index of ` in S.

Lastly, we require the following efficiency properties, which at a high level say

that any sequence of k updates can be computed (while opening the previous

values) in a pipelined fashion with only additive overhead.

Definition 2.5.4 (Parallel Efficiency). Let β : N → N. We say that a concurrently

updatable hash function satisfies β-parallel efficiency if the following hold for all λ, n ∈

N with n ≤ 2λ, pp in the support of C.Gen(1λ, n), and ordered sets S ⊆ [n]:

• The algorithms C.Open, C.Update, C.VerOpen and C.VerUpd when given public

parameters pp and locations S can each be computed with |S| · β(λ) work, which

can be decoupled into depth β(λ) with |S| · β(λ) processors.

• Computing C.Hash(pp, D) for any partial string D = (n, I, A) can be done with

|I| · β(λ) work, which can be decoupled into depth β(λ) with |I| · β(λ) processors.

• For any pointer ptr, and tuple V ∈ ({0, 1}λ)|S|, define (V ′, π, digest, τ) as follows:

– (V ′, π) = C.Open(pp, ptr, S)

– (digest, τ) = C.Update(pp, ptr, S, V )

There exists an algorithmOpenUpdate(pp, ptr, S, V ) which outputs (V ′, π, digest,

τ), such that k sequential calls to OpenUpdate, each on at most pmax locations, can

be computed with pmax·β(λ) work, which can be decoupled into depth (k−1)+β(λ)

using at most pmax · β(λ) processors.

When β is a polynomial, we say the scheme satisfies parallel efficiency.

Remark 7. We emphasize that the completeness and soundness properties we give for

concurrently updatable hash functions must hold for any sequence ofm “valid” updates.
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At a high level, these notions stipulate that an opening will always give the correct values

(with a proof) and that no adversary can find an opening for a value you would not expect

(based on the updates). Furthermore, we require C.VerUpd to ensure that an update to

a set of locations does not affect any other locations.

We note that even when viewed as a hash function with local updates (i.e., updates

to a single location rather than a set) our definition generalizes some previous notions.

Specifically, this applies to standard notions of completeness and position binding for vec-

tor commitments [40], as when there are no updates (i.e., m = 0), they are equivalent.

Our definition also generalized the read and write security properties of other Merkle tree

commitments, such as those in [74].

We note that it does not suffice to consider the properties to hold with respect to a

single update (i.e., when m = 1). This is because our hash functions keep state, so it

may be the case that it internally keeps a counter and artificially breaks completeness or

soundness after some m > 1 updates have occurred.

2.5.1 Hash Function Building Blocks

Before giving our concurrently updatable hash function construction, we pro-

vide some preliminary definitions and building blocks.

Binary trees. When we discuss complete binary trees with n leaves, we refer to

each node having a level, where the leaves are level 0 and the root is level log n.

For a node at level i, its children are the two nodes adjacent to it at level i − 1,

and its parent is the node adjacent to it at level i+ 1.

Definition 2.5.5 (Ancestor nodes). For a complete binary tree and a set of leaves S,
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we define the set ancestors(S) to be the set containing all nodes that are ancestors of any

node in S, including S. For a single node `, we simply write ancestors(`) to denote the

ancestors of the node `.

Definition 2.5.6 (Dangling nodes). Let T be a complete binary tree and S be a set

of leaves in MT. The dangling nodes with respect to S, denoted dangling(S), is the

set consisting of all siblings of nodes in ancestors(S) that themselves are not contained

in ancestors(S). For a single leaf `, we simply write dangling(`) to denote the dangling

nodes relative to {`}.

We remark that the notion of dangling nodes for a set S is a generalization of

an authentication path for a single location `. Specifically, just like an authentica-

tion path gives a proof for opening a single location in a Merkle tree, the values

for nodes in dangling(S) can similarly be used to certify an opening for the loca-

tions in S. We observe that for a set S of size p, it holds that dangling(S) has size

at most p · log n, as it contains at most p nodes at each level.

Next, we give the following helpful claim, which follows from the definition

of a dangling set, which will be helpful in our concurrently updatable hash func-

tion construction. Recall that a proper tree is one where every node has either zero

children or two children.

Claim 2.5.7. For any set S of leaves in a complete binary tree with n leaves, it holds that

ancestors(S) ∪ dangling(S) is a proper sub-tree with leaves S ∪ dangling(S).

Proof. Note that if S is empty, the claim holds vacuously, so henceforth we

assume S is non-empty. Let T be the sub-tree consisting of ancestors(S) ∪

dangling(S). Note that T is a tree since ancestors(S) is a tree, and every node

in dangling(S) is a child of a node in ancestors(S). To show that T is proper and

63



that its leaves are S ∪ dangling(S), we will show that every node in T is either

in S ∪ dangling(S), in which case it is a leaf, or is in ancestors(S) \ S and has

both of its children in T , which suffices for the claim. Consider any node node

in T . If node ∈ dangling(S), then its children are not in T , since neither child is

an ancestor of S by definition, and hence neither can be in dangling(S). It fol-

lows that node is a leaf. If node ∈ S, then it is a leaf in the complete binary tree

and is in T , so is a leaf in T . If node ∈ ancestors(S) \ S, then its children are in

ancestors(S) ∪ dangling(S), and so are both in T . �

Merkle trees. Let h : {0, 1}2λ → {0, 1}λ be a compressing hash function. A

Merkle tree [90] for a string D ∈ {0, 1}nλ consists of a complete binary tree of

log n + 1 levels labelled 0, . . . , log n where level i consists of n/2i nodes. Each

node is associated with a value in {0, 1}λ. The leaves at level 0 correspond to D,

split into n blocks of length λ. The value of each node at level i > 0 is defined to

be the hash (using h) of the concatenation of its children’s values at level i − 1.

The single node at level log n is referred to as the root or digest of the Merkle tree.

An authentication path π = (π0, . . . , πlogn−1) for a leaf i ∈ [n] consists of the

values in the tree corresponding to the siblings of all nodes along the path from

the leaf to the root, ordered from level 0 to log n − 1. An authentication path

π = (π0, . . . , πlogn−1) for a leaf i is said to be a valid opening for v ∈ {0, 1}λ with

respect to a digest digest if when hashing the value v at leaf iwith π0, hashing the

resulting value with π1, and so on for all values in π, the final value equals digest.

Whenever updating the value of a leaf i with block block, we additionally re-

compute the hash values along the path to the root using its authentication path.

The overall size needed to store the Merkle tree in memory is 2nλ bits. In our

construction, rather than using an authentication path, we will use the notion
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of a dangling set (2.5.6) which generalizes an authentication path for multiple

leaves.

Assuming the underlying hash function h is collision-resistant, it is well

known that a Merkle tree is binding to a fully defined string that allows for local

opening and updates. Moreover, it is known that a standard Merkle tree satisfies

the standard completeness and binding properties of a commitment.

In our construction, we will want to use a Merkle tree for values v ∈ {0, 1}λ∪

{⊥}. Therefore, we will use a Merkle tree for 2λ-bit values, so that we can

uniquely encode each element of {0, 1}λ ∪ {⊥} as a string of length 2λ and each

node in the Merkle tree corresponds to two consecutive words in memory.

Segment Tree. A segment tree is a data structure that provides a way for the

prover to efficiently check if a range of indices in the partial string D = (n, I, A)

are ⊥. To this end, we want to represent the set I (which will be constantly

updated) in a way that allows us to check if [i1, i2] ∩ I = ∅ in O(log n) time and

independent of |I| and |i2 − i1|.

To do so, we use a segment tree which mirrors the Merkle tree and consists of

a complete binary tree with n leaves. Each node has an associated bit which is 1 if

the corresponding node in the Merkle tree has been initialized and 0 otherwise.

Every time a leaf in the Merkle tree is updated, we initialize all nodes in the tree

along the path to the root, meaning we set the corresponding bits in the segment

tree to 1. Then, if any node in the segment tree has a bit of 0, it guarantees that

all indices corresponding to the leaves that are descendants of this node are ⊥.

This implies that for any range [i1, i2], we can check if [i1, i2] ∩ I = ∅ by checking

the bits of O(log n) nodes in the tree that cover this range of indices. This data
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structure only requires 2n additional bits to store.

2.5.2 Construction

Let H = {Hλ}λ∈N be a collision-resistant hash function family ensemble with

h : {0, 1}4λ → {0, 1}2λ for each h ∈ Hλ. We also assume that we have a canonical,

deterministic encoding of each value in {0, 1}λ ∪ {⊥} to 2λ-bit strings, denoted

by block(v) for v ∈ {0, 1}λ∪{⊥}, which can efficiently decoded (for example, we

could represent v ∈ {0, 1}λ as v||0λ and ⊥ as 12λ).

We now give our full concurrently updatable hash function construction C =

(C.Gen,C.Hash,C.Open,C.Update,C.VerOpen,C.VerUpd).

• pp← C.Gen(1λ, n): Sample h← Hλ and output pp = (h, n).

• (ptr, digest) = C.Hash(pp, D):

1. Parse pp = (h, n). Allocate 4nλ + 2n + 2λ log n bits of memory at a

pointer ptr, starting with a Merkle tree with n leaves at ptr, a corre-

sponding segment tree at pointer segtree, and log n extra blocks of size

2λ at pointer aux.

We assume that all memory is initialized to 0.

2. Define dummy(0) = block(⊥). Let h = pp, and for j = 1, . . . , log n,

compute dummy(j) = h(dummy(j − 1)||dummy(j − 1)) and write it to

the next block of free memory at aux.

3. Recall that D = (n, I, A) specifies a set I of non-⊥ indices with

values given in A. Run the update procedure defined below by

C.Update(pp, ptr, I, A).

66



4. Let digest be the value of the root in ptr, or dummy(log n) if it is unini-

tialized, and output (ptr, digest).

• (V, π) = C.Open(pp, ptr, S): Parse pp = (h, n). Let p = |S| and let S =

(`(1), . . . , `(p)). Let segtree be the pointer to the segment tree in memory.

1. Compute the set dangling(S).

2. Let R be an initially empty set, which will store all read values.

3. For each level j = 0, . . . , log n− 1, do the following:

(a) In parallel for each node ` ∈ S ∪ dangling(S) at level j:

• Read ` in ptr, and let its value be urd
` .

• Read ` in segtree, and let its value be brd
` .

(b) For every ` ∈ S ∪ dangling(S) at level j, if brd
` = 0, let urd

` =

dummy(j). Add (`, urd
` ) to R.

To form the output, do the following:

1. For each i ∈ [p], let v(i) ∈ {0, 1}λ ∪ {⊥} be the value such that

(`(i), block(v(i))) ∈ R.

2. Let π be a list containing all (`, u) in R such that ` ∈ dangling(S).

3. Note that the above values exist inR since it contains an entry for each

node in S ∪ dangling(S). Output (V, π) where V = (v(1), . . . , v(p)).

• (digest, τ) = C.Update(pp, ptr, S, V ): Let p = |S|, S = (`(1), . . . , `(p)), and V =

(v(1), . . . , v(p)). Parse pp = (h, n). Let segtree be the pointer to the segment

tree in memory.

Preprocessing Steps.
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1. Compute the sets of nodes dangling(S) and ancestors(S).

2. Let R,W be sets, initially empty, which will contain the read and

written values (respectively).

3. Add (`(i), block(v(i))) to W for all i ∈ [p].

For each level j = 0, . . . , log(n)− 1:

Access Step. Do the following in parallel:

• For every node ` ∈ ancestors(S) at level j, in parallel:

– Let u be the value with (`, u) ∈ W , and write u to ` in ptr.

Let uprev
` be the value overwritten.

– Write 1 to ` in segtree, and let the value overwritten be bprev
` .

• For every ` ∈ dangling(S) at level j, in parallel:

– Read ` in ptr, and let its value be urd
` .

– Read ` in segtree, and let its value be brd
` .

Compute Steps.

1. In parallel for every ` ∈ ancestors(S) at level j, if bprev
` = 0, set

uprev = dummy(j). Add (`, uprev) to R.

2. In parallel for every ` ∈ dangling(S) at level j, if brd
` = 0, set

urd = dummy(j). Add (`, urd) to R.

3. In parallel for every node ` ∈ ancestors(S) at level j+ 1, do the

following:

(a) For its left child and right child, let uL and uR, respectively,

be the values given by W if they exist and by R otherwise.

If neither, abort and output ⊥.

(b) Compute u as the hash of uL||uR using h, and add (`, u) to

W .
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Form Output.

1. For each i ∈ [p], let v(i)prev ∈ {0, 1}λ ∪ {⊥} be the value such that

(`(i), block(v
(i)
prev)) ∈ R.

2. Let π be a list containing all (`, u) in R such that ` ∈ dangling(S).

3. If any of the above values cannot be found, output ⊥. Otherwise,

output (digest, τ) where digest is the value of the root given by W

and τ = (v
(1)
prev, . . . , v

(p)
prev, π).

• b = C.VerOpen(pp, digest, S, V, π): Parse pp = (h, n) and output 1 if and only if

the following steps are successful:

1. Check that |S| = |V |, each element of S is in [n], each value in V is in

{0, 1}λ ∪ {⊥}, and each element of π is a pair (`, u) ∈ [n]× {0, 1}2λ.

2. Compute dangling(S) and check that the set of locations in π is equal

to dangling(S).

3. Let R be a set, initialized with all elements π and (`(i), block(v(i))),

where `(i) is the ith location in S and v(i) is the ith value in V .

4. For each level j = 0, . . . , log n− 1, do the following:

(a) For each pair of sibling nodes `L, `R in S ∪ dangling(S) at level j,

let ` be the location of their parent node.

(b) Compute u as the hash of the values for `L and `R given byR using

h.

(c) Add (`, u) to R.

5. Check that the value in R corresponding to the root is equal to digest.

• b = C.VerUpd(pp, digest, S, V, digest′, τ): Parse pp = (h, n) and output 1 if and

only if the following hold:
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1. τ can be parsed as V ′||π where |V ′| = |S|.

2. Each value of V is in {0, 1}λ.

3. C.VerOpen(pp, digest, S, V ′, π) = 1.

4. C.VerOpen(pp, digest′, S, V, π) = 1.

Theorem 2.5.8. Assuming the existence of collision-resistant hash function families,

there exists a concurrently updatable hash function.

We prove Theorem 2.5.8 in Section 2.5.3, where we show that the construc-

tion C satisfies completeness in Lemma 2.5.9, soundness in Lemma 2.5.13, and

efficiency in Lemma 2.5.17.

2.5.3 Proofs

Lemma 2.5.9 (Completeness). The construction C satisfies completeness.

Proof. Fix any λ, n ∈ Nwith n ≤ 2λ and pp in the support ofC.Gen(1λ, n). To show

the completeness properties, recall that the hash function algorithms keep track

of a Merkle tree at ptr and a segment tree at segtree to keep track of which nodes

are initialized. We start by defining a notion which captures when memory at

(ptr, segtree) is consistent with a Merkle tree for a partial string D. Formally,

we say that (ptr, segtree) is consistent with a partial string D = (n, I, A) if the

following hold:

1. For every i ∈ I , leaf i has value 1 in segtree,

2. For every node with value 1 in segtree, the values of its ancestors in segtree

are set to 1, and
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3. For every node node with value 1 in segtree, its value in ptr is equal to the

value of node in the Merkle tree for block(D1)|| . . . ||block(Dn) using the hash

function given by pp.

We start by showing that doing an update preserves consistency.

Claim 2.5.10. Suppose that (ptr, segtree) is consistent with a partial string D. For any

ordered set S = (`(1), . . . , `(p)) of locations `(i) ∈ [n] and tuple V = (v(1), . . . , v(p))

of words v(i) ∈ {0, 1}λ, let (ptr′, segtree′) be pointers to memory after computing

C.Update(pp, ptr, S, V ). Then, (ptr′, segtree′) is consistent with the partial string D′,

where D′
`(i)

= v(i) for all i ∈ [p], and D′ agrees with D at all other locations.

Proof. When C.Update(pp, ptr, S, V ) is computed, the only nodes updated in ptr

and segtree are those in ancestors(S). In segtree, every node in ancestors(S) is set

to 1. This immediately gives the first two properties of consistency. To show the

third property, let MT be the Merkle tree for the string block(D1)|| . . . ||block(Dn)

using the hash function given by pp. We need to show that every node with value

1 in segtree′ has the same value in ptr′ and MT. Since (ptr, segtree) are consistent

withD, and the only changes are to nodes in ancestors(S), it suffices to show that

this holds for every node in ancestors(S). Throughout this proof, we will refer to

iteration j of C.Update as the iteration which updates the jth level of the tree, for

j = 0, . . . , log n.

Consider any node node ∈ ancestors(S). We show by induction on the level

of node that its value in ptr′ is equal to its value in MT. For the base case, when

node is at level 0 (i.e., it is a leaf), it follows that node = `(i) for some index i. It

is only updated at iteration 0, where it is set to block(v(i)) = block(D`(i)), which

gives the base case.
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Next, assume that every node at level j has the same value in ptr′ andMT, and

suppose node is at level j + 1. For convenience, let `L, `R be the locations for the

left and right child of node, respectively. During the update, node is only written

to in the (j+1)st iteration, where it is set to the hash of the concatenation of values

corresponding to its children, found in sets R,W maintained by the algorithm.

Let uL, uR be the values used for the left and right child, respectively. To show

that the value for node is indeed its value in MT, it therefore suffices to show that

uL, uR are the values for `L, `R in MT. Without loss of generality, we show this

for the value uL used for `L.

To prove that uL is indeed the value of `L in MT, we claim the following.

Subclaim 2.5.11. If `L is initialized before the (j + 1)st iteration, then uL is the value

of `L in ptr′. If it is not initialized, then uL is set to dummy(j).

We complete the proof assuming Subclaim 2.5.11, and then show that the

subclaim holds. The only time that `L is accessed by C.Update is during the jth

iteration. There are two cases to consider:

• Case 1: `L is in ancestors(S). In this case, it is initialized during iteration j,

so it follows by Subclaim 2.5.11 that uL is its value in ptr′. Since it is at level

j, then by the inductive hypothesis, this is equal to the value in MT.

• Case 2: `L is in dangling(S). In this case, it is not changed by C.Update. If it

was already initialized before the update, then the inductive hypothesis ap-

plies as in the previous case. If not, then uL = dummy(j) by Subclaim 2.5.11.

Moreover, since (ptr, segtree) is consistent with D before the update, then

the fact that `L is uninitialized in segtree implies that D` = ⊥ for every leaf

` that is a descendant of `L. Therefore, the value of `L in MT is dummy(j),
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so uL is indeed equal to the value of `L in MT.

Since node is an ancestor of a leaf in S, these are the only two cases. Therefore,

assuming Subclaim 2.5.11, the value uL agrees with MT. To complete the proof,

it remains to show Subclaim 2.5.11.

To prove that Subclaim 2.5.11 holds, recall that the algorithm C.Update first

checks if `L is in the set W , and then checks the set R. Both children are only

accessed and modified in R,W in iteration j. Between the two children, at least

one child must be in ancestors(S). In this case, in iteration j it is initialized and its

final value in memory is added toW , which is the value used. If either child is not

in ancestors(S), then it is in dangling(S) by definition. In this case, it follows that in

iteration j it is added toR (and notW), where either its value in memory is used,

or dummy(j) if it is not initialized. This completes the proof of Subclaim 2.5.11,

which in turn gives the claim. �

Next, we show that the memory after initially hashing a partial string is con-

sistent with that partial string.

Claim 2.5.12. Let Dstart = (n, I, A) be a partial string, and let (ptr, segtree) be the

pointers to the Merkle tree and segment tree in memory after runningC.Hash(pp, Dstart).

Then, (ptr, segtree) are consistent with Dstart.

Proof. Running C.Hash(pp, Dstart) results in the same memory as running:

1. (ptr, digest) = C.Hash(pp, D⊥), where D⊥ is the empty partial string.

2. C.Update(pp, ptr, I, A), where we recall that I specifies the set of non-⊥ lo-

cations in Dstart and A is the assignment to those locations.
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After C.Hash(pp, D⊥), it is vacuously true that the resulting memory is consistent

with D⊥ since there are no non-⊥ words in D⊥. Therefore, by Claim 2.5.10, the

memory after C.Update(pp, ptr, I, A) is consistent with Dstart. �

We are now ready to prove completeness. Fix any partial string Dstart =

(n, I, A), integer m ≥ 0, ordered sets S(i) ⊆ [n] and tuples V (i) ∈ ({0, 1}λ)|S(i)|

for i ∈ [m]. Compute

1. (ptr, digest0) = C.Hash(pp, Dstart).

2. For i = 1, . . . ,m, compute (digest(i), τ (i)) = C.Update(pp, ptr, S(i), V (i)).

Let D be the partial string formed by writing each word in V (i) to Dstart at the

corresponding location in S(i) for i = 1, . . . ,m, and let MT be the Merkle tree for

D. We start by noting that (ptr, segtree) is consistent with D after all m updates.

This following by induction on m: for the base case, when m = 0, this follows

from Claim 2.5.12. For the inductive step, assuming this holds for m updates,

then Claim 2.5.10 implies that it holds after the (m+ 1)st update. Using the fact

that (ptr, segtree) is consistent with D, we proceed to show open completeness

and update completeness.

Open Completeness. Fix any p ≥ 0 and ordered set S = (`(1), . . . , `(p)). Com-

pute

(V, π) = C.Open(pp, ptr, S),

and parse V = (v(1), . . . , v(p)). To show open completeness, we first make the

following assertions about the values in MT:
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• For all `(i) ∈ S, the value at leaf `(i) in MT is equal to block(v(i)).

• For all ` ∈ dangling(S), the value in MT is equal to the value u such that

(`, u) ∈ π.

• The value of the root in MT is equal to digest(m).

These assertions hold by consistency of (ptr, segtree) with D. Specifically, each

of these values is either given by the node’s value in ptr, or is set to dummy(j) if

uninitialized and at level j. Each initialized node agrees with MT by consistency,

and for any uninitialized node, consistency implies that all of the leaves that

are descendants of that node must be uninitialized and thus have the value ⊥.

Therefore, dummy(j) is the value at the corresponding location inMT. Therefore,

in either case, the value given above is equal to the corresponding value in MT.

Using this, we proceed to show open completeness. We need to show (1) that

D agrees with V at the locations in S, and (2) thatC.VerOpen(pp, digest(m), S, V, π)

accepts. (1) follows immediately from our observation that V correspond to the

values at S in MT.

For (2), recall that C.VerOpen does syntactic checks on V and π, and then

iteratively hashes values down the tree to obtain a digest digest?. It accepts if

all syntactic checks pass and digest? = digest(m). By construction, V consists of a

value v(i) for i ∈ [p], and the proof π contains a pair (`, u) for each ` ∈ dangling(S),

so the syntactic checks pass.

To show that digest? = digest(m), we have that digest? is derived from the val-

ues in V and π, which constitute a set of values for S ∪ dangling(S). Specifically,

digest? is obtained by iteratively hashing each pair of siblings at each level un-

til reaching the root. By Claim 2.5.7, there is a sub-tree containing ancestors(S)
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whose leaves are all in S ∪ dangling(S). It follows that having values for every

node in S ∪ dangling(S) suffices to obtain a value for the root. Moreover, since

the values given for S∪dangling(S) are equal to the corresponding values in MT,

then digest? is equal to the root of MT. Since digest(m) is also equal to the root of

MT, then digest? = digest(m), which concludes the proof of open completeness.

Update Completeness. Fix any p ≥ 0, ordered set S = (`(1), . . . , `(p)), and tuple

V = (v(1), . . . , v(p)). Compute

(digest, τ) = C.Update(pp, ptr, S, V ).

To show update completeness, we need to show that C.VerUpd(pp, digest(m), S, V,

digest, τ) = 1, which consists of syntactic checks and two inner verifications. The

syntactic checks pass by definition of C.Update, which in particular state that τ

can be parsed as V ′||π where V ′ is a tuple of p values. For the verifications, we

need to show that both of the following hold:

(A) C.VerOpen(pp, digest(m), S, V ′, π) = 1

(B) C.VerOpen(pp, digest, S, V, π) = 1

For (A), we claim that (V ′, π) would be the output of C.Open(pp, ptr, S), had it

been run before the final update. Specifically, for each i ∈ S, V ′ consists of a value

v
(i)
prev with block(v

(i)
prev) equal to the value in memory at each leaf in S before the

update, or ⊥ if the leaf is uninitialized, just as what would be output by C.Open.

For π, it consists of the values read for each node in dangling(S), or the dummy

values if uninitialized. Since C.Update never writes to the nodes in dangling(S),

then these values are exactly what would be returned by C.Open. Therefore, (A)

holds by open completeness.
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For (B), we claim that (V, π) would be the output of runningC.Open(pp, ptr, S)

after this final update. To see this, we observe that V consists of a value v(i)

for each `(i) ∈ S where block(v(i)) is equal to its value in ptr after the update.

Moreover, each of these nodes is initialized, and so these are the values that

would be returned by C.Open. For π, the same logic as above holds (namely, that

the nodes in dangling(S) are not changed by C.Update, and so are determined

exactly as by C.Open). Therefore, (B) accepts by open completeness, concluding

the proof.

Lemma 2.5.13 (Soundness). The construction C satisfies soundness.

Proof. Suppose for contradiction there exists a non-uniform PPT adversary A =

{Aλ}λ∈N and a polynomial q such that for infinitely many λ ∈ N, there exists an

integer n ≤ 2λ such that
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C.VerOpen(pp, digest(0), S(0), V (0), π(0)) = 1 ∧

∀i ∈ [m] : C.VerUpd(pp, digest(i−1), S(i), V (i), digest(i), τ (i)) = 1 ∧

C.VerOpen(pp, digest(m), S, V, π) = 1 ∧

∃` ∈ S ∩ S(0) : vprev 6= vfinal


≥ 1

q(λ)
,

(2.5.1)

the probability is over pp ← C.Gen(1λ, n) and (m,
{

(digest(i), S(i), V (i), τ (i))
}
i∈[m]

,

digest(0), S(0), V (0), π(0), S, V, π) ← Aλ(pp) and vprev and vfinal are defined as fol-

lows:

• vprev is the value in V (j) at the position of ` in S(j), where j ∈ {0, . . . ,m} is

the largest index with ` ∈ S(j). “

• vfinal is the words in V at the index of ` in S.
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We show that whenever A succeeds, we can construct authentication paths cer-

tifying that ` can be opened to two different values in digest(m), which breaks the

binding of standard Merkle trees assuming collision resistance.

The outline of the proof is as follows. First, in Claim 2.5.14, we will show that

given a valid opening for many locations, we can efficiently construct a valid

with respect to each individual location, which in fact is just a single Merkle

tree authentication path. This claim actually suffices for the case of no updates,

i.e. m = 0. To deal with m > 0, we show in Claim 2.5.15 how, given an opening

under for ` under digest(i) and a valid update proof to digest(i+1), we can construct

an opening for ` under digest(i+1) (or otherwise break collision resistance). At

a high level, applying Claim 2.5.14 and then Claim 2.5.14 m times yields two

Merkle tree authentication paths for vprev 6= vfinal with respect to digest(m), which

contradicts collision resistance ofH as required.

We next formally state these general claims, then prove the lemma assum-

ing they hold, and finally prove each of the claims to complete the proof of the

lemma.

Claim 2.5.14. For any λ, n ≤ 2λ, p ∈ N, pp in the support of C.Gen(1λ, n), ordered set

S = (`(1), . . . , `(p)), tuple V = (v(1), . . . , v(p)), digest digest, and proof π, if

C.VerOpen(pp, digest, S, V, π) = 1,

then there exist proofs π(1), . . . , π(p) such that

C.VerOpen(pp, digest, `(i), v(i), π(i)) = 1

for all i ∈ [p]. Moreover, they can be computed from (S, V, π) in polynomial time.

Claim 2.5.15. There exists a polynomial-time algorithmA′ that on input (pp, digest, `,

v, π, digest′, S, V, τ), if

78



1. C.VerOpen(pp, digest, `, v, π) = 1 and

2. C.VerUpd(pp, digest, S, V, digest′, τ) = 1,

then A′ either outputs a collision in H under h, where h is given by pp, or outputs a

proof π? such that

C.VerOpen(pp, digest′, `, v?, π?) = 1

where v? = v if ` 6∈ S and otherwise v? is the value in V at the index of ` in S.

Proving the lemma assuming the above claims. We next prove the lemma as-

suming that Claims 2.5.14 and 2.5.15 hold. We condition on the event that A

succeeds, which occurs with probability at least 1/p(λ).

First for the case of m = 0, we apply Claim 2.5.14 for (S(0), V (0), π(0)) and

` ∈ S(0) to efficiently compute a proof π(0)
` such that C.VerOpen(pp, digest(0), `, v

(0)
` ,

π
(0)
` ) accepts, where v(0)` is the value in V (0) corresponding to location ` ∈ S(0).

Note that since m = 0, then v
(0)
` = vprev by definition. Next, we apply the

claim for (S, V, π) and ` ∈ S to efficiently compute a proof πfinal
` such that

C.VerOpen(pp, digest(0), `, vfinal, πfinal
` ) = 1. By definition of C.VerOpen, π(0)

` and

πfinal
` both give valid Merkle tree authentication paths with respect to the same

location but different values vprev 6= vfinal. This contradicts collision resistance of

H as this event occurs with probability 1/p(λ) by assumption.

Next, we consider the case where m > 0. As in the previous case, we

start by applying Claim 2.5.14 for (S(0), V (0), π(0)) and ` ∈ S(0) to efficiently

compute π
(0)
` such that C.VerOpen(pp, digest(0), `, v

(0)
` , π

(0)
` ) = 1 where v

(0)
` is

the value for ` in V (0). Now we apply Claim 2.5.15 for i = 1, . . . ,m in or-

der to either find a collision or construct a proof π(i)
` for the value v

(i)
` spec-
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ified by the first i updates. Specifically, for the first case of i = 1, note

that (pp, digest(i−1), `, v
(i−1)
` , π

(i−1)
` , digest(i), S(i), V (i), τ (i)) satisfy the conditions for

Claim 2.5.15. As a result, we either find a collision or compute a proof π(i)
` for

the value v(i)` with respect to digest(i). Assuming we do not find a collision, this

implies that the conditions for the claim also hold for general i > 1 as well. As

such, after applying the claim at most m times, we will either find a collision or

have computed a proof π(m)
` such that C.VerOpen(pp, digest(m), `, v

(m)
` , π

(m)
` ) = 1.

Note that v(m)
` = vprev by definition. Finally, we apply Claim 2.5.14 for (S, V, π)

and ` ∈ S to efficiently compute efficiently compute a proof πfinal
` such that

C.VerOpen(pp, digest(m), `, vfinal, πfinal
` ) = 1. Again, by definition of C.VerOpen,

π
(m)
` and πfinal

` both give valid authentication paths for ` but for different values

vprev 6= vfinal. Thus, in the case where applying Claim 2.5.15 does not directly find

a collision with respect to H, we still find a collision by the binding property of

Merkle trees. As this event occurs with probability 1/p(λ) by assumption, this

contradicts the collision resistance ofH.

Proving the claims. We now continue to prove Claims 2.5.14 and 2.5.15. To-

wards this, we start by defining a helpful criteria for when C.VerOpen accepts.

This requires defining an algorithm extend and the notion of an induced value. To

define these, fix any λ, n, p ∈ Nwith p ≤ n ≤ 2λ, pp in the support of C.Gen(1λ, n),

ordered set S = (`(1), . . . , `(p)), tuple V = (v(1), . . . , v(p)), and list π of values for

nodes in dangling(S).

Define extend(pp, S, V, π) to do the following. Parse pp = (h, n) and let T be

the proper sub-tree of the complete binary tree given by Claim 2.5.7 whose leaves

are S ∪ dangling(S). Assign values to the nodes in T as follows:
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• For each leaf `(i) in S, let its value be given by block(v(i)).

• For each node in dangling(S), let its value be given by π.

• For the remaining nodes, iteratively hash each pair of siblings using h at

each level to assign a value to their parent, until reaching the root.

Let MT be the resulting (proper) Merkle tree on T , and let extend(pp, S, V, π) =

MT.

Using this algorithm, we define an induced value as follows. For any node

` and value u, we say that (`, u) is induced by (S, V, π) if the value of ` in MT is

u, where MT = extend(S, V, π). Note that this implies that u is the value of `

in any Merkle tree which agrees with the above values at S ∪ dangling(S). Our

main observation for this proof is that when S, V, π have the correct syntax, the

following subclaim holds:

Subclaim 2.5.16. C.VerOpen(pp, digest, S, V, π) accepts if and only if digest is the value

for the root induced by (S, V, π).

This follows from the definition of C.VerOpen. Specifically, C.VerOpen(pp,

digest, S, V, π) implicitly runs extend(pp, S, V, π), compares the value of the result-

ing root to digest, and accepts when they are equal. Using Subclaim 2.5.16, we

are now ready to prove the two claims above.

Proof of Claim 2.5.14. Fix λ, pp, S, V , digest, and π as in the statement of the claim.

Let MT = extend(pp, S, V, π). For each i ∈ [p], let π(i) contain all pairs (`, u) such

that ` ∈ dangling(`(i)) and u is the value of `(i) in MT. Note that these values exist

as dangling(`(i)) ⊆ ancestors(S) ∪ dangling(S), and MT contains the latter nodes.
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For each i ∈ [p], we first show that π(i) is efficiently computable, and then that

it gives a valid opening proof. For efficiency, note that extend(pp, S, V, π) runs in

time poly(λ, p, log n), since it requires computing at most |S ∪ dangling(S)| hashes,

each taking time polynomial in λ, and |S ∪ dangling(S)| ∈ poly(p, log n). More-

over, the input to extend has length polynomial in λ, p, and log n, so it follows

that π(i) can be computed in polynomial time based on S, V, π.

Next, we show that C.VerOpen(pp, digest, `(i), v(i), π(i)) = 1. By Subclaim

2.5.16, this accepts whenever digest is the value for the root induced by (`(i),

v(i), π(i)). Let MT′ = extend(pp, `(i), v(i), π(i)). We want to show that digest is

the value of the root in MT′. Note that the values of `(i) and of dangling(`(i))

agree between MT and MT′ by definition. It follows that the values for each

ancestor of `(i) agree between the two Merkle trees. Finally, we note that since

C.VerOpen(pp, digest, S, V, π) accepts, then digest is the value of the root of MT,

and hence is the value of the root of MT′, which completes the proof. �

Proof of Claim 2.5.15. Since C.VerUpd(pp, digest, S, V, digest′, τ) accepts, then τ can

be parsed as Vprev||π′ such that both C.VerOpen(pp, digest, S, Vprev, π
′) = 1 and

C.VerOpen(pp, digest′, S, V, π′) = 1. In the case that ` ∈ S, then by Claim 2.5.14,

A′ can use (S, V, π′) to compute and output a proof π? in polynomial time such

that C.VerOpen(pp, digest′, `, v?, π?) accepts, where v? is the value of ` given by V .

As a result, we focus on the case that ` 6∈ S, and thus v? = v.

Consider running C.VerOpen(pp, digest, `, v, π), C.VerOpen(pp, digest, S, Vprev,

π′), and C.VerOpen(pp, digest′, S, V, π′). These verifications accept by assump-

tion, and from the inputs to each we can define a Merkle tree with all the in-

duced values. Specifically, let MT = extend(pp, `, v, π), let MTprev = extend(pp,
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S, Vprev, π
′), and let MTfinal = extend(pp, S, V, π′). By Subclaim 2.5.16, the root

of MT and MTprev is digest, and the root of MTfinal is digest′. Note that MT con-

tains all nodes in ancestors(`) ∪ dangling(`), and both MTprev and MTfinal contain

ancestors(S) ∪ dangling(S).

To construct a proof π? corresponding to opening location ` to value v? in

digest′, we need to construct values for dangling(`), which are simply the nodes

in the authentication path for `. Before defining π?, we introduce some notation.

For j ∈ {0, . . . , log n− 1}, let nodej be the ancestor of ` at level j and let sibj be

its sibling. Also, let i ∈ [log n] be the level in a binary tree containing the closest

common ancestor of leaf ` and any leaf in S.

Next, define π? to contain all pairs (sibj, uj) for j ∈ {0, . . . , log n− 1} where

uj is defined as follows:

• If j < i− 1, then uj is the value of sibj in MT (or ⊥ if it does not exist).

• If j ≥ i− 1, then uj is the value of sibj in MTfinal (or ⊥ if it does not exist).

We claim that either C.VerOpen(digest′, `, v?, π?) = 1, in which caseA′ outputs

π?, or we can find a collision in the hash function. Recall that C.VerOpen can be

split into syntactic checks, and checking the value of digest′. We first show that

the syntactic checks done by C.VerOpen pass, and then we show that either A′

outputs a collision, or the rest of the verification succeeds.

For the syntactic checks, it follows that the inputs to C.VerOpen are format-

ted correctly, so we only need to show that π? contains a value for all nodes in

dangling(`) = (sib1, . . . , siblogn−1). To show this, we have the following:

• For j < i − 1, sibj ∈ dangling(`) by definition and so is successfully found
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in MT.

• For j = i− 1, we note that nodei is the closest common ancestor of ` and S,

and is not a leaf since ` 6∈ S. Therefore, the children of nodei, namely sibi−1

or nodei−1, must be in ancestors(S) ∪ dangling(S). This implies that sibj is

found successfully in MTfinal.

We note that this also implies that nodei−1 is in dangling(S), since it cannot

be in ancestors(S) by definition of i, which is will be helpful later on in the

proof.

• For j > i − 1, we have that nodej ∈ ancestors(nodei) ∈ ancestors(S), and so

its sibling sibj ∈ ancestors(S) ∪ dangling(S).

This shows that π? contains a value for every node in dangling(`), so the syntactic

checks done by verification pass.

Next, C.VerOpen(digest′, `, v?, π?) checks digest′ by computing the root in-

duced by (`, v?, π?). Along the way, it computes a value for each node in

ancestors(`(i)). Let c1, . . . , clogn be these values. We will show that either clogn =

digest′, and so verification accepts, or we can find a collision. Towards this, we

have the following observations.

1. ci−1 is the value of nodei−1 in MT.

This holds since ci−1 is computed based on leaf values for ` and for

sib0, . . . , sibi−2 from MT, and so it agrees with MT.

2. Either nodei−1 has the same value in MT and MTprev, or we can find a colli-

sion.

Both Merkle treesMT andMTprev have digest as the root. They also both con-

tain nodei−1, since it is in both ancestors(`) by definition and in dangling(S)

84



as shown above. This implies that they also contain the nodes in its au-

thentication path. If the values for nodei−1 between the two trees are not

the same, then this would give two different openings for nodei−1 relative

to digest, which can be used to find a collision.

3. nodei−1 has the same value in MTprev and MTfinal.

MTprev is induced by (S, Vprev, π
′), while MTfinal is induced by (S, V, π′).

Therefore, these trees agree at all nodes in π′, which consists of all nodes in

dangling(S), and in particular contains nodei−1 as shown above. Therefore,

MTprev and MTfinal have the same value for nodei−1.

4. (ci, . . . , clogn) are the values for nodei, . . . , nodelogn, respectively, in MTfinal.

By combining observation 1, 2, and 3, we have that ci−1 is the value of

nodei−1 in MTfinal. Moreover, the values for sibi−1, . . . , siblogn−1 in π? are

defined to be the values from MTfinal. For j = i, . . . , log n, the value cj is

computed as the hash of these values for sibj−1 and nodej−1, so cj is the

value of nodej in MTfinal.

Observation 4 implies that clogn = digest′, so C.VerOpen(pp, digest′, `, v?, π?) =

1, as required. �

This completes the proof of Lemma 2.5.13.

Lemma 2.5.17 (Parallel Efficiency). There exists a polynomial β such that the con-

struction C satisfies β-parallel efficiency.

Proof. We show the three required efficiency properties in the following claims.

The lemma then follows by letting the polynomial β be any polynomial larger

than q1, q2, and q3 given in the claims.
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For the following claims, let thash(λ) denote the time it takes to hash each pair

of 2λ-bit words, and note that thash(λ) ∈ poly(λ). It will also be helpful to note

that for any set S of p locations, ancestors(S)∪dangling(S) contains at most p log n

nodes by definition.

Claim 2.5.18. There exists a polynomial q1 such that for any λ, n ∈ N with n ≤ 2λ

and pp in the support of C.Gen(1λ, n), the algorithms C.Open, C.Update, C.VerOpen,

and C.VerUpd, when given a set S of p locations and public parameters pp, can each be

computed in with work p · q1(λ), or with depth q1(λ) using p · q1(λ) processors.

Proof. We analyze C.Update, and we observe that the analyses for C.Open and

C.VerOpen follow similarly as the algorithms have the same overall structure.

Furthermore, C.VerUpd simply calls C.VerOpen twice. Thus, it suffices to argue

the claim for C.Update.

We note thatC.Update can be split into (1) preprocessing, (2) access and com-

pute steps at each level in the tree, and (3) forming the output. Before analyzing

the complexity of each of these, we discuss how to implement each of the rele-

vant sets in order to achieve efficiency. The sets S, dangling(S), ancestors(S), R,

and W each contain at most p · log n ∈ p · poly(λ) nodes, and R,W additionally

contain 2λ-bit values for each node. We would like each set to support concur-

rent reads and writes to distinct locations. This is done by allocating 2n · poly(λ)

bits in memory for each set (initialized to zeroes) and using an indicator bit to

say if an element is in the set or not followed by its value (if any).

This can be done as there are 2n nodes in the tree, and each location can

be encoded with log(2n) bits (and so with the above implementation, there are

poly(λ) bits in memory for each node). Specifically, the root is encoded as 0, and
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for each node with index i, its left and right children are encoded as 2i + 1 and

2i+2, respectively. The exact encoding is not important for our application, only

that each location requires log(2n) bits and that it gives a way to find a node’s

parent or child in time poly(λ). Note that with this encoding and at most p·poly(λ)

processors for each of the above sets, every location in each set can be accessed

concurrently.

Next, we analyze the running time of (1), (2), and (3). For (1), the prepro-

cessing steps require computing the relevant sets, which can be done in depth

poly(λ) using p processors with the implementation described above. Specifi-

cally, computingR andW is straightforward, where forW , we assume that each

block(v(i)) can be encoded (and decoded) in poly(λ) time. For ancestors(S), we

can use p processors as follows. Each of the p processors can start at the leaf

nodes (where each processor know its starting leaf index). Subsequently, they

can move down the tree and update the sets. To make sure only one process is

accessing a single location at a time, after each processor adds node at level i

of the tree, it can check if that node’s sibling was also added to ancestors(S). If

so, only the processor accessing the sibling with the larger index can move on

to the next level. Once a node stops (because its corresponds to the smaller of

the two nodes), it can stop checking nodes further down the tree. Thus, at most

two processors might be trying to access a node at each step, and each processor

can efficiently check if it should continue. After determining ancestors(S), the

set dangling(S) can be computed in depth poly(λ) with p processors, where each

processor is initially assigned to a leaf node in S, and adds that node’s sibling

to dangling(S) whenever the sibling is not given by ancestors(S). Each processor

can stop making updates exactly as above, so that each memory location is only

accessed by a single process.
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For (2), we would like each access step to take a single time slot, as specified

by the algorithm. To do this, at the end of the pre-processing steps, we can com-

pute the locations for each leaf in S ∪dangling(S), which only adds an additional

poly(λ) depth using p log n processors, and then spawn p log n processors to ac-

cess these locations in Merkle tree in the subsequent access step. Then, during

the compute steps, using depth poly(λ) and at most p processors, the locations

for the next access step can be computed as above. Continuing in this fashion

ensures that each access step is indeed a single step, with at most p processors.

The compute steps additionally require updating R and W , as well as comput-

ing a hash per each of the p processors. This takes depth poly(λ) using p · poly(λ)

processors, where poly(λ) extra processors are possibly needed to compute the

hash efficiently. These access and compute steps are repeated log n ≤ λ times for

each level in the tree.

For (3), forming the output requires reading R with at most poly(λ) work

per element in the set which can be distributed as above. Obtaining the value of

digest from W requires an additional O(λ) depth.

Thus, it holds that there is a polynomial q1 such that C.Update, C.Open,

C.VerOpen, and C.VerUpd can be computed with work p · q1(λ), or with depth

q1(λ) using at most p · q1(λ) processors. �

Claim 2.5.19. There exists a polynomial q2 such that for any λ, n ∈ Nwith n ≤ 2λ, pp in

the support of C.Gen(1λ, n), and partial stringD = (n, I, A) computing C.Hash(pp, D)

can be done in work |I| · q2(λ), or with depth q2(λ) with |I| · q2(λ) processors.

Proof. Recall that computing C.Hash(pp, D) consists of allocating memory initial-

ized to 0 (which we assume is free), computing log n hashes to compute dummy
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values, and running C.Update(pp, ptr, I, A). As shown in the previous claim,

running C.Update takes either work |I| · q1(λ), or depth q1(λ) using |I| · q1(λ)

processors, and computing log n ≤ λ hashes requires thash(λ) · log n ∈ poly(λ)

work. Thus, we let q2 be a polynomial such that q2(λ) is at least as large as

q1(λ) + thash(λ) · λ to cover the depth requirement. �

Claim 2.5.20. There exists a polynomial q3 and an algorithm OpenUpdate such that the

following holds. For any λ, p, n ∈ N with n ≤ 2λ, pp in the support of C.Gen(1λ, n),

pointer ptr, ordered set S ⊆ [n] of p locations, and tuple of words V ∈ ({0, 1}λ)p, define

(V ′, π, digest, τ) as follows:

• (V ′, π) = C.Open(pp, ptr, S) and

• (digest, τ) = C.Update(pp, ptr, S, V ).

It holds that OpenUpdate(pp, ptr, S, V ) outputs (V ′, π, digest, τ) and computing k

sequential calls to OpenUpdate, each on at most pmax locations, can be done with

k · pmax · q3(λ) work, or with depth (k− 1) + q3(λ) using at most pmax · q3(λ) processors.

Proof. For the algorithm OpenUpdate, we note that C.Update already computes

the values for S before the update and the values for dangling(S). We therefore

define OpenUpdate to run C.Update to obtain (digest, τ), parse τ = V ′||π where

V ′ ∈ ({0, 1}λ ∪ {⊥})p and output (V ′, π, digest, τ). Since V ′ gives value for each

location in S in the Merkle tree before being updated (or⊥ is uninitialized), then

V ′ is the tuple of values for S given by C.Open(pp, ptr, `) before the update. Ad-

ditionally, because the node values for dangling(S) are unchanged by C.Update,

the proof π output by OpenUpdate will be the same as in C.Open. Therefore, the

output of OpenUpdate is correct.
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To perform k sequential updates to the Merkle tree, we observe that it is pos-

sible to pipeline them, as we describe next. Note that each update only needs

to share memory corresponding to the Merkle tree and segment tree. All other

memory used by the algorithm specified in Claim 2.5.18 can be allocated per up-

dated. Consider a sequence of k sequential calls to OpenUpdate, denoted Updi for

i ∈ {0, . . . , k − 1}, each updating at most pmax locations. Recall that OpenUpdate

pre-processes its input, then iterates over the levels of a binary tree doing a sin-

gle access step and then compute steps at each level, and then forms its output.

In what follows, it will be helpful to denote the phases of computation done by

Updi as the sequence:

P i, Ai0, C
i
0, A

i
1, C

i
1, . . . , A

i
log(n)−1, C

i
log(n)−1, F

i

where P i denotes the pre-processing steps, Aij is the access step at iteration j,

Ci
j denotes the compute steps at iteration j, and F i corresponds to the steps for

forming the output.

To perform the updates in parallel, we will pipeline them in different pro-

cesses so that one starts after the other: specifically, Upd0 will start at time 0,

Upd1 will start at time 1, and in general Updi will start at time i. Each process

remembers the node values it sees during the procedure. The value of the root

node, when all operations finish, is the new digest. Additionally, even if some

update is given less than pmax positions, we require that certain phases of the up-

date whose running time depends on pmax (namely, the preprocessing steps and

compute steps) still take time as if they were given pmax positions. Namely, each

of these takes fixed polynomial time in λ and pmax, so this can be easily imple-

mented by doing dummy operations until the right amount of time has elapsed.

This ensures that for each update P i takes the same amount of time for each

update i, and Cj
i takes the same amount of time for each i, j.
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In terms of correctness, we want to show that for every i ∈ [k], the output

of Updi in the concurrent execution is the identical to its output in a sequential

execution where the operations are run sequentially (using the number of pro-

cessors specified by the C.Update description). To do so, we will show that for

each block of memory shared between different operations, the memory accesses

to that block occur in the same order in both executions. The shared memory is

that in ptr and segtree. Note that the only steps which access this memory are the

access steps Aij .

Consider any memory location in level j of ptr or segtree. This is only accessed

byAij for each i. Therefore, consider anyAij andAi′j such that such thatAij occurs

before Ai′j in the sequential execution. We will show that this is preserved in the

concurrent execution.

To show this, let tP be the depth of the preprocessing steps in single call to

C.Update and let tC be the depth of the compute steps in a single C.Update, and

note that tP , tC are functions of λ, pmax. In the concurrent execution, Aij occurs at

time t , i + tP + j · (tC + 1). This is because Updi starts at time i, and before Aij

occurs, there are tP steps for the pre-processing P i, j access steps Ai0, . . . , Aij−1,

and j groups of tC compute steps Ci
0, . . . , C

i
j−1. Let t′ , i′ + tP + j · (tC + 1) be

the time that Ai′j occurs. Since Aij occurs first in the sequential execution, then

i < i′, which implies that t < t′. Since this holds for every i 6= i′, it follows that

every memory access to level j of the tree occurs in the same order in both the

concurrent and sequential executions, which implies correctness. Note that this

crucially relied on the fact that each access step indeed is a single step.

Lastly, we show efficiency for the pipelined operations. We note that since

OpenUpdate requires running C.Update and then formatting the output, a single
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invocation to OpenUpdate requires depth 2 ·q1(λ) using at most pmax ·q1(λ) proces-

sors by Claim 2.5.18, and can be done with 2pmax · q1(λ) total work. This implies

that the total work to do all k operations is k · pmax · 2q1(λ). To decouple this into

depth and processors, we note that since we pipeline the operations such that in

every step a new OpenUpdate begins, the total depth of this sequence of opera-

tions can be bounded by 2·q1(λ)+(k−1). Moreover, there can be a total of 2·q1(λ)

operations occurring concurrently, and so (2 · q1(λ)) · (pmax · q1(λ)) bounds the to-

tal number of processors needed at any given time. Letting q3(λ) = 2 · (q1(λ))2

completes the proof. �

This completes the proof of Lemma 2.5.17.

2.6 From Succinct Arguments to SPARKs

In this section, we present our main transformation, which will be instrumen-

tal in our construction of SPARKs. Specifically, we show a generic transforma-

tion from any concurrently updatable hash function and succinct argument of

knowledge for NP, to an argument which satisfies the SPARK completeness and

argument of knowledge properties, and where the provers overhead depends

additively on the multiplicative overhead of the original succinct argument. As

we show in Section 2.8, when instantiating this transformation with a succinct

argument whose prover overhead is sufficiently small (which is indeed satisfied

by existing succinct arguments), this transformation yields a SPARK.

We first give the transformation in the interactive setting. To do so, we start

by describing a helper language in Section 2.6.1, and then give the interactive
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protocol in Section 2.6.2. We then prove completeness, argument of knowledge,

optimal prover depth, and succinctness in Section 2.6.3. Finally, we show the

transformation in the non-interactive setting in Section 2.6.4.

2.6.1 The Update Language

Let (M,x, y, L, t) be any statement in LPRAM
U , where M is a PRAM program with

access to a string D ∈ {0, 1}nλ in memory for n ≤ 2λ. To help with our con-

struction, we define the language Lupd in Figure 2.2. This language corresponds

to k steps of a PRAM computation where at each step we additionally update a

digest corresponding to the memory of M . Specifically, a statement

(M,x, k, pp, h, digest0, hash0, digestk, hashk)

is in Lupd if there exist a sequence of k consistent updates which start with digest

digest0 and end with digest digestk. Here, each update may correspond to concur-

rently reading or writing multiple positions. The ith update (digesti, V
prev
i , V rd

i ,

πi, τi) specifies the digest digesti after that step, the values V prev
i at the updated

locations in the digest before the update, the values V rd
i read from or overwritten

in D during that step, and proofs πi, τi validating the operations performed at

that step.

The relation of this language is defined relative to a starting PRAM configu-

ration (State0, V
rd
0 ) and the values given by

(Statei,Opi, Si, V
wt
i ) = parallel-step(M, Statei−1, V

rd
i−1)

for i ∈ [k]. For every step i, the relation checks (1) that the update from digesti−1

to digesti is valid (using proof τi and the values V rd and V wt) and (2) there is
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a valid opening for digesti−1 at locations in Si (using proof πi and the values

V prev
i ). Specifically, this check guarantees that the value in V rd

i claimed to have

been read for each position either already appeared there under digesti−1, or that

the position was ⊥ before step i and was initialized correctly in step i. Lastly, it

checks that the values before the sequence of updates State0, V rd
0 and those after

the final update Statek, V rd
k hash (using h) to the values hash0, hashk, respectively,

given by the statement.

We emphasize that for each step i, the values V rd
i , V wt

i , and V prev
i each serve a

difference purpose: for each wt operation in the update, V wt
i contains the value

written toD, and V rd
i contains the value overwritten inD. For each rd operation,

V rd
i contains the read value (and V wt

i contains ⊥). Finally, V prev
i contains the

values underlying the digest before the update, at all the positions in question.

The key properties of this language are (1) the witness scales with the length

of the computation and not the size of the memory, and (2) witnesses for con-

secutive Lupd computations can be merged into a single witness for a larger Lupd

computation. This allows us to prove that (M,x, y, L, t) ∈ LPRAM
U with witness

w by splitting a proof that M(x,w) = 1 into proofs of many sub-computations,

where the proof of each sub-computation will correspond to a statement in Lupd.

The complexity of Lupd. Note that the language Lupd is a standard NP lan-

guage. In particular, verifying that an instance-witness pair corresponding to

k ≤ t updates is in the relation for Lupd can be done by a circuit with depth

k · β(λ) · q(λ, |(M,x)| , log t) for a polynomial q using β(λ) · pM processors, where

β is the efficiency of the concurrently updatable hash function, whenever the

number of positions changed in each update is at most pM (this follows from the
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Language Lupd:
Statement. (M,x, k, pp, h, digest0, hash0, digestk, hashk)

Witness. (State0, V
rd
0 ) and updates (u1, . . . , uk), where ui = (digesti,

V prev
i , V rd

i , πi, τi) for all i ∈ [k].
RelationRupd. For each i ∈ [k]:

– Run (Statei,Opi, Si, V
wt
i ) = parallel-step(M, Statei−1, V

rd
i−1).

– Let vrd
j , vwt

j , vprev
j , `j , and opj be the jth values in V rd

i , V wt
i , V prev

i ,
Si, and Opi, respectively, for each j ∈ [|Si|]. The following
hold:

1. C.VerUpd(pp, digesti−1, Si, Vi, digesti, τi) = 1, where Vi is a
tuple of |Si| values, where the jth element of Vi is vopj

j .
2. C.VerOpen(pp, digesti−1, Si, V

prev
i , πi) = 1.

3. For each j ∈ [|Si|], vprev
j ∈

{
⊥, vrd

j

}
.

4. For each j ∈ [|Si|], if vprev
j = ⊥ and `j < |x|, then vrd

j = x`j .

Lastly, it holds that hash0 = h(State0, V
rd
0 ), hashk = h(Statek, V

rd
k ).

Figure 2.2: A language for verifying k steps of a RAM computation M on input
x from initial state State0 to final state Statefinal.

efficiency of the concurrently updatable hash function). When using a succinct

argument to prove statements inLupd, we can either view the relation as a circuit,

Turing machine, or PRAM machine that uses β(λ) · pM processors.

2.6.2 Interactive Protocol

In this section, we give our protocol in Figures 2.3 and 2.4. It relies on the fol-

lowing ingredients:

• A succinct argument of knowledge (PsARK,VsARK) for Lupd with (α, ρ)-

prover efficiency.

• A concurrently updatable hash function C with β-parallel efficiency.
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Compute-and-prove

Input: T, State0, V rd
0

Prover Input: Witness w, ptr
Hardcoded Values: 1λ,M, x, t, γ, pp, h
Protocol:

1. If T ≥ γ log t+ 1, set k = bT/γc, which will be the number of steps
to compute, and otherwise set k = T .

2. P does the following for i = 1, . . . , k:a

(a) Run (Statei,Opi, Si, V
wt
i ) = parallel-step(M, Statei−1, V

rd
i−1).

(b) Update D by running V rd
i = accessD(Opi, Si, V

wt
i ).

(c) Spawn a parallel process to compute OpenUpdate(pp, ptr, Si,
Vi), where Vi is a tuple of |Si| values where the jth value is
given by either V rd

i or V wt
i according to the corresponding op-

eration in Opi. Let (V prev
i , πi, digesti, τi) be the output.

3. Without waiting for Step 2c to halt, if T ≥ γ log t + 1 then P
spawns a process to run Compute-and-prove with V on input (T −
k, Statek, V

rd
k ).

4. Without waiting for Step 2c to halt, P computes hashk = h(Statek,
V rd
k ).

5. Once step 2c halts, P sets statement = (M,x, k, pp, h, digest0,
hash0, digestk, hashk) and wit = ((State0, V

rd
0 ), (digest1, V

prev
1 , V rd

1 , π1,
τ1), . . . , (digestk, V

prev
k , V rd

k , πk, τk)). In the statement, digest0, hash0
are the final digest and hash computed in the previous call to
Compute-and-prove, or digeststart, hashstart in the case that this is the
first one.

6. P spawns a process to run an interactive argument of knowledge
with V to send statement to V and prove that statement ∈ Lupd using
(PsARK(wit),VsARK).

aThe definitions of parallel-step and access can be found in Section 2.3.1, and the
definition of OpenUpdate is specified by Definition 2.5.4.

Figure 2.3: A parallel algorithm, used in the protocol in Figure 2.4, that computes
and proves T steps of RAM computation.

• A collision-resistant hash function family ensemble H = {Hλ}λ∈N with

h : {0, 1}∗ → {0, 1}λ for each h ∈ Hλ. We note that this is implied by C.

We refer to Section 2.2 for a high level overview of the construction, and next

give the formal details.
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Parameters. For ease of readability for the protocol and corresponding proofs,

we define the parameters for the protocol with respect to the relation RPRAM
U ,

security parameter λ ∈ N, and statement (M,x, L, t) ∈ {0, 1}∗ as follows. Note

that we assume that all functions defined below are computable in polynomial

time in their input length.

• n ≤ 2λ is the amount of words in memory needed to run M , and pM is the

number of parallel processors used by M .

• β , β(λ) is the “hash efficiency” of our construction. Namely, β upper

bounds the parallel efficiency of C on security parameter λ and the time to

compute a hash from Hλ. Specifically, we will be using the hash function

h ∈ Hλ on inputs containing k RAM states and k words, for k ∈ N, and we

require that this takes time β using k · β processors. For example, this can

be achieved by using C forH.

• α and ρ are functions defining the prover efficiency of (PsARK,VsARK). For

any security parameter Λ, machine, input, and output of total length X ,

and bound on time T to verify a statement in Lupd using P processors,

without loss of generality we assume α(Λ, X, T, P )/T and ρ(Λ, X, T, P ) are

increasing functions in X , T , and P .10 For any statement in Lupd corre-

sponding to k updates, we note that T can be written as k · f(k) where f is

increasing in k (and also depends on λ, |(M,x)|), and so α(Λ, X, T, P )/k is

also increasing as a function of k.

• `upd, tupd, pupd are functions determining the complexity of an Lupd instance

on at most t updates. Define `upd , `upd(λ, |(M,x)| , t) to be an upper bound
10For example, if α(Λ, X, T, P )/T were not increasing in T , we could define an upper bound

α′(Λ, X, T, P ) = T ·maxt≤T (α(Λ, X, t, P )/t) which is increasing in T and preserves asymptotic
behavior.
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on the statement length, and note that `upd ∈ |(M,x)| + log t + poly(λ) by

definition of Lupd. We let tupd , tupd(λ, |(M,x)| , t) upper bound the time

to verify the instance using pupd , pupd(λ, pM) processors. Note that tupd ∈

t · β · |(M,x)| · poly(λ, log t) when pupd = β · pM .

• α? , α(λ, `upd, tupd, pupd)/t is the worst-case multiplicative overhead (with

respect to the depth t) of the depth of running PsARK to prove a statement

in Lupd corresponding to at most t steps of computation, when using ρ? ,

ρ(λ, `upd, tupd, pupd) processors. Note that this implies that any valid Lupd

statement with k ≤ t steps can be proven in parallel time α? · k with ρ?

processors.

• γ , α? + 1 is such that a 1/γ fraction of remaining computation is done at

each recursive call to Compute-and-prove. We note that γ can be efficiently

computed as a function of the common inputs to the protocol.

We formalize the protocol in Figures 2.3 and 2.4. We are now ready to state

our main theorem.

Theorem 2.6.1. [Restatement of Theorem 2.1.1] Suppose there exists a concurrently up-

datable hash function and a succinct argument of knowledge (PsARK,VsARK) with (α, ρ)-

prover efficiency for the NP language Lupd. Then, there exists an interactive protocol

(P ,V) for RPRAM
U satisfying SPARK completeness and argument of knowledge for NP,

as well as the following efficiency properties.

There exists a polynomial q such that for all λ ∈ N and ((M,x, y, L, t), w) ∈ RPRAM
U

where M has access to n ≤ 2λ words in memory and pM processors, the following hold.

Let α? and ρ? (formally defined above based on α and ρ) be the multiplicative overhead

in depth (with respect to the number of steps) and number of parallel processors used,
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respectively, by PsARK to prove a statement in Lupd corresponding to at most t steps of

computation. Then:

• The depth of the prover is bounded by t + (α?)2 · |(M,x)| · L · q(λ, log(t · pM))

when using (pM + α? · ρ?) · q(λ, log(t · pM)) processors.

• The work of the verifier is bounded by α? · |(M,x)| · L · q(λ, log(t · pM)), and

the length of the transcript produced in the interaction between P(w) and V is

bounded by α? · L · q(λ, log(t · pM)).

We prove Theorem 2.6.1 by showing that the protocol in Figure 2.4 is a SPARK

for RPRAM
U with ρ-succictness for every ρ with ρ(λ, t) ∈ poly(λ, log t). The proof

is given in Section 2.6.3. Specifically, we show completeness in Lemma 2.6.2,

argument of knowledge in Lemma 2.6.3, prover efficiency in Lemma 2.6.13, and

succinctness in Lemmas 2.6.16 and 2.6.17. Before giving the proofs, we give the

following remarks about the construction.

Remark 8 (On the size ofM and x). We note that when we bound the communication

complexity (Lemma 2.6.17), we assume without loss of generality that the machine M

and input x are a priori bounded by a fixed polynomial in λ. This enables us to bound

the number of sub-protocols, and hence the communication complexity, independently

of |(M,x)|. A similar observation was made by [25] to achieve succinctness. This as-

sumption is without loss of generality since P , when given a large input (M,x), could

instead compute digest = h(M,x) where h is a hash function and prove the instance

(Uh, (h, digest), t
′, L) using witness (M,x,w). Here, Uh is a universal RAM machine

for pM bounded parallelism with the hash function h hardcoded. Uh receives input digest,

witness (M,x,w), and checks that digest = h(M,x) and if so, computes and outputs

y = M(x,w). U has size poly(λ) independent of |(M,x)|, and because it is a RAM

machine, it can perform the hash and simulate M in time t′ = t + |(M,x)| · poly(λ).
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Protocol (P,V) forRPRAM
U betweenP(w) andV on common input (1λ, (M,

x, L, t)):
1. V samples pp ← C.Gen(1λ, n) and h ← Hλ, and then computes

(∗, digeststart) = C.Hash(pp, D⊥), where D⊥ is the empty partial
string. V sends (pp, h) to P .

2. Both parties compute γ (as in the parameters paragraph), initialize
Statestart as a tuple containing the initial (empty) state of M , set
V rd

start = (⊥), and compute hashstart = h(Statestart, V
rd

start).
3. P computes (ptr, digeststart) = C.Hash(pp, D⊥). P additionally allo-

cates memory for M , denoted D, and initialized to zeros (which
we assume is free), and copies x to the start of the D. Whenever P
needs to access a location ` in D that would correspond to the wit-
ness (i.e., |x| < ` < |x|+ |w|), it instead accesses the corresponding
location in w in its own memory. For simplicity, when we write
that P accesses a location in D, we implicitly assume it translates
the location appropriately.

4. P runs the sub-protocol Compute-and-prove with V on input (t,
Statestart, V

rd
start). For i ∈ [m], let Πi be the ith sub-protocol prov-

ing statementi := (Mi, xi, ki, ppi, hi, digesti, hashi, digest
′
i, hash

′
i).

5. P computes (Y, πfinal) = C.Open(pp, ptr, [L′]), where L′ = dL/λe,
and sends (Y, πfinal, Statefinal, V

rd
final) to V where Statefinal, V

rd
final are

the final PRAM states and words read in the last iteration of
Compute-and-prove.

6. V lets y be the concatenation of the first outlen bits of Y , where
outlen is the output length specified by Statefinal. Then, V outputs y
if the following hold, and outputs ⊥ otherwise:
(a) VsARK accepts in Π1, . . . ,Πm.
(b) For all i ∈ [m], it holds that (Mi, xi, ppi, hi) = (M,x, pp, h).
(c)

∑m
i=1 ki = t.

(d) (digest1, hash1) = (digeststart, hashstart), and hash′m = h(Statefinal,
V rd

final).
(e) (digest′i, hash

′
i) = (digesti+1, hashi+1) for all i ∈ [m− 1].

(f) Statefinal is a halting state, Y consists of L′ = dL/λewords, and
C.VerOpen(pp, digest′m, [L

′], Y, πfinal) accepts.

Figure 2.4: Protocol (P,V) forRPRAM
U .

Additionally, U uses the same amount of parallelism as M and n + |(M,x)| · poly(λ)

memory, where the additional memory is used to compute the hash (note that if the re-

sulting memory size is larger than 2λ, thenP and V can simply use a polynomially larger

100



security parameter to prove the resulting statement).

To formalize this transformation, both P and V would be changed to compute digest

and run the SPARK protocol with statement (Uh, (h, digest), t
′, L). As such, the running

times of the prover and verifier incur a delay of |(M,x)| · poly(λ), but the remaining

complexity would be based on having a statement of size poly(λ) and a time bound of

t′ = t+ |(M,x)| · poly(λ).

Remark 9 (On the dependence on t and pM). We note that our construction when

used for a PRAM machineM needs to know the time bound t and the bound on number

of processors pM ahead of time. Specifically, the parameter γ, which determines how

the prover divides up the computation, depends on both t and pM . This assumption is

standard for universal arguments [13], but for some applications, a bound on time or

processors may not be a priori known. Existing techniques for constructing efficient

SNARKs based on incremental verifiable computation (e.g. [103, 25]) do not require

this assumption, but it is not clear how to extend this approach to the interactive setting

(starting from weaker assumptions).

2.6.3 Proofs

In this section, we prove completeness, argument of knowledge, succinctness,

and prover efficiency.

Lemma 2.6.2 (Completeness). For every λ ∈ N and ((M,x, y, L, t), w) ∈ RPRAM
U

where M has access to n ≤ 2λ words in memory, it holds that

Pr
[
〈P(w),V〉(1λ, (M,x, L, t)) = y

]
= 1,

where the probability is over the random coins of P and V .
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Proof. Let Πi be as defined by the protocol for i ∈ [m], with statement

statementi = (Mi, xi, ki, ppi, hi, digesti, hashi, digest
′
i, hash

′
i).

Recall that V accepts and outputs y 6= ⊥ if and only if conditions 6a through 6f

from Figure 2.4 are valid with respect to these statements. Conditions 6b, 6c, 6d,

and 6e follow immediately by definition of P . Therefore, we focus on condi-

tions 6a and 6f.

For conditions 6a and 6f, we first show that the sequence of t updates ui =

(digesti, V
prev
i , V rd

i , πi, τi) for i ∈ [t] that the prover computes at each step (across

all statements) are valid. In particular, let (Statei,Opi, Si, V
wt
i ) = parallel-step(M,

Statei−1, V
rd
i−1) for all i ∈ [t] where we initialize State0, V

rd
0 as Statestart, V

rd
start, as in

the protocol. We show that all conditions specified in Lupd hold for each update

ui according to the computation of M .

To show this, recall that the digest and proofs in each update i of the full

computation are computed as (V prev
i , πi, digesti, τi) = OpenUpdate(pp, ptr, Si, Vi),

where Vi is defined from V rd
i , V

wt
i as in the protocol. By the efficiency property of

Definition 2.5.4, the values computed are equivalent to computing (V prev
i , πi) =

C.Open(pp, ptr, Si) and then (digesti, τi) = C.Update(pp, ptr, Si, Vi) sequentially at

each step. Given this, it holds that before step i of the full computation, the

prover has computed (ptr, digest0) = C.Hash(pp, D⊥), whereD⊥ is the empty par-

tial string, and then computed i− 1 updates. Let D? be the true string resulting

from the first i−1 updates, and letDC be the partial string underlying the digest.

Namely,D? starts as x||w||0nλ−|x|−|w|,DC starts asD⊥, and we apply the same i−1

logical updates to both strings. Note that DC = ⊥ for all positions j that have

not yet been accessed, and DC
j = D?

j for all other locations.

Next, we will use D? and DC to show that update ui satisfies conditions 1, 2,
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3, and 4 of Lupd. First, by update completeness, since Vi is defined from V rd
i , V

wt
i

exactly as in the definition of Lupd, and (digesti, τi) = C.Update(pp, ptr, Si, Vi) then

it follows that C.VerUpd(pp, digesti−1, Si, Vi, digesti, τi) accepts as required by con-

dition 1. Next, by open completeness of C, since (V prev
i , πi) = C.Open(pp, ptr,

Si), then C.VerOpen(pp, digesti−1, Si, V
prev
i , πi) accepts. This satisfies condition 2

of Lupd. Open completeness also implies that V prev
i are the values of Si in DC.

This gives condition 3, since the value of each location in DC is equal to ⊥ if it

has not been accessed yet, and otherwise P sets it to the corresponding value in

V rd
i given for that location in D?. Lastly, for each location `j ∈ Si, when the cor-

responding value in V prev
i is set to ⊥ and `j ≤ |x|, then DC

`i
= ⊥ and so location

`i has never been accessed. This implies that D?
`i

= x`i , which gives condition 4.

Thus, all conditions specified by Lupd hold for each update ui = (digesti, V
prev
i ,

V rd
i , πi, τi) as required.

We now show that V accepts condition 6a for the full protocol of Figure 2.4.

Because each update is valid with respect toLupd, it follows that the proverPsARK

for sub-protocol Πi receives a valid witness with respect to statementi for i ∈

[m]. Specifically, it receives the ki consecutive updates corresponding to the ith

sub-computation performed by P , where the starting hash corresponds to the

starting states and words read in the witness, and the ending hash corresponds

to the final states and words read resulting from the sequence of updates, both

by definition of P . Completeness of (PsARK,VsARK) implies that VsARK accepts in

protocols Πi.

For condition 6f, we have that P honestly steps through the computation of

M(x,w). To see that P reaches the final state, recall that each sub-computation

corresponds to ki steps of the original computation and
∑m

i=1 ki = t (by con-
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dition 6c). Therefore, the final state Statem corresponds to the state of M(x,w)

after t steps. Since ((M,x, y, L, t), w) ∈ RPRAM
U , then after t steps the final state

will be the halting state. We showed above that the prover performs all updates

correctly and consistent with memory, so it follows by open completeness that

C.VerOpen(pp, digest′m, [dL/λe], Y, πfinal) = 1 and that Y is the right length, and

hence that the output is equal to y.

Lemma 2.6.3 (Argument of Knowledge). (P ,V) satisfies the argument of knowledge

for NP property of Definition 2.4.1.

Proof. To show that (P ,V) is an argument of knowledge forRPRAM
U , consider any

non-uniform polynomial-time prover P? = {P?λ}λ∈N, integer c ∈ N, security pa-

rameter λ ∈ N, and statement (M,x, L, t) whereM accesses at most n ≤ 2λ mem-

ory and pM processors, with |M,x, t| ≤ λ, L ≤ λ, and t · pM ≤ |x|c. Let P?λ,z,s de-

noteP?λ with auxiliary input z and hardcoded randomness s for any z, s ∈ {0, 1}∗.

Let Vr denote the verifier V with hardcoded randomness r ∈ {0, 1}l(λ), where

l(λ) is an upper bound on the randomness used by the verifier. Note that l is

a function of λ since by Lemma 2.6.16, the verifier runs in time polynomial in

λ, |(M,x)|L, pM , log t, each of which are bounded by a fixed polynomial in λ.

Recall that (P ,V) consists ofm sub-protocols Π1, . . . ,Πm, where each is an in-

stance of the protocol (PsARK,VsARK). Let EsARK be the extractor for (PsARK,VsARK)

with expected running time bounded by a polynomial qsARK, which exists by as-

sumption that (PsARK,VsARK) is an argument of knowledge. As a subroutine to

our full extractor, we first construct a probabilistic oracle machine EP
?
λ,z,s,Vr

inner that

uses EsARK to extract witnesses for the statements in each sub-protocol defined

by the interaction (P?λ,z,s,Vr), as follows.
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EP
?
λ,z,s,Vr

inner (1λ, (M,x, L, t)):

1. Emulate the interaction between P?λ,z,s and Vr on common input (1λ, (M,

x, L, t)), which uniquely determines the statement statementi used for sub-

protocol Πi for all i ∈ [m]. Let Y be the values in the opening sent in the

final message of the protocol.

2. For all i ∈ [m], define the prover P?i and verifier VsARK,ri for the protocol

(PsARK,VsARK) on common input (1λ, statementi) as follows:

• P?i emulates the interaction between P?λ,z,s and Vr on common input

(1λ, (M,x, L, t)) until the start of Πi. P?i then interacts with VsARK as

part of Πi for statement statementi while continuing to use P?λ,z,s and

Vr to emulate messages for all other sub-protocols.

• VsARK,ri is the verifier Vr on common input (1λ, (M,x, L, t)) restricted

to its interaction in sub-protocol Πi. Namely, VsARK,ri uses fixed ran-

domness ri determined by r for Πi.

Note that P?i and VsARK,ri can be emulated using oracles P?λ,z,s and Vr.

3. For i ∈ [m], let witi ← EP
?
i ,VsARK,ri

sARK (1λ, statementi), where all queries made by

EsARK to P?i and VsARK,ri are emulated by Einner using its own oracles P?λ,z,s
and Vr.

4. Output (wit1, . . . ,witm, Y ).

In the following claims, we show that (1) Einner runs in expected polynomial

time (over r and its own random coins) and (2) with all but negligible proba-

bility (over r and the coins of EsARK), either P?λ,z,s fails to convinces Vr or for all

i ∈ [m] the witness witi extracted by EsARK is valid for statementi with respect to

Lupd.
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Claim 2.6.4. There exists a polynomial qinner such that for every non-uniform probabilis-

tic polynomial-time prover P? = {P?λ}λ∈N, λ, c ∈ N, statement (M,x, L, t) where M

has access to n ≤ 2λ words in memory and pM processors, with |M,x, t| ≤ λ ,L ≤ λ,

and t·pM ≤ |x|c, and z, s ∈ {0, 1}∗, the expected running time (with a single processor)

of EP
?
λ,z,s,Vr

inner (1λ, (M,x, L, t)) is at most qinner(λ, t · pM).

Proof. We first analyze the time to emulate a full interaction between P?λ,z,s and

Vr, which is used to determine the statements statementi and to emulate the or-

acle calls of EsARK to P?i and VsARK,ri . Since each oracle call takes a single step

by assumption, it follows that the emulation time is at most workV(1λ, (M,x, L,

t)) to receive and read each message. By the succinctness of (P ,V) (given by

Lemma 2.6.16) this is bounded by a polynomial qV(λ, |(M,x)| , L, pM , log(t · pM))

independent of P? and the statement.

Next, we analyze the expected running time of EP
?
i ,VsARK,ri

sARK for each i ∈ [m].

Recall that tupd · pupd is an upper bound on the amount of work to verify a state-

ment with at most t updates in Lupd. Since EsARK is extracting a witness for an

Lupd statement, then for each i ∈ [m], the expected running time of EP
?
i ,VsARK,ri

sARK is

at most qsARK(λ, tupd ·pupd) for some polynomial qsARK when given oracle access to

P?i and VsARK,ri assuming ri is uniformly distributed. As the random coins for Vr
are uniform and V invokes m independent instances of VsARK, this implies that

the randomness ri used by VsARK,ri is uniform. Thus, the expected running time

of EP
?
i ,VsARK,ri

sARK is at most qsARK(λ, tupd · pupd).

Putting everything together, we have that Einner first emulates the interaction

between P?λ,z,s and Vr and then runs EsARK to extract a witness m times while

emulating the oracle calls of EsARK (and the resulting oracle calls made to P?λ,z,s
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and Vr). Thus, the full expected running time is bounded by

qV(λ, L, pM , log(t · pM)) +m · qV(λ, L, pM , log(t · pM)) · qsARK(λ, tupd · pupd).

We can bound tupd(λ, |(M,x)| , t) ∈ poly(λ, |(M,x)| , t) and pupd(λ, pM) ∈ poly(λ,

pM), as well as |(M,x)| ≤ λ, and L ≤ λ. For m, by succinctness (Lemma 2.6.16)

we have that m ≤ α? · poly(λ, |(M,x)| , L, log(t · pM)) and α? can be bounded by a

polynomial in λ, |(M,x)| , t, pM by definition. Putting these bounds together, this

implies that the expected running time is bounded by a polynomial qinner(λ, t ·

pM). �

Claim 2.6.5. For every non-uniform probabilistic polynomial-time prover P? =

{P?λ}λ∈N and constant c ∈ N, there exists a negligible function neglinner such that for

all λ ∈ N, statement (M,x, L, t) where M has access to n ≤ 2λ and pM processors, and

with |M,x, t| ≤ λ, L ≤ λ, and t · pM ≤ |x|c, and every z, s ∈ {0, 1}∗, it holds that

Pr



r ← {0, 1}l(λ)

y = 〈P?λ,z,s,Vr〉(1λ, (M,x, L, t))

(wit1, . . . ,witm, Y )

← EP
?
λ,z,s,Vr

inner (1λ, (M,x, L, t))

:
y 6= ⊥ ∧

∃i ∈ [m] : (statementi,witi) 6∈ Rupd


≤ neglinner(λ)

where statementi is defined to be the statement of the ith sub-protocol in the interaction

(P?λ,z,s,Vr).

Proof. To analyze the above probability, we start by formalizing an algorithm

S, which is implicit in the description of Einner. The algorithm S takes as in-

put r ∈ {0, 1}l(λ), and emulates the interaction (P?λ,z,s,Vr). It then outputs

(y, statement1, . . . , statementm), where statementi is the ith statement in the in-

teraction and y is the output of the protocol. Note that these statements are the
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same as the ones computed by Einner in the first step of its description. We can

then write the above probability as

Pr



r ← {0, 1}l(λ)

(y, statement1, . . . , statementm)

= S(r)

(wit1, . . . ,witm, Y )

← EP
?
λ,z,s,Vr

inner (1λ, (M,x, L, t))

:
y 6= ⊥ ∧

∃i ∈ [m] : (statementi,witi) 6∈ Rupd


.

Next we apply a union bound to upper bound this by

∑
i∈[m]

Pr



r ← {0, 1}l(λ)

(y, statement1, . . . , statementm) = S(r)

(wit1, . . . ,witm, Y )

← EP
?
λ,z,s,Vr

inner (1λ, (M,x, L, t))

:
y 6= ⊥ ∧

(statementi,witi) 6∈ Rupd


(2.6.1)

We now upper bound the above probability for any particular i ∈ [m]. We notice

that whenever y 6= ⊥, that implies that V accepts in protocol Πi for statementi.

By definition of EP
?
λ,z,s,Vr

inner , for each i ∈ [m], the witness witi is computed by

running EP
?
i ,VsARK,ri

sARK , where Einner uses its oraclesP?λ,z,s andVr to emulate all queries

that EsARK makes to P?i and VsARK,ri . Specifically, emulating P?i requires querying

P?λ,z,s for every sub-protocol, and querying Vr for all protocols other than i.

Let r−i be the randomness of Vr used in all protocols other than i, where it

uses ri. Note that P?i only depends on r−i, since it only uses Vr in protocols other

than i. Another way to state this is to viewP?i as an randomized prover which em-

ulates the verifier in all sub-protocols other than i using its internal randomness,

where in the above execution, its internal randomness is r−i. To make this clear,

let P?i,r−i denote the prover P?i (viewing it as a randomized algorithm) that uses
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randomness r−i to emulate the verifier in all protocols other than i, and note that

P?i,r−i can still be emulated using the oracles P?λ,z,s and Vr. We can then write the

above probability as

Pr


r ← {0, 1}l(λ)

(y, statement1, . . . , statementm) = S(r)

witi ← E
P?i,r−i ,VsARK,ri

sARK (1λ, statementi)

:
y 6= ⊥ ∧

(statementi,witi) 6∈ Rupd

 .
Whenever y 6= ⊥, it must be the case that V accepts in all sub-protocols, and

therefore by definition of P?i , it follows that VsARK,ri accepts in protocol Πi with

P?i,r−i . We can therefore upper bound the above probability by

Pr



r ← {0, 1}l(λ)

(y, statement1, . . . , statementm)

= S(r)

witi ← E
P ?i,r−i

,VsARK,ri

sARK (1λ, statementi)

:
〈P?i ,VsARK,ri〉(1λ, statementi) = 1

∧ (statementi,witi) 6∈ Rupd


(2.6.2)

We can now use the argument of knowledge property of (PsARK,VsARK). Let l′(λ)

be the length of the randomness used by VsARK. For any r = (r−i, ri) ∈ {0, 1}l(λ),

using r−i as the randomness forP?i,r−i , by the argument of knowledge property of

(PsARK,VsARK) there exists a negligible function µi (which depends on the algo-

rithm P?i but is independent of its randomness) such that for every randomness

r−i for P?i , and for the statement statementi (which in this case is determined by

r−i) it holds that

Pr

 ri ← {0, 1}l′(λ)

witi ← E
P?i,r−i ,VsARK,ri

sARK (1λ, statementi)
:
〈P?i,r−i ,VsARK,ri〉(1λ, statementi) = 1

∧ (statementi,witi) 6∈ Rupd


≤ µi(λ).

By using the law of total probability in (2.6.2) (to sum over each choice of r−i),

and by applying the above inequality, we obtain that (2.6.2) is bounded above by
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µi(λ). Finally, by plugging this back into (2.6.1), we obtain that the probability in

the statement of the claim is upper bounded by
∑

i∈[m] µi(λ). As in the analysis of

the previous claim, we can boundm by poly(λ, |(M,x)| , L, t, pM). As |(M,x)| ≤ λ,

L ≤ λ, and t · pM ≤ |x|c, then m ∈ poly(λ), so this is negligible as required. �

Using Einner to extract the witnesses in the sub-protocols, we now define the

full extractor E that outputs a witness w for (M,x, y, L, t) given oracle access to

P?λ,z,s and Vr, where y is the value output by Vr when interacting with P?λ,z,s.

EP?λ,z,s,Vr(1λ, (M,x, L, t)):

1. Run (wit1, . . . ,witm, Y )← EP
?
λ,z,s,Vr

inner (1λ, (M,x, L, t)).

2. Parse each witi as containing an initial set of states and values read (State(i),

V rd,(i)) as well as a sequence of updates, where the updates across all m

witnesses together yield an overall sequence of t updates uj = (digestj,

V prev
j , V rd

j , πj, τj) for j ∈ [t] (abort if this is not the case).

3. For j = 1, . . . , t, compute (Statej,Opj, Sj, V
wt
j ) = parallel-step(M, Statej−1,

V rd
j−1) where State0 is the tuple containing the initial RAM state and V rd

0 =

(⊥).

4. Let DInit ∈ {0, 1}nλ be the string where for each ` ∈ [n], the `th word is set

to its value in V rd
i , where i is the first iteration with ` ∈ Si, or the `th word

in Y if ` is never accessed and ` ≤ dL/λe, or 0λ otherwise.

5. Output w to be the string of length nλ− |x| starting at position |x| in DInit.

We note that while DInit and w above may be as large as n · λ bits, they can be

specified while running M by using at most λ + log n bits for each non-zero
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value. Furthermore, they can have at most t + dL/λe non-zero values since M

makes at most t memory accesses, and at most dL/λe additional positions are

accessed in specifying the output. Thus, DInit and w can be computed with at

most poly(λ, L, t, log n) additive overhead in time and space.

Claim 2.6.6. There exists a polynomial q such that EP?λ,z,s,Vr(1λ, (M,x, L, t)) has ex-

pected running time at most q(λ, t · pM).

Proof. E first runs Einner, which has expected running time bounded by a polyno-

mial qinner(λ, t · pM) by Claim 2.6.4. We bound the remaining running time of E

by a polynomial in λ and t · pM , which completes the claim.

E parses the output as containing m sets of states and words which together

have sizem·pM ·poly(λ), as well as a sequence of tupdates, where each update has

size at most 2β · pM · λ ∈ poly(λ) by the efficiency of the underlying concurrently

updatable hash function. As m ∈ poly(λ) as discussed in the previous claims,

together this takes time t · pM · poly(λ). Using these updates to determine which

values to read, E emulatesM for t steps, which can be done in time t ·pM ·poly(λ).

Finally E computes the initial memory DInit to output a witness w, which, as

discussed above, requires specifying at most t + dL/λe positions and therefore

takes at most poly(λ, L, t) ∈ poly(λ, t) time. Altogether, E runs in expected time

at most qinner(λ, t · pM) + t · pM · poly(λ) + t · pM · poly(λ) + poly(λ, t) which can be

bounded by a polynomial q(λ, t · pM). �

Claim 2.6.7. For every non-uniform probabilistic polynomial-time prover P? =

{P?λ}λ∈N and constant c ∈ N, there exists a negligible function negl such that for all

λ ∈ N, statement (M,x, L, t) where M has access to n ≤ 2λ and pM processors, and
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with |(M,x, t)| ≤ λ, L ≤ λ, and t · pM ≤ |x|c, and all z, s ∈ {0, 1}∗, it holds that

Pr


r ← {0, 1}l(λ)

y = 〈P?λ,z,s,Vr〉(1λ, (M,x, L, t))

w ← EP?λ,z,s,Vr(1λ, (M,x, L, t))

:
y 6= ⊥ ∧

((M,x, y, L, t), w) 6∈ RPRAM
U

 ≤ negl(λ).

Proof. In the following, all probabilities are over r ← {0, 1}l(λ) and w ←

EP?λ,z,s,Vr(1λ, (M,x, L, t)), and we let y and statementi for i ∈ [m] be determined

by r in each probability, namely y = 〈P?λ,z,s,Vr〉(1λ, (M,x, L, t)) and statementi

is the statement used by P?λ,z,s for the ith sub-protocol with Vr. Additionally,

we let wit1, . . . ,witm, Y be the output of Einner during the execution of E in each

probability.

Suppose by way of contradiction that there exists a polynomial p such that

for infinitely many λ ∈ N,

Pr

[
y 6= ⊥ ∧ ((M,x, y, L, t), w) 6∈ RPRAM

U

]
> 1/p(λ).

We can rewrite this probability as

Pr


y 6= ⊥ ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd



+ Pr


y 6= ⊥ ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

∃i ∈ [m] (statementi,witi) 6∈ Rupd



≤Pr


y 6= ⊥ ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd

+ neglinner(λ),
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by Claim 2.6.5 above. As neglinner(λ) < 1/(2p(λ)) for infinitely many λ ∈ N, this

implies that for infinitely many λ ∈ N,

Pr


y 6= ⊥ ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd

 > 1

2p(λ)
.

Furthermore, by a standard averaging argument, it holds that

Pr



y 6= ⊥ ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd ∧

E halts after 4 · p(λ) · q(λ, t · pM) steps


≤ 1

4p(λ)
.

Otherwise, the expected work done by E must be greater than q(λ, t · pM), in

contradiction with Claim 2.6.4. This implies that for infinitely many λ ∈ N,

Pr



y 6= ⊥ ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd ∧

E halts within 4 · p(λ) · q(λ, t · pM) steps


>

1

4p(λ)
. (2.6.3)

Given this, consider the following non-uniform adversary A = {Aλ}λ∈N. At

a high level, we will show that on input pp ← C.Gen(1λ, n) and h ← Hλ, A will

either break the soundness of C or the collision-resistance of H with at least the

probability above. In its non-uniform advice, Aλ will have hardcoded the code

of P?λ,z,s, the statement (M,x, L, t), and the value of p(λ).

Aλ(pp, h):

1. Sample r ← {0, 1}l(λ). Let Vpp,h,r be the verifier that uses (pp, h) as its first

message and the string r for all other random bits needed.
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2. Run the interaction y = 〈P?λ,z,s,Vpp,h,r〉(1λ, (M,x, L, t)). If y = ⊥, abort and

output ⊥. Otherwise, let Y, π, Statefinal, V
rd

final be the final message sent by

P?λ,z,s.

3. For at most 4 · p(λ) · q(λ, t · pM) steps, run w ← EP?λ,z,s,Vpp,r(1λ, (M,x, L, t)).

If E does not output within 4 · p(λ) · q(λ, t · pM) steps, abort and output ⊥.

Otherwise, letwit1, . . . ,witm be the witnesses output by Einner for statements

statement1, . . . , statementm.

4. If there exists an j ∈ [m] such that (statementj,witj) 6∈ Rupd, abort and

output ⊥. Otherwise, parse each witness witj as containing an initial set

of states and words read (State(j), V rd,(j)), as well as a sequence of updates.

Let u1, . . . , ut be the sequence of t updates obtained across allmwitnesses.

For each update i ∈ [t] we now have the following values and notation:

• The values Statei,Opi, Si, V wt
i from each step of E ’s emulation.

• The extracted update ui = (digesti, V
prev
i , V rd

i , πi, τi).

• Let Vi be a tuple of |Si| values, where the jth value is that of V rd
i or V wt

i

according to the corresponding operation given by Opi.

Lastly, we have the following starting values:

• The starting values (State0, V
rd
0 ) defined by E .

• The initial digest computed by V , denoted digest0.

We will be using this notation throughout the proof.

5. Check that E ’s emulation is consistent with the extracted updates. Specif-

ically, let K0 = 0 and let Kj be the number of updates in sub-statements 1

through j for each j ∈ [m]. If there exists a j ∈ [m] such that (State(j), V rd,(j))

is not equal to (StateKj−1
, V rd

Kj−1
), let j be the smallest such index and
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output ((State(j), V rd,(j)), (StateKj−1
, V rd

Kj−1
)). Similarly, if (Statefinal, V

rd
final) 6=

(Statet, V
rd
t ), output these four values.

6. Next, Aλ emulates the computation of M(x,w). To avoid confusion with

the values in the extracted update, we will use a superscript “?” to denote

the values computed in this emulation. Let State?0 be a tuple containing the

initial RAM state, V rd?
0 = (⊥), and D? = x||w be the initial memory string

for use by M .

For i = 1, . . . , t, do the following:

(a) Compute (State?i ,Op
?
i , S

?
i , V

wt?
i ) = parallel-step(M, State?i−1, V

rd?
i−1).

(b) Read from and write to D? by running V rd?
i = accessD

?
(Op?i , S

?
i , V

wt
i ).

Let Y ? be the tuple containing the first L′ = dL/λe words of D?, and let

y? be the concatenation of the first outlen bits from Y ?, where outlen is the

output length specified by State?t .

7. If there exists an index i such that V rd
i 6= V rd?

i , let i be the smallest

such index. Compute a digest of the empty partial string (ptr?, digest?0) =

C.Hash(pp, D⊥) and then compute (∗, π?) = C.Open(pp, ptr?, Si). Output

(i− 1,
{

(digestj, Sj, Vj, τj)
}
j∈[i−1], digest0, Si, (⊥)|Si|, π?, V prev

i , πi).

8. If Y 6= Y ?, compute a digest of the empty partial string (ptr?, digest?0) =

C.Hash(pp, D⊥) and then compute (∗, π?) = C.Open(pp, ptr?, [L′]). Output

(t,
{

(digestj, Sj, Vj, τj)
}
j∈[t], digest0, [L

′], (⊥)L
′
, π?, Y, πfinal).

9. Otherwise, abort and output ⊥.

To analyze the success of A in breaking the soundness of H and C, in the

subsequent subclaims, we argue that (1) Aλ runs in (strict) polynomial time,
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(2) if Aλ outputs in step 5 then Aλ finds a collision in h, (3) if Aλ outputs in

steps 7 or 8 thenAλ finds values that breaking the soundness of C, and (4) ifAλ
reaches step 9, it must be the case that ((M,x, y, L, t), w) ∈ RPRAM

U .

Given these subclaims, we can conclude the proof as follows. First, note that

Aλ outputs in steps 5, 7, 8, or 9 whenever y 6= ⊥, (statementi,witi) ∈ Rupd for all

i ∈ [m], and E halts within 4 · p(λ) · q(λ, t · pM) steps. We can break this event into

two cases as

Pr



y 6= ⊥ ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd ∧

E halts within 4 · p(λ) · q(λ, t · pM) steps ∧

((M,x, y, L, t), w) ∈ RPRAM
U



+ Pr



y 6= ⊥ ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd ∧

E halts within 4 · p(λ) · q(λ, t · pM) steps ∧

((M,x, y, L, t), w) 6∈ RPRAM
U


.

By Subclaim 2.6.12, the first term is greater than the probability thatAλ outputs

in step 9. By Equation 2.6.3, the second term is greater than 1/(4p(λ)). Putting

these together, we get that the probability that Aλ outputs in step 5, 7 or 8 is

greater than 1/(4p(λ)). It then follows from Subclaims 2.6.8, 2.6.9, and 2.6.11

that for infinitely many λ ∈ N, Aλ runs in polynomial time and either outputs a

collision in H or in C with probability at least 1/(4p(λ)). As A directly implies

an adversary A′ that either gets pp or h as input and simulates the other input

for A, this implies that A can be used to break the soundness of H or of C with

probability at least 1/(4p(λ)), in contradiction.

Subclaim 2.6.8. There exists a polynomial qA such that for every h ∈ Hλ and pp in the

support of C.Gen(1λ, n), the running time of Aλ(pp, h) is at most qA(λ) for all λ ∈ N.
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Proof. The running time of Aλ is bounded by the sum of (1) the time to run

〈P?λ,z,s,Vpp,h,r〉(1λ, (M,x, L, t)), (2) the total amount of time Aλ spends running

E , (3) the time to check that all (statementi,witi) pairs are in Rupd, (4) the time

to check for an output in step 5, (5) the time to emulate the execution of M , and

(6) the time to check for and compute an output in steps 7 and 8. We separately

argue that each of these run in at most polynomial time in λ, |(M,x)| , L, pM , t

which are each bounded by a fixed polynomial in λ as |(M,x)| ≤ λ, L ≤ λ, and

t · pM ≤ |x|c.

First, (1) is bounded by a polynomial in λ since P?λ,z,s runs in polynomial

time for any z, s ∈ {0, 1}∗ and both the communication complexity and running

time of Vpp,h,r are bounded by a fixed polynomial poly(λ, |(M,x)| , L, pM , t) by

Lemmas 2.6.16, 2.6.17, and by definition of α?. Next, (2) is bounded by 4 · p(λ) ·

q(λ, t · pM) by definition of Aλ, and p, q are polynomials. For (3), it requires

checking the at most t updates are valid where each check requires a polynomial

amount of work in λ, |(M,x)| , pM , log t by definition of Lupd and the efficiency of

C. Next, (4) requires comparing m + 1 values of containing at most pM states,

where each state is a constant number of words, and pM words of length λ, and

so takes time poly(λ, pM). Next, (5) takes t steps of computation, each of which

takes time bounded by a fixed polynomial in λ, pM by the definition of PRAM

computation. Lastly, (6) requires (t + L) · pM · λ time to check equality of all

corresponding values. Computing the initial digest and opening requires 2β(λ) ·

pM ∈ poly(λ) by efficiency of C. Then, the full output has size at most t · pM ·

poly(λ) ∈ poly(λ) and takes at most t · pM · poly(λ) ∈ poly(λ) time to compute.

As |(M,x)| , L, pM , t are bounded fixed polynomials in λ as above, the (strict)

running time of Aλ is bounded by some polynomial qA(λ) for all λ ∈ N. �
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Subclaim 2.6.9. If Aλ(pp, h) outputs in step 5, then Aλ finds values which break the

collision-resistance ofH.

Proof. Let K0 = 0 and let Kj for j ∈ [m] be the number of updates in witnesses

1 through j. Let hash(j), hash(j)′ be the hashes given in statementj for all j ∈ [m].

Suppose thatAλ outputs in step 5, meaning that either there exists some j ∈ [m]

such that (State(j), V rd,(j)) 6= (StateKj−1
, V rd

Kj−1
) or (Statefinal, V

rd
final) 6= (Statet, V

rd
t ).

We first discuss the former case, and then the latter.

In the first case, let j be the smallest index with (State(j), V rd,(j)) 6= (StateKj−1
,

V rd
Kj−1

). Since Aλ reached step 5, then the output y of Vpp,h,r is not equal to ⊥,

which in particular implies that hash(j−1)′ = hash(j), and that all m extracted wit-

nesses are valid. Since witj−1 is a valid witness for statementj−1 (and StateKj−1

corresponds to the state after the first Kj−1 updates), then by definition of Lupd

it holds that h(StateKj−1
, V rd

Kj−1
) = hash(j−1)′. Since witj is a valid witness for

statementj , then hash(j) = h(State(j), V rd,(j)). Lastly, since y 6= ⊥, then hash(j−1)′ =

hash(j). Therefore, Aλ successfully finds a collision.

In the second case, y 6= ⊥ implies that hash(m)′ = h(Statefinal, V
rd

final), and the

fact that witm is valid for statementm implies that h(Statet, V
rd
t ) = hash(m)′, so this

also results in a collision. �

Next, we show that whenever A reaches step 6, rather than viewing the ex-

tracted witnesses asm separate Lupd instances, they can be viewed as a single in-

stance corresponding to all t updates. This will show that all t updates are in fact

being applied to consecutive digests, which will help us show the subsequent

claims analyzing A’s attack. In the subsequent claims, we say that (State, V rd) is
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a PRAM configuration if during any step of a PRAM evaluation, the set of states

after that step are State and the words read in that step are V rd.

Subclaim 2.6.10. Let hashstart = h(State0, V
rd
0 ) and hashfinal = h(Statefinal, V

rd
final).

Define

statementcomb = (M,x, t, pp, h, digest0, hashstart, digestt, hashfinal),

and witcomb = (State0, V
rd
0 , u1, . . . , ut). If Aλ(pp, h) reaches step 6, then it holds that

(statementcomb,witcomb) ∈ Lupd.

Proof. We start with an independent fact about the Lupd language, which we

will then apply to show that the combined statement in the claim is indeed

a valid Lupd statement. Consider any two Rupd instances (statement1,wit1) and

(statement2,wit2), where

statement1 = (M,x, k1, pp, h, digest0, hash0, digest1, hash1),

wit1 = (State1, V
rd
1 , u

1
1, . . . , u

1
k1

),

statement2 = (M,x, k2, pp, h, digest1, hash1, digest2, hash2),

wit2 = (State2, V
rd
2 , u

2
1, . . . , u

2
k2

),

where both agree on M,x, pp, h, and where the final digest and hash (digest1,

hash1) in the first statement match the initial ones in the second statement.

Let State1,final be the final state computed when verifying (statement1,wit1) and

let V rd
1,final be the final words read, given by update u1k1 . In other words,

(State1,final, V
rd
1,final) is the final PRAM configuration in the first Rupd instance. We

claim that if (State1,final, V
rd
1,final) is equal to (State2, V

rd
2 ) (that is, the initial config-

uration of the second statement), then we can combine the statements together

to get a new valid instance with statement

statement′ = (M,x, k1 + k2, pp, h, digest0, hash0, digest2, hash2)
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and witness wit′ = (State1, V
rd
1 , u

1
1, . . . , u

1
k1
, u21, . . . , u

2
k2

).

To show this, we first show that every update i ∈ [k1 + k2] in wit′ satisfies

conditions 1, 2, 3, and 4, of Lupd. These four conditions are defined by starting

with (State1, V
rd
1 ) as the starting PRAM configuration for M and using the up-

dates in the witnesses to iteratively compute k1 +k2 PRAM steps. Then, for each

step i, checks are done which depend on the values of the ith step, the input x,

the initial digest digest1 given by the statement, and the values in the ith update.

Since (statement′,wit′) and (statement1,wit1) have the same machine M and in-

put x, start with the same initial values digest1, State1, V rd
1 , and agree at the first

k1 updates, this implies that conditions 1, 2, 3, and 4 hold for the first k1 steps.

For the remaining k2 steps, we observe that since the final state PRAM configu-

ration of the first statement matches (State2, V
rd
2 ), then the values computed for

each step of verifying (statement2,wit2) are the same as those computed when

verifying the final k2 steps of the combined statement. It follows that every all

k1 + k2 updates satisfy the required conditions.

It remains to show that the Lupd requirements for hash0, hash2 are satisfied.

We have that hash0 = h(State1, V
rd
1 ) as this is a requirement of the first state-

ment being valid. We have that hash2 is a hash of the final configuration for the

combined statement, because this final configuration is the same as that of the

second statement, as shown above. It follows that (statement′,wit′) is a valid Lupd

instance.

We observe that the above holds for any number of statements by the same

logic, which we will use to show the claim. Suppose that Aλ reaches step 6 and

consider any j ∈ [m]. Let

statementj = (M (j), x(j), k(j), pp(j), h(j), digest(j), hash(j), digest(j)′, hash(j)′)
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be the jth statement in the interaction between P?λ,z,s and Vpp,h,r. Since Aλ did

not output in step 2, then the output y of the interaction is not equal to⊥, which

implies that (M (j), x(j), pp(j), h) = (M,x, pp, h). SinceAλ did not output in step 4,

thenwitj is valid for statementj . SinceAλ did not output in step 5, then the PRAM

configuration (StateKj−1
, V rd

Kj−1
) before the start of the j sub-statement matches

(State(j), V rd,(j)). Therefore, themwitnesses satisfy all conditions above to “com-

bine” them into a new witness. Based on our claim above, the new statement is

statement′′ = (M,x, t, pp, h, digest(1), hash(1), digest(m)′, hash(m)′)

with witness

wit′′ = (State(1), V rd,(1), u1, . . . , ut),

where the new instance corresponds to t updates since
∑m

j=1 k
(j) = t by the fact

that y 6= ⊥.

Recall that our goal is to show that (statementcomb,witcomb) (given in the claim

statement) is in Rupd. The difference between statementcomb and statement′′ is in

the digests and hashes.

The initial digest and both hashes in statement′′ are equal to those in

statementcomb since these are included in the checks done by the verifier, and

so are implied by y 6= ⊥. For the final digest, we have that digest(m)′ (given by

statementm) is equal to the digest given by update ut, which is digestt, since the

extracted witnesses are valid. It follows that statement′′ = statementcomb.

For the witnesses, the difference between wit′′ and witcomb is that for the initial

configuration, wit′′ has (State(1), V rd,(1)), while witcomb has (state0, V
rd
0 ). Since Aλ

did not output in step 5, these are equal, which concludes the claim. �
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Subclaim 2.6.11. IfAλ(pp, h) outputs in step 7 or 8, thenAλ finds values which violate

the soundness of C.

Proof. We first show the claim for the case that Aλ outputs in step 7, and at the

end discuss how to modify the proof in the case that Aλ outputs in step 8.

Suppose Aλ outputs in step 7, meaning that there exists an index i such that

V rd
i 6= V rd?

i . Moreover, let i be the smallest such index. In this case, Aλ outputs

(i− 1,
{

(digestj, Sj, Vj, τj)
}
j∈[i−1], digest0, Si, (⊥)|Si|, π?, V prev

i , πi).

Informally, the values output by Aλ correspond to i − 1 updates, an opening of

locations Si in digest0, and an opening of location Si in digesti−1 (the digest before

the ith update). To show that this breaks the soundness of C, we need to show

that (A) all updates and openings are valid, yet (B) V prev
i is not equal to set of

values at locations Si consistent with the i− 1 updates.

For (A), we first show that the initial opening of digest0 at locations Si

to (⊥)|Si| with proof π? is valid. Note that Aλ computes (ptr?, digest?0) =

C.Hash(pp, D⊥) and then π? = C.Open(pp, ptr?, Si). By completeness of C, it fol-

lows that π? is valid for (⊥)|Si| at locations Si with respect to the digest digest?0

computed by Aλ. Since C.Hash is deterministic, it follows that digest0 = digest?0,

so we conclude that

C.VerOpen(pp, digest0, Si, (⊥)|Si|, π?) = 1.

Next, using the fact that A reaches step 6, by Claim 2.6.10 the extracted wit-

nesses form a combined statement (statementcomb,witcomb) in Rupd containing all

t extracted updates. This implies that the sequence of updates from digest0 up

until digesti−1 are all valid. Namely,

C.VerUpd(pp, digestj−1, Sj, Vj, digestj, τj) = 1 for all j ∈ [i− 1].
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This also implies that the proof πi is a valid opening proof for V prev
i at locations

Si with respect to digesti−1. Namely,

C.VerOpen(pp, digesti−1, Si, V
prev
i , πi) = 1.

Thus, the openings and updates output by Aλ are valid.

For the rest of the proof, it will be helpful to define the following notation.

Let ind be an index where V rd
i and V rd?

i are not equal (which must exist by as-

sumption). Let vrd, vrd?, vprev, and ` be the corresponding values at index ind of

V rd
i , V rd?

i , V prev
i , and Si, respectively. Before showing (B), we make the following

simplifying observations, which make use of the assumption that V rd
i 6= V rd?

i .

1. The first i updates and the first i steps in the emulation correspond to the

same values, that is, (Op?j , S
?
j , V

wt?
j ) = (Opj, Sj, V

wt
j ) for all j ≤ i.

This holds because of the following. The values (Op?j , S
?
j , V

wt?
j ) are com-

puted as a deterministic function of the initial configuration (State?0, V
rd?
0 )

and the words read in every step of the emulation done by A. The values

(Opj, Sj, V
wt
j ) are computed as a deterministic function of the initial config-

uration (State0, V
rd
0 ) and words read in the emulation done by E . The initial

configurations are equal by definition, that is, (State?0, V
rd?
0 ) = (State0, V

rd
0 ).

Since i is the first iteration where V rd?
i 6= V rd

i , then the words read in both

are the same. The observation follows.

2. There exists an update i′ < i with ` ∈ Si′ .

This means that update i cannot be the first iteration which accesses loca-

tion `. This holds because if i was the first such iteration, then vrd would

be the value in location ` of x||w by definition of w, as would vrd?, in con-

tradiction. Note that this relies on observation 1 above to use the fact that
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the locations accessed in the extracted updates and the emulation are the

same.

Now to show (B), we claim that vprev 6= vrd?, yet vrd? is the value consistent

with the updates that we “expect” to open at location ` with respect to digesti−1.

To show that vprev 6= vrd?, we note that because the ith update is valid with respect

toRupd, this implies that vprev is either equal to⊥ or vrd. However, vrd? is not equal

to vrd by assumption. Additionally, vrd? cannot be equal to ⊥ since it starts off as

a value in x||w and is never updated to a non-⊥ value.

To formalize the notion that vrd? is the value we expect to open, recall that

vrd? is the value in location ` of D? at step i. We argue that at every step starting

from the first time ` is accessed, the value at location ` in D? is consistent with

the i− 1 extracted updates above. This will show that vrd? is the value we expect

to be at `. Consider the first such update i0 < i which accesses location `, which

is guaranteed to exist by observation 2 above. If ` is read during update i0 (as

specified by Opi0), then the corresponding update value is the value at location `

in x||w by definition of w, which by definition is given by V rd
i0

. Otherwise (when

update i0 writes to `), the value written to D? at location ` is given by V wt?
i0

, and

V wt?
i0

= V wt
i0

by observation 1 above. By the way that Aλ updates D? throughout

the emulation, all subsequent reads and writes to ` inD? are consistent with the

extracted updates. This implies that vrd? is the value read from or written to `

during the last update i′ < i that accessed `, which in turn is the value to which

we expect ` to open.

This completes the proof of the claim that ifAλ outputs in step 7, then it finds

values that violate soundness of C. We conclude by discussing the case where

Aλ outputs in step 8, which follows by similar logic. In this case, we are given
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that Y 6= Y ? (rather than V rd
i 6= V rd?

i as above). To show that the output in step 8

violates soundness, we need to argue all updates and openings are valid, yet

for some ` ≤ L′, the `th value Y is not the value we expect to open at location

i with respect to digestt. Let Y` be this value, and let Y ?
` be the corresponding

value in Y ?. The initial opening and all t updates (before location ` is opened

to its value in Y ) are valid by identical logic as above. The final opening πfinal is

accepting since Vpp,h,r outputs a non-⊥ value. Next, to argue that Y` is not the

value we expect to open, we can show that Y ?
` is the value we expect to open. If

location ` is never accessed, then it would follow that Y` = Y ?
` , since both would

be the corresponding word in x||w, so it follows that there must be some previous

access for location `. Therefore, the same logic used in the above argument holds.

�

Subclaim 2.6.12. If Aλ outputs ⊥ in step 9, then it holds that ((M,x, y, L, t), w) ∈

RPRAM
U .

Proof. When Aλ does not output in step 2, it holds that y 6= ⊥, so the final state

Statefinal must be halting. Since Aλ does not output in step 5, then Statefinal is

equal to the final state Statet computed by E in the extraction. It follows that

Statet is a halting state.

When Aλ does not output in step 7, it holds that V rd
i = V rd?

i for all i ∈ [t].

Since State0 = State?0, V rd
0 = V rd?

0 , and parallel-step is a deterministic function,

this implies that State?t computed by Aλ is equal to Statet, which corresponds to

a halting state as argued above. Moreover, the emulation done by Aλ perfectly

emulates the computation ofM(x,w), so it is the case thatM(x,w) = y? within t

steps, so ((M,x, t, y?), w) ∈ RPRAM
U . To show that y = y?, recall that y? is the first
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outlen bits of Y ?, where outlen is the output length specified by State?t = Statet.

We have that Y = Y ? whenever Aλ does not output in step 8. Moreover, y is

the concatenation of the first outlen bits of Y , which follows because A does not

abort in step 2. It follows that y = y?. Putting everything together, if Aλ outputs

in step 9, it follows that ((M,x, y, L, t), w) ∈ RPRAM
U , as required. �

This completes the proof of Claim 2.6.7. �

This completes the proof of Lemma 2.6.3.

Lemma 2.6.13 (Prover efficiency). There exists a polynomial q such that for anyλ ∈ N

and ((M,x, y, L, t), w) ∈ RPRAM
U whereM uses pM processors and has access to n ≤ 2λ

words in memory, it holds that

depthP(1λ, (M,x, L, t), w) ≤ t+ (α?)2 · |(M,x)| · L · q(λ, log(t · pM))

using at most 4 · pM · β + ρ? · γ log t ≤ (pM + α? · ρ?) · q(λ, log(t · pM)) processors.

Proof. The work of P can be split into initialization, running Compute-and-prove,

and then proving the output. We first focus on the prover’s complexity for ini-

tialization and proving the output, specified in Steps 2, 3, and 5 in Figure 2.4.

For Step 2 of initialization, the prover computes the initial state Statestart for

M , the set V rd
start = (⊥), the parameter γ, and the hash hashstart. Both Statestart

and V rd
start can be computed in time O(λ), and since hashstart corresponds to hash-

ing a single state and word, it can also be in time β ∈ poly(λ) (see parameters

paragraph). In order to compute γ, the prover needs to compute the follow-

ing parameters. First, the prover can compute the hash efficiency parameter

126



β = β(λ) given the security parameter λ. Next, we recall the following param-

eters based on the definition of Lupd, which can be efficiently computed at the

start of the protocol given the security parameter λ, time bound t, and proces-

sors pM used by the machine M . The length of Lupd statements for at most t

updates is at most `upd(λ, |(M,x)| , t) ∈ log t+ |(M,x)|+ poly(λ), and when using

pupd(λ, pM) = β · pM processors, the verification procedure takes time at most

tupd(λ, |(M,x)| , t) = t · β · |(M,x)| · poly(λ, log t). Given these parameters, we

can compute α? = α(λ, `upd, tupd, pupd)/t and finally γ = α? + 1, which the rest of

the protocol depends on. All of these parameters can be efficiently computed in

polynomial time in the input length on a single processor, so in total this step re-

quires poly(λ)+polylog(λ, |(M,x)| , pM , t) ∈ poly(λ, log(t ·pM)) work with a single

processor.

For Step 3 of initialization, the prover needs to compute the initial digest

digeststart and allocate memory to run M . By Definition 2.5.4, the work to com-

pute digeststart is β. To allocate memory and copy the input x, this takes at most

|x| ∈ poly(λ) time.

In Step 5, the prover needs to open dL/λe locations in the concurrently up-

datable hash function, which takes dL/λe·β work by Definition 2.5.4. The prover

additionally sends Statefinal and V rd
final which have size O(λ) as they correspond to

a halting state for the PRAM computation M . As β ∈ poly(λ), this step takes at

most L · poly(λ) time to compute.

Combining the above, everything other than Compute-and-prove requires an

additive overhead in depth (with just a single processor) of at most L · |x| ·

poly(λ, log(t · pM)).
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It remains to analyze Compute-and-prove. Recall that Compute-and-prove starts

m sub-protocols Π1, . . . ,Πm. We start by bounding the number of sub-protocols

m by γ log t in Claim 2.6.14. We then argue in Claim 2.6.15 that, starting at Step 4,

P completes all sub-protocols in depth at most t+ γ2 · (log t+ 1) + β while using

a total of 3 · pM · β + m · ρ? processors. As γ = α? + 1, this implies that the

total depth of P is t + (α?)2 · |x| · L · poly(λ, log(t · pM)) when using a total of

3 · pM · β + ρ? · γ log t ≤ (pM + α? · ρ?) · poly(λ, log(t · pM)) processors.

Lastly, we recall Remark 8, which states that we can assume without loss of

generality that |(M,x)| is bounded by an a priori fixed polynomial in λ when

proving Lupd statements regarding M,x, as long as the statements are proven

relative to the time bound t′ = t + |(M,x)| rather than t. If not, the prover (and

verifier) can incur an additive |(M,x)| ·poly(λ) delay in depth using a single pro-

cessor and prove a related statement where it is the case. Therefore, combining

this with the above, it follows that there exists a polynomial q such that the total

depth of P can be bounded by t + (α?)2 · |(M,x)| · L · poly(λ, log(t · pM)) when

using a total of (pM + α? · ρ?) · poly(λ, log(t · pM)) processors, as required.

Claim 2.6.14. The number of protocols m started by P is at most γ log t.

Proof. Recall that ki is the number of steps in the ith sub-protocol. By defini-

tion of the protocol, it holds that k1 = bt/γc. Then at each subsequent call to

Compute-and-prove, the number of steps ki in the ith sub-protocol is equal to

1/γ times the number of remaining steps (rounding down if necessary), until

the number of remaining steps is less than γ. Thus, we can recursively define

ki = b(1/γ) · (t −∑i−1
j=1 kj)c for all i less than the number of sub-protocols m.

For notational convenience, we define Ki =
∑i

j=1 kj to be the number of steps

computed in the first i sub-protocols.
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In order to bound m, we lower bound the number of steps computed by the

first i sub-protocols before hitting the base case. Namely, we show for any i ∈

[m− 1],

Ki ≥ t ·
(

1−
(

1− 1

γ

)i)
− i.

We prove this lower bound on Ki via induction on i. The base case of i = 1

holds as (1 − (1 − 1/γ)1) − 1 = 1/γ − 1 and K1 = k1 = bt/γc ≥ t/γ − 1. For the

inductive step, assume the bound holds for j = i− 1. Then, the claim follows by

the following set of inequalities.

Ki = Ki−1 + ki = Ki−1 +

⌊
1

γ
(t−Ki−1)

⌋
≥ Ki−1

(
1− 1

γ

)
+
t

γ
− 1

≥ t ·
(

1−
(

1− 1

γ

)i−1)(
1− 1

γ

)
+
t

γ
− (i− 1) ·

(
1− 1

γ

)
− 1

≥ t ·
(

1−
(

1− 1

γ

)i)
− i

Note that m is then defined to be the smallest value such that the number

of steps remaining is smaller than γ log t + 1, so t − Km < γ log t + 1. Using

the above lower bound, we note that for any arbitrary value m?, it holds that

t − Km? ≤ t · (1 − 1/γ)m
?

+ m?. Therefore, if t · (1 − 1/γ)m
?

+ m? ≤ γ log t + 1

for some m?, then t − Km? ≤ γ log t + 1. As m is the smallest value for which

t−Km ≤ γ log t+ 1, this would imply that m ≤ m? since we would have hit the

base case before m?.

Plugging in m? = γ log t, we get that t · (1− 1/γ)m
?

+ m? ≤ γ log t + 1. Thus,

it follows that m ≤ γ log t. �

Claim 2.6.15. The prover completes all protocols Π1, . . . ,Πm in depth at most t + γ2 ·

(log t+ 1) + β while using at most 3 · pM · β +m · ρ? processors in total.
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Proof. For i ∈ [m], let the ith sub-protocol Πi have statement statementi and wit-

ness witi as defined by the protocol. The prover’s depth when considering Πi

consists of (1) ki steps of computation corresponding to running M , (2) com-

puting the witness witi for PsARK, (3) computing the hash hash′i for the statement

statementi, and (4) running PsARK to prove the computation.

In order to compute witi for PsARK, P makes ki pipelined calls to OpenUpdate

in parallel to the computation. It follows that performing the computation in

(1) and the ki concurrent calls to OpenUpdate in (2) can together be computed

in depth ki + β using pM + pM · β processors by Definition 2.5.4. For (3), we

note that this corresponds to hashing at most pM states and words, and so hashk

can be computed in parallel in time β with pM · β processors (see parameters

paragraph). As the hash is computed in parallel to the final update in (2) (which

also takes β steps), it follows that together (1), (2), and (3) can be done in depth

ki + β with 3pM · β processors.

We note that steps (1), (2), and (3) happen consecutively for allm protocols,

which all together consist of t steps of computation while computing the cor-

responding updates and hash on the side. Thus, across all protocols, a total of

3 · pM · β processors are used for these three steps and these steps all finish by

time t+ β.

For (4), we claim that any valid Lupd statement corresponding to k ≤ t up-

dates can be proven in time k · α? using ρ? processors. Let α̂(k) and ρ̂(k) be the

function representing the depth and processors used to prove valid statements

corresponding to k updates. It follows that the time to prove such a statement is

(α̂(k)/k)·k ≤ (α̂(t)/t)·kwith ρ̂(k) ≤ ρ̂(t) processors, since it holds without loss of

generality that α̂(k)/k is an increasing function in k and that ρ̂ is increasing (see
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parameters paragraph for more discussion). However, we defined α? as α̂(t)/t

and ρ? = ρ̂(t), which implies the claim. Furthermore, all of these proofs happen

simultaneously, so this adds a factor of m · ρ? processors to the total computa-

tion. It follows that running PsARK requires depth ki ·α? (with one processor) for

sub-protocol i.

Putting everything together, at the start of some sub-computation i with T

steps remaining, we compute and prove bT/γc steps of computation for i ≤ m−1,

or T steps when i = m, where recall that we defined γ , α? + 1. By the above,

for each i ≤ m− 1 this requires depth bounded by

bT/γc+ β + α? · bT/γc = bT/γc(α? + 1) + β ≤ T + β.

For i = m, this requires depth bounded by

T + β + α? · T = T · (α? + 1) + β = T · γ + β.

For all sub-protocols Πi, we start recursively computing and proving the re-

maining t −∑i−1
i=1 kj steps at depth

∑i−1
i=1 kj . By the above, this implies that pro-

tocol Πi for i ≤ m− 1 finishes at depth

i−1∑
i=1

kj + (t−
i−1∑
i=1

kj) + β = t+ β.

For protocol Πm, note that it starts at depth
∑m−1

i=1 ki and takes km · γ + β depth

to compute and prove by the above. Thus, it completes at depth

m−1∑
i=1

ki+km·γ+β = t+km·(γ−1)+β ≤ t+(γ log t+1)(γ−1)+β ≤ t+γ2·(log t+1)+β

as km ≤ γ log t+ 1. Thus, all protocols finish within depth t+ γ2 · (log t+ 1) + β,

as required. �
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This completes the proof of Lemma 2.6.13.

Lemma 2.6.16 (Verifier efficiency). There exists a polynomial q such that for any

λ ∈ N, (M,x, L, t) ∈ {0, 1}∗ where M has access to n ≤ 2λ words in memory and pM

processors, it holds that

workV(1λ, (M,x, L, t)) ≤ α? · |(M,x)| · L · q(λ, log(t · pM)).

Proof. To bound the work of the verifier, we note that a bound on the length of

each message is known to the verifier in advance (as they depend onα?,L, γ, and

β which are all known), so we can assume that the verifier aborts if it receives a

message of the wrong length.

To analyze the verifier’s efficiency, we have that the verifier first samples pp←

C.Gen(1λ, n) and h ← Hλ, and then computes γ, Statestart, and V rd
start. Sampling

pp, h take time poly(λ), and as discussed in the proof of Lemma 2.6.13, the rest of

the values can be computed in time poly(λ, log(t · pM)).

The rest of the verifier’s running time is in running and checking consistency

of the m sub-protocols, checking the starting and ending hashes, and verifying

the output. Them sub-protocols are computed using (PsARK,VsARK), and by suc-

cinctness, there exists a polynomial qsARK such that VsARK runs in time

qsARK(λ, `upd, log(tupd · pupd)) ∈ poly(λ, |(M,x)| , log(t · pM)),

where we recall that `upd(λ, |(M,x)| , t) ∈ poly(λ, |(M,x)| , log t) upper bounds

the Lupd statement length, tupd(λ, |(M,x)| , t) ∈ t · poly(λ, |(M,x)| , log t) upper

bounds the depth to verify a Lupd statement with at most t updates when using

pupd(λ, pM) = pM · β processors.

Next, checking consistency between the sub-protocols is mostly syntactic and
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can be done in time m · |(M,x)| · poly(λ, log t). Checking digest0 and hash0 can be

done in time poly(λ), as well as checking hash′m, since it corresponds to hashing

a halting state and single word for the end of the PRAM computation. Similarly,

checking that statefinal is a halting state can be done in timeO(λ) as halting states

consist of a single PRAM state with a constant number of words. Verifying the

output y can be done in time dL/λe · β ∈ L · poly(λ) by the efficiency of the hash

function and the fact that |y| ≤ L.

Putting everything together, we get that the verifier runs in time m · L ·

poly(λ, |(M,x)| , log(t ·pM)). Sincem ≤ γ log t by Claim 2.6.14 and γ = α?+1, this

is bounded by

α? · L · poly(λ, |(M,x)| , log(t · pM)).

Lastly, by Remark 8, we note that we can assume without loss of generality

that the Lupd statements are relative to a machine M ′ and input x′ with length

bounded by a fixed polynomial in λ and a time bound t′ = t + poly(λ, |(M,x)|),

so long as V has an additional |(M,x)| · poly(λ) factor in its running time to

hash (M,x). Therefore, combining this with the above and noting that log(t′) ∈

poly(λ, log t), the verifier’s total running time is at most α? · |(M,x)| ·L · q(λ, log(t ·

pM)) for a fixed polynomial q.

Lemma 2.6.17 (Communication complexity). There exists a polynomial q such that

for any λ ∈ N, (M,x, L, t) ∈ {0, 1}∗ where M has access to n ≤ 2λ words in memory

and pM processors, it holds that the length of the transcript produced between P(w) and

V on common input (1λ, (M,x, L, t)) is bounded by

α? · L · q(λ, log(t · pM)).

Proof. The dominating part of the communication comes from the communi-

cation in all sub-protocols defined by Compute-and-prove. The rest of the com-
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munication has size at most poly(λ) to send pp and h, size poly(λ) to send

Statefinal, V
rd

final (as they correspond to the final state of the computation), and at

most λ · dL/λe+L · β ∈ L · poly(λ) to send the final proof. Put together, this is at

most L · poly(λ).

Them sub-protocols in Compute-and-prove are computed using (PsARK,VsARK),

so they have communication bounded by some fixed polynomial qsARK in λ

and log(tupd · pupd) by succinctness of (PsARK,VsARK), where recall tupd upper

bounds the tome to verify the ith Lupd statement when using pupd processors.

Since tupd(λ, |(M,x)| , t) ≤ t · poly(λ, |(M,x)| , log t) when pupd(λ, pM) = pM · β,

then this implies that the communication across all protocols is at most m ·

qsARK(λ, log(tupd · pupd)) ∈ m · poly(λ, log(t · pM)), where we additionally used

the fact that |(M,x)| ≤ n ≤ 2λ. The prover also has to send the statement for

each sub-protocol, which adds m · `upd ∈ m · poly(λ, |(M,x)| , log t) to the com-

munication complexity, where we recall that `upd is the upper bound on the Lupd

statement length. By Claim 2.6.14, m ≤ γ log t and γ = α? + 1, so all together

Compute-and-prove adds

α? · poly(λ, |(M,x)| , log(t · pM))

to the communication complexity.

Putting everything together, we get a bound of α? · L · poly(λ, |(M,x)| , log(t ·

pM)). Finally, by Remark 8, without loss of generality we can assume that |(M,x)|

is bounded by a fixed polynomial in λwhen used in the Lupd statements, as long

as the statements are proven relative to a time bound t′ = t + poly(λ, |(M,x)|)

(rather than t) and the prover and verify incur an additional delay of |(M,x)| ·

poly(λ) delay (which was taken into account in the proofs of prover and verifier

efficiency). Therefore, this implies that log t′ ∈ poly(λ, log t) (since |(M,x)| ≤
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n ≤ 2λ), and so the number of rounds and total communication is bounded by

α? · L · q(λ, log(t · pM)) for a fixed polynomial q.

2.6.4 Non-interactive Protocol

In this section, we give the protocol from Section 2.6 in the non-interactive set-

ting. Specifically, we show a transformation from any concurrently updatable

hash function and succinct non-interactive argument of knowledge (SNARK) to

an argument where the multiplicative overhead of the SNARK prover translates

into only additive overhead for the resulting prover. Our construction is nearly

the same as in the interactive case, though we additionally need to assume that

the underlying succinct argument is a SNARK. We formally define SNARKs in

Section 2.3.3.

Let C be a concurrently updatable hash function, let (Gsnark,Psnark,Vsnark) be a

SNARK forLupd with (α, ρ)-prover efficiency, and letH = {Hλ}λ∈N be a collision-

resistant hash function family ensemble. When we mention the prover and ver-

ifier (P,V), we refer to the construction of Section 2.6.2. We now give the high

level details of our construction (Gni,Pni,Vni) forRPRAM
U , emphasizing the key dif-

ferences from our interactive construction.

• (crs, st)← Gni(1
λ): Let pp ← C.Gen(1λ, n) where n = 2λ, h ← Hλ, and

(crssnark, stsnark)← Gsnark(1λ). Output (crs, st) where crs = (crssnark, pp, h) and

st = (stsnark, pp, h).11

• (y, π)← Pni(crs, (M,x, L, t), w): Let crs = (crssnark, pp, h). Let M ′ be the same
11Note that if the underlying SNARK is publicly verifiable, then stsnark = crssnark. Then, crs = st,

so the resulting non-interactive argument is also publicly verifiable.
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as the machine M , except that it specifies n = 2λ as the amount of words

in memory it has access to. Without sending any messages, run the prover

P(w) on common input (M ′, x, t, L) using (pp, h) as the verifier’s first mes-

sage and crssnark as the common reference string for all underlying SNARKs.

Let y be the output of the computation and π be all messages that would

have been sent in the protocol. Output (y, π).

• b← Vni(st, (M,x, y, L, t), π): Let st = (stsnark, pp, h). If M uses more than 2λ

words in memory, output b = 0. Otherwise, let M ′ be the same as the ma-

chine M , except that it specifies n = 2λ as the amount of words in memory

it has access to. Parse π as all messages from P , and run the verifier V

for statement (M ′, x, t, y, L) using (pp, h) as the verifier’s first message and

stsnark to verify all underlying SNARKs. Let y′ be the value that V would

have output. Output b = 1 if y = y′ and b = 0 otherwise.

We get the following theorem.

Theorem 2.6.18. Suppose there exists a concurrently updatable hash function and a

SNARK (Gsnark,Psnark,Vsnark) with (α, ρ)-prover efficiency for the NP language Lupd.

Then, there exists a tuple (Gni,Pni,Vni) satisfying niSPARK completeness and argument

of knowledge for NP, as well as the same efficiency properties as Theorem 2.6.1.

Specifically, there exists a polynomial q such that for all λ ∈ N and ((M,x, y, L,

t), w) ∈ RPRAM
U whereM has access to n ≤ 2λ words in memory and pM processors, the

following hold. Let α? and ρ? (formally defined based on α and ρ) be the multiplicative

overhead in depth (with respect to the number of steps) and number of parallel processors

used, respectively, by Psnark to prove a statement in Lupd corresponding to at most t steps

of computation. Then:
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• The depth of Pni is bounded by t+(α?)2 · |(M,x)| ·L ·q(λ, log(t ·pM)) when using

(pM + α? · ρ?) · q(λ, log(t · pM)) processors.

• The work of Vni is bounded by α? · |(M,x)| · L · q(λ, log(t · pM)), and the length

of the transcript produced in the interaction between P(w) and V is bounded by

α? · L · q(λ, log(t · pM)).

To prove Theorem 2.6.18, we note that completeness, succinctness, and op-

timal prover depth follow identically as in the proof of the construction in Sec-

tion 2.6. The proof of adaptive argument of knowledge is conceptually similar

yet differs in the technical details as the definition of the extractor for both the

underlying SNARK and niSPARK are different. As such, we give the full proof

of adaptive argument of knowledge below.

As we discuss in Remark 2 in Section 2.3.3, the argument of knowledge prop-

erty of the underlying SNARK may only hold for certain distributions over the

auxiliary input of the malicious prover. In this case, the argument of knowledge

property in our construction holds for any distribution Z over the auxiliary in-

put of the malicious prover so long as the SNARK is secure with auxiliary input

drawn from (Z,C.Gen(1λ),Hλ).

Lemma 2.6.19 (Adaptive Argument of Knowledge). (Gni,Pni,Vni) is an adaptive

argument of knowledge for NP.

Proof. Let C be a concurrently updatable hash function, let H = {Hλ}λ∈N be a

collision-resistant hash function family ensemble, and let (Gsnark,Psnark,Vsnark) be

a SNARK for the language Lupd, given in Figure 2.2. Consider any non-uniform

polynomial-time prover P? = {P?λ}λ∈N and security parameter λ ∈ N. Let P?λ,z,s
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denote P?λ with auxiliary input z and hardcoded randomness s for any z, s ∈

{0, 1}∗.

Let (crs, st) ← Gni(1
λ). Recall that a proof in the non-interactive SPARK

scheme consists of m sub-proofs, each corresponding to an instance of Lupd, as

well as values certifying the output of the computation. As a subroutine to our

full extractor, we first construct a probabilistic oracle machine Einner that uses ex-

tractors for the SNARK to extract witnesses for each sub-proof.

Einner(crs, z, s):

1. Compute ((M,x, y, L, t), π) = P ?
λ,z,s(crs). Letm be the number of Lupd state-

ments specified by π, and for each i ∈ [m], let (statementi, πi) be ith Lupd

statement and proof, and let Y, πfinal be the opening and proof certifying

the output y, all given by π. Let ki be the number of updates in each Lupd

statement for i ∈ [m], and let M have access to n words in memory and pM

processors. Check that
∑m

i=1 ki = t, n ≤ 2λ, and that Y consists of dL/λe

words, and abort and output ⊥ if any of these do not hold.

2. Parse crs = (crssnark, pp, h). For each i ∈ [m], define P?i,z′,s(crssnark) to be

a SNARK prover with auxiliary input z′ = (pp, h, z) and randomness s

hardcoded that runs ((M,x, y, L, t), π)← P?λ,z,s((crssnark, pp, h)) and outputs

(statementi, πi) given by π. LetP?i denote this machine without its auxiliary

input or randomness specified, and let Esnark,i be the SNARK extractor for

P?i .

3. For i ∈ [m], compute witi ← Esnark,i(crssnark, z
′, s). Output (wit1, . . . ,witm, Y,

πfinal).
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In the following claims, we show that (1) Einner runs in polynomial time (over

the randomness of Gni and its own random coins) and (2) with all but negligible

probability (over randomness of Gni, the coins of Esnark, and randomness for Vni),

either P?λ,z,s fails to convinces Vni or for all i ∈ [m] the witness witi extracted by

Esnark,i is valid for statementi with respect to Rupd.

Claim 2.6.20. There exists a polynomial qinner such that for every λ ∈ N and z, s ∈

{0, 1}∗, the running time of Einner(crs, z, s) is at most qinner(λ, t · pM), where (crs, st)←

Gni(1
λ), t is given by the statement output by P?λ,z,s(crs) and pM is the number of pro-

cessors used by the machine M given in the statement.

Proof. Einner runs P ?
λ,z,s, does validity checks on its output, and runs Esnark,i for

each i ∈ [m]. The running time of P?λ,z,s is bounded by a polynomial q?(λ) where

q? does not depend on λ, z, s. The checks on the output of P?λ,z,s take time poly-

nomial in its output length, which is therefore bounded by poly(λ). Note that if

these checks pass, it implies that for each i ∈ [m], the number of updates ki in

the ith sub-statement is at most t and that n ≤ 2λ.

When the checks pass, Einner continues by running the SNARK extractors.

For each i ∈ [m], the running time of Esnark,i(crssnark, z
′, s) is a polynomial

qi(λ,wi) independent of λ, z, s, where wi is the work to verify the ith Lupd

statement. As discussed in Section 2.6.2, this is bounded by ki · β(λ, log n) ·

poly(λ, |(M,x)| , pM , log t) ∈ poly(λ, |(M,x)| , pM , t), since ki ≤ t and n ≤ 2λ. As

M,x are part of the output of P?λ,z,s, it follows that |(M,x)| is bounded by q?(λ),

and so the work to verify the ith statement is bounded by a fixed polynomial

q′(λ, pM , t). Putting everything together, Einner runs in time

qinner(λ, t · pM) ∈ q?(λ) + poly(λ) +
m∑
i=1

qi(λ, q
′(λ, pM , t)).
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Since the output length of the prover depends multiplicatively on m, then m is

also bounded by q?(λ), so it follows that qinner(λ, t · pM) is polynomial in λ and

t · pM . �

Claim 2.6.21. There exists a negligible function neglinner such that for all λ ∈ N and

z, s ∈ {0, 1}∗, it holds that

Pr



(crs, st)← Gni(1
λ)

((M,x, y, L, t), π) = P?λ,z,s(crs)

b← Vni(st, (M,x, y, L, t), π)

(wit1, . . . ,witm, Y, πfinal)

← Einner(crs, z, s)

:
b = 1 ∧

∃i ∈ [m] : (statementi,witi) 6∈ Rupd


≤ neglinner(λ)

where statementi is defined to be the statement of the ith sub-proof.

Proof. In all of the following probabilities, m is the number of Lupd statements

given in the proof π, and the statements are denoted statement1, . . . , statementm.

We start by applying a union bound to upper bound the probability in the state-

ment of the claim by

∑
i∈[m]

Pr



(crs, st)← Gni(1
λ)

((M,x, y, L, t), π)← P?λ,z,s(crs)

b← Vni(st, (M,x, y, L, t), π)

(wit1, . . . ,witm, Y, πfinal)

← Einner(crs, z, s)

:
b = 1 ∧

(statementi,witi) 6∈ Rupd


(2.6.4)

We now upper bound the above for any particular i ∈ [m].

By definition of Einner, whenever the proof π satisfies
∑m

i=1 ki = t, when M

uses at most 2λ words in memory, and when Y has the right length, then Einner
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runs a SNARK extractor for each i. Note that these are also requirements for Vni

to accept (regardless of the randomness for Vni), and so in the event that b = 1,

Einner attempts to extract a witness for each sub-proof. This implies that the above

is equal to the probability wherewiti is sampled using the extractor Esnark,i(λ, z
′, s)

forP?i where z′ = (pp, z). Therefore, using the definitions of Gni and Einner, we can

write the above probability as

Pr



(crssnark, stsnark)← Gsnark(1λ)

pp← C.Gen(1λ, n)

h← Hλ

((M,x, y, L, t), π)← P?λ,z,s((crssnark, pp, h))

b← Vni((stsnark, pp, h), (M,x, y, L, t), π)

witi ← Esnark(crssnark, (pp, h, z), s)

:
b = 1 ∧

(statementi,witi) 6∈ Rupd


.

where n = 2λ. Whenever b = 1, then Vni accepts all sub-proofs, and therefore by

definition ofP?i , it follows that Vsnark accepts sub-proof i. We can therefore upper

bound the above probability by

Pr



(crssnark, stsnark)← Gsnark(1λ)

pp← C.Gen(1λ, n)

h← Hλ

(statementi, πi)← P?i,(pp,h,z),s(crssnark)

bi ← Vsnark(stsnark, statementi, πi)

witi ← Esnark(crssnark, (pp, h, z), s)

:
bi = 1 ∧

(statementi,witi) 6∈ Rupd


(2.6.5)

Next, for any fixed pp in the support of C.Gen and h ∈ Hλ, the above probability

is bounded by a negligible function negli that does not depend on λ, pp, h, z, s

by the argument of knowledge property of the SNARK. It follows by the law of

total probability (to sum over each choice of pp) that Equation 2.6.5 is bounded

by negli.
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Finally, by plugging this back into (2.6.4), we obtain that the probability in the

statement of the claim is upper bounded by
∑

i∈[m] negli(λ). Since m determines

the length of the output of P?λ,z,s, then m ∈ poly(λ), and so this is negligible as

required. �

Using Einner to extract the witnesses in the sub-protocols, we now define the

full extractor E that outputs a witness w for (M,x, y, L, t).

E(crs, z, s):

1. Run (wit1, . . . ,witm, Y, πfinal) ← Einner(crs, z, s), and abort and output ⊥ if

the output of Einner is ⊥. Let (M,x, y, L, t) be the statement output by P?λ,z,s
when computed by Einner.

2. Parse each witi as a sequence of updates, which together yield an overall

sequence of t updates uj = (digestj, V
prev
j , V rd

j , πj, τj) for j ∈ [t] (abort if this

is not the case). Specifically, let (V rd
1 , . . . , V

rd
t ) be the tuples of values read

from these updates.

3. For j = 1, . . . , t, compute (Statej,Opj, Sj, V
wt
j ) = parallel-step(M, Statej−1,

V rd
j−1) where State0 is the tuple containing the initial RAM state and V rd

0 =

(⊥).

4. Let DInit ∈ {0, 1}nλ be the string where for each ` ∈ [n], the `th word is set

to its value in V rd
i , where i is the first iteration with ` ∈ Si, or the `th word

in Y if ` is never accessed and ` ≤ dL/λe, or 0λ otherwise.

5. Output w to be the string of length nλ− |x| starting at position |x| in DInit.

We note that while DInit and w above may be as large as n · λ bits, they can be
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specified while running M by using at most λ + log n bits for each non-zero

value. Furthermore, they can have at most t + dL/λe non-zero values since M

makes at most t memory accesses, and at most dL/λe additional positions are

accessed in specifying the output. Thus, DInit and w can be computed with at

most poly(λ, L, t, log n) additive overhead in time and space.

Claim 2.6.22. There exists a polynomial q such that E(crs, z, s) runs in time at most

q(λ, t · pM).

Proof. E first runs Einner, which has running time bounded by a polynomial

qinner(λ, t · pM) by Claim 2.6.20. Note that if Einner does not output ⊥, it implies

in particular that the number n of words in memory used by M is at most 2λ. It

also implies L is bounded by a fixed polynomial in λ, since Einner checks that Y ,

which is part of the proof π, consists of dL/λe words and hence at least L bits.

Using these, we bound the remaining running time of E by a polynomial in λ

and t · pM , which completes the claim.

After running Einner, E parses its output as a sequence of t updates, where

each update has size at most 2β(λ, log n) · pM ·λ ∈ poly(λ) by the efficiency of the

underlying hash function, which takes time t · pM · poly(λ). Using these updates

to determine which values to read, E emulates M for t steps, which can be done

in time t · pM · poly(λ, |M |). This can be bounded by t · pM · poly(λ) since M is

part of the output of P?λ,z,s, so |M | is bounded by a fixed polynomial in λ. Finally

E computes the initial memory DInit to output a witness w, which, as discussed

above, requires specifying at most t+dL/λe positions and therefore takes at most

poly(λ, L, t, log n) time. This is bounded by poly(λ, t) as L, log n are in poly(λ).

Altogether, E runs in time at most qinner(λ, t ·pM)+ t ·pM ·poly(λ)+ t ·pM ·poly(λ)+

poly(λ, t) which can be bounded by a polynomial q(λ, t · pM). �
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Claim 2.6.23. For every constant c ∈ N, there exists a negligible function negl such that

for all λ ∈ N and z, s ∈ {0, 1}∗,

Pr



(crs, st)← Gni(1
λ)

((M,x, y, L, t), π)← P?λ,z,s(crs)

b← Vni(st, (M,x, y, L, t), π)

w ← E(crs, z, s)

:

b = 1 ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

t · pM ≤ |x|c


≤ negl(λ).

where pM is the number of processors used by M .

Proof. In the following, all probabilities are over (crs, st) ← Gni(1
λ), ((M,x, y, L,

t), π) ← P?λ,z,s(crs), b ← Vni(st, (M,x, y, L, t), π), and w ← E(crs, z, s). We let

statementi, πi for all i ∈ [m] be the statement and proof given P?λ,z,s for the ith

Lupd instance, and we define pM to be the number of processors used by M . Ad-

ditionally, we letwit1, . . . ,witm, Y, πfinal be the output of Einner during the execution

of E in each probability.

Suppose by way of contradiction that there exists a polynomial p such that

for infinitely many λ ∈ N,

Pr


b = 1 ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

t · pM ≤ |x|c

 > 1

p(λ)
.
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We can rewrite this probability as

Pr



b = 1 ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

t · pM ≤ |x|c ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd


+

Pr



b = 1 ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

t · pM ≤ |x|c ∧

∃i ∈ [m] (statementi,witi) 6∈ Rupd



≤Pr



b = 1 ∧

((M,x, y, L, t), w) 6∈ RPRAM
U

t ≤ |x|c ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd


+ neglinner(λ),

by Claim 2.6.21 above. As neglinner(λ) < 1/(2p(λ)) for infinitely many λ ∈ N, this

implies that for infinitely many λ ∈ N,

Pr



b = 1 ∧

((M,x, y, L, t), w) 6∈ RPRAM
U ∧

t · pM ≤ |x|c ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd


>

1

2p(λ)
. (2.6.6)

Given this, consider the following non-uniform adversary A = {Aλ}λ∈N
which can be used to break the soundness of either C or H, where Aλ has z, s

and the description of P?λ hardcoded.

Aλ(pp, h):
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1. Sample (crssnark, stsnark) ← Gsnark(1λ). Let crs = (crssnark, pp, h) and st =

(stsnark, pp, h).

2. Compute ((M,x, y, L, t), π) = P?λ,z,s(crs). Check that t ·pM ≤ |x|c, where pM

is the number of processors used byM . If this does not hold, abort and out-

put⊥. Let (Statefinal, V
rd

final) be the final states and words in π (corresponding

to those sent in the final message).

3. Run w ← E(crs, z, s). If E outputs ⊥, abort and output ⊥. Other-

wise, let wit1, . . . ,witm be the witnesses output by Einner for statements

statement1, . . . , statementm.

4. Sample b ← Vni(st, (M,x, y, L, t), π). If b = 0, abort and output ⊥. If b = 1,

let statementi, πi be the statement and proof for the ith Lupd instance given

by π for i ∈ [m] and let Y, πfinal be the opening for the final output given by

π.

5. If there exists a j ∈ [m] such that (statementj,witj) 6∈ Rupd, abort and out-

put ⊥. Otherwise, parse each witness witj as containing an initial set of

states and words read (State(j), V rd,(j)), as well as a sequence of updates.

Let u1, . . . , ut be the sequence of t updates obtained across all m witnesses

where ui = (digesti, V
prev
i , V rd

i , πi, τi) for all i ∈ [t]. Additionally, for each

i ∈ [t], let Vi be a tuple of |Si| values, where the jth value is that of V rd
i or

V wt
i according to the corresponding operation given by Opi.

Recall that E ’s emulation defined the starting values (State0, V
rd
0 ) and val-

ues (Statei,Opi, Si, V
wt
i ) for each RAM step. Lastly, let digest0 be the initial

digest computed by V .

6. Check that E ’s emulation is consistent with the extracted updates. Specif-

ically, let K0 = 0 and let Kj be the number of updates in sub-statements 1

through j for each j ∈ [m]. If there exists a j ∈ [m] such that (State(j), V rd,(j))
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is not equal to (StateKj−1
, V rd

Kj−1
), let j be the smallest such index and

output ((State(j), V rd,(j)), (StateKj−1
, V rd

Kj−1
)). Similarly, if (Statefinal, V

rd
final) 6=

(Statet, V
rd
t ), output these four values.

7. Next, Aλ emulates the computation of M(x,w). To avoid confusion with

the values in the extracted update, we will use a superscript “?” to denote

the values computed in this emulation. Let State?0 be a tuple containing the

initial RAM state, V rd?
0 = (⊥), and D? = x||w be the initial memory string

for use by M .

For i = 1, . . . , t, do the following:

(a) Compute (State?i ,Op
?
i , S

?
i , V

wt?
i ) = parallel-step(M, State?i−1, V

rd?
i−1).

(b) Read from and write to D? by running V rd?
i = accessD

?
(Op?i , S

?
i , V

wt
i ).

Let Y ? be the tuple containing the first L′ = dL/λe words of D?, and let

y? be the concatenation of the first outlen bits from Y ?, where outlen is the

output length specified by State′m.

8. If there exists an index i such that V rd
i 6= V rd?

i , let i be the smallest

such index. Compute a digest of the empty partial string (ptr?, digest?0) =

C.Hash(pp, D⊥) and then compute (∗, π?) = C.Open(pp, ptr?, Si). Output

(i− 1,
{

(digestj, Sj, Vj, τj)
}
j∈[i−1], digest0, Si, (⊥)|Si|, π?, V prev

i , πi).

9. If Y 6= Y ?, compute a digest of the empty partial string (ptr?, digest?0) =

C.Hash(pp, D⊥) and then compute (∗, π?) = C.Open(pp, ptr?, [L′]). Output

(t,
{

(digestj, Sj, Vj, τj)
}
j∈[t], digest0, [L

′], (⊥)L
′
, π?, Y, πfinal).

10. Otherwise, abort and output ⊥.
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To analyze the success of A in breaking the soundness of C, below we argue

that (1) Aλ runs in polynomial time, (2) if Aλ outputs in steps 8 or 9 then Aλ
finds values that breaking the soundness of C, and (3) if Aλ reaches step 10, it

must be the case that ((M,x, y, L, t), w) ∈ RPRAM
U .

Given these claims, we can conclude the proof as follows. First, note that Aλ
outputs in step 6, 8, 9, or 10 whenever b = 1, (statementi,witi) ∈ Rupd for all i ∈

[m], t · pM ≤ |x|c, and E does not output ⊥. Note that if (statementi,witi) ∈ Rupd,

then the output of E is not ⊥. We can therefore break the event that A outputs

in step 6, 8, 9, or 10 into two cases as

Pr



b = 1 ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd ∧

t · pM ≤ |x|c ∧

((M,x, y, L, t), w) ∈ RPRAM
U



+ Pr



b = 1 ∧

∀i ∈ [m] (statementi,witi) ∈ Rupd ∧

t · pM ≤ |x|c ∧

((M,x, y, L, t), w) 6∈ RPRAM
U


.

We observe that the only difference between Aλ and the adversary given in the

proof of Lemma 2.6.3 for the interactive case is in steps 1, 2, 3, and 4. After step 4,

Aλ uses the witnesses it obtained identically to the adversary in the interactive

case. It therefore follows by the same logic as in Subclaim 2.6.12 that the first

term in the above probability is greater than the probability that Aλ outputs in

step 10. The second term is greater than 1/(2p(λ)) by Equation 2.6.6. Putting

these together, we get that the probability that Aλ outputs in steps 6, 8, or 9 is

greater than 1/(2p(λ)). To obtain a contradiction, we show below that Aλ runs

in polynomial time in Subclaim 2.6.24. We observe that by Subclaim 2.6.9, if Aλ
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outputs in step 6, then it finds values which violate the soundness ofH. Similarly,

by Subclaim 2.6.11, if Aλ outputs in step 8 or step 9, then it finds values which

violate the soundness of C. Therefore,Aλ can be used to break the soundness of

C or ofH with probability at least 1/(2p(λ)), in contradiction.

Subclaim 2.6.24. There exists a polynomial qA such that for every pp in the support of

C.Gen(1λ, 2λ) and h ∈ Hλ, the running time ofAλ(pp, h) is at most qA(λ) for all λ ∈ N.

Proof. The running time of Aλ is bounded by the sum of (1) the time to run

Gsnark, (2) the time to run P?λ,z,s and check its output, (3) the total amount of

time Aλ spends running E , (4) the time to run Vni, (5) the time to check that

all (statementi,witi) pairs are in Rupd, (6) the time to check for and compute an

output in step 6, (7) the time to emulate the execution of M , and (8) the time

to check for and compute an output in steps 8 and steps 9. We separately argue

that each of these runs in at most polynomial time in λ.

First, (1) is bounded by a polynomial in λ by the efficiency of Gsnark and C.Gen.

(2) is bounded by a polynomial in λ since P?λ,z,s runs in fixed polynomial time

q?(λ) for any z, s ∈ {0, 1}∗. Note that since M,x are part of the prover’s output,

then |(M,x)| is also bounded q?(λ). When Aλ does not abort after running the

prover, this implies that t · pM ≤ |x|c ∈ poly(λ). Next, (3) is bounded by a

polynomial qE(λ, t · pM) by Claim 2.6.22. This is polynomial in λ by the bounds

on |x| , t above. Note that ifAλ does not abort after running E , then by definition

of Einner, this implies that L ≤ q?(λ) and n ≤ 2λ. For (4), by succinctness, the

running time of Vni is bounded by a fixed polynomial poly(λ, |(M,x)| , L, pM , t) ∈

poly(λ) by the aforementioned bounds. For (5), it requires checking that at most

t updates are valid where each check requires a polynomial amount of work

in λ, |(M,x)| , β(λ, log n), pM , log t by definition of Lupd and the efficiency of C.
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By the above bounds, this is in poly(λ). Next, (6) requires checking equality

of (m + 1) · poly(λ) · pM values, which is bounded by a polynomial in λ since

pM ≤ |x|c and because m ∈ poly(λ) as the output length of P?λ,z,s depends on m.

Next, (7) takes t steps of computation, each of which takes time bounded by a

fixed polynomial in λ, |M | , pM by the definition of PRAM computation, which is

polynomial in λ by the above. Lastly, (8) requires (t+L+1) ·pM ·λ time to check

equality of all corresponding values. Computing the initial hash and opening

requires 2β(λ, log n) · pM ∈ poly(λ) by efficiency of C. Then, the full output has

size at most t · pM · poly(λ) ∈ poly(λ) and takes at most t · pM · poly(λ) ∈ poly(λ)

time to compute.

Therefore, the running time of Aλ is bounded by some polynomial qA(λ) for

all λ ∈ N. �

This completes the proof of Claim 2.6.23. �

This completes the proof of Lemma 2.6.19.

2.7 Main Results

We first construct a four-round SPARK in Section 2.7.1 assuming only collision

resistance. Additionally assuming the existence of a SNARK, we construct a

space-preserving, non-interactive SPARK in Section 2.7.2.
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2.7.1 Four-Round SPARKs

We consider general parallel RAM computations consisting of statements (M,x,

y, L, t) whereM is a parallel RAM machine using any pM number of processors.

If we instantiate our transformation from Section 2.6 with a succinct argument

where the prover has α? = poly(λ, log(t · pM)) overhead in depth while using at

most ρ? = pM processors, the transformation of Theorem 2.6.1 yields a SPARK

for RPRAM
U . To capture the requirements we need, we first formalize and define

this notion as a depth-preserving succinct argument of knowledge.

Definition 2.7.1 (Depth-Preserving Succinct Argument of Knowledge). A suc-

cinct argument of knowledge (P ,V) for a relation R ⊆ RTM
U is depth-preserving if

there exists a polynomial q such that (P ,V) satisfies (α, ρ)-prover efficiency for α(λ,

|(M,x, y, L)| , t, pM) = (t+ |(M,x, y, L)|) · q(λ, log(t · pM)) and ρ(λ, |(M,x, y, L)| , t,

pM) = pM .

In the following theorem, we show that a depth-preserving succinct argu-

ment of knowledge yields a SPARK.

Theorem 2.7.2. Suppose there exists a concurrently updatable hash function and a

depth-preserving succinct argument of knowledge for NP. Then, there exists a SPARK

for non-deterministic polynomial time PRAM computation.

Proof. Let (PsARK,VsARK) be a depth-preserving succinct argument of knowl-

edge for the language Lupd where |(M,x)| ∈ poly(λ) by Remark 8. Let α and

ρ be the efficiency of (PsARK,VsARK). We recall that the length of Lupd state-

ments for at most t updates is at most `upd(λ, |(M,x)| , t) ∈ log t + poly(λ), and

when using pupd(λ, pM) ∈ pM · poly(λ) processors, the verification procedure
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takes depth at most tupd(λ, |(M,x)| , t) = t · poly(λ, log t). Since (PsARK,VsARK)

is depth-preserving, this implies that there exists a polynomial q such that

α? = α(λ, `upd, tupd, pupd)/t ≤ q(λ, log(t · pM))

and ρ? = ρ(λ, `upd, tupd, pupd) = pupd ≤ pM · q(λ, log(t · pM)). Theorem 2.6.1 implies

that there exists an interactive protocol (P ,V) for RPRAM
U that satisfies SPARK

completeness and argument of knowledge for NP. Furthermore, plugging the

values for α? = q(λ, log(t · pM)) and ρ? = pM · q(λ, log(t · pM)) into the theorem,

this implies that there exists a polynomial q′ such that the following efficiency

properties hold:

• The depth of the prover is bounded by t+ |(M,x)| ·L ·q′(λ, log(t ·pM)) when

using pM · q′(λ, log(t · pM)) processors.

• The work of the verifier is bounded by |(M,x)| ·L · q′(λ, log(t · pM)) and the

length of the transcript produced in the interaction between P(w) and V is

bounded by L · q′(λ, log(t · pM)).

This immediately implies the SPARK optimal prover depth and succinctness

properties.

We will instantiate the transformation in Theorem 2.7.2 by showing that Kil-

ian’s protocol [79] with the parallelizable PCP construction of [18] is a four-

round depth-preserving succinct argument of knowledge. This results in a

SPARK from collision resistance alone. Furthermore, we will describe how to

improve the round complexity of this instantiation. Specifically, when applying

the above theorem generically to an r-round succinct argument of knowledge,

the round complexity of the resulting SPARK is roughly r ·poly(λ, log(t ·pM)). We
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will show that when using Kilian’s protocol, we can instead preserve the round

complexity, resulting in a four-round SPARK.

We next recall Kilian’s argument and the PCP we use, and then show how

this yields a four-round SPARK.

PCPs and Kilian’s succinct argument. At a high level, Kilian’s argument gives

a way to compile a probabilistically checkable proof (PCP) of knowledge into

a four-round succinct argument of knowledge. To show that Kilian’s argu-

ment can be made to be depth-preserving, we will need the PCP to also have

a depth-preserving property. We therefore start by defining a depth-preserving

PCP of knowledge. In what follows, we use the notation Vπ to denote a verifier

V with oracle access to a proof string π.

Definition 2.7.3 (Depth-Preserving PCP of Knowledge). A depth-preserving PCP

of knowledge (PCP) for a NP relation R is a pair (Ppcp,Vpcp) satisfying the following.

• Completeness: For any λ ∈ N, (x,w) ∈ R, and π ← Ppcp(1λ, x, w), it holds that

Vπpcp(1λ, x) = 1.

• Proof of Knowledge: There exists a PPT extractor E and a negligible function negl

such that for any λ ∈ N, x ∈ {0, 1}∗, and proof π ∈ {0, 1}∗,

Pr

w ← E(x, π) :
Vπpcp(1λ, x) = 1

∧ (x,w) 6∈ R

 ≤ negl(λ).

• Depth-Preserving Prover Efficiency: Let M be the Turing machine that verifies

the relation R using pM processors. There exists a polynomial q such that for any

λ ∈ N and (x,w) ∈ R, the depth ofPpcp(x,w) is bounded by t·q(λ, |x| , log(t·pM))

when using pM processors, where t is the depth of M(x,w).
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• Verifier Efficiency: LetM be the Turing machine that verifies the relation R using

pM processors. There exists a polynomial q such that for any λ ∈ N, input (x,w) ∈

{0, 1}∗, and oracle string π ∈ {0, 1}∗, Vπpcp(1λ, x) runs in time q(λ, |x| , log(t ·

pM)), where t is the running time of M(x,w).

Throughout this section, we will be focusing only on non-adaptive PCPs. In

such a PCP, both the set of queries made by the verifier and the decision al-

gorithm used by the verifier do not depend on the answers to previous PCP

queries. Thus, a non-adaptive PCP verifier can be viewed as an interactive al-

gorithm without access to π that first outputs a set of query indices I, receives

the corresponding answers according to π, and then indicates whether to accept

or reject. It will be convenient to view the PCP verifier as such when we specify

Kilian’s protocol.

We next observe that the PCP of Ben-sasson et al. [18] gives a

depth-preserving, non-adaptive PCP of knowledge. To see this, we note that

when viewing their construction as a PCP for a specific NP language, it has

the property that the PCP can be computed from the tableau of the computa-

tion in depth poly(λ, log(t · pM)) using t · pM processors. Such a PCP implies

a depth-preserving PCP of knowledge by restricting the prover to only use pM

processors at a time, which increases its depth by a factor of t and satisfies the

above definition.

To put everything together, we next recall Kilian’s succinct argument, and

discuss its efficiency when instantiated with a depth-preserving PCP. Given any

non-adaptive PCP system (Ppcp,Vpcp) for NP, Kilian’s transformation yields a

four-round interactive protocol (P ,V) defined as follows. Let L be a language

with witness relation RL. The common input to the protocol is (1λ, x) and P
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receives private input w such that (x,w) ∈ RL.

1. V samples a function h from a collision-resistant hash function family and

sends h to P .

2. P computes π ← Ppcp(1λ, x, w), computes a Merkle tree hash of π using h,

and sends the root to V .

3. V samples a set I of query indices from Vpcp(1λ, x) and sends it to P .

4. P opens up the locations in I in the Merkle tree and sends the openings

along with the authentication paths to V .

5. The verifier accepts if and only if (a) Vpcp(1λ, x) accepts given the openings

and (b) all authentication paths are valid.

The above protocol is a four-round succinct argument of knowledge if (Ppcp,Vpcp)

is a PCP of knowledge and h is a collision-resistant hash function. We note that

the second message whereP computes the PCP proof π with a Merkle tree is the

most time consuming step, and is why we need a PCP with an efficient prover.

All other steps can be computed in time poly(λ, |x| , log(t · pM)) for any PCP.

Next, we sketch why Kilian’s protocol is depth-preserving when using a

depth-preserving PCP. The prover Pkilian consists of computing a PCP π, com-

puting the Merkle tree root of π, and then opening up locations in the Merkle

tree corresponding to the verifier’s queries. By definition of a depth-preserving

PCP, computing the PCP can be done in depth t · poly(λ, |x| , log(t · pM)) with

pM processors. This results in a PCP of length t · pM · poly(λ, |x| , log(t · pM)). The

Merkle root can then be computed in depth t ·poly(λ, |x| , log(t ·pM)) with pM pro-

cessors. By the bound on the length of the PCP combined with the PCP verifier’s
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effiency, the query locations can be opened in time poly(λ, |x| , log(t · pM)). It fol-

lows that instantiating Kilian’s protocol in this way results in a depth-preserving

succinct argument of knowledge.

Constructing a four-round SPARK. We now describe our four-round SPARK

construction. We assume familiarity with the protocol of Section 2.6.2, which

we denote by (Pspark,Vspark), and which serves as the basis for the construction.

For the underlying succinct argument of knowledge in that protocol, we use Kil-

ian’s succinct argument with a depth-preserving PCP of knowledge as described

above, which we denote by (Pkilian,Vkilian).

The protocol (P ,V) for RPRAM
U is defined as follows. The common input to

the protocol is (1λ, (M,x, L, t)) and P receives private input w such that ((M,x,

y, L, t), w) ∈ RPRAM
U where y is the output of M(x,w) within t steps. When we

refer to protocol (Pspark,Vspark), we mean the protocol with the same inputs.

1. V computes the first message msg1 for Vspark and a hash function h for

(Pkilian,Vkilian). V sends (msg1, h) to P .

2. Using msg1, P runs the prover Provespark through the Compute-and-prove

step, which determines statements for them sub-protocols. For each of the

sub-protocols, P uses h to compute the second message of (Pkilian,Vkilian)

for the given statements. Recall that this consists of a Merkle tree digest of

the PCP for that part of the computation, which P stores explicitly for all

protocols. After computing all second messages in parallel, P sends them

to V at the same time.

3. V responds with the third message of (Pkilian,Vkilian) for them sub-protocols,

consisting of indices to open in each PCP.

156



4. P opens all relevant locations with authentication paths in the PCPs, and

sends the results to V along with the final message msgfinal sent by Pspark.

5. V accepts and outputs the value y specified by Vspark if all of the underlying

(Pkilian,Vkilian) protocols accept and all conditions checked by Vspark hold.

As (Pkilian,Vkilian) is a depth-preserving succinct argument of knowledge as-

suming only the existence of collision-resistant hash functions, the above con-

struction yields the following theorem.

Theorem 2.7.4 (Restatement of Theorem 2.1.3). Suppose there exists a family

of collision-resistant hash functions. Then, there exists four-round SPARK for non-

deterministic polynomial-time PRAM computation.

Proof. We consider the protocol (P ,V) defined above based which uses a

depth-preserving succinct argument of knowledge and a collision-resistant hash

function family.

The proofs of completeness and argument of knowledge for (P ,V) follow

identically to the analysis of Theorem 2.6.1, and the protocol above is defined in

four rounds.

Succinctness follows from Theorem 2.7.2, since the underlying argument is

depth-preserving. We briefly discuss prover efficiency. The prover complexity in

(Pkilian,Vkilian), which dominates the prover complexity in the four round SPARK,

comes from the second and fourth messages of the protocol. All other messages

by the prover and the verifier can be computed in time poly(λ, |(M,x)| , L, log(t ·

pM)). Without waiting for all messages of the protocol, all sub-protocols would

have finished by depth t + γ2 · (log t + 1) + β by the analysis of Lemma 2.6.13.
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Thus, the second messages of the sub-protocols will finish by this time, so the

second message will be sent by time (t+ γ2 · (log t+ 1) + β) ∈ t+ (α?)2 · |(M,x)| ·

poly(λ, log(t·pM)). The fourth message simply consists of opening locations in the

Merkle trees with authentication paths. Assuming the entire PCP is stored, this

can be computed in time poly(λ, log(t · pM)) for each ofm PCPs in parallel. Thus,

the total time for the protocol to finish is t+ (α?)2 · |(M,x)| ·L ·poly(λ, log(t ·pM)).

Again, as the underlying argument is depth-preserving, this implies that α? ∈

poly(λ, log(t · pM)) and ρ? = pM · poly(λ) as in Theorem 2.7.2, so the protocol

satisfies optimal prover depth. Thus, the resulting protocol is a valid SPARK for

RPRAM
U .

2.7.2 Non-interactive SPARKs

If we instantiate our transformation with a SNARK, as in Section 2.6.4, then

the resulting protocol is non-interactive. Furthermore, if the SNARK is

depth-preserving as in Definition 2.7.1, this implies a non-interactive SPARK.

For completeness, we define a depth-preserving SNARK and formally state this

result below. We note that the proof follows identically to that of Theorem 2.7.2.

Definition 2.7.5 (Depth-Preserving SNARK). We say that a SNARK (G,P ,V) for a

relationR ⊆ RTM
U is depth-preserving if there exists a polynomial q such that (G,P ,V)

satisfies (α, ρ)-prover efficiency for

α(λ, |(M,x, y, L)| , t, pM) = (t+ |(M,x, y, L)|) · q(λ, log(t · pM))

and ρ(λ, |(M,x, y, L)| , t, pM) = pM .

Theorem 2.7.6. Assuming there exists a concurrently updatable hash function and a
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depth-preserving SNARK for NP. Then, there exists a non-interactive SPARK for non-

deterministic polynomial-time PRAM computation.

Assuming the existence of collision-resistant hash functions, Bitansky et

al. [25] show how to transform any (possibly inefficient or preprocessing)

SNARK into a complexity-preserving SNARK using recursive proof composition

(following ideas of Valiant [103]). We show that, for parallel RAM machines M

using pM processors, their construction gives a depth-preserving SNARK when

allowing the prover to use pM processors as well. The fact that the SNARK is

complexity-preserving means that it also preserves the space complexity of the

underlying computation up to poly(λ, log(t·pM)) factors. We isolate this property

and refer to it as space-preserving, defined as follows.

Definition 2.7.7 (Space-preserving). We say that a succinct argument (P ,V) for

a relation R ⊆ RTM
U is space-preserving if there exists a polynomial q such that for

any λ ∈ N, and ((M,x, y, L, t), w) ∈ R where M(x,w) uses n ≤ 2λ space and pM

processors, it holds that the space of P is at most n · q(λ, log(t · pM)). We analogously

define space-preserving for succinct non-interactive arguments (G,P ,V).

At a high level, the transformation of [25] splits the t-time computation into

roughly t parts of size poly(λ) and constructs proofs for each part separately.

Each of these proofs are treated as independent of each other and can be com-

puted in parallel. At first, this does not provide any benefit since the verifier

would need to check roughly t distinct proofs. However, they show how to com-

bine multiple proofs by proving the existence of a set of “lower-level” proofs

that the verifier would have accepted. Using this idea, they combine proofs re-

cursively in a tree-like fashion of constant-depth until the verifier only has to

verify a single proof.
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We briefly discuss the proof of this transformation and discuss why the re-

sulting SNARK is depth-preserving. Completeness is straightforward. Prov-

ing that this transformation preserves the argument of knowledge property is

more subtle and relies on the fact that the SNARK composition only has constant

depth (without making stronger assumptions about the knowledge extractor for

the underlying SNARK). Succinctness follows as the final proof is simply a sin-

gle SNARK proof. To show that the resulting SNARK is depth-preserving and

space-preserving, we note that even if the underlying SNARK has poly(t) over-

head in time and space for a t-time computation, each individual proof will only

require poly(λ) overhead since the size of each sub-computation is only poly(λ).

Thus, the “layer one” proofs (corresponding to the proofs of the main compu-

tation) only incur a poly(λ) multiplicative overhead in the underlying depth and

space, and at most poly(λ) proofs will be processed in parallel at any time. Fur-

thermore, the composed proofs at higher levels of the tree can be computed as

soon as they are ready, and only poly(λ) proofs will be computed at any time.

Once computed, the prover can “forget” the previous parts of the computation,

so it only needs to keep information about poly(λ) proofs around, consisting of

the current “frontier” in this tree. We refer the curious reader to [25] for more

details of this proof.

Using the above SNARK transformation in our non-interactive SPARK con-

struction of Section 2.6.4, we get the following theorem assuming collision-

resistance and any SNARK. We emphasize that if the underlying SNARK is pub-

licly verifiable, then so is the resulting SPARK.

Theorem 2.7.8. Suppose there exists a family of collision-resistant hash functions

and a SNARK. Then, there exists a space-preserving, non-interactive SPARK for non-

deterministic polynomial-time PRAM computation.
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Completeness, argument of knowledge, succinctness, and optimal prover

depth all follow directly from the analysis of Theorems 2.6.18, 2.6.1, and 2.7.2. As

a result, we focus on the space complexity of the prover. The space complexity is

dominated by the sub-protocols. The space used by the computation is defined

to be n, and all other parts is bounded by (|M,x|+L)·poly(λ, log(t·pM)). If the un-

derlying SNARK is space-preserving, it holds that each subprotocol uses at most

n · poly(λ, log(t · pM)) space. There are at most m ≤ (α? + 1) log t sub-protocols,

which is bounded by poly(λ, log(t · pM)) since the protocol is depth-preserving.

Thus, the space used by all sub-protocols is at most n · poly(λ, L, log(t · pM)) as

required.

2.8 Extensions

In this section, we discuss various extensions of our main result.

2.8.1 Space-preserving Interactive SPARKs

In Section 2.7.2, we gave a transformation from SNARKs to non-interactive

SPARKs which are also space-preserving. As discussed in that section, this re-

lies on a transformation from SNARKs to complexity-preserving SNARKs due

to [25], which only works in the non-interactive setting. Specifically, if each inter-

mediate argument in that transformation requires interaction, this would make

the round complexity, and hence communication complexity, depend at least lin-

early on t. This raises the question, can we construct space-preserving (interac-

tive) SPARKs from weaker assumptions than space-preserving non-interactive
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SPARKs? We emphasize that the four-round SPARK protocol given in Sec-

tion 2.7.1 is not space-preserving. In particular, that construction requires stor-

ing an entire PCP for each sub-protocol, so it requires space that depends on the

time bound t of the underlying computation rather than the space bound.

Bitanksy and Chiesa [27] posed this question for succinct arguments of

knowledge (without the optimal prover depth requirement). They construct

four-round complexity-preserving succinct arguments of knowledge by adapt-

ing Kilian’s four-round argument. Instead of relying on PCPs in Kilian’s

blueprint, they make use of a one-round complexity-preserving multi-prover

interactive proof (MIP) of knowledge. In an MIP, there are many provers, and

they are crucially not allowed to interact with each other (otherwise it would be

equivalent to the setting of a single prover). They show how to compile such

an MIP into a succinct argument using function commitments. At a high level,

function commitments allow the prover to commit to a function without evalu-

ating it at every point, so they use the function commitments to commit to the

MIP prover algorithms. In contrast, in order to commit to a PCP string in Kilian’s

protocol, the prover needs to compute the full PCP string.

In [27], they show how to construct the required function commitments

based only on fully homomorphic encryption (FHE), and so the resulting

complexity-preserving succinct argument of knowledge is based only on FHE.

By instantiating our SPARK construction of Section 2.6.2 with their succinct ar-

gument, we get the following theorem assuming collision resistance and FHE.

Theorem 2.8.1. Suppose there exists a collision-resistant hash function family and a

secure FHE scheme. Then, there exists a space-preserving SPARK for non-deterministic

polynomial-time (sequential) RAM computations.
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The space-preserving property follows from the same observations as in the

non-interactive case. However, we note that the round complexity of the result-

ing SPARK is poly(λ, L, log(t · pM)). In short, the trick used in Section 2.7.1 to

construct a four-round SPARK using Kilian’s succinct argument does not im-

mediately work to collapse rounds as the prover needs to do quasi-linear work

both to commit to the functions of the MIP provers and to homomorphically

evaluate their responses. Additionally, we note that the complexity-preserving

succinct argument is private-coin, so the resulting space-preserving SPARK is

also private-coin.

Lastly, we remark that the complexity-preserving succinct argument of [27] is

only given for RAM (rather than PRAM computations), so the above theorem is

also only stated for sequential RAM computations. We note that it actually holds

for computations with moderate parallelism—namely, machines computable in

time twith poly(λ, log t) parallelism. At a high level, this follows because SPARKs

for sequential RAM computation generically give depth-preserving succinct ar-

guments for computation with moderate parallelism, by ignoring the parallelism

of the underlying computation and treating it as a t ·poly(λ, log t)-time sequential

computation. Applying our transformation to this results in a SPARK for mod-

erately parallel computations. We leave the extension to full PRAM computation

as future work.

Open problems. We comment on open problems left by Bitansky and Chiesa

[27], which if resolved would immediately give results for space-preserving

SPARKs. The first is to construct complexity-preserving PCPs. Using such a

PCP in Kilian’s argument would yield a complexity-preserving, public-coin, suc-

cinct argument. In turn, this can be used to construct a space-preserving, public-
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coin, four-round SPARK, by the techniques described in Section 2.7.1. Next, is

it possible to construct a complexity-preserving, public-coin, succinct argument

without going through PCPs and Kilian’s transformation? Again, this would at

least give a space-preserving, public-coin SPARK, although not necessarily with

constant round complexity.

2.8.2 Proof Composition

We recall that in the transformation from succinct arguments to SPARKs, the

prover proves m ≤ (α? + 1) · log t separate sub-protocols, where recall α? is the

overhead in depth of the underlying argument and t is the depth of the computa-

tion. This requires that the prover communicatem proofs, and the verifier needs

to check all of them. Even when the underlying argument is depth-preserving,

the number of protocols m ∈ poly(λ, log(t · pM)) may be undesirable.

In the non-interactive setting, the prover can generically compose proofs such

that the prover only has to send—and the verifier only has to verify—a single

SNARK proof. Specifically, let Π1, . . . ,Πm be the m underlying SNARK proto-

cols with statements statementi and witnesses witi for each i ∈ [m]. The prover

will initially compute proofs π1, . . . , πm for each statement, which takes at most

t + poly(λ, log(t · pM)) time. At this point, the prover can send a hash of all m

statements, witnesses, and proofs to the verifier and additionally use the SNARK

to prove that it knows a set of statements, witnesses, and proofs which (1) the

original SPARK verifier would have accepted and (2) are consistent with the

provided hash. This additional work only incurs an additive poly(λ, log(t · pM))

delay by the prover, so the resulting protocol still satisfies the optimal prover
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depth property required by a SPARK. This is a standard proof composition tech-

nique (see [103, 25] for more details), and because this only requires one level

of recursive composition, the argument of knowledge property is preserved.

In the interactive setting, proof composition does not generically work as de-

scribed above to reduce communication and verifier complexity. However, in the

case of Kilian’s protocol and our construction in Section 2.7.1, we can do proof

composition to reduce communication and verifier complexity at the cost of two

extra messages of communication. At a high level, instead of sending the roots of

the Merkle tree for all m PCPs, the prover hashes all of the statements and roots

together and sends it to the verifier. This takes at most t+poly(λ, log(t ·pM)) time

to finish the first prover message. At this point in time, the verifier sends ran-

domness to specify challenge queries for them PCPs (which can be compressed

using a pseudo-random generator). The prover then uses a four-round succinct

argument of knowledge to prove that it knows a set of openings consistent with

the hash answering all of the PCP queries that the verifier would have accepted.

The complexity of this statement is only poly(λ, log(t · pM)), so it only incurs an

additional poly(λ, log(t · pM)) delay in the protocol as required. The argument

of knowledge analysis follows similarly to the non-interactive setting. Further-

more, at the end of the protocol, the verifier only needs to check a single succinct

argument of knowledge at the cost of an extra round of communication.

2.8.3 Efficiency Tradeoffs

We note that for some applications, requiring optimal prover depth may not be

necessary. There may be a hard constraint on the time to finish the proof (e.g.
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compute the proof within 1 hour) or on the number of processors (e.g. com-

pute the proof as fast as possible using p processors). We emphasize that the

construction in Section 2.6.2 is flexible to these varying needs depending on the

specific application. Specifically, by choosing γ appropriately (which recall cor-

responds to the fraction of the remaining computation to compute and prove at

each step), we can handle any pre-specified prover running time or achieve the

best-possible running time given a fixed number of processors.

2.9 Witness-Extended Emulation

In this section, we define the notion of witness-extended emulation for succinct

arguments, and show that this implies the argument of knowledge definition of

Definition 2.3.2.

Recall that for a non-uniform prover P? = {P?λ}λ∈N, we let P?λ,z,s denote the

machine P?λ with auxiliary input z and randomness s fixed. Additionally, we let

View
P?λ,z,s
V (1λ, (M,x, y, L, t))

denote the distribution representing the view of V when interacting with P?λ,z,s
on input 1λ and (M,x, y, L, t). Additionally, we let AccV(view) be the predicate

that outputs 1 if a view view is accepting for V and 0 otherwise. The definition

below is based on the definition of Lindell [84] and extended to the case of argu-

ments similar to [68]. We additionally modify the definition to capture relations

R ⊆ RTM
U similar to [13] as discussed in Section 2.3.3.

Definition 2.9.1 (Witness-Extended Emulation for NP Arguments). Let (P ,V) be

an interactive argument for a relationR ⊆ RTM
U . Let WE be a probabilistic machine that
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is given as input a security parameter 1λ, a statement (M,x, y, L, t), and oracle access

to a machineP?λ,z,s. We let WE
P?λ,z,s
1 (1λ, (M,x, y, L, t)) and WE

P?λ,z,s
2 (1λ, (M,x, y, L, t))

denote the first and second outputs of the emulator, respectively.

We say that WE is a witness-extended emulator for (P ,V) and R if there exists

a polynomial q such that for every non-uniform probabilistic polynomial-time prover

P? = {P?λ}λ∈N and every constant c, there exists a negligible function negl such that

for every λ ∈ N, (M,x, y, L, t) with |(M,x, t, y)| ≤ λ, L ≤ λ, and t ≤ λc, and every

z, s ∈ {0, 1}∗, the following hold:

1. WEP
?
λ,z,s(1λ, (M,x, y, L, t)) runs in expected polynomial time q(λ, t).

2. The view output by WE1 is identically distributed to the view of V in a real inter-

action with P?λ,z,s. That is, the corresponding distributions satisfy

WE
P?λ,z,s
1 (1λ, (M,x, y, L, t)) ≡ View

P?λ,z,s
V (1λ, (M,x, y, L, t)).

3. The probability that WE1 outputs an accepting view for V , and yet WE2 does not

output a correct witness, is negligible. That is,

Pr

 AccV
(
WE

P?λ,z,s
1 (1λ, (M,x, y, L, t))

)
= 1

∧
(

(M,x, y, L, t),WE
P?λ,z,s
2 (1λ, (M,x, y, L, t))

)
6∈ R

 ≤ negl(λ).

We next show that the above definition of witness-extended emulation im-

plies the argument of knowledge definition in Section 2.3.3 for NP relations.

Lemma 2.9.2. Let (P ,V) be succinct argument for a relation R ⊆ RTM
U . If there exists

a witness-extended emulator WE for (P ,V) and R, then (P ,V) satisfies the argument

of knowledge for NP condition in Definition 2.3.2.

Proof. Using WE, we construct a probabilistic oracle machine E as required. Re-

call that both E and WE receive as input (1λ, (M,x, y, L, t)) and get oracle access
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to a prover P ?
λ,z,s, while E additionally gets oracle access to a verifier Vr with

uniformly sampled randomness fixed to r. Let `(λ) denote the length of the ran-

domness r used by V(1λ, ·). We define EP?λ,z,s,Vr as follows.

EP?λ,z,s,Vr(1λ, (M,x, y, L, t)):

1. Emulate the view between P ?
λ,z,s and Vr on input (1λ, (M,x, y, L, t)). If Vr

rejects in this view, output ⊥.

2. Sample (view, w) ← WEP
?
λ,z,s(1λ, (M,x, y, L, t)) until AccV(view) = 1 or 22λ

iterations have passed.

• If AccV(view) = 1 at any point, output the corresponding witness w.

• Otherwise, for all strings w ∈ {0, 1}t, output the first one such that

((M,x, y, L, t), w) ∈ R or ⊥ if none exist.

It remains to prove that E satisfies the argument of knowledge for NP re-

quirements of Definition 2.3.2. Specifically, let P? = {P?λ}λ∈N be a non-uniform

probabilistic polynomial-time prover and c be any constant. We need to show

that there exists a negligible function negl such that for every λ ∈ N, (M,x, y, L,

t), z, s ∈ {0, 1}∗ with |(M,x, y, t)| ≤ λ, L ≤ λ, and t ≤ |x|c, the following hold:

• Running time: EP?λ,z,s,Vr(1λ, (M,x, y, L, t)) runs in expected time q(λ, t) for

some polynomial q (independent of P? and c), where the expectation is

over a uniformly chosen r ← {0, 1}`(λ) and the randomness of E .

• Correctness: It holds that

Pr

 r ← {0, 1}`(λ)

w ← EP?λ,z,s,Vr(1λ, (M,x, y, L, t))
:
〈P?λ,z,s,Vr〉(1λ, (M,x, y, L, t)) = 1

∧ ((M,x, y, L, t), w) 6∈ R


≤ negl(λ).
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We next focus on each of these conditions.

Running time. For the running time, we first note that by succinctness of

(P ,V), there exists a polynomial q1 such that the number of messages and total

communication betweenP?λ,z,s andVr is bounded by q1(λ, log t). This also bounds

the running time of emulating the interaction between P?λ,z,s and Vr given oracle

access to each machine. If Vr rejects, we are done.

Otherwise, we define the value

ε = Pr
[
r ← {0, 1}`(λ) : 〈P?λ,z,s,Vr〉(1λ, (M,x, y, L, t)) = 1

]
,

which is greater than 0 in the case that Vr accepts for some choice of r. For the

analysis of the expected running time, we note that we continue with probability

ε where Vr accepts.

In this case, we first try running WE until its first output is an accepting

view. By definition of witness-extended emulation, it holds that the first out-

put of WE is identically distributed to the real interaction between P?λ,z,s and V ,

so this means we will run WE at most 1/ε times in expectation. By definition of

WE, there exists a polynomial q2 such that each run of WE takes expected q2(λ, t)

time. So, this contributes at most ε · (1/ε) · q2(λ, t) = q2(λ, t) to the expected

running time.

We lastly consider the case where 22λ independent iterations pass without

finding an accepting view. This event occurs with probability (1 − ε)2
2λ given

that Vr initially accepted. In this case, we run in time 2t · poly(λ, t) to emulate

M on all choices of w of size at most t. Let B be this time to brute-force, which

in particular is bounded by 22λ/2 for sufficiently large λ, since t ≤ |x|c. Thus,
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this case contributes a factor of at most ε · (1− ε)22
λ

· B to the expected running

time. We show that this is in fact bounded by 1, at least for sufficiently large

λ. In the case that ε < 1/B, this clearly holds. When ε ≥ 1/B, we can bound

(1 − ε)22
λ

≤ (1 − 1/B)B·(2
2λ/B) ≤ (1/e)2

2λ/2 ≤ 1/B, using the fact that B ≤ 22λ/2

for sufficiently large λ. Thus, for any value of ε, it holds that ε · (1− ε)22
λ

·B ≤ 1

for sufficiently large λ, so in particular is bounded by some polynomial q3(λ, t)

(to account for small values of λ where this is not necessarily bounded by 1).

Putting it all together, we upper bound the expected running time of E by

q1(λ, log t) + q2(λ, t) + q3(λ, t) = q(λ, t),

for some polynomial q, independent of P?λ,z,s, as required.

Correctness. For correctness, suppose by way of contradiction that there exists

a polynomial p such that for infinitely many λ ∈ N,

Pr

 r ← {0, 1}`(λ)

w ← EP?λ,z,s,Vr(1λ, (M,x, y, L, t))
:
〈P?λ,z,s,Vr〉(1λ, (M,x, y, L, t)) = 1

∧ ((M,x, y, L, t), w) 6∈ R


> 1/p(λ).

We show this contradicts the correctness property for WE. For notational conve-

nience, we first define the following events:

• We say WE1 accepts when AccV
(
WE

P?λ,z,s
1 (1λ, (M,x, y, L, t))

)
= 1, and WE2

is valid when
(

(M,x, y, L, t),WE
P?λ,z,s
2 (1λ, (M,x, y, L, t))

)
∈ R, where the

probabilities are over the randomness of WE.

• We say Vr accepts when 〈P?λ,z,s,Vr〉(1λ, (M,x, y, L, t)) = 1, and w is valid

when ((M,x, y, L, t), w) ∈ R, where the probabilities are over a random

r ← {0, 1}`(λ) and w ← EP?λ,z,s,Vr(1λ, (M,x, y, L, t)).
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Towards a contradiction, we consider the event where the witness w output

by E is valid given that Vr accepts. Let BF be the event that WE1 fails to accept

for 22λ iterations, at which point E will always output a valid witness w (if one

exists). We note that since M is a Turing machine that runs in time at most t, it

can only read the first t bits of its input string. Thus, if any valid witness exists,

there will exist a witness of length at most t which will be found by brute force

search. When BF does not occur, E samples a uniformly random output of WE2

conditioned on WE1 accepting. In the case where there exists any valid witness

w for ((M,x, y, L, t), w) ∈ R, this implies that

Pr [w is valid | Vr accepts]

= Pr [BF] · 1 + (1− Pr [BF]) · Pr [WE2 is valid | WE1 accepts]

≥ Pr [WE2 is valid | WE1 accepts] .

For the case where there does not exist a valid witness, note that this inequality

still holds as both terms are simply zero. Considering the complement events,

this implies that

Pr [w is invalid | Vr accepts] ≤ Pr [WE2 is invalid | WE1 accepts] .

Because Pr [WE1 accepts] = Pr [Vr accepts], it follows that

Pr

 Vr accepts

∧ w is invalid

 ≤ Pr

 WE1 accepts

∧WE2 is invalid

 .
However, this implies that Pr [WE1 accepts ∧WE2 is invalid] > 1/p(λ) for some

polynomial p, in contradiction.

We conclude this section by relating our argument of knowledge definition

forNP (Definition 2.3.2) to the standard definition given by [14]. In the standard
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definition, the extractor E has oracle access to P?λ,z,s, always extracts a witness,

and runs in expected time p(λ)/(ε(λ) − κ(λ)) for a polynomial p, where ε(λ) is

the success probability of P?λ,z,s and κ(λ) is the knowledge error (where these

functions may additionally depend on the statement length).

Recall that Lindell showed that the standard definition for proofs of knowl-

edge implies witness-extended emulation for proofs [84]. The difference be-

tween that definition of witness-extended emulation for proofs and ours for

NP arguments (Definition 2.9.1) is that, in addition to being for arguments

rather than proofs, our requirements are for statements (M,x, y, L, t) with

|(M,x, t, y)| ≤ λ, L ≤ λ, and t ≤ λc. We also allow the emulator to run in

time polynomial in λ, t (similar to universal arguments), rather than simply in

λ.

We observe that upon making these same modifications to the standard ar-

gument of knowledge definition, it follows by [84] that the resulting definition

implies witness-extended emulation for arguments. By combining this with

Lemma 2.9.2, we conclude that Definition 2.3.2 is implied by a more standard

definition.
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CHAPTER 3

PARALLELIZABLE DELEGATION FROM LWE

This chapter contains joint work with Cody Freitag (Cornell Tech) and Rafael

Pass (Cornell Tech).

3.1 Introduction

In an interactive proof system, a prover interacts with a verifier in order to con-

vince the verifier of the validity of some computational statement. In this work,

we focus on the application of proof systems to computational delegation, where

a weak verifier outsources a potentially expensive computation to a powerful

yet untrusted prover, who performs the computation and returns the output

as well as a proof certifying its validity. We focus on delegating deterministic

polynomial-time computation with the non-trivial requirement that the proof

system is succinct [79, 91], meaning that the verifier’s running time and the

length of the communication between the prover and verifier is essentially in-

dependent of the running time of the delegated computation.

Interest in succinct delegation has exploded in recent years due to its

many applications in internet-scale, distributed protocols like blockchains and

cryptocurrencies. Two key features for enabling these applications are non-

interactivity and public verifiability. Non-interactivity stipulates that a proof

consists of just a single message to the verifier, and public verifiability means that

any third party can trust the validity of the proof. Such delegation schemes are

known as publicly-verifiable SNARGs (succinct, non-interactive, arguments),
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and have seen immense effort in recent years from both the applied and the-

oretical communities in cryptography (see, e.g., [94, 17, 24, 15, 44]).

On the theory side, constructing publicly verifiable SNARGs from standard

assumptions was previously elusive for many years, partially because of inher-

ent bottlenecks for constructing SNARGs for all of NP from falsifiable assump-

tions [63]. However, the beautiful recent works of Kalai, Paneth, and Yang [75]

and Choudhuri, Jain, Jin [44] have shown that when restricting to languages

in P, SNARGs can be constructed from falsifiable assumptions, including most

recently from the polynomial hardness of LWE [44].

On Parallel Prover Efficiency. Aside from improving the underlying assump-

tions, a major bottleneck for the adoption of SNARGs has been prover efficiency.

There have been many works (e.g., [27, 48, 106, 69, 30, 31] to name a few) fo-

cused on improving the asymptotic efficiency of the prover as much as possible

under various assumptions. In the setting of delegation, this means that the

running time of the prover should ideally be as close as possible to the time t

of the delegated computation, which is inherent for the prover to even compute

the output itself. To date, the best asymptotic constructions achieve quasi-linear

overhead by the prover, with running time t ·poly(λ, log t) where λ is the security

parameter.

Recently, the work of Ephraim, Freitag, Komargodski, and Pass [59] showed

how to construct parallelizable delegation schemes (called SPARKs) where the

prover has parallel running time t+ poly(λ, log t) (i.e., with only additive overhead

and no multiplicative overhead) using only a modest number, poly(λ, log t), of

processors. Their protocols even work for NP, but at the cost of either assum-
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ing SNARKs (succinct non-interactive arguments of knowledge) for NP—that

are only known to exist from non-standard and non-falsifiable assumptions—or

only achieving an interactive protocol (assuming just standard collision-resistant

hash functions). Thus, the state-of-the art leaves open the question of whether

we can get a non-interactive delegation scheme, even just for P, with tight prover

efficiency from standard (falsifiable) assumptions.

We refer to such publicly verifiable, succinct, parallelizable delegation

schemes as SPARGs (succinct parallelizable arguments) for P, following the no-

tation of SPARKs from [59].

In this work, we resolve the above-mentioned problem, constructing the first

non-interactive delegation schemes where the prover has t+ poly(λ, log t) paral-

lel running time using poly(λ, log t) processors based on standard assumptions.

More precisely, our construction only relies on the polynomial hardness of the

LWE assumption.

Theorem 3.1.1 (SPARGs for P from LWE; Informal (see Corollary 3.5.2)). As-

suming hardness of LWE, there exists a non-interactive SPARG for P.

We additionally strengthen the above theorem by showing a SPARG for com-

putations that are themselves parallelized. As a corollary, we give the first con-

struction of a Verifiable Delay Function (VDF) [32] from standard (polynomial)

hardness assumptions.
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3.1.1 Our Results in More Detail

Let us present our results in more detail. As a starting point for our work, we

observe that SPARGs for P can be constructed based on the notion of RAM dele-

gation, following the framework of the SPARK construction due to [59], so long

as the RAM delegation scheme satisfies quasi-linear prover efficiency. RAM delega-

tion is known under various assumptions, and most recently was shown secure

under LWE [44]. Unfortunately, known RAM delegation schemes do not satisfy

the quasi-linear prover efficiency that we desire. Therefore, our main result is

to show how to adapt existing schemes to satisfy a notion of efficiency that will

suffice for our construction.

Updatable RAM Delegation. We start by defining the notion of an updatable

RAM delegation scheme with quasi-linear efficiency. From an efficiency per-

spective, this is weaker than a (non-updatable) RAM delegation scheme satis-

fying quasi-linear efficiency. Nevertheless, we show that it suffices for our pur-

poses, and can be constructed by relying on the RAM delegation scheme of [44].

At a high level, an updatable RAM delegation scheme is a delegation scheme

for RAM computations that allows for incremental updates and proofs for in-

termediate pieces of the overall computation. Specifically, a prover can per-

form part of a computation and obtain the resulting state as well as some ad-

ditional auxiliary information aux corresponding to this section of the computa-

tion. Given aux, it can then continue to update the computation to a new state,

producing a new piece of auxiliary information aux′. The auxiliary information

aux for any sub-computation can be used as a “witness” to efficiently compute a

proof for the corresponding piece of the computation. (We note that the proof
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is for a deterministic computation, but the auxiliary input/ witness is provided

for efficiency purposes.) This enables a large computation to be updated and

proved in different pieces, and in particular allows for taking advantage of the

prover’s knowledge of aux, from running the computation, in order to generate

a proof with significantly less overhead.

In more detail, we require an updatable delegation scheme with the following

efficiency properties:

• Efficiency of computing aux: Given a RAM configuration cf, auxiliary in-

formation auxcf , and time t, the new configuration cf ′ and its associated

auxiliary information auxcf′ that results after t steps of computation start-

ing from cf can be computed in time t+ poly(λ) using poly(λ) parallel pro-

cessors.

• Efficiency of generating proofs given aux: Given the auxiliary informa-

tion aux corresponding to a t step transition from initial configuration cf

to final configuration cf ′, a proof of correctness for this transition can be

generated in time t ·poly(λ, log t). For an updatable scheme, we refer to this

as quasi-linear prover efficiency. (Note that this is a stronger efficiency re-

quirement than the one used in [44], where the prover running-time would

grow with |cf|.)

Let us highlight that any RAM delegation scheme is also an updatable one (by

simply letting aux be empty), but does not necessarily satisfy quasi-linear over-

head when generating proofs given aux. Using the auxiliary information, aux, is

helpful for us in achieving this prover efficiency. In particular, we show how to

combine the ideas behind the SNARG construction of [44] with the updatable
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hash tree from [59] to get an updatable RAM delegation from LWE with the

desired efficiency.

Theorem 3.1.2 (Efficient Updatable RAM Delegation; Informal (see Theo-

rem 3.4.4)). Assuming hardness of LWE, there exists a succinct, publicly verifiable,

updatable RAM delegation scheme with quasi-linear prover efficiency.

SPARGs from updatable RAM delegation. Next, we show how to adapt the

SPARK construction of [59] to rely on any updatable RAM delegation scheme

with quasi-linear prover efficiency, rather than relying on SNARKs with quasi-

linear prover efficiency. We highlight that the construction in [59] relied on

the proof of knowledge property of the underlying delegation scheme (i.e., the

SNARK in use) and it is not known how to replace it with just a SNARG. This

is why we resort to using the more complicated object of an updatable RAM

delegation scheme with quasi-linear prover efficiency.

Theorem 3.1.3 (SPARGs from Updatable RAM Delegation; Informal (see Theo-

rem 3.5.1)). Assume the existence of a succinct, publicly verifiable, updatable RAM del-

egation scheme with quasi-linear efficiency. Then there exists a non-interactive SPARG

for P.

Theorem 3.1.1 then follows as a direct corollary of Theorems 3.1.2 and 3.1.3.

We also extend this result to the setting of parallel computations. Specifically,

given a computation that can be done in time t with p processors, we show a

SPARG that preserves depth by running in time t+ poly(λ, log(t · p)), while only

using p · poly(λ, log(t · p)) processors. This is in contrast to the naive approach

of using the above SPARG for sequential computations, which would naively

result in parallel time that depends on the total work t ·p rather than the depth t.
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We obtain this result by extending the updatable RAM delegation scheme above

to be depth preserving for parallel computations—that is, both the parallel time

and processors used by the delegation scheme scale quasi-linearly with that of

the computation.

Theorem 3.1.4 (SPARGs for Parallel Computations; Informal (see Theo-

rem 3.6.9)). Assume the existence of a succinct, publicly verifiable, updatable RAM

delegation scheme for parallel computations that is depth-preserving. Then there exists

a non-interactive SPARG for polynomial-time, parallel computations.

Verifiable Delay Functions from Standard Assumptions. Finally, we observe

that one of the main applications of non-interactive SPARKs for P from [59]

was to constructing verifiable delay functions [32]. Roughly speaking, a VDF is

publicly-verifiable function that can be computed in time t, but cannot be notice-

ably sped up with poly(t) processors. VDFs have important applications in gen-

erating trusted randomness in distributed applications (see [32, 1, 2] for more

details).

[59] showed that any function f can be made verifiable essentially “for free”,

by computing the output of the f and a proof certifying its correctness using

a SPARK for f , and that a VDF can be obtained by simply computing any se-

quential function—that is, a function that can be computed in time t, but can-

not be noticeably sped up with poly(t) processors—with a SPARK. But given

that non-interactive SPARKs are only known based on non-falsifiable assump-

tions, this only gave new VDF constructions assuming non-falsifiable assump-

tions (namely, the existence of SNARKs for NP).

We note, however, that the transformation in [59] actually does not rely on
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the argument of knowledge property of the underlying SPARK and a SPARG for

parallel P computations suffices. Consequently, we can achieve the same results

but replacing the SNARK assumptions from [59] with just polynomial hardness

of LWE.

Theorem 3.1.5 (VDFs from LWE and any sequential function; Informal (see

Corollary 3.7.2)). Assuming the (polynomial) hardness of LWE and the existence of a

sequential function, there exists a verifiable delay function.

Let us highlight that the assumption that sequential functions exist is neces-

sary for the construction of a VDF—any VDF trivially is a sequential function.

On top of this minimal assumption, our construction only assume the hardness

of LWE. As far as we know, before our work, it was not known how to get VDF

(in the plain model, without random oracles) based on any standard polyno-

mial hardness + the assumption that sequential functions exist. In particular,

previously, VDFs were known based on either (a) iteratively-sequential functions1

and SNARGs [32], (b) sequential functions and SNARKs for NP [59], or (c)

sub-exponential LWE assumption and the sequentiality of repeated squaring in

a group of unknown order [85], or various construction in the random oracle

model [96, 105, 58]. We emphasize that in terms of practical efficiency, our con-

struction does not compete with constructions in the ROM (such as [96, 105]),

but our goal here is simply to show that VDFs as a primitive can be based on

standard hardness assumptions.

As pointed out in [59], since a SPARG makes any deterministic computa-

tion verifiable, our transformation applies to sequential functions that may sat-

isfy other properties like memory-hardness. We note that memory-hardness is
1An iteratively sequential function f has the property that the t-wise composition f (t) of f

cannot be computed faster than computing f sequentially t times, even with poly(t) processors.
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useful for ASIC-resistance in VDFs, making so attackers cannot easily invest in

special-purpose hardware and gain an advantage in computing the VDF quicker.

Informally, a memory-hard sequential function is a sequential function that addi-

tionally requires a large memory footprint throughout the computation (for a

more formal treatment, see, e.g., [55, 57, 9, 8, 6, 7, 54] for examples of differ-

ent definitions and constructions of candidate memory-hard functions). It fol-

lows that our techniques can be used to achieve a memory-hard VDF based on

the hardness of LWE and the existence of any memory-hard sequential function

(and our result is not tailored to any specific definition of memory-hardness).

Previously, the only known construction of a memory-hard VDF was the con-

struction in [59] which relied on the existence of a memory-hard sequential func-

tion and SNARKs for NP.

3.1.2 Related Work

We first focus on the computational assumptions needed for SNARGs and RAM

delegation. In the setting of information-theoretic security, the celebrated pro-

tocols of Goldwasser, Kalai, and Rothblum [66] and Reingold, Rothblum, and

Rothblum [99] first showed how to construct interactive delegation protocols for

bounded depth and bounded space computations, respectively. Shifting our

attention to simple 2-round protocols or non-interactive protocols in the CRS

model with only computational security, Kalai, Raz, and Rothblum [77] con-

struct privately verifiable delegation for any time and space Turing machines based

on the quasi-polynomial hardness of LWE. Kalai and Paneth [74] extend this to

the setting of privately verifiable RAM delegation, and it was shown how to im-

plement this approach based on polynomial-hardness assumptions by Brakerski,
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Holmgren, and Kalai [36]. Holmgren and Rothblum [69] show how to imple-

ment the approach of [77] for RAM delegation with a specific no-signaling MIP

with quasi-linear overhead in both time and space, based on the subexponential

hardness of LWE. Kalai, Paneth, and Yang [75] achieved the first publicly verifi-

able RAM delegation scheme based on a new falsfiable decisional assumption on

groups with bilinear maps. Jawale, Kalai, Khurana, and Zhang [72] show how

to achieve publicly verifiable delegation for bounded depth computation from

subexponential hardness of LWE. Finally, Choudhuri, Jain, and Jin [44] construct

publicly veriable RAM delegation from polynomial hardness of LWE.

We note that implicit in the works of [74, 36, 75, 44], building off the tech-

niques of [77], is the notion of a quasi-argument for a class of restricted NP state-

ments. This is an argument system that has a special “no-signaling” extractor for

certain NP languages that is used to prove soundness of RAM delegation state-

ments relative to an associated hash tree.

Efficient PCPs. We note that many SNARGs and delegation protocols are

based on probabilistically checkable proofs (PCPs) building off the protocols

of Kilian [79] (in the interactive setting) and Micali [91] (in the random oracle

model using the Fiat-Shamir heuristic [61]). Originally PCP constructions re-

quired polynomial length and prover running time [11, 10]. Ben-Sasson and Su-

dan [22] gave the first construction of a PCP with quasi-linear overhead, mean-

ing that a PCP for a t-time (possibly non-deterministic) computation had overall

size t · polylog(t). Subsequent work by [18] give a highly parallelizable PCP that

can be computed in parallel time polylog(t) with t processors, after computing the

computation tableau. Interactive oracle proofs (IOPs) are a multi-round general-

ization of PCPs, introduced in [99] and [21], that are also useful for delegation
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protocols. There is a fruitful line of work [16, 20, 101] resulting in linear-size

IOPs useful for delegation, although the prover still runs in at least quasi-linear

time.

Parallelism in proofs. The works of [32] and [52] first introduced the tech-

nique of computing a proof in parallel to a computation in order to improve the

prover’s parallel efficiency. They first applied this technique to iteratively se-

quential functions, which necessarily have low space, in the context of verifiable

delay functions. The work of [59] shows how to apply this technique generi-

cally to any, not necessarily space bounded, computation. However, their generic

transformation requires interaction or relies on SNARKs in the non-interactive

setting.

3.2 Techniques

In this section, we give an overview of our SPARG constructions. Our construc-

tions will be for RAM computations, so we start with a brief overview of our

model. Recall that a RAM machine M is an algorithm with random access to a

(possibly long) string D in memory, and keeps a small local state state. At each

step of computation, M reads or writes to a location in memory and updates its

local state. We say that M(x) outputs y in t steps if, when the initial memory

of M contains x, after t steps the local state has a special halting symbol and y

is written to memory. The configuration cf of a RAM machine at any step of the

computation consists of its memory and local state, and hence fully describes the

computation at that point.
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3.2.1 SPARGs from LWE

In this section, we overview our construction of SPARGs forP. Our starting point

is the non-interactive SPARK construction for NP [59], henceforth the EFKP con-

struction, presented in Chapter 2. Recall that to construct SPARGs, we are only

concerned with proving soundness for deterministic, polynomial-time computa-

tions, whereas the SPARK construction is an argument of knowledge, which is

a stronger notion that in turn relies on assumptions that are too strong for our

setting. We start by giving an overview of the SPARK construction, and then

discuss how we modify it to achieve SPARGs from weaker assumptions.

SPARK construction. To prove that a M(x) = y in t steps, recall that the goal

is for the SPARK prover to run in time at most t + polylog t. The high-level ap-

proach of EFKP is to split the computation into sub-computations, and give a

SNARK proof for each sub-computation in parallel to computing and proving

subsequent steps of the computation.

To illustrate this, suppose that the underlying SNARK requires time 2k to

prove k steps of RAM computation. Then, the largest portion of computation

that can be computed and proven by time t is k = t/3, as one can spend time

t/3 computing these steps of the computation, and then spend time 2t/3 prov-

ing that it was done correctly, thus obtaining a proof π1 of the first t/3 steps by

time t. The observation of EFKP (following prior works [32, 52]) is that this

idea can be applied recursively. Specifically, while π1 is being proven, they con-

tinue by computing and proving 1/3 of the remaining computation in parallel

to proving π1. Overall, they show that this results in roughly O(log t) “threads”,

where each thread computes 1/3 of the remaining computation, and then begins
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a SNARK proof while the next parallel thread starts computing. Thus, the full

SPARK proof consists of O(log t) SNARK proofs, all completing by time t. More

generally, if the underlying SNARK could prove k steps of computation in time

α? · k, then this would result in having roughly α? · log t proofs (and parallel

processors).

While this approach seems promising, it only gives a SPARK for computa-

tions with bounded memory size. In particular, it requires giving proofs about

intermediate states of the RAM computation. Since the intermediate state of a

RAM computation is its configuration cf, the above approach requires using the

SNARK to prove statements of the form (M, cf, cf ′, k) stating the M transitions

from configuration cf to configuration cf ′ in time k. However, the size of each

configuration scales with the memory size ofM , and thus giving SNARK proofs

for these statements will depend on the memory size as well.

To remedy this, rather than proving thatM transitions from cf to cf ′ in k steps,

EFKP show that the prover can maintain an updatable digest rt to the configura-

tion at any given time step, and prove that there exists a sequence of k updates

to rt, according to M , that result in rt′. At a high level, the digest corresponds

to a Merkle tree of the memory at each time step based on a collision-resistant

hash function, and each time M reads or writes to memory, the corresponding

update is done to the Merkle tree. At the end of the computation, the prover can

simply open the bits of the output y with respect to the final digest, which the

verifier can then check efficiently.

Crucially, each update to the digest can be certified with a very short proof

(corresponding to its authentication path in the Merkle tree). Therefore, they

rely on a SNARK for the NP language Lupd that where an instance (M, rt, rt′, k)
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has a witness consisting of the k updates to the Merkle tree. The relation for

this language has complexity roughly k · poly(λ), as it only requires running M

for k steps and checking that each update was done correctly. It is therefore

feasible to have a SNARK where the prover overhead for provingLupd statements

is independent of t. Specifically, EFKP instantiate this framework with a SNARK

with quasilinear overhead, where an instance corresponding to k updates can be

proven in time roughly k · poly(λ, log k).

Relaxing SPARKs to SPARGs. Given that the EFKP construction relies on an

underlying argument of knowledge, a natural approach to constructing a SPARG

is to replace the underlying SNARK with a SNARG, and try to prove soundness

for computations in P.

Consider the following straightforward attempt to prove soundness with this

approach. Suppose for contradiction that there exists an adversary A who suc-

ceeds at convincing the verifier of a false statement (M,x, t, y) where M(x) 6=

y. Following the EFKP construction, this means that A outputs sub-proofs

π1, . . . , πm, where the ith sub-proof certifies that M transitions from digest rti−1

to digest rti in some number of steps. Ideally, we would like to say that if the

statement itself is false, then there must be a sub-proof corresponding to a false

statement, hence breaking soundness of the underlying SNARG. However, we

cannot claim that this is the case—all the sub-proofs could correspond to true

statements if one of them contains a collision in the hash function.

Specifically, it could be the case that for some i, the sequence of updates used

by A to prove that rti−1 transitions to rti corresponds to a “divergent” path of

computation, and in reality M makes a different sequence of updates after the

186



step corresponding to rti−1.

The proof of [59] relied on the extractability of the SNARK to show that if

all sub-statements were true, then Amust be able to produce a hash collision at

the point where the computation diverged, in contradiction. However, if we are

only relying on a SNARG, we have no way to extract the collision and reach a

contradiction.

Nevertheless, we have one advantage over the EFKP approach which we have

not yet used—we are only trying to prove soundness for deterministic computa-

tions, whereas their proof had to hold even for non-deterministic ones. In par-

ticular, this means that given M,x, we can actually compute the true sequence

of updates in polynomial time, and thus determine exactly in which sub-proof

the computation diverged.

This does not quite solve the problem, because we still have no way to ex-

tract a collision between rti−1 and rti. However, it does capture an important

soundness property, which will turn out to be the key component of our con-

struction. Observe that the above proof of soundness would succeed if the un-

derlying SNARG satisfied the following:

No PPT adversary A can produce a proof π, a transcript of the com-

putation of M as well as digests rt, rt′ and some number of steps k

such that (a) the verifier accepts π as a proof for (M, rt, rt′, k), (b) rt

is the correct digest at the beginning of the computation, but (c) rt′ is

not the correct resulting digest after k steps.

This definition morally captures the fact thatA should not be able to find a colli-

sion in the hash function, but does not require extractability to actually produce
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that collision. In particular, it can be viewed as a notion of soundness relative

to a CRH, where the verifier only sees a digest of the statement, yet cannot be

convinced on digests of false statements.

From RAM Delegation to SPARGs. We observe that the property stated

above is in fact the notion of soundness for RAM delegation schemes. In par-

ticular, prior work (such as [74, 75, 44]) adopted this as a meaningful notion of

soundness for RAM delegation to capture the setting where a weak verifier, who

may have pre-computed a digest of a large database, delegates a computation on

that database and can verify the updated digest after the computation to enable

future outsourcing on the updated database.

Putting everything together, to prove soundness of the EFKP construction

for deterministic computations, it suffices to rely on a RAM delegation scheme

with the above soundness notion, rather than a SNARK. By relying on the recent

RAM delegation scheme due to [44], we obtain a sound scheme based only on

LWE.

Updatable Delegation. There is one remaining caveat to the construction,

which is that by replacing the SNARK with a delegation scheme, we have to

ensure that each sub-proof computed using the delegation scheme can be done

with low prover overhead so that the resulting construction satisfies the tight

efficiency requirements of a SPARG.

Looking at the delegation scheme due to [44], in order to delegate the com-

putation of M starting at configuration cf, the scheme first computes a Merkle

tree of cf (analogously to the Merkle tree approach in [59]), and then proceeds
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to compute the updates to the Merkle, and prove their correctness using un-

derlying building blocks. We observe that other than computing this initial

Merkle tree, the delegation prover has quasilinear overhead. Specifically, we

show that when delegating a statement corresponding to k steps of computa-

tion, everything other than computing the initial Merkle tree can be done in time

k · poly(λ, log k).

To put this into context in our scheme, recall that we will be breaking

up the computation of M into sub-computations, indexed by configurations

cf0, cf1, . . . , cfm, for which we will then use the delegation scheme to prove that

cfi−1 transitions to cfi for each sub-computation i. However, if the delegation

prover then hashes down each cfi at the beginning of each sub-proof, the run-

ning time of our SPARG will then rely on the memory size, which as mentioned

above, does not suffices for us.

We resolve this by using another piece of the EFKP construction, specifically

their Merkle tree instantiation. Recall that they gave a construction, termed a

concurrently updatable hash function, which enabled updating the Merkle tree in

parallel to the computation with very little overhead. We observe that if the

Merkle tree in the RAM delegation scheme is instantiated with a concurrently

updatable hash function, then when computing each configuration cfi, we can

compute in parallel the Merkle tree digest of cfi, and give this to the delegation

prover as auxiliary input.

At a high level, this captures a notion which we call updatability for RAM del-

egation schemes, since while running the computation from computing a proof

that cfi−1 transitions to cfi, the Merkle tree for cfi computed during the proof can

be given to the next prover.
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We show that the [44] scheme satisfies this notion of upatability when instan-

tiated with the hash tree due to [59], and that this notion of updatability suffices

to achieve the required prover efficiency from the delegation scheme in order to

instantiate the EFKP framework and obtain a SPARG for P.

3.2.2 SPARGs for Parallel Computations

The above framework gives a SPARG for sequential computations—namely, a

proof system that runs in time t+poly(λ, log t) for t-time computations. However,

it is very natural to consider the setting where the computation itself can be par-

allelized. In this setting, we show that our SPARG construction can be extended

to prove parallel computations while preserving the depth of the computation.

Specifically, for computations that take time twith p processors, our SPARG will

run in time t+ poly(λ, log(t · p)) with p · poly(λ, log(t · p)) processors.

To achieve this, recall that the prover in our SPARG construction above splits

the computation into many sub-computations. For each sub-computation, the

prover runs the computation in parallel to updating a hash tree to its memory. It

then uses an updatable RAM delegation scheme to prove correctness of this sub-

computation. Efficiency of the resulting construction relies on the fact that (1)

computing M(x) and updating the hash tree can be done in parallel in time es-

sentially t, and (2) the delegation scheme has quasi-linear overhead, so proving

any sequence of k steps takes time k · poly(λ, log k).

To extend this to the setting of parallel computations, we observe that the

prover can run the computation in time t with p processors. Moreover, the hash

tree due to [59] allows for concurrent updates, and so the updates can be done
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in parallel to the computation. However, a challenge arises when using the up-

datable RAM delegation scheme in this setting, as we have to prove correctness

of concurrent updates. Specifically, for a sub-computation corresponding to k

steps, the concurrent updates to the hash tree result in k updates each to p loca-

tions in memory (as opposed to a single location each, as in the sequential case).

The efficiency of our updatable RAM delegation scheme depends, in particular,

polynomially on the time to verify a single update, which is poly(p) when con-

sidering concurrent updates. Therefore, this would not result in a delegation

scheme with quasilinear prover efficiency—instead, the prover time would de-

pend polynomially on p, which is undesirable when p is large.

The dependence on the time to verify a single update is inherent to our updat-

able RAM delegation construction, and in particular stems from the underlying

building blocks used in [44]. Therefore, it is not immediately clear how to move

forward—in order to avoid any delays with running the main computation, we

have to perform concurrent updates, but the delegation scheme is incompatible

with these updates.

To solve this, we observe that we can transform concurrent updates to sequen-

tial ones—namely, k concurrent updates on p locations each can be turned into

k · p updates, each to a single location. We call a hash tree with this property

sequentializable. At a high level, we do so by taking advantage of the Merkle tree

structure, and the fact that an authentication path for an individual location `

can be derived from the updates to a set of locations containing `. We form the

authentication paths corresponding to the sequential updates level by level, re-

sulting in time poly(λ, log p) to sequentialize a concurrent update when using p

processors. Therefore, for a sub-computation with k steps, we can sequentialize
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the updates in parallel time k · poly(λ, log p). Crucially, sequentializing the up-

dates does not delay the main computation ofM(x)—instead, the sequentializa-

tion can be seen as part of the “proof” phase, before calling the RAM delegation

prover.

After sequentializing the updates, a k-time sub-computation results in k ·

p individual updates. We are not quite done, because applying our updatable

RAM delegation scheme to prove correctness of these updates would result in

time quasilinear in the total work k · p, rather than simply k. As the final step in

our construction, we observe that the computation of the RAM delegation proof

can be parallelized as well. Specifically, recall that our RAM delegation scheme

is given the updates as a witness to the computation, and is only required to

compute the proof. When given T = t · p sequentialized updates, it runs in

quasilinear time T · poly(λ, log T ). As a final observation, we show that for any

number of processors p, the RAM delegation prover can be made to run in time

T/p · poly(λ, log T ) with p processors, when given these updates. At a high level,

this follows due to the fact that the underlying updatable delegation scheme

treats the T updates as a batch of T individual statements for which it proves

correctness. In particular, we show that the proofs of these statements (and the

information tying them together) can be computed in parallel, thus giving the

desired efficiency.

Putting everything together, the combination of sequentializing the updates

and running the parallelized delegation prover gives the desired quasilinear ef-

ficiency for our RAM delegation scheme, which in turn suffices to get a SPARG

for parallel computations.
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3.3 Preliminaries

In this section, we give the preliminaries for this chapter.

Basic notation. For a distribution X , we denote by x← X the process of sam-

pling a value x from the distribution X . For a set X , we denote by x ← X the

process of sampling a value x from the uniform distribution on X . Supp(X) de-

notes the support of the distribution X . For an integer n ∈ N we denote by [n]

the set {1, 2, . . . , n}. We use PPT as an acronym for probabilistic polynomial time.

A function negl : N → R is negligible if it is asymptotically smaller than any

inverse-polynomial function, namely, for every constant c > 0 there exists an

integer Nc such that negl(λ) ≤ λ−c for all λ > Nc. Two sequences of random

variables X = {Xλ}λ∈N and Y = {Yλ}λ∈N are computationally indistinguishable

if for any non-uniform PPT algorithm A = {Aλ}λ∈N there exists a negligible

function negl such that
∣∣Pr
[
Aλ(1λ, Xλ) = 1

]
− Pr

[
Aλ(1λ, Yλ) = 1

]∣∣ ≤ negl(λ) for

all λ ∈ N. For a language L with relation RL, we let RL(x) denote the set of

witnessesw such that (x,w) ∈ RL. We say that an ensemble {Xn}n∈N is uniformly

computable if there exists a Turing MachineM such thatM(1n) outputsXn in time

polynomial in n.

3.3.1 RAM Model

In this section, we discuss the model of RAM computation used in this chapter,

building on the model presented in Chapter 2. RAM computation consists of

a machine M which keeps some local state state and has read/write access to
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memory D ∈ ({0, 1}λ)∗ (equivalent to the tape of a Turing machine). Here, λ is

the security parameter and length of a word, and we let n ≤ 2λ be the number

of words in memory required to run M (see below). When we write M(x) to

denote running M on input x, this means that M expects its initial memory D

to consist of x followed by zeros. The computation of M(x) is defined in steps,

where at each step the machine either reads or writes to a location in memory

and updates its local state. We assume that whenM writes to a memory location

`, it receives the word previously at `. Without loss of generality, we assume that

the state can hold O(log n) bits, or a constant number of words, and that the

local state at each time step includes the word read in the previous step. We also

assume that nwords in memory can be allocated and initialized to zeros for free.

The computation halts when the local state consists of a special halting value

with the output y of M(x) written at the start of the memory. We define the

running time of a RAM machine M as the number of accesses it makes to its

working memory, which corresponds to the number of steps.

We define the configuration cf at any step of the computation to include the

local state and full memory at that step. This representation allows us to refer

to RAM machines that transition from a configuration cf to configuration cf ′ in

some number of steps, as the configuration has all information required to per-

form a step.

In order to measure the complexity of RAM computation, we note that on a

fixed CPU architecture, RAM computation can be modeled where the program

M and input x are both given in memory and executed using a fixed machine

U . We therefore fix any universal RAM machine U and define the complexity of

running M(x) to be the number of steps required to run U(M,x). As all of our
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RAM computation will be in this model, for simplicity we say thatM(x) requires

access to n words of memory if U(M,x) uses a total of n words in memory to

write M , x, and all the memory used by the computation. Henceforth, we say

thatM(x) halts in time t if runningU on memoryM ||x||0n−|M,x| for t steps results

in a halting state.

Parallel RAM Computation. We will also consider computations in the paral-

lel RAM (PRAM) setting, where each step of the machine can potentially branch

to multiple processes that have access to the same memory D. We assume that

all processes in a PRAM computation have local registers that can be used to

communicate the results of each step.

Unless otherwise stated, we consider RAM machines to be in the exclusive-

read exclusive-write (EREW) model. This is the most restrictive PRAM model,

where if some process accesses a location (either a read or a write) in memory

while another process accesses the same location (either a read or a write), there

are no guarantees for the resulting effect. For some of our results, we give con-

structions in the concurrent-read exclusive-write (CREW) model, where pro-

cesses that read concurrently from a single location both receive the value at

that location, but there are no guarantees on concurrent writes.

To model the complexity of a (P)RAM machine M , we consider two com-

plexity measures: work and depth. Specifically, the work done byM(x) consists

of the total amount of computation done by all processors measured in steps (or

equivalently memory accesses). The depth of M(x) is the number of sequential

steps until M halts, where steps that occur in parallel are counted as one step.
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3.3.2 Universal Languages

In this section we define a universal language for deterministic RAM computa-

tion with long output, following the universal relation introduced by [13].

Definition 3.3.1. The universal languageLU is the set of instances (M,x, y, L, t) where

M is a deterministic RAM machine such that M(x) outputs y within t steps, and ad-

ditionally |y| ≤ L. We extend this to parallel computations by letting LUpar denote the

set of instances (M,x, y, L, t, p) where M is instead a PRAM machine that outputs in t

parallel steps using p processors.

Additionally, we will be considering intermediate portions of RAM compu-

tation, where the universal RAM machine U (see Section 3.3.1) transitions from

configuration cf to cf ′ in t steps.

Definition 3.3.2. The universal RAM delegation language Ldel is the set of instances

(cf, cf ′, t) such that the universal RAM machine U transitions from configuration cf to

configuration cf ′ in t steps. We extend this to PRAM delegation by letting Ldel
par denote

the set of instances (cf, cf ′, t, p) such that U transitions from cf to cf ′ in t parallel steps

with p processors.

3.3.3 Verifiable Delay Functions

In this section, we recall the definition of Verifiable Delay Function [32]. This

definition is adapted from [59]. We note that while a more comprehensive def-

inition appears in Chapter 4, we refer to this definition for the results of this

chapter. In particular, we will require a slightly different notion of soundness.

We discuss the differences below.
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Definition 3.3.3. A Verifiable Delay Function (VDF) is a tuple of algorithms (Gen,

Sample,Eval,Verify) with the following syntax:

• pp← Gen(1λ): A PPT algorithm that on input a security parameter λ in unary,

outputs public parameters pp.

• x← Sample(1λ, pp): A PPT algorithm that on input a security parameter λ in

unary, and public parameters pp, outputs an value x.

• (y, π)← Eval(1λ, pp, x, t): An algorithm that on input a security parameter λ in

unary, public parameters pp, and a value x and integer t, outputs a value y and

a proof π. We let Eval1,Eval2 denote the functions that compute only the first or

second output of Eval, respectively, and require that Eval1 is deterministic.

• b← Verify(1λ, pp, x, t, (y, π)): A PPT algorithm that on input a security parameter

λ in unary, public parameters pp, value x, integer t, value y and proof π, outputs

a bit b indicating whether to accept or reject.

We require the following properties.

• Completeness. For every λ, t ∈ N, pp in the support of Gen(1λ), x ∈ {0, 1}∗,

Verify(1λ, pp, x, t,Eval(1λ, pp, x, t)) = 1.

• Soundness. For every non-uniform PPT algorithmA = {Aλ}λ∈N and polynomial

T , there exists a negligible function negl such that for every λ ∈ N, it holds that

Pr


pp← Gen(1λ)

(x, y′, π′)← Aλ(pp)

y = Eval1(1
λ, pp, x, T (λ))

:
Verify(1λ, pp, x, T (λ), (y′, π′)) = 1

∧ y 6= y′


≤ negl(λ).
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• Honest Evaluation. There exist polynomials p, q such that for any λ ∈ N, pp

in the support of Gen(1λ), and x in the support of Sample(1λ, pp), it holds that

Eval(1λ, pp, x, t) can be computed in time t + p(λ, log t) with q(λ, log t) proces-

sors.

• ε-Sequentiality. For all non-uniform PPT algorithms A0 = {A0,λ}λ∈N, there ex-

ists a negligible function negl such that for all λ ∈ N,

Pr



pp← Gen(1λ)

A1 ← A0(pp)

x← Sample(1λ, pp)

(t, y)← A1(x)

:
Eval1(1

λ, pp, x, t) = y

∧ depth(A1) ≤ (1− ε) · t


≤ negl(λ).

We note that the main differences between various definitions of VDFs is the

running time of the honest evaluator. For example, the definition of [32] requires

that VDF.Eval can be computed in time exactly t, whereas other works (e.g., [96,

58, 59]) relax this. We allow for additive slack in this evaluation time. Regardless

of the specific running time of VDF.Eval, we emphasize that the hardness of a

VDF can be measured by considering the “gap” between honest evaluation and

sequentiality, which intuitively measures how much of a speedup an adversary

can gain over an honest evaluator. We also note that our definition of soundness

is slightly weaker than that of Chapter 4, as we only require soundness on a priori

fixed polynomials T .

We additionally define a sequential function for the results of this chapter.

Definition 3.3.4. A Sequential Function is a tuple of algorithms (Gen, Sample,Eval)

with the syntax of the corresponding algorithms (VDF.Gen,VDF.Sample,VDF.Eval1)

in a VDF, that satisfy honest evaluation and sequentiality, and for which there exists a

polynomial p such that for any λ, t ∈ N, pp in the support of Gen(1λ), and x ∈ {0, 1}?,
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the output length of Eval(1λ, pp, x, t) is at most p(λ, log t).

We remark that the requirement on the output length of a sequential func-

tion is necessary for the function to be non-trivial. In particular, without this

requirement, the sequential function may simply output 1t. We also note that

a VDF implies a sequential function. This follows by considering the first out-

put of the VDF evaluation function to be the output of the sequential function.

The resulting sequential function has bounded output due to the efficiency of

verification in a VDF.

3.3.4 RAM Delegation

In this section, we define RAM delegation, which will be the main building block

for our SPARG construction. Following [36, 74, 75, 44], we define RAM delega-

tion to capture the following scenario: A verifier wishes to delegate a RAM com-

putation M with some initial configuration cf, such that running M for t steps

starting with cf results in configuration cf ′. As M may potentially use a large

amount of memory, these configurations could be very long, and thus the ap-

proach in recent works has been to consider a verifier that only receives digests

rt, rt′ of the configurations cf, cf ′.

Recently, [75, 44] showed delegation schemes for RAM where soundness

holds when the verifier only receives these digests, and moreover suffice to del-

egate general computation with Turing machines. We adopt this notion for this

work. As discussed in Section 3.3.1, we will assume that the machine M is al-

ready part of the memory in cf and thus give a definition for a fixed universal

RAM computation with the universal machine U .
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Definition 3.3.5 (RAM Delegation). A publicly verifiable, succinct RAM delega-

tion scheme for Ldel is a tuple of probabilistic algorithms (Del.S,Del.D,Del.P,Del.V)

with the following syntax:

• (crs, dk) ← Del.S(1λ): A PPT algorithm that on input a security parameter λ

outputs a common reference string crs and a digest key dk. We assume without

loss of generality that crs contains dk.

• rt = Del.D(dk, cf): A deterministic algorithm that on input a digest key dk and a

RAM configuration cf outputs a digest rt.

• π ← Del.P(crs, (cf, cf ′, t)): A probabilistic algorithm that on input a common ref-

erence string crs, and a statement (cf, cf ′, t), outputs a proof π.

• b← Del.V(crs, (rt, rt′, t), π): A PPT algorithm that on input a a common reference

string crs, common reference string crs, statement (rt, rt′, t), and a proof π, outputs

a bit b indicating whether to accept or reject.

We require the following properties:

• Completeness: For every λ ∈ N and (cf, cf ′, t) ∈ Ldel with t, n ≤ 2λ where n is

the memory size of the configurations, it holds

Pr



(crs, dk)← Del.S(1λ)

rt = Del.D(dk, cf)

rt′ = Del.D(dk, cf ′)

π ← Del.P(crs, (cf, cf ′, t))

: V(crs, (rt, rt′, t), π) = 1


= 1.

• Soundness: For any non-uniform polynomial-time algorithm A = {Aλ}λ∈N,

polynomial-time computable function T , and polynomial T such that T (λ) ≤
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T (λ) for all λ ∈ N, there exists a negligible function negl such that for every

λ ∈ N, it holds that

Pr


(crs, dk)← Del.S(1λ)

(cf, cf ′, rt, rt′, π)← Aλ(crs, dk)
:

V(crs, (rt, rt′, t), π) = 1

∧ (cf, cf ′, t) ∈ Ldel

∧ rt = Del.D(dk, cf)

∧ rt′ 6= Del.D(dk, cf ′)


≤ negl(λ),

where t = T (λ).

• Collision resistance: For any non-uniform polynomial-time algorithm A =

{Aλ}λ∈N, there exists a negligible function negl such that for every λ ∈ N, it

holds that

Pr

 (crs, dk)← Del.S(1λ)

(cf, cf ′)← Aλ(crs, dk)
:
cf 6= cf ′

∧ Del.D(dk, cf) = Del.D(dk, cf ′)

 ≤ negl(λ).

• Succinctness: There exist polynomials q1, q2, q3 such that for any λ ∈ N, (crs, dk)

in the support of Del.S(1λ), (cf, cf ′, t) ∈ Ldel, and proof π in the support of

P(crs, (cf, cf ′, t)), it holds that

• |Del.V(crs, (rt, rt′, t), π)| ≤ q1(λ, log t) and

• |π| ≤ q2(λ, log t).

• Del.D(dk, cf) is computable in time |cf| · q3(λ) and has output length length

λ.

For completeness, we also extend the above definition to the setting of parallel

computations.

Definition 3.3.6 (PRAM Delegation). A publicly verifiable, succinct PRAM Del-

egation Scheme for Ldel
par is a tuple of probabilistic algorithms (Del.S,Del.D,Del.P,

Del.V) with the following syntax:
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• (crs, dk) ← Del.S(1λ): A PPT algorithm that on input a security parameter λ

outputs a common reference string crs and a digest key dk. We assume without

loss of generality that crs contains dk.

• rt = Del.D(dk, cf): A deterministic algorithm that on input a digest key dk and a

RAM configuration cf outputs a digest rt.

• π ← Del.P(crs, (cf, cf ′, t, p)): A probabilistic algorithm that on input a common

reference string crs, and a statement (cf, cf ′, t, p), outputs a proof π.

• b ← Del.V(crs, (rt, rt′, t, p), π): A PPT algorithm that on input a a common refer-

ence string crs, common reference string crs, statement (rt, rt′, t, p), and a proof π,

outputs a bit b indicating whether to accept or reject.

We require the following properties:

• Completeness: For every λ ∈ N and (cf, cf ′, t, p) ∈ Ldel
par with t, n ≤ 2λ where n

is the memory size of the configurations, it holds

Pr



(crs, dk)← Del.S(1λ)

rt = Del.D(dk, cf)

rt′ = Del.D(dk, cf ′)

π ← Del.P(crs, (cf, cf ′, t, p))

: V(crs, (rt, rt′, t, p), π) = 1


= 1.

• Soundness: For any non-uniform polynomial-time algorithmA = {Aλ}λ∈N, poly-

nomial P , polynomial-time computable function T , and polynomial T such that

T (λ) ≤ T (λ) for all λ ∈ N, there exists a negligible function negl such that for
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every λ ∈ N, it holds that

Pr


(crs, dk)← Del.S(1λ)

(cf, cf ′, rt, rt′, π)← Aλ(crs, dk)
:

V(crs, (rt, rt′, t, p), π) = 1

∧ (cf, cf ′, t, p) ∈ Ldel
par

∧ rt = Del.D(dk, cf)

∧ rt′ 6= Del.D(dk, cf ′)


≤ negl(λ),

where t = T (λ) and p = P (λ).

• Collision resistance: For any non-uniform polynomial-time algorithm A =

{Aλ}λ∈N, there exists a negligible function negl such that for every λ ∈ N, it

holds that

Pr

 (crs, dk)← Del.S(1λ)

(cf, cf ′)← Aλ(crs, dk)
:
cf 6= cf ′

∧ Del.D(dk, cf) = Del.D(dk, cf ′)

 ≤ negl(λ).

• Succinctness: There exist polynomials q1, q2, q3 such that for any λ ∈ N, (crs, dk)

in the support of Del.S(1λ), (cf, cf ′, t, p) ∈ Ldel
par, and proof π in the support of

P(crs, (cf, cf ′, t, p)), it holds that

• |Del.V(crs, (rt, rt′, t, p), π)| ≤ q1(λ, log(t · p)) and

• |π| ≤ q2(λ, log(t · p)).

• Del.D(dk, cf) is computable in time |cf| · q3(λ) and has output length length

λ.

3.3.5 SPARGs

In this section, we define SPARGs for P based on the notion of SPARKs intro-

duced in [59]. We note that while they do not restrict to computations with
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t ≤ 2λ steps, we require this as it is standard in related notions (e.g., RAM dele-

gation) and required for our construction.

Definition 3.3.7 (Non-interactive SPARGs for P). A Non-interactive Succinct

Parallelizable Argument for a language L ⊆ LU is a tuple of probabilistic algorithms

(G,P ,V) with the following syntax:

• crs ← G(1λ): A PPT algorithm that on input a security parameter λ outputs a

common reference string crs.

• (y, π) ← P(crs, (M,x, L, t)): A probabilistic algorithm that on input a common

reference string crs, and a statement (M,x, L, t), outputs a value y and a proof π.

• b← V(crs, (M,x, y, L, t), π): A PPT algorithm that on input a common reference

string crs, a statement (M,x, y, L, t), and a proof π, outputs a bit b indicating

whether to accept or reject.

We require the following properties:

• Completeness: For every λ ∈ N and (M,x, y, L, t) ∈ L where M has access to

n ≤ 2λ words in memory and t ≤ 2λ,

Pr


crs← G(1λ)

(y, π)← P(crs, (M,x, L, t))

b← V(crs, (M,x, y, L, t), π)

: b = 1

 = 1.

• Soundness for P: For all non-uniform polynomial-time provers P? = {P?λ}λ∈N
and every polynomial T , there is a negligible function negl such that for every

λ ∈ N, it holds that

Pr

 crs← G(1λ)

((M,x, y, L), π)← P?λ(crs)
:
V(crs, (M,x, y, L, t), π) = 1

∧ (M,x, y, L, t) 6∈ L

 ≤ negl(λ),
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where t = T (λ).

• Succinctness: There exist polynomials q1, q2 such that for any λ ∈ N, crs in the

support of G(1λ), (M,x, L, t) ∈ L where M uses n ≤ 2λ words in memory,

t ≤ 2λ, and (y, π) in the support of P(crs, (M,x, L, t)), it holds that

• workV(crs, (M,x, y, L, t), π) ≤ q1(λ, |(M,x)|, L, log t),

• |y| ≤ L, and

• |π| ≤ q2(λ, L, log t).

• Optimal prover depth: There exists polynomials q1 and q2 such that for all λ ∈ N

and (M,x, t, L, y) ∈ L where M has access to n ≤ 2λ words in memory and

t ≤ 2λ, it holds that

depthP(crs, (M,x, L, t)) = t+ q1(λ, |(M,x)|, L, log t)

and the total number of processors used by P is in q2(λ, log t).

If the above holds for L = LU , we say that (G,P ,V) is a non-interactive SPARG for

polynomial-time RAM computation.

We also extend the above definition to the setting of parallel computations.

Definition 3.3.8 (Non-interactive SPARGs for Parallel Computations). A Non-

interactive Succinct Parallelizable Argument for a language L ⊆ LU is a tuple of

probabilistic algorithms (G,P ,V) with the following syntax:

• crs ← G(1λ): A PPT algorithm that on input a security parameter λ outputs a

common reference string crs.
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• (y, π)← P(crs, (M,x, L, t, p)): A probabilistic algorithm that on input a common

reference string crs, and a statement (M,x, L, t, p), outputs a value y and a proof

π.

• b ← V(crs, (M,x, y, L, t, p), π): A PPT algorithm that on input a common refer-

ence string crs, a statement (M,x, y, L, t, p), and a proof π, outputs a bit b indi-

cating whether to accept or reject.

We require the following properties:

• Completeness: For every λ ∈ N and (M,x, y, L, t, p) ∈ L where M has access to

n ≤ 2λ words in memory and t ≤ 2λ,

Pr


crs← G(1λ)

(y, π)← P(crs, (M,x, L, t, p))

b← V(crs, (M,x, y, L, t, p), π)

: b = 1

 = 1.

• Soundness for P: For all non-uniform polynomial-time provers P? = {P?λ}λ∈N
and polynomials T, P , there is a negligible function negl such that for every λ ∈ N,

it holds that

Pr

 crs← G(1λ)

((M,x, y, L), π)← P?λ(crs)
:
V(crs, (M,x, y, L, t, p), π) = 1

∧ (M,x, y, L, t, p) 6∈ L


≤ negl(λ),

where t = T (λ) and p = P (λ).

• Succinctness: There exist polynomials q1, q2 such that for any λ ∈ N, crs in the

support of G(1λ), (M,x, L, t, p) ∈ L where M uses n ≤ 2λ words in memory,

t, p ≤ 2λ, and (y, π) in the support of P(crs, (M,x, L, t, p)), it holds that

• workV(crs, (M,x, y, L, t, p), π) ≤ q1(λ, |(M,x)|, L, log(t · p)),
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• |y| ≤ L, and

• |π| ≤ q2(λ, L, log(t · p)).

• Optimal prover depth: There exists polynomials q1 and q2 such that for all λ ∈ N

and (M,x, y, L, t, p) ∈ L where M has access to n ≤ 2λ words in memory and

t, p ≤ 2λ, it holds that

depthP(crs, (M,x, L, t, p)) = t+ q1(λ, |(M,x)|, L, log(t · p))

and the total number of processors used by P is in p · q2(λ, log(t · p)).

If the above holds for L = LU , we say that (G,P ,V) is a non-interactive SPARG for

polynomial-time PRAM computation.

3.4 Updatable RAM Delegation

In this section, we discuss the main building block for our construction—

updatable RAM delegation with quasilinear overhead and local opening. Our

starting point will be the recent delegation scheme due to Choudhuri, Jain, and

Jin [44], henceforth referred to as the CJJ construction. In Section 3.4.1, we start

by giving an overview of their construction, and show that it satisfies our def-

inition of RAM delegation. Then, in Section 3.4.2, we analyze the CJJ prover

overhead, which, as we show, depends on the memory size of the computation

and therefore is not quasi-linear. To remedy this, we introduce the notion of

updatable delegation, and show that the CJJ scheme can be instantiated as an

updatable delegation scheme with quasi-linear prover overhead. Finally, in Sec-

tion 3.4.3, we extend this notion to satisfy a local opening property.
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3.4.1 The CJJ Delegation Scheme

We start by giving an overview of the CJJ delegation scheme. We note that they

present their construction for a specific RAM machine M , but we simply treat

this as the universal RAM machine U .

The CJJ construction relies on the following building blocks:

• A hash tree that supports local reads and writes. This can be instantiated

from collision-resistant hash functions.

• A no-signalling somewhere-extractable commitment scheme, with a local-

ity parameter ` corresponding to the size of extracted sets, which in partic-

ular determines the efficiency of the commitment.

• A non-interactive batch argument (BARG) for NP. This is an argument

where k instances of a language can certified with a proof that only de-

pends sub-linearly on k.

At a high level, their construction follows an approach in recent works (see,

e.g., [74, 75, 59]) which uses a locally updatable hash tree (based on Merkle

trees) to succinctly prove that each step of RAM computation was done cor-

rectly. Specifically, to prove that a RAM machine transitions from configuration

cf to configuration cf ′ in t steps, they run the computation while simultaneously

maintaining a hash tree of the memory at each step. Each step can then be ver-

ified succinctly (in particular in time independent of |cf|) by verifying succinct

local openings to the hash tree. To turn this approach into a full-fledged dele-

gation scheme, previous works have employed a combination of succinct proof

systems with various extractability properties to show soundness.
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In the CJJ construction, they follow this framework. After running the com-

putation along with computing a short opening to the hash tree at each step, they

give a no-signalling commitment c to the sequence of t updates to the hash tree.

They then prove, using a BARG, that each step of the computation was done

correctly and consistently. Specifically, the BARG is for the relation computed

by the circuit Cstep that on input an index i and openings to c corresponding to

the ith step of computation, checks that (1) these openings are consistent with c,

(2) correspond to a valid step of computation, and (3) are valid openings to the

hash tree. To show that this construction is sound, they rely on a combination of

BARG soundness, the no-signalling extraction of the commitment scheme, and

collision resistance. They show that this results in a scheme for (deterministic)

RAM delegation which can be based solely on LWE.

Next, we discuss the differences between the notion of RAM delegation sat-

isfied by this construction, and Definition 3.3.5.

Dependence on t. The CJJ scheme gives delegation for a fixed time bound t,

and in particular the setup algorithm depends on t. We observe that it suffices

for the setup algorithm to assume a fixed upper bound of 2λ on t. Regarding effi-

ciency, the crs size, proof length, and running time of the verifier are all bounded

by a fixed polynomial poly(λ, log t). Thus, from an efficiency standpoint, replac-

ing t with 2λ in the setup phase still results in a succinct argument.

Regarding correctness, t is used in two places in the setup algorithm. First,

it is used to sample the key for the no-signalling commitment, because it deter-

mines the length of messages that the commitment scheme is required to sup-

port. The construction of the commitment scheme is based on [70], and is es-
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sentially a Merkle tree composed with fully homomorphic encryption (FHE)

scheme, where FHE evaluation is done on each pair of sibling nodes to deter-

mine the value of their parent node. To do so, a separate FHE key is required

for each level. It thus suffices to simply generate λ such keys, as there will be at

most log t ≤ λ levels. It follows that the functionality of the commitment scheme

is preserved even without prior knowledge of the message length.

The second place where t is used by the setup algorithm is when sampling

public parameters for BARG. The BARG construction, also given in [44], relies

on a BARG for 2i statements for i = 1, . . . , log t, and uses a priori knowledge of

t to generates the CRS for each scheme. Similar to the case of the commitment

scheme, it suffices to generate λ keys for this upfront, where the ith CRS will be

for a BARG for 2i statements.

Putting everything together, it follows that the setup for the CJJ construction

can be made independent of t. In order to support this change, we give t to the

prover and verifier in the clear, as it will no longer be implicit in the CRS.

Soundness for polynomially-bounded T . In the CJJ scheme, the soundness

property requires that for every PPT adversaryAλ and polynomial T , the proba-

bility ofAλ successfully proving a T (λ)-step false statement (that is, a statement

(cf, cf ′, T (λ)) where running the machine starting at configuration cf for T (λ)

steps does not result in configuration cf ′) is negligible. For technical reasons, we

will require soundness to hold even when T is not a polynomial, as long as it is

both polynomial-time computable and polynomially bounded. The CJJ scheme

directly extends to hold in this case.
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Delegation for arbitrary computation. The final difference between the CJJ

construction and our definition is that the construction gives a delegation

scheme for an a priori fixed RAM program M . This is because the setup algo-

rithm for their scheme depends on |M |. As mentioned above, we will be using

this for the universal machine U with an a priori fixed size. We therefore omit

the size of the RAM machine to the setup algorithm.

Putting everything together, it follows that the CJJ scheme satisfies our notion

of RAM delegation. As their scheme is based on LWE, the following holds.

Theorem 3.4.1 ([44]). Assuming the hardness of LWE, there exists a publicly verifi-

able, succinct RAM delegation scheme for Ldel.

3.4.2 Updatable Delegation with Quasilinear Overhead

For our SPARG construction, we will be concerned with delegation schemes with

tight prover efficiency. In this section, we analyze the prover efficiency of the CJJ

construction, and then show that it can be made quasilinear in twhen the prover

is additionally given a witness for the RAM computation. Along the way, we

introduce the notion of Updatable Delegation, which enables the desired prover

efficiency and may be of independent interest.

We start by looking at the efficiency of each building block in the CJJ scheme

individually.

• Hash tree: The hash tree used in [44] is effectively a Merkle tree based

on a collision resistant hash function. Computing the hash tree of a given

configuration cf can be done in time |cf| · poly(λ), but when given the hash
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tree already in memory, updating a word in the tree can be done in time

logarithmic in the size of the memory of the RAM program, and so can be

done in time poly(λ).

• BARG: Recall that the BARG enables proving k instances of an NP relation

computable by a circuit C. At a high level, the BARG prover in the con-

struction due to [44] does the following:

1. For each i ∈ [k], it first computes a PCP πi for the i’th statement. This

takes time k · poly(λ, |C|). Let L ∈ poly(λ, |C|) denote the length of a

single PCP.

2. It then commits columnwise to the PCPs. Creating L commitments to

k bits each takes time L · k · poly(λ) (similar to below, the commitment

is a variation on a Merkle tree, where committing can be done in time

linear in the committed message).

3. It then applies a correlation-intractable hash to the circuit C and

commitment. As shown in [44], the hash can be evaluated in time

poly(λ, log k, |C|).

4. Next, it samples PCP queries for a single PCP using randomness de-

rived from the correlation-intractable hash. They use a PCP requiring

poly(λ, log |C|) queries that can be sampled in time poly(λ, |C|).

5. For each PCP, it then opens the query locations in the commitments.

For each PCP, this corresponds to opening a bit in poly(λ, log |C|) com-

mitments. As each value can be opened in time poly(λ, log k) due to

the Merkle-tree structure of the commitment, putting everything to-

gether this takes time k · poly(λ, log k, log |C|).

6. Finally, it recurses by running a BARG for k/2 instances, where they
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show that the circuit for the smaller BARG has size poly(λ, log k, log |C|).

Overall, there are log k recursions.

Putting everything together, the BARG prover runs in time k · poly(λ, |C| ,

log k).

• No-signalling somewhere-extractable commitment: The no-signalling

commitment construction is parameterized by an integer `, which deter-

mines the number of bits extractable from the commitment scheme. For a

fixed parameter `, the construction consists of ` independent Merkle trees.

Each Merkle tree consists of an FHE encryption of the committed message

at the leaves, and uses FHE evaluation to compute the value of each node

based on the values of its child nodes. Thus, computing the commitment

to a message of length N can be done in time ` · N · poly(λ), because it re-

quires computing `Merkle trees, which each require encryptingN bits and

performingN FHE evaluations. Moreover, local openings to a single bit in

this commitment can be computed and verified in time ` · poly(λ, logN), as

openings consist of an authentication path in each of the ` Merkle trees.

Putting everything together, to delegate a t-time computation using the CJJ

scheme, the prover (a) creates a hash tree of the starting configuration, (b) runs

the computation while simultaneously updating the hash tree, (c) commits to

the sequence of updates to the hash tree, where each update additionally con-

tains some efficiently computable auxiliary information, (d) creates local open-

ings in the commitment as a witness to each step of computation, and (e) proves

that the computation is correct using a BARG for the circuitCstep. From the above

analysis, (a) takes the time to run Del.D(dk, cf) when cf is the starting configura-

tion, (b) takes time t · poly(λ), (c) takes time ` ·N · poly(λ) where ` is the length
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of a single update andN is the length of the committed message, (d) takes time

(t · `) · ` · poly(λ, logN) to open ` bits for each of the t steps, and (e) takes time

t · poly(λ, |Cstep| , log t). It remains to discuss the specific values |Cstep|, `, and N

used in the protocol. The parameter ` corresponds to the length of the values

needed verify a single step of computation, by computing that step and verify-

ing the openings in the hash tree, and so ` ∈ poly(λ) (for a fixed polynomial that

depends on the size of the universal RAM machine U). The committed message

consists of these values for each of the t steps, and thus N = t · `. Finally, the

circuit Cstep consists of computing a single step of the RAM program and veri-

fying the openings to the hash tree and commitment, which together takes time

` · poly(λ, logN) ∈ poly(λ, log t). All together, this shows that the prover runs in

time

Time
[
Del.P(1λ, (cf, cf ′, t))

]
≤ Time [Del.D(dk, cf)] + t · poly(λ) + ` ·N · poly(λ) + t · `2 · poly(λ, logN)

+ t · poly(λ, |Cstep| , log t)

≤ |cf| · poly(λ) + t · poly(λ) + t · poly(λ) + t · poly(λ, log t) + t · poly(λ, log t)

∈ |cf| · poly(λ) + t · poly(λ, log t).

Achieving quasilinear efficiency. For our SPARG construction, it will be cru-

cial that the running time of the delegation prover Del.P does not depend on n,

the memory size of the RAM program. Therefore, the CJJ prover efficiency does

not suffice for us, since the running time of the prover on (cf, cf ′, t) depends lin-

early on |cf|.

We observe that this dependence on |cf| is due to the fact that the prover

is given an arbitrary starting configuration cf, and must compute a Merkle tree

214



on the memory given in cf. For our SPARG construction, we are not concerned

with RAM computation from an arbitrary starting point cf. Instead, we will start

from an initial (short) configuration cf0, for which we can afford to run in time

proportional to |cf0| to generating the initial hash tree.

However, this does not entirely solve the problem, because rather than prov-

ing that cf0 results in the final configuration cf ′ after t steps of computation, we

will instead determine “midpoints”—namely, configurations cf1, . . . , cfm, where

cfm = cf ′. We will then rely on the delegation scheme to prove statements of the

form (cf0, cf1, k1), (cf1, cf2, k2), . . . , (cfm−1, cfm, km), that is, that starting at cfi−1

and running for some number of steps ki results in configuration cfi. The main

idea below is that when we prove each statement (cfi−1, cfi, ki), we will already

have information about cfi−1 from proving the previous statement. In particular,

we will show that we can already have the Merkle tree for cfi−1 in memory when

we start the ith statement, rather than creating it from scratch.

This exact setting was addressed in [59], where they showed that the hash

tree can be instantiated with collision-resistant hash functions to achieve the fol-

lowing guarantees:

1. Computing the hash tree for the initial configuration can be done in time

|cf0| · poly(λ).

2. Given a hash tree in memory corresponding to any configuration cf, it holds

that the computation can be run for any number of steps k while updating

the hash tree with only poly(λ) additive overhead. This implies that if cf

results in cf ′ after k steps of computation, and we have already computed a

hash tree for cf, then we can compute the hash tree for cf ′ in time k+poly(λ).
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The requirements for the hash tree of [44] (which is based on [74]) are satis-

fied by that of [59] (see Section 2.5 for the definition and a more in-depth discus-

sion and comparison between various definitions). Therefore, we observe that

the CJJ construction satisfies the following notion.

Definition 3.4.2. Consider a RAM delegation scheme (Del.S,Del.D,Del.P,Del.V) with

the following syntax modifications and additional algorithm Del.Update:

• (rt, tree) = Del.D(dk, cf): The digest algorithm additionally outputs a value tree.

• (rt′, tree′, w) = Del.Update(dk, t, tree): The update algorithm takes as input a

digest key dk, integer t, and a value tree, and outputs a digest rt′, a value tree′ and

a witness w.

• π ← Del.P(crs, (cf, cf ′, t), w): The prover additionally takes as input a witness

w. We require that completeness is preserved when Del.P receives the witness w

computed by Del.Update.

We note that tree and w can be communicated as pointers to memory. In particular, this

implies that Del.D(dk, cf) still runs in time |cf| · poly(λ).

We say that the scheme is β-updatable if for any λ ∈ N, statement (cf, cf ′, t) ∈ Ldel,

keys (crs, dk) in the support of Del.S(1λ), (rt, tree) = Del.D(dk, cf), and (rt′, tree′, w) =

Del.Update(dk, t, tree),

(rt′, tree′) = Del.D(dk, cf ′)

and Del.Update runs in t + β(λ) steps with β(λ) processors. Furthermore, for any

two consecutive updates of length t1 and t2 starting at initial state (rt0, tree0), let

(rt1, tree1, w1) = Del.Update(dk, t1, tree0) and (rt2, tree2, w2) = Del.Update(dk, t2,

tree1). Then, the output (rt2, tree2, w2) can be computed in time t1 + t2 + β(λ). When

β(λ) ∈ poly(λ), we say the scheme is updatable.
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We emphasize that Del.P no longer has access to the hash tree in memory,

as this would create memory conflicts between Del.P and Del.Update. Instead,

we can view Del.Update as the algorithm that runs the computation on the hash

tree, and collects all of the information needed to prove correctness—namely,

the hash tree updates, which make up the witness w. The prover Del.P can then

use this witness to form the proof. In the following definition, we quantify the

prover efficiency in an updatable delegation scheme.

Definition 3.4.3. An updatable RAM delegation scheme satisfies α-prover efficiency

if for all λ ∈ N, (crs, dk) in the support of Del.S(1λ), statement (cf, cf ′, t) ∈ Ldel us-

ing n ≤ 2λ memory with t ≤ 2λ, (rt, tree) = Del.D(dk, cf), and (rt′, tree′, w) =

Del.Update(dk, t, tree), it holds that

Time [Del.P(crs, (cf, cf ′, t), w)] = α(λ, t).

Based on the above discussion, the CJJ scheme can be made to satisfy updata-

bility and quasi-linear prover efficiency. Specifically, we will instantiate the hash

tree in the CJJ construction with that of [59], and modify the delegation scheme

as follows:

• Del.D(1λ, cf) will output rt as before, as the root of the hash tree, and set

tree to be the full hash tree.

• Del.Update(dk, t, tree) will start with the hash tree in tree, run the computa-

tion for t steps while updating the hash tree, and then output (rt′, tree′, w)

where rt′ is the resulting root, tree′ is the updated tree, and w is the list of

all authentication paths for the t updates.

• Del.P(crs, (cf, cf ′, t), w) will use the updates in w to run the prover algo-

rithm, rather than computing them from scratch.
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By combining the above discussion with Theorem 3.4.1, we get the following.

Theorem 3.4.4. Assuming the hardness of LWE, there exists a publicly verifiable, suc-

cinct, and updatable RAM delegation scheme (Del.S,Del.D,Del.P,Del.V,Del.Update)

for Ldel with α-prover efficiency for α(λ, t) ≤ t · poly(λ, log t).

Proof Sketch. For completeness, we note that the CJJ prover only requires

the hash tree updates to form the values that make up the proof. Thus,

completeness follows when the prover receives the witness w computed by

Del.Update(dk, t, tree) where (rt, tree) ← Del.D(1λ, cf). For the prover efficiency,

it follows from the discussion and analysis of the CJJ scheme above that Del.P

runs in quasilinear time, given a witness consisting of updates to the computa-

tion.

For the updatability property of the resulting scheme, the efficiency of

Del.Update follows from that of the [59] hash tree construction. For the cor-

rectness of Del.Update, consider any configuration cf, and let cf ′ be the con-

figuration resulting from t steps of computation. We want to show that for

(rt, tree) = Del.D(dk, cf), it holds that (rt′, tree′) given by Del.Update(dk, t, tree) is

equal to Del.D(dk, cf ′).

This follows from the updatability property of the hash tree in [59]. We note

that the property we require here is slightly stronger than what they show, yet

nonetheless follows from their construction. The updatability property in [59]

(called update completeness), required that after creating an initial hash tree

for cf and doing the sequence of t updates to get to cf ′, the resulting tree could

be locally opened to any value consistent with the configuration cf ′. Here, we

require that after creating an initial hash tree to cf and performing the updates,

the resulting tree is identical to the one that would have been generated had we

218



created a hash tree for cf ′.

Nevertheless, the [59] construction satisfies this property. Specifically, the

algorithm for hashing cf first does an initialization step to hash an empty con-

figuration, and then does an update to all non-⊥ positions in cf. Let us denote

these by S. The update algorithm modifies all of the ancestors of nodes in S,

denoted ancestors(S), in the hash tree.

Let us denote the positions changed when going from cf to cf ′ by S ′. Hashing

cf and then updating to cf ′ therefore results in generating the initial (empty) tree,

doing an update to positions in S by writing to ancestors(S), and then doing an

update to positions in S ′ by writing to ancestors(S ′). Conversely, hashing cf ′ cor-

responds to generating the initial (empty) tree, and then doing an update to po-

sitions in S∪S ′ by writing to ancestors(S∪S ′). Since ancestors(S)∪ancestors(S ′) =

ancestors(S ∪ S ′), and the values written are deterministic from the child values,

one can show that this results in identical trees.

3.4.3 Local Opening

Given a RAM delegation scheme in which the verifier receives digests of the full

configuration, we will also require a scheme with a very natural local opening

property: a set of locations can be locally opened with respect to a digest, pro-

viding a short proof of the opening. As most RAM delegation schemes employ

an underlying Merkle tree, these are amenable to efficient local openings when-

ever the Merkle tree is already in memory. We define the local opening property

as follows.

Definition 3.4.5. An updatable RAM delegation scheme (Del.S,Del.D,Del.P,Del.V,
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Del.Update) satisfies local opening with algorithms (Del.Open,Del.VerOpen) with the

following syntax:

• (V, st, π) = Del.Open(dk, tree, S): On input a key dk, a tree tree, and a set of

locations S, output a set V of |S| words, a state st, and a proof π.

• b = Del.VerOpen(dk, rt, S, V, st, π): On input a key dk, a digest rt, a set of loca-

tions S, a set of words V , a state st, and a proof π, output a bit b indicating whether

to accept or reject.

As above, we note that tree can be given as a pointer to memory. We require the following

properties:

• Local Completeness. Let dk be in the support of Del.S(1λ), cf be a configuration,

S be an ordered set of locations. Let (rt, tree) = Del.D(dk, cf) and (V, st, π) =

Del.Open(dk, tree, S). Then,

Del.VerOpen(dk, rt, S, V, st, π) = 1.

• Local Soundness. For all non-uniform PPT adversaries A = {Aλ}λ∈N, there ex-

ists a negligible function negl such that for all λ ∈ N, it holds that

Pr


Del.VerOpen(dk, rt, S, V, st, π) = 1 ∧

Del.VerOpen(dk, rt, S, V ′, st′, π′) = 1 ∧

(st, V ) 6= (st′, V ′)


≤ negl(λ),

where the probability is over (crs, dk) ← Del.S(1λ) and (rt, S, (V, st, π), (V ′, st′,

π′))← Aλ((crs, dk)).
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Since the [59] hash tree satisfies local opening, this property also extends to

the delegation scheme. We note that the syntactical difference between the above

definition and the local opening property in [59] is that we include the local state

st in an opening. This is due to the nature of a RAM delegation scheme, which

is concerned with a hash tree corresponding to a RAM computation. Specifi-

cally, a digest rt in the delegation scheme above consists of a local state st along

with a hash tree digest digest. We therefore include the state here so as to make

local opening a natural extension of the collision-resistance property of RAM

delegation, which states that one cannot open a digest to two different configu-

rations (that is, to cf = (st, D) and cf ′ = (st′, D′) where (st, D) 6= (st′, D′)). The

above definition extends this to the setting of local opening. We can realize this

definition from [59] by defining the algorithm Del.Open, when given a digest

rt = (st, digest), to output the state st and the hash tree opening with respect to

digest. We can similarly define Del.VerOpen to accept the opening (V, st, π) with

respect to rt on locations S if and only if st matches the one given in rt and (V, π)

is a valid hash tree opening for digest on locations S. Putting everything together,

we get the following corollary to Theorem 3.4.4.

Corollary 3.4.6. Assuming the hardness of LWE, there exists a publicly verifiable, suc-

cinct, and updatable RAM delegation scheme forLdel with local opening andα-updatable

prover efficiency for α(λ, t) ≤ t · poly(λ, log t).

3.5 SPARGs for P

In this section, we give our construction of SPARGs for (sequential) RAM com-

putations. Our construction relies on a β-updatable RAM delegation scheme

Del = (Del.S,Del.D,Del.P,Del.V,Del.Update,Del.Open,Del.VerOpen) for Ldel with
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local opening and α-prover efficiency (see Section 3.3.4). We use the following

parameters when proving a statement (M,x, L, t).

• n ≤ 2λ is the memory used by M .

• α is the function denoting the prover efficiency of Del. We let α? , α(λ, t)/t

be the multiplicative overhead, with respect to t, of running Del.P.

• β is the function denoting the efficiency of Del.Update.

• γ , α? + 1 is the fraction of remaining steps done in each chunk of the

computation.

Theorem 3.5.1. Let Del be a publicly verifiable, succinct, and updatable delegation

scheme for Ldel with local opening and α-prover efficiency. Then, (G,P ,V), given in

Figure 3.1, is a SPARG for LU . Specifically, for all λ ∈ N and (M,x, y, L, t) ∈ LU

where M has access to n ≤ 2λ words in memory and t ≤ 2λ, the following hold. Let α?

be the multiplicative overhead of Del.P with respect to the number of steps of computa-

tion. Then:

• The depth of the prover is bounded by t + L + (α?)2 · poly(λ, |M,x|, log t) when

using poly(λ) + α? log t processors.

• The proof size is bounded by α? · poly(λ, log t).

• The work of the verifier is bounded by α? · L · poly(λ, |M,x|, log t).

By Corollary 3.4.6, it holds that there exists an updatable RAM delegation

scheme with local opening based on LWE where α? ∈ poly(λ, log t). Therefore,

by combining Theorem 3.5.1 with Corollary 3.4.6, we get the following corollary.

Corollary 3.5.2. Assuming the hardness of LWE, there exists a SPARG for LU .
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We prove Theorem 3.5.1 by showing completeness in Lemma 3.5.3, sound-

ness in Lemma 3.5.4, prover efficiency in Lemma 3.5.8, and succinctness in

Lemma 3.5.9.

Lemma 3.5.3 (Completeness). For every λ ∈ N and (M,x, y, L, t) ∈ LU where M

has access to n ≤ 2λ words in memory and t ≤ 2λ, it holds that

Pr

 pp← G(1λ)

(y, π)← P(crs, (M,x, L, t))
: V(pp, (M,x, y, L, t), π) = 1

 = 1.

Proof. V accepts if and only if conditions 3a, 3b, 3c, and 3d hold. Conditions 3a

and 3c hold by the completeness, updatability, and local completeness properties

of the RAM delegation scheme. Conditions 3b and 3d follow by inspection. �

Lemma 3.5.4 (Soundness). For any non-uniform PPT algorithm A = {Aλ}λ∈N and

polynomial T , there exists a negligible function negl such that for every λ ∈ N, it holds

that

Pr

 pp← G(1λ)

((M,x, y, L), π)← Aλ(pp)
:
V(crs, (M,x, y, L, t), π) = 1

∧ (M,x, y, L, t) 6∈ LU

 ≤ negl(λ)

where t = T (λ).

Proof. Assume for contradiction that there exists a non-uniform PPT adversary

A = {Aλ}λ∈N, polynomial T , and polynomial q such that Aλ breaks the sound-

ness of the SPARG construction for a T (λ)-time computation with probability

1/q(λ) for infinitely many λ ∈ N, that is

Pr

 (crs, dk)← G(1λ)

((M,x, y, L), π)← Aλ((crs, dk))
:
V(pp, (M,x, y, L, t), π) = 1

∧ (M,x, y, L, t) 6∈ LU

 ≥ 1

q(λ)
.

(3.5.1)
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For every such λ ∈ N, we will construct an adversary Bλ either against the

local soundness or soundness of the underlying RAM delegation scheme. On

input (crs, dk), the algorithm Bλ does the following.

1. Run Aλ((crs, dk)) to get ((M,x, y, L), π) and let t = T (λ). Parse π =

(~rt, ~τ ,~k, st, πy). Let m be the number of values in each of the vectors given

by Aλ, and let rt0 be the digest given by Del.D for the initial configuration

of M(x).

2. Compute M(x) for t steps by starting at the initial configuration cf0 for

M(x). Let cf1, . . . , cfm be the configurations computed at the indices cor-

responding to ~k, that is, cfi corresponds to the configuration after
∑i

j=1 kj

steps.

3. Compute the corresponding digests by letting (rt0, tree0) = Del.D(dk, cf0)

and (rti, treei, ∗) = Del.Update(dk, ki, treei−1) for i ∈ [m].

4. If rtm = rtm, then output (rtm, [L], (y, st, πy), (y, st, πy)) against the local

soundness of Del, where (y, st, πy) = Del.Open(dk, treem, [L]).

5. Otherwise, let i? ∈ [m] be the smallest index where rti? 6= rti? . Output

(cfi?−1, cfi? , rti?−1, rti? , τi?) against the soundness of Del.

To analyze the success of Bλ, we will show that whenever Aλ succeeds, the

values output by Bλ contradict either local soundness or the soundness of the

underlying delegation scheme. Specifically, when rtm = rtm, we show that Bλ
breaks local soundness by outputting in Step 4, and when rtm 6= rtm, then there

exists an i? ∈ [m] which causes Bλ to output in 5 and break soundness.

More formally, we complete the proof through a sequence of claims below.

We first show in Claim 3.5.5 that Bλ runs in polynomial time, and thus it suffices
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to show that the values output by Bλ give a contradiction. To show this, let winA

denote the event in Equation 3.5.1. By Equation 3.5.1,

1

q(λ)
≤ Pr [winA ∧ rtm = rtm] + Pr [winA ∧ rtm 6= rtm] .

We then show in Claim 3.5.6 that Pr [winA ∧ rtm = rtm] is bounded above by the

probability that Bλ breaks local soundness. This is therefore bounded by a neg-

ligible function negl, and so

Pr [winA ∧ rtm 6= rtm] ≥ 1

q(λ)
− negl(λ) ≥ 1

2q(λ)

for infinitely many λ ∈ N. We then show in Claim 3.5.7 that the proba-

bility that Bλ breaks soundness by outputting in Step 5 is at least 1/p(λ) ·

Pr [winA ∧ rtm 6= rtm] for a polynomial p depending on Aλ. Combining this

with the above, this implies that Bλ breaks soundness with probability at least

1/(2p(λ)q(λ)) which gives a contradiction. We proceed to show the claims.

Claim 3.5.5. There exists a polynomial pB such thatBλ runs in time pB(λ) for all λ ∈ N.

Proof. We show that Bλ can be implemented as a polynomial-time RAM ma-

chine. We have that Bλ (1) runsAλ, (2) computes M(x) for t steps, (3) compute

the m digests using Del.Update, and then (4) computes its output. We note that

m and |M,x| are polynomially bounded as the output length of Aλ is linear in

these values, and t is polynomial by assumption.

We have that (1) runs in polynomial time and (2) takes time t. For (3), com-

puting the initial digest and then the sequential calls toDel.Update can be done in

time |M,x| ·poly(λ)+ t ·poly(λ) by the updatability of the delegation scheme. For

(4), computing the output requires looking through m digests and outputting

the corresponding configurations. ForBλ to be able to output the configurations,
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we note that even though they may be as large as n = 2λ, the machine M can

only access t positions in memory, and so the non-accessed positions remain as

0’s. Thus, the intermediate configurations can be represented with O(t · λ) bits

rather than relying on n. Putting everything together, we have that Bλ runs in

polynomial time. �

Claim 3.5.6. When Aλ succeeds and rtm = rtm, then Bλ outputs values in Step 4 that

violate the local soundness of the delegation scheme. Formally,

Pr [winA ∧ rtm = rtm]

≤ Pr


(crs, dk)← Del.S(1λ)

(rtm, [L], (y, st, πy), (y, st, πy))

← Bλ(crs, dk)

:

Del.VerOpen(dk, rtm, [L], y, st, π) = 1

Del.VerOpen(dk, rtm, [L], y, st, π) = 1

(st, y) 6= (st, y)


where the first probability is over the randomness of Del.S and Aλ.

Proof. Suppose Aλ succeeds and rtm = rtm. In this case, Bλ outputs (rtm,

[L], (y, st, πy), (y, st, πy)) in Step 4. Since V accepts, then Del.VerOpen(dk, rtm,

[L], y, st, πy) = 1.

We claim that Del.VerOpen(dk, rtm, [L], y, st, πy) = 1 as well. To see this, note

that (rtm, treem) = Del.D(dk, cfm) by updatability, and therefore (y, st, πy) =

Del.Open(dk, treem, [L]) by local completeness, which gives the above. Lastly, as

rtm = rtm, both openings are accepting for the same digest.

It remains to show that (st, y) 6= (st, y), i.e., the openings correspond to two

different values. It suffices to show that when st = st then y 6= y. When st = st

and Aλ succeeds, we have that (1) st is a halting state, since this is checked by

V , and (2) (M,x, y, L, t) 6∈ LU . Together, these imply that M(x) indeed halts in
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t steps with output y 6= y, which gives a contradiction. Therefore, whenever Aλ
succeeds and Bλ outputs in Step 4, the values output by Bλ contradict the local

soundness of the delegation scheme. �

Claim 3.5.7. There exists a polynomial-time computable functionK withK(λ) ≤ T (λ)

for all λ, and a polynomial p, such that for k = K(λ),

1

p(λ)
· Pr [winA ∧ rtm 6= rtm]

≤ Pr


(crs, dk)← Del.S(1λ)

(cfi?−1, cfi? , rti?−1, rti? , τi?)

← Bλ(crs, dk)

:

Del.V(crs, (rti?−1, rti? , k), τi) = 1

(cfi?−1, cfi? , k) ∈ LU

(rti?−1, ∗) = Del.D(dk, cfi?−1)

(rti? , ∗) 6= Del.D(dk, cfi?)


.

Proof. Let i? ∈ [m] be the smallest index with rti? 6= rti? . We start by showing that

the values output by Bλ violate soundness for a ki?-time computation, where we

recall that ki? is the number of steps in statement i? given by Aλ. Relative to the

output (cfi?−1, cfi? , rti?−1, rti? , τi?) given by Bλ, it holds that:

1. Del.V(crs, (rti?−1, rti? , ki?), τi) because rti?−1 = rti?−1 by definition of i?, and

Del.V accepts the ith proof given by Aλ when Aλ succeeds.

2. (cfi?−1, cfi? , ki?) ∈ LU , because this corresponds to the true computation of

M(x) computed by Bλ.

3. (rti?−1, ∗) = Del.D(dk, cfi?−1) by the updatability of the delegation scheme.

4. (rti? , ∗) 6= Del.D(dk, cfi?) by definition of i? and the updatability of the del-

egation scheme.

Therefore, the values given by Bλ contradict the soundness of the delegation

scheme for a ki?-time computation. To break the soundness of the delegation
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scheme, recall that we need to show the existence of an adversary Bλ and a

polynomial-time computable, polynomially-bounded function K(λ) such that

Bλ breaks the soundness for a computation with k = K(λ) steps, whereas above

we showed that Bλ succeeds by choosing k adaptively as ki? . We note that for

any λ, there are at most m possible values of ki? , because V checks that each ki?

is set correctly. Since the output of Aλ is linear in m, then m is bounded by a

fixed polynomial p(λ) corresponding to the runtime of Aλ. It follows that there

exists an i ∈ [m] such that Bλ succeeds more than a 1/m ≥ 1/p(λ) fraction of the

time on ki, that is, Bλ breaks soundness for a ki-time computation with proba-

bility at least 1/p(λ) ·Pr [winA ∧ rtm 6= rtm]. This completes the claim by defining

K(λ) to calculate the value of ki based on λ and T (λ), and noting that K(λ) is

polynomially bounded by T (λ). �

This completes the proof of Lemma 3.5.4. �

Lemma 3.5.8 (Prover Efficiency). There exist polynomials q1, q2 such that for any

λ ∈ N and (M,x, L, t) ∈ LU where M has access to n ≤ 2λ words in memory, and

t ≤ 2λ, it holds that

depthP(1λ, (M,x, L, t)) ≤ t+ L+ (α?)2 · q(λ, |M,x|, log t)

with q2(λ) + α? log t processors.

Proof. Given a statement (M,x, L, t), the work of the prover consists of (1) ini-

tializing values for the computation, (2) computing and proving each sub-

computation, and (3) computing its output.

For initialization, this requires computing γ as well as the initial digest

rt0. The initial configuration consists of the empty initial state of M as well
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as the input x, and so by the efficiency of the underlying delegation scheme,

(rt0, tree0) can be computed in time |M,x| · poly(λ). Computing the param-

eter γ = α? + 1 requires evaluating α(λ, t) which can be computed in time

polynomial in its input length. Putting these together, initialization takes time

poly(λ, |M,x|, log t). For computing its output, we have that the output y is of

length L and so together, everything other than computing and proving M(x)

takes time L+ poly(λ, |M,x|, log t).

For computing and proving each sub-computation, we note that the num-

ber of proofs m computed by P can be bounded by m ≤ γ log t, which follows

directly from [59, Claim 6.14]. Moreover, by the efficiency of Del.Update and

the quasilinear overhead of Del.P, all proofs finish within depth t + γ2 · (log t +

1) + β(λ) with 3β(λ) + m processors by [59, Claim 6.15]. Since γ = α? + 1,

β(λ) ∈ poly(λ), and m ≤ γ log t, it follows that all sub-proofs complete within

t+ (α?)2 · poly(λ, log t) with poly(λ) + α? log t processors. �

Lemma 3.5.9 (Succinctness). There exist polynomials q1, q2 such that for any λ ∈ N,

and pp in the support of G(1λ), the following hold. For (M,x, L, t) ∈ LU where M has

access to n ≤ 2λ words in memory, t ≤ 2λ, and (y, π) in the support of P(1λ, (M,x, L,

t)), it holds that the proof length is bounded by

|π| ≤ α? · q1(λ, log t).

For any (M,x, y, L, t), π ∈ {0, 1}∗ whereM has access to n ≤ 2λ words in memory and

t ≤ 2λ, it holds that

workV(1λ, (M,x, y, L, t), π) ≤ α? · L · q2(λ, |M,x|, log t).

Proof. We start with bounding the proof length. The proof π contains (~rt, ~τ ,~k, st).

By the efficiency of Del, we have that each digest in rt has length λ and each proof
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in τ has size poly(λ, log t). Moreover, each integer in~k is at most t, and so requires

log t bits. As there are m ≤ γ log t = (α? + 1) · log t of each of these in the proof,

everything besides st requires α? · poly(λ, log t). As st is a local RAM state that

contains a constant number of words, it follows that the proof length is at most

α? · poly(λ, log t).

Next, to bound the verifier efficiency, we have that the verifier first parses

the proof, which has length α? · poly(λ, |M |, log t) as discussed above. It then

computes cf0 and rt0, which can be computed in time poly(λ, |M,x|). Then, it runs

Del.V for each of the m sub-proofs, which can be done in time poly(λ, |M |, log t)

by the succinctness of Del. It also checks Del.VerOpen(dk, rtm, [L], y, πy), which

runs in polynomial time in its inputs, and hence in time poly(λ, L). Lastly, it

does consistency checks, which take time |L| · poly(λ, log t) to check st, |y|, and

t. It also checks that each ki is correct, which requires computing γ = α(λ, t) +

1, and then, starting with T = t, iteratively checking for each i if the number

of steps remaining is greater than γ log T , and if so calculating bT/γc. These

can all be computed in polynomial time in their input length, adding a total of

m · poly(log λ, log t) work. Putting everything together and using the fact that

m ≤ γ log t and γ = α? + 1, V runs in time α? · L · poly(λ, |M,x|, log t). �

3.6 SPARGs for Parallel Computations

In this section, we give a SPARG construction for parallel RAM computations.

Specifically, for a computation that takes time t with p processors, we show a

SPARG where the prover runs in time proportional to the parallel time t when

using p processors, rather than running in time proportional to the total work
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t · p (see Definition 3.3.8 for a formal definition).

At a high level, we will be modifying the SPARG from Section 3.5 as follows.

Recall that the SPARG prover runs the computation of M(x) by viewing it as

a sequence of m consecutive sub-computations. For each sub-computation, it

runs Del.Update to form a witness wi that Del.P can use to prove correctness of

that sub-computation. Recall that when instantiating the updatable delegation

scheme via Section 3.4, the witnesswi simply consists of updates to a Merkle tree

corresponding to the computation, and the prover Del.P uses these updates to

form the proof, without needing access to the tree or computation in memory.

To extend this to the parallel setting, we first note that the hash tree of [59]

(which we are already using to instantiate our construction) allows for parallel

updates, and so Del.Update can perform p updates to the hash tree simultane-

ously with minimal overhead, and then set wi to be the hash tree openings to

the parallel updates. However, a challenge arises in that if we modify Del.P to

instead prove the correctness of t parallel updates, rather than proving correct-

ness of t · p sequential updates, the running time of Del.P grows polynomially in

p, which we want to avoid. This is due to the fact that the underlying scheme de-

pends on the time to verify a single step of computation, which requires checking

all p parallel updates at each step.

To fix this, we will show that it suffices for Del.P to first “sequentialize” the

updates given inwi—that is, transform tparallel updates into t·p sequential ones.

We formalize this as a property of the hash tree in Section 3.6.1, and in particular

show that it can be done in time poly(λ, log p) with p processors. We then show

in Section 3.6.2 that when instantiating our updatable delegation scheme with a

hash tree that allows for sequentializing updates, it can be made to satisfy quasi-
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linear parallel efficiency, meaning that the prover uses p processors and runs in

time t + poly(λ, log(t · p)). Finally, in Section 3.6.3, we show that when instanti-

ating our SPARG construction with this updatable delegation scheme, it gives a

SPARG for parallel computations.

3.6.1 Sequentializable Hash Trees

In this section, we show that parallel updates in the hash tree construction due

to [59] can be transformed into sequential ones, with overhead essentially inde-

pendent of the parallelism. We start by defining this property.

Definition 3.6.1 (Sequentializable Hash Trees). A concurrently updatable hash

function (C.Gen,C.Hash,C.Open,C.Update,C.VerOpen,C.VerUpd) with β-parallel ef-

ficiency is sequentializable using an algorithm C.Sequentialize with the following syn-

tax:

• (~rt, ~π) = C.Sequentialize(pp, tree, S, V, τ): A deterministic algorithm that takes

as input public parameters pp, a hash tree tree, an ordered set S ⊆ [n], a tuple V of

words in {0, 1}λ, and a proof τ , and outputs a vector ~rt of |S| digests and a vector

~π of |S| proofs.

We require the following properties.

• Correctness. For any λ, n ∈ N, string D ∈ {0, 1,⊥}n, pp in the support of

C.Gen(1λ, n), ordered set S ⊆ [n], and tuple V of words in {0, 1}λ, compute

1. (tree, rt0) = C.Hash(pp, D)

2. (rt, τ) = C.Update(pp, tree, S, V )
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3. (~rt, ~π) = C.Sequentialize(pp, tree, S, V, τ)

Then, it holds that

rt|S| = rt and C.VerUpd(pp, rti−1, `i, vi, rti, πi) = 1

for each i ∈ [|S|], where `i, vi, rti, and πi are the ith values in S, V , ~rt, and ~π,

respectively.

• Efficiency. C.Sequentialize(pp, tree, S, V, τ) can be computed in time β(λ) ·

poly(log |S|, log n) with |S| processors.

We note that the inputs to C.Sequentialize can be given as pointers to memory to enable

the above efficiency.

We achieve the above definition by showing that the concurrently updatable

hash function construction due to [59] can be made sequentializable. Hence-

forth, we refer to this as the EFKP hash function. We prove the following lemma.

Lemma 3.6.2. Assuming the existence of collision-resistant hash function families, there

exists a concurrently updatable hash function that is sequentializable.

To prove the lemma, we start with some preliminaries, following [59].

Binary Trees. We discuss complete binary trees with n leaves. We refer to each

node as having a level, where the leaves are level 0 and the root is level log n− 1.

For a node at level i, its children are the two adjacent nodes at level i− 1, and its

parent is the adjacent node at level i+ 1.

Each node in a binary tree is denoted with a label, defined as follows. The

root is denoted by the empty string ε. All other nodes are labeled recursively.
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For a node whose parent has label `, we label its left child as `||0 and its right

child as `||1. We note that with this notation, leaves are labeled with strings in

{0, 1}n.

Definition 3.6.3 (Ancestor and Dangling Nodes). For a complete binary tree and a

set of leaves S, we define the following sets:

• ancestors(S) is the set of nodes that are ancestors of any node in S, including those

in S.

• dangling(S) is the set of nodes that are siblings of nodes in ancestors(S), but them-

selves are not in ancestors(S).

For a single node `, we simply write ancestors(`) and dangling(`) to denote the corre-

sponding sets relative to {`}.

We are now ready to prove the lemma.

Proof of Lemma 3.6.2. Let C = (C.Gen,C.Hash,C.Open,C.Update,C.VerOpen,

C.VerUpd) be the hash tree construction given by EFKP. Fix a hash tree tree in

memory, a set of nodes S, and tuple V of words, and let (rt, τ) be the update

given by C.Update(pp, tree, S, V ). Recall that τ consists of a value for each node

in S before the update, as well as values for each node in dangling(S).

Let |S| = p. The algorithm C.Sequentialize(pp, S, V, τ) will use p processors

ρ1, . . . , ρp, each with 2 log nwords of allocated memory. At a high level, each pro-

cessor ρi will compute an authentication path corresponding to updating only

the ith node `i in S, while pretending that the i− 1 first nodes were already up-

dated. It will do so by forming lists Ai and Bi, level by level, of values for the
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ancestor and dangling nodes for `i after the ith update. For each level of the

tree, all processors will find the necessary values in parallel. This will result in

an algorithm that takes parallel time proportional to the height of the tree, but

not the number of processors. Next, we give the formal algorithm.

C.Sequentialize(pp, S, V, τ):

1. Use τ to form a partial Merkle tree T in memory corresponding to the val-

ues of all nodes in ancestors(S) ∪ dangling(S) before any updates. Specifi-

cally, using the values given in τ for S ∪ dangling(S), iteratively hash each

pair of siblings to form the partial Merkle tree.

2. Sort S in lexicographic order and let the sorted set be S = (`1, . . . , `p). Sort

V and the same way, so that for each i, the ith value corresponds to `i.

3. Each processor ρi initializes empty lists Ai and Bi, and writes the value of

`i from V to Ai.

4. For each level j of the tree, starting from the leaves, each processor ρi does

the following:

(a) Find step. Let `sib,i be the node in dangling(`i) at level j.

i. Check to see if `sib,i would have already been updated before the

ith update (meaning, if it is an ancestor of some `k ∈ S with k <

i). Specifically, if `sib,i is a left child, find the rightmost node `k in

S with `sib,i ∈ ancestors(`k).

ii. If such a node `k is found, let vsib,i be the last value in the list Ak.

iii. Otherwise, let vsib,i be the value of `sib,i in T .

iv. Write vsib,i to Bi.
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(b) Hash step. Hash the most recent values in Ai and Bi together (with

the left node’s value first) and add the resulting value to Ai.

5. Each processor then sets its output πi to Bi, and rti to the last value in Ai.

To complete the proof, it remains to analyze the correctness and efficiency of

C.Sequentialize. We show correctness in Claim 3.6.4 and efficiency in Claim 3.6.5

below.

Claim 3.6.4. The algorithm C.Sequentialize satisfies correctness. That is, for (~rt, ~π)←

C.Sequentialize(pp, tree, S, V, τ), it holds that

rt|S| = rt and C.VerUpd(pp, rti−1, `i, vi, rti, πi)

for each i ∈ [|S|], where vi is the value in V corresponding to node `i.

Proof. LetAi andBi be the list of values for nodes in ancestors(`i) and dangling(`i),

respectively, formed by processor ρi during the algorithm. We will show that if

we had performed the p updates sequentially using p calls to C.Update, rather

than updating all of S together, then the values inAi are exactly those that would

have been written to ancestors(`i) by the ith update, and the values in Bi are

identical to those that would have been computed for the proof of the ith update.

By update completeness, this will give the claim.

For any level j ∈ [log n− 1], let Ai[j] and Bi[j] denote the jth value in Ai and

Bi, respectively. We will say that a valueAi[j] orBi[j] is correct if it is equal to the

value of the corresponding node at level j after the jth update, when performing

the updates sequentially as described above. We will show by induction on j that

after the jth iteration of the loop, the most recent values in Ai and Bi are correct

for all processors i.

236



For the base cases, it suffices to show that Ai and the partial tree T are ini-

tialized correctly. For initializing Ai, the first value in Ai (corresponding to the

value of `i after the update) is set to be the value given by V , which by definition

is the updated value of `i. For the partial tree T , recall that T corresponds to the

tree defined only on nodes in ancestors(S)∪dangling(S), and is formed by starting

with the values for nodes in S ∪ dangling(S) before the updates, and then using

these to compute the values for the rest of the nodes. We observe that for any

node in this tree not in S∪dangling(S), both of its children must also be in T , and

thus the values for S ∪ dangling(S) suffice to fill in the values for the remaining

nodes. Since the remaining nodes’ values are calculated by hashing their chil-

dren’s values, the tree T contains the correct values for ancestors(S)∪dangling(S)

before the update.

Next, suppose that the values added toAi andBi in iteration j−1 of the loop

are correct for all i. We will show that the values added to Ai and Bi in the jth

iteration of the loop are correct. It will be helpful to note that after iteration j−1,

Ai contains j values (one for each ancestor in the first j levels), and Bi contains

j − 1 values, so we want to show that Ai[j + 1] and Bi[j] are correct. For Ai, we

have that Ai[j + 1] is set to the hash of Ai[j] and Bi[j]. Thus, it suffices to show

that Bi[j] is correct.

For Bi, recall that at this point, we would like to add the value for the node

at level j in dangling(`i), denoted `sib,i. We would like to find the value for this

node just prior to the ith update, as it is not changed by the ith update. Since

`sib,i ∈ dangling(`i), it is either in dangling(S), or is an ancestor of some node in

S, and these two sets are mutually exclusive. We therefore have the following

cases:
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• Case 1: `sib,i ∈ dangling(S). In this case, we take its value from T , which

corresponds to its value before any update by the base case. Note that

nodes in dangling(S) are not updated when updating nodes in S, and thus

this is the desired value.

• Case 2: `sib,i ∈ ancestors(S) and is a right child. In this case, every node

in S for which `sib,i is an ancestor is to the right of `i—this is because `sib,i

is not an ancestor of `i itself. Therefore, the value of `sib,i would not have

been changed by any update prior to the ith update, so the correct value

is the value of `sib,i before any update. The algorithm finds this value in T ,

which is correct by our base case.

• Case 3: `sib,i ∈ ancestors(S) and is a left child. Finally, in this case, the

value of `sib,i is updated by some update prior to the ith update. It is pos-

sible that it is updated more than once. Therefore, the correct value for

`sib,i is its value after the last time it was updated, which corresponds to

the rightmost node in S that has `sib,i as an ancestor. The algorithm finds

this node `k, and then sets the value for `sib,i to be the most recent value in

Ak. Since all processors work in sync level by level, this is the value for the

ancestor of `k at level j after the kth update, which is therefore correct.

Therefore, Bi[j] and hence Ai[j + 1] are set correctly in the jth iteration, which

gives the claim. �

Claim 3.6.5. Suppose that a single hash can be computed in time β(λ). Then,

C.Sequentialize(pp, S, V, τ) is an algorithm in the CREW model that runs in time

β(λ) · poly(log p, log n) with p processors.

Proof. We analyze the efficiency of C.Sequentialize step by step, starting with
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forming the partial Merkle tree T in Step 1 on nodes in ancestors(S)∪dangling(S).

Since this tree is on ancestors(S)∪dangling(S), it contains at most 2p nodes at each

level—ancestors(S) contains at most p nodes at each level, and each of those can

have at most one sibling in dangling(S). Therefore, this step can be done us-

ing p processors first by copying the O(p log n) values for S ∪ dangling(S) to the

right place in memory in timeO(log n), and then, at each level, using the proces-

sors to do the (at most) p hashes concurrently. This can be done in the CREW

model by assigning processors to hashes based on the processors’ indices. Let-

ting β = β(λ) denote the time to perform a single hash, it follows that this step

can be done in time O(β · log n) with p processors. For the rest of the algorithm,

we assume that we can access a value in this tree in timeO(log n) given the node’s

label (by using the label to “traverse” the tree).

Next, in Step 2, we sort S (and V ). This can be done in time O(log |S|) =

O(log p) with p processors using a parallel sorting algorithm in the CREW model

(such as that of [47]). Initializing the lists Ai and Bi in Step 3 can be then done

in constant time (as V is sorted, so the ith value can be directly accessed). We

note that for the remainder of the algorithm, processor ρi only writes to Ai and

Bi, and so no processors attempt to write concurrently to the same location.

Next, we look at the loop in Step 4. At each level of the tree, ρi finds a value

for `sib,i in Step 4a, and then performs a hash in step 4b. The hash takes time

β, so it remains to bound the runtime of the find step. First, ρi searches S for

a descendant of `sib,i. Since S is sorted, this can be done using a binary search

for the leftmost and rightmost descendants of `sib,i, and returning the rightmost

node found in this range. Therefore, this takes time O(log |S|) = O(log p). If no

such node is found, ρi retrieves the value for that node from T , which takes time
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O(log n) by the discussion above. Therefore, the find step can be done in time

O(log p+log n). Since each processor does the find step in parallel, and there are

a total of log n levels, overall the loop takes time O(log n · (β+ log p+ log n)) with

p processors.

Since each processor computes its output throughout the algorithm, Step 5

takes constant time. Therefore, putting everything together, the algorithm

C.Sequentialize runs in time β·poly(log p, log n) with pprocessors, giving the claim.

�

This completes the proof of Lemma 3.6.2.

3.6.2 Parallelizable Delegation

In this section, we show that the delegation scheme from Corollary 3.4.6 can be

made depth preserving for parallel computations. Specifically, consider delegat-

ing a computation that can be run in parallel time twhen using p processors. We

show that when instantiating the updatable delegation scheme with a sequen-

tializable hash tree, we obtain an updatable scheme where the prover runs in

parallel time t · poly(λ, log(t · p)) when using p processors.

Syntactically, when considering parallel computations, we note that the num-

ber of processors p is included in the statement. Completeness, collision resis-

tance, and local opening are unchanged from the sequential case. Soundness

and succinctness naturally extend to consider computations with total work t · p

rather than t. The formal definition is given in Definition 3.3.6. Next, we formal-

ize the required prover efficiency.
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Definition 3.6.6 (Parallel Prover Efficiency for Delegation). For functions α and

ρ, an updatable PRAM delegation scheme for Ldel
par satisfies (α, ρ)-prover efficiency if

for all λ ∈ N, keys (crs, dk) in the support of Del.S(1λ), statement (cf, cf ′, t, p) ∈ Ldel
par

using n ≤ 2λ memory with t, p ≤ 2λ, (rt, tree) = Del.D(dk, cf), and (rt′, tree′, w) =

Del.Update(dk, t, p, tree), it holds that Del.P(crs, (cf, cf ′, t, p), w) runs in time α(λ, t, p)

with ρ(λ, t, p) processors.

When α(λ, t, p) ∈ t · poly(λ, log(t · p)) and ρ(λ, t, p) ∈ p · poly(λ, log(t · p)), we say

that the delegation scheme is depth-preserving.

We also extend the efficiency of Del.Update to take into account parallel up-

dates.

Definition 3.6.7 (Parallel Update Efficiency). A β-updatable PRAM delegation

scheme for Ldel
par has the following efficiency for Del.Update. For any λ ∈ N, statement

(cf, cf ′, t, p) ∈ Ldel
par, keys (crs, dk) in the support of Del.S(1λ), (rt, tree) = Del.D(dk, cf),

it holds that Del.Update(dk, t, p, tree) runs in time t + β(λ) with p · β(λ) processors.

When β(λ) ∈ poly(λ), we simply say the scheme is updatable.

Using these definitions, we can state the main result of this section.

Theorem 3.6.8. Assuming the hardness of LWE, there exists a publicly verifiable, suc-

cinct, and updatable PRAM delegation scheme for Ldel
par with local opening that is depth-

preserving. The construction is in the CREW model.

We prove this result in two steps. First, we analyze the parallel efficiency

of the prover Del.P from the delegation scheme in Corollary 3.4.6, and show

that Del.P can prove sequential computations on T steps in parallel time (T/p) ·

poly(λ, log T ) with p processors for any p, when given a witness consisting of the
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hash tree updates corresponding to the computation. Then, we show that by

instantiating the above delegation scheme with a sequantializable hash tree, we

can obtain a scheme for parallel computations. Specifically, consider computa-

tions with parallel time t on p processors. After running these computations to

obtain t hash tree updates each to p words in memory, we will use the sequen-

tializability of the hash tree to transform these into T = t · p updates, each to

a single word. We will then run Del.P above using p processors, and show that

this results in the desired efficiency.

Parallel efficiency of Del.P. We start by analyzing the parallel efficiency of the

delegation scheme given in Corollary 3.4.6, when proving sequential computa-

tions. Recall that to prove a statement (cf, cf ′, T ), the prover Del.P takes as input

a witness w consisting of T hash tree updates, each updating a single word in

memory. It then uses these to run the prover algorithm from the CJJ construc-

tion. We recall from Section 3.4.2 that the prover does the following:

1. Commit to the sequence of T updates, each of length ` ∈ poly(λ). The

specific commitment computes ` copies of a Merkle-tree style commitment,

each in time T · ` · poly(λ) to a string of length T · `.

2. Create local openings in the commitment for each of the T updates. This

requires opening ` bits for each of the T updates. Each opening (to a single

bit) takes time ` · poly(λ, log(T · `)) ∈ poly(λ, log T ).

3. Use a BARG for the circuit Cstep to prove the correctness of the T updates.

Internally, the BARG construction does the following:

(a) Computes a PCP for each of the T statements, each taking time

poly(λ, |Cstep|).
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(b) Commits columnwise to the PCPs, creating poly(λ, |Cstep|) commit-

ments to T bits each.

(c) Applies a correlation-intractable hash to C and the commitment, and

then samples PCP queries. Together, these can be done in time

poly(λ, log T, |Cstep|).

(d) Opens the query locations in the corresponding commitments. This

requires opening T values in poly(λ, log |Cstep|) commitments, each of

which can be done in time poly(λ, log T ) time. Together, this takes time

T · poly(λ, log T, log |Cstep|).

(e) Recurses on a BARG for T/2 instances with a circuit of size

poly(λ, log T, log |Cstep|), for a total of log T recursions.

We observe that this can be improved by using parallelism. Specifically, suppose

Del.P has p processors. Then, we can obtain the following efficiency:

1. Each of the ` commitments to T · ` bits can be computed in time (T · `/p) ·

poly(λ). Since ` ∈ poly(λ), this results in parallel time (T/p) · poly(λ) with p

processors for the commitment.

2. The local openings in the commitment can be similarly parallelized, so that

we can open the required T · ` bits in time (T · `/p) · poly(λ, log T ) ∈ (T/p) ·

poly(λ, log T ).

3. We can parallelize the BARG as follows:

(a) The PCPs can be computed in parallel, thereby taking time (T/p) ·

poly(λ, |Cstep|).

(b) For each column of T bits, the commitment can be computed in time
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(T/p) · poly(λ). Therefore, committing to the columns will take (T/p) ·

poly(λ, |Cstep|) time.

(c) Computing the correlation-intractable hash and sampling PCP

queries can be done in poly(λ, log T, |Cstep|) time as before.

(d) The commitment openings can be computed in parallel, since each

bit can be opened independently. Therefore, this can be done in time

(T/p) · poly(λ, log T, log |Cstep|).

(e) We can then recurse on T/2 instances, on a circuit of size

poly(λ, log T, log |Cstep|), similarly parallelizing the recursive steps.

Therefore, the BARG can be computed in time (T/p) · poly(λ, log T, |Cstep|)

with p processors.

Finally, we note that when proving sequential computations, Cstep is the circuit

that verifies a single step of computation, in which case |Cstep| ∈ poly(λ, log T ).

Putting everything together, it follows that Del.P tuns in time

(T/p) · poly(λ, log T )

with p processors.

Depth-preserving delegation. Let Del be the delegation scheme from Corol-

lary 3.4.6 and let C be a sequentializable, concurrently updatable hash tree

(which, by definition, allows for parallel updates). We will show that by in-

stantiating Del with C and modifying the Del.Update and Del.P algorithms, this

gives a delegation scheme for parallel computations. The modified algorithms

are as follows:
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• Del.Updatepar(dk, t, p, tree): Run Del.Update(dk, t, tree) to update the hash

tree for t steps, but use p processors to perform concurrent updates in par-

allel. The resulting witness w thereby consists of t updates each to at most

p words in memory.

• Del.Ppar(crs, (cf, cf
′, t, p), w):

1. Parse w as a sequence of t parallel updates. For each update, use

C.Sequentialize to create at most p sequential updates. Let w′ be the

resulting sequence of T ≤ t · p updates.

2. Output π ← Del.P(crs, (cf, cf ′, T ), w′).

We will show that this results in a scheme satisfying the statement of Theo-

rem 3.6.8.

Proof of Theorem 3.6.8. It suffices to show completeness, soundness, succinctness,

local opening, updatability, and prover efficiency. Soundness and local opening

follow directly from the corresponding properties of Del. Completeness follows

from the sequentializability of C and completeness of Del. Succinctness follows

from that ofDel, and in particular gives a scheme where proof length and verifier

efficiency depend polynomially on log(t · p).

For updatability, we note that the functionality of Del.Updatepar follows from

that of C (just as in the case of Del.Update). For the efficiency of Del.Updatepar,

we have that Del.Updatepar(dk, t, p, tree) runs in time t + poly(λ) with p · poly(λ)

processors, by the parallel efficiency of C, as required. Moreover, concurrent

updates can be pipelined to get the desired efficiency, by the parallel efficiency

of C.
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To show that the prover is depth preserving, we recall that by the sequential-

izability of C, it holds that C.Sequentialize runs in time β(λ) ·poly(log p, log n) with

p processors. As β(λ) ∈ poly(λ), n ≤ 2λ, and Del.Ppar runs C.Sequentialize t times,

this takes time t · poly(λ, log p). Then, by the discussion above, running Del.P on

a T -time statement with T ≤ t · p can be done in time (T/p) · poly(λ, log T ) ≤

t · poly(λ, log(t · p)) with p processors. Putting everything together, this shows

that Del.Ppar is depth-preserving, which gives Theorem 3.6.8.

3.6.3 SPARG Construction for Parallel Computations

In this section, we give our construction of SPARGs for parallel RAM computa-

tions.

Theorem 3.6.9. Let Del be a publicly verifiable, succinct, and updatable delegation

scheme for Ldel
par with local opening that is depth preserving. Then, there exists a SPARG

for LUpar. Specifically, for all λ ∈ N and (M,x, y, L, t, p) ∈ LUpar where M has access

to n ≤ 2λ words in memory and t ≤ 2λ, the following hold. Let (α, ρ) be the prover

efficiency of Del.P, and let α? = α(λ, t, p)/t be the multiplicative overhead of Del.P with

respect to the number of depth of computation and ρ? = ρ(λ, t, p). Then:

• The depth of the prover is bounded by t + L + (α?)2 · poly(λ, |M,x|, log(t · p))

when using (p+ ρ?) · α? · poly(λ, log t) processors.

• The proof size is bounded by α? · poly(λ, log(t · p)).

• The work of the verifier is bounded by α? · L · poly(λ, |M,x|, log(t · p)).

The construction is in the CREW model.
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By combining Theorem 3.6.9 with Theorem 3.6.8, we obtain the following

corollary.

Corollary 3.6.10. Assuming the hardness of LWE, there exists a SPARG for LUpar.

Proof of Theorem 3.6.9. The theorem follows by instantiating the SPARG (G,P ,V)

in Figure 3.1 with a delegation scheme Del.P for PRAM that is depth preserving.

Completeness, soundness, and succinctness follow similarly to the sequential

case, given by Theorem 3.5.1. It suffices to show prover efficiency.

Let (α, ρ) be the prover efficiency of Del.P and let α? = α(λ, t, p)/t and

ρ? = ρ(λ, t, p). We showed in Lemma 3.5.8 that the prover depth can be split

into initializing values for the computation, computing and proving each sub-

computation, and computing its output. It follows from our analysis that ev-

erything other than computing and proving each sub-computation takes time

L+ poly(λ, |M,x|, log(t · p)) with a single processor.

For computing and proving the output, it follows directly from [59, Claims

6.14 and 6.15] thatP computesm ≤ γ log tproofs, and all proofs complete within

depth t+ γ2(log t+ 1) + β(λ). Since γ = α? + 1 and β(λ) ∈ poly(λ), it follows that

all sub-proofs complete within depth t+ (α?)2 · poly(λ, log t).

For the number of processors, we have that P runs the computation using p

processors. In parallel to running the computation, P runs Del.Update. We note

that by the parallel efficiency of the hash tree, all of the calls to Del.Update can be

done using a total of p·β(λ) processors (exactly as done in [59]). Finally, for each

sub-computation, P runs Del.P, and therefore require ρ? processors for each of

the m sub-proofs. Putting everything together, P requires p + p · β(λ) + ρ? · m

processors. As β ∈ poly(λ) and there are a total of m ≤ γ log t = (α? + 1) ·
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log t sub-computations, it follows that the prover uses (p+ ρ?) · α? · poly(λ, log t)

processors.

3.7 Application to Verifiable Delay Functions

In this section, we show that SPARGs for P and any sequential function imply a

VDF (Definition 3.3.3). We note that a sequential function is a minimal assump-

tion as VDFs directly imply sequential functions. We use the following building

blocks and parameters.

• A sequential function SF = (SF.Gen, SF.Sample, SF.Eval). Let pSF, qSF be

the polynomials from the honest evaluation property of SF such that

SF.Eval(1λ, ·, ·, t) runs in time t + pSF(λ, log t) with qSF(λ, log t) processors.

Let `SF be the polynomial such that the output length is bounded by

`SF(λ, log t).

• A SPARG (G,P ,V) for any L ∈ LUpar containing SF.Eval.

Construction. Our VDF construction VDF = (VDF.Gen,VDF.Sample,VDF.Eval,

VDF.Verify) is as follows.

• pp← VDF.Gen(1λ):

1. Sample crs← G(1λ) and k ← SF.Gen(1λ).

2. Output pp = (crs, k).

• x← VDF.Sample(1λ, pp):
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1. Sample and output x← SF.Sample(1λ, k).

• (y, π)← VDF.Eval(1λ, pp, x, t):

1. Recall that pSF, qSF, `SF are the polynomials denoting the efficiency

of VDF.Eval. Let statement = (SF.Eval, (1λ, k, x, t), `SF(λ, log t), t +

pSF(λ, log t), qSF(λ, log t)).

2. Compute and output (y, π)← P(1λ, crs, statement).

• b← VDF.Verify(1λ, pp, x, t, (y, π)):

1. Let statement′ = (SF.Eval, (1λ, k, x, t), y, `SF(λ, log t), t + pSF(λ, log t),

qSF(λ, log t)) (note that statement′ differs from statement used by

VDF.Eval as it contains the output y).

2. Output b← V(1λ, crs, statement′, π).

Theorem 3.7.1. Assuming the existence of a SPARG for LUpar and a sequential function,

there exists a VDF.

By combining this with Corollary 3.6.10, we obtain the following.

Corollary 3.7.2. Assuming the hardness of LWE and a sequential function, there exists

a VDF.

Proof of Theorem 3.7.1. We prove completeness, sequentiality, honest evaluation,

soundness, and discuss the efficiency of our algorithms. Completeness follows

directly from the completeness of the SPARG. Sequentiality follows directly from

the sequentiality of SF.

Before proving honest evaluation and soundness, we note that the first output

of VDF.Eval can be computed as VDF.Eval1(1λ, pp, x, t) = SF.Eval(1λ, k, x, t). This

follows from the completeness of (G,P ,V), and will be useful below.
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Honest Evaluation. Fix any λ, t ∈ N, pp = (crs, k) in the support of

VDF.Gen(1λ), and x in the support of VDF.Sample(1λ, pp). By the honest eval-

uation property of SF, it holds that SF.Eval(1λ, k, x, t) can be computed in time

t + pSF(λ, log t) with qSF(λ, log t) processors. Moreover, the output length is

bounded by `SF(λ, log t). Putting these together, it follows that P on input

statement = (SF.Eval, (1λ, k, x, t), `SF(λ, log t), t+ pSF(λ, log t), qSF(λ, log t)) runs in

depth

t+ pSF(λ, log t)

+ poly(λ, |SF.Eval, 1λ, k, x, t)|, λ, log((t+ pSF(λ, log t)) · qSF(λ, log t)))

∈ t+ poly(λ, |(Mλ,t, k, x)| , log t)

with poly(λ, log((t+pSF(λ, log t))·qSF(λ, log t))) ∈ poly(λ, log t) processors. Since k

and x are sampled by polynomial-time algorithms, it holds that |k, x| ∈ poly(λ).

Moreover, we can assume that SF.Eval is represented as a Turing machine with

constant size. It follows that VDF.Eval can be computed in depth t + p′(λ, log t)

with q′(λ, log t) processors for fixed polynomials p′, q′.

Soundness. Suppose for contradiction that there exists a non-uniform PPT al-

gorithm A = {Aλ} and polynomials T, q such that for infinitely many λ ∈ N, it

holds that

Pr


pp← VDF.Gen(1λ)

(x, y′, π′)← Aλ(pp)

y = VDF.Eval1(1
λ, pp, x, t)

:
VDF.Verify(1λ, pp, x, t, (y′, π′)) = 1

∧ y 6= y′

 ≥ 1/q(λ)

where T = t(λ).

We construct an adversary P? = {P?λ}λ∈N against the soundness of the
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SPARG. For each λ ∈ N, the algorithm P?λ(crs) has Aλ and pSF, qSF, `SF, T hard-

coded and does the following:

1. Sample k ← SF.Gen(1λ) and let pp = (crs, k).

2. Run (x, y′, π′)← Aλ(pp).

3. Output (SF.Eval, (1λ, k, x, t), y′, `′), π′), where `′ = `SF(λ, log t′) for t′ = t +

pSF(λ, log t) and t = T (λ).

Note that since SF.Gen and Aλ are PPT algorithms, P?λ runs in time poly(λ).

To analyze the success of P?λ, we will show that P?λ breaks the soundness

of (G,P ,V) on a statement that takes time T ′(λ) with P ′(λ) processors, where

T ′(λ) = T (λ) + pSF(λ, log T (λ)) and P (λ) = qSF(λ, log T (λ)). We start by expand-

ing the probability above based on our construction. By definition of P?, the fact

that VDF.Verify simply runs V , and because VDF.Eval1 evaluates to SF.Eval, the

above inequality implies that

Pr

 V(1λ, crs, (SF.Eval, (1λ, k, x, t), y′, `′, t′, p′), π′) = 1

∧ y′ 6= SF.Eval(1λ, k, x, t)

 ≥ 1/p(λ),

where t′ = T ′(λ), p′ = P ′(λ), and `′ = `SF(λ, log t′), and the probability is over

crs ← G(1λ) and (SF.Eval, (1λ, k, x, t), y′, `′), π′) ← P?(crs). Finally, as SF.Eval is

deterministic, the output is unique, and so y′ 6= SF.Eval(1λ, k, x, t) implies that

(SF.Eval, (1λ, k, x, t), y′, `′, t′, p′) 6∈ LUpar. Therefore, the above implies that

Pr

 V(1λ, crs, (SF.Eval, (1λ, k, x, t), y′, `′, t′, p′), π′) = 1

∧ (SF.Eval, (1λ, k, x, t), y′, `′, t′, p′) 6∈ LUpar

 ≥ 1/p(λ),

where the probability is over crs ← G(1λ) and (SF.Eval, (1λ, k, x, t), y′, `′), π′) ←

P?(crs), in contradiction to the soundness of the SPARG.
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Efficiency. Lastly, we discuss the efficiency of our construction. We have

that VDF.Gen and VDF.Sample are polynomial-time algorithms, since G, SF.Gen,

and SF.Sample can be run in polynomial time. The efficiency of VDF.Eval was

discussed above. For VDF.Verify, the running time depends on the time to

form statement′ and run V . By the succinctness of the SPARG, V runs in time

poly(λ, |SF.Eval, 1λ, k, x, t|, `SF(λ, log t), log((t+pSF(λ, log t)) ·(qSF(λ, log t)))). Since

|SF.Eval, 1λ, k, x, t| is polynomially bounded, overall this takes time poly(λ, log t),

which is polynomial in its input length, as desired.
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SPARG (G,P ,V) for LU

• G(1λ):

1. (crs, dk)← Del.S(1λ).
2. Output pp = (crs, dk).

• P(1λ, pp, (M,x, L, t)):

1. Let cf0 be the initial configuration for M(x), which includes
the (empty) local state and M,x. Let (rt0, tree0) = Del.D(dk,
cf0).

2. Compute γ as in the parameters paragraph. Initialize T := t
to be the number of steps remaining in the computation.

3. For i = 1, 2, . . ., repeat the following until T = 0:
(a) Calculate the number of steps ki to compute in this iter-

ation. If T > γ log T , set ki = bT/γc, and otherwise set
ki = T .

(b) Compute ki steps of M starting with configuration cfi−1.
Let cfi be the resulting configuration.

(c) In parallel to Step 3b, compute (rti, treei, wi) ←
Del.Update(dk, ki, treei−1).

(d) Without waiting for Step 3c to halt (but after Step 3b),
spawn a process that continues to the next iteration with
T = T − ki.

(e) After Steps 3b and 3c complete, spawn a parallel thread
to compute τi ← Del.P(crs, (M, cfi−1, cfi, ki), wi).

4. Let (y, st, πy) = Del.Open(dk, [L], treem), where m is the num-
ber of iterations of the loop above.

5. Let ~rt = (rt1, . . . , rtm), ~τ = (τ1, . . . , τm), and ~k = (k1, . . . , km).
Output (y, π) where π = (~rt, ~τ ,~k, st, πy).

• V(1λ, pp, (M,x, y, L, t), π):

1. Parse π = (~rt, ~τ ,~k, st, πy).
2. Let cf0 be the initial configuration ofM(x) and compute rt0 as

Del.D(dk, cf0).
3. Output 1 if and only if the following hold, and 0 otherwise:

(a) Del.V(crs, (rti−1, rti, ki), τi) accepts for all i ∈ [m].
(b) ki is as defined above for each i ∈ [m], and t ≤ 2λ.
(c) Del.VerOpen(dk, rtm, [L], y, st, πy) = 1.
(d) st is a halting state, and |y| ≤ L.

Figure 3.1: SPARG for LU .
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CHAPTER 4

CONTINUOUS VERIFIABLE DELAY FUNCTIONS

This chapter contains joint work with Cody Freitag (Cornell Tech), Ilan Komar-

godski (Hebrew University and NTT Research), and Rafael Pass (Cornell Tech).

It appeared in the proceedings of the International Conference on the Theory

and Applications of Cryptographic Techniques (EUROCRYPT) 2020.

4.1 Introduction

A fundamental computational task is to simulate “real time” via computation.

This was first suggested by Rabin [98] in 1983, who introduced a notion called

randomness beacon to describe an ideal functionality that publishes unpredictable

and independent random values at fixed intervals. This concept has received

a substantial amount of attention since its introduction, and even more so in

recent years due to its many applications to more efficient and reliable consensus

protocols in the context of blockchain technologies.

One natural approach, which is the focus of this work, is to implement a ran-

domness beacon by using an iteratively sequential function.1 An iteratively sequen-

tial function g inherently takes some time ` to compute and has the property that

there are no shortcuts to compute sequential iterations of it. That is, computing

the t-wise composition of g for any t should take roughly time t · `, even with

parallelism. Using an iteratively sequential function g with an initial seed x, we

can construct a randomness beacon where the output at interval t is computed
1We use the terminology from [32]; these have also been referred to as sequential func-

tions [87].
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as the hash of

g(t)(x) = g ◦ g ◦ . . . ◦ g︸ ︷︷ ︸
t times

(x).

After t · ` time has elapsed (at which point we know the first t values), the bea-

con’s output should be unpredictable sufficiently far in the future.2 The original

candidate iteratively sequential function is based on (repeated) squaring in a

finite group of unknown order [37, 100]. It is also conjectured that any secure

hash function (such as SHA-256) gives an iteratively sequential function; this

was suggested in [78] and indeed, as shown in [87], a random oracle is itera-

tively sequential.

Continuous VDFs. The downside of using an iteratively sequential function

as a randomness beacon is that to verify the current value of the beacon, one

needs to recompute its entire history which is time consuming by definition. In

particular, a party that joins late will never be able to catch up. Rather, we would

like the output at each step to be both publicly and efficiently verifiable. It is also

desirable for the randomness beacon to be generated without any private state so

that anyone can compute it, meaning that each step can be computed based solely

on the output of the preceding step. Indeed, if we have an iteratively sequential

function that is also (iteratively) verifiable—in the sense that one can efficiently

verify the output of g(t)(x) in time polylog(t)—then such a function could be used

to obtain a public randomness beacon. In this paper, we introduce and construct

such a function and refer to it as a continuous verifiable delay function (cVDF).

As the name suggests, it can be viewed as enabling continuous evaluation and
2If g is perfectly iteratively sequential, meaning that t iterations cannot be computed in time

faster than exactly t · `, then after t steps of g the next value would be unpredictable. However, if
t iterations cannot be computed in time faster than (1− ε) · t · `, we can only guarantee that the
(ε · t)-th value into the future is unpredictable.
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verification of a verifiable delay function (VDF) [32] as we describe shortly.3

Continuous VDFs are related to many previously studied time-based prim-

itives. One classical construction is the time-lock puzzle of Rivest, Shamir, and

Wagner [100]. Their construction can be viewed as an iteratively sequential

function that is privately verifiable with a trapdoor—unfortunately, this trapdoor

not only enables quickly verifying the output of iterations of the function, but

in fact also enables quickly computing the iterations. New publicly verifiable

time-based primitives have since emerged, including proofs of sequential work

(PoSW) [87, 46, 53] and verifiable delay functions (VDF) [32, 96, 105, 33, 60].

While these primitives are enough for many applications, they fall short of im-

plementing a public randomness beacon (on their own). In more detail, a PoSW

enables generating a publicly verifiable proof of some computation (rather than

a specific function with a unique output) that is guaranteed to have taken a long

time. This issue was overcome through the introduction of VDFs [32], which

are functions that require some “long” time T to compute (where T is a param-

eter given to the function), yet the answer to the computation can be efficiently

verified given a proof that can be jointly generated with the output (with only

small overhead).

In fact, one of the motivating applications for constructing VDFs was to ob-

tain a public randomness beacon. A natural approach toward this goal is to

simply iterate the VDF at fixed intervals. However, this construction does not

satisfy our desired efficiency for verifiability. In particular, even though the VDF

enables fast verification of each invocation, we still need to store all proofs for the

intermediate values to verify the final output of the iterated function, and thus
3Our notion of a cVDF (just like the earlier notion of a “plain” VDF) also allows for the exis-

tence of some trusted public parameters.
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the proof size and verification time grow linearly with the number of invocations

t. While a recent construction of Wesolowski [105] enables aggregating these in-

termediate proofs to obtain a single short proof, the verification time still grows

linearly with t (in contrast, a cVDF enables continuously iterating a function such

that the output of t iterations can be efficiently verified in time essentially inde-

pendent of t, for any t). While a VDF does not directly give a public randomness

beacon, it does, however, enable turning a “high-entropy beacon” (e.g., continu-

ous monitoring of stock market prices) into an unbiased and unpredictable bea-

con as described in [32]. In contrast, using a cVDF enables dispensing altogether

with the high-entropy beacon—we simply need a single initial seed x.

Continuous VDFs are useful not only for randomness beacons, but also for

standard applications of VDFs. Consider a scenario where some entity is offer-

ing a $5M reward for evaluating a single VDF with time parameter 5 years (i.e.,

it is supposed to take five years to evaluate it). Alice starts evaluating the VDF,

but after two years runs out of money and can no longer continue the compu-

tation. Ideally, she would like to sell the work she has completed for $2M. Bob

is willing to buy the intermediate state, verify it, and continue the computation.

The problem, however, is that there is no way for Bob to verify Alice’s internal

state. In contrast, had Alice used a cVDF, she would simply be iterating an it-

eratively sequential function, and we would directly have the guarantee that at

any intermediate state of the computation can be verified and Alice can be com-

pensated for her effort. In other words, cVDF enable verifiably outsourcing VDF

computation.

Finally, as we show, cVDFs are intriguing also from a complexity-theoretic

point of view. The existence of cVDFs imply that PPAD [93] (the class for which
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the task of finding a Nash equilibrium in a two-party game is complete) is hard—

in fact, the existence of cVDFs imply the existence of a relaxed-SVL [42, 5] in-

stance with tight hardness (which yields improved hardness results also for

PPAD). Additionally, the existence of cVDFs imply that there is a constant d

such that for large enough c, there is a distribution over Nash equilibrium prob-

lem instances of size n that can be solved in time nc but cannot be solved in depth

nc/d (and arbitrary polynomial size)—that is, the existence of “easy” Nash equi-

librium problem instances that requires high sequential running time. In other

words, cVDFs imply that it is possible to sample “moderately-hard” Nash equi-

librium problem instances that require a large time to solve, even with many

parallel processors.

4.1.1 Our Results

Our main result is the construction of a cVDF based on the repeated squar-

ing assumption in a finite group of unknown order and a variant of the Fiat-

Shamir (FS) heuristic for constant-round proof systems. Informally, the iteratively

sequential property of our construction comes from the repeated squaring as-

sumption which says that squaring in this setting is an iteratively sequential

function. We use the Fiat-Shamir assumption to obtain the continuous verifi-

ability property of our construction. More precisely, we apply the Fiat-Shamir

heuristic on a constant-round proof system where the verifier may be inefficient.

We note that by the classic results of [64] this holds in the random oracle model.

Theorem 4.1.1 (Informal, see Corollary 4.7.3). Under the repeated squaring assump-

tion and the Fiat-Shamir assumption for constant-round proof systems with inefficient

verifiers, there exists a cVDF.
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We remark that to obtain a plain VDF we only need the “standard” Fiat-

Shamir assumption for constant-round proof systems (with efficient verifiers).

A cVDF readily gives a public randomness beacon. As discussed above, the

notions of cVDFs and public randomness beacons are closely related. The main

difference between the two is that the output of a randomness beacon should not

only be unpredictable before a certain time, but should also be indistinguishable

from random. Thus, we obtain our public randomness beacon by simply “hash-

ing” the output of the cVDF. We show that this indeed gives a public randomness

beacon by performing the hashing using a pseudo-random generators (PRGs)

for unpredictable sources (which exist either in the random oracle model or from

extremely lossy functions [107]).

Theorem 4.1.2 (Informal). Assuming the existence of cVDFs and PRGs for unpre-

dictable sources, there exists a public randomness beacon.

Comparison with (plain) VDFs. The two most related VDF constructions are

that of Pietrzak [96] and that of Wesolowski [105], as these are based on re-

peated squaring. In terms of assumptions, Pietrzak’s protocol [96] assumes the

Fiat-Shamir heuristic for a proof system with a super-constant number of rounds

and Wesolowski’s [105] assumes the Fiat-Shamir heuristic for a constant-round

argument system. It is known that, in general, the Fiat-Shamir heuristic is not true

for super-constant round protocols (even in the random oracle model4), and not

true for constant-round arguments [12, 65]. As such, both of these construc-

tions rely on somewhat non-standard assumptions. In contrast, our VDF relies

only on the Fiat-Shamir heuristic for a constant-round proof system—no counter
4Although, [96] shows that it does hold in the random oracle model for his particular proto-

col.
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examples are currently known for such proof systems.

We additionally note that before applying the Fiat-Shamir heuristic (i.e., a

VDF in the random oracle model), our VDF satisfies computational uniqueness

while Pietrzak’s satisfies statistical uniqueness. He achieves this by working

over the group of signed quadratic residues. We note that we can get statisti-

cal uniqueness in this setting using the same idea. Lastly, we emphasize that the

concrete proof length and verification time are polynomially higher in our case

than that of both Pietrzak and Wesolowski. For a detailed comparison of the

parameters, see Section 4.2.3.

PPAD hardness. PPAD [93] is an important subclass in TFNP [89] (the class of

total search problems), most notably known for its complete problem of finding

a Nash equilibrium in bimatrix games [49, 41]. Understanding whether PPAD

contains hard problems is a central open problem and the most common ap-

proach for proving hardness was pioneered by Abbot, Kane, and Valiant [5].

They introduced a problem, which [29] termed Sink-of-Verifiable-Line (SVL),

and showed that it reduces toEnd-Of-Line (EOL), a complete problem forPPAD.

In SVL, one has to present a function f that can be iterated and each intermedi-

ate value can be efficiently verified, but the output of T iterations (where T is

some super-polynomial value, referred to as the length of the “line”) is hard to

compute in polynomial time.

In a beautiful recent work, Choudhuri et al. [42] defined the relaxed-Sink-

of-Verifiable-Line (rSVL) problem, and showed that it reduces to EOL, as well.

rSVL is a generalization of SVL where one is required to find either the output

after many iterations (as in SVL) or an off-chain value that verifies. Choudhuri

260



et al. [42] gave a hard rSVL instance assuming the security of the Fiat-Shamir

transformation applied to the sum-check protocol [86] (which is a polynomial-

round protocol).

The notion of an (r)SVL instance is very related to our notion of a cVDF.

The main differences are that a cVDF requires that the gap between the hon-

est computation and the malicious one is tight and that security holds for ad-

versaries that have access to multiple processors running in parallel. As such,

the existence of a cVDF (which handles super-polynomially many iterations) di-

rectly implies an rSVL instances with “optimal” hardness—namely, one where

the number of computational steps required to solve an instance of the problem

with a “line” of length T is (1− ε) · T .

Theorem 4.1.3 (Informal). The existence of a cVDF supporting superpolynomially

many iterations implies an optimally-hard rSVL instance (which in turn implies that

PPAD is hard (on average)).

Theorem 4.1.1 readily extends to give a cVDF supporting super-polynomially

many iterations by making a Fiat-Shamir assumption for ω(1)-round proof sys-

tems. As a consequence, we get an optimally-hard instance of rSVL based on

this Fiat-Shamir assumption for ω(1)-round proofs5 and the repeated squaring

assumption. By following the reductions from rSVL to EOL and to finding a

Nash equilibrium, we get (based on the same assumptions) hardPPAD and Nash

equilibrium instances. We remark that in comparison to the results of Choud-

huri et al., we only rely on the Fiat-Shamir assumption for ω(1)-round protocols,

whereas they rely on it for a polynomial-round, or at the very least an ω(log n)-
5As mentioned above, in general, the Fiat-Shamir assumption is false for super-constant-

round proofs. But we state a restricted form of a Fiat-Shamir assumption for super-constant-
round proofs with exponentially small soundness error which holds in the random oracle model,
due to the classic reduction from [64].
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round proof systems (if additionally assuming that #SAT is sub-exponentially

hard). On the other hand, we additionally require a computational assumption–

namely, the repeated squaring assumption, whereas they do not.6

Our method yields PPAD instances satisfying another interesting property:

we can generate PPAD (and thus Nash equilibrium problem) instances that can

be solved in polynomial time, yet they also require a high sequential running

time—that is, they are “depth-robust” moderately-hard instances. As far as we

know, this gives the first evidence that PPAD (and thus Nash equilibrium prob-

lems) requires high sequential running time to solve (even for easy instances!).

Theorem 4.1.4 (Informal). The existence of a cVDF implies a distribution of depth-

robust moderately-hard PPAD instances. In particular, there exists a constant d such

that for all sufficiently large constants c, there is a distribution over Nash equilibrium

problem instances of size n that can be solved in time nc but cannot be solved in depth

nc/d and arbitrary polynomial time.7

Combining Theorems 4.1.1 and 4.1.4, we get a depth-robust moderately-hard

PPAD instance based on the Fiat-Shamir assumption for constant-round proof

systems with inefficient verifiers and the repeated squaring assumption.
6We also note that Choudhuri et al. show how to instantiate the hash function in their Fiat-

Shamir transformation assuming a class of fully homomorphic encryption schemes has almost-
optimal security against quasi-polynomial time adversaries. We leave such instantiations in our
context for future work.

7If we additionally assume that the repeated squaring assumption is sub-exponentially hard,
then the resulting instance cannot be solved in depth nc/d and sub-exponential time.
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4.1.2 Related Work

In addition to the time lock puzzle of [100] mentioned above, an alternative

construction is by Bitansky et al. [28] assuming a strong form of randomized

encodings and the existence of inherently sequential functions. While the time-

lock puzzle of [100] is only privately verifiable, Boneh and Naor [34] showed

a method to prove that the time-lock puzzle has a solution. Jerschow and

Mauve [73] and Lenstra and Wesolowski [82] constructed iteratively sequen-

tial functions based on Dwork and Naor’s slow function [56] (which is based on

hardness of modular exponentiations).

PPAD hardness. The complexity classPPAD (standing for Polynomial Parity Ar-

guments on Directed graphs), introduced by Papadimitriou [93], is one of the cen-

tral classes in TFNP. It contains the problems that can be shown to be total by a

parity argument. This class is famous most notably since the problem of finding

a Nash equilibrium in bimatrix games is complete for it [49, 41]. The class is

formally defined by one of its complete problems End-Of-Line (EOL).

Bitansky, Paneth, and Rosen [29] introduced the Sink-of-Verifiable-Line

(SVL) problem and showed that it reduces to the EOL problem (based on Ab-

bot et al. [5] who adapted the reversible computation idea of Bennet [23]). They

additionally gave an SVL instance which is hard assuming sub-exponentially se-

cure indistinguishability obfuscation and one-way functions. These underlying

assumptions were somewhat relaxed over the years yet remain in the class of

obfuscation-type assumptions [62, 81, 80].

Hubáček and Yogev [71] observed that the Sink-of-Verifiable-Line actually
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reduces to a more structured problem, which they termedEnd-Of-Metered-Line

(EOML), which in turn resides in CLS (standing for Continuous Local Search), a

subclass of PPAD. As a corollary, all of the above hardness results for PPAD

actually hold for CLS.

In an exciting recent work, Choudhuri et al. [42] introduced a relaxation of

SVL, termed relaxed-SVL (rSVL) which still reduces to EOML and therefore

can be used to prove hardness of PPAD and CLS. They were able to give a hard

rSVL instance based on the sum-check protocol of [86] assuming soundness of

the Fiat-Shamir transformation and that #SAT is hard.

Verifiable delay functions. VDFs were recently introduced and constructed

by Boneh, Bonneau, Bünz, and Fisch [32]. Following that work, additional con-

structions were given in [96, 105, 60]. The constructions of Pietrzak [96] and

Wesolowski [105] are based on the repeated squaring assumption plus the Fiat-

Shamir heuristic, while the construction of De Feo et al. [60] relies on elliptic

curves and bilinear pairings. We refer to Boneh et al. [33] for a survey.

VDFs have numerous applications to the design of reliable distributed sys-

tems; see [32, Section 2]. Indeed, they are nowadays widely used in the design of

reliable and resource efficient blockchains (e.g., in the consensus mechanism of

the Chia blockchain [1]) and there is a collaboration [4] between the Ethereum

Foundation [2], Protocol Labs [3], and various academic institutions to design

better and more efficient VDFs.

Proofs of sequential work. Proofs of sequential work, suggested by Mah-

moody, Moran, and Vadhan [87], are proof systems where on input a random
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challenge and time parameter t one can generate a publicly verifiable proof mak-

ing t sequential computations, yet it is computationally infeasible to find a valid

proof in significantly less than t sequential steps. Mahmoody et al. [87] gave

the first construction and Cohen and Pietrzak [46] gave a simple and practical

construction (both in the random oracle model). A recent work of Döttling et

al. [53] constructs an incremental PoSW based on [46]. The techniques underly-

ing Döttling et al’s construction are related in spirit to ours though the details are

very different. See Section 4.2 for a comparison. All of the above constructions of

PoSWs do not satisfy uniqueness, which is a major downside for many applica-

tions (see [32] for several examples). Indeed, VDFs were introduced exactly to

mitigate this issue. Since our construction satisfies (computational) uniqueness,

we actually get the first unique incremental PoSW.

Concurrent works. In a concurrent and independent work, Choudhuri et al.

[43] show PPAD-hardness based on the Fiat-Shamir heuristic and the repeated

squaring assumption. Their underlying techniques are related to ours since they

use a similar tree-based proof merging technique on top of Pietrzak’s proto-

col [96]. However, since they use a ternary tree (while we use a high arity tree)

their construction cannot be used to get a continuous VDF (and its applications).

Also, for PPAD-hardness, their construction requires Fiat-Shamir for protocols

with ω(log λ) rounds (where λ is the security parameter) while we need Fiat-

Shamir for ω(1)-round protocols.

VDFs were also studied in two recent independent works by Döttling et

al. [52] and Mahmoody et al. [88]. Both works show negative results for black-

box constructions of VDFs in certain regimes of parameters in the random oracle

model. The work of Döttling et al. [52] additionally shows that certain VDFs
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with a somewhat inefficient evaluator can be generically transformed into VDFs

where the evaluator has optimal sequential running time. Whether such a trans-

formation exists for cVDFs is left for future work.

4.2 Technical Overview

We start by informally defining a cVDF. At a high level, a cVDF specifies an

iteratively sequential function Eval where each iteration of the function gives a

step of computation. Let x0 be any starting point and xt = Eval(t)(x0) be the tth

step or state given by the cVDF. We letB be an upper bound on the total number

of steps in the computation, and assume that honest parties have some bounded

parallelism polylog(B) while adversarial parties may have parallelism poly(B).

For each step t ≤ B, we require the following properties to hold:

• Completeness: xt can be verified as the tth state in time polylog(t).

• Adaptive Soundness: Any value x′t 6= xt computed by an adversarial party

will not verify as the tth state (even when the starting point x0 is chosen

adaptively). That is, each state is (computationally) unique.

• Iteratively Sequential: Given an honestly sampled x0, adversarial parties

cannot compute xt in time (1 − ε) · t · `, where ` is the time for an hon-

est party to compute a step of the computation.

We require adaptive soundness due to the distributed nature of a cVDF. In partic-

ular, suppose a new party starts computing the cVDF after t steps have elapsed.

Then, xt is the effective starting point for that party, and they may compute for t′

more steps to obtain a state xt+t′ . We want to ensure that soundness holds for the
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computation from xt to xt+t′ , so that the next party that starts at xt+t′ can trust the

validity of xt+t′ . Note that the above definition does not contain any proofs, but

instead the states are verifiable by themselves. In terms of plain VDFs, this ver-

ifiability condition is equivalent to the case where the VDF is unique, meaning

that the proofs are empty or included implicitly in the output.

To construct a cVDF, we start with a plain VDF. For simplicity in this

overview, we assume that this underlying VDF is unique.

A first attempt. The naı̈ve approach for using a VDF to construct a cVDF is to

iterate the VDF as a chain of computations. For any “base difficulty” T , which

will be the time to compute a single step, we can use a VDF to do the computa-

tion from x0 to xT with an associated proof of correctness π0→T . Then, we can

start a new VDF instance starting at xT and compute until x2T with a proof of cor-

rectness πT→2T . At this point, anyone can verify that x2T is correct by verifying

both π0→T and πT→2T . We can continue this process indefinitely.

This solution has the property that after t steps, another party can pick up

the current value xt·T , verify it by checking each of the proofs computed so far,

and then continue the VDF chain. In other words, there is no unverified internal

state after t steps of the computation. Still, this naı̈ve solution has the following

major drawback (violating completeness). The final proof π(t−1)·T→t·T only cer-

tifies that computing a step from x(t−1)·T results in xt·T and does not guarantee

anything about the computation from x0 to x(t−1)·T . As such, we need to retain

and check all proofs π0→T , . . . , π(t−1)·T→t·T computed so far to be able to verify

xt·T . Therefore, both the proof size and verification time scale linearly with t.

We note that this idea is not new (e.g., see [32]), but nevertheless it does not
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solve our problem. Wesolowski [105] partially addresses this issue by showing

how to aggregate proofs so the proof size does not grow, but the verification time

in his protocol still grows.

One possible idea to overcome the blowup mentioned above is to use generic

proof merging techniques. These can combine two different proofs into one that

certifies both but whose size and verification time are proportional to that of a

single one. Such techniques were given by Valiant [103] and Chung et al. [45].

However, being generic, they rely on strong assumptions and do not give the

properties that we need (for example, efficiency and uniqueness). We next look

at a promising—yet failed—attempt to overcome this.

A logarithmic approach. Since we can implement the above iterated strategy

for any fixed interval T , we can simply run logB many independent iterated VDF

chains in parallel at the intervals T = 1, 2, 4, . . . , 2logB. Now say that we want to

prove that x11 is the correct value eleven steps from the starting point x0. We just

need to verify the proofs π0→8, π8→10, and π10→11. For any number of steps t, we

can now verify xt by verifying only log(t) many proofs, so we have resolved the

major drawbacks! Furthermore, the prover can maintain a small state at each

step of the computation by “forgetting” the smaller proofs. For example, after

completing a proof π0→2T of size 2T , the prover no longer needs to store the

proofs π0→T and πT→2T .

Unfortunately, we have given up the distributed nature of a continuous VDF.

Specifically, completeness fails to hold. Each “step” of the computation that the

prover does to compute xt with its associated proofs is no longer an independent

instance of a single VDF computation. Rather, upon computing xt, the current
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prover has some internal state for all of the computations which have not yet

completed at step t. Since a VDF only provides a way to prove that the out-

put of each VDF instance is correct, then a new party who wants to pick up the

computation has no way to verify the internal states of the unfinished VDF com-

putations. As a result, this solution only works in the case where there is one

trusted party maintaining the state of all the current VDF chains over a long pe-

riod of time. In contrast, a cVDF ensures that there is no internal state at each

step of the computation (or equivalently that the internal state is unique and can

be verified as part of the output).

At an extremely high level, our continuous VDF builds off of this failed at-

tempt when applied to the protocol of Pietrzak [96]. We make use of the alge-

braic structure of the underlying repeated squaring computation to ensure that

the internal state of the prover is verifiable at every step and can be efficiently

continued.

4.2.1 Adapting Pietrzak’s VDF

We next give a brief overview of Pietrzak’s sumcheck-style interactive protocol

for repeated squaring and the resulting VDF. LetN = p ·q where p and q are safe

primes and consider the language

LN,B = {(x, y, t) | x, y ∈ Z?N and y = x2
t

mod N and t ≤ B}

that corresponds to valid repeated squaring instances with at most B exponen-

tiations (where we think of B as smaller than the time to factor N). In order for

the prover to prove that (x, y, t) ∈ LN,B (corresponding to t steps of the com-

putation), it first computes u = x2
t/2 . It is clearly enough to then prove that
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u = x2
t/2 and that u2t/2 = y. However, recursively proving both statements sepa-

rately is too expensive. The main observation of Pietrzak is that using a random

challenge r from the verifier, one can merge both statements into a single one

ury = (xru)2
t/2 which is true if and only if the original two statements are true

(with high probability over r). We emphasize that proving that ury = (xru)2
t/2

has the same form as our original statement, but with difficulty t/2. This proto-

col readily gives a VDF by applying the Fiat-Shamir heuristic [61] on the log2B

round interactive proof.

From the above, it is clear that the only internal state that the prover needs

to maintain in Pietrzak’s VDF consists of the midpoint u = x2
t/2 and the output

y = x2
t . Thus, if we want another party to be able to pick up the computation

at any time, we need to simultaneously prove the correctness of u in addition to

y. Note that proving the correctness of u just requires another independent VDF

instance of difficulty t/2. This results in a natural recursive tree-based structure

where each computation of t steps consists of proving three instances of size t/2:

u = x2
t/2 , y = u2

t/2 , and ury = (xru)2
t/2 . Consequently, once these three instances

are proven, it directly gives a proof for the “parent” instance x2t = y. Note that

this parent proof only need to consist of u, y, and a proof that ury = (xru)2
t/2

(in particular, it does not require proofs of the first two sub-computations, since

they are certified by the proof of the third).

This suggests a high-level framework for making the construction continu-

ous: starting at the root where we want to compute x2t , recursively compute and

prove each of the three sub-instances. Specifically, each step of the cVDF will be

a step in the traversal of this tree. At any point when all three sub-instances of

a node have been proven, merge the proofs into a proof of the parent node and

270



“forget” the proofs of the sub-instances. This has the two desirable properties

we want for a cVDF—first, at any point a new party can verify the state before

continuing the computation, since the state only contains the nodes that have

been completed; second, due to the structure of the proofs, the proof size at any

node is bounded roughly by the height of the tree and hence avoids a blowup in

verification time.

Proof merging. The above approach heavily relies on the proof merging tech-

nique discussed above, namely that proofs of sub-instances of a parent node can

be efficiently merged into a proof at that parent node. We obtain this due to the

structure of the proofs in Pietrzak’s protocol. We note that similar proof merg-

ing techniques for specific settings were recently given by Döttling et al. [53] (in

the context of incremental PoSW) and Choudhuri et al. [42] (in the context of

constructing a hard rSVL instance). While their constructions are conceptually

similar to ours, our construction for a cVDF introduces many challenges in or-

der to achieve both uniquely verifiable states and a tight gap between honest and

malicious evaluation. Döttling et al. [53] build on the Cohen and Pietrzak [46]

PoSW and use a tree-based construction to make it incremental. At a high level,

[46] is a PoSW based on a variant of Merkle trees, where the public verifica-

tion procedure consists of a challenge for opening a random path in the tree and

checking consistency. The main idea of Döttling et al. is to traverse the tree in

a certain way and remember a small intermediate state which enables them to

continue the computation incrementally. Moreover, they provide a proof at each

step by creating a random challenge which “merges” previously computed chal-

lenges. The resulting construction is only a PoSW (where neither the output nor

the proof are unique) and therefore does not suffice for our purpose. Choudhuri
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et al. [42] show how to merge proofs in the context of the #SAT sum-check proto-

col. There, they modify the #SAT proof system to be incremental by performing

many additional recursive sub-computations, which is sufficient for their setting

but in ours would cause a large gap between honest and malicious evaluation.

We note that our method of combining proofs by proving a related statement is

reminiscent of the approach of [42].

Before discussing the technical details of our tree-based construction, we first

go over modifications we make to Pietrzak’s interactive protocol. Specifically,

we discuss adaptive soundness, and we show how to achieve tight sequentiality

(meaning that for any T , computing the VDF with difficulty T cannot be done

significantly faster than T) in order to use it for our cVDF.

Achieving adaptive soundness. In order to show soundness, we requires the

verifier to be able to efficiently check that the starting point of any computation

is a valid generator of QRN . To achieve this, we use the fact that there is an effi-

cient way to test if x generates QRN given the square root of x (see Fact 4.4.1). As a

result, we work with the square roots of elements in our protocol, which slightly

changes the language. Namely, x, y are now square roots and (x, y, t) ∈ LN,B if

(x2)2
t

= y2 mod N .8 We note that, following [96], working in QR+
N , the group

of signed quadratic residues, would also give adaptive soundness (without in-

cluding the square roots). This holds as soundness of Pietrzak’s protocol can be

based on the low order assumption, and QR+
N has no low order elements [33].9

8Giving the square root x is the cause of our computational uniqueness guarantee, since a
different square root for x2 would verify. As mentioned, working over QR+

N would prevent this
attack and give information theoretic uniqueness, as in [96].

9We thank the anonymous EUROCRYPT reviewers for pointing out that Pietrzak’s protocol
satisfies adaptive soundness using QR+

N .
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Bounding the fraction of intermediate proofs. Recall that to compute y = x2
t

using the VDF of Pietrzak for our proposed cVDF, the honest party recursively

proves three different computations of t/2 squarings, so that each step will be

verifiable. This results in computing for at least time tlog2 3, since it corresponds

to computing the leaves of a ternary tree of depth log2(t), and each leaf requires a

squaring. Note that this does not even consider the overhead of computing each

proof, only the squarings. However, an adversary (even without parallelism)

can shortcut this method and compute the underlying VDF to prove that y = x2
t

by computing roughly t squarings (and then computing the proof, which has

relatively low overhead).

We deal with this issue by reducing the fraction of generating the interme-

diate proofs in Pietrzak’s protocol. Our solution is to (somewhat paradoxically)

modify Pietrzak’s protocol to keep additional state, which we will need to verify.

Specifically, we observe that t squarings can be split into k different segments.

To prove that y = x2
t , the prover splits the computation into k segments each

with difficulty t/k:

x1 = x2
t/k

, x2 = x2
2t/k

, . . . , xk−1 = x2
(k−1)t/k

, xk = x2
t

= y.

Using a random challenge (r1, . . . , rk) from the verifier, we are able to combine

these k segments into a single statement (
∏k

i=1(xi−1)
ri)t/k =

∏k
i=1(xi)

ri (where

x0 = x) which is true if and only if all of the segments are true (with high prob-

ability over the challenge). We call the combined statement the sketch.10 Now in

the recursive tree-based structure outlined above, a computation of t steps con-

sists of proving k+1 instances of size t/k. By choosing k to be proportional to the

security parameter λ, the total fraction of extra proofs in the honest computation
10The name sketch is inspired by the notion of a sketch in algorithms, which refers to a random

linear projection.
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of t steps is now sublinear in t. As an additional benefit when k = λ, we note that

the interactive protocol has logλB ∈ O(1) rounds if B is a fixed polynomial in λ

(as opposed to O(log λ) rounds when k = 2 corresponding to Pietrzak’s proto-

col). Applying the Fiat-Shamir heuristic to a constant-round protocol is a more

standard assumption.11

Bounding the overhead of each step. Even though we have bounded the to-

tal fraction of extra nodes that the honest party has to compute, this does not

suffice to achieve the tight gap between honest and adversarial computation for

our proposed cVDF. Specifically, the honest computation has an additive (fixed)

polynomial overhead λd—for example, to check validity of the inputs and some-

times compute the sketch node—an adversary does not have to do so at each

step. To compensate for this, we make each base step of the cVDF larger: namely,

we truncate the tree. The effect of this is that a single step now takes time λd′ for

d′ > d.

4.2.2 Constructing a Continuous VDF

As outlined above, our main insight is designing a cVDF based on a tree structure

where each intermediate state of the computation can be verified and proofs of

the computation can be efficiently merged. More concretely, the steps of compu-

tation correspond to a specific traversal of a (k+ 1)-ary tree of height h = logk B.

Each node in the tree is associated to a statement (x, y, t, π) for the underlying

VDF, where y = x2
t and π is the corresponding proof of correctness. We call x

11We are talking about an instantiation of the VDF in the plain model using a concrete hash
function. The resulting VDF is provably secure in the random oracle model for any k.
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the node’s input, y its output, π the proof, and t the difficulty. The difficulty is

determined by its height in the tree, namely, a node at distance l from the root

has difficulty t = kh−l (so nodes closer to the leaves take less time to compute).

In more detail, the tree is defined as follows. Starting at the root with input

x0 and difficulty t = kh, we divide it into k segments x1, . . . , xk, analogous to our

VDF construction. These form the inputs and outputs of its first k children: its ith

child will have input xi−1 and output xi, and requires a proof that (xi−1)
t/k = xi.

Its (k + 1)-st child corresponds to the sketch, namely a node where the k state-

ments of the siblings are merged into a single statement. Recursively splitting

statements this way gives the statement at each node in the tree, until reaching

the leaves where squaring can be done directly. Note that with this structure,

only the leaves require computation—the statement of nodes at greater heights

can be deduced from the statements of their children (which gives us a way to

efficiently merge proofs “up” the tree as we described above).

As a result, we would like each step of computation in the cVDF to corre-

spond to computing the statement of a single leaf. Accomplishing this requires

being able to compute the input x of the leaf from the previous state (from which

y can be computed via squaring). By the structure of our tree, we observe that

this only requires knowing a (small) subset of nodes that were already computed,

which we call the frontier. The frontier of a leaf s, denoted frontier(s), contains all

the left siblings of its ancestors, including the left siblings of s itself.12 Therefore,

a state in the computation contains a leaf label s and the statements associated

with the nodes in frontier(s), which contains at most k · logk(B) nodes. A single

step of our continuous VDF, given a state v = (s, frontier(s)), first verifies v and
12The term frontier is standard in the algorithms literature. Many other names have been used

to describe this notion, such as dangling nodes in [45] and unfinished nodes in [53].
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then computes the next state v′ = (s′, frontier(s′)) where s′ is the next leaf after s.

See Figure 4.1 for an illustration of computing the next state.

This is the basic template for our continuous VDF. Next, we discuss some of

the challenges that come up related to efficiency and security.

Ensuring the iteratively sequential property. Recall that we want to obtain a

tight gap between honest and malicious evaluation of the continuous VDF for

any number of steps. A priori, it seems that computing a sketch for each node

in the tree adds a significant amount of complexity to the honest evaluation. To

illustrate this, suppose a malicious evaluator wants to compute the statement

(x, y, t, π) at the root. This can be done by skipping the sketch nodes for inter-

mediate states and only computing a proof for the final output y = x2
t , which

in total involves t squarings (corresponding to computing the leaves of a k-ary

tree of height logk t) along with the sketch node for the root. However, for an

honest evaluator, this requires computing (k + 1)logk t leaf nodes (correspond-

ing to every leaf in a (k + 1)-ary tree of height logk t). Therefore, the ratio is

α = ((k+ 1)/k)logk t. In order to get the tight gap, we choose k to be proportional

to the security parameter so that α = (1 + o(1)) · t. This change is crucial (as

we eluded towards above), as otherwise if k is a constant, the relative overhead

would be significant. Indeed, in Pietrzak’s protocol, k = 2 and computing the

sketch node constitutes a constant fraction of the computation.
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4.2.3 The Efficiency of our Construction

In this section, we briefly compare the efficiency of our constructions to previous

ones which are based on repeated squaring. Specifically, we discuss Wesolowki’s

VDF [105] (denoted WVDF), Pietrzak’s VDF [96] (denoted PVDF), in compar-

ison to our cVDF using a tree of arity k (denoted k-cVDF) and the VDF under-

lying it (denoted k-VDF), which is simply Pietrzak’s VDF with arity k.

For proof length corresponding to t squares, the WVDF proof is just a single

group element, and the PVDF proof consists of log2(t) group elements. For the

k-VDF, generalizing Pietrzak’s VDF to use a tree with arity k results in a proof

with (k − 1) · logk(t) group elements. Finally, the k-cVDF output consists of a

frontier with at most (k − 1) proofs for a k-VDF in each of logk(t) levels of the

tree, resulting in (k− 1)2(logk(t))
2 group elements. In all cases, verifying a proof

with n group elements requires doingO(n ·λ) squares. For prover efficiency, the

honest prover can compute the proof in the time to do t(1 + o(1)) squares (when

t ∈ poly(λ) and k ∈ Ω(log λ) for the k-cVDF).

In the full cVDF construction, we set k to be equal to λ for simplicity, but as

the above shows, different values of k give rise to different efficiency trade-offs.

4.3 Preliminaries

In this section, we give the preliminaries for this chapter.

Basic notation. For a distribution X we denote by x ← X the process of sam-

pling a value x from the distribution X . For a set X , we denote by x ← X the
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Figure 4.1: The first six states of our continuous VDF with k = 3 and
base difficulty D = kd

′ for a constant d′. In each tree, the segment nodes
are given by solid lines and the sketch nodes by dashed lines. The yellow
node is the current leaf, and the pink nodes are its frontier. The values
in blue are contain (x, y, π) for the corresponding node. The proofs π
at leaf nodes with input x and output y correspond to the underlying
VDF proof that x2D = y, and the proofs at each higher node consist of
its segments (outputs of k first children) and of the proof of the sketch
node (the (k + 1)st child).

process of sampling a value x from the uniform distribution on X . Supp(X) de-

notes the support of the distribution X . For an integer n ∈ N we denote by [n]

the set {1, 2, . . . , n}. We use null to denote the empty string. We use PPT as an

acronym for probabilistic polynomial time.

A function negl : N → R is negligible if it is asymptotically smaller than any

inverse-polynomial function, namely, for every constant c > 0 there exists an

integer Nc such that negl(λ) ≤ λ−c for all λ > Nc. Two sequences of random

variables X = {Xλ}λ∈N and Y = {Yλ}λ∈N are computationally indistinguishable

if for any non-uniform PPT algorithm A there exists a negligible function negl

such that
∣∣Pr
[
A(1λ, Xλ) = 1

]
− Pr

[
A(1λ, Yλ) = 1

]∣∣ ≤ negl(λ) for all λ ∈ N. We
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say that an algorithm runs in polynomial time if it runs in time polynomial in the

length of its first input. For a language L with relation RL, we let RL(x) denote

the set of witnesses w such that (x,w) ∈ RL.

Boolean circuits. Boolean circuits are directed acyclic graphs where each node

represents an input gate, output gate, or Boolean gate, and each edge represents

a wire in the circuit. The size of a circuit is the number of wires in it. The depth

of a circuit is the length of the longest path from an input gate to an output gate.

The width of a circuit with depth d is the maximum, over all i ≤ d, of the number

of gates at distance i from an input gate. For a circuit C, we let size(C), depth(C),

and width(C) denote the size, depth, and width, respectively.

Number theory. LetN = p ·q where p, q are safe primes in [2λ, 2λ+1) (a prime p

is safe if p = 2p′ + 1 and p′ is prime). We recall that Z?N consists of all integers in

[N ] that are relatively prime to N (namely, Z?N = {x ∈ ZN : gcd(x,N) = 1}). We

define the subgroup QRN to be the set of quadratic residues in Z?N , i.e., µ such

that there exists a x ∈ Z?N where µ = x2 (namely, QRN = {x2 : x ∈ Z?N}).

By the Chinese Remainder Theorem, each element x in Z?N can be uniquely

represented by two integers (a, b) where x = a mod p and x = b mod q. Let

x, y ∈ Z?N with representations (a, b), (c, d), respectively. It is straightforward to

show that the unique representation of −x is (−a,−b), x + y is (a + c, b + d),

and x · y is (a · c, b · d). We define 〈x〉 to be the cyclic group generated by x, i.e.,

〈x〉 = {x, x2, x3, . . .}. We say that x is a generator for a (sub-)group G if 〈x〉 = G.
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4.3.1 Verifiable, Sequential, and Iteratively Sequential Func-

tions

In this section, we define different properties of functions which will be use-

ful in subsequent sections when we define unique VDFs (Definition 4.6.1) and

continuous VDFs (Definition 4.7.1). All of our definitions will be in the public

parameter model. We start by defining a verifiable function.

Definition 4.3.1 (Verifiable Functions). Let B : N → N. A B-sound verifiable

function is a tuple of algorithms (Gen,Eval,Verify) where Gen is PPT, Eval is determin-

istic, and Verify is deterministic polynomial-time, satisfying the following property:

• Perfect Completeness. For every λ ∈ N, pp ∈ Supp
(
Gen(1λ)

)
, and x ∈ {0, 1}∗,

it holds that

Verify(1λ, pp, x,Eval(1λ, pp, x)) = 1.

• B-Soundness. For every non-uniform algorithm A = {Aλ}λ∈N such that

size(Aλ) ∈ poly(B(λ)) for all λ ∈ N, there exists a negligible function negl such

that for every λ ∈ N it holds that

Pr

 pp← Gen(1λ)

(x, y)← Aλ(pp)
: Verify(1λ, pp, x, y) = 1 ∧ Eval(1λ, pp, x) 6= y


≤ negl(λ).

Next, we define a sequential function. At a high level, this is a function f

implemented by an algorithm Eval that takes input (x, t), such that computing

f(x, t) requires time roughly t, even with parallelism. Our formal definition is

inspired by [32]. Intuitively, it requires that any algorithm A0,λ which first pre-
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processes the public parameters cannot output a circuit A1 satisfying the fol-

lowing. Upon receipt of a freshly sampled input x, A1 outputs a value y and a

difficulty t, where y is the output of Eval on x for difficulty t, where t is sufficiently

larger than its depth. This captures the notion that A1 manages to compute y in

less than t time, even with large width.

Definition 4.3.2. Let D,B, ` : N → N and let ε ∈ (0, 1). A (D,B, `, ε)-sequential

function is a tuple (Gen, Sample,Eval) where Gen and Sample are PPT, Eval is deter-

ministic, and the following properties hold:

• Honest Evaluation. There exists a uniform circuit family {Cλ,t}λ,t∈N such that

Cλ,t computes Eval(1λ, ·, (·, t)), and for all sufficiently large λ ∈ N and D(λ) ≤

t ≤ B(λ), it holds that depth(Cλ,t) = t · `(λ) and width(Cλ,t) ∈ poly(λ).

• Sequentiality. For all non-uniform algorithms A0 = {A0,λ}λ∈N such that

size(A0,λ) ∈ poly(B(λ)) for all λ ∈ N, there exists a negligible function negl

such that for every λ ∈ N,
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pp← Gen(1λ)

A1 ← A0,λ(pp)

x← Sample(1λ, pp)

(t, y)← A1(x)

:

Eval(1λ, pp, (x, t)) = y

∧ depth(A1) ≤ (1− ε) · t · `(λ)

∧ t ≥ D(λ)


≤ negl(λ).

Next, we define an iteratively sequential function. This is a function f imple-

mented by an algorithm Eval, such that the t-wise composition of f cannot be

computed faster than computing f sequentially t times, even using parallelism.

We also require that the length of the output of f is bounded, so that it does not

grow with the number of compositions.

Definition 4.3.3 (Iteratively Sequential Function). Let D,B, ` : N → N be func-

tions and let ε ∈ (0, 1). A tuple of algorithms (Gen, Sample,Eval) is a (D,B, `, ε)-

281



iteratively sequential function if Gen and Sample are PPT, Eval is deterministic, and

the following properties hold.

• Length Bounded. There exists a polynomialm such that for every λ ∈ N and x ∈

{0, 1}∗, it holds that
∣∣Eval(1λ, pp, x)

∣∣ ≤ m(λ). We define Eval(·) to be the function

that takes as input 1λ, pp, and (x, T ) and represents the T -wise composition given

by

Eval(T )(1λ, pp, x)
def
= Eval(1λ, pp, ·) ◦ . . . ◦ Eval(1λ, pp, ·)︸ ︷︷ ︸

T times

(x)

and note that this function is also length bounded.

• Iteratively sequential. The tuple (Gen, Sample,Eval(·)) is a (D,B, `, ε)-

sequential function.

Remark 10 (Decoupling size and depth). We note that one can also consider a gen-

eralization of a (D,B, `, ε)-sequential function to a (D,U,B, `, ε)-sequential function

(and thus iteratively sequential functions), where the size of A0,λ remains bounded by

poly(B(λ)), but the parameter t output by A1 must be at most U(λ).

4.3.2 Repeated Squaring Assumption

The repeated squaring assumption (henceforth, the RSW assumption13) roughly

says that there is no parallel algorithm that can perform t squarings modulo an

RSA integer N significantly faster than just performing t squarings sequentially.

This implicitly assumes that N cannot be factored efficiently. This assumption
13The assumption is usually called the RSW assumption after Rivest, Shamir, and Wagner who

used it to construct time-lock puzzles [100].
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has been very useful for various applications (e.g., time-lock puzzles [100], re-

liable benchmarking [37], and timed commitments [34, 83] and to date there is

no known strategy that beats the naive sequential one.

Define RSW = (RSW.Gen,RSW.Sample,RSW.Eval) as follows.

• N ← RSW.Gen(1λ):
Sample random primes p′, q′ from [2λ, 2λ+1) such that p = 2p′ + 1 and q =

2q′ + 1 are prime, and output N = p · q.

• x← RSW.Sample(1λ, N):
Sample and output a random element g ← Z?N .

• y ← RSW.Eval(1λ, N, g):
Output y = g2 mod N .

Assumption 4.3.4 (RSW Assumption). Let D,B : N → N. The (D,B)-RSW as-

sumption is that there exists a polynomial ` ∈ N→ N and constant ε ∈ (0, 1) such that

RSW is a (D,B, `, ε)-iteratively sequential function.

Note that the RSW assumption implies that factoring is hard. Namely, no

adversary can factor an integer N = p · q where p and q are large “safe” primes

(a prime p is safe if p − 1 has two factors, 2 and p′, for some prime number p′ ∈

[2λ, 2λ+1)).

4.3.3 Interactive Protocols and the Fiat-Shamir Heuristic

We consider interactive Turing machines (ITM) and interactive protocols. Given

a pair of ITMs P and V , we denote by 〈P (x), V (y)〉(z) the random variable rep-
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resenting the output of V with common input z and private input y, when in-

teracting with P with private input x, when the random tape of each machine

is uniformly and independently chosen. We also let ViewV (P (x), V (y))(z) be the

random variable representing V ’s view in such an interaction, which consists

of the prover’s messages and its own random coins. The round complexity of

a protocol 〈P (x), V (y)〉 is the number of distinct messages sent between P and

V . We say that a protocol is non-interactive if it consists of one message from

P to V and then V computes its output. Additionally, we say that a protocol is

public-coin if all of V ’s messages to P consist of random coins.

Definition 4.3.5 (δ-Sound Interactive Proof). A pair of ITMs (P, V ) where V is PPT

is called an interactive proof with soundness δ for a language L with witness relation

RL if the following two conditions hold:

• Completeness: For every λ ∈ N, x ∈ L, and every w ∈ RL(x),

〈P (w), V 〉(1λ, x) = 1.

• Soundness: For every (possibly inefficient) machine P ? = (P ?
1 , P

?
2 ) and every

λ ∈ N,

Pr[(x, z)← P ∗1 (1λ) : x 6∈ L ∧ 〈P ∗2 (z), V 〉(1λ, x) = 1] ≤ δ(λ).

If the soundness condition only holds against non-uniform PPT machines (P ?
1 , P

?
2 ), the

pair (P, V ) is called an interactive argument. Additionally, (P, V ) is an interactive

proof or argument with an inefficient verifier if V is allowed to be inefficient.

We omit the prefix δ-sound when there exists a negligible function negl such

that the interactive protocol is negl-sound. We also consider non-interactive pro-
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tocols in the public parameters model, where part of the common input is as-

sumed to be generated honestly by a trusted third party and the properties hold

where the probabilities are also over the the trusted third party’s randomness.

The Fiat-Shamir heuristic. For any public-coin interactive protocol (P, V ) and

a hash function family H, the Fiat-Shamir (FS) transformation [61] relative to

H replaces messages from V with the hash of the transcript so far using a hash

function hash ← H. Moreover, hash is specified in the public parameters of the

final protocol. This results in a non-interactive argument (PFS, VFS) where PFS

sends the final transcript to VFS, and VFS accepts if all of the messages sent by V

in the protocol were generated correctly using hash, and if V accepts.

Assumption 4.3.6 (α-round FS). There exists a hash function family H such that

for any α(λ)-round public-coin interactive proof (P, V ) with negl(λα(λ))-soundness for

some negligible function negl, the non-interactive argument (PFS, VFS) obtained by ap-

plying Fiat-Shamir transformation to (P, V ) relative toH has negl(λ)-soundness.

It follows from [64] that the α-round FS assumption holds when instantiat-

ing hash with a random oracle. In particular, [64] shows that if you can break

the soundness of the non-interactive FS protocol with probability 1/p(λ) us-

ing q(λ) queries to the random oracle, then you can break the interactive pro-

tocol with probability 1/(p(λ) · q(λ)α(λ)). For non-uniform PPT adversaries,

q(λ) ∈ poly(λ), so if the interactive protocol satisfies negl(λα(λ))-soundness, then

the non-interactive FS protocol satisfies negl(λ)-soundness.

Recent works presented concrete hash functions (in the plain model) which

can be used to instantiate the assumption for all public-coin interactive proof

satisfying additional special properties (e.g., [39, 38]). The n-round assumption
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FS assumption is known to be false for general arguments, including constant-

round ones (e.g., [12, 65]).

We additionally consider a stronger version of the FS assumption, which as-

sumes that the FS transformation preserves soundness even when the verifier

may be inefficient.

Assumption 4.3.7 (α-round Strong FS). The α-round FS assumption holds also for

any public-coin interactive proof (P, V ) with an inefficient verifier.

The proof of [64] also shows that the strong FS assumption holds when in-

stantiating hash with a random oracle.

4.4 Number Theory Facts

For N ∈ N and any x ∈ ZN , we use the notation |x|N to denote min{x,N − x}.

Next, we state three standard useful facts. Full proofs are given for completeness.

Fact 4.4.1. Let N ∈ Supp
(
RSW.Gen(1λ)

)
. Then, for µ ∈ Z?N , it holds that 〈µ〉 = QRN

if and only if there exists an x ∈ Z?N such that µ = x2 and gcd(x± 1, N) = 1.

Proof. Let the representation of x be (a, b), i.e., x = a mod p and x = b mod q,

and thus µ = x2 has representation (a2, b2). First, suppose that 〈µ〉 = QRN . This

implies that a2, b2 6= 1, so a, b 6∈ {±1}. It follows that gcd(x ± 1, N) = 1. For the

other direction, suppose now that gcd(x± 1, N) = 1. Since p and q do not divide

(x±1), it holds that a, b 6∈ {±1}. This implies that a2, b2 6= 1. BecauseZ?p has order

2p′ and a2 is a quadratic residue in Z?p, a2 must have order p′. Similarly, b2 must
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have order q′. This implies that the order of µ is p′ · q′/ gcd(p′, q′) = p′ · q′ = |QRN |,

so 〈µ〉 = QRN .

Fact 4.4.2 ([97]). There exists a polynomial time algorithmA such that for any λ ∈ N,

N in the support of RSW.Gen(1λ), and µ, x, x′ ∈ ZN , if µ = x2 = x′2 and x′ 6∈ {x,−x},

then A(1λ, N, (µ, x, x′)) outputs (p, q) such that N = p · q.

Proof. A(1λ, N, (µ, x, x′)) computes p = gcd(x+ x′, N) and q = N/p, and outputs

(p, q). To see that this is correct, let (a, b) be the representation of x, i.e., x is equal

to a mod p and b mod q. If (x′)2 = x2, then x′ has representation in {(±a,±b)}.

However, we assume that x′ 6∈ {x,−x}, so x′ must have representation (a,−b) or

(−a, b). In the first case, x+x′ = 0 mod q and in the second case x+x′ = 0 mod p,

as needed.

Fact 4.4.3. Let N ∈ Supp
(
RSW.Gen(1λ)

)
and let 〈x〉 = QRN . Then, for any i ∈ N, it

holds that 〈x2i〉 = QRN .

Proof. Let µ = x2
i

mod N . Since 〈x〉 = QRN , then µ generates QRN whenever its

exponent with respect to x is not divisible by p′ or q′. This trivially holds since 2i

is even and p′, q′ are odd.

4.5 Interactive Proof for Repeated Squaring

In this section, we give an interactive proof for a language representing t re-

peated squarings. As discussed in Section 4.2, this protocol is based on that

of [96]. We start with an overview. The common input includes an integer t and

two values x̂0, ŷ ∈ Z?N , where, for the purpose of this overview, the goal is for
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the prover to convince the verifier that ŷ = (x̂0)
2t mod N . The protocol is defined

recursively.

Starting with a statement (x̂0, ŷ, t), where we assume for simplicity that t is

a power of k, the prover splits x0 into k “segments”, where each segment is t/k

“steps” of the computation of (x̂0)
2t mod N . The ith segment is recursively de-

fined as the value (x̂i−1)
2t/k . In other words, x̂i = (x̂0)

2i·t/k for all i ∈ {0, 1, . . . , k}.

If one can verify the values of x̂1, . . . , x̂k, then one can also readily verify that

ŷ = (x̂0)
2t mod N . To verify the values of x̂1, . . . , x̂k efficiently we rely on inter-

action and require the prover to convince the verifier that the values x̂1, . . . , x̂k

are consistent (in some sense) under a random linear relation. To this end, the

prover and verifier engage in a second protocol to prove a modified statement

(x̂′0, ŷ
′, t/k) which combines all the segments and should only be true if all seg-

ments are true (with high probability). The modified statement is proved in

the same way, where the exponent t/k is divided by k with each new statement.

This process is continued logk t times until the statement to verify can be done

by direct computation.

For soundness of our protocol, we need to bound the probability of a cheat-

ing prover jumping from a false statement in the beginning of the protocol to a

true statement in one of the subsequent protocols. One technical point is that to

accomplish this, we work in the subgroupQRN ofZ?N and thus we want the start-

ing point x̂0 to generate QRN . To accommodate this, we let the prover provide

a square root of every group element as a witness to the fact that it is in QRN

(actually, by Fact 4.4.3, this will imply that all group elements generate QRN).

Therefore, rather than working with x̂0 and ŷ directly, we work with their square

roots x0 and y, respectively. Hence, the common input consists of an integer t and
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(x0, y), where the goal is actually to prove that y2 = (x20)
2t = x2

t+1

0 mod N .

Note that, in general, the square root x0 is not unique in Z?N for a given square

x20. Indeed, there are 4 square roots ±x0,±x′0. In our protocol, the computa-

tionally bounded prover can compute only two of them, either ±x0 or ±x′0, as

otherwise, by Fact 4.4.2 we could use the prover to factor N . Among the two

square roots that the prover can compute, we canonically decide that the prover

must use the smaller one. This gives rise to our definition of a valid element x:

x2 mod N generates QRN and x = |x|N , formally defined in Definition 4.5.1.

4.5.1 Protocol

Before presenting the protocol, we first define the language. Toward that goal,

we start with the formal definition of a valid element.

Definition 4.5.1 (Valid element). For any N ∈ N and x ∈ {0, 1}∗, we say that x is

a valid element if x ∈ Z?N , 〈x2〉 = QRN , and x = |x|N . We say that a sequence of

elements (x1, . . . , x`) is a valid sequence if each element xi is a valid element.

By Fact 4.4.1, whenever N is in the support of RSW.Gen(1λ), validity can be

tested in polynomial time by verifying that x = |x|N , and that gcd(x± 1, N) = 1

(and outputting 1 if and only if all checks pass). This algorithm naturally ex-

tends to one that receives as input a sequence of pairs and verifies each sepa-

rately.

The language for our interactive proof, LN,B, is parametrized by integersN ∈
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Supp
(
RSW.Gen(1λ)

)
and B = B(λ), and it is defined as:

LN,B =

(x0, y, t) :
y2 = (x0)

2t+1
mod N if x0 is valid and t ≤ B,

y = ⊥ otherwise

.
Intuitively, LN,B should be thought of as the language of elements x0, y where

x0 is valid and x2
t+1

0 = y2 mod N . To be well-defined on any possible statement

with x0, y ∈ Z?N and t ∈ N, we include statements with invalid elements x0 in

the language. Since the verifier can test validity efficiently, this language still

enforces that valid elements represent repeated squaring.

Our protocol Πλ,k,d, given in Figure 4.2, is parametrized by the security pa-

rameter λ, as well as integers k = k(λ) and d = d(λ), where k is the number of

segments into which we split each statement and d is a “cut-off” parameter that

defines the base of the recursive protocol.

4.5.2 Proofs

In this section we show that Πλ,k,d is an interactive proof for the language LN,B
by showing completeness and soundness. Furthermore, we prove an additional

property which roughly shows that any cheating prover cannot deviate in a spe-

cific way from the honest prover strategy even for statements in the language.

Theorem 4.5.2. For any λ ∈ N, k = k(λ), d = d(λ), B = B(λ), and N ∈

Supp
(
RSW.Gen(1λ)

)
, the protocol Πλ,k,d (given in Figure 4.2) is a (logk(B)−d) ·3/2λ-

sound interactive proof for LN,B.

We prove Theorem 4.5.2 by showing completeness in Lemma 4.5.3 and

soundness in Lemma 4.5.4, respectively.
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Interactive Proof Πλ,k,d = (P, V ) on Common Input (x0, y, t)

Prover P → Verifier V :

1. If x0 is an invalid element (Definition 4.5.1), t ≤ kd, or t > B,
send msgP = ⊥ to V .

2. Otherwise, for i ∈ [k − 1], compute xi = |x2i·t/k0 |N .
3. Send msgP = (x1, . . . , xk−1) to V .

Verifier V → Prover P :

1. If x0 is an invalid element or t > B, output 1 if msgP = y = ⊥
and 0 otherwise.

2. If |y|N is invalid, output 0.
3. If t ≤ kd, output 1 if both y2 = (x0)

2t+1
mod N and msgP = ⊥

and output 0 otherwise.
4. Output 0 if msgP is an invalid sequence.
5. Send msgV = (r1, . . . , rk)← [2λ]k to P .

Prover P ↔ Verifier V :

1. Let x′0 = |∏k
i=1 x

ri
i−1|N and y′ = |∏k

i=1 x
ri
i |N , where xk = y.

Note that both P and V can efficiently compute x′0, y′ given
msgP , msgV , and the common inputs. If x′0 is invalid, let y′ =
⊥.

2. Output the result of Πλ,k,d on common input (x′0, y
′, t/k).

Figure 4.2: Interactive Proof Πλ,k,d for LN,B

Lemma 4.5.3 (Completeness). 〈P, V 〉(x0, y, t) = 1 for any (x0, y, t) ∈ LN,B.

Proof. First, note that if x0 is an invalid element or t > B, then y = ⊥. In

this case, the honest prover P sends ⊥ to V , so V outputs 1 and completeness

holds. Therefore, it suffices to show the case where x0 is valid and t ≤ B. Since

(x0, y, t) ∈ LN,B this implies that y2 = (x0)
2t+1

mod N , and thus |y|N is valid

by Fact 4.4.3. We proceed to show this case by induction on t.

When t ≤ kd, the honest prover P sends ⊥ to V . V then outputs 1 since
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y2 = (x0)
2t+1

mod N , so completeness holds.

For t > kd, we inductively argue that completeness holds assuming it holds

for all smaller values of t. The honest prover P sends msgP = (x1, . . . , xk−1)

where xi = |(x0)2i·t/k |N for all i ∈ [k−1]. Since x0 is valid by assumption, all xi will

be valid by Fact 4.4.3. Then V will accept if and only if it accepts in the recursive

step, so it suffices to show that the randomly generated statement (x′0, y
′, t/k) ∈

LN,B. First we note that there is some chance that x′0 is invalid, at which case the

statement is vacuously in LN,B since then y′ = ⊥. Otherwise, when x′0 is valid,

then

(y′)2 =
k∏
i=1

x2rii =
k∏
i=1

(xi−1)
ri·2t/k+1

= (x′0)
2t/k+1

mod N,

so the recursive statement is in LN,B. Therefore completeness holds by our in-

ductive hypothesis.

Lemma 4.5.4 (Soundness). For any unbounded cheating prover P ? and any

(x0, y, t) 6∈ LN,B it holds that

Pr [〈P ?, V 〉(x0, y, t) = 1] ≤ max(0, (logk(t)− d) · 3/2λ).

Proof. Since (x0, y, t) 6∈ LN,B, if x0 is invalid or t > B, then y 6= ⊥. However, in

this case V rejects since y 6= ⊥. Therefore, suppose x0 is valid and t ≤ B. Then,

it must be the case that y2 6= (x0)
2t+1

mod N . We proceed by induction on t.

In the base case when t ≤ kd, V outputs 1 only if y2 = (x0)
2t+1

mod N , so the

probability is 0. Now, consider t > kd and assume soundness holds for all values

smaller than t. Let msgP ? = (x1, . . . , xk−1), let xk = y, and let msgV = (r1, . . . , rk)

be the output of V (msgP ?).
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Since x0 is valid, then 〈x20〉 = QRN so there exist unique values ai ∈ [p′ · q′]

such that x2i = (x0)
2·ai mod N for all i ∈ {0, 1, . . . , k}. This implies that

(x′0)
2 =

k∏
i=1

(x0)
2·ai−1·ri = (x0)

2
∑k
i=1 ai−1·ri mod N

and

(y′)2 =
k∏
i=1

(x0)
2·ai·ri = (x0)

2
∑k
i=1 ai·ri mod N.

We want to bound the probability that (x′0, y
′, t/k) ∈ LN,B. Towards doing so,

we split the probability space into two separate events: (1) either x′0 is invalid,

or (2) (y′)2 = (x′0)
2t+1

mod N . We show in Claim 4.5.5 that (1) occurs with prob-

ability at most 2/2λ and in Claim 4.5.6 that (2) occurs with probability at most

1/2λ. Given these events don’t occur, the probability that V outputs 1 is at most

3 · (logk(t/k) − d)/2λ by the inductive hypothesis. So assuming these claims, V

outputs 1 with probability at most 3/2λ+(logk(t/k)−d) ·3/2λ = (logk t−d) ·3/2λ.

Claim 4.5.5. For any instance (x0, y, t) with t > kd such that x0 is a valid element, it

holds that

Pr
r1,...,rk

[x′0 is invalid] ≤ 2/2λ.

Proof. We start by bounding the probability that x′0 is invalid. By definition, x′0 =

|x′0|N , so we bound the probability that 〈(x′0)2〉 6= QRN .

Since x0 is valid, 〈(x0)2〉 = QRN , so there exist unique values ai ∈ [p′ · q′] such

that x2i = (x20)
ai mod N for all i ∈ {0, 1, . . . , k} (since x2i ∈ QRN by definition of

QRN). This implies that

(x′0)
2 =

k∏
i=1

(x20)
ai−1·ri = (x20)

∑k
i=1 ai−1·ri mod N.

Observe that 〈(x′0)2〉 6= QRN whenever its exponent (with respect to x20) is equal

to 0 modulo p′ or q′, i.e.,
∑k

i=1 ai−1 · ri = 0 mod p′ or q′. Since a0 = 1, this is
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equivalent to

r1 = −
k∑
i=2

ai−1 · ri mod p′ or q′.

For any values of r2, . . . , rk, this defines at most two unique values for r1 ∈ [2λ]

satisfying the above equation since p′, q′ ≥ 2λ. Thus, the probability over r1 ←

[2λ] that r1 satisfies the above is at most 2/2λ. �

Claim 4.5.6. For any instance (x0, y, t) 6∈ LN,B where x0 is a valid element and t > kd,

it holds that

Pr
r1,...,rk

[
(y′)2 = (x′0)

2t+1

mod N
]
≤ 1/2λ.

Proof. Recall that since x0 is valid then 〈(x0)2〉 = QRN . When we view (y′)2 and

(x′0)
2t/k+1

as powers of (x0)
2, the event of the claim occurs when the exponents

are equivalent modulo the size of the group |QRN | = p′ · q′. Namely, (y′)2 =

(x′0)
2t/k+1

mod N if and only if

2
k∑
i=1

ai · ri = 2t/k+1

k∑
i=1

ai−1 · ri mod p′ · q′.

We are given that y2 6= (x0)
2t+1

mod N and y = xk, so we know that 2ak 6=

2t+1 mod p′ · q′. This implies that there is some index j ∈ [k − 1] such that 2aj 6=

2t/k+1 · aj−1 mod p′ · q′ (otherwise we would have that 2ak = 2t+1 mod p′ · q′). We

separate this term out in the above equation to get that if (y′)2 = (x′0)
2t/k+1

mod N ,

then

rj · (2aj − 2t/k+1 · aj−1) = −2
∑
i 6=j

ri · (ai − 2t/kai−1) mod p′ · q′.

We fix the values of ri for i 6= j. Let

S = {rj · (2aj − 2t/k+1aj−1) mod p′ · q′ : rj ∈ [2λ]}

be all possible values of the left-hand side. Given rj ≤ 2λ ≤ p′, q′ and (2aj −

2t/k+1 · aj−1) 6= 0 mod p′ · q′, we know that |S| = 2λ. If the right-hand side is in S,
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then the probability over the choice of rj that the equation holds is at most 1/2λ

and otherwise the probability is 0. �

This completes the proof of Lemma 4.5.4.

LetL⊥ be the empty language. Let Ṽ be an inefficient verifier forL⊥ that inter-

acts with P (from Πλ,k,d forLN,B). On common input (x0, y, t), the verifier Ṽ out-

puts 1 if and only if (1) x0 is valid and t ≤ B, (2) 〈P, V 〉(x0, y, t) = 1, (3) the first

message from the prover satisfiesmsgP 6= ⊥, and (4) whenmsgP = (x1, . . . , xk−1)

it holds that x2i 6= x2
i·t/k+1

0 mod N for some i ∈ [k − 1]. Intuitively, for any cheat-

ing prover P ?, it holds that Ṽ accepts if P ? convinces V that a statement is in

LN,B even when P ? deviates from the protocol in a specific way. In particular,

this holds even for true statements in LN,B. We note that this can be viewed as

a relaxation of the notion of unambiguous soundness of Reingold, Rothblum, and

Rothblum [99].

We now show that (P, Ṽ ) is a interactive proof for L⊥. Completeness vacu-

ously holds. We now show soundness.

Lemma 4.5.7 (Soundness of (P, Ṽ )). For any unbounded cheating prover P ? for L⊥
and statement (x0, y, t), it holds that

Pr
[
〈P ?, Ṽ 〉(x0, y, t) = 1

]
≤ (logk(t)− d) · 3/2λ.

Proof. Let msgP ? be the message from the prover P ? on common input (x0, y, t).

First, note that if msgP ? = ⊥, then Ṽ rejects. Thus, msgP ? 6= ⊥. Then, note that

if x0 is an invalid element or t > B, then Ṽ rejects. Henceforth we assume that

msgP ? = (x1, . . . , xk−1), x0 is a valid element, and t ≤ B.
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At this point, Ṽ accepts if and only if V accepts and there exists an index

i ∈ [k−1] such that x2i 6= x2
i·t/k+1

0 mod N . Therefore, we show that V rejects when

x2i 6= x2
i·t/k+1

0 mod N . Let statement′ = (x′0, y
′, t/k) where x′0 =

∏k
j=1 x

rj
j−1 mod N

and y′ =
∏k

j=1 x
rj
j mod N . As in Lemma 4.5.4, it suffices to bound the probability

of (1) x′0 is invalid, and (2) (x′0)
2t/k+1

= (y′)2 mod N . By Claim 4.5.5, (1) happens

with probability at most 2/2λ. We show below that (2) occurs with probability

at most 1/2λ, and thus conclude that V outputs 1 with probability at most 3/2λ+

3(logk(t/k)− d)/2λ ≤ 3(logk(t)− d)/2λ by Lemma 4.5.4.

To bound the probability of (2), we observe that a similar argument to

Claim 4.5.6 follows. Specifically, we view each x2j for j ∈ {0, 1, . . . , k} as a power

of x20, i.e., x2j = x
2aj
0 for a unique value ai ∈ [p′ · q′]. By assumption, there exists

some index i ∈ [k] such that 2ai 6= 2i·t/k+1 mod p′ · q′. Note that if i = k, then the

statement of Claim 4.5.6 holds, and otherwise, if i ≤ k − 1, then we can apply

the same logic as in the proof of Claim 4.5.6.

4.6 Unique Verifiable Delay Function

In this section, we use the Fiat-Shamir heuristic to transform the interactive proof

for the language LN,B corresponding to repeated squaring (given in Section 4.5)

into a unique VDF.

Definition 4.6.1 (Unique Verifiable Delay Function). A (D,B, `, ε)-unique verifi-

able delay function (uVDF) is a tuple (Gen, Sample,Eval,Verify) where Eval outputs

a value y and a proof π, such that (Gen, Sample,Eval) is a (D,B, `, ε)-sequential func-

tion and (Gen,Eval,Verify) is a B-sound verifiable function.
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4.6.1 Construction

For parameters k, d we define (PFS, VFS) to be the result of applying the Fiat-

Shamir transformation to the protocol Πλ,k,d forLN,B relative to some hash family

H. At a high level, this construction computes repeated squares and then uses

PFS and VFS to prove and verify that this is done correctly.

We start by defining helper algorithms in Figure 4.3 based on the interac-

tive protocol of Section 4.5. For notational convenience, we explicitly write al-

gorithms FS-Prove and FS-Verify, which take pp = (N,B, k, d, hash) as input, as

well as ((x0, t), y), where (N,B, k, d) correspond to the parameters of the non-

interactive protocol and language, hash is the hash function sampled from the

hash family H when applying the FS transform to Πλ,k,d, and ((x0, t), y) corre-

spond to the statements of the language. We additionally define an efficient al-

gorithm Sketch that outputs the statement for the recursive step in the interactive

proof Πλ,k,d.

We emphasize that the algorithms in Figure 4.3 are a restatement of the inter-

active protocol from Section 4.5 after applying the FS transform, given here only

for ease of reading.
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Sketch(pp, (x0, t), y,msg):

1. Parse msg = (x1, . . . , xk−1) and let xk = y.
2. Let (r1, . . . , rk) = hash(pp, (x0, t), y,msg).
3. Let x′0 = |∏k

i=1 x
ri
i−1|N and y′ = |∏k

i=1 x
ri
i |N .

4. If x′0 is invalid, let y′ = ⊥.
5. Output (x′0, y

′).

FS-Prove(pp, (x0, t), y):

1. If x0 is an invalid element (Definition 4.5.1), t ≤ kd, or t > B,
output ⊥.

2. Let msg = (x1, . . . , xk−1) where xi = |(x0)2i·t/k |N .
3. Compute (x′0, y

′) = Sketch(pp, (x0, t), y,msg).
4. Output π = (msg, π′) where π′ = FS-Prove(pp, (x′0, t/k), y′).

FS-Verify(pp, (x0, t), y, π):

1. If x0 is an invalid element or t > B, output 1 if y = π = ⊥ and
0 otherwise.

2. If |y|N is an invalid element, output 0.
3. If t ≤ kd, output 1 if both y2 = (x0)

2t+1
mod N and π = ⊥ and

output 0 otherwise.
4. Parse π as (msg, π′), and output 0 if msg is an invalid sequence.
5. Compute (x′0, y

′) = Sketch(pp, (x0, t), y,msg).
6. Output FS-Verify(pp, (x′0, t/k), y′, π′).

Figure 4.3: Helper Algorithms for VDF for pp = (N,B, k, d, hash).

Next, we give a construction uVDF of a unique VDF consisting of algorithms

(uVDF.Gen, uVDF.Sample, uVDF.Eval, uVDF.Verify) relative to a function B : N →

N.

• pp← uVDF.Gen(1λ):

Sample N ← RSW.Gen(1λ), hash← H, let k = λ, B = B(λ), and let d be the
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constant specified in the proof of Lemma 4.6.12, and output pp = (N,B, k,

d, hash).

• x0 ← uVDF.Sample(1λ, pp):

Sample and output a random element x0 ← Z?N such that gcd(x0±1, N) = 1

and x0 = |x0|N .14

• (y, π)← uVDF.Eval(1λ, pp, (x0, t)):

If x0 is an invalid element, output (⊥,⊥). If t ≤ kd, compute y = |x2t0 |N and

output (y,⊥).

Otherwise, compute xi = |(x0)i·t/k|N for i ∈ [k] and let msg = (x1, . . . , xk−1)

and y = xk. Let (x′0, y
′) = Sketch(pp, (x0, t), y,msg). Finally, output (y, π)

where π = (msg, π′) and π′ = FS-Prove(pp, (x′0, t/k), y′).

• b← uVDF.Verify(1λ, pp, (x0, t), (y, π)):

If x0 is an invalid element or t > B, output 1 if y = π = ⊥ and 0

if this is not the case. If y is invalid, then output 0. Otherwise, output

FS-Verify(pp, (x0, t), y, π).

4.6.2 Proofs

Theorem 4.6.2. Let D,B, α : N → N be functions satisfying D(λ) ∈ ω(λ2), B(λ) ∈

2O(λ), and α(λ) ≤ dlogλ(B(λ))e. Suppose that the α-round strong FS assumption

holds and the (D,B)-RSW assumption holds for polynomial ` : N → N and constant
14We note that x0 uniformly from Z?N is sufficient due to the following. By Fact 4.4.1, it holds

that uVDF.Sample will succeed whenever 〈x20〉 = QRN . Furthermore, x20 is a random element of
QRN , and therefore is a generator with probability 1 − (p′ + q′)/(p′ · q′) ≥ 1 − 4/2λ. Also note
that x0 is distributed according to RSW.Sample(1λ, N).
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ε ∈ (0, 1). Then, for any constants δ > 0 and ε′ > ε+δ
1+δ

it holds that uVDF is a (D,B, (1+

δ) · `, ε′)-unique verifiable delay function.

We prove Theorem 4.6.2 by showing verifiability (consisting of completeness

in Lemma 4.6.3 and soundness in Lemma 4.6.4) and sequentiality (consisting of

honest evaluation in Lemma 4.6.9 and sequentiality in Lemma 4.6.12).

Lemma 4.6.3 (Completeness). For every λ ∈ N, pp ∈ Supp
(
uVDF.Gen(1λ)

)
, x0 ∈

{0, 1}∗, and t ∈ N,

uVDF.Verify(1λ, pp, (x0, t), uVDF.Eval(1
λ, pp, (x0, t)) = 1.

Proof. Let pp = (N,B, k, d, hash) and (y, π) = uVDF.Eval(1λ, pp, (x0, t)). First, if x0

is invalid or t > B, then y = π = ⊥ and uVDF.Verify(1λ, pp, (x0, t), (y, π)) outputs

1 as expected. Therefore, suppose x0 is valid and t ≤ B. Then, since y = |(x0)2t |N ,

it holds that y is valid by Fact 4.4.3. Additionally, y2 = (x0)
2t+1

mod N , so

(x0, y, t) ∈ LN,B. By Lemma 4.5.3, FS-Verify succeed since π is computed using

the honest prover’s strategy and the FS transformation preserves perfect com-

pleteness.

Lemma 4.6.4 (Soundness). Assuming the (D,B, ε)-RSW assumption, then for every

non-uniform algorithm A = {Aλ}λ∈N where Aλ runs in time poly(B(λ)) for every

λ ∈ N, there exists a negligible function negl such that for every λ ∈ N it holds that

Pr

 pp← uVDF.Gen(1λ)

(x0, t), (ŷ, π̂)← Aλ(pp)
:
uVDF.Verify(1λ, pp, (x0, t), (ŷ, π̂)) = 1

∧ (ŷ, π̂) 6= uVDF.Eval(1λ, pp, (x0, t))

 ≤ negl(λ).

Proof. Let pp = (N,B, k, d, hash) and (y, π) = uVDF.Eval(1λ, pp, (x0, t)). Note that

if x0 is an invalid element or t > B, then (ŷ, π̂) = (⊥,⊥) = (y, π) since this is
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the only accepting value of (ŷ, π̂). Therefore, x0 is valid and t ≤ B. In this case,

verification only succeeds when ŷ is valid, and thus ŷ 6= ⊥.

Next, we define four events E1, E2, E3, E4 as follows. E1 is the event that ver-

ification succeeds when y2 6= ŷ2 mod N , and E2 is the analogous event for y 6= ŷ

given y2 = ŷ2 mod N . We recall that the proof π is either equal to ⊥when t ≤ kd

or ((x1, . . . , xk−1), π
′) when t > kd where each segment xi ∈ Z?N and π′ is a proof

for t/k. For any proof π, we define π2 where we square each element of Z?N from

π (and π2 = ⊥ if π = ⊥). Given this notation, we define E3 as the event that

verification succeeds for π2 6= π̂2 given y = ŷ, and E4 for π 6= π̂ given y = ŷ and

π2 = π̂2. In the following claims, we show that, for each i ∈ [4], there exists a

negligible function negli such that for all λ ∈ N, Pr[Ei] ≤ negli(λ).

Claim 4.6.5. Assuming (logλ(t)− d)-round FS, Pr[E1] ≤ negl1(λ).

Proof. Suppose there exists a non-uniform PPT algorithm Aλ such that Aλ(pp)

outputs ŷ where ŷ2 6= y2 and uVDF.Verify(1λ, pp, (x0, t), (ŷ, π̂)) = 1. This means

that FS-Verify(pp, (x0, t), ŷ, π̂) = 1 for ŷ2 6= y2 = (x0)
2t+1

mod N , which can oc-

cur with at most negligible probability negl1(λ) by the soundness of the non-

interactive argument (PFS, VFS) assuming (logλ(t)− d)-round FS. �

Claim 4.6.6. Assuming the (D,B, ε)-RSW assumption, Pr[E2] ≤ negl2(λ).

Proof. Suppose there exists a non-uniform PPT algorithm A such that Aλ(pp)

outputs ŷ 6= y where ŷ2 = y2 and uVDF.Verify(1λ, pp, (x0, t), (ŷ, π̂)) = 1. Since

y = |x2t0 |N , then y = |y|N . Furthermore, since uVDF.Verify(1λ, pp, (x0, t), (ŷ, π̂))

accepts, then ŷ = |ŷ|N , and hence ŷ 6= −y. Therefore by Fact 4.4.2 we can effi-

ciently factor N given (y2, y, ŷ), which can occur with at most negligible proba-
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bility given the (D,B(λ), ε)-RSW assumption. �

Claim 4.6.7. Assuming (logλ(t)− d)-round strong FS, Pr[E3] ≤ negl3(λ).

Proof. Suppose there exists a non-uniform PPT algorithm A such that Aλ(pp)

outputs π̂ such that π̂2 6= π2 where ŷ = y and uVDF.Verify(1λ, pp, (x0, t), (ŷ, π̂))

accepts. First note that if t ≤ kd, π = ⊥ is the only accepting proof, so π̂2 and

π2 must both be ⊥. As a result, we consider t > kd where π and π̂ are non-

trivial. Since ŷ = y = |(x0)2t |N , the adversary’s output (x0, ŷ) is in the language

LN,B defined for the interactive proof of Figure 4.2. By Lemma 4.5.7, any value

for π̂2 6= π2 will be accepted with negligible probability assuming (logλ(t) − d)-

round strong FS. �

Claim 4.6.8. Assuming the (D,B, ε)-RSW assumption, Pr[E4] ≤ negl4(λ).

Proof. Suppose there exists a non-uniform PPT algorithm A such that Aλ(pp)

outputs π̂ such that π̂ 6= π where π̂2 = π2, ŷ = y, and uVDF.Verify(1λ, pp, (x0, t),

(ŷ, π̂)) = 1. Again we note that if t ≤ kd, π = ⊥ is the only accepting proof, so π̂

must also be⊥. Otherwise, suppose t > kd. Consider the first element x, x̂ ∈ Z?N

that differ in π, π̂, respectively. Since verification accepts and x0 is valid, this

implies that x and x̂ must both be valid, unless both are ⊥, which cannot occur

by assumption. This implies that x̂ 6= −x, and by assumption we know that

x2 = x̂2. Then by Fact 4.4.2, we can efficiently factorN given (x2, x, x̂), which can

occur with at most negligible probability given the (D,B, ε)-RSW assumption.

�

The lemma then follows by taking a union bound over the four events, which
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yields the negligible function negl =
∑4

i=1 negli as required.

Lemma 4.6.9 (Honest Evaluation). Suppose that the (D,B)-RSW assumption holds

for polynomial ` : N → N and constant ε ∈ (0, 1). Then, for any constant δ > 0,

sufficiently large λ ∈ N, and t ≥ D(λ), it holds that uVDF.Eval(1λ, ·, (·, t)) can be

computed in time (1 + δ) · t · `(λ).

Proof. Fix any λ, t ∈ N, pp ∈ Supp
(
uVDF.Gen(1λ)

)
and x0 in the support of

uVDF.Sample(1λ, pp). To analyze the time to compute uVDF.Eval(1λ, pp, (x0, t)),

we first analyze the running time of Sketch and FS-Prove in Claims 4.6.10

and 4.6.11, respectively.

Claim 4.6.10. There exists a constant c1 such that the time to compute Sketch(pp, ·, ·, ·)

for pp ∈ Supp
(
Gen(1λ)

)
is bounded by λc1 .

Proof. Recall that Sketch first hashes its input to obtain the challenge values

ri, which takes fixed polynomial time in λ and k. Then, it raises elements

xi−1, xi ∈ Z?N to the power ri for i ∈ [k], and then takes two products over k

of the resulting values. Since the values ri are in [2λ], each exponentiation takes

time at most O(λ3), and the k-products can be done in time O(kλ2). Putting

everything together and recalling that k = λ as defined by uVDF.Gen, we have

that Sketch for security parameter λ runs in time λc1 for some constant c1 which

depends on the time of hash. �

Claim 4.6.11. There exists a constant c such that PT(t) ≤ λc + 2t · `(λ), where PT(t)

is the time to compute FS-Prove(·, (·, t)).

Proof. If t ≤ λd, then PT(t) ∈ O(λ2) since it is dominated by checking validity

of x0, y. Otherwise, FS-Prove computes the xi values for i ∈ [k] by performing t
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sequential squares in Z?N , which takes t · ` time. Next it computes Sketch, which

takes time λc1 by Claim 4.6.10. Lastly, FS-Prove takes PT(t/k) time to compute

the recursive evaluation of FS-Prove on input t/k. Let c′ be the constant such

computing Sketch and checking validity of x0 takes time at most λc′ . Then, we

have that PT(t) ≤ PT(t/k) + t · `(λ) + λc
′ if t > kd and PT(t) ≤ λc

′ if t ≤ kd.

Solving for the recurrence, we get

PT(t) ≤ (logk(t)− d) · λc′ + t`(λ)

(
1 +

1

k
+ · · ·+ 1

klogk(t)−d

)
.

Recalling that t ≤ B(λ) ∈ 2O(λ) gives the desired bound for some constant c. �

Putting this together, we have that the time to compute uVDF.Eval when t ≤

kd is O(λ2) to check validity and t · `(λ) to compute y, and is therefore in (1 +

o(1)) · t · `(λ) since t ≥ D(λ) ∈ ω(λ2).

When t > kd, we take time t · `(λ) to compute msg and y, λc1 to compute

the sketch, and PT(t/k) to compute π′.15 In total, this takes time 2λc + t · `(λ) +

PT(t/k) ≤ 3λc + t · `(λ) + 2(t/k) · `(λ). Since t > kd, we can choose the base case

depth d ≥ c + 1 so that 2/k + (3λc)/(t · `(λ)) ∈ o(1). It follows that the time to

compute uVDF.Eval is again in (1 + o(1)) · t · `(λ).

In either case (t ≤ kd or t > kd), it holds that for any constant δ > 0 and

sufficiently large λ ∈ N, uVDF.Eval runs in time (1 + δ) · t · `(λ).

Lemma 4.6.12 (Sequentiality). Suppose that the (D,B)-RSW assumption holds for

polynomial ` : N → N and constant ε ∈ (0, 1). Then, for any constants δ > 0 and
15We note that computing msg before running FS-Prove takes space O(kλ). We can improve

this time/space tradeoff smoothly as done in [96] and compute the proof in approximately
√
t

time and space.
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ε′ > ε+δ
1+δ

, uVDF satisfies (D,B, (1 + δ) · `, ε′)-sequentiality.

Proof. Let δ > 0 be the constant from honest evaluation and let ε′ be any constant

greater than ε+δ
1+δ

. By way of contradiction, suppose there exists a non-uniform

algorithm A0 = {A0,λ}λ∈N satisfying size(A0,λ) ∈ poly(B(λ)) for all λ ∈ N and a

polynomial p such that for infinitely many λ ∈ N,

Pr



pp← uVDF.Gen(1λ)

A1 ← A0,λ(pp)

x← uVDF.Sample(1λ, pp)

(t, y)← A1(x)

:

uVDF.Eval(1λ, pp, (x, t)) = y

∧ depth(A1)

≤ (1− ε′) · t · (1 + δ) · `(λ)

∧ t ≥ D(λ)


≥ 1

p(λ)
.

UsingA0, we can create a non-uniform algorithmB0 = {B0,λ}λ∈N that contradicts

the assumption that RSW is a (D,B, `, ε)-iteratively sequential function.

For every λ ∈ N, the algorithm B0,λ on input pp runs A0,λ(pp) to obtain A1

and outputs B1 defined as follows. B1(x) computes (t, y) ← A1(x) and outputs

(t, y′) where y′ equals y or (N − y) with equal probability.

For correctness, we observe that size(B0,λ) ∈ poly(size(A0,λ)), so size(B0,λ) ∈

poly(B(λ)). Furthermore, whevener A0,λ succeeds, then y′ = (x0)
2t mod N

with probability 1/2, so B1 outputs the correct value with probability at least

1/(2p(λ)). To analyze the depth of B1, note that computing N − y can be done in

depth O(λ), so there exists a constant c such that

depth(B1) ≤ depth(A1) + cλ ≤ (1− ε′) · (1 + δ) · t · `(λ) + cλ.

Since t ∈ ω(λ), ε′ > ε+δ
1+δ

+ cλ
(1+δ)·t·` for sufficeintly large λ ∈ N, and depth(B1) ≤
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(1− ε) · t · `(λ). Thus, it holds that for infinitely many λ ∈ N,

Pr



pp← RSW.Gen(1λ)

(B1)← B0,λ(pp)

x← RSW.Sample(1λ, pp)

(t, y′)← B1(x)

:

RSW.Eval(1λ, pp, (x, t)) = y

∧ depth(B1) ≤ (1− ε) · t · `(λ)

∧ t ≥ D(λ)


≥ 1/(2p(λ)),

contradicting that RSW is a (D,B, `, ε)-iteratively sequential function.

4.7 Continuous Verifiable Delay Function

In this section, we construct a cVDF. Intuitively, this is an iteratively sequen-

tial function where every intermediate state is verifiable. Throughout this sec-

tion, we denote by Eval(·) the composed function which takes as input 1λ, pp, and

(x, T ), and runs the T -wise composition of Eval(1λ, pp, ·) on input x.

We first give the formal definition of a cVDF. In the following definition, the

completeness requirement says that if v0 is an honestly generated starting state,

then theVerify will accept the state given by Eval(T )(1λ, pp, v0) for any T . Note that

when coupled with soundness, this implies that completeness holds with high

probability for any intermediate state generated by a computationally bounded

adversary.

Definition 4.7.1 (Continuous Verifiable Delay Function). Let B, ` : N → N and

ε ∈ (0, 1). A (B, `, ε)-continuous verifiable delay function (cVDF) is a tuple (Gen,

Sample,Eval,Verify) such that (Gen, Sample,Eval) is a (1, B, `, ε)-iteratively sequential

function, (Gen,Eval(·),Verify) is a B-sound function, and it satisfies the following com-

pleteness property:
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• Completeness from Honest Start. For every λ ∈ N, pp in the support of

Gen(1λ), v0 in the support of Sample(1λ, pp), and T ∈ N, it holds that

Verify(1λ, pp, (v0, T ),Eval(T )(1λ, pp, v0)) = 1.

The main result of this section is stated next.

Theorem 4.7.2 (Continuous VDF). Let D,B, α : N → N be functions satisfying

B(λ) ≤ 2λ
1/3 , α(λ) = dlogλ(B(λ))e, and D(λ) ≥ λd

′ for all λ ∈ N and for a specific

constant d′. Suppose that the α-round strong FS assumption holds and the (D,B)-RSW

assumption holds for a polynomial ` : N → N and constant ε ∈ (0, 1). Then, for any

constant δ > 0 and ε′ > ε+δ
1+δ

, it holds that cVDF is a (B, (1 + δ) ·D(λ) · `, ε′)-cVDF.

In the case where we want to have a fixed polynomial bound on the number

of iterations, we obtain the following corollary.

Corollary 4.7.3 (Restatement of Theorem 4.1.1). For any polynomials B,D where

D(λ) ≥ λd
′ for a specific constant d′, suppose the O(1)-round strong FS assumption

holds and the (D,B)-RSW assumption holds for a polynomial ` : N → N and constant

ε ∈ (0, 1). Then, for any constant δ > 0 and ε′ > ε+δ
1+δ

, it holds that cVDF is a (B, (1 +

δ) ·D(λ) · `, ε′)-cVDF.

Remark 11 (Decoupling size and depth). The definition of a (B, `, ε)-cVDF nat-

urally extends to a (U,B, `, ε)-cVDF, where we require (Gen, Sample,Eval) to be a

(1, U,B, `, ε)-iteratively sequential function; see Remark 10. Our construction will sat-

isfy this for all functions U such that U(λ) ≤ B(λ) for all λ ∈ N which will be used in

Section 4.8. Moreover, in this case, the above corollary can be based on the strong Fiat-

Shamir assumption for dlogλ(U(λ))e rounds (rather than for dlogλ(B(λ))e rounds).

We prove Theorem 4.7.2 by using the unique VDF uVDF from Section 4.6 as
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a building block. We start with some definitions which will be helpful in the

construction.

Definition 4.7.4 (Puzzle tree). A (ppuVDF, d
′, g)-puzzle tree for ppuVDF = (N,B, k,

d, hash) is a (k + 1)-ary tree that has the following syntax.

• Each node is labeled by a string s ∈ {0, 1, . . . , k}∗, where the root is labeled with

the empty string null, and for a node labeled s, its ith child is labeled s||i for i ∈

{0, 1, . . . , k}. We let [s]i denote the ith character of s for i ∈ N.16

• We define the height of the tree as h = dlogk(B)e−d′ which determines difficulty at

each node. Specifically, each node s is associated with the difficulty t = kh+d
′−|s|.17

• Each node s has a value val(s) = (x, y, π), where we call x the input, y the output,

and π the proof.

The inputs, outputs, and proofs of each node are defined as follows:

• The root has input g. In general, for a node s with input x and difficulty t, its first

k children are called segment nodes and its last child is called a sketch node. Each

segment node s||i has input xi = |x2i·t/k |N and the sketch node s||k has input x′

where (x′, ∗) = Sketch(ppuVDF, (x, t), xk, (x1, . . . , xk−1)) (given in Figure 4.3).

• For a node swith input x and difficulty t, its output and proof are given by (y, π) =

uVDF.Eval(ppuVDF, (x, t)).

We note that whenever we refer to a node s, we mean the node labeled by s,

and when we refer to a pair (s′, value), this corresponds to a node and associated

value (where value may not necessarily be equal to the true value val(s)).
16For ease of notation, we store s as a (k + 1)-ary string and when doing integer operations,

they are implicitly done in base (k + 1).
17Note that since the tree has height h, this implies that each leaf has difficulty t = kd

′ .
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Definition 4.7.5 (Left/Middle/Right Nodes). For a node with label s in a

(ppuVDF, d
′, g)-puzzle tree with s = s′||i for i ∈ {0, 1, . . . , k}, we call s a leftmost

child if i = 0, a rightmost child if i = k, and a middle child otherwise. Additionally,

we define the left (resp. right) siblings of s to be the set of nodes s′||j for 0 ≤ j < i

(resp. i < j ≤ k).

Next, we define a frontier. At a high level, for a leaf s, the frontier of s will

correspond to the state of the continuous VDF upon reaching s. Specifically, it

will contain all nodes whose values have been computed at that point, but whose

parents’ values have not yet been computed.

Definition 4.7.6 (Frontier). For a node s in a (ppuVDF, d
′, g)-puzzle tree, the frontier

of s, denoted frontier(s), is the set of pairs (s′, val(s′)) for nodes s′ that are left siblings

of any of the ancestors of s. We note that s is included as one of its ancestors.18

Next, we define what it means for a set to be consistent. At a high level, for a

set of nodes and values, consistency ensures that the relationship of their given

inputs and outputs across different nodes is in accordance with the definition of

a puzzle tree. If a set is consistent, it does not imply that the input-output pairs

are correct, but it implies that they “fit” together logically. Note that consistency

does not check proofs.

Definition 4.7.7 (Consistency). Let S be a set of pairs (s, value) for nodes s and values

value in a ((N,B, k, d, hash), d′, g)-puzzle tree. We say that (s′, (x, y)) is consistent

with S if the following hold:

1. The input x of s′ is (a) the output given for its left sibling if its left sibling is in

S and s′ is a middle child, (b) given by the sketch of its left siblings’ values if all
18It may be helpful to observe that for a leaf node s = [s]1||[s]2|| · · · ||[s]h, the frontier contains

[s]i nodes at level i for i ∈ [h].
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of its left siblings are in S and s′ is a rightmost child, or (c) defined recursively as

its parent’s input if s′ is a leftmost child (where the base of the recursion is the root

with input g).

2. The output y of s′ is (a) given by the sketch of its left siblings’ values if all of its

left siblings are in S and s′ is a rightmost child, or (b) given recursively by its

parent’s output if s′ is a kth child (where, upon reaching the root recursively, we

then accept any output for s′).

We say that S is a consistent set if every node in S is consistent with S.

4.7.1 Construction

Before giving the cVDF construction, we give a detailed overview. At a high

level, the cVDF will iteratively compute each leaf node in a (ppuVDF, d
′, g)-puzzle

tree, where ppuVDF = (N,B, k, d, hash) are the public parameters of the underly-

ing uVDF and g is the starting point of the tree given by uVDF.Sample.

The heart of our construction is the cVDF.Eval functionality which takes a

state v corresponding to a leaf s in the tree and computes the next state v′ cor-

responding to the next leaf. Each state v will be of the form (g, s, F ), where s is

the current leaf in the tree and F is the frontier of s. Then, cVDF.Eval(1λ, pp, (g, s,

frontier(s)) will output (g, s+1, frontier(s+1)). There are three phases of the algo-

rithm cVDF.Eval. First, it checks that its input is well-formed. It then computes

val(s) using frontier(s), and then computes frontier(s + 1) using both frontier(s)

and val(s). These are discussed next.
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Checking that v is well-formed. Recall that v = (g, s, F ) corresponds to the

node s in the tree. This state v is correct if running cVDF.Eval for s steps (where

s is interpreted as an integer in base (k + 1)) starting at the leaf 0h results in

(g, s, frontier(s)). Therefore, before computing the next state, cVDF.Eval needs to

verify that the state it was given is correct. To do this, we run cVDF.Verify with

input state (g, 0h,⊥) and output state (g, s, F ), and check that this is s steps of

computation.

Computing the value of s. To compute val(s), we have the following observa-

tion: for every node, its input is a function of the input of its parent and the

outputs of its left siblings. Indeed, if s is a middle child, its input is the output of

the sibling to its left (given in F). If s is a rightmost child, its input is the sketch

of the values of its left siblings (also given in F). If s is a leftmost child, its input

is input of its parent, defined recursively. Therefore, we compute its input based

on F in this manner. Then, we compute its output by running uVDF.Eval on its

input.

Computing the frontier of s+ 1. The final phase of cVDF.Eval is to compute

the next frontier using val(s) and frontier(s). To do this, we consider the clos-

est common ancestor a of s and s + 1 and note that by definition, frontier(a) ⊂

frontier(s+ 1). Moreover, its straightforward to see that frontier(s+ 1)\ frontier(a)

only contains a node a? and its left siblings, where a? is the child of a along the

path to s. Note that when s and (s+ 1) are siblings, then a? = s, and otherwise,

it can be shown that a? is the closest ancestor of s that is not a rightmost child.

Therefore, to compute frontier(s+1), we start by computing the value of node

a?. If a? = s, then we have already computed it, and otherwise it’s input and

output are known from its children’s values in F . Specifically, its input is the
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a

s s+1

a?

· · ·

a

s s+1

a?

· · ·

a?

Figure 4.4: An example of computing frontier(s+1) from frontier(s) for k = 2 with
nodes s, s + 1, a?, and a given. In both graphs, the yellow node is the current
node at that point in the computation, and the nodes in gray are those whose
proofs have already been merged to proofs at their parents. In the left graph,
the frontier of s is shown in pink. The right graph is the result of merging values
to obtain the frontier of s′, which is shown in blue.

input of its first child, and its output is the output of its kth child. These are in F

because of the definition of a?, which implies that each of its descendants along

the path to s must be rightmost children. To compute its proof, observe that

the values of s and its siblings are all known, so they can be efficiently merged

into a proof of its parent. If the parent is a?, then we are done. If not, we can

similarly merge values into a proof of the grandparent of s. We can continue

this process until we reach a?. We show how to do this by traversing the path

from s up to a? and by iteratively ”merging” values up the tree. An example

depicting s, s+ 1, a, a? is given in Section 4.7.1.

Formal construction. Next, we give the formal details of our construction

cVDF = (cVDF.Gen, cVDF.Sample, cVDF.Eval, cVDF.Verify).
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• pp← cVDF.Gen(1λ):

Sample ppuVDF ← uVDF.Gen(1λ) where ppuVDF = (N,B, k, d, hash). Let d′ be

the constant specified in Lemma 4.7.22, and set tree height h = dlogk(B)e−

d′. Output pp = (ppuVDF, d
′, h).

• v ← cVDF.Sample(1λ, pp):

Sample g ← uVDF.Sample(1λ, ppuVDF) and output v = (g, 0h, ∅).

• v′ ← cVDF.Eval(1λ, pp, v):

Check that v is well-formed:

1. Parse v as (g, s, F ), where s is a leaf label in a (ppuVDF, g)-puzzle tree

and F is a frontier. Output ⊥ if v cannot be parsed this way.

2. Run cVDF.Verify(1λ, pp, ((g, 0h, ∅), s), (g, s, F )) to verify v. Output ⊥ if

it rejects.

Compute the value of s:

1. Compute the input x of node s as the output of the sibling to its left

(given in F) if s is a middle child, a sketch of its left siblings’ values

(given inF) if s is a rightmost child, or recursively as its parent’s input

if s is a leftmost child.

2. Compute its output and proof as (y, π) = uVDF.Eval(1λ, ppuVDF, (x, k
d′)).

Compute the frontier of s+ 1:

1. Let a be the closest common ancestor of s and s + 1, and let a? be the

ancestor of s that is a child a.

2. If a? = s, compute its value as (x?, y?, π?) = (x, y, π).
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3. If a? is a strict ancestor of s, let x? be the input of its leftmost child in F ,

let y? be the output of its kth child in F , and let π? be ⊥ if x? is invalid

and otherwise the outputs of its first k − 1 children in F along with

the proof, computed recursively, of its child along the path to s.

4. Form the next frontier F ′ by removing all descendants of a? from F ,

and adding (a?, (x?, y?, π?)).

Finally, output (g, s+ 1, F ′).

• b← cVDF.Verify(1λ, pp, (v, T ), v′):

Check that v is well-formed:

Parse v as (g, s, F ) where g ∈ Z?N , s is a leaf node, and F is a frontier. If v

cannot be parsed this way, then output 1 if v′ = ⊥ and 0 otherwise.

If (g, s, F ) 6= (g, 0h, ∅), then verify the state v by recursively running this

verification algorithm, i.e., cVDF.Verify(1λ, pp, ((g, 0h, ∅), s), (g, s, F )). If this

rejects, then output 1 if v′ = ⊥ and 0 otherwise.

Check that v′ is correct:

Output 1 if the following checks succeed, and 0 otherwise:

1. Parse v′ as (g, s+ T, F ′) where F ′ is a frontier.

2. Check that the set of nodes in F ′ is the set of nodes in frontier(s′) (con-

sidering only node labels and not values).

3. Check that F ′ is a consistent set.19

4. For each element (s′, (x, y, π)) ∈ F ′, check that uVDF.Verify(1λ, ppuVDF,

(x, t), (y, π)) accepts, where t = kh+d
′−|s′|.

19This can be done efficiently, since consistency of every element in F ′ can be checked by look-
ing at k nodes in each of the h levels of the tree and performing at most one sketch.
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4.7.2 Proofs

The main result of this section is stated next.

Theorem 4.7.8. Let D,B : N→ N where B(λ) ≤ 2λ
1/3 , D(λ) = λd

′ for all λ ∈ N and

specific constant d′. Assume that (1) the (D,B)-RSW assumption holds for an ε ∈ (0, 1)

and a polynomial `, and (2) for any constants ε′, δ ∈ (0, 1), uVDF (given in Section 4.6)

is a (D,B, (1 + δ) · `, ε′)-unique VDF. Then cVDF is a (B, (1 + δ′) ·D · `, ε′′)-cVDF for

any ε′′ > ε+δ′

1+δ′
and δ′ > δ.

As a corollary, by combining Theorem 4.6.2 with Theorem 4.7.8, we ob-

tain Theorem 4.7.2: a continuous VDF under the Fiat-Shamir and the repeated

squaring assumptions.

To show Theorem 4.7.8, we show that cVDF satisfies completeness from hon-

est start in Lemma 4.7.9 and that (cVDF.Gen, cVDF.Eval(·), cVDF.Verify) satisfies

B-soundness in Lemma 4.7.16. We then show that (cVDF.Gen, cVDF.Sample,

cVDF.Eval) is a (D,B, `, ε′′)-iteratively sequential function by showing length

bounded in Lemma 4.7.18, honest evaluation in Lemma 4.7.19, and sequentiality

in Lemma 4.7.22. Together, these complete the proof of Theorem 4.7.8.

Lemma 4.7.9 (Completeness from Honest Start). For all λ ∈ N, pp in the support

of cVDF.Gen(1λ), v0 in the support of cVDF.Sample(1λ, pp), and T ∈ N, it holds that

cVDF.Verify(1λ, pp, (v0, T ), cVDF.Eval(T )(1λ, pp, v0)) = 1.

Proof. Fix any pp = (ppuVDF, d
′, h) in the support of cVDF.Gen(1λ) where ppuVDF

= (N,B, k, d, hash), any v0 = (g, 0h, ∅) in the support of cVDF.Sample(1λ, pp), and

T ∈ N. The lemma follows from the following two claims:
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Claim 4.7.10. For any leaf s, cVDF.Verify(1λ, pp, ((g, 0h, ∅), s), (g, s, frontier(s))) ac-

cepts.

Claim 4.7.11. For any leaf s, cVDF.Eval(1λ, pp, (g, s, frontier(s))) = (g, s +

1, frontier(s+ 1)).

We first show how to use these claims to complete the proof of the lemma.

Since v0 = (g, 0h, frontier(0h)), it holds that T applications of Claim 4.7.11 im-

ply that cVDF.Eval(T )(1λ, pp, v0) = (g, T, frontier(T )) and thus by Claim 4.7.10,

cVDF.Verify(1λ, pp, (v0, T ), (g, T, frontier(T ))) will accept, which will complete the

proof of the lemma.

It remains to prove Claims 4.7.10 and 4.7.11. Towards this goal, we define the

following three invariants relative a tuple (g, s, F ):

(a) The set of nodes in F is the set of nodes in frontier(s) (ignoring the values

of the nodes).

(b) F is a consistent set.

(c) Each element (s′, (x, y, π)) in F is correct, that is, (y, π) = uVDF.Eval(1λ,

ppuVDF, (x, k
h+d′−|s′|)).

We next prove Claim 4.7.10, i.e., cVDF.Verify(1λ, pp, ((g, 0h, ∅), s), (g, s, frontier(s)))

accepts for any leaf s.

Proof of Claim 4.7.10. Recall that the algorithm cVDF.Verify(1λ, pp, ((g, 0h, ∅), s),

(g, s, frontier(s))) first checks that (g, 0h, ∅) is well-formed, which passes by def-

inition of (g, 0h, ∅). Then, cVDF.Verify checks that the first two invariants hold

relative to (g, s, frontier(s)) and that uVDF.Verify accepts on every element of
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frontier(s). We have that invariant (a) trivially holds. Invariant (b) follows

because the values of nodes in a puzzle tree are consistent (Definitions 4.7.4

and 4.7.7) and every node s′ in frontier(s) has its real value val(s′) given. To

show that uVDF.Verify accepts on every element of frontier(s), we note that in-

variant (c) also holds by definition of val(s), namely, val(s) = (x, y, π) implies

that (y, π) = uVDF.Eval(1λ, ppuVDF, (x, t)) where t is the difficulty of s. There-

fore, uVDF.Verify accepts by perfect correctness of uVDF, concluding the proof of

claim. �

Now we prove Claim 4.7.11, i.e., cVDF.Eval(1λ, pp, (g, s, frontier(s))) = (g, s +

1, frontier(s+ 1)) for any leaf s.

Proof of Claim 4.7.11. Let v = (g, s, frontier(s)) and let v′ = cVDF.Eval(1λ, pp, v) (so

our goal is to prove v′ = (g, s+ 1, frontier(s+ 1))). Recall that cVDF.Eval(1λ, pp, v)

first checks that v is well-formed, meaning that v can be parsed appropriately

and that cVDF.Verify(1λ, pp, ((g, 0h, ∅), s), v) accepts. This holds by Claim 4.7.10,

which also means the three invariants hold relative to (g, s, frontier(s)). By def-

inition of cVDF.Eval, this implies that its output v′ is of the form (g, s + 1, F )

where F is a frontier. We first show that (g, s + 1, F ) satisfies the above three

invariants, and then we conclude the claim by showing that this implies that

F = frontier(s+ 1).

Proposition 4.7.12. The set of nodes in F is the set of nodes in frontier(s+ 1).

Proof. Let a be closest common ancestor of s and s+1, and let a? be the child of a

that is an ancestor of s. The nodes in frontier(s+ 1) can be partitioned as follows.

All nodes in frontier(a) are in both frontier(s) and frontier(s+1) since a is a common
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ancestor. At the level of the tree containing a?, frontier(s + 1) contains a? and its

left siblings, since the sibling to the right of a? must be an ancestor of s+1. Finally,

below this level, there are no left siblings of the ancestors of s+1, since s and s+1

are adjacent leaves. Therefore, frontier(s + 1) = frontier(a?) ∪ {a?, val(a?)}. Since

cVDF.Eval forms F by removing the elements corresponding to descendants of

a? from frontier(s) and then adding a?, the claim follows.

Proposition 4.7.13. F is a consistent set.

Proof. We start with the following observations. For any node s′ and input-

output pair (x, y), (1) the checks required by consistency for s′ only involve

nodes that are lexicographically smaller than s′, and (2) if (s′, (x, y)) is consis-

tent with some set S, then it is consistent with any S ′ ⊆ S.

Note that every element in F is either in the intersection F ∩ frontier(s), or is

(a?, (x?, y?, π?)) (where a? is the ancestor of s that is a child of the closest common

ancestor of s and s + 1). This because cVDF.Eval does not make any changes to

elements corresponding to nodes that are in F ∩ frontier(s). We proceed to show

that every element (s′, (x, y)) ∈ F is consistent with F .

First, let s′ be a node with input-output pair (x, y) in F ∩ frontier(s). By ob-

servation (2), since (s′, (x, y)) is consistent with frontier(s), it is consistent with

F ∩ frontier(s). Additionally, F \ frontier(s) does not contain nodes lexicograph-

ically smaller than s′, so by observation (1) it holds that (s′, (x, y)) is consistent

with F .

Next, consider a? with input-output pair (x?, y?) in F . Note that a? is the

closest ancestor of s that is not a rightmost child because the sibling to its right
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is an ancestor of s + 1. We first consider the case where a? is a strict ancestor of

s, and then the case where a? = s. If a? is a strict ancestor of s, then its input x?

is the input of its leftmost child in frontier(s) and its output y? is the output of

its kth child in frontier(s). Both of these nodes appear in frontier(s) by definition

of a?. Therefore consistency of a? with frontier(s) follows from consistency of its

leftmost and kth children with frontier(s). Therefore a? is consistent with F ∩

frontier(s) by observation (2), and hence is consistent with F by observation (1).

If a? = s, then its input x? is computed exactly to satisfy consistency. Its

output y? is given by uVDF.Eval(1λ, pp, (x?, kd
′
)). Observe that consistency only

enforces a requirement on the output of s if each ancestor of s is a kth child up

until some ancestor a′ which is a rightmost child. By definition of frontier(s), all

the left siblings of these ancestors are in frontier(s). Let x′, y′ be the sketch of the

values of the left siblings of a′. We want to show that y? = y′.

Toward this goal, suppose first that x′ and y′ are valid. We have that a′||0 has

input x′ since a′||0 is consistent with F . This implies that the output of a′||(k− 2)

corresponds to t(k − 1)/k squarings of x′ for t = kh+d
′−|a′| because frontier(s) is

consistent and all elements of frontier(s) are correct. By continuing to apply this

argument and noting that each level i out of the h − |a′| levels we have done

(k − 1) · t/ki squarings, it holds that after doing kd′ squarings of x?, we obtain

y′ = y? by definition of Sketch.

To handle the case where x′ or y′ are not valid, note that it must hold that

x′ is invalid and y′ = ⊥. This follows since the left siblings of a′ are consistent

with frontier(s) and are correct. In this case, ⊥ will propagate down the tree so

y? = ⊥ = y′, as desired.
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Proposition 4.7.14. For every element (s′, (x, y, π)) in F , it holds that (y, π) =

uVDF.Eval(1λ, ppuVDF, (x, k
h+d′−|s′|)) .

Proof. Consider the elements of F ′. Recall from Proposition 4.7.12 that every

element of F is either in frontier(s) or is {(a?, (x?, y?, π?))}, where (x?, y?, π?) is

the value computed by cVDF.Eval(1λ, pp, v) for a?. Therefore, we need to show

that (y?, π?) = uVDF.Eval(1λ, ppuVDF, (x
?, kh+d

′−|a?|)).

The proof π? is computed by traversing the path from s to a? and iteratively

computing the proof of each node along the way. Let b be an ancestor of s along

this path and let (x, y, π) be the value where:

1. If b = s, then x is the input computed for s by cVDF.Eval(1λ, pp, v) and (y, π)

is computed as uVDF.Eval(1λ, ppuVDF, (x, k
d′)).

2. If b is a strict ancestor of s, then x is the input of b||0 in frontier(s), y

is the output of b||(k − 1) in F , and π is the proof computed for b by

cVDF.Eval(1λ, pp, (g, s, frontier(s))).

Note that when b = a?, then (x?, y?, π?) = (x, y, π). We show by induction on the

length of the path from s to b that (y, π) is equal to uVDF.Eval(1λ, ppuVDF, (x, t))

where t = kh+d
′−|b| is the difficulty of b. Note that whenever b 6= s, its rightmost

child is an ancestor of s, so its first k children always appear in F .

For the base case when the path has length 0, then b = s so this holds by

definition of (y, π). Suppose that the claim holds when the path has length j− 1

for j − 1 ≥ 0 consider the case when the path has length j. Let

(yreal, πreal) = uVDF.Eval
(
1λ, ppuVDF, (x, t)

)
.
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We want to show that (y, π) = (yreal, πreal). For the output y, since frontier(s)

contains correct elements corresponding to the first k children of b, it holds that

y = yreal.

For the proof π, recall that π = (msg, π′). Let πreal = (msgreal, π
′
real). To show

that msg = msgreal, recall that msg consists of the outputs of the first k − 1 chil-

dren of b from F and msgreal contains the segments the (x1, . . . , xk−1) of x. Since

frontier(s) is consistent and contains correct elements, it holds that these seg-

ments correspond to the outputs of the first k − 1 children of b given by F , so

msg = msgreal.

To show that π′ = π′real, recall that π′ is the proof computed at the previous

iteration of the induction. Let b′ be the rightmost child of b. If b′ = s, then π′ =

π′real by definition. Otherwise, by the inductive hypothesis,

(∗, π′) = uVDF.Eval
(
1λ, ppuVDF, (x

′, t/k)
)
,

where x′ is the input of b′||0 from frontier(s). Let x′real be the true input of the

sketch child of b, i.e.,

(x′real, y
′
real) = Sketch(ppuVDF, (x, t), yreal,msgreal) = Sketch(ppuVDF, (x, t), y,msg).

By definition of uVDF.Eval, we have that

(∗, π′real) = uVDF.Eval(1λ, ppuVDF, (x
′
real, t/k)).

It follows that x′ = x′real by consistency of b′||0 with frontier(s), so the claim fol-

lows.

Proposition 4.7.15. If (g, s + 1, F ) satisfies the three invariants defined above, then

F = frontier(s+ 1).
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Proof. Suppose the three invariants hold for (g, s + 1, F ). By invariant (a), the

set of nodes in F and frontier(s + 1) are the same. Order the elements of F

and frontier(s + 1) lexicographically by node. We show by induction on the

ordering that for each node s′ in frontier(s + 1), its value (x, y, π) in F is equal

to its value (xreal, yreal, πreal) in frontier(s + 1). Let t be the difficulty of s′. For

the base case, we have that x = g = xreal by invariant (2), and (y, π) =

uVDF.Eval(1λ, ppuVDF, (x, t)) = (yreal, πreal) by invariant (3). Suppose that this

holds for all nodes up until some node s′. By invariant (2), it must be that

x = xreal, since these can always be computed from the previous elements and

frontier(s + 1), which agree by assumption. Therefore, just like in the base case,

we have that (y, π) = uVDF.Eval(1λ, ppuVDF, (x, t)) = (yreal, πreal).

This gives Claim 4.7.11, which in turn completes the proof of Lemma 4.7.9. �

Lemma 4.7.16 (Soundness). The tuple (cVDF.Gen, cVDF.Eval(·), cVDF.Verify) satis-

fies B-soundness.

Proof. Suppose for contradiction that there exists a non-uniform algorithm A =

{Aλ}λ∈N with size(Aλ) ∈ poly(B(λ)) for all λ ∈ N and a polynomial p such that

for infinitely many λ ∈ N,

Pr

 pp← cVDF.Gen(1λ)

((v, T ), v′)← A(pp)
:
cVDF.Verify(1λ, pp, (v, T ), v′) = 1

∧ v′ 6= cVDF.Eval(T )(1λ, pp, v)

 ≥ 1

p(λ)
.

Then, for every λ ∈ N we construct an adversary Bλ against the soundness of

uVDF, as follows. Bλ receives ppuVDF from the challenger for uVDF, computes

pp = (ppuVDF, d
′, h) as done by cVDF.Gen(1λ), and runs ((v, T ), v′)← Aλ(pp).
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WheneverAλ succeeds, v must be well-formed. Specifically, v should be able

to be parsed as (g, s, F ) where cVDF.Verify(1λ, pp, ((g, 0h, ∅), s), v) = 1, because

otherwise verification only accepts the unique value ⊥ for v′.

Therefore it must be that v, v′ can be parsed appropriately as v = (g, s, F ) and

v′ = (g, s+T, F ′). Note that either F = frontier(s) or not. We proceed to describe

the attack of Bλ assuming that F = frontier(s) and show how to handle the case

where this does not hold at the end of the claim.

Claim 4.7.17. Suppose F = frontier(s). Then, there exists an algorithm Bλ that breaks

the soundness of uVDF with probability 1/2p(λ).

Proof. Bλ first calculates (g, s + T, F̃ ) = cVDF.Eval(T )(1λ, pp, v). He then sorts

the elements in F̃ , F ′ lexicographically by node and finds the first elements

(s′, (x, y, π)), (s′, (x̃, ỹ, π̃)) that differ (which must exist by assumption). Then,

Bλ and outputs ((x, t), y, π) and ((x̃, t), ỹ, π̃) with equal probability, where t =

kh+d
′−|s′| is the difficulty of s′.

Before analyzing the success probability of Bλ, we note that the size of Bλ is

dominated by size(Aλ) ∈ poly(B(λ)) and the time to run cVDF.Eval(T ). Since v′

can be parsed appropriately, thenT is a valid node in the tree soT ≤ B2, and each

iteration of cVDF.Eval takes poly(λ) time. Therefore in total size(Bλ) ∈ poly(B(λ)).

To analyze the success probability ofBλ, note that by Claims 4.7.11 and 4.7.10,

since F = frontier(s) by assumption it holds that F̃ = frontier(s + T ), F̃ is con-

sistent, and uVDF.Verify accepts on the value of every node in F̃ . Similarly, since

cVDF.Verify(1λ, pp, (v, t), v′) accepts, then the set of nodes in F ′ is the set of nodes

in frontier(s + T ), F ′ is a consistent set, and uVDF.Verify accepts on the value of

every element of F ′. We proceed by comparing (s′, (x, y, π)) and (s′, (x̃, ỹ, π̃)),
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and note that they correspond to the same node s′ since the sets of nodes in F ′

and F̃ are the same. Let S = F ′ ∩ F̃ i.e., S consists of all elements in F ′ and F̃ ′

with equal nodes and values. Note that S contains all elements in F ′ ∪ F̃ with

nodes that are lexicographically smaller than s′ by assumption.

By consistency, we claim that x = x̃. To see this, if s′ is a middle child, then x, x̃

are both the output of the sibling to its left, which is in S. If s′ is a rightmost child,

then x, x̃ both correspond to the sketch of their left siblings’ values, again in S. If

s′ is a leftmost child, then x, x̃ recursively must be equal to their parent’s input.

Since the base case of this recursion is at the root with input g, then whichever

type of node s′ is (leftmost, middle, or rightmost) it follows that its input is found

in S, so x = x̃. Therefore, we have that for (y, π) 6= (ỹ, π̃)

uVDF.Verify(1λ, ppuVDF, (x, t), (y, π)) = uVDF.Verify(1λ, ppuVDF, (x, t), (ỹ, π̃)).

Since the output of uVDF.Eval(1λ, ppuVDF, (x, t)) is unique, at least one of these

must be different to that value. Therefore, when Aλ succeeds, Bλ succeeds with

probability 1
2
, so Bλ breaks the soundness of uVDF with probability 1

2p(λ)
, in con-

tradiction. �

It remains to analyze the case where F 6= frontier(s). We extend Bλ to also

calculate (g, s, F̂ ) = cVDF.Eval(s)(1λ, pp, (g, 0h, ∅)) and compare F̂ to F . Note that

this only adds poly(B(λ)) time to the running time of Bλ. Then, when F̂ 6= F ,

Bλ finds the first element that differs between F̂ and F , rather than F̃ and F ′ as

done above. Since F̂ = frontier(s) by Claim 4.7.11, then the same argument as in

the above claim follows for this case.
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Lemma 4.7.18 (Length Bounded). There exists a polynomial plen(λ) ∈ O(λ5) such

that for λ ∈ N, (ppuVDF, d
′, h) ∈ Supp

(
cVDF.Gen(1λ)

)
and v ∈ {0, 1}∗, it holds that∣∣cVDF.Eval(1λ, pp, v)

∣∣ ≤ plen(λ).

Proof. First, observe that if v is not well-formed, then cVDF.Eval outputs ⊥.

Therefore, we focus on the case where v is well formed, so v = (g, s, F ). Let

v′ = cVDF.Eval(1λ, pp, v). By definition of Eval, v′ = (g, s + 1, F ′) where F ′ has

length corresponding to a frontier.

To bound the length of v′, we have that |g| ≤ 2λ and |s+ 1| ≤ h, so we only

need to bound the length of F . Any frontier contains at most k nodes in each of

the h levels. Moreover, each entry (s′, (x, y, π)) satisfies that |s| ≤ h, x, y ∈ Z?N .

For π, it is straightforward to see that it contains at most k · h elements of Z?N .

Using the fact that k, h ≤ λ, we obtain the desired bound.

Lemma 4.7.19 (Honest Evaluation). For all sufficiently large λ ∈ N, any pp =

(ppuVDF, d
′, h) in the support of cVDF.Gen(1λ), v ∈ {0, 1}∗, and T ∈ [D(λ), B(λ)],

it holds that cVDF.Eval(T )(1λ, pp, v) can be computed in time T · (1 + δ′) · kd′ · `(λ).

Proof. Fix λ ∈ N, pp = (ppuVDF, d
′, h) in the support of cVDF.Gen(1λ) where

ppuVDF = (N,B, k, d, hash), v ∈ {0, 1}∗, and T ∈ N. Recall that Sketch(pp, ·, ·, ·)

runs in time at most λc1 for some constant c1 by Claim 4.6.10. In the following

claims, we analyze the running time to compute cVDF.Eval(1λ, pp, v).

Claim 4.7.20. There exists a polynomial p1 such that the running time of cVDF.Eval(1λ,

pp, v) to check that v is well-formed is at most p1(λ) · λd · `(λ).

Proof. The running time of this phase is dominated by the running time of

cVDF.Verify(1λ, pp, ((g, 0h, ∅), s), v) after parsing v = (g, s, F ). It is easy to see
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that cVDF.Verify runs in time polynomial in k, h, λ, and in the running time

of uVDF.Verify(1λ, ppuVDF, (x, t), (y, π)) for elements (s′, (x, y, π)) in F and t =

kh+d
′−|s′|. In particular, each call to uVDF.Verify checks the validity of its inputs

in time polynomial in λ, does kd squarings at the base case, and otherwise runs

Sketch and calls itself recursively at most logk(t) times. Therefore uVDF.Verify

takes time poly(λ) · logk(t) + kd · `(λ) for a fixed polynomial independent of d.

Recalling that k = λ, t ≤ B(λ) ≤ 2λ, and that uVDF.Verify is run at most k ·h ≤ λ2

times gives the claim. �

If v is not well-formed, then cVDF.Eval simply outputs⊥, otherwise it contin-

ues to the next phase, where we can assume that v = (g, s, F ).

Claim 4.7.21. There exists a polynomial p2 such that to compute frontier(s + 1) and

val(s), the running time of cVDF.Eval(1λ, pp, v) is at most p2(λ) + (1 + δ) · kd′ · `(λ).

Proof. Computing frontier(s + 1) consists of computing the input, output, and

proof of s and a?, where a? the child of the closest common ancestor of s and

s+ 1 along the path to s.

The input of s is computed either as a sketch of its left siblings values in F ,

as the output of the sibling to its left in F , or recursively as its parent’s input.

Therefore, this takes time at mostO(k ·h+h·λc1) where λc1 is the time to compute

a sketch. Computing the output of s requires running uVDF.Eval its input, which

takes time (1 + δ) · kd′ · `(λ) by assumption. Finally, the proof for s is ⊥.

If a? = s, then computing the input-output pair of a? does not take additional

time. Otherwise, the input and output are computed by looking them up in F ,

which takes timeO(k·h). Finally, computing its proof requires taking the outputs

326



of the left siblings of a? along with the proof of its rightmost child, computed

recursively. Therefore, computing the proof given F takes time O(k · h).

Therefore, computing the values of s and a? takes time p2(λ)+(1+δ) ·kd′ ·`(λ)

where p2(λ) is a polynomial in O(λ2 + λc1+1). �

Let c be a constant such that p1(λ) + p2(λ) ≤ λc for sufficiently large λ ∈ N.

By Claims 4.7.20 and 4.7.21, the T -wise composition of cVDF.Eval can be done in

time T ·`(λ)·(λc+d+(1+δ)·kd′). Since k = λ, we can set d′ ≥ c+d+1, so λc+d/kd′ ≤

1/λ ∈ o(1). It follows that the total running time is at most T ·(1+δ+1/λ)·kd′ ·`(λ),

so in particular for any constant δ′ > δ and sufficiently large λ ∈ N, the total

running time is at most T · (1 + δ′) · kd′ · `(λ).

Lemma 4.7.22 (Sequentiality). (cVDF.Gen, cVDF.Sample, cVDF.Eval(·)) satisfies se-

quentiality.

Proof. Let δ′ > δ be the constant from honest evaluation and let ε′′ > ε+δ′

1+δ′
. By way

of contradiction, suppose there exists a non-uniform algorithm A0 = {A0,λ}λ∈N
where size(A0,λ) ∈ poly(B(λ)) for all λ ∈ N and a polynomial p such that for

infinitely many λ ∈ N it holds that

Pr



pp← cVDF.Gen(1λ)

A1 ← A0,λ(pp)

(g, 0h, ∅)← cVDF.Sample(1λ, pp)

(T, v)← A1((g, 0
h, ∅))

:

cVDF.Eval(T )(1λ, pp, (g, 0h, ∅)) = v

∧ depth(A1)

≤ (1− ε′′) · T · (1 + δ′) · kd′ · `(λ)


≥ 1

p(λ)

We construct a non-uniform algorithmB0 = {B0,λ}λ∈N to break the sequential

property of RSW = (RSW.Gen,RSW.Sample,RSW.Eval(·)) as follows. For every
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λ ∈ N, B0,λ(N) first computes pp = (N,B, k, d, hash, d′, h) distributed according

to cVDF.Gen(1λ). It then runs A0,λ(pp) to receive A1 and constructs a circuit B1
that expects an input g from RSW.Sample(1λ, N).

Overview of B1. At a high level, B1(g) first runs A1((g, 0
h, ∅)) to get some in-

termediate state v = (g, T, F ) (note that g is distributed identically in both

RSW.Sample and uVDF.Sample). When A1 succeeds, then v = cVDF.Eval(T )(1λ,

pp, (g, 0h, ∅)). B1 will use the partial computation done byA1 on input g in order

to efficiently compute an output y and an integer t such that g2t = y. Consider

the nodes in the frontier given byA1. If we look at the tree and remove all sketch

nodes and their sub-trees, then we are left with a k-ary tree, where the last node

in this tree that appears in F will have the output y such that y = g2
t for some

t (which is related to T). We will use this to break the sequential property of

RSW. Just as done in the proof of sequentiality for the uVDF, we show that the

sketch nodes that are computed by A1 do not introduce too much overhead for

B1.

Formal definition of B1. The algorithm B1(g) does the following:

1. Compute (T, v)← A1((g, 0
h, ∅)) and parse v as (g, T, F ).

2. Let S ⊆ F be the set of elements corresponding to nodes that do not have

any ancestors that are rightmost children (i.e., remove all nodes in the sub-

tree rooted at sketch nodes). Let mi be the number of nodes in S at height

i for i ∈ {0, . . . , h}.

3. Compute t =
∑h

i=0mi · ki+d′ (and note that ki+d′ is the difficulty at height i
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by definition).20

4. Let y be the output of the rightmost node in S.

5. Output (t, y′) where y′ is equal to y or (N − y) with equal probability.

It remains to show that for all λ ∈ N, B0,λ as defined above succeeds at break-

ing the sequentiality property of RSW wheneverA1 succeeds as above. Namely,

we will show that for infinitely many λ ∈ N,

Pr



N ← RSW.Gen(1λ)

B1 ← B0,λ(N)

g ← RSW.Sample(1λ, N)

(t, y)← B1(g)

:

RSW.Eval(t)(1λ, N, g) = y

∧ depth(B1) ≤ (1− ε) · t · `(λ)

∧ t ≥ D(λ)


≥ 1

2p(λ)

Let H be the largest height of the tree with nodes contained in F (and there-

fore in S by definition), i.e., H is the largest value such that T ≥ (k + 1)H + 1.

First, we observe that the difficulty t thatB1 outputs satisfies t ≥ mH ·kH+d′ where

mH ≥ 1 and H ≥ 0, so t ≥ D(λ) = λd
′ always holds since k = λ. In Claim 4.7.23,

we show that either y or N − y is equal to x2t wheneverA1 computes the correct

output v of cVDF.Eval(T )(1λ, pp, (g, 0h, ∅)), and in Claim 4.7.24, we show that the

circuit B1 computed by B0,λ has the correct depth whenever A1 as computed by

A0,λ has the correct depth.

Claim 4.7.23. Let (T, v)← A1((g, 0
h, ∅)) and (t, y)← B1(g). If cVDF.Eval(T )(1λ, pp,

(g, 0h, ∅)) = v then RSW.Eval(t)(1λ, N, g) ∈ {y,N − y}.

Proof. Let v = (g, T, F ) and H , S, and mi be as defined above for all i. By

completeness (specifically Lemma 4.7.9 and Claim 4.7.11), it holds that F =

frontier(T ).
20In general, when we refer to the height of a node, this is the height of the subtree rooted at

that node.
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Order the elements of S lexicographically by node, i.e., from left to right in

the tree. Let x(i,j), y(i,j) be the input and output, respectively, of the jth node at

height i in S under this ordering, where for a pair indexed by (i, j) it holds that

j ∈ {1, . . . ,mi}. Let ti = ki+d
′ be the difficulty at height i. We want to show that

the rightmost node under this ordering has output y = |g2t |N or N − y, where

t =
∑H

i=0mi · ki+d′ .

Toward this goal, we first show by induction on j ∈ {1, . . . ,mi} that for every

fixed height i ∈ {1, . . . , H}, it holds that y(i,j) = |(xi,1)2j·ti |N . For the base case, it

follows by correctness of the elements of F that y(i,1) = |(xi,1)2ti |N . Suppose this

holds for the jth node at height i for some j ∈ [1,mi). The (j + 1)st node must

be a middle child (since F does not contain rightmost children) and hence this

follows by the consistency and correctness of elements of F .

Next, we show by induction on the height i (decreasing from the node at

height H down to the leaf nodes) that y(i,mi) = |g2Li |N where Li =
∑H

i′=imi′ · ti′

is the sum of the difficulties so far, which will give the claim. For the base case,

when i = H it follows from the consistency of F that the input x(H,1) of the

first node is g, which by the above induction implies that y(H,mH) = |g2mH ·tH |N .

Suppose this holds for all nodes at heights from H through some height i ∈

(0, H], and consider the node with input x(i−1,1), meaning the first node at height

i − 1. By consistency of F , it holds that x(i−1,1) = y(i′,mi′ ), where i′ is the closest

level higher than i where mi′ 6= 0 (and note that the mi′th node at height i′ must

be in S if there is a node in S at height i + 1). Therefore, it follows by the first

induction that

y(i−1,mi−1) = | (x(i−1,1))2mi−1·ti−1 |N = | (y(i′,mi′ ))2mi−1·ti−1 |N
= |g2Li′+mi−1·ti−1 |N = |g2Li−1 |N ,
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which completes the proof of the claim.

�

Claim 4.7.24. If ε′′ > ε+δ
1+δ′

and depth(A1) ≤ (1− ε′′) · T · kd′ · (1 + δ′) · `(λ), then for

sufficiently large λ ∈ N,

depth(B1) ≤ (1− ε) · t · `(λ).

Proof. B1 first runs A1, which by assumption has depth at most (1− ε′′) · T · kd′ ·

(1 + δ′) · `(λ). Because the depth of B1 must be bounded by its output t and the

depth of A1 depends on its output T , we first relate the outputs of B1 and A1, t

and T , respectively.

Toward that goal, we show that T · kd′ ∈ t · (1 + o(1)), meaning that t and the

number of squares done byA1 are almost the same. We split this into two cases,

depending on the number of nodes mH at height H .

Case 1. In the first case, suppose mH < k and let H ′ be the next highest height

with nodes that appear in F (note that if there are no nodes below height H ,

then T = t so this follows trivially). Then, it holds that

T ≤ mH · (k + 1)H + (mH′ + 1) · (k + 1)H
′
,

since T steps of cVDF correspond to all the leaf nodes necessary to compute the

mH nodes at heightH , themH′ nodes at heightH ′, and then the remaining nodes

at lower heights, where the latter is upper bounded by (k + 1)H
′ . Additionally,

since mH < k, then we have that

t ≥ mH · kH+d′ +mH′ · kH
′+d′
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where here we used the fact that S includesmH nodes at heightH andmH′ nodes

at height H ′ (since there cannot be sketch nodes among these since mH < k).

Therefore, noting that H ′ ≤ H − 1, we have that

T · kd′ ≤ kd
′ ·
(
mH · (k + 1)H + (mH′ + 1) · (k + 1)H−1

)
≤ kd

′ ·
(
mH · (kH +H2 · kH−1) + (mH′ + 1) · (kH−1 +H2 · kH−2)

)
≤ kd

′ ·
(
mH · kH +mH · kH−1 ·H2

+mH′ · kH−1 +mH′ ·H2 · kH−2 + kH−1 +H2 · kH−2
)

≤ t
(
1 + 1/λ1/3

)
+ kH+d′−1 + λ2/3 · kH+d′−2

≤ t
(
1 + 1/λ1/3

)
+ 2 · kH+d′−1 ≤ t

(
1 + 1/λ1/3 + 1/λ

)
∈ t(1 + o(1)),

where we used that k = λ, that (k+1)H ≤ kH+H ·kH−1+. . .+HH ≤ kH+H2·kH−1,

and that H ≤ logk+1 T ≤ λ1/3 since T ≤ B(λ) ≤ 2λ
1/3 .

Case 2. In the second case, suppose that mH = k. Then, we have that

T ≤ (mH + 1) · (k + 1)H = (k + 1)H+1,

and

t = kH+d′+1,

since if mH = k then all nodes in F below height H have an ancestor that is a

rightmost child, so they are not included in S. Therefore, we have that

T · kd′ ≤ kd
′ · (k + 1)H+1

≤ kd
′ · (kH+1 + (H + 1)2 · kH)

≤ kH+d′+1 + (2 · λ2/3) · kH+d′

≤ t(1 + 2/λ1/3) ∈ t(1 + o(1))

as above.
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Putting it all together. After running A1, recall that B1 needs to compute t

from the frontier given by A and needs to find y in the frontier, which has some

polynomial overhead λc′ for some constant c′. Setting d′ = c′+c+d+1, where c, d

are the constant specified in Lemma 4.7.19, we get that this overhead is λc ∈ o(t)

since t ≥ λd
′ .

To conclude, let γ > 0 be any constant such that T · kd′ + λc ≤ t(1 + γ). We

have that for sufficiently large λ ∈ N,

depth(B1) ≤ depth(A1) + λc

≤ (1− ε′′) · T · kd′ · (1 + δ′) · `(λ) + λc

≤ (1− ε′′) · (1 + δ′) · `(λ) · (1 + γ) · t.

This is bounded by (1− ε) · `(λ) · t as long as ε′′ ≥ 1− 1−ε
(1+δ′)(1+γ)

.

Furthermore, we can choose γ to be arbitrarily small, so we only require that

ε′ is a constant strictly greater than ε+δ′

1+δ
which is given by assumption. �

Sequentiality then follows since B0,λ succeeds as required with probability

1/2p(λ) for sufficiently large λ ∈ N.

4.8 Applications

We formalize some applications of continuous VDFs below.
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4.8.1 Public Randomness Beacons

A randomness beacon is an ideal functionality proposed by Rabin [98]. In this

section, we formally define a computational variant of this notion and show that

it can be achieved using a continuous VDF. In the following definition, the algo-

rithm Tick corresponds to the iterated sequential function which computes the

states of the beacon, and the algorithm Tock gives the output of the beacon at

each time step.

Definition 4.8.1 ((B, `,∆)-Public Randomness Beacon). Let B, `,∆: N → N.

A (B, `,∆)-public randomness beacon is a tuple of algorithms (Gen, Init,Tick,

Tock,Verify) with the following syntax:

• pp← Gen(1λ): A PPT algorithm that takes as input 1λ and outputs the public pa-

rameters pp.

• state0 ← Init(1λ, pp, x0): A deterministic algorithm that takes as input 1λ, pp, and

a starting point x0 and outputs the initial state state0.

• state′ ← Tick(1λ, pp, state): A deterministic algorithm that takes as input 1λ, pp,

and a state state, and outputs the next state state′. We let Tick(·) denote an algo-

rithm that takes 1λ, pp, and (state, t) as input and outputs the t-wise composition

Tick(t)(1λ, pp, ·) on input state.

• x← Tock(1λ, pp, state): A deterministic algorithm that takes as input 1λ, pp, and a

state state, and outputs the value x of the beacon corresponding to that state.

• b← Verify(1λ, pp, (x0, t), (x, state)): A deterministic algorithm that takes as input

1λ, pp, (x0, t) for x0 ∈ {0, 1}λ and t ∈ N, and (x, state) for a beacon value x and

a state state, and outputs b ∈ {0, 1}.
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We require the following properties to hold:

Completeness: For all t ≤ B(λ) and x0 ∈ {0, 1}λ, let state0 = Init(1λ, pp, x0) and

statet = Tick(t)(1λ, pp, state0). Then

Verify(1λ, pp, (x0, t), (Tock(1λ, statet), statet)) = 1.

Soundness: For all t ≤ B(λ) and non-uniform algorithms A = {Aλ}λ∈N such that

size(Aλ) ∈ poly(B(λ)), there exists a negligible function negl such that for all

λ ∈ N,

Pr



pp← Gen(1λ)

x0 ← {0, 1}λ

(x, state, t)← Aλ(pp, x0)

state0 = Init(1λ, pp, x0)

:
x 6= Tock(1λ,Tick(t)(1λ, pp, state0))

Verify(1λ, pp, (x0, t), (x, state)) = 1


≤ negl(λ).

Honest Evaluation: For all λ ∈ N and pp ∈ Supp
(
Gen(1λ)

)
, Tick(1λ, pp, ·) runs in

time at most `(λ).

Indistinguishability: For every t ≤ B(λ) and non-uniform algorithm A0 =

{A0,λ}λ∈N with size(A0,λ) ∈ poly(B(λ)), there exists a negligible function negl

such that the probability that the following experiment outputs 1 is at most

1/2 + negl(λ) for all λ ∈ N and t+ ∆(t) ≤ t′ ≤ B(λ):

Expt′(λ):

1. pp← Gen(1λ)

2. A1 ← A0,λ(pp, t
′)

3. x0 ← {0, 1}λ, b← {0, 1}, state0 ← Init(1λ, pp, x0)
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4. If b = 0, then x← {0, 1}λ. Else, x = Tock(1λ,Tick(t
′)(1λ, pp, state0)).

5. b′ ← A1(x, x0, state0)

6. Output 1 if b = b′ and depth(A1) ≤ t · ` and 0 otherwise.

While this notion is very related to that of a cVDF, we remark on a few points

about the definition of a public randomness beacon above and how it relates to

a cVDF.

First, for an honest algorithm that starts computing as soon as the seed x0

and start state state0 = RB.Init(1λ, pp, x0) is generated, it will be able to output

the random value produced byTock(1λ,Tick(t)(1λ, pp, state0)) at time t·`(λ)+s(λ)

where s(λ) is the time to compute Tock(1λ, ·). After computing the initial state,

it continuously computes Tick and can compute the beacon at each interval by

spawning an extra processor in parallel. At any point in time, the algorithm will

need to run at most s(λ)/`(λ) extra processors in parallel, which is independent

of the number of steps t so far. Furthermore, any other party that arrives at

some time t · `(λ) and sees statet = Tick(t)(1λ, pp, state0) will be able to output the

beacon value at the same time. Thus, ` is the interval time corresponding to the

randomness beacon, but there will be a slight delay corresponding to the time

to compute Tock and Init before the first beacon is output. An illustration of this

is given in Figure 4.5.

Second, a randomness beacon only guarantees completeness, soundness, and

indistinguishability with respect to an honestly chosen seed. In contrast, a cVDF

specifies a stronger property that it is verifiable from any point in its compu-

tation, and we only require that sequentiality holds from an honestly sampled

starting point. We could have defined this weaker notion of a cVDF for this ap-

plication, but we found this stronger notion more natural for a general verifiable
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x0 Init Tick Tick Tick · · ·

Tock Tock Tock

x1 x2 x3

state0 state1 state2

Figure 4.5: An example of running the randomness beacon. At each
time step, running Tick on statei produces statei+1, where all states are
publicly verifiable. Then, each state can be used to get the value of the
beacon at that time. Note that Tick is iterated sequentially, while Tock is
applied to the output at each step.

iteratively sequential function.

Lastly, a randomness beacon guarantees that up until time t · `(λ), the ran-

dom values produced by the beacon ∆(t) steps into the future are indistinguish-

able from random. For a cVDF, we only guarantee that the states past time

t + ∆(t) cannot be computed—or, stated differently, are unpredictable—before

time (1 − ε) · (t + ∆(t)). To deal with this, we can apply a suitable hash func-

tion to the cVDF’s state at each step to obtain such a pseudorandom value. We

show that this is secure assuming a pseudo-random generator (PRG) for unpre-

dictable seeds, which are known to exist in the random oracle model. Intuitively,

a PRG for unpredictable seeds is a function whose output is indistinguishable

from random against a class of algorithms that cannot predict the input to the

PRG. We need such a notion of PRGs for unpredictable seeds with respect to

classes of algorithms which have bounded depth. We formally define this no-

tion as follows:

Definition 4.8.2 (Unpredictable distributions). Let C = {Cλ}λ∈N be a collection of

classes of circuits and let {Sλ}λ∈N be a family of distributions where Sλ is a distribution

over (x, z) ∈ {0, 1}poly(λ)×{0, 1}poly(λ) for all λ ∈ N. We say thatS is an unpredictable
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distribution against C if for every algorithm A = {Aλ}λ∈N where Aλ ∈ Cλ for all

λ ∈ N, there exists a negligible function negl such that for all λ ∈ N,

Pr

 (x, z)← Sλ

x′ ← Aλ(z)
: x′ = x

 ≤ negl(λ).

Definition 4.8.3 (PRGs for unpredictable seeds). Let C = {Cλ}λ∈N be a collec-

tion of classes of circuits and let G = {Gλ : {0, 1}poly(λ) → {0, 1}λ}λ∈N be a family

of polynomial-time computable functions. We say that G is a PRG for unpredictable

seeds against C if for any unpredictable distribution {Sλ}λ∈N against C, for any distin-

guisher B = {Bλ}λ∈N where Bλ ∈ Cλ for all λ ∈ N, there exists a negligible function

negl such that for all λ ∈ N,∣∣∣∣∣∣∣Pr [(x, z)← Sλ : Bλ(Gλ(x), z, Gλ) = 1]− Pr

 (x, z)← Sλ

r ← {0, 1}λ
: Bλ(r, z, Gλ) = 1


∣∣∣∣∣∣∣

≤ negl(λ).

We now show that the PRGs for unpredictable seeds and cVDFs (with suit-

able parameters) suffice to construct a public randomness beacon. One sub-

tle point is that for our construction, we need to start with a cVDF where

cVDF.Sample includes its randomness in its output. In our cVDF construction,

Sample(pp) outputs (g, 0h,⊥) where g is a uniform group element. Therefore,

without loss of generality, g is simply the randomness of sample. We call a cVDF

with this property publicly sampleable.

Theorem 4.8.4 (Restatement of Theorem 4.1.2). Let B, ` : N → N and ε ∈ (0, 1).

Assuming the existence of a publicly sampleable (B, `, ε)-cVDF and a PRG for unpre-

dictable seeds against the classes Ct = {Ct,λ}λ∈N for all t ≤ B(λ) where Ct,λ is the class

of circuits with size poly(B(λ)) and depth t · `(λ). Then, there exists a (B, `,∆)-public

randomness beacon for ∆(t) = ε·t
1−ε .
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Proof. Let cVDF = (cVDF.Gen, cVDF.Sample, cVDF.Eval, cVDF.Verify). Our pub-

lic randomness beacon RB = (RB.Gen,RB.Init,RB.Tick,RB.Tock,RB.Verify) is de-

fined as follows:

• RB.Gen(1λ) uses the same public parameters as cVDF.Gen(1λ).

• RB.Init(1λ, pp, x0) computes state0 = cVDF.Sample(1λ, pp;x0) using x0 as

randomness.21

• RB.Tick(1λ, pp, state) computes the next state by outputting cVDF.Eval(1λ,

pp, state).

• RB.Tock(1λ, state) outputs a random beacon value computed by Gλ(state).

• RB.Verify(1λ, pp, (x0, t), (x, state)) checks that the current state as defined by

cVDF verifies, i.e., cVDF.Verify(1λ, pp, (RB.Init(1λ, pp, x0), t), state) = 1, and

that the beacon value is correct, i.e., RB.Tock(1λ, pp, state) = x. Output 1 if

both checks pass, and output 0 otherwise.

Completeness follows since cVDF satisfies completeness from honest start. For

the rest of the proof, let state0 = RB.Init(1λ, pp, x0), which is the starting point of

the cVDF. Honest evaluation follows from honest evaluation of cVDF. We now

argue that soundness and indistinguishability hold.

Soundness. Suppose that there exists an algorithm A = {Aλ}λ∈N where

size(Aλ) ∈ poly(B(λ)) and a polynomial p such that for infinitely many λ ∈ N, it
21If we need more bits of randomness, we can use a standard PRG with polynomial expansion.
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holds that

Pr


pp← RB.Gen(1λ)

x0 ← {0, 1}λ

(x, state, t)← Aλ(pp, x0)

:
x 6= RB.Tock(1λ,RB.Tick(t)(1λ, pp, state0))

RB.Verify(1λ, pp, (x0, t), (x, state)) = 1


≥ 1

p(λ)
.

We consider two cases: either state is equal to RB.Tick(t)(1λ, pp, state0) or not. If

they are equal and x 6= RB.Tock(1λ, state), this implies that RB.Verify will reject

by definition. If the are not equal, then we know that state 6= cVDF.Eval(t)(1λ, pp,

state0) but cVDF.Verify(1λ, pp, (state0, t), state) accepts since RB.Verify accepts.

This implies that we can use A to break the soundness of cVDF with probability

1/p(λ), which is a contradiction.

Indistinguishability. Suppose there exists a t ≤ B(λ), an algorithm A0 =

{A0,λ}λ∈N, and a polynomial p that causes the indistinguishability experiment to

output 1 with probability more than 1/2 + 1/p(λ) for some t′ ∈ [t + ∆(t), B(λ)].

In other words, letA1 be the algorithm output byA0,λ. Then the following holds

for this experiment:

Pr[b = b′ ∧ depth(A1) ≤ t · `(λ)] ≥ 1/2 + 1/p(λ).

We claim that this breaks that security of the PRG for unpredictable seeds G

against the class of circuits Ct with size B(·) and depth at most t · `(·).

Specifically, let statet′ = RB.Tick(t
′)(1λ, pp, state0) = cVDF.Eval(t

′)(1λ, pp,

state0). We will show that by the iteratively sequential property of cVDF, we

know that statet′ is unpredictable for adversaries with depth at most (1−ε)·t′·`(λ).

Because ∆(t) = ε·t
1−ε , it follows that statet′ is also unpredictable for adversaries
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with depth at most t · `(λ). More formally, consider the family of distributions

S = {Sλ}λ∈N where Sλ samples x0 ← {0, 1}λ and outputs (statet′ , (x0, state0))

where state0 = cVDF.Sample(1λ, pp;x0) and statet′ = cVDF.Eval(t
′)(1λ, pp, state0).

For any class of circuits B = {Bλ}λ∈N such that depth(Bλ) ≤ t · `(λ) for all λ ∈ N,

it holds that

Pr

 (statet′ , (x0, state0))← Sλ

state← Bλ((x0, state0))
: state = statet′

 ≤ negl(λ)

by the sequentiality property of cVDF. Note that this is where we used the fact

that cVDF.Sample includes its randomness as its output (since Bλ expects to see

the randomness x0 of cVDF.Sample but the adversary in the iteratively sequential

experiment of the cVDF only receives the output of cVDF.Sample).

Thus, it suffices to show that using A0,λ, we can construct a circuit Dλ with

depth at most t · `(λ) that distinguishes (xt′ , (x0, state0)) from (r, (x0, state0))

where r ← {0, 1}λ and xt′ = Gλ(statet′) (where we assume the description of

Gλ is public).

We construct an algorithmD = {Dλ}λ∈N as follows. We sample pp← Gen(1λ)

and computeA1 ← A0,λ(pp, t
′). If depth(A1) ≤ t·`(λ), we setDλ = A1, and other-

wise, we setDλ to be a dummy circuit that always outputs⊥. The distinguishing

probability of Dλ for all λ ∈ N is given by the following set of inequalities:

|Pr[Dλ(xt′ , state0) = 1]− Pr[Dλ(r, state0) = 1]|

= |Pr[b′ = 1 ∧ depth(A1) ≤ t · `(λ) | b = 1]

−Pr[b′ = 1 ∧ depth(A1) ≤ t · `(λ) | b = 0]|

= |2 Pr[b′ = b ∧ depth(A1) ≤ t · `(λ)]− 1|

≥ 2/p(λ),
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which contradicts the assumption that G is a secure against the class Ct.

4.8.2 PPAD Hardness

Recall that TFNP, introduced by Megiddo and Papadimitriou [89], is the class of

NP search problems with a guaranteed solution. Since its introduction, there has

been a systematic study that clusters the problems inTFNP into subclasses based

on the type of combinatorial argument establishing their totality. We consider

two important subclasses of TFNP: PPAD and CLS. The class PPAD (for Polyno-

mial Parity Argument on Directed graphs), introduced by Papadimitriou [93], is

important partly due to the fact that one of its complete problems is finding Nash

equilibrium in bimatrix games [49, 41]. The definition of PPAD is formally given

by one of its complete problems called End-Of-Line (EOL). The class CLS (for

Continuous Local Search), introduced by Daskalakis and Papadimitriou [50], is

the smallest non-trivial class among the currently defined subclasses ofTFNP (in

particular, CLS ⊆ PPAD) and nevertheless it contains many important problems

(see [71] for references). One problem that lies inside CLS (yet is not known to

be complete) is called End-Of-Metered-Line (EOML) [71].

We next define recall the definitions of two promise problems (which are

not total) which reduce to EOML: (1) The Sink-of-Verifiable-Line (SVL) prob-

lem that was introduced by Abbot, Kane and Valiant [5] and further developed

by [29], and (2) the relaxed-Sink-of-Verifiable-Line (rSVL) problem that was

introduced by Choudhuri et al. [42]. The definitions are taken from [42].

Definition 4.8.5. A Sink-of-Verifiable-Line (SVL) instance is a tuple (S, V, T, v0)
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where T ∈ [2λ], v0 ∈ {0, 1}λ, and S : {0, 1}λ → {0, 1}λ, V : {0, 1}λ× [T ]→ {0, 1} are

circuits with the guarantee that for every (v, i) ∈ {0, 1}λ × [T ] such that v = Si(v0),

it holds that V (v, i) = 1. The goal is to find a sink: a vertex v ∈ {0, 1}λ such that

V (v, T ) = 1.

The circuit S can be viewed as implementing the successor circuit of a di-

rected graph over {0, 1}λ that consists of a single line starting at v0. Using the

circuit V one can efficiently test whether a vertex v? is at distance t from v0. The

goal is to find the node at distance T . In the relaxed-SVL problem, defined next,

the setting is very similar except that there might be off-chain vertices and find-

ing one that verifies also counts as a valid solution.

Definition 4.8.6. A relaxed-Sink-of-Verifiable-Line (rSVL) instance is a tuple

(S, V, T, v0) where T ∈ [2λ], v0 ∈ {0, 1}λ, and S : {0, 1}λ → {0, 1}λ, V : {0, 1}λ ×

[T ] → {0, 1} are circuits with the guarantee that for every (v, i) ∈ {0, 1}λ × [T ] such

that v = S(i)(v0), it holds that V (v, i) = 1. The goal is to find one of the following:

• The sink: a vertex v ∈ {0, 1}λ such that V (v, T ) = 1, or

• A false positive: a pair (v, i) ∈ {0, 1}λ × {0, . . . , 2λ} such that v 6= S(i)(v0) and

V (v, i) = 1.

Hardness of rSVL (resp. SVL) is defined in the standard way. Specifically,

rSVL is (worst-case) hard if for every non-uniform polynomial-time (in the de-

scription size of the instance) algorithm there is an instance (S, V, T, v0) of rSVL

(resp. SVL) for which the algorithm fails. rSVL (resp. SVL) is average-case

hard if there exists an efficient instance sampler such that every non-uniform

polynomial-time algorithm cannot solve a random instance generated by the

sampler. It is known that rSVL and SVL reduce to EOML [5, 29, 71, 42]. Thus,
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worst-case (resp. average-case) hardness of rSVL or SVL translates into worst-

case (resp. average-case) hardness of EOML which translates into worst-case

(resp. average-case) hardness of CLS and PPAD.

In what follows we define a fine-grained version of (r)SVL hardness that

measures the required length of the chain to get security for adversaries run-

ning in bounded time. Namely, given an adversary A that runs in time t, we

consider the minimal required chain length to guarantee security. The smaller

the gap, the tighter the security is. The following definition is stated for worst-

case hardness but extends to average-case hardness naturally.

Definition 4.8.7 (Optimal hardness). Fix a function s. We say that rSVL is f -hard

if for any non-uniform algorithm A = {Aλ}λ∈N with size(Aλ) ≤ s(λ) for all λ ∈ N,

there exists an rSVL instance of length f(s(λ)) that Aλ cannot solve (for large enough

λ). If f is linear then we say that rSVL is optimally hard.

The recent work of Choudhuri et al. [42] gave an f -hard rSVL instance with

f(s) = sc for some constant c ≥ 2 (namely, there is a polynomial gap). Con-

cretely, the length of their chain is 2n·log2 d for a constant d ≥ 4 and one can find

the label of the last node by solving #SAT on n variables (which can be done in

size 2n). We show that a continuous VDF, on the other hand, implies optimal

(average-case) hardness of rSVL.

Theorem 4.8.8 (rSVL optimal hardness; restatement of Theorem 4.1.3). Let

B, `, ε : N → N be functions where B(λ) ≥ λc for a sufficiently large constant c. If

there exists a (B, `, ε)-cVDF, then rSVL is optimally average-case hard for algorithms

with size s(λ) ≤ (1− ε) ·B(λ).

As a corollary, by combining Theorems 4.7.2 and 4.8.8, we obtain Theo-
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rem 4.1.3: assuming that the Fiat-Shamir transformation for ω(1)-round proof

systems is sound and that the repeated squaring assumption holds, there exists

an optimally (average-case) hard rSVL instance.

Corollary 4.8.9. Let D,B, α : N → N be functions satisfying λc ≤ B(λ) ≤ 2λ
1/3 for

a sufficiently large constant c, α(λ) ≤ dlogλ(B(λ))e, and D(λ) ≥ λd
′ for all λ ∈ N

and for a specific constant d′. Suppose that the α-round strong FS assumption holds and

the (D,B)-RSW assumption holds for a polynomial ` : N→ N and constant ε ∈ (0, 1).

Then, rSVL is optimally average-case hard for adversaries with size s(λ) ≤ (1−ε)·B(λ).

Not only we get an optimally hard rSVL instance, but we also rely on a

weaker variant of Fiat-Shamir than [42]. Concretely, letting the chain length

be B = B(λ), our construction relies on Fiat-Shamir for logλB-round protocols

while the construction of [42] needs Fiat-Shamir for log2B-round protocols. In

particular, when B is a polynomial function, we rely on a constant-round Fiat-

Shamir transformation while they need Fiat-Shamir for super constant round

protocol. A further comparison regarding optimal hardness is given below.

Proof of Theorem 4.8.8. Let (cVDF.Gen, cVDF.Sample, cVDF.Eval, cVDF.Verify) be a

(B, `, ε)-cVDF. Fix any function s satisfying s(λ) ≤ (1 − ε) · B(λ) for all λ ∈ N.

Define the instance sampler I for average-case hard rSVL instances as follows.

First, I(1λ) samples pp ← Gen(1λ) and v0 ← cVDF.Sample(pp) and sets T =

(1 + ε
1−ε) · s(λ). Then, it sets S, V to be the circuits where

S(v) = cVDF.Eval(1λ, pp, v) and V (v, i) = cVDF.Verify(1λ, pp, (v0, i), v).

The resulting instance is (S, V, T, v0). Note that for every λ ∈ N, it holds that

every (S, V, T, v0) in the support of I(1λ) is a valid instance of rSVL by the com-

pleteness property of cVDF.
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To show optimal hardness of rSVL using this sampler, suppose for contradic-

tion that there exists an algorithm Aλ = {Aλ}λ∈N and a polynomial p such that

size(Aλ) = s(λ) for all λ ∈ N and for infinitely many λ ∈ N,Aλ can solve the rSVL

instance sampled by I(1λ) with probability 1/p(λ).22 Fix λ ∈ N and an instance

(S, V, T, v0) ← I(1λ). Whenever Aλ succeeds, it either finds a false positive or a

sink for the rSVL instance.

In the first case, suppose Aλ finds a false positive (v, i), meaning that

v 6= S(i)(v0) and V (v, i) = 1. By definition of S and V , this implies that

v 6= cVDF.Eval(i)(1λ, pp, v0) yet cVDF.Verify(1λ, pp, (v0, i), v) = 1. This directly

implies an algorithm of size in poly(B(λ)) which on input pp samples v0 ←

Sample(pp), runsAλ on the corresponding rSVL instance to obtain (v, i), and out-

puts ((v0, i), v) in contradiction with the soundness of the cVDF.

In this second case, suppose Aλ outputs a sink v. Then, Aλ can be used to

construct an algorithm B1,λ that breaks the sequentiality property of cVDF as

follows. The algorithm B1,λ(pp) for pp ← cVDF.Gen(1λ) outputs B2, where B2
is a circuit that has pp hardcoded. On input v0 ← cVDF.Sample, B2 forms the

corresponding rSVL instance (S, V, T, v0), runsAλ to obtain v, and outputs (v, T ).

Whenever Aλ succeeds at outputting a sink v, it holds that V (v, T ) = 1, which

implies that cVDF.Verify(1λ, pp, (v0, T ), v) accepts. Let c′ be the constant such that

I(1λ) runs in time λc′ . Observe that

size(B2) ≤ size(Aλ) + size(I(1λ)) ≤ (1− ε) ·B(λ) + λc
′ ≤ (1− ε′) ·B(λ) · `(λ)

for ε′ ≤ ε − λc
′

B(λ)·`(λ) ∈ ε − o(1) when B(λ) is polynomially larger than λc
′ . It

follows that B1,λ breaks the sequentiality of cVDF for all sufficiently large λ with

probability 1/p(λ), in contradiction.
22In fact, it suffices to assume that size(Aλ) ≤ B(λ) and depth(Aλ) ≤ s(λ). See below.
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Remark 12 (Hardness of EOL and Nash equilibrium). The reduction from rSVL

(and SVL) to EOL is not tight (and thus so is the Nash equilibrium instance). Namely,

even if we start with an optimally hard instance of rSVL, the resulting EOL instance has

f -hardness for some small polynomial f(s) ∈ poly(s) (The non-tightness stems from

the fact that the underlying pebbling argument introduces a blow-up in the number of

nodes in the instance). Coming up with an optimally hard EOL instance is left as an

open problem.

On depth-robustness moderate-hardness. The proof of Theorem 4.8.8 actu-

ally shows another flavor of hard instances—an rSVL instance that can be solved

in fixed polynomial-time, yet no adversary with bounded depth (but any poly-

nomial size) can solve. For this application we only require the Fiat-Shamir

heuristic for constant-round proofs. For concreteness, consider the regime

where T , the chain length, is a fixed polynomial (think of T (λ) = λ100). The

proof of Theorem 4.8.8 shows that any polynomial-size algorithm, as long as its

depth is at most (1− ε) · T (λ), cannot solve the rSVL instance.

Theorem 4.8.10 (Moderately-hard depth-robustness). Let B, `, ε, T : N → N be

functions where B(λ) > λc
′ for a sufficiently large constant c′, such that there exists a

(T,B, `, ε)-cVDF (see Remark 11). Then, there exists an instance of rSVL that can be

solved in time T (λ) yet is hard for algorithms with depth at most (1 − ε) · T (λ) · `(λ)

and size at most B(λ).

As stated in Theorem 4.1.4, we can apply the reduction from rSVL to EOL

(and then to Nash equilibrium) and get a depth-robust moderately-hard instance—

namely, there is a constant d such that for sufficiently large c, there is a distribu-

tion over EOL instances of size n that can be solved in time nc but is hard for all
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polynomial-time algorithm of depth nc/d.

In contrast, the rSVL instance of [42] (and hence Nash equilibrium in-

stance) does not give any guarantee for general polynomial-time algorithms,

since breaking their instance would correspond to solving a #SAT instance with

O(log(λ)) variables, which is solvable in low-depth given parallel processors.
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