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The modern digitized world is supported on the backbone of datacenters -

Applications ranging from sending emails, shopping online, using social media

and playing video games, to name but a few, are all massively dependant on

datacenters for storing and processing their data. The size of the datacenters has

only been growing to meet this demand, currently containing tens or hundreds of

thousands of servers, with plans being made already for datacenters with over a

million servers [49]! The use cases vary quite a bit, from private servers built to

run applications for a single company, such as Google or Meta, to servers operated

by service providers that are able to rent storage and computation resources in

their datacenters to customers. In all of these data centers, the massive amounts

of computation power required to drive these systems results in interesting and

complex challenges and distributed systems and resource management/allocation

problems.

More and more applications, in the modern day, deal with very large datasets

from diverse sources; The increasing sizes of both datacenters and the applications

that use them lead to several scalability issues that we detail below. This thesis

addresses some of the issues that arise.

The rise in the use of cloud computing and an unprecedented growth in the

amount of data has driven applications to scale out to large datacenters to ex-

ploit parallelism as well. These distributed applications run on many machines in

parallel by dividing up their work into individual pieces that run on separate ma-



chines. This leads to a crucial mismatch in the performance optimization required

by these applications and that offered by the network.The coflow abstraction [22]

was recently introduced to address this mismatch, where we consider performance

metrics for a collection of flows, allowing distributed applications to more precisely

express their performance objectives to the network fabric. We present Sincronia,

a new datacenter design for coflows that achieves near optimal average coflow com-

pletion time without any explicit per-flow rate allocation. Sincronia’s minimalistic

design is based on a key technical result — with a “right” ordering of coflows, it

is possible to achieve average CCT within 4× of the optimal. Sincronia overcomes

practical challenges in existing network designs for coflows by avoiding per-flow

rate allocation and by being agnostic to the underlying transport layer.

Another problem that arises from the increasing sizes of datacenters is that traf-

fic control, especially routing, becomes increasingly complex for larger datacenters.

However, modern datacenter network topologies bear a striking similarity to switch

(interconnect) fabric. Building upon this observation, a recent line of work in the

computer networking community has led to flow scheduling mechanisms in dat-

acenter networks that exploit ideas from distributed (bipartite matching-based)

packet scheduling mechanisms in switch fabrics [36, 41, 67, 43]. However, these

protocols use heuristics that can lead to throughput arbitrarily far from optimal.

We make two core contributions towards this issue. First, we introduces a

new k-sparse flow-matching (k-SFM) problem, a variant of the classical matching

problem that captures the fundamental difference between flow scheduling in dat-

acenter networks and packet scheduling in switch fabrics. In the k-SFM problem,

we are given a weighted graph and an integer k. The goal is to assign a fractional

“flow” value to each edge such that, for each vertex: (1) we have at most k inci-

dent edges with non-zero flow value; and (2) each edge is assigned a flow value no



greater than its input weight, and the sum of flow values assigned to edges incident

to a vertex is at most the vertex capacity. The second contribution is the design of

centralized and distributed algorithms for the k-SFM problem in bipartite graphs.

For the centralized setting, we give a greedy 1/2-approximation algorithm. For

the distributed setting, under the CONGEST model, we present a randomized

1/4-approximation algorithm which runs in O(k log n) rounds, and a deterministic

1/(4 + ε)-approximation algorithm that runs in O(k log2 n log(1/ε)) rounds. We

then present a Ω(1)-approximation algorithm that runs in O(log k log n) rounds.

The key idea in all of our algorithms is to demonstrate that existing approaches

for computing maximum-weight matchings can be used as a “coordination” mech-

anism, alongside local and greedy decisions on updating residual weights, to design

near-optimal algorithms for the k-SFM problem.

Finally, we consider a similar scaling problem that arises in the context of

networks that support cryptocurrencies. A major impediment to the adoption of

cryptocurrencies like Bitcoin and Ethereum in retail settings is the vast difference

in the transaction rates compared to the VISA network. One of the main reasons

for this is the poor scalability offered by the underlying consensus protocols behind

the cryptocurrencies. As a method to address the scalability problem, Payment

Channel Networks were introduced, whereby transactions can go through local ver-

ification between users and only requiring consensus for batches of transactions,

thus improving the rate of transactions that can be supported by the network. We

initiate a theoretical study of the problem in the discrete setting, with understand-

ing the complexity of the feasibility and optimization problems involved.
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CHAPTER 1

INTRODUCTION

The modern digitized world is supported on the backbone of datacenters -

applications ranging from sending emails, shopping online, using social media and

playing video games, to name but a few, are all massively dependant on datacenters

for storing and processing their data. Most internet and business applications are

increasingly being moved to very large data centers around the world that hold

massive storage and server clusters. The size of the datacenters has only been

growing, with some currently containing tens or hundreds of thousands of servers,

and plans being made already for datacenters with over a million servers [49]! The

use cases vary quite a bit, from private servers built to run applications for a single

company, such as Google or Meta, to servers operated by service providers that are

able to rent storage and computation resources in their datacenters to customers.

Cloud computing is becoming an increasingly popular mode for running internet

websites and business applications, where data is hosted on platforms that rent

data resources to customers. In all of these data centers, the massive amounts

of computation power required to drive these systems results in interesting and

complex challenges and distributed systems and resource management/allocation

problems.

A typical datacenter consists of traffic from a variety of different applications,

and the traffic seen is usually a mix of several classes each with different priorities

and resource requirements. The most common metrics used to measure the per-

formance of networks are latency and throughput - latency is the amount of time

it takes for data to be sent to its intended destination and so a lower latency is

better, whereas throughput refers to the total volume of data that is being sent

1



per second, which we would like to maximize. Some applications place emphasis

on achieving a high throughput, some on achieving low latency, while others a

combination of both. To provide a good quality of access to the variety of appli-

cations and services hosted on the datacenters and to maximize the performance,

it is important to consider efficient datacenter designs, from the topology of the

datacenter to the routing and scheduling algorithms held within. Traffic control is

thus essential in data centers to optimize performance of applications.

To think about traffic control within datacenters, we need an abstraction of the

datacenter and the data flow within the network. The datacenter is modeled as

a graph, with each node corresponding to a server within the datacenter and the

edges representing the physical connections between the servers. The traffic within

a data center network is deconstructed and modeled into flows, where each flow is

defined as a sequence of packets that are generated by an application and to be

sent from a source node to a destination node in the network [6]. This abstraction

has been a mainstay for decades and for a good reason - network designs were

optimized for latency and/or throughput for a point-to-point connection, precisely

the performance metrics important to traditional applications (e.g., file transfers,

web access, etc).

Data centers use routing algorithms for traffic control to determine the path

that a packet takes from its source to its destination. Generally, the routing

schemes determine the routes used between any two servers with short latency, but

in the context of datacenters, this requires further optimization over parameters

like the reliability, energy needs, latency, throughput, etc. The routing scheme

should also account for link failures to provide alternate paths for data without

disruption in running the application. Since data centers typically have multiple

2



paths between servers, multipath routing can be used to route packets, which helps

in load balancing and fault tolerance [44, 4]. Common routing techniques used

to take advantage of multiple paths are the Equal Cost Management Protocol

(ECMP) and Valiant Load Balancing (VLB). ECMP [4] performs a static load

splitting among the loads, whereas VLB [84] is a two-stage routing scheme that

uses a random intermediary node to route traffic. These are routing schemes that

all work at the flow-level to optimize for specified performance guarantees.

More and more applications, in the modern day, deal with very large datasets

from diverse sources; The increasing sizes of both datacenters and the applications

that use them lead to several scalability issues that we detail below. This thesis

addresses some of the issues that arise.

The rise in the use of cloud computing and an unprecedented growth in the

amount of data has driven applications to scale out to large datacenters to exploit

parallelism as well. These distributed applications run on many machines in paral-

lel by dividing up their work into individual pieces that run on seperate machines.

A typical pipeline for these jobs then consists of a sequence of processing stages,

with a set of communication stages inbetween each consecutive pair of computa-

tion tasks. A crucial mismatch in the abstraction of flow we discussed with the

performance metrics of import are that now the applications care about all of their

flows, however the network still treats each point-to-point flow independently. The

coflow abstraction [22] was recently introduced to address this mismatch, where

we consider performance metrics for a collection of flows, allowing distributed ap-

plications to more precisely express their performance objectives to the network

fabric.

There has been tremendous recent effort on network designs for coflows, both

3



in networking [22, 24, 28, 25, 23] and in theory community [74, 3, 51]. However,

prior designs require a centralized coordinator to perform complex per-flow rate

allocations, with the rate allocated to a flow being dependent on the rate allocated

to other flows in the network. Such centralized inter-dependent per-flow rate allo-

cation makes it hard to realize these designs in practice, for several reasons. First,

per-flow rate allocation naturally requires knowledge about location of congestion

in the network and paths taken by each (co)flow, making it hard to use these de-

signs when congestion is in the fabric core and/or changes dynamically. Second,

since rates allocated to flows are correlated, arrival or departure of even one coflow

may result in reallocation of rate for each and every flow in the network. Such

reallocation is impractical in datacenters where thousands of coflows may arrive

each second. As a result, a practical near-optimal network design for coflows still

has remained elusive.

In Chapter 2, we present Sincronia, a new datacenter design for coflows that

achieves near optimal average coflow completion time without any explicit per-flow

rate allocation. Sincronia’s minimalistic design is based on a key technical result —

with a “right” ordering of coflows, it is possible to achieve average CCT within 4×

of the optimal. Sincronia thus overcomes the aforementioned practical challenges

in existing network designs for coflows by avoiding per-flow rate allocation and by

being agnostic to the underlying transport layer. Sincronia uses a simple greedy

mechanism to periodically order all unfinished coflows; each host sets priorities

for its flows using corresponding coflow order and offloads the flow scheduling and

rate allocation to the underlying priority-enabled transport layer. We evaluate

Sincronia over a real testbed comprising 16-servers and commodity switches, and

using simulations across a variety of workloads. Evaluation results suggest that

Sincronia not only admits a practical, near-optimal design but also improves upon
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state-of-the-art network designs for coflows (sometimes by as much as 8×).

Another problem that arises from the increasing size of datacenters is that traf-

fic control, especially routing, becomes increasingly complex for larger datacenters.

However, modern datacenter network topologies bear a striking similarity to switch

(interconnect) fabric. Building upon this observation, a recent line of work in the

computer networking community has led to flow scheduling mechanisms in datacen-

ter networks that exploit ideas from distributed (bipartite matching-based) packet

scheduling mechanisms in switch fabrics [36, 41, 67, 43]. In particular, this line of

work uses classical switch scheduling mechanisms (e.g., parallel iterative match-

ing [7] or iSLIP [64]) on datacenter networks, but in a “trimmed-down” manner:

they only use one round of matching. However, these protocols use heuristics that

can lead to throughput arbitrarily far from optimal.

In Chapter 3, we make two core contributions towards this issue. First, it in-

troduces a new k-sparse flow-matching (k-SFM) problem, a variant of the classical

matching problem that captures the fundamental difference between flow schedul-

ing in datacenter networks and packet scheduling in switch fabrics. In the k-SFM

problem, we are given a weighted graph and an integer k. The goal is to assign

a fractional “flow” value to each edge such that, for each vertex: (1) we have at

most k incident edges with non-zero flow value; and (2) each edge is assigned a

flow value no greater than its input weight, and the sum of flow values assigned to

edges incident to a vertex is at most the vertex capacity.

The second contribution of this chapter is the design of centralized and dis-

tributed algorithms for the k-SFM problem in bipartite graphs. For the centralized

setting, we give a greedy 1/2-approximation algorithm. For the distributed setting,

under the CONGEST model, we present a randomized 1/4-approximation algo-
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rithm which runs in O(k log n) rounds, and a deterministic 1/(4+ε)-approximation

algorithm that runs in O(k log2 n log(1/ε)) rounds. We then present a Ω(1)-

approximation algorithm that runs in O(log k log n) rounds. The key idea in

all of our algorithms is to demonstrate that existing approaches for computing

maximum-weight matchings can be used as a “coordination” mechanism, along-

side local and greedy decisions on updating residual weights, to design near-optimal

algorithms for the k-SFM problem.

Such scaling issues are not limited to datacenters. We consider a similar scaling

problem that arises in the context of networks that support cryptocurrencies. A

major impediment to the adoption of cryptocurrencies like Bitcoin and Ethereum

in retail settings is the vast diffence in the transaction rates compared to the

VISA network. One of the main reasons for this is the poor scalability offered

by the underlying consensus protocols behind the cryptocurrencies. As a method

to address the scalability problem, Payment Channel Networks were introduced,

whereby transactions can go through local verification between users and only re-

quire consensus for batches of transactions, thus improving the rate of transactions

that can be supported by the network. This idea has gained theoretical [81] and

practical [48, 1] attention in recent years, but all of the existing work treats the

case of networks where there are recurrent payments.

In Chapter 4, we initiate a theoretical study of a more discrete model with a

finite set of demands that the network must support. We identify two settings -

the transferable demands case where all the demands are the same ‘commodity’

and the non-transferable demands case, which corresponds to a ‘multi-commodity’

flow setting. The former setting is easier and we use flow techniques to solve the

feasiblity and optimization problem. This is harder in the latter setting, and we
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formally show a seperation between the two cases, with respect to the set of feasible

instances. Furthermore, we show that for a special case - where all the demands

form a laminar family - the two settings are closely related, with one having a

solution if and only if the other does as well. We then consider the computational

complexity of computing the maximum feasible subset of demands that can be

supported by the network, and prove that this is NP-hard for both settings.

The chapters in this dissertation are inspired by and rely on several prior works.

The work in Chapter 2 is an improvement over Varys [25], the state-of-the-art net-

work design for coflows presented by Mosharaf Chowdhury and Yuan Zhong and

Ion Stoica. Chapter 3 is inspired by recent lines of work exploring the connection

between scheduling packets in network switches and flows in datacenters, such

as the pFabric [5] network design by Mohammad Alizadeh, Shuang Yang, Milad

Sharif, Sachin Katti, Nick McKeown, Balaji Prabhakar and Scott Shenker, and

dcPIM [15] by Qizhe Cai, Mina Tahmasbi Arashloo, and Rachit Agarwal. The

work in Chapter 3 was inspired by the continuous payment channel design Spi-

der [81], by Vibhaalakshmi Sivaraman, Shaileshh Bojja Venkatakrishnan, Kathleen

Ruan, Parimarjan Negi, Lei Yang, Radhika Mittal, Giulia Fanti, and Mohammad

Alizadeh.

This disseration touches upon several challenges faced due to the massive scale

of data and users: the mismatch between performance optimization required by

distributed applications and that offered by the network, and the use of switching

algorithms for routing flows in datacenters. However, the problem of scaling expe-

rienced by these large networks is multifaceted in its complexities and challenges.

The directions we explore in this work represent only a small fraction of the num-

ber of exciting research directions towards solving each of these challenges, and
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many exciting problems remain to be explored in future work.

8



CHAPTER 2

SINCRONIA: NEAR-OPTIMAL NETWORK DESIGN FOR

COFLOWS

2.1 Overview

Scheduling in datacenters has focused primarily on metrics for individual flows

in the datacenter, but the rise of distributed applications gives rise to the need

to reason about metrics for a collection of flows. In this chapter, we explore the

coflow model and consider approximation algorithms for minimizing the sum of

completion times of the coflows. We design an algorithm that not only has provable

approximation guarantees, but also performs well in practice, and in addition is

simple in its implementation. The critical result is that we show that there exists

a right ”ordering” of coflows, given which, any per-flow rate allocation scheme

performs well. This structural property can be leveraged to design a simple greedy

mechanism to order all unfinished coflows. This is followed by evaluation results

which outperform state-of-the-art network designs for coflows.

2.2 Introduction

Traditionally, networks have used the abstraction of a “flow”, that captures a

sequence of packets between a single source and a single destination. This abstrac-

tion has been a mainstay for decades and for a good reason — network designs

were optimized for latency and/or throughput for a point-to-point connection,

precisely the performance metrics important to traditional applications (e.g., file
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transfers, web access, etc.). However, distributed applications running across dat-

acenter networks use programming models (e.g., bulk synchronous programming

and partition-aggregate model) that require optimizing performance for a collection

of flows rather than individual flows. The network still optimizes the performance

of individual flows, leading to a fundamental mismatch between performance ob-

jectives of applications and the optimization objectives of network designs.

The coflow abstraction [22] mitigates this mismatch, allowing distributed appli-

cations to more precisely express their performance objectives to the network fab-

ric. For instance, many distributed services with stringent performance constraints

must essentially block until receiving all or almost all responses from hundreds or

even thousands of remote servers (§2.3). Such services can specify a collection of

flows as a coflow. The network fabric now optimizes for average Coflow Comple-

tion Time (CCT) [22, 25, 28], where the CCT of a coflow is defined as the time

when some percentage, perhaps 100%, of flows in the coflow finish. Several re-

cent evaluations show that optimizing for average CCT can significantly improve

application-level performance [22, 25, 28].

There has been tremendous recent effort on network designs for coflows, both

in networking [22, 24, 28, 25, 23] and in theory community [74, 3, 51]. However,

prior designs require a centralized coordinator to perform complex per-flow rate

allocations, with rate allocated to a flow being dependent on the rate allocated to

other flows in the network. Such centralized inter-dependent per-flow rate alloca-

tion make it hard to realize these designs in practice for several reasons. First,

per-flow rate allocation naturally requires knowledge about location of congestion

in the network and paths taken by each (co)flow, making it hard to use these de-

signs when congestion is in the fabric core and/or changes dynamically. Second,
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since rates allocated to flows are correlated, arrival or departure of even one coflow

may result in reallocation of rate for each and every flow in the network. Such

reallocation is impractical in datacenters where thousands of coflows may arrive

each second. As a result, a practical near-optimal network design for coflows still

remains elusive.

In this chapter, we look at Sincronia, a new datacenter network design for

coflows that achieves near-optimal average CCT without any explicit per-flow rate

allocation mechanism. The high-level design of Sincronia can be summarized as:

� Time is divided into epochs;

� In each epoch, a subset of unfinished coflows are selected and “ordered” using

a simple greedy algorithm;

� Each host independently sets a priority for its flows (based on the correspond-

ing coflow’s ordering), and offloads the flow to underlying priority-enabled

transport mechanism;

� Coflows that arrive between epoch boundaries are greedily scheduled for work

conservation.

Sincronia’s minimalistic design is based on a key technical result — with a “right”

ordering of coflows, it is possible to achieve average CCT within 4× of the optimal1

as long as (co)flow scheduling is “order-preserving” — if coflow C is ordered higher

than coflow C ′, flows/packets in C must be prioritized over those in C ′. From a

1Under the standard assumption that the fabric core can sustain 100% throughput. That is,
only the ingress and the egress access links are potential bottlenecks. This is the same assumption
made in the big switch model for traditional abstraction of flows [5, 41, 36]. For the case when
the fabric core cannot sustain 100% throughput, no approximation algorithm is known even for
the traditional abstraction of flows. While we use this assumption for our theoretical bounds,
our implementation makes no such assumption and adapts well to in-network congestion.
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practical perspective, this result is interesting because it shows that as long as

(co)flow scheduling is order-preserving, any per-flow rate allocation mechanism

results in average CCT within 4× of the optimal. Using this result, Sincronia

admits a practical, near-optimal network design for coflows (§2.4) — a simple

greedy algorithm periodically orders the set of unfinished coflows; each host, with-

out any explicit coordination with other hosts, sets priorities for its flows based on

corresponding coflow’s ordering, and offloads scheduling of and rate allocation to

individual flows to the underlying priority-enabled transport layer.

Sincronia thus overcomes the aforementioned practical challenges in existing

network designs for coflows by avoiding per-flow rate allocation and by being ag-

nostic to the underlying transport layer. First, by avoiding per-flow rate allocation,

Sincronia design is independent of underlying network topology, location of con-

gestion in the fabric, and paths taken by each (co)flow. This also allows Sincronia

to transparently respond to network failures. Second, coflow arrivals and depar-

tures do not require explicit rate reallocation for existing flows, leading to a much

more scalable design. Third, Sincronia design using simple priority mechanisms

enables coexistence of flows and coflows (§2.6), supporting backward compatibility.

Finally, by being transport-agnostic, Sincronia admits efficient implementation on

top of any existing transport mechanism that supports priority scheduling includ-

ing TCP (using DiffServ [18] for priority scheduling), pHost [36] and pFabric [5].

We discuss implementation of Sincronia on top of several transport mechanisms in

§2.6.3.

We have implemented Sincronia on top of TCP, with DiffServ [18] for prior-

ity scheduling. Our implementation is work conserving, efficiently handles online

arrival of coflows, and allows coexistence of flows and coflows. We evaluate Sincro-
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Figure 2.1: An instance of a coflow scheduling problem, used as a running example in
the paper. The datacenter has 4 ingress and egress ports, with each ingress port having
a “virtual output queue” for each egress port (see §2.3.2 for detailed model description).
The example has 5 coflows. Coflow C1 has eight flows, with each ingress port sending
unit amount of data to two egress ports; coflows C2, C3, C4 and C5 have one flow each
sending 2+ε amount of data to one of the egress ports (the ε amount is only for breaking
ties consistently). Coflow C2, C3, C4 and C5 being single flow coflow is only for simplicity;
the ε amount of flow could be sent to any egress port without changing the results in
§2.4.

nia implementation on a 16-server testbed interconnected with a FatTree topology

comprising 20 commodity switches. We have also incorporated Sincronia into

existing coflow simulators; we use these to perform sensitivity analysis of Sincro-

nia performance against variety of workloads, number of coflows, network load,

transport mechanisms, etc. Our implementation and simulation results show that

Sincronia not only provides near-optimal average CCT but also outperforms state-

of-the-art network designs for coflows across all evaluated workloads (sometimes

by as much as 8×).

2.3 Sincronia Overview

In this section, we briefly recall the coflow abstraction (§2.3.1) and formally define

our optimization objective for network design for coflows (§2.3.2). We also review

some of the known results in coflow scheduling in §2.3.2.
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2.3.1 The Coflow Abstraction

Existing distributed programming frameworks [26, 89, 45, 62, 61, 88, 22, 24] often

have a communication stage that is structured and takes place between successive

computation stages. In these frameworks, execution of a task (or even an entire

computation stage) cannot begin until all flows in the preceding communication

stage have finished. A coflow [22, 25] is a collection of such flows, with a shared

performance goal (e.g., minimizing the completion time of the last flow in a coflow).

Figure 2.1 shows an example.

We assume that coflows are defined such that flows within a coflow are inde-

pendent; that is, the input of a flow does not depend on the output of another

flow within that coflow. Similar to most existing designs [25, 28, 37, 51], we focus

on a clairvoyant design that assumes information about a coflow (set of flows, and

corresponding sources, destinations and sizes) is known at coflow’s arrival time but

no earlier.

2.3.2 Problem Statement and Prior Results

We now describe the network model used for our theoretical bounds, and the

network performance objective.

Conceptual Model (for theoretical bounds). Similar to near-optimal network

designs for traditional abstraction of network flows [36, 5, 41] and coflows [25,

28, 74, 3, 37, 51], we will abstract out the datacenter network fabric as one big

switch that interconnects the servers. In such a big switch model, the ingress

queues correspond to the NICs and the egress queues to the last-hop TOR switches.
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Table 2.1: Notation used in the paper.

wk weight of coflow k (default = 1)

dijk data sent by coflow k
between ingress port i & egress port j

dpk Total data sent by coflow k at port p

=

{ ∑
i d

pi
k∑

j d
jp
k

if p is an ingress port
if p is an egress port

The model assumes that the fabric core can sustain 100% throughput and only

the ingress and egress queues are potential congestion points. Under this model,

each ingress port has flows from one or more coflows to various egress ports (see

Figure 2.1). For ease of exposition, we organize the flows in virtual output queues

at the ingress ports. We use this abstraction to simplify our theoretical analysis and

algorithmic description, but we do not enforce it in our design and experiments.

Performance Objective. Formally, we assume that the network is a big switch

comprising m ingress ports {1, 2, . . . ,m} and m egress ports {m+1,m+2, . . . , 2m}.

This is modeled as a bipartite graph G = (L ∪ R,E) where |L| = |R| = m. The

data transfer is assumed to be instantaneous on the links connecting the input and

output ports. Unless mentioned otherwise, all ports have the same bandwidth.

We are given a collection of n coflows C = {1, 2, . . . , n}, indexed using k. Each

coflow k may be assigned a weight wc (default weight is 1), has an arrival time rk

and comprises a set of flows Fk, which we also represent using a m×m matrix Dk,

where the entry in the ith row and jth column, dijk represents the amount of data

flow required from input port i to output port j for coflow k (see Table 2.1 for

notation). Note that several different flows might be combined into one such entry,

but this is not an issue since we care about performance metrics of the coflow as

a whole. The source, the destination and the size for each flow in the coflow is

known at time rk.
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The completion time of a coflow (CCTk) is the earliest time at which all the

flows within the coflow have finished. The average CCT for C is the average

of individual completion times of all coflows
∑

k CCTk/n. The weighted average

CCT is defined as (
∑

k wk × CCTk)/n. Given this formulation, prior work has

established that (detailed discussion of related work in §2.8):

NP-Hardness [25]. Even when all coflows arrive at time 0 and their sizes are

known in advance, the problem of minimizing average CCT is NP-hard (via reduc-

tion from concurrent open-shop scheduling problem [76]). Thus, the best we can

hope for is an approximation algorithm.

Lower Bounds [9, 78]. Even under the big switch model, the only known lower

bound is a natural generalization of the lower bound for flows — it is impossible

to minimize (weighted) average CCT within a factor of 2−ε, assuming the Unique

Games Conjecture.

Necessity for Coordination [23]. There exists an instance of coflow scheduling

problem, where a scheduling algorithm that does not use any coordination will

achieve average CCT Ω(
√
n) of the optimal. Thus, at least some coordination is

necessary to achieve any meaningful approximation.

2.4 Sincronia Design

In this section, we present the core of Sincronia design — an offline algorithm

for scheduling coflows for the case when all coflows arrive at time 0; next section

describes how Sincronia incorporates this algorithm into an end-to-end network

design that achieves near-optimal performance while scheduling coflows in an online
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t = 1 t = 2 t = 3 t = 4

average CCT = (2 + 4× 4)/5 = 3.6

(a) Varys

t = 1 t = 2 t = 3 t = 4

average CCT = (3× 2 + 3 + 4)/5 = 2.6

(b) Sincronia

t = 1 t = 2 t = 3 t = 4

average CCT = (4× 2 + 4))/5 = 2.4

(c) Optimal

Figure 2.2: Comparison of Sincronia against Varys and Optimal for the example of
Figure 2.1; corresponding average CCTs are shown for ε = 0. Each figure shows a
“matching” between ports at each time slot; a link indicates data being sent between
ports in that time slot, with multiple links at a port indicating port bandwidth being
equally allocated to each of the links in that time slot. For instance, (a) shows that
Varys sends data from first ingress port to the first two egress ports in first two time
steps (with each outgoing link getting equal rate allocation), and from first ingress port
to first egress port in third and fourth time steps (with the outgoing link getting full
rate). The orderings produced by Varys and Sincronia are {C1, C2, C3, C4, C5} and
{C2, C3, C4, C1, C5}, respectively; the optimal schedule requires ordering {C2, C3,
C4, C5, C1} (modulo permutations within coflows C2, C3, C4 and C5).

and work conserving manner.

Our offline algorithm has two components. The first component is a combina-

torial primal-dual greedy algorithm, Bottleneck-Select-Scale-Iterate, for ordering

coflows (§2.4.1); the second component shows that any per-flow rate allocation

mechanism that is work conserving, preemptive and schedules flows in order of

corresponding coflow ordering achieves average CCT within 4× of the optimal
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(§2.4.2).

Algorithm 1: Bottleneck-Select-Scale-Iterate Algorithm

C = [n]; // Initial set of unscheduled coflows

for k = n to 1 do

B Find the most bottlenecked port;

b← arg maxp
∑

c∈C dpc ;

B Select weighted largest job to schedule last;

σ(k)← arg minc∈C(wc/d
b
c);

B Scale the weights;

wc ← wc − wσ(k) ×
dbc
dbσ(k)

∀c ∈ C \ {σ(k)};

B Iterate on updated set of unscheduled jobs;

C← C \ {σ(k)};

end

return σ; // Output the coflow permutation

2.4.1 Coflow Ordering

Sincronia uses a primal-dual based greedy algorithm — Bottleneck-Select-Scale-

Iterate (BSSI) — for ordering coflows (Algorithm 1). BSSI generalizes a near-

optimal flow scheduling mechanism, “Shortest Remaining Processing Time” first

(SRPT-first) [5], to the case of coflows. The main challenge in achieving such a

generalization is to capture how scheduling a coflow impacts the completion time

of other coflows in the network. BSSI achieves this using a novel weight scaling

step that is derived based on the primal-dual framework.

BSSI operates in four steps — bottleneck, select, scale, iterate. In its first
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Table 2.2: Execution of Algorithm 1 on Figure 2.1 example. In this example, we break
ties in favor of ingress port with the largest index. The final ordering produced by the
algorithm is {C2,C3,C4,C1,C5}.

k b σ(k) {w1,w2,w3,w4,w5} C
− − − {1, 1, 1, 1, 1} {1, 2, 3, 4, 5}
5 4 C5 {ε/(2 + ε), 1, 1, 1, 0} {1, 2, 3, 4}
4 3 C1 {0, 1, 1, 1− ε/2, 0} {2, 3, 4}
3 3 C4 {0, 1, 1, 0, 0} {2, 3}
2 2 C3 {0, 1, 0, 0, 0} {2}
1 1 C2 {0, 0, 0, 0, 0} ∅

two steps, BSSI generalizes SRPT-first policy for flows to the case of coflows.

Intuitively, it does so using an alternative view of SRPT — Largest Remaining

Processing Time last (LRPT-last). In particular, the first step finds the most bot-

tlenecked ingress or egress port, say b, defined as the port that sends or receives the

most amount of data across all unordered coflows; the second step then implements

LRPT-last: it chooses the coflow with largest remaining weighted processing time

at port b and places this coflow the last among all unordered coflows. The third

step in BSSI scales the weights of all unordered coflows to capture how ordering

the coflow chosen in the second step impacts the completion time of all remaining

coflows. The final step is to simply iterate on the set of unordered flows until all

coflows are ordered.

An Example. Table 2.2 shows execution of Algorithm 1 on example of Figure 2.1.

In first iteration (k = 5), the algorithm chooses bottleneck port b=4 and LRPT

coflow σ(5) = C5. The algorithm then scales the weights — in this example, it ends

up reducing the weight of coflow C1 while keeping other weights unchanged. This

reduction in weight allows C1 to be selected as the LRPT coflow in next iteration

(k = 4). Figure 2.2 compares the performance of Sincronia against Varys [25] and

optimal for this example. It is not very hard to show that that the average CCT

of Varys can be made arbitrarily worse compared to Sincronia (and optimal) by
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t = 1,2t = 3,4

average CCT = 3.6

(a) Varys + MADD

t = 1 t = 2t = 3,4

average CCT = 3.6

(b) Varys + Greedy

t = 1,2t = 3,4

average CCT = 2.4

(c) Optimal + MADD

t = 1,2t = 3 t = 4

average CCT = 2.4

(d) Optimal + Greedy

Figure 2.3: Intuition behind our results in §2.4.2 using the example of Figure 2.1. We
use two per-flow rate allocation mechanisms in this example. The first one is weighted
fair sharing proposed in Varys [25] (in this example, it simply allocates equal rates to all
flows at any ingress or egress port). The second one is a greedy rate allocation mechanism
that simply chooses one flow from the currently highest ordered coflow at each port, and
assigns it the full rate (see Algorithm 3 in §2.6). The example shows that irrespective
of the per-flow rate allocation mechanism used, both Varys and optimal achieve the
same average CCT. We do not show Sincronia in this example because MADD ends up
allocating non-equal rates to flows in the first coflow and it is hard to depict it pictorially.

adding more ports and corresponding coflows in the above example (Figure 2.4).

2.4.2 Per-Flow Rate Allocation is Irrelevant

As discussed earlier, prior network designs for coflows require a centralized co-

ordinator to perform complex per-flow rate allocation, where rate allocated to a

flow is dependent on rates allocated to other flows in the network; for instance,

Varys [25] allocates rates to flows in proportion to their sizes. Such centralized

inter-dependent per-flow rate allocations make it hard to realize these designs in

practice since changes in location of congestion in the network, transient failures,

and arrival or departure of even one coflow may result in reallocation of rate for

each and every flow in the network. Such reallocations are impractical in large
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Figure 2.4: An example to show Varys can achieve unbounded average CCT compared
to optimal. The example has t ingress and egress ports and a total of t + N coflows.
First t coflows have single flow of two units of data each, with every coflow occupying a
different ingress and egress port. Rest N coflows are identical (with two of them shown
in the figure), having t unit-sized flows each, with every flow within a coflow occupying
different ingress and egress port as shown. The optimal schedule is obtained when all t
coflows having single flow each are scheduled in parallel, followed by remaining N coflows
in arbitrary order. Varys, however first schedules the N identical coflows first, followed
by the t single-flow coflows in parallel. It can be easily shown that for the case when
t > N1+ε for any ε > 0, the average CCT of Varys compared to the optimal can grow
arbitrarily worse as N becomes very large.

datacenters where thousands of coflows may arrive each second. We discuss how

Sincronia completely offloads the rate allocation to and scheduling of individual

flows to the underlying priority-enabled transport layer. We start with an intuitive

discussion, followed by a more formal statement of the result.

High-level idea. Given a coflow ordering produced by our BSSI algorithm, we

show that it is sufficient for Sincronia to schedule flows in an order-preserving

manner; that is, at any time, a flow from coflow C is blocked if and only if either

its ingress port or its egress port is busy serving a flow from a different coflow C’

that is ordered before C. The reason this is sufficient is that once a strict ordering

between coflows has been established, the proof simply requires finishing each

coflow as soon as possible while following the ordering. The main insight is that if

there are multiple flows within a coflow starting at an ingress port or ending at an

egress port, sharing the link bandwidth does not improve the completion time of
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this coflow. For instance, in example of Figure 2.2(a), if we would have given full

rate to one flow at each ingress port in the first time step and to the other flow

in the other time step, the completion time of coflow C1 would not have changed

(and so, the same is true for the overall average CCT). Figure 2.3 demonstrates

the irrelevance of per-flow rate allocation for both Varys and the optimal.

Formal statement of results. We now formally state the result regarding the

irrelevance of per-flow rate allocation.

Definition 1. Let σ : [n] 7→ [n] be an ordering of coflows. A flow scheduling

mechanism M is said to be σ-order-preserving if M blocks a flow f from coflow

σ(k) if and only if either its ingress port or its egress port is busy serving a flow

from a coflow σ(i), i < k (preemption is allowed).

Theorem 1. Consider a set of coflows C, all of which arrive at time 0. Let O

be the ordering of coflows produced by the Bottleneck-Select-Scale-Iterate algorithm

for C and consider any work-conserving, pre-emptive and O-order-preserving flow

rate allocation scheme used to schedule C in Sincronia. Then, under the big switch

model, Sincronia achieves average coflow completion time within 4× of the optimal

average coflow completion time for C.

Before we delve into the proof, we provide a high-level idea for our results.

At a high-level, we use a linear programming relaxation to obtain a lower

bound on the optimal value of the average CCT, and obtain our approximation

guarantee by comparing the average CCT of our algorithm to this lower bound.

Our algorithm is purely combinatorial, in that it does not require solving an LP.

In our algorithm, we decouple the problem of obtaining a feasible schedule

into two parts: we first obtain an ordering of coflows, and then obtain a feasible
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schedule by using a greedy rate allocation scheme that maintains this order.

To obtain an ordering of coflows, we also relax the problem by ignoring the

dependencies between the input and output ports; more specifically, we consider

an instance of a concurrent open shop problem where there are 2m machines

corresponding to the m ingress and the m egress ports, and one job corresponding

to each of the n coflows. The processing requirement for job c on machine k is the

total load at port k due to coflow c, and the weight of job c is the weight associated

with coflow c. Observe that the optimal value of this concurrent open shop instance

is a lower bound on the optimal value of the original coflow scheduling instance

since any feasible solution to the latter can be viewed as a feasible solution for

the former with the same objective function value. Next, observe that there is an

optimal solution for the concurrent open shop input in which the order of the jobs

processed on each machine is the same: given any optimal solution, if we consider

the last job on the most heavily loaded machine we can push that job to the end

on each other machine while maintaining that none of the job completion times

increases. We can repeat this to obtain a solution where the jobs are processed in

the same order on each machine without increasing the objective function value.

So we have reduced our problem to one of just finding an ordering of coflows, since

given a ordering, determining a feasible schedule is straightforward.

We use a primal-dual algorithm to compute an ordering such that the weighted

completion time of the jobs is at most twice the optimal value for the concurrent

open shop instance; hence, by our lower bound argument, this weighted completion

time is at most twice the optimal value for the coflow scheduling problem as well.

For the second part of the problem, we present a greedy rate-allocation scheme

that maintains the order returned by the primal-dual algorithm. More specifically,
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we ensure that a flow from input port i to output port j on a coflow c is scheduled

only after all flows between this pair of ports from coflows of a higher priority

have completed. So, if we consider the last flow processed for some coflow c, say

from input port i to output port j, this property, coupled with the fact that the

algorithm is work-conserving, implies that at least one of the ports i or j was busy

for at least half the completion time of coflow c with processing flows from coflows

with an equal or higher priority than coflow c. Since the total amount of work from

higher priority coflows that can be done on these ports is at most the completion

time of coflow c in the concurrent open shop instance, we arrive at the conclusion

that the completion time of coflow c in our greedy rate-allocation scheme is at

most twice the completion time of coflow c in the concurrent open shop instance.

This result in fact extends to any rate allocation scheme that is preemptive, work-

conserving, and maintains the ordering of the coflows. Combining the above two

results directly yields the 4-approximation result.

We also state the result for the case of non-uniform release dates for the different

coflows.

Theorem 2. Consider a set of coflows C, with a release date rk for coflow k. Let O

be the ordering of coflows produced by the Bottleneck-Select-Scale-Iterate algorithm

for C and consider any work-conserving, pre-emptive and O-order-preserving flow

rate allocation scheme used to schedule C in Sincronia. Then, under the big switch

model, Sincronia achieves average coflow completion time within 5× of the optimal

average coflow completion time for C.

We now prove the above statements by dividing the problem into two parts

- obtaining an ordering of the coflows to be scheduled, and a rate allocation al-

gorithm that respects this ordering. We provide algorithms for each part, with a
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combined analysis. We first obtain an ordering of coflows by formulating a lin-

ear programming relaxation, from which we derive a primal-dual algorithm with

provable guarantees. We then use a greedy algorithm for rate allocation, while

maintaining the order derived from the primal-dual algorithm.

The algorithms are based on a linear program whose constraints are similar to

those introduced by Wolsey [87] and Queyranne [75] for the problem of scheduling n

jobs on a single machine:
∑

j∈S pjCj ≥
1
2

[(∑
j∈S pj

)2

+
∑

j∈S p
2
j

]
for each subset

S ⊆ [n], where Cj, j ∈ [n] are variables corresponding to the job completion time

and pj is the processing time of job j, for j = 1, . . . , n. Although there are an

exponential number of constraints, Queyranne [75] describes a polynomial-time

separation oracle for the set of constraints.

The linear program we consider is not a relaxation of coflow scheduling(in the

sense that a feasible schedule directly corresponds to a feasible LP solution), but

we will prove that the optimal value of this LP is a lower bound on the weighted

completion time of any feasible schedule. We focus on the total flow demands

at each input and output port and introduce notation for the total flow at each

ingress/egress port p: given a coflow k and the associated traffic matrix Dk, we

define the total flow at port p

dpk =


∑

j d
pj
k , if p ∈ {1, . . . ,m};∑

i d
ip
k , if p ∈ {m+ 1, . . . , 2m}.

We also define ρ(Dk) = maxp{dpk} to be the maximum row or column sum in Dk.

The LP has a variable Ck for the completion time of each coflow k, and a

variable Cp
k that corresponds to the time that coflow k is done sending or receiving
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flows on the ingress/egress port p:

min
n∑
k=1

wkCk [LP-primal]

s.t. Ck ≥ Cpk , ∀p ∈ [2m], k ∈ [n]; (2.1)

Cpk ≥ rk, ∀p ∈ [2m], k ∈ [n]; (2.2)∑
k∈S

dpkC
p
k ≥

1

2

[(∑
k∈S

dpk

)2
+
∑
k∈S

(
dpk
)2 ]

, ∀p ∈ [2m], S ⊆ [n]. (2.3)

We prove that the optimal value of LP-primal provides a lower bound for the

coflow scheduling problem.

Lemma 1. Let OPT be an optimal schedule for the set of coflows K and let

(COPT
k )k∈[n] be the completion times of the coflows in this optimal schedule. Fur-

thermore, let C∗1 , . . . , C
∗
n be the optimal values of C1, . . . , Cn in LP-primal. Then∑n

k=1 wkC
∗
k ≤

∑n
k=1 wkC

OPT
k .

Proof 1. To prove this, we establish a mapping from feasible schedules of

Coflow|rk|
∑
wkCk to feasible solutions of LP-primal.

Consider a feasible schedule and let Ĉk be the completion time of coflow k,

k = 1, . . . , n. Furthermore, assume that the coflows are re-indexed so that Ĉ1 ≤

Ĉ2 ≤ · · · ≤ Ĉn.

We now construct a feasible solution to LP-primal. For each coflow k, we set

Cp
k = Ĉk for each p ∈ [2m] and set Ck = Ĉk as well. This satisfies constraints

(2.1). Constraints (2.2) follow since no coflow can complete before its release time.

To see that constraints (2.3) hold, consider any set S ⊆ [n] and p ∈ [2m]; then,

since coflow k finishes after all of the coflows {1, . . . , k− 1} have finished, it must
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be true that Ĉk ≥
∑k

κ=1 v
p
κ. Then,

∑
k∈S

dpkC
p
k =

∑
k∈S

dpkĈk ≥
∑
k∈S

dpk

∑
κ∈S,κ≤k

vpκ

=
1

2

[(∑
k∈S

dpk

)2

+
∑
k∈S

(
dpk
)2 ]

.

To complete the proof, we note that the objective value of LP-primal is∑n
k=1 wkCk =

∑n
k=1wkĈk and so every feasible schedule can be mapped to a fea-

sible solution to LP-primal with the same value of the objective function. This

proves that there exists a feasible solution to LP-primal whose value is equal to∑n
k=1 wkC

OPT
k , and clearly

∑n
k=1wkC

∗
k is at most this value.

We now consider the dual of the linear program described above to analyze the

combinatorial algorithm used to schedule coflows. We introduce a dual variable

αpk for each coflow k and each port p, and a variable βpS for each port p and each

subset of coflows S ⊆ [n], to obtain the following linear program:

max
∑
p

∑
k

γpkrk +
1

2

∑
S

∑
p

βps [(
∑
j∈S

dpk)
2 +

∑
j∈S

(
dpk
)2

]

s.t.
∑
p

αpk ≤ wk, ∀k ∈ [n]; (2.4)

∑
S3k

βpSd
p
k ≤ α

p
k − γ

p
k , ∀p ∈ [2m], k ∈ [n]; (2.5)

αpk ≥ 0, ∀p ∈ [2m], k ∈ [n];

βpS ≥ 0, ∀p ∈ [2m], S ⊆ [n].
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The primal-dual algorithm is described in Algorithm 2.

Algorithm 2: Greedy algorithm for scheduling coflows with release dates

J = [n]; // Initial set of unscheduled coflows

for k = n to 1 do

B Find the bottleneck port;

bk ← arg maxp
∑

j∈J d
p
j ;

B Find the latest release date;

rmax ← maxj∈J rj;

if rmax ≤ 1
2

∑
j∈J d

bk
j then

B Select weighted largest coflow to schedule;

σ(k)← arg minj∈J
wj−

∑
`>k β`d

b`
j

d
bk
j

;

βk ←
wσ(k)−

∑
`>k β`v

b`
σ(k)

d
bk
σ(k)

;

end

else

B Schedule latest released coflow;

σ(k)← arg maxj∈J rj;

γσ(k) = wσ(k) −
∑

`>k β`d
b`
σ(k);

end

B Iterate on updated set of unscheduled jobs;

J ← Jnσ(k);

end

For ease of analysis, assume that the coflows are numbered so that σ(k) =

k,∀k ∈ [n]. If (COPT
k )k∈[n] are the optimal completion times given the set of coflows

{1, . . . , n}, then we first prove bounds for the permutation produced by the above

algorithm.
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Lemma 2. Algorithm 2 produces a permutation of coflows σ such that

n∑
k=1

wk(max
j≤k

rj + 2
∑
j≤k

vbkj ) ≤ 5
∑
k

wkC
OPT
k .

Following this, we prove an upper bound on the completion times of the coflows

on using a rate allocation scheme that satisfies the properties of being work con-

serving(no idle time) and preemptive.

Lemma 3. Let Ĉ1, . . . , Ĉn be the completion times of the coflows upon using any

work conserving and flow-level preemptive rate allocation algorithm that ensures

that it maintains the order returned by the primal-dual algorithm on each set of

input-output ports. Then,

Ĉk ≤ rk + 2
∑
j≤k

vbkj .

Since a greedy rate allocation scheme on the permutation order given by the

first algorithm satisfies the conditions of the Lemma 3, it is easy to see that by

combining Lemma 2 and Lemma 3, we obtain Theorem 1.

Proof 2. Lemma 2 We analyze the primal-dual algorithm by constructing a feasible

dual solution and comparing the objective function value to the quantity of interest

on the left hand side,
∑n

k=1wk(maxj≤k rj + 2
∑

j≤k v
bk
j ).

First set the new dual variables

γpk =

 γk, if p = bk;

0, otherwise.
(2.6)

Note that the γpk variables are non-zero if the else condition in the algorithm is

triggered, and 0 otherwise. Furthermore, in the case that there is a coflow with a

large release date, the variable corresponding to it is non-zero only for the port that

has the most load at time of scheduling.
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We set the dual variables

αpk =


∑

`>k|b`=p β`v
b`
k , if p 6= bk;

wk −
∑

`>k|b` 6=bk β`v
b`
k , if p = bk.

(2.7)

We set the variables

βpS =

 βk, if S = [k] and p = bk;

0, otherwise.
(2.8)

These variables are now non-zero only if S represents the set of unscheduled coflows

J at some iteration, and in that iteration, the if condition was satisfied in the

algorithm, i.e., all the release dates were sufficiently small.

We observe some crucial properties of these variables

Lemma 4. The dual variables αpk, β
p
S, and γpk as defined in (2.7),(2.8), and (2.6),

respectively, have the following properties:

(a). αpk ≥ 0,∀k ∈ [n], p ∈ [2m];

(b). βpS ≥ 0,∀S ⊆ [n], p ∈ [2m];

(c). γpk ≥ 0,∀k ∈ [n], p ∈ [2m];

(d). the dual constraints (2.4) are satisfied with equality;

(e). the dual constraints (2.5) are satisfied with equality;

(f). when γpk is non-zero, rk ≥ 1
2

∑
j≤k v

p
j and when βp[k] is non-zero, maxj≤k rj ≤

1
2

∑
j≤k v

p
j .

Proof 3.(a,b). We prove this by induction on the iteration number k. When k =

n, we have αbnn = wn ≥ 0 and αpn = 0,∀p 6= bn. Furthermore, βbn[n] = βn =

wn
vbnn
≥ 0 and βp[n] = 0,∀p 6= bn.
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When k < n, it is clear that αpk ≥ 0,∀p 6= bk, since by induction we know

that β` ≥ 0,∀` > k. We also have βp[k] = 0,∀p 6= bk. Now for the remaining

variables αbkk and βbk[k](= βk), we know that coflow k + 1 was chosen as the

minimizer of the modified weight-to-processing time ratio at iteration k + 1,

which gives us

wk −
∑n

`=k+2 β`v
bl
k

v
bk+1

k

≥
wk+1 −

∑n
`=k+2 β`v

b`
k+1

v
bk+1

k+1

.

Noting that the right hand side is just βk+1 and rearranging yields wk −∑n
`=k+1 β`v

b`
k ≥ 0. Dividing this by vbkk leads to βbk[k] ≥ 0, and from the

induction hypotheses, since β` ≥ 0,∀` > k, dropping terms from the sum-

mation only increases its value, and therefore αbkk = wk −
∑

`>k|b` 6=bk β`v
b`
k ≥

wk −
∑n

`=k+1 β`v
b`
k ≥ 0.

(c). This follows from the fact that wk ≥
∑

l>k βlv
pl
k , as noted in the proof of part

(a, b).

(d). The definition of αpk immediately yields the result
∑

p α
p
k = wk,∀k.

(e). Recall that βpS is non-zero only when S = [k] and p = bk, for each k ∈

[n]; furthermore, γpk = 0 when p 6= bk. Therefore, when p 6= bk, we have

γpk +
∑

S3k β
p
Sd

p
k =

∑
`>k|b`=p β`v

b`
k = αpk by definition. If p = bk and γk = 0,

then we have, ∑
S3k

βbkS v
bk
k = βkv

bk
k +

∑
`>k|b`=bk

β`v
b`
k

= wk −
∑
`>k

β`v
b`
k +

∑
`>k|b`=bk

β`v
b`
k

= wk −
∑

`>k|b` 6=bk

β`v
b`
k

= αbkk ,

where the second equality follows from the definition of βk.
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For the remaining case, we look at port p = pk and assume that in iteration

k, we have γk 6= 0. Then we know that βk = 0, and so

γbkk +
∑
S3k

βbkS v
bk
k = γbkk +

∑
`>k|b`=bk

β`v
b`
k

= wk −
∑
`>k

β`v
b`
k +

∑
`>k|b`=bk

β`v
b`
k

= wk −
∑

`>k|b` 6=bk

β`v
b`
k

= αbkk ,

where the second equality follows from the definition of γk(= γbkk ).

(f). This is evident from the if-else condition in the algorithm. (Note that γpk

and βp[k] are zero for all p 6= bk). �

Now note that

n∑
j=1

wk(max
i≤j

ri + 2
∑
i≤j

v
bj
i )

Lemma 4(d)
=

n∑
j=1

(∑
p

αpj

)
(max
i≤j

ri + 2
∑
i≤j

v
bj
i )

Lemma 4(e)
=

∑
j

(∑
p

γpj +
∑
p

∑
S3j

βpSv
p
j

)
(max
i≤j

ri + 2
∑
i≤j

v
bj
i ). (2.9)

We deal with the two terms separately. First,

∑
j

∑
p

γpj (max
i≤j

ri + 2
∑
i≤j

v
bj
i )

(a)
=
∑
j

∑
p

γpj

(
rj + 2

∑
i≤j

v
bj
i

)
(b)

≤ 5
∑
j

∑
p

γpj rj, (2.10)

where (a) follows from the fact that when γk is non-zero (i.e., the else condition

in the algorithm is triggered), the coflow scheduled in that iteration is the one with
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the maximum release date amongst the set of coflows yet to be scheduled, and (b)

follows from Lemma 4(f).

Now looking at the second term,

∑
j

(∑
p

∑
S3j

βpSv
p
j

)(
max
i≤j

ri + 2
∑
i≤j

v
bj
i

)
=
∑
j

(∑
k≥j

βbk[k]v
bk
j

)(
max
i≤j

ri + 2
∑
i≤j

v
bj
i

)
=
∑
k

βbk[k]

∑
j≤k

vbkj

(
max
i≤j

ri + 2
∑
i≤j

v
bj
i

)
≤
∑
k

βbk[k]

∑
j≤k

vbkj

(
max
i≤k

ri + 2
∑
i≤k

vbki

)
(a)

≤ 5

2

∑
k

βbk[k]

∑
j≤k

vbkj
∑
i≤k

vbki (2.11)

=
5

2

∑
k

βbk[k]

(∑
j≤k

vbkj

)2

≤ 5

2

∑
k

βbk[k]

(∑
j≤k

[
vbkk

]2

+
[∑
j≤k

vbkk

]2)
=

5

2

∑
p

∑
S

βpS

(∑
j≤k

[
vbkk

]2

+
[∑
j≤k

vbkk

]2)
, (2.12)

where (a) follows from Lemma 4(f).

Combining (2.10) and (2.12) with (2.9) and noting from weak duality that

∑
p

∑
k

γpkrk +
1

2

∑
S

∑
p

βps [(
∑
j∈S

dpk)
2 +

∑
j∈S

(dpk)
2] ≤

∑
k

wkC
OPT
k

for any feasible dual solution, we get the desired result.

Proof 4. Lemma 3

Consider any rate allocation algorithm A that is work conserving and follows

the priorities established by the primal-dual algorithm. More specifically, given any

flow from some input port pi to output port po in a coflow k, no flow (pi, po) from
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a later coflow ` : ` > k is scheduled before all of the packets in this flow for coflow

k have completed.

Now consider any coflow k, and let Ĉk be its completion time. Since the release

time of this coflow is rk, the flows of this coflow can only be scheduled after rk.

Since the coflow completes at time Ĉk, there exists a packet from port pi to port po

that is sent at time Ĉk. It follows from work conservation that this occurs because

the ports pi and po were never simultaneously free during the time interval [rk, Ĉk).

In fact, because of the strict adherence to the priorities as mentioned above, we

can see that the ports pi and po are neither free nor serving a flow from a coflow

` > k during this time interval(since otherwise, the corresponding flow from coflow

k would have been picked by the algorithm).

Given the above statements, it immediately follows that at least one of the ports

among pi and po is busy serving flows from the set of coflows {1, . . . , k} for at

least 1
2
(Ĉk − rk) amount of time in the interval [rk, Ĉk). Now noting that the total

time a port p can be busy serving flows from a set S is
∑

j∈S v
p
j and thus we

get 1
2
(Ck − rk) ≤ max{

∑
j≤k v

pi
j ,
∑

j≤k v
po
j }. Combining with the fact that bk was

the most heavily loaded port and thus max{
∑

j≤k v
pi
j ,
∑

j≤k v
po
j } ≤

∑
j≤k v

bk
j and

rearranging completes the proof.

We can improve this result for the case when there are no release dates, leading

to a 4-approximation algorithm.

If (COPT
k )k∈[n] are the optimal completion times given the set of coflows

{1, . . . , n}, then

Lemma 5. When there are no release dates, Algorithm 2 produces a permutation
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of coflows σ such that
n∑
k=1

wk(
∑
j≤k

vbkj ) ≤ 2
∑
k

wkC
OPT
k

Proof. Noting that all the γpk dual variables are 0, the proof of Lemma 2 yields this

result.

Combining this with the fact that the completion time of coflow k under the

greedy rate allocation scheme is at most 2
∑

j≤k v
bk
j (follows from Lemma 3 by set-

ting rk = 0,∀k), we obtain the 4-approximation guarantee.

An important point to note is that the only properties we used about the rate

allocation scheme was that it was work conserving and that it preserved the order

of the coflows returned by the primal-dual algorithm while scheduling. Thus any

rate allocation which maintains these two properties provides, together with the

primal-dual algorithm to provide an ordering, a 4-approximation algorithm to the

coflow scheduling problem.

It turns out that if work conservation is desired, preemption is necessary to achieve

bounded average CCT:

Claim 1. There exists a set of coflows C for which the average coflow completion

time using any work-conserving, non-preemptive flow rate allocation scheme can

be arbitrarily worse than the optimal average coflow completion time for C.

Definition 2. Let σ be an ordering of coflows. For any coflow σ(k), let the or-

dered load for coflow σ(k) on port p with respect to σ be:
∑

i≤k d
p
σ(i). Furthermore,

let p̂(k) be the port with highest ordered load for σ(k). That is

p̂(k)← arg max
p

k∑
i=1

dpσ(i)
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Figure 2.5: Coflow Instance

Definition 3. Let σ be an ordering of coflows. Let A(σ) be the class of flow

scheduling algorithms for which the completion time of each coflow σ(k) is no

earlier than its ordered load at port p̂(k) divided by the bandwidth of port p̂(k).

A(σ) is indeed a large class of flow scheduling mechanisms — the only condition

is that the last bit of coflow σ(k) is sent no earlier than the ordered load at port

p̂(k). Let OPT(A(σ)) be the optimal average coflow completion time for the set of

coflows across all flow scheduling mechanisms in A(σ).

Theorem 3. Suppose all coflows arrive at time 0 and let σ be an ordering of

coflows. Then any flow rate allocation scheme that is work-conserving, is pre-

emptive and is σ-order-preserving achieves average coflow completion time within

2× of OPT(A(σ)). This bound is tight.

An important point to note is that the only properties we used about the rate

allocation scheme was that it was work conserving and that it preserved the order

of the coflows returned by the primal-dual algorithm while scheduling. Thus any

rate allocation which maintains these two properties provides, together with the

primal-dual algorithm to provide an ordering, a 4-approximation algorithm to the

coflow scheduling problem.
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Figure 2.6: Optimal rate allocation

Figure 2.7: Poor rate allocation

We now show that the bound given in Theorem 3 is tight.

Let τ = d3
ε
e and consider the coflow instance shown in Figure 2.5 on τ+1 ports

and the permutation being that coflow 1 has higher priority. Let the weight of the

first coflow be w1 = 1 and that of the second coflow be w2 = τ . Now consider the

optimum rate allocation scheme that is work conserving, pre-emptive and order

preserving, shown in Figure 2.6. The weighted completion time for this scheme

is (1 + τ)2. Now consider another rate allocation scheme within the same class,

shown in Figure 2.7. The weighted completion time of this scheme is τ + 2τ 2. The

ratio of this value to the optimal completion time is more than 2− ε.
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. . .

τ0 = 0 τ1 = 1 τ2 = 2 τ3 = 4τ1 = 1 τk = 2k−1 τk+1 = 2k

Rk = set of released,

yet unscheduled coflows

(α, β)-approximation

algorithm for the MUWP

γ-approximation algorithm

for Offline Coflow

Scheduling

Schedule in [ατk, ατk+1)

Figure 2.8: Algorithm to provide a (2αβ + γ)-competitive online algorithm, as
described in Khuller et al.

2.5 Online approximation algorithm

For the online setting, we use the generalization of the framework of Hall et al.

[40] by Khuller et al. [51] for a 12-competitive online algorithm and a 9.78-

competitive randomized algorithm for this problem. Their framework makes use

of a γ-approximation algorithm to the offline variant of the same problem and a

(α, β)-approximation to the Minimum Unscheduled Weight Problem(MUWP) to

obtain a 2αβ + γ-competitive algorithm.

The MUWP with respect to the scheduling environment of coflows is as follows.

Definition 4. [Minimum Unscheduled Weight Problem] Given a set of

coflows available at time 0, a weight for each coflow, and a deadline D, find a

subset of coflows that can be scheduled to complete by time D while minimizing the

weight of unscheduled coflows.

Definition 5. An algorithm is an (α, β)-approximation algorithm to the MUWP

if it returns a set of coflows such that they can be scheduled to complete by time

αD and ensures that the weight of the unscheduled coflows is at most β times the

optimum solution to the MUWP with deadline D.

We next briefly describe the algorithm used. As in Figure 2.8, divide the
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time horizon into a sequence of intervals whose lengths increase geometrically;

let τ0 = 0, and for k ≥ 1, τk = 2k−1. For each k ≥ 0, let Rk be the set of

coflows that have been released by τk but not yet scheduled. Then at each time

τk, run the (α, β)-approximation algorithm for MUWP on the set Rk. We then

run the γ-approximation algorithm on the resulting set of coflows and schedule

them to run in the interval [ατk, ατk+1). Khuller et al. prove that this algorithm

is (2αβ + γ)-competitive, with an added term of αW where W is the total weight

of the coflows.

Using the (2, 2)-approximation for the MUWP in the setting of order scheduling

of Garg et al. [37] and the 4- approximation for the offline scheduling problem in

this paper leads to a 12-competitive algorithm for online coflow scheduling.

The randomized algorithm achieves a better bound by modifying the framework

so that the intervals lengths are not chosen deterministically. To be more specific,

they take τk = η2k where η = 2−X and X is chosen uniformly from (0, 1]. If

Bj denotes the start of the interval in which coflow j is scheduled, then their

framework produces a schedule with the weighted completion time being at most

2αβ
∑

j wjBj + γ
∑

j wjC
OPT
j where COPT

j is the completion time of coflow j in an

optimal schedule.

Now using the result by Chakrabarti et al. [17] that E[Bj] = 1
2 ln 2

COPT
j when the

intervals are chosen as specified above, and using linearity of expectation, Khuller

et al. arrive at an algorithm that is
(

1
ln 2
αβ+γ

)
-competitive in expectation. Using

the values of α, β and γ as described above leads to a 9.78-competitive randomized

algorithm for online coflow scheduling.
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Figure 2.9: Sincronia end-to-end architecture. See §2.6.1 for description of various
components.

2.6 Sincronia Implementation

We now provide details on the Sincronia implementation. We start with a descrip-

tion of the end-to-end system (§2.6.1). The remainder of the section focuses on

three important aspects of the implementation. First, the BSSI algorithm from

§2.4.1 assumes that all coflows arrive at time 0. In §2.6.2, we discuss how Sincro-

nia implementation incorporates the BSSI algorithm to efficiently handle coflows

arriving at arbitrary times. Second, we showed in §2.4.2 that Sincronia decouples

coflow ordering from rate allocation to and scheduling of individual flows. In §2.6.3,

we discuss how this result enables Sincronia to be efficiently integrated with exist-

ing datacenter transport mechanisms, including TCP, pHost and pFabric. Finally,

we discuss how Sincronia implementation achieves work conservation (§2.6.4), en-

ables co-existence of flows and coflows, and resolves various other practical issues

(§2.6.5).

2.6.1 End-to-end system design

We have implemented Sincronia in C++ using just 3000 lines of code. This in-

cludes a central coordinator and at each server, a shim layer that sits between the
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application and the transport layers (see Figure 2.9).

Applications, upon arrival of a coflow, inform Sincronia daemon about the

coflow (coflow ID, flows, and corresponding sources, destinations, sizes, etc.); the

daemon adds this coflow to the list of “unordered coflows” (to be used for work

conservation) and then uses the above information to register the coflow to the

coordinator. The daemons also maintain a list of “ordered coflows”, ones that

have been assigned an ordering by the coordinator (as discussed below). When

the ongoing flow finishes, the daemon picks one flow from the currently highest

ordered coflow (if one exists) or from list of unordered coflows (if no ordered coflow

exists), assigns the flow an appropriate priority, and sends it to the underlying

transport layer. The daemon also unregisters the finished (co)flow from the

coordinator. The priorities assigned to both ordered and unordered coflows depend

on the underlying transport mechanism and are discussed in more depth in §2.6.3.

The coordinator performs the following tasks. It divides the time into epochs.

The coordinator maintains a list of “unordered coflows”, those that have been

registered but not yet ordered (ordering is done only at the start of each epoch).

At the start of each epoch, the coordinator selects a subset of coflows from the

unordered coflow list and uses the offline algorithm to order these coflows. We

discuss several strategies for deciding the epoch size and for selecting the subset of

coflows at the starting of epoch in §2.6.2. Once computed, the coordinator removes

the ordered coflows from the unordered coflow list, and sends the “ordered coflow”

list to all the servers that have unfinished coflows; we use several optimizations

here such that the coordinator only informs the servers of the “delta”, changes in

ordered list, rather than re-sending the entire ordered list. Note that each server is

oblivious to epochs maintained at the coordinator; hence, servers are not require
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to be time synchronized with the coordinator.

As discussed in §2.3, there is a lower bound of Ω(
√
n) on achievable approxi-

mation for average CCT for mechanisms that do not use coordination [23]; thus,

some coordination is necessary. However, Sincronia admits much simpler coordi-

nator that existing network designs for coflows — in contrast to existing designs

that require the central coordinator to perform per-flow rate allocation, Sincronia

requires it to just order the coflows using its BSSI algorithm.

2.6.2 From Offline to Online

We now discuss how Sincronia implementation incorporates the BSSI algorithm

into a system that can efficiently handle the online case, where coflows may ar-

rive at arbitrary times. An obvious way to incorporate BSSI algorithm into an

online design is to use the approach taken by prior works (e.g., Varys [25]) — run

the offline algorithm upon each coflow arrival. However, in datacenter networks

where thousands of coflows may arrive within each second, this may lead to high

complexity (although we do use this algorithm as a baseline in our simulations).

Sincronia avoids this high complexity approach using a recently proposed frame-

work [51] along with its own BSSI algorithm from the previous section. We provide

a high-level description of the framework to keep the paper relatively self-contained.

The framework works in three steps. First, time horizon is divided into exponen-

tially increasing sized epochs. At the start of each epoch, the framework runs an

approximation algorithm to select a subset of unfinished coflows. This approxi-

mation algorithm, introduced by Garg et. al. [37], works as follows: formulate an

integer program with a decision variable for each coflow to indicate whether (or
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not) it should be assigned to complete within that epoch; we add constraints to

enforce that the total work required for the selected subset does not exceed the

amount of data that can be transferred within the epoch, and we aim to maximize

the total weight of the coflows assigned to this epoch. We solve the linear pro-

gramming relaxation of this integer program, and select each coflow that is at least

“half-assigned” by this optimal solution. It is easy to understand why this process

loses a factor of 8 in the approximation guarantee. Once the subset of coflows is

selected, any α-approximate offline algorithm can be used to order coflows arriving

over time while providing (8 + α)-competitive ratio2.

Sincronia implementation of this framework uses the BSSI algorithm (in the last

step) to order coflows arriving in an online manner; we set smallest epoch size to be

100ms, with every subsequent epoch being 2× larger. However, Sincronia makes

two modifications in its implementation of the framework. The first modification

is to incorporate a work conservation step; we describe this in more detail in §2.6.4.

The second modification Sincronia implementation makes in using this framework

is to avoid performance degradation due to large epoch sizes. Indeed, if epoch

sizes grow arbitrarily large, increasingly larger number of coflows arrive within

an epoch and have to wait until the starting of the next epoch to be scheduled

(despite work conservation, as discussed in §2.6.4); small coflows, in particular,

observe poor performance. Sincronia thus bounds the maximum number of epochs

and once this number is reached, it “resets the time horizon”. Since BSSI algorithm

provides 4-approximation guarantees, using the above formula, Sincronia system

achieves a competitive ratio of 12 for the online case.

We emphasize that exponentially-increasing sized epochs are needed only for

2As with all online algorithms, Sincronia guarantees for the online version are in terms of
competitive ratio.
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polynomial-time complexity of the online algorithm and for theoretical guaran-

tees [51]. If these were not the goals, Sincronia could simply use suitably chosen

fixed-sizes epochs. We evaluate this in §2.7 and show that Sincronia performance

with exponentially-increasing sized epochs is very similar to that with fixed-sized

epochs.

2.6.3 Sincronia + Existing Transport Layers

We now discuss Sincronia implementation on top of several existing transport layer

mechanisms for flows. We already described Sincronia coordinator and daemon

functionalities in §2.6.1; these remain unchanged across Sincronia implementation

on top of various transport mechanisms. We focus on the only difference across

implementations — assignment of priorities to individual flows before Sincronia

daemon offloads the flows to the underlying transport mechanism.

Sincronia + TCP. If the underlying network fabric supports infinite priorities,

implementing Sincronia on top of TCP is straightforward — each server daemon,

for any given flow, simply assigns it a priority equal to the order of the corre-

sponding coflow, sets the priority using the priority bits in DiffServ [18], and sends

the data over TCP. However, in practice, the underlying fabric may only support

a fixed number of priorities due to hardware limitations, or due to use of some

priority levels for other purposes (e.g., fault tolerance).

With finite number p of priorities, Sincronia implementation on top of TCP

(with DiffServ) approximates the ideal Sincronia performance using a simple mod-

ification: the daemon sets the priority of a given flow to be the order of the

corresponding coflow if the current order of the coflow is less than p − 1, else it
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assigns priority p to the flow. As the list of active coflows is updated, the priority

used for a flow is also updated accordingly. When using unordered coflows for work

conservation, the daemon also sets priority p. While not ideal, our experimental

results over real testbeds that support 8 priority levels (§2.7) show that Sincro-

nia achieves significant improvements in average CCT even with small number of

priority levels.

Sincronia + pHost. We now discuss Sincronia implementation on top of pHost, a

receiver-driven transport layer mechanism. This is particularly interesting because

pHost handles incast and outcast traffic patterns efficiently, precisely a use case

for coflows. We extend the pHost implementation to support special prioritized

scheduling required for Sincronia implementation (at the receiver as well as at the

source and at intermediate network elements). We assume familiarity with pHost

design. In our implementation, the pHost receiver sends a token for packets in

flows in order of corresponding coflow ordering. The server daemons, among all

the received tokens, use the one for a flow in the currently highest ordered coflow.

In-network priorities are not necessary (congestion is at the edge due to per-packet

scheduling and packet spraying) but can be supported using TCP style priority

assignment. Interestingly, pHost implementation of Sincronia converges to the

greedy algorithm shown in Algorithm 3 that, in a converged state, assigns a single
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flow the full outgoing access link rate at any given point of time.

Algorithm 3: Greedy Rate Allocation Algorithm

All access links have uniform bandwidth;

C = σ is the input coflow ordering;

while C is not empty do

for i = 1 to |C| do

for j = 1 to —Ci.flows— do

if Ingress port of Ci.flows(j) free then

if Egress port of Ci.flows(j) free then

Allocate entire BW to Ci.flows(j)

end

end

end

end

Update flow sizes and available link bandwidth;

end

return

Sincronia + pFabric. Sincronia implementation on top of pFabric admits an

even simpler design. Since pFabric already supports infinite priority levels, we only

need a minor change in pFabric priority assignment mechanism: each flow is now

assigned a priority equal to the ordering of its coflow, rather than the size of the flow

as in original pFabric paper [5]. A special “minimum priority level” is assigned to

unordered coflows for work conservation purposes. Since Sincronia generates a total

ordering across coflows, this implementation results in ideal Sincronia performance.
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2.6.4 Prioritized Work Conservation

Sincronia coordinator runs the BSSI algorithm for coflow ordering at the starting

of each epoch. Thus, coflows that arrive in the middle of an epoch (referred to as

“orphan coflows”) may not be assigned an ordering until the starting of the next

epoch. While our flow scheduling mechanisms from the previous section are nat-

urally work-conserving (because underlying transport layer mechanisms are work

conserving), our preliminary implementation highlighted a potential performance

issue. Orphan coflows, since unordered, end up fair sharing the bandwidth. For

“short” orphan coflows, such fair sharing could lead to a long tail.

Sincronia uses a simple optimization for work conservation that alleviates this

problem. Each orphan coflow is assigned an ordering among all the orphan coflows

based on its “oracle completion time (OCT)”, which is defined as the time the

coflow would take to finish if it were the only coflow in the network. Note that

the OCT of a coflow c is simply maxp(d
p
c/bp), where bp is the bandwidth at port p.

Specifically, the orphan coflows are chosen to be scheduled for work conservation

in increasing order (smaller first) of the following metric:

OCT

current time + max epoch size - arrival time

The reason this metric is interesting for work conservation is that it finds the

right balance between coflows that are “small” (that is, have small OCTs) and

coflows that are large but have been waiting for a long while (that is, coflows

that are being starved) while selecting coflows to use for work conservation. For

instance, consider a time instant when there are three coflows in the system; two

of these coflows arrived at time 20 and have OCTs equal to 1 and 10, respectively,

and the third coflow arrived at time 0 and has OCT equal to 25. Suppose the

47



max epoch length is 4. Then, when choosing a coflow for work conservation at

time 21, the Sincronia daemon will choose the coflow with OCT equal to 1 first

(the metric value being 1/5), then choose the coflow with OCT equal to 25 that

has been waiting for too long (the metric value being 1) and then finally send the

coflow with OCT equal to 10. Thus, Sincronia is able to find the right balance

between small coflows and starving coflows to choose from for work conservation

purposes.

2.6.5 Other Practical Considerations

Finally, we discuss a few other techniques incorporated within Sincronia imple-

mentation to handle practical issues that may arise in real-world scenarios.

Co-existence of flows and coflows. In most datacenter networks, multiple ap-

plications co-exist, some of which may require the network fabric to optimize for

coflow-based metrics while others may care about the performance of each indi-

vidual flow. Prior results on network design for coflows enable coexistence of such

applications by treating each individual flow as a coflow. This may be restrictive

since flow based applications may have different performance goals compared to

coflow based applications. Sincronia partially handles such scenarios using coflow

weights.

Specifically, while our discussion so far has focused on Sincronia design and

implementation for achieving near-optimal performance in terms of average CCT,

Sincronia achieves something much more general — it optimizes for “weighted”

average CCT, as defined in §2.3. That is, it allows network operators to set a

weight for each individual coflow. Network operators can use different weights
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for different applications (e.g., those that require optimizing for flows and those

that require optimizing for coflows), and the BSSI algorithm computes ordering of

coflows that optimize for the weighted average CCT. Finding the right mechanism

to set weights depends on the applications and is beyond the scope of this paper.

Achieving other performance objectives. Sincronia also allows achieving

several other performance objectives using the coflow weights. For instance, there

has been quite a bit of work in the community on deadline-aware scheduling for the

traditional abstraction of network flows [5, 42, 86]. One way to handle deadlines

in Sincronia is to assign coflow weights inversely proportional to their deadlines.

Sincronia also supports admission control by assigning zero weights to coflows

which would definitely miss their deadlines, hence scheduling them after other

coflows. Designing coflow scheduling algorithms that provide provable guarantees

for the case of deadlines is an interesting open problem (§2.8).

Starvation Freedom. Minimizing average completion time necessitates star-

vation [5, 25]. However, as discussed in §2.6.4, the prioritized work conservation

mechanism used in Sincronia alleviates starvation to some extent. Intuitively, since

the choice of an unordered coflow for work conservation depends inversely on the

“waiting time” of the coflow (difference between current time and the arrival time),

as the waiting time of the coflow increases, its chances of being selected for work

conservation purposes also improve.
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Figure 2.10: Sincronia evaluation results for the offline case. Sincronia achieves consis-
tently better performance compared to existing heuristics for the original Facebook trace
(top left) and maintains these improvements across a variety of workloads (top center,
top right). Most of Sincronia’s improvements are due to its BSSI scheduling algorithm
from §2.4 (bottom left, bottom right). More discussion in §2.7.2.

2.7 Evaluation

We now present evaluation results for Sincronia3. We start by describing the work-

loads and performance metrics used in our evaluation (§2.7.1). We then evaluate

Sincronia using simulations (§2.7.2); the main goal here is to understand the per-

formance of Sincronia against the state-of-the-art [25], to understand the envelope

of workloads for which Sincronia performs well, and to perform sensitivity anal-

ysis of Sincronia performance over a variety of parameters including workloads,

number of coflows, network load and epoch sizes. We then evaluate the Sincronia

implementation with TCP/DiffServ on a 16-server testbed interconnected with a

FatTree topology comprising 20 commodity switches (§2.7.3).

3Sincronia implementation and simulator are publicly available at:
https://github.com/sincronia-coflow.
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2.7.1 Workloads and Performance Metrics

We use two workloads in our evaluation. The first workload is the one used in

all prior network designs [25]: a 526-coflow trace obtained from one-hour long

run of MapReduce jobs on a 3000-machine cluster at Facebook. Unfortunately,

the Facebook trace makes several simplifying assumptions, is limited in number

of coflows and imposes low network load. The second workload is a collection of

traces generated using a coflow workload generator [2] that allows up-sampling

the Facebook trace to desired number of coflows, network load, etc., while keeping

workload characteristics similar to the original Facebook trace. Unless mentioned

otherwise, all results for these “custom” traces use the baseline of 2000 coflows,

0.9 network load and time horizon reset after 8 epochs. Varys does not support

weighted coflow scheduling; thus, to make a fair comparison, we use unit weights

for all coflows. We provide other setup details (e.g., topology, link bandwidth,

etc.) for simulations and implementation in respective subsections.

Metrics. For the offline algorithm, we evaluate the performance in terms of CCT,

on an average and at high percentiles. For the online algorithm, we evaluate

the performance of Sincronia using the slowdown metric; for a given coflow, the

slowdown is defined as the ratio of its CCT and its OCT (recall from §2.6.4, the

OCT of a coflow is its completion time when its the only coflow in the network).

In presence of other coflows, CCT of a coflow may be much larger than its OCT;

thus, our evaluation results for the online version of Sincronia are against the best

possible baseline.

51



2.7.2 Simulation Results

We now evaluate Sincronia against the state-of-the-art [25] using simulations, and

perform sensitivity analysis of Sincronia performance over a variety of parameters.

Setup. Varys uses a flow-level simulator in its evaluation. For a fair compari-

son, we incorporate Sincronia within Varys simulator, with BSSI for coflow order-

ing (Algorithm 1, §2.4.1) and greedy algorithm for flow scheduling (Algorithm 3,

§2.6.3). We use the same setup used in Varys, modeling the network using a non-

blocking 150-port switch, where each port corresponds to a top-of-the-rack switch

in 3000-machine cluster.

Offline Algorithm. We first evaluate Sincronia against existing network designs

for the offline case, that is, when all coflows arrive at time 0. While not a practical

scenario, this allows us to tease out the performance benefits of Sincronia’s BSSI

algorithm against those used in prior network designs.

Figure 2.10(a)-2.10(c) show that Sincronia significantly improves upon state-

of-the-art (Varys [25] and other heuristics) across all evaluated workloads. Specif-

ically, Figure 2.10(a) shows that, when compared to TCF and Varys, Sincronia

improves CCT by 1.7× on an average and by 7.9× at 99-th percentile. In addi-

tion, Figure 2.10(b) shows that Sincronia improvements over Varys increase with

larger number of coflows in the trace, both on an average and at high percentiles.

Since both Varys and Sincronia are work-conserving, CCT for some coflows has to

degrade for improvement in CCT for other coflows. Figure 2.10(c) shows the CDF

for distribution of improvement across all coflows; interestingly, Sincronia degrades

the CCT for less than 20% of the coflows while improving the CCT for more than

65% of the coflows.
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Figure 2.11: Sincronia evaluation results for the online case. (left, center) For the
evaluated workloads, Sincronia achieves performance within 1.7× on an average and
5.7× at high percentiles when compared to an unloaded network; (right) Coflows with
larger sizes observe larger slowdown in online version of Sincronia. More discussion in
§2.7.2.

Figure 2.10(d)-2.10(e) provide more insights on how Sincronia achieves the

observed improvements. Figure 2.10(d) shows that most of the improvements

come from Sincronia’s ordering algorithm, Bottleneck-Select-Scale-Iterate (BSSI)

— even when BSSI is used with MADD, the rate allocation mechanism from Varys,

we observe significant CCT improvements on an average and at tail. Figure 2.10(e)

provides more insights about BSSI’s performance. The figure plots the average

factor of improvement measured across coflows binned by their OCTs normalized

by the smallest OCT; that is, an OCT bin i contains the set of coflows whose

OCT is within [2i, 2i+1) of the OCT of the smallest coflow. The figure shows

that, when compared to Varys, Sincronia results in CCT improvements by making

better scheduling decisions for coflows that are neither too small (low OCTs) nor

too large (high OCTs). Indeed, scheduling decisions for small and large coflows

are rather straightforward, and both Sincronia and Varys end up making similar

decisions; it is precisely the medium size coflows where the weight scaling step in

BSSI helps Sincronia in making the “right” decisions.

Online Algorithm. We now evaluate Sincronia for the case when coflows arrive

over time. We focus on custom traces only since the Facebook trace has very

low load and does not provide meaningful insights. As discussed in §2.7.1, we
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Figure 2.12: Sensitivity analysis of Sincronia performance over varying network load
(left), varying number of epochs before resetting the time horizon (center) and varying
epoch mechanisms (right). More discussion in §2.7.2.

use the absolute best possible baseline here — ratio of coflow CCT and its OCT.

Figure 2.11 shows that Sincronia handles online arrival of coflows very well; when

compared to an unloaded network (slowdown = 1), Sincronia at load 0.9 performs

within 1.7× on an average and within 5.7× at high percentiles for the Custom

4000 trace.

Figure 2.11(b)-2.11(c) provide more insights into Sincronia’s performance. The

former shows that around 60% of the coflows achieving slowdown 1, that is, are

optimally scheduled by Sincronia. As the size of the trace increases, contention for

network resources increases resulting in higher slowdowns. Figure 2.11(c) shows

that larger slowdowns are caused mainly by larger coflows; this is not only because

smaller coflows should indeed be prioritized but also that the work conservation

heuristic in Sincronia (§2.6.2) prioritizes smaller coflows until long coflows have

been waiting for a long time.

Sensitivity Analysis. Figure 2.10 and Figure 2.11 already show impact of trace

sizes on Sincronia performance. We perform additional sensitivity analysis of Sin-

cronia performance against network load, number of epochs before resetting the

time horizon, and various epoch mechanisms in Figure 2.12. Figure 2.12(a) shows

that, as expected, Sincronia performance improves as the network load decreases

from 0.9 to 0.7. We see in Figure 2.12(b) that Sincronia performance varies with
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number of epochs before resetting the time horizon — as the number of epochs

increase, larger fraction of coflows observe completion times close to their OCTs

but the tail slowdown also worsens. Intuitively, as the number of epochs increase,

the largest epoch size also increases; this, in turn, increases the chance of a small

coflow arriving between epoch boundaries and being blocked by a large “ordered”

coflow, one that was ordered at the start of the epoch and hence has higher prior-

ity than the small coflow. Finally, we compare the performance of Sincronia with

varying epoch mechanisms. We use exponentially-increasing epoch sizes, fixed-

epoch sizes (with size equal to the longest epoch in exponentially-increasing epoch

size mechanism) and the “immediate re-computation” mechanism that executes

the BSSI algorithm upon each coflow arrival and departure. Figure 2.12(c) shows

that, over the evaluated workloads, the first two mechanisms perform compara-

bly and are only marginally worse when compared to the (impractical) immediate

re-computation mechanism.

2.7.3 Implementation Results

We now present evaluation results for Sincronia implementation on top of TCP

(using Diffserv [18] for priority scheduling). Our implementation runs on a topology

shown in Figure 2.14. We compare Sincronia performance against coflow-agnostic

TCP implementation4.

The main challenge in running these experiments is that TCP does not handle

incast traffic very well, precisely the scenario for coflows (multiple sources sending

4Despite trying for several weeks, we were not able to run Varys [25] over our topology;
the code for Varys is not maintained and the software stack for which this code was written
has evolved. Nevertheless, we would like to thank the authors of Varys [25] to share their
implementation with us and helping us to try and run their code.
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Figure 2.13: Evaluation results for Sincronia implementation on top of TCP over our
testbed in Figure 2.14. Sincronia when implemented on top of TCP/DiffServ significantly
improves coflow performance when compared to coflow-agnostic TCP both on an average
and at high percentiles (left), and maintains these improvements across varying network
loads (center) and trace sizes (right). More discussion in §2.7.3.

Figure 2.14: Testbed used in our experiments has 16 servers, each with 1Gbps access
link bandwidth, interconnected with a FatTree topology comprising 20 PICA8 switches.
Each switch supports priority queuing with 8 distinct levels.

data to the same destination). Thus, we compute the expected load on a destina-

tion (by using network load along with expected number of sources sending data to

a destination in the Facebook trace), and refer to it as Maximum Sustainable Load

(MSL) for the cluster. We then generate the workloads for the cluster using the

workload generator for 16 ingress/egress ports, with 1Gbps access link bandwidth

and varying loads (0.7×MSL, 1.4×MSL and 2.1×MSL).

Figure 2.13 shows that for a workload comprising 526 coflows at load 0.7×MSL,

Sincronia implementation on top of TCP improves the CCT by 18.61× on an

average, by 46.95× at 90-th percentile, and 149.05× at 99-th percentile when

compared to coflow-agnostic TCP.

As expected, the improvements are even more significant for larger loads. Fig-

ure 2.13(b) shows that Sincronia achieves these improvements by slowing down

56



less than 10% of the coflows by more than 2× (and even smaller fraction for

higher loads). Finally, Figure 2.13(c) shows that Sincronia achieves similar bene-

fits for larger traces. This evaluation is a bit unfair — TCP is neither designed for

coflows nor for minimizing average completion times. However, these results give

us some indication on performance of Sincronia against existing network designs;

for instance, Varys [25] reports to improve upon TCP by a factor of 1.85× on an

average, and roughly by the same number at 95 percentiles.

2.8 Related Work & Open Problems

There has been tremendous recent effort on network design for coflows, both in

networking and in theory communities. In this section, we compare and contrast

Sincronia against related work from these communities, and discuss a number of

problems that remain open in the context of network design for coflows.

Gap between lower and upper bounds. Existing network designs for coflows

from networking community [22, 24, 28, 25] can perform arbitrarily worse than

the optimal in terms of average CCT (§2.4). Qiu et. al. [74] provided the first

coflow scheduling algorithm that achieves approximation guarantees of 64/3 for

the offline case with zero release dates. This result was improved by Ahmadi

et. al. [3] to 4-approximation for zero release dates and to 5-approximation with

release dates. However, all these results require a central coordinator to either

solving complex linear programs or to perform complex per-flow rate allocations.

Sincronia achieves state-of-the-art approximation guarantees, both for zero release

dates and, using a simple extension of the BSSI algorithm, for the case of release

dates (§??-2.5). However, Sincronia shows that these guarantees can be achieved
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without any complex per-flow rate allocation, thus overcoming the limitations of

all existing results from the networking and the theory community. Despite all the

above results, there is a gap between known lower bounds for coflow scheduling

(impossibility of better than 2-approximation, §2.3) and the known upper bounds

(4-approximation for offline problem with zero release dates) [3]. It remains an

intriguing problem to bridge this gap.

Improved competitive ratio for online coflow scheduling. Khuller et.

al. [51] were the first to present an online algorithm that achieves a competitive

ratio of 12. Sincronia achieves similar guarantees. Is it possible to design a coflow

scheduling algorithm with a better competitive ratio? Note that an offline algo-

rithm that achieves a better approximation factor for the case of zero release dates

will already lead to improvements in the online algorithm by using the framework

from Khuller et. al. [51].

Necessity of centralized solutions. As discussed in §2.3, there is a strong lower

bound of Ω(
√
n) on achievable approximation for average CCT using algorithms

that do not use any coordination [23]. However, the “amount of coordination”

required to mitigate this lower bound is unclear. For instance, similar to [25,

91, 90], Sincronia requires a centralized controller to implement BSSI. While the

amount of computation required by Sincronia’s centralized scheduler is much lower

than that of prior solutions (since Sincronia scheduler does not need to do per-

flow rate allocation), it remains an open problem to understand the amount of

computation needed to be done at the centralized controller.

Coflows with paths. Sincronia, similar to [25, 28], assumes that routing of flows

within and across coflows are decided by the network layer (either via specific
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routing mechanisms, or via packet spraying). However, it is a priori conceivable

that better performance may be achievable by co-designing routing along with

scheduling of coflows. This problem has been studied in a few recent papers [91, 47];

however, designing optimal algorithms for this problem remains open.

Extensions to Non-clairvoyant scheduler. Sincronia, similar to [25, 91, 28],

assumes that the information about a coflow is available at the arrival time (and no

earlier). For many applications, this is indeed the case (see [25] and the discussion

therein). Moreover, recent work has shown that it is possible to identify coflows and

their properties within reasonable estimate for many applications [90]. However,

designing a near-optimal non-clairvoyant scheduler remains an interesting future

direction.

Extensions to other performance metrics. Finally, similar to most of the

existing literature on coflows [25, 23, 91, 90], Sincronia is designed to optimize for

average (weighted) completion time. It remains an interesting question to extend

our results to the case of deadline-sensitive coflows and for minimizing other metrics

such as tail coflow completion time. An intriguing question in this direction is also

to define a notion of fairness for coflows.

2.9 Conclusion

We have presented Sincronia, a network design for coflows that provides near-

optimal performance and can be implemented on top on any transport layer mech-

anism for flows that supports priority scheduling. Sincronia achieves this using a

key technical result — we show that given a “right” ordering of coflows, any per-
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flow rate allocation mechanism achieves average coflow completion time within 4×

of the optimal as long as (co)flows are prioritized with respect to the ordering.

This allows Sincronia to use a simple greedy mechanism to “order” all unfinished

coflows; all flows within and across coflows can then be greedily scheduled using

any transport mechanism that supports priority scheduling (without any per-flow

rate allocation mechanism). Evaluation results suggest that Sincronia not only

admits a practical, near-optimal design but also improves upon state-of-the-art

network designs for coflows.
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CHAPTER 3

FROM SWITCH SCHEDULING TO DATACENTER SCHEDULING:

MATCHING-COORDINATED GREED IS GOOD

3.1 Overview

Packet scheduling over a switch (interconnect) fabric is a well-studied problem in

distributed computing, with known near-optimal distributed bipartite matching

based protocols.

We initiate a theoretical study of distributed flow scheduling in datacenter net-

works. Building upon the observation that modern datacenter networks use Clos-

like topologies similar to switch fabrics, we introduce a new k-sparse flow-matching

(k-SFM) problem, a variant of the classical matching problem that captures the

unique constraints imposed by flow scheduling in datacenter networks. In the k-

SFM problem, we are given a weighted graph and an integer k. The goal is to

assign a fractional flow value to each edge under the following three constraints:

(1) for each edge, the assigned flow value is no greater than its input weight; (2)

for each vertex, the sum of flow values assigned to edges incident to the vertex is at

most the capacity of the vertex; and (3) for each vertex, at most k incident edges

are assigned a non-zero flow value. The goal is to compute a feasible solution with

the largest total fractional weight.

We design centralized and distributed algorithms for the k-SFM problem on bi-

partite graphs. For the centralized setting, we present a greedy 1/2-approximation

algorithm. For the distributed setting, under the CONGEST model, we present

a randomized 1/4-approximation algorithm with O(k log n) round complexity,
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and a deterministic 1/(4 + ε)-approximation algorithm with O(k log2 n log(1/ε))

round complexity. We then present a Ω(1)-approximation algorithm that runs in

O(log k log n) rounds. The key idea in all of our algorithms is to demonstrate

that existing approaches for computing maximum-weight matchings can be used

as a “coordination” mechanism, alongside local and greedy decisions on updating

residual weights, to design near-optimal algorithms for the k-SFM problem.

This paper builds upon the observation that and that the problem of designing

near-optimal distributed flow scheduling protocols for datacenter networks can

benefit from decades of foundational work on packet scheduling in switch fabrics.

However, even though modern datacenters use network topologies very similar

to those in switch fabrics, protocols used to schedule flows in datacenter networks

are significantly different from switch packet scheduling protocols.

This paper makes two core contributions. First, it introduces a new k-sparse

flow-matching (k-SFM) problem, a variant of the classical matching problem that

captures the fundamental difference between flow scheduling in datacenter net-

works and packet scheduling in switch fabrics.

3.2 Introduction

Scheduling packets over a switch internal fabric is a classical problem in computer

networking [7, 64]: as shown in Figure 3.1, each input port has equal-sized packets

for one or more output ports, and, in each time unit, the fabric can transfer at most

one packet from each input port and at most one packet to each output port. The

goal is to maximize throughput, defined as the total number of packets transferred
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across the fabric per unit time. This problem is often modeled as a bipartite

matching problem (Figure 3.1(b))—the input and output ports constitute vertex

sets L and R, and each packet at an input port ` ∈ L destined to an output port r ∈

R is represented as an edge e = (`, r) in the graph. Then, a schedule that maximizes

throughput over the switch fabric is equivalent to finding the largest-size matching

in the bipartite graph [7, 64]. This connection, among others, has motivated a large

and active body of research on both switch scheduling [7, 64, 65, 82, 79, 70, 63, 66]

and distributed bipartite matching [60, 46, 20, 85, 10, 38, 56, 14].

A recent line of work in the computer networking community has explored a

new connection between the problem of packet scheduling on switch fabrics, and

the problem of flow scheduling on datacenter fabrics [5, 69, 36, 41, 67, 43]. Building

upon the core insight that modern datacenter network topologies bear a striking

similarity to switch fabrics—both of them being organized around Clos-like topolo-

gies using low-port count switches [34, 80]; see Figure 3.2 for an example—these

works adapt techniques from switch scheduling to flow scheduling on datacenter

networks [36, 41, 67, 43]. In particular, this line of work uses classical switch

scheduling mechanisms (e.g., parallel iterative matching [7] or iSLIP [64]) on dat-

acenter networks, but in a “trimmed-down” manner: they only use one round of

matching. Such a trimming has significant theoretical implications: it is known

that no single-round distributed graph matching algorithm can achieve approxi-

mation factor Ω(µ1/3), where µ is the size of an optimal matching [8]; in fact, a

recent result [54] establishes that any (deterministic or randomized) distributed

algorithm that computes a constant approximation to maximum matching on a

bipartite graph with n nodes must use Ω(
√

log n/ log log n) rounds. Thus, in the

worst-case, these recently proposed datacenter transport protocols could result in

throughput (the amount of data that can be transferred from the input ports to
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Switch Fabric`3 r3

`2 r2

`1 r1

Input Ports Output Ports

`3 r3

`2 r2

`1 r1

`3 r3

`2 r2

`1 r1

Figure 3.1: An instance of packet scheduling problem on switch fabrics. (left)
each input port has packets to send to one or more output port (packet colors corre-
spond to the output port colors), and at each time step, the switch fabric can transfer at
most one packet from an input port and at most one packet to each output port. (cen-
ter) modeling the switch scheduling problem as a bipartite matching problem; (right) a
matching corresponds to a feasible schedule for switch scheduling.

(a) Folded datacen-
ter topology

(b) Unfolded dat-
acenter topology

(c) Typical Switch fab-
ric [80]

Figure 3.2: Modern datacenter network topologies have a strikingly similar
structure as switch interconnect fabrics. (left) a “folded” datacenter network topol-
ogy, where each link is a full-duplex link (has equal bandwidth, and can simultaneously
transfer data, in both directions); (center) an “unfolded” datacenter network topology,
where each link is unidirectional, with senders at the bottom and receivers at the top.
Typically used full-bisection bandwidth datacenter network topologies can transfer at
most one packet from each sender and at most one packet to each receiver per unit time;
(right) A typical switch interconnect fabric [80] with input ports at the bottom and
output ports at the top. Almost all switch fabrics can transfer at most one packet from
each input port and at most one packet to each output port per unit time.

the output ports per unit time) arbitrarily worse than optimal. The state-of-the-

art protocol for scheduling flows on datacenter networks [67] shows that the above

throughput loss can be empirically avoided by allowing each input port to “match”

with (a small number of) output ports.
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Approximation Number of rounds Run-time complexity

Centralized 1
2

- O(m∆ logm)

Distributed

1
4

O(k log n) -

1/(4 + ε) O(k log2 n log(1/ε)) -

Ω(1) O(log k log n) -

Table 3.1: Summary of our results for k-SFM on a graph with m edges, n nodes,
and max-degree ∆.

3.2.1 Our contributions

We initiate a theoretical study of modern flow scheduling mechanisms in datacenter

networks. As we will show, allowing each input port to match with multiple output

ports in the datacenter context changes the mathematical structure of the problem:

it leads to both cardinality and capacity constraints on a per-vertex basis, gener-

alizing the b-matching and maximum flow problems that are well-studied in the

distributed computing and the theory communities. Exploring such a generaliza-

tion is interesting because it has the potential to allow datacenter flow scheduling

mechanisms to benefit from decades of foundational work on switch scheduling and

bipartite matching, which has led to near-optimal mechanisms. To that end, this

paper makes three core contributions:

� We introduce a new problem—k-sparse flow-matching (k-SFM)—that pre-

cisely captures the constraints imposed by flow scheduling in datacenter net-

works. We provide more details in § ??, but briefly, an instance of k-SFM is

a weighted bipartite graph with edge weights in (0, 1], and an integer k. A

feasible solution to an instance of the k-SFM problem consists of a fractional
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“flow” value for each edge, capacitated by the edge weight, such that every

vertex is incident to at most unit total fractional weight, and at most k edges

with non-zero support. The objective is to compute a feasible solution with

the largest total fractional weight.

� We observe that the k-SFM problem generalizes two well-studied problems—

fractional b-matchings [52, 35, 85, 50] and maximum-weight flow [39, 71, 21]—

that have been studied extensively in the distributing computing community.

We prove that the k-SFM problem is strongly NP-hard (Appendix 3.4),

and thus explore approximation algorithms. We present a centralized 1/2-

approximation algorithm for the k-SFM problem; our centralized algorithm

and its analysis demonstrates that an iterative weight-refinement procedure,

when combined with the folklore heuristic for maximum-weight matching

(one that greedily adds edges in decreasing order of weights to the matching

as long as vertex capacities are not violated) can produce a near-optimal

centralized solution for the k-SFM problem.

� Our core result is the design of distributed algorithms for the k-SFM problem

under the CONGEST model. We present three different variants:

1. a randomized 1/4-approximation algorithm that runs in O(k log n)

rounds;

2. a deterministic 1/(4 + ε)-approximation algorithm that runs in

O(k log2 n log(1/ε)) rounds;

3. an Ω(1)-approximation algorithm that runs in O(log k log n) rounds.

The first two algorithms build upon the weight-refinement procedure that

proved useful in the centralized setting, but adds on a maximum-weight

matching algorithm as a black-box ”coordination” mechanism to help with
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the local, greedy decisions made, to achieve a near-optimal distributed solu-

tion. The linear dependence on k in the number of rounds is a consequence

of the fact that we use a maximum-weight matching algorithm to optimize

for the weight constraint in every round, with an underlying greedy weight-

refinement on the edges that preserves the cardinality constraints. Our third

algorithms overcomes this linear dependence: we consider a dual approach by

using a maximum-cardinality matching algorithm to optimize for the cardi-

nality constraint in every round, guided by a greedy vertex weight-refinement

procedure that preserves the weight constraint.

Table 3.1 summarizes our results. Overall, the elegant centralized algorithm and

the offshoots for the distributed settings (which involve a careful balancing act

between the two types of constraints, and lead to efficient algorithms) help us

investigate the rich structure and the subtle complexities of the k-SFM prob-

lem. Our work is only the first step in bridging the gap between the scheduling

mechanisms in switch fabrics and in datacenter networks; we outline a number of

intriguing open problems in §3.8.

3.3 The k-sparse Flow-matching Problem

We begin this section by providing more context on modern flow scheduling mecha-

nisms in datacenter networks, and with an informal description on how the k-SFM

problem captures the flow scheduling constraints in datacenter networks (§3.3.1).

We then formally define the k-SFM problem in §3.3.2. We are not aware of prior

work on the k-SFM problem, but describe the most closely related work on dis-

tributed algorithms in §3.3.3.
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3.3.1 Context for the k-SFM problem

The k-sparse flow-matching (k-SFM) generalizes the matching problem considered

in switch fabrics (e.g., PIM [7] and iSLIP [64]) to capture the constraints imposed

by the specific context of scheduling flows on datacenter networks. Informally, sim-

ilar to many works in the computer networking community [5, 69, 36, 41, 67], we

model the datacenter fabric similar to switch fabrics: a bipartite graph with end

hosts as vertices, and an edge between a sender and a receiver vertex if they have

data to exchange. Similar to classical distributed algorithms for switch schedul-

ing, vertices exchange multiple rounds of “control plane” messages to compute a

matching, upon which the matched vertices can exchange data. However, k-SFM

captures three additional constraints. The first constraint relates to the large dif-

ference in latency between input and output ports in switching fabrics (of the order

of picoseconds) and datacenter networks (of the order of microseconds). Small la-

tency in switch fabrics allow scheduling at per-packet granularity—multiple rounds

of the matching algorithm require picoseconds, which is much smaller than the time

taken to transmit a single packet (equal to the ratio of packet size to port band-

width, usually of the order of hundreds of nanoseconds) after a matching has been

computed. Tens of microseconds of latency in datacenter networks means that the

overhead of multiple rounds of messaging before transmitting a single packet will

be significantly higher. Thus, to achieve high throughput, ports must exchange

multiple packets (say, p packets) after matching1. However, not all input port may

have p packets to send to an output port2—thus, despite allowing multiple rounds

of matching, the k-SFM problem allows each port to match with multiple ports.

1p can be computed such that upon each matching, the overhead of multiple rounds of the
matching algorithm is a small fraction of the time taken to transmit these packets.

2Traffic analysis studies from real-world production datacenters show that the amount of data
that end hosts exchange can vary over multiple orders of magnitude [12, 77].
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This is captured in the second constraint: modern network hardware performance

degrades significantly if a port is sending/receiving data from more than a certain

small number of ports [16]. Thus, ideally, we want a mechanism that allows each

input port to match with a small number of output ports (e.g., state-of-the-art

protocol [67] allows each port to connect with 4 ports). Finally, the third con-

straint captures the fact that each output port can receive a fixed total number

of packets (in aggregate, from all input ports that it matches with) per unit time

due to bandwidth constraints.

Thus, as we describe formally below, an instance of k-SFM is a weighted bipar-

tite graph with edge weights in (0, 1], and an integer k; the edge weight represents

the total number of packets to be sent between corresponding ports, normalized

by p; if an input port has more than p packets to send to an output port, we

divide the data into flowlets of size p. A feasible solution to an instance of the

k-SFM problem consists of a fractional “flow” value for each edge, capacitated by

the edge weight, such that every vertex is incident to at most unit total fractional

weight, and at most k edges with non-zero support. This corresponds to the re-

strictions discussed above—the cardinality constraint at every vertex ensures that

ports send/receive to/from only a small number of other ports, and the capacity

constraint at the vertices ensures that the number of packets a port sends/receives

upon each matching is fixed. The objective now is to compute a feasible solution

with the largest total fractional weight.

3.3.2 Formally defining the k-SFM problem

We consider the input bipartite graph G = (L ∪ R,E) where each edge e ∈ E

has a positive weight we ∈ (0, 1] associated with it, along with an integer k that
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bounds the degree of the support of feasible solutions. We let n denote the number

of vertices in the vertex set V = L ∪ R, m denote the number of edges |E|, and

δ(v) denote the set of edges that are incident to the node v. Furthermore, we use

∆ = maxv∈V |δ(v)| to denote the maximum degree of a node in the graph G. In

the rest of the chapter, we use the terms node and vertex interchangeably.

The goal is to select a fractional matching in the graph such that every node

is incident to at most k edges in the support of this fractional matching. In other

words, a feasible solution to the problem is a flow value 0 ≤ fe ≤ we assigned

to each edge e ∈ E such that at each node v we satisfy the capacity constraint∑
e∈δ(v) fe ≤ 1, ∀v ∈ V , and the cardinality constraint, which restricts the num-

ber of edges with positive support, |{e ∈ δ(v) : fe > 0}| ≤ k, ∀v ∈ V , and the

objective is to find a feasible matching which maximizes
∑

e fe. We shall refer to

this as the k-sparse flow matching problem (k-SFM). We can note that the con-

straint set is an intersection of a fractional b-matching constraint and a maximum

weight flow constraint and thus generalizes both of these problems.

We let OPT k denote the value of the optimal solution to this instance, and let

{fOPTke }e∈E denote the optimal solution. Note that for a given graph and edge-

weights, the optimum value, as a function of k is non-decreasing in k. For brevity,

we will drop the subscript k when it is clear from the context.

For a feasible solution {fe}e∈E, we will denote the total fractional weight at a

node v as bv =
∑

e∈δ(v) fe.

Likewise, we define bOPTv for the total fractional node weights in the optimum

solution.

For the distributed results in sections 3.6 and 3.7, we assume the standard
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synchronous CONGEST model, where the nodes in the graph are processors that

at each time step can transfer messages of size O(log n) to neighboring vertices,

and can perform local computation. We also assume that the nodes have unique

identifiers of O(log n) bits.

3.3.3 Prior Work

Maximum (weighted) matching and its cardinality-bounded variants (e.g., b-

matchings) are cornerstone problems in combinatorial optimization. These prob-

lems have been studied extensively, starting with the breakthrough work of Ed-

monds [31], who showed that the maximum weighted matchings can be computed

in polynomial time for general graphs. Indeed, maximum-weight b-matchings, be-

ing generalizations of both maximum cardinality matchings and maximum-weight

matchings, are considered to belong to a ”well-solved class of integer linear pro-

grams” [32] in the sense that they can all be solved in (strongly) polynomial time.

There are excellent surveys on matching theory by Lovász and Plummer [72], and

by Pulleyblank [73].

Matching algorithms have a wide range of real-world applications, including

matching children to schools [55, 29], donor organs to patients [13, 27], reviewers to

manuscripts [19, 58], in protein structure alignments [53], computer vision [11], to

name a few. Despite these problems admitting polynomial-time exact algorithms,

there has been a flurry of activity in developing approximation algorithms since

they are usually more scalable than their exact counterparts for (massive) real-

world graphs. The best sequential approximation algorithm for weighted matchings

is the (1− ε)-approximation algorithm based on the scaling approach designed by

Duan and Pettie [30] and runs in O(m
ε

log 1
ε
), where m is the number of edges in
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the graph.

In contrast to the centralized setting, where maximum cardinality and weighted

b-matching problems belong to the class of ”well-solved” combinatorial problems,

designing distributed algorithms for matching problems is far more complex. For

instance, even the most natural 1
2
-approximate centralized greedy algorithm which

repeatedly adds the heaviest remaining edge to the current matching has no

straightforward counterpart in the distributed setting. The classical result here

is that of Israeli and Itai [46], who provide an elegant randomized distributed algo-

rithm for computing a 1
2
-approximate maximum (cardinality) matching in a graph

in O(log n) time. This result was the best known (from a worst-case complexity

point of view) until the improvement by Lotker et al. [59] where they give a ran-

domized (1 − ε)-approximation algorithm that runs in O(log n/ε3) rounds. For

the case of weighted matchings, Lotker et al. [60] provide a randomized (1
4
− ε)-

approximation using O(log n) time, and explain how to get (1
2
− ε)-approximate

maximum weighted matching using O(log2 n) rounds. This was improved upon by

Lotker, Patt-Shamir, and Pettie in [59], where the authors provide a randomized

(1
2
− ε)-approximation algorithm that runs in O(log 1

ε
log n) rounds. There have

since been improvements for special cases of bounded degree graphs [33].

When considering the problem of computing an approximate maximum

weighted b-matching, one of the first constant factor approximation algorithms

was from Panconesi et al. [68], who provide a randomized 1
6+ε

-approximation algo-

rithm that requires O( log3 n
ε3

log2 wmax
wmin

) rounds. Around the same time, independent

work by Koufogiannakis and Young [52] provides a randomized 1
2
-approximation

requiring O(log n) rounds for the case of maximum weighted b-matchings, which

runs in expectation and with high probability, and thus meeting the best known
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results for the case of weighted matchings.

The results mentioned above all require randomization, and while the land-

scape for deterministic distributed graph algorithms is in general bleaker, it is

worthwhile to consider the parallel improvements in deterministic algorithms for

the matching problems we discuss. One of the first results comes from Linial [57]

who provides a poly log n-round deterministic algorithms for maximum cardinality

matchings. When considering weights, Panconesi and Sozio [68] provide a primal-

dual distributed 1
6+ε

-approximation algorithm for weighted matchings, which takes

O( log4 n
ε

log wmax
wmin

) rounds, where wmax and wmin are the maximum and minimum

weight of any edge in the graph, respectively. This was recently improved by

Fischer [35] using linear programming(LP) rounding methods, with their deter-

ministic distributed algorithm for computing a 1
2+ε

-approximation of a maximum

weighted b-matching in O(log2 ∆ log 1
ε
) rounds, where ∆ is the maximum degree

of a vertex in the graph.

3.4 Strong NP-hardness of the k-sparse flow matching

problem

In this section, we prove that the k-SFM problem is strongly NP-hard through

a reduction from Numerical 3-dimensional matching, a strongly NP-hard decision

problem.

An instance of Numerical 3-dimensional matching (N3DM) consists of 3 sets of

positive integers, A = {a1, . . . , an}, B = {b1, . . . , bn}, and C = {c1, . . . , cn}, such
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that
n∑
i=1

ai + bi + ci = nD.

The objective is to determine if there exist permutations σ, π : [n] 7→ [n] such

that

aσ(i) + bπ(i) + c(i) = D, ∀i ∈ [n].

Given such an instance of N3DM, we construct the following instance of the

k-sparse flow matching problem, consisting of the bipartite graph G = (L ∪R,E)

and k = 3.

The left partition L consists of 3n nodes, L = L1 ∪ L2 ∪ L3 with Li =

{ui1, . . . , uin}, i ∈ {1, 2, 3}. The right partition consists of the following 5n nodes,

R = A′ ∪ B′ ∪ C ′1 ∪ C ′2 ∪ C ′3, with A′ = {a1, . . . , an}, B′ = {b1, . . . , bn}, and

C ′i = {ci1, . . . , cin}, i ∈ {1, 2, 3}.

The edge set E consists of 3n + 6n2 edges, E = EA ∪ EB ∪ EC , where EA =

{(u, a)|a ∈ A′, u ∈ L}, EB = {(u, b)|b ∈ B′, u ∈ L}, and EC = {(uij, cij)|i ∈

{1, 2, 3}, j ∈ [n]}.

The edge weights are defined as follows - every edge of the form (u, ai) has

weight 2D+ai
15D

, every edge of the form (u, bi) has weight 4D+bi
15D

, and every edge of

the form (u, cij) has weight
8D+cj

15D
.

Now note that if the N3DM instance has a solution, i.e. permutations σ, π s.t.

n∑
i=1

aσ(i) + bπ(i) + ci = D, ∀i ∈ [n],

then we can construct a solution to the k-SFM instance of value 3n where every

vertex uij on the left is incident to the three edges (uij, aσ(j)), (uij, bπ(j)), and (uij, c
i
j).
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It is easy to note that the total weight incident to every vertex on the left is exactly

1, and that every vertex in A′ and B′ have degree 3 in the matching, but since the

weight of each incident edge to A′ and B′ is less than 1
3
, this leads to a feasible

k-SFM solution of value 3n.

Now suppose that the k-SFM instance has a solution of value 3n. Note that

the maximum value of any feasible solution is bounded by

OPT ≤ 3
n∑
i=1

2D + ai
15D

+ 3
n∑
i=1

4D + bi
15D

+ 3
n∑
i=1

8D + ci
15D

= 3

[
14nD

15D
+

1

15D

∑
i

(ai + bi + ci)

]

= 3n

where the inequality uses the fact that every node in C ′ has degree one and every

node in A′ ∪B′ can have degree at most 3 (due to the cardinality constraint).

Thus if the k-SFM instance has a solution of value 3n, then we can see that

every edge of the form (uij, c
i
j) is in the solution with its full weight, and every node

in A′ ∪B′ has exactly 3 outgoing edges, each of full weight. Since the nodes in C ′

are each incident to exactly one node in L, the remaining weight that every node in

L can have after matching the vertices in C ′ is strictly smaller than 7D
15D

, and thus

each can be matched to at most one edge with an endpoint in B′. Similarly, after

each vertex is matched with a vertex in B′, the remaining weight (and cardinality

constraint as well) at every node in L ensures that it can only be matched to at

most one node in A′. The corresponding matchings in L1, L2, and L3 each leads

to a feasible solution to the N3DM instance.

Thus we can see that the given N3DM instance has a solution if and only if the
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constructed k-SFM problem has a solution of size 3n. Include picture

3.5 A centralized approximation algorithm

Since the k-SFM problem is strongly NP-hard, we explore approximate solu-

tions. In this section, we provide a centralized greedy 1
2
-approximation algorithm

to the k-sparse flow-matching (k-SFM) problem. The algorithm and its analysis

demonstrates the power of an adaptive greedy approach that, at each step of the

algorithm, makes a myopic augmentation to the solution based on centrally coordi-

nated information. Of course, although this finds near-optimal solutions, its design

suggests a significant impediment to a distributed solution; in Section 3.6, we will

show that matchings, which in essence allow for a maximal set of “non-interfering”

such augmentations, provide a mechanism that these potential impediments can

be overcome with only a slight degradation in the quality of the solution obtained.

The algorithm runs for m rounds, processing one edge in each round; the basic

idea of the algorithm is to maintain, for each edge e ∈ E, a residual weight that

reflects an updated upper bound on the fraction that can be feasibly assigned to e,

and in each round, we consider an edge of maximum residual weight, and add that

edge (fractionally) provided that it does not violate either endpoints’ cardinality

or weight constraints. Note that the residual edge weight of each edge is monotone

non-increasing: the residual weight of an edge not considered in earlier rounds is

modified to be the smaller of its input weight and the maximum weight it can be

assigned in a feasible solution that augments the current solution.

More specifically, suppose we are in round r, and the edge set considered previ-

ously is F (r), of cardinality r−1, and the current fractional solution is {f (r)
e }e∈F (r) .
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We define the current total fractional weight at each node,

b(r)
v =

∑
e∈(δ(v)∩F (r))

f (r)
e .

Starting with all residual edge weights equal to their actual weights, w
(0)
e = we,

we now consider the residual weight of an edge e = (u, v) 6∈ F (r) in round r,

w
(r)
e = min{w(r−1)

e , 1− b(r)
u , 1− b(r)

v }.

We then choose the edge with the largest residual edge weight in this round and

continue. In Algorithm 4 below, we give a more formal description of our greedy

algorithm.

Algorithm 4: Greedy algorithm

w
(0)
e = we, ∀e ∈ E;

F = ∅; // set of edges already considered

b
(0)
v = 0, ∀v ∈ V ; // current total weight at each node

k
(0)
v = 0, ∀v ∈ V ; // current cardinality at each node

for r = 1 to m do

(u(r), v(r)) = arg mine 6∈F w
(r−1)
e ;

e(r) := (u(r), v(r));

fe(r) = min{1− b(r−1)

u(r)
, 1− b(r−1)

v(r)
};

if k
(r−1)

u(r)
< k and k

(r−1)

v(r)
< k and fe(r) > 0 then

k
(r)
v = k

(r−1)
v + 1,∀v ∈ {u(r), v(r)};

b
(r)
v = b

(r−1)
v + fe(r) ,∀v ∈ {u(r), v(r)};

k
(r)
v , b

(r)
v = k

(r−1)
v , b

(r−1)
v , ∀v = V \ {u(r), v(r)};

else

k
(r)
v = k

(r−1)
v ,∀v;

b
(r)
v = b

(r−1)
v ,∀v;

end

F ← F ∪ {e(r)};
w

(r)
e = min{w(r−1)

e , 1− b(r)
u , 1− b(r)

v },∀e = (u, v) 6∈ F ;

end

We now prove that the greedy algorithm described produces a feasible fractional

matching of value at least half as large as that of the optimal solution.

77



Theorem 4. Let ALG be the value of the solution produced by the greedy algorithm

described in Algorithm 4. Then ALG ≥ 1
2
OPT .

Throughout this analysis, fix one optimal solution and let FOPT = {e ∈ E :

fOPTe > 0} be the set of edges with strictly positive support in this optimal solution.

The value of the optimal solution is thus

OPT =
∑

e∈FOPT

fOPTe =
1

2

∑
v∈V

bOPTv

Similarly, we define FALG to be the set of edges with strictly positive support in

the solution returned by the greedy algorithm.

We will account for the total weight
∑

v b
OPT
v by noting that each edge e =

(u, v) ∈ FOPT contributes fOPTe twice to this summation, once at the vertex u and

once at the vertex v. We will keep track of this by considering edge-vertex pairs,

whereby each edge e = (u, v) has two edge-vertex pairs associated with it; in this

case, (e, u) (which contributes to bOPTu ) and (e, v) (which contributes to bOPTv ).

Let L be the list of all edge-vertex pairs corresponding to the edges in FOPT .

Thus we can see that OPT = 1
2

∑
v b

OPT
v = 1

2

∑
(e,v)∈L f

OPT
e .

We will define four disjoint sets that will consist of edge-vertex pairs from L

and help in the analysis.

1. Let S , {v ∈ V | bALGv ≥ bOPTv } be the set of vertices for which the total

fractional weight in the solution returned by the greedy algorithm is at least

the total fractional weight in the optimum solution. For each node v ∈ S,

consider each edge e = (u, v) ∈ δ(v) ∩ FOPT . In the optimum solution, this

edge contributes fOPTe to both endpoints of e, u and v. We will use the

fractional weight of the edges incident at v in the greedy solution to account
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for the edge-vertex pairs, (e, u) and (e, v). Add (e, v) to the set A, and remove

both (e, u) and (e, v) from the list L.

2. For each edge-vertex pair (e, v) ∈ L such that fALGe ≥ fOPTe , we can account

for the fractional weight fOPTe using the corresponding weight in the greedy

solution. Letting u denote the other endpoint of the edge e, we add both

(e, u) and (e, v) to the set B, and remove them from the list L.

Consider any edge-vertex pair (e, v) with e = (u, v) that remains in L at

this point. Since (1) did not remove this pair, we can conclude that both

bALGu < bOPTu ≤ 1 and bALGv < bOPTv ≤ 1.

Furthermore, since (2) did not delete (e, v), we can conclude that fALGe <

fOPTe ≤ we. But when the edge e was processed by Algorithm ??, why didn’t

we set fALGe to be a larger value than its current value? It must be the case,

therefore, that making fALGe positive would violate the cardinality constraint

at u, v, or both.

Let S2 , {v ∈ V : |δ(v)∩FALG| = k} be the set of vertices that have k edges

incident to it with positive support in the greedy solution.

For each vertex v ∈ S2, let EOPT
v , δ(v) ∩ FOPT be the set of edges with

positive support in the optimum solution incident to the vertex. Note that

|EOPT
v | ≤ k, v ∈ S2. Similarly, we define EALG

v , δ(v) ∩ FALG, v ∈ S2 and

note that |EALG
v | = k, v ∈ S2.

Now for each vertex v ∈ S2, we will pair every edge e ∈ EOPT
v with an edge

in EALG
v , and let p : E × V 7→ E be the pairing function. Note that the

cardinalities of the sets EALG
v and EOPT

v , v ∈ S2 ensures that the function

is well defined. Of course, not all edges in FALG will be an image of some

pairing.
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3. As argued above, for each edge e such that (e, ·) ∈ L, at least one of its

endpoints is in the set S2. Each such remaining edge-vertex pair (e, u),

where u ∈ S2, has a pair p(e, u) ∈ EALG
u . Now if fALGp(e,u) ≥ fOPTe , we can

account for the fractional weight of e in the optimum solution using edges

incident to u in the greedy solution.

If the other endpoint v of this edge e = (u, v) does not belong to S2, then

we will account for that endpoint using the same accounting as for vertex u.

So in such a case, add (e, u) to the set C, and remove both (e, u) and (e, v)

from the list L. Otherwise, if v ∈ S2, we add (e, u) to the set C ′ and remove

(e, u) from the list L. (Note that (e, v) will also be processed and removed

in this step).

Now consider a remaining edge-vertex pair (e, v) ∈ L, where e = (u, v). We

now claim that at least one of u and v is not in S2. To see why, suppose

instead that both endpoints u and v belong to S2. Then both of the edges

p(e, u) and p(e, v) exist. Now consider the iteration in Algorithm ?? when

the edge p(e, v) was considered, say iteration r. If w
(r)
e < we, then either

max{bALGu , bALGv } = 1, and thus both (e, u) and (e, v) would have been deleted

from L in (1). Therefore, w
(r)
e = we. Now since, at iteration r, the edge e

was not chosen, we know that

we = w(r)
e ≤ w

(r)
p(e,v) ≤ wp(e,v),

and similarly

we = w(r)
e ≤ w

(r)
p(e,u) ≤ wp(e,u).

However, this would imply that both (e, u) and (e, v) would have been re-

moved from L in (3). This proves the claim.
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4. Consider a remaining edge-vertex pair (e, v) ∈ L where e = (u, v). (Note that

from the way we have removed entries from L so far, the edge-vertex pair

(e, u) is also necessarily in L at this stage). From the above discussion, we

know that exactly one of u and v is in the set S2. Without loss of generality,

let us assume that v ∈ S2, u 6∈ S2.

Now consider the iteration r in which the edge p(e, v) was considered (and

subsequently chosen) in Algorithm 4. Combining the facts that fALGp(e,v) =

w
(r)
p(e,v) and that w

(r)
e ≤ w

(r)
p(e,v), we can observe that

1− b(r)
u ≤ w(r)

e ≤ w
(r)
p(e,v) = fALGp(e,v). (3.1)

We will need to account for two copies of fOPTe , one for each endpoint, and

we will use the fractional weights at the node u to do so. We add (e, u) to

the set D and remove both (e, u) and (e, v) from L. n.b. the vertex in the

edge-vertex pair added to D is the endpoint not in S2.

At this point, the list L is empty. The 1
2
-approximation now follows by noting

that the definition of the various sets above ensures that for each set, the vertices

in that set pay for the weight of the edges OPT using at most twice the weight of

that node in ALG.

Having defined the sets, we are now ready to prove the theorem.

Proof of Theorem 4. We will bound the value of
∑

v b
OPT
v , noting that OPT =

1
2

∑
v b

OPT
v . Suppose we re-initialize L to be the set of all edge-vertex pairs for

edges in FOPT . Then,

∑
v∈V

bOPTv =
∑

(e,v)∈L

fOPTe .
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Now we can split up this summation based on the sets we have defined as

follows,

∑
(e,v)∈L

fOPTe =
∑

(e,v)∈A

2fOPTe +
∑

(e,v)∈B

fOPTe +
∑

(e,v)∈C

2fOPTe +
∑

(e,v)∈C′
fOPTe +

∑
(e,v)∈D

2fOPTe .

Note that when we added elements to the sets A,C, and D, we added one

edge-vertex pair and removed two from the list L, and thus we have a factor of 2

in the corresponding summations.

Considering the first term, we know that every for every (e, v) ∈ A, we have

v ∈ S. So we can instead sum over the vertices in S and obtain an upper bound

on this summation,

∑
(e,v)∈A

fOPTe ≤
∑
v∈S

∑
e∈δ(v)

fOPTe ≤
∑
v∈S

bOPTv ≤
∑
v∈S

bALGv .

For the remaining terms, we will further split them up based on whether the

vertex is in S2 or not - note that the edge-vertex pairs in D have no vertices in S2,

to get

∑
(e,v)∈L

fOPTe ≤ 2
∑
v∈S

bALGv +
∑

v∈S2\S

 ∑
e∈δ(v):
(e,v)∈B

fOPTe +
∑
e∈δ(v):
(e,v)∈C

2fOPTe +
∑
e∈δ(v):

(e,v)∈C′

fOPTe



+
∑

v∈V \(S∪S2)

 ∑
e∈δ(v):
(e,v)∈B

fOPTe +
∑
e∈δ(v):
(e,v)∈D

2fOPTe

 .

For an edge e = (u, v), we will use the notation e(u) = v and e(v) = u to

denote the other endpoint of an edge, given one of the endpoints.

From the definition of the sets B, C, and C ′, we can observe that
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∑
e∈δ(v):
(e,v)∈B

fOPTe +
∑
e∈δ(v):
(e,v)∈C

2fOPTe +
∑
e∈δ(v):

(e,v)∈C′

fOPTe ≤
∑
e∈δ(v):
(e,v)∈B

fALGe +
∑
e∈δ(v):
(e,v)∈C

2fALGp(e,v)+
∑
e∈δ(v):

(e,v)∈C′

fALGp(e,v).

We plug this is and add and subtract the term
∑

e∈δ(v):
(e,v)∈D

fALGp(e,e(v)) to the last

summation to get

∑
(e,v)∈L

fOPTe ≤ 2
∑
v∈S

bALGv +
∑

v∈S2\S

 ∑
e∈δ(v):
(e,v)∈B

fALGe +
∑
e∈δ(v):
(e,v)∈C

2fALGp(e,v) +
∑
e∈δ(v):

(e,v)∈C′

fALGp(e,v)



+
∑

v∈V \(S∪S2)

 ∑
e∈δ(v):
(e,v)∈B

fOPTe + 2

 ∑
e∈δ(v):
(e,v)∈D

fOPTe −
∑
e∈δ(v):
(e,v)∈D

fALGp(e,e(v)) +
∑
e∈δ(v):
(e,v)∈D

fALGp(e,e(v))


 .

Note that the extra term we added (and subtracted) consists of edges that

have exactly one endpoint in S2 and one endpoint outside S2, and so we move the

added term (while keeping the subtracted term in its place) to the summation over

vertices in S2 \ S.

∑
(e,v)∈L

fOPTe ≤ 2
∑
v∈S

bALGv

+
∑

v∈S2\S

 ∑
e∈δ(v):
(e,v)∈B

fALGe +
∑
e∈δ(v):
(e,v)∈C

2fALGp(e,v) +
∑
e∈δ(v):

(e,v)∈C′

fALGp(e,v) + 2
∑
e∈δ(v):

(e,e(v))∈D

fALGp(e,v)



+ 2
∑

v∈V \(S∪S2)

 ∑
e∈δ(v):
(e,v)∈B

fOPTe +
∑
e∈δ(v):
(e,v)∈D

fOPTe −
∑
e∈δ(v):
(e,v)∈D

fALGp(e,e(v))

 . (∗)

Now noting that the edges incident to a vertex v ∈ S2 \ S from different sets

B,C,C ′, and D are disjoint (from how we defined the pairing function p), we get
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that

∑
e∈δ(v):
(e,v)∈B

fALGe +
∑
e∈δ(v):
(e,v)∈C

2fALGp(e,v) +
∑
e∈δ(v):

(e,v)∈C′

fALGp(e,v) + 2
∑
e∈δ(v):

(e,e(v))∈D

fALGp(e,v) ≤ 2
∑
e∈δ(v)

fALGe .

Similarly, for a vertex v ∈ V \ (S ∪ S2), we have

∑
e∈δ(v):
(e,v)∈B

fOPTe +
∑
e∈δ(v):
(e,v)∈D

fOPTe ≤
∑
e∈δ(v)

fOPTe ≤ 1,

where the last inequality follows from the feasibility of the optimum solution.

Substituting into our expression (*), we obtain

∑
(e,v)∈L

fOPTe ≤ 2
∑
v∈S

bALGv + 2
∑

v∈S2\S

∑
e∈δ(v)

fALGe + 2
∑

v∈V \(S∪S2)

1−
∑
e∈δ(v):
(e,v)∈D

fALGp(e,e(v))

 .

Now we use equation (3.1) to simplify the last summation and obtain

OPT =
1

2

∑
v∈V

bOPTv =
1

2

∑
(e,v)∈L

fOPTe ≤
∑
v∈S

bALGv +
∑

v∈S2\S

bALGv +
∑

v∈V \(S∪S2)

bALGv

≤
∑
v∈V

bALGv = 2 · ALG,

3.6 A distributed 1
4-approximation algorithm

In this section, we extend the ideas developed in the centralized greedy algorithm

to design a distributed algorithm for the problem. Recall that the centralized

algorithm runs for m rounds, where in each round we select the edge with the

highest residual weight. To reduce the number of rounds, we will select a larger
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number of edges in every round, and then modify the edge weights as before in

between each round. More specifically, the algorithm runs for k rounds, where

in each round we use a (known) distributed algorithm to compute a near-optimal

maximum-weight matching. In between each round, we adjust the weights as in the

centralized section, and this ensures that the resulting solution does not violate the

capacity constraint. Furthermore, since each node is a part of at most k matchings,

it is easy to see that the cardinality constraints also hold.

A precise description of our distributed algorithm is described below in Algo-

rithm 5.

Algorithm 5: Distributed Algorithm

w
(0)
e = we, ∀e ∈ E;

F = ∅; // set of edges already considered

b
(0)
v = 0,∀v ∈ V ; // cumulative total fractional weight at each

node

fALGe = 0,∀e ∈ E;

for r = 1 to k do

Compute a δ-approximate maximum-weight matching, MALG
r ;

F ← F ∪MALG
r ;

b
(i)
v ← b

(r−1)
v +

∑
e∈MALG

r ∩δ(v) w
(r−1)
e ;

w
(r)
e ← min{w(r−1)

e , 1− b(r)
u , 1− b(r)

v },∀e = (u, v) 6∈ F ;

fALGe ← w
(r)
e , ∀e ∈MALG

r ;

end

Now we analyze the value of our solution, M =
⋃
MALG

i , when compared to

the value of the optimal solution, OPT .

Theorem 5. Let ALG be the value of the solution returned by Algorithm 5 when
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using a δ-approximate maximum-weight matching subroutine, and OPT the value

of the optimal solution for the same instance. Then ALG ≥
(
2 + 1

δ

)−1 ·OPT .

As in the previous section, we shall compare
∑

v b
ALG
v to

∑
v b

OPT
v , and place

the edges in OPT in different sets based on their properties.

We let FOPT = {e ∈ E : fOPTe > 0} be the set of edges in the optimal solution

with positive support and FALG = {e ∈ E : fALGe > 0} be the set of edges in the

solution returned by Algorithm 5 with positive support.

To account for the cost of the optimal solution, we initialize L with all of the

edges in the optimal solution with positive support (and so L , FOPT ), so that we

have OPT =
∑

e∈L f
OPT
e .

We will define three disjoint sets which will form a partition of the edges in L.

1. First consider each edge e ∈ L that is incident to a vertex v ∈ V such that

bALGv = 1. We will account for this edge using the total fractional weight of

edges incident to the vertex v in FALG. Add the edge e to the set A and

remove it from L. Define the set VA , {v : bALGv = 1}.

2. Consider the remaining edges in L. We will now split them into sets based

on whether the edge is present in the solution returned by Algorithm 5.

Claim 2. For each remaining edge e ∈ L∩FALG, we have that fOPTe ≤ fALGe .

Proof. Suppose not, and thus fALGe < fOPTe ≤ we.

It is easy to observe from the algorithm that if an edge e = (u, v) with a

residual weight w
(r)
e < we is chosen in round r, then max{bALGu , bALGv } = 1.

Noting that the fractional weight of an edge chosen in round r equals its
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residual weight in that round, we can see that any edge e = (u, v) ∈ L∩FALG

such that fALGe < we implies e ∈ A, and thus would have been removed from

L in (1), which is the desired contradiction.

Thus we see that we can account for edges in L ∩ FALG using the fractional

weight of the same edge in our solution. We add the edges in L ∩ FALG to

the set B and remove them from L.

3. Consider the bipartite graph with edge set consisting of the edges remain-

ing in L. By the feasibility of FOPT , this is a bipartite graph of maximum

degree at most k, and hence can be edge-colored with k colors; that is, we

can partition the remaining edges in L into a set of at most k matchings,

MOPT
1 , . . . ,MOPT

k . For an i ∈ [k], consider the matchings MALG
i and MOPT

i .

The removal of edges in (2) implies that the edges in MOPT
i are not in FALG,

and thus are present in round i when the matching MALG
i was selected. The

idea now is to use the fact that in round i we augment the solution with a

δ-approximate maximum-weight matching, which accounts for the fractional

weight (in the optimal solution) of the edges in MOPT
i . The important point

to note, however, is that the approximate maximum-weight matching is com-

puted with respect to the residual weights of the edges in MOPT
i , and thus

using this idea, we can only account for
∑

e∈MOPT
i

w
(i)
e . To account for the

remaining fractional weight of max{0, fOPTe − w(i)
e } for an edge e ∈ MOPT

i ,

note that for an edge e = (u, v) such that w
(i)
e < fOPTe ≤ we, the fact that

the residual weight of this edge is strictly smaller than its weight implies that

max{b(i)
u , b

(i)
v } = 1− w(i)

e .

We assume, without loss of generality that b
(i)
v ≥ b

(i)
u , and so

bALGv ≥ b(i)
v = 1− w(i)

e . (3.2)
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We will pair up this edge e with the vertex v using the pairing function

p : FOPT 7→ V so that p(e) = v. Let C be the remaining edges in L, and

hence FOPT = A ∪B ∪ C.

Furthermore, we define the set VC , {v ∈ C : ∃e s.t. p(e) = v} to be the

image set of the pairing function p. Note that VC ∩ VA = ∅, from (1).

This partition of the set of edges into the three sets A, B, and C allows us to

prove the theorem. The proof is similar to the one for the centralized algorithm,

and involves accounting for the weight of the edges in the optimal solution with

the weight of the edges in each set.

Proof of Theorem 5. We start by rewriting the cost of the optimal solution in terms

of the sets we have defined,

OPT =
∑

e∈FOPT

fOPTe =
∑
e∈A

fOPTe +
∑
e∈B

fOPTe +
∑
e∈C

fOPTe .

Knowing that each edge in A is incident to a node v ∈ VA, we can rewrite the

first term by summing over the nodes in VA.∑
e∈A

fOPTe ≤
∑
v∈VA

∑
e∈δ(v)∩A

fOPTe ≤
∑
v∈VA

1 =
∑
v∈VA

bALGv (3.3)

where the last inequality follows from the feasibility of the optimal solution.

The claim implied by the definition of the set B immediately results in the

inequality ∑
e∈B

fOPTe ≤
∑
e∈B

fALGe . (3.4)

Now considering the edges in C, we can note that∑
e∈C

fOPTe ≤
∑
i∈[k]

∑
e∈MOPT

i

w(i)
e +

∑
i∈[k]

∑
e∈MOPT

i

max{0, fOPTe − w(i)
e }.
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For the first term, we use the fact that we compute a δ-approximate maximum

matching in each round i, i ∈ [k], and for the second term, we note that each of

the edges is paired with a vertex, and we can instead sum over the vertices in the

image set of the pairing function p.

For ease of notation, we will let E1 be the set of edges where the max in the

last term is strictly positive (and thus we only need to sum over edges in E1), and

let E2 be the set of edges in B that are incident to a vertex in VC .∑
e∈C

fOPTe ≤ 1

δ

∑
i∈[k]

∑
e∈MALG

i

fALGe +
∑
v∈VC

∑
e∈δ(v)∩E1:
p(e)=v,

∃i:e∈MOPT
i

(
fOPTe − w(i)

e

)

≤ 1

δ
· ALG+

∑
v∈VC

( ∑
e∈δ(v)\E2

fOPTe −
∑

e∈δ(v)∩E1:
p(e)=v,

∃i:e∈MOPT
i

w(i)
e

)

≤ 1

δ
· ALG+

∑
v∈VC

(
1−

∑
e∈δ(v)∩E1:
p(e)=v,

∃i:e∈MOPT
i

w(i)
e

)
−
∑
e∈E2

fOPTe ,

where the final inequality follows from the feasibility of the optimal solution.

Now note that for a vertex v ∈ VC , the set {e : p(e) = v} is non-empty (from

the definition of the image set VC), and for each edge e in this set, we know from

equation (3.2) that 1− w(i)
e ≤ bALGv , where i is such that e ∈MOPT

i . Let ev be an

arbitrary edge such that p(e) = v, and let iv be such that ev ∈ MOPT
iv . Then we

can see that (
1−

∑
e∈δ(v):
p(e)=v,

∃i:e∈MOPT
i

w(i)
e

)
≤ (1− w(iv)

ev ) ≤ bALGv .

Using this, we can see that∑
e∈C

fOPTe ≤ 1

δ
· ALG+

∑
v∈VC

bALGv −
∑
e∈E2

fOPTe . (3.5)
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We can now combine equations (3.3), (3.4), and (3.5) to obtain

OPT =
∑

e∈FOPT

fOPTe ≤
∑
v∈VA

bALGv +
∑

e∈B\E2

fALGe +
1

δ
· ALG+

∑
v∈V

bALGv .

Now note that the sets VA and VC are disjoint and that no edge in B\E2 is incident

to a node in VA ∪ VC . Thus,

∑
v∈VA

bALGv +
∑

e∈B\E2

fALGe +
∑
v∈V

bALGv ≤
∑
v∈V

bALGv = 2 · ALG,

which implies our result, OPT ≤ (2 + 1
δ
) · ALG.

We can combine the theorem with the result from Koufogiannakis and

Young [52] on a distributed 1
2
-approximate solution for the maximum-weight

matching that runs in O(log n) rounds in expectation and with high probabil-

ity, and with the result from Fisher [35] on the 1
2+ε

-approximate maximum-weight

matching that runs in O(log2 ∆ log 1
ε
) rounds, to get the following approximation

guarantees for Algorithm 5.

Corollary 1. There is a randomized distributed 1
4
-approximate solution that runs

in O(k log n) rounds both in expectation and with high probability.

Corollary 2. There is a deterministic distributed 1
4+ε

-approximate solution that

runs in O(k log2 ∆ log 1
ε
) rounds.

3.7 A O(log n log k)-round distributed algorithm

In this section, we present a Ω(1)-approximate distributed algorithm for k-SFM

that runs in O(log k log n) rounds. Our approach is to prove that we incur only a

90



constant-factor loss in the approximation when considering a more discrete version

of the problem. In the “all-or-nothing” variant of the problem, the flow fe on an

edge e has to belong to the set {0, w(e)}. In other words, a feasible solution consists

of a set of edges in the graph such that the cardinality constraints are satisfied at

every node and the sum of weights of the edges in the solution incident at a node

is at most 1. Thus, solving the all-or-nothing variant yields us an approximation

algorithm to the k-SFM problem as well.

Our current understanding of the problem makes it easier to solve the all-or-

nothing variant, primarily due to the following observation where we consider two

special instances: if the weights of all the edges in the graph are at most 1
k
, then

the sparsity constraint dominates the weight constraint at a node, and conversely,

if the weights of all the edges in the graph are at least 1
k
, then the weight constraint

dominates the cardinality constraint. Thus in these special cases, we can consider

the simpler problems that deal with only one constraint. We can leverage this

observation by constructing two sub-instances by partitioning the set of input

edges into “heavy”-weight and “light”-weight edges. Of course, for this split to

be useful we need three things - distributed algorithms for each sub-instance, a

method to combine the solutions from the sub-instances, and a bound on the

approximation-factor loss in considering the all-or-nothing variant.

We will now exhibit each of these parts, to prove the following main result.

Theorem 6. There is a randomized distributed Ω(1)-approximate algorithm to

the k-SFM that runs in O(log k log n) rounds both in expectation and with high

probability.

We will begin by analyzing the loss in considering the all-or-nothing variant.
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Lemma 6. Let G = (L ∪ R,E), (we)e∈E, and k be an input instance to the k-

SFM problem. Let OPT be the value of the optimal solution to this instance, and

let OPTaon be the value of the optimal solution to this instance for the all-or-nothing

variant. Then OPTaon ≥ 1
6
OPT.

The proof of this lemma consists of comparing, node-by-node, the node-weights

due to incident edges in the solutions OPT and OPTaon. The difficult case is when a

node has a small incident weight in OPTaon and not in OPT. However if a node has

small incident weight, then it must have k edges incident to it, preventing it from

adding incident edges in OPT \ OPTaon. We can then create disjoint augmenting

paths with such edges and use the optimality of the solution OPTaon to bound the

weight of the edges in the current solution with the weight of the incident edges

in OPT \ OPTaon.

Proof. As before, we define bOPTaon

v to be the total weight incident on a node v in

OPTaon.

Our goal is to account for every edge in OPT (some of which might be taken

fractionally). Let S1 := {v ∈ V : bOPTaon

v ≥ 1
3
}. We can account for any edge

e = (u, v) ∈ OPT that is incident on a node in S1, by losing at most a factor 6

(since the total weight of the edges incident on that node in OPT is at most 1, and

the total weight incident on that node in OPTaon is at least 1
3
, and edges might be

counted twice, one for each endpoint).

Consider a remaining edge e = (u, v) in OPT to be accounted for - from the

above step, both endpoints of the edge e cannot be in the set S1. We can now

argue for why the edge e is not included in OPTaon - it either leads to a weight

violation or a cardinality violation (or both).
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First consider the case where adding this edge leads to a weight violation, say

at endpoint u. This implies that bOPTaon

u + we > 1, and thus

we > 1− bOPTaon

u >
2

3
.

But if this is true, then dropping all the edges incident to u and v in OPTaon and

adding the edge e instead leads to a strictly better solution to the all-or-nothing

case, which is a contradiction to the optimality of OPTaon, and therefore this case

cannot arise.

Therefore the edge e can only be part of a cardinality violation (if added),

and in this scenario, we can create disjoint augmenting paths of length 2 (if only

one endpoint is k-tight in OPTaon) or of length 3 (if both endpoints are k-tight in

OPTaon). The augmenting paths imply that the weight of the edge e is bounded

by the sum of the weights of the edges in the augmenting path and in OPTaon.

Adding this over all the remaining edges implies that the cost of these edges e is

at most twice the cost of the edges in OPTaon incident on vertices not in S2, which

proves our claim.

Next, we consider a distributed approximation algorithm for an instance con-

sisting only of heavy-weight edges.

Consider the graph G = (L ∪ R,E), edge weights w : E 7→ R and the non-

negative integer k, where the edge weights are all at least 1
k
. Note that in this case,

we only need to ensure that a feasible solution F satisfies the weight constraint at

a node, since this ensures the cardinality constraint is also satisfied,

|{e ∈ δ(v) ∩ F}| = k
∑

e∈δ(v)∩F

1

k
≤ k

∑
e∈δ(v)∩F

we ≤ k.

We partition the set of edges into different weight classes, C1,C2, . . . ,CR, where
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Cr = {e ∈ E : 1
(1+ε)r

< we ≤ 1
(1+ε)r−1}. We can observe that the number of weight

classes is R = log k
log(1+ε)

. We define modified weights for every edge, which consist of

rounding up the weights to the upper limit of the weight class to which it belongs,

i.e., for an edge e that belongs to the weight class r, we let the modified weight be

w′e = 1
(1+ε)r−1 .

From the definition of the weight classes, it is easy to see that for every edge,

w′e ≤ (1 + ε)we.

We run the following distributed algorithm for R rounds, where in each round

we run a distributed maximum cardinality algorithm.

Algorithm 6: Distributed algorithm for heavy-weight edges

c
(1)
v = 1, ∀v ∈ V ; // dynamic total weight at each node

F = ∅;

for r = 1 to R do

b
(r)
v := bc(r)

v (1 + ε)r−1c;

Solve the max-cardinality b-matching instance on G(r) = (L ∪R,Cr),

with cardinality constraints {b(r)
v }{v∈V }, to obtain the solution F (r);

F ← F ∪ F (r);

c
(r+1)
v = c

(r)
v −

∑
e∈F (r)∩δ(v) we;

end

Lemma 7. On an all-or-nothing instance consisting only of heavy-weight edges

and optimal value OPT, the algorithm 6, when using a δ-approximate maximum-

cardinality b-matching subroutine that runs in λ rounds, returns a set of edges F

such that

w(F ) ≥ δ

3 + 2ε
· w(OPT)

and runs in at most λ log k
log(1+ε)

rounds.
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The main idea of the proof of this lemma is that we are considering a greedy

algorithm, where we select a maximal set of edges of a weight class, in decreasing

order of weight. This is similar to the constant-factor greedy approximation algo-

rithm for the maximum weight matching problem, but where we have to deal with

a b-matching and selecting multiple edges at every round.

Proof. The bound on the total number of rounds is immediate from the bound on

the matching subroutine used within Algorithm 6.

Consider the optimal solution OPT. We divide the set of edges in this solution

into R groups based on the weight class the edge falls into, so that

w(OPT) = w(OPT(1)) + · · ·+ w(OPT(R)).

Now consider a round r, and let M (r) be the opt solution to the b-matching

instance at that round, so that |F (r)| ≥ δM (r).

Let OPT
(r)
1 = OPT(r) ∩M (r) and OPT

(r)
2 = OPT(r) \ OPT(r)

1 . We can then see

that we can bound the weight of the edges in the first set,

w(OPT
(r)
1 ) ≤ w′(M (r)) ≤ 1

δ
w′(F (r)).

Now consider an edge e = (u, v) ∈ OPT
(r)
2 . From the fact that it is not included

in M (r), we can see that at least one of the endpoints, say u, is b(r)-tight, i.e.,

|M (r) ∩ δ(u)| = b
(r)
u . We assign edge e to the vertex u. We do a similar assignment

for all the edges in OPT
(r)
2 .

Consider a node u and the set of edges assigned to it, Eu. Let e be the edge

assigned to u in the latest round (and so e belongs to the smallest-weight weight-

class among the edges in Eu), and let r be the index of the corresponding weight-
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class. Now since the b(r) values were chosen so that adding one more violates the

weight constraint, we can see that

w([F (1) ∪ · · · ∪ F (r−1) ∪M (r)] ∩ δ(u)) ≥ 1− w′e ≥ 1− 1

(1 + ε)r−1
..

We can also observe that since we add edges in decreasing order of weight

classes, the fact that the optimal solution to the b-matching at that round could

not add an edge that is in the optimum solution implies that the node has at least

one edge incident to it from a higher weight class, and therefore

w([F (1) ∪ · · · ∪ F (r−1)] ∩ δ(u)) ≥ 1

(1 + ε)r−2
.

Combining both, we can see that

w(F ∩ δ(u)) ≥ δ · w([F (1) ∪ · · · ∪ F (r−1) ∪M (r)] ∩ δ(u))

≥ δ ·max{1− 1

(1 + ε)r−1
,

1

(1 + ε)r−2
}

≥ δ · 1 + ε

2 + ε
,

and therefore,

w(OPT
(r)
2 ) =

∑
u∈V

∑
e∈Eu

we

≤ 1

δ
· 2 + ε

1 + ε
·
∑
u∈V

w′(F (r) ∩ δ(u))

≤ 1

δ
· 2 + ε

1 + ε
· w′(F (r)).

We can sum over all the rounds to get,

w(OPT) =
∑
r∈[R]

w(OPT(r)) (3.6)

≤ 1

δ
· 3 + 2ε

1 + ε

∑
r∈[R]

w′(F (r)) (3.7)

≤ 1

δ
· (3 + 2ε) · w(F ), (3.8)
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and therefore the weight of the solution we obtain is bounded by

w(F ) ≥ δ

3 + 2ε
· w(OPT).

We now consider the (simpler) case of an instance consisting only of light-weight

edges.

Lemma 8. Given an input instance for the all-or-nothing variant consisting only

of light edges and a δ-approximate maximum-weight b-matching subroutine that

runs in λ rounds, we can construct, in λ rounds, a δ-approximate solution to this

instance.

Proof. Consider the sub-instance of the all-or-nothing flow-matching problem, con-

sisting of the graph G = (L∪R,E), edge weights w : E 7→ R and the non-negative

integer k, where the edge weights are all at most 1
k
. Note that in this case, we only

need to ensure that a feasible solution F satisfies the cardinality constraint at a

node, since this ensures the weight constraint is also satisfied,

∑
e∈δ(v)∩F

we ≤
∑

e∈δ(v)∩F

1

k
=

1

k
|{δ(v) ∩ F}| ≤ 1.

The bound on the number of rounds and the approximation guarantee is thus an

immediate consequence of using the provided subroutine for the maximum-weight

b-matching problem.

The final piece of the puzzle is in combining the two solutions we have obtained

so far - one consisting of the heavy-weight edges and the other consisting of the

light-weight edges.
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The following lemma provides the means to handle the situation where we have

the edge sets FH and FL, where we >
1
k

for all e ∈ FH and we ≤ 1
k

for all e ∈ FL.

Lemma 9. Given disjoint edge sets FH , FL ⊆ E, where we >
1
k

for all e ∈ FH and

we ≤ 1
k

for all e ∈ FL, we can construct an edge set F in a constant number of

rounds, such that w(F ) ≥ 1
2

max{w(FL), w(FH)}.

Proof. We use the following algorithm - we start with the heavy-weight solution

FH , and each node u selects a maximal set of edges from the light-weight solution

incident on that node, Eu ⊆ FL(u) that it can add without violating either the

cardinality or the weight constraint at that node. We then only keep the edges

from FL that both endpoints would like, i.e, the final solution we consider is

F = FH ∪ {e = (u, v) ∈ FL : e ∈ Eu and e ∈ Ev} := FH ∪ F ′L.

It is immediate that w(F ) ≥ w(FH) and so we only have to see how w(F )

compares to w(FL).

Consider a node u. We will bound the weight of the edges not chosen by that

node, FL(u) \Eu by the weight of the heavy edges at that node, FH(u). To prove

this, consider an edge e ∈ FL(u) \ Eu. Since the node u selects a maximal set of

edges from FL, the reason e is not selected is because it either violates a cardinality

constraint or a weight constraint. First, suppose it violates a cardinality constraint

(note that if at least one edge in FL(u) \Eu violates a cardinality constraint, then

all the edges in that set do). We can then pair up every edge in FL(u) \ Eu with

an edge in FH(u), and since the edges in the heavy-weight set have a larger weight

than the edges in FL, the claim follows. On the other hand, suppose that every

edge in FL(u) \ Eu was part of a weight constraint violation.
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Since FL is a feasible solution, we know that w(FL(u) \ Eu) + w(Eu) ≤ 1, and

maximality of the chosen edges implies that w(FH(u)) + w(Eu) + we > 1, which

together imply that

w(FL(u) \ Eu) ≤ w(FH(u)) + w(e) ≤ 2w(FH(u)).

Now we can bound the total weight of the light-weight edges as

w(FL) = w(F ′L) +
⋃
u∈V

w(FL(u) \ Eu)

≤ w(F ′L) +
⋃
u∈V

2w(FH(u))

≤ 2w(F ′L ∪ FH) = 2w(F ).

Therefore, we need only a constant number of rounds to arrive at the com-

bined solution, and we can bound the value of the final set of edges as w(F ) ≥

max{1
2
w(FL), w(FH)}.

We are now ready to prove the main theorem, restated here.

Theorem 6. There is a randomized distributed Ω(1)-approximate algorithm to

the k-SFM that runs in O(log k log n) rounds both in expectation and with high

probability.

Proof of Theorem 6. Note that we have not optimized for the constant in what

follows.

We can combine lemmas 7, 8, and 9, together with the 1
2
-approximate

maximum-weight b-matching algorithm from [52] that runs in O(log n) rounds

both in expectation and in high probability to obtain a 1
12+ε

-approximate solu-

tion to the all-or-nothing variant that runs in O(log n log k
log(1+ε)

) rounds. Combining
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this with lemma 6 gives us a 1
72+ε

-approximate solution to the k-SFM problem in

O(log n log k
log(1+ε)

) rounds.

3.8 Conclusion

This paper is motivated by bridging the gap between the classical problem of

packet scheduling in switch fabrics, and an increasingly important problem of flow

scheduling in datacenter networks. To model the latter, we introduced and studied

a new variant of the matching problem, that we refer to as k-sparse flow-matching

problem, in which a vertex in the graph has both a weight and a cardinality con-

straint associated with it. We present constant-factor approximation algorithms

for this problem in both the centralized and the distributed setting.

Our work opens up several avenues of future research. The most natural ques-

tion is to improve the approximation bound and/or the number of rounds needed to

achieve near-optimal solutions in the distributed setting. It is a priori conceivable

that, in distributed settings, it should be possible to achieve performance similar

to the best known upper bounds for the b-matching problem (which the k-SFM

problem generalizes). Furthermore, our current understanding of the analysis of

the faster distributed algorithm with O(log n log k) rounds doesn’t preclude results

with a smaller constant factor approximation.

Another intriguing question is to establish the computational complexity of

the k-sparse flow-matching problem. While efficient approximation algorithms

(centralized or distributed) are of interest from the scalability perspective, building

an understanding of the complexity of the k-SFM problem is also interesting— it

may lead to an improved understanding of the structural properties of the optimal
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solution, as well as to the design of improved distributed algorithms.
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CHAPTER 4

PAYMENT CHANNEL NETWORKS

4.1 Introduction

Cryptocurrencies have seen a steady increase in popularity and has seen steady

increase in its use. However, a significant impediment to their adoption in retail

and other large-scale applications has been the poor scalability associated with

processing transactions. As a comparison, the Bitcoin network processes around 7

transactions per second and Ethereum processes around 15 transactions per second.

On the other hand, the VISA network processes around 1700 transactions per

second, with a reported peak of 47,000 transaction per second on its network [83].

This massive difference in the transaction speed highlights the major hurdle posed

by the scalability issues. One of the main reasons for this poor scalability is

because of the underlying consensus protocols built into the cryptocurrenies - every

transaction has to go through full consensus to be confirmed and added, which

can take time anywhere from the order of minutes to several hours.

The use of payment channels is a proposed solution that has been gaining

traction to overcome this issue and still use the existing protocols with improved

cryptocurrency scalability. A payment channel is a cryptocurrency transaction

based on escrows, and consists of a predetermined amount of money dedicated on

the blockchain to be used for exchanges with a prespecified user. As an example,

consider two users, Alice and Bob, on the network and suppose that Alice sets up

a payment channel with Bob in which she escrows 20 tokens for the month. With

this established, Alice can now send tokens to Bob from this escrow account by

sending signed transactions from this account, which Bob can validate privately
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in a secure fashion, but importantly, without mediation on the blockchain. Note

that Alice can use this escrow account to send money only to Bob. When one of

the users, Alice or Bob, want to close this payment channel, they are able to do so

at any point in time by broadcasting the most recent signed message they have to

the blockchain, and this finalizes the cumulative transfer of funds and closes the

channel. The lack of reliance on the blockchain save at the time of opening and

closing the payment channels increases the processing speed of transactions and

thus addresses the scalability issue discussed.

While individual pairs of users on the network can form payment channels, the

importance of payment channels stems from its versatility in being able to create

a payment channel network (PCNs) from the use of several payment channels.

In a PCN, users who do not share a direct payment channel between them can

still transfer funds purely on the channel by routing their transactions through

intermediaries, albeit for a convenience fee. This thus allows PCNs to accomplish

fast and secure transactions between its users, without requiring consensus on the

blockchain for every single transaction. The study and use of PCNs has gained

significant attention in recent years, with several blockchains looking to use PCNs

to address and improve the scalability of the network without having to overhaul

the underlying consensus protocol. For instance, Bitcoin uses the Lightning Net-

work [48] and Ethereum has deployed Raiden [1].

To ensure that PCNs can become economically viable, it is crucial that the

network can support a high transaction throughput. This is necessary both to

improve scalability and to offset the opportunity cost for the intermediate nodes of

escrowing funds in payment channels, often with multiple nodes (users/routers).

Increased throughput is also crucial for increasing end-user adoption of the service.
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Since an end-to-end transaction in a PCN is successful only if all the payment chan-

nels used in the routing path have sufficient funds to support this transaction, the

problem of routing the transaction through the network becomes very important.

The existing payment channel routing protocols are supported on recurring

payment demands and the primary reasons they suffer from poor throughput are

two-fold - Attempting to route transactions atomically as they arrive leads to

suboptimal solutions since larger transactions fail completely if there is no path

between the source and destination. Second, they do not attempt to maintain

a balance between payment channels, whereby the rate of transactions is higher

across one direction than the other. This is especially harmful in the settings

considered in these works, where there are recurrent payments, and such imbalance

leads to an eventual depletion of funds in the channel in one direction, and thus

halts the transactions. Sivaraman et al. [81] present Spider, a routing solution that

packetizes transactions and uses a multi-path transport protocol to achieve high-

throughput in PCNs, and thus overcome these obstacles. However, the setting

considered is again one where pairs of nodes have a non-zero rate of transactions

between them.

In this chapter, we consider the case of PCNs with a discrete set of demand

pairs,

In this chapter, we consider Payment Channel Networks with a discrete set of k

demands (si, ti, di) for i = 1, ..., k where the ith demand consists of user si having

a demand of di tokens to user ti. We make the following contributions:

1. We define and make a distinction between two cases in the discrete setting.

In the transferable demands setting, we assume that all the demands are the
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same ‘commodity’, and this has two effects. First, this allows a cancellation

of demands across an edge to only have a net flow in a single direction for each

edge. For example, demands (u, v, 10) and (v, u, 11) simplifies to the demand

(v, u, 1). Second, this allows us to satisfy the demand of one user with the

tokens of another user. In contrast, in the non-transferable demands setting,

we treat the input as a ‘multi-commodity‘ input, where for each of the k

demand pairs, the destination ti can accept di tokens only from the source

si. We study these two cases separately due to their differing properties and

also show similarities.

2. In the transferable demands setting, we consider the problem of feasibility,

which questions if a given set of starting escrows can support the finite set of

demands given. We provide a solution to this problem, using flow-techniques.

The techniques used also allow us to extend our results to the case of opti-

mization, which involves the problem of routing as well.

3. We then show that there is a separation between the transferable and non-

transferable cases. Note that this is immediate by considering connectivity -

the non-transferability of demands necessitates connectivity between si and

ti for each i ∈ [k], whereas this is not a necessary condition for the trans-

ferable case. However, we show a stronger separation by constructing an

example where the transferable setting can route all the demands, but the

non-transferable setting cannot. However, here, the impediment is not due

to connectivity reasons, but rather the inherent differences in the settings.

4. We then provide a contrasting note to the previous result, and show scenarios

where the transferable and non-transferable settings are similar. We prove

that when the demand pairs form a laminar family, a solution to the non-

transferable setting exists if and only if a solution to the transferable setting

105



exists, under mild connectivity assumptions.

5. Finally, we consider the case of admission control and optimization - given

a set of demands to be routed, the problem is to find the maximal set of

demands that can be feasibly satisfied. We prove that this problem is NP-

hard in the transferable setting and that it is strongly NP-hard in the all-or-

nothing version of the non-transferable setting.

4.2 Background

Payment Channel Networks depend crucially on bidirectional payment channels,

where both ends of the channel have an escrow account with the channel. Such

a bidirectional payment channel allows the sender, say Alice, to send her tokens

to the other end of the channel, the receiver Bob, and also for Bob to send his

tokens to Alice. The channel is started between Alice and Bob when they jointly

create a transaction that escrows money into the channel for a fixed duration of

time, with each user putting in their own amounts of money. For instance, suppose

Alice and Bob have opened a payment channel between them, with Alice putting

in 4 tokens in the channel and Bob puts in 2 tokens in the channel. Now if Bob

wants to transfer one token to Alice, this can be done by utilizing the escrows, and

Bob sends a cryptographically-signed message to Alice stating that he approves

the new balance of 1 token to him and 5 tokens to Alice. So far, this message is

local and has not been committed to the blockchain, and Alice only hold onto it.

At a later time, if Alice wants to send 3 tokens to Bob, she too sends a signed

message to Bob stating that she approves the new balance, which Bob hold on

to. These transactions happen back-and-forth between the two parties until the

channel is closed, at which point they publish the latest message they have to
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the blockchain, asserting the channel balance. In addition, these channels do not

require trust between the parties, since an attempt by one user to cheat at and

publish an earlier (signed) balance leads to the cheating user losing all their money

to the other user.

A payment channel network is a collection of these bidirectional payment chan-

nels between users. If in the network Alice wants to send tokens to Charlie, who

she does not have a payment channel with, she finds a path to Charlie that can

support the volume of tokens to be sent. For instance, to send 2 tokens to Charlie,

she can first send two tokens to Bob, who then sends two tokens to Charlie. To

incentivize Bob to participate in the routing as an intermediary, he receives a nom-

inal routing fee. Trust is again not needed, since all the transactions are behind a

cryptographic hash lock which ensures validity only after Charlie knows a private

key that is generated by Alice. Then, when Alice is ready to pay, she can give that

key to Charlie out-of-band. All intermediaries are incentivized to relay the private

key upstream from the receiver to sender since that needs to happen for them to

get paid.

4.3 Modeling

In this section, we define the Payment Channel Network (PCN) setting and the

problems considered formally, and define the notations used.

Consider a payment graph G = (V,E), where the nodes represent users and the

edges represent the payment channels between the users. Every edge e = {u, v}1

1Since we deal with both undirected and directed edges, we use the notation {u, v} to denote
an undirected edge e between the nodes u and v, and (u, v) to denote the directed edge e directed
from node u to node v.
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has an initial escrow amount from the two endpoints u and v, denoted ce(u) and

ce(v), respectively. These escrow amounts serve as a capacity on the transfer of

funds through the edges and changes as a function of time.

When a payment of δ is made from node u to node v, assuming that c{u,v}(u) ≥

δ, the escrow amounts are changed between the two nodes as

c{u,v}(u)← c{u,v}(u)− δ

c{u,v}(v)← c{u,v}(v) + δ

The payments as described above are allowed on the links as long as the all the

capacities (escrows) are non-negative.

A set of payment requests (si, ti, di), i ∈ [k] are provided, where the uth request

consists of a demand of di units of money to be routed from source si to the sink

ti. A route of δ units of money along a path P from si to ti follows the payment

mechanics described above on every edge in the path P , with feasibility requiring

that the final escrows after this transfer is non-negative. In other words, a path

is feasible for the transfer if the forward capacities of every edge in the path is at

least δ.

We assume that the transfers are instantaneous, and that all the transfers last

for a unit amount of time, leading to a non-standard flow model where each flow

in the edge-capacitated graph is short-lived and changes the state of the system

after it terminates. We will observe a connection between these short-lived flows

and traditional flows in the next section.
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4.4 Transferable Demands

In this section, we consider the transferable demands setting, i.e., the ‘single com-

modity’ assumption - that the money from different sources is indistinguishable.

This allows us to simplify a given instance and allow certain cancellations of bal-

ances to be transferred. For instance, this assumption allows us to simplify the

demands (u, v, 10) and (v, u, 11) to being a single demand (v, u, 1). Not only is

this useful at the demand level, but also at an edge-level where if routing certain

demands involves flow of money across both directions of an edge, we allow sim-

plifying that to a net flow in one direction. In addition, this allows us to satisfy

demands of one demand recipient with the tokens of another demand sender.

From the given instance of the problem, consisting of a graph G, escrows

ce(u), ce(v), e ∈ E(G), and requests (si, ti, di), we construct a flow graph Gf with

the same nodeset and an arbitrary orientation of the edges of the graph G. The

capacity of a directed edge e = (u, v) is

ce = ce(u) + ce(v)

where e = {u, v} is the corresponding undirected edge.

We add a super source S and super sink T to this flow graph, with an edge

from S to every node v ∈ V and from every node v ∈ V to the super sink T . Let

Ĝf denote this graph. The capacity of an edge e = (S, u) from the super source to

a vertex u is

ce = max

 ∑
(u,v)∈δout(u)

c{u,v}(v)−
∑

(v,u)∈δin(u)

c{v,u}(u), 0

+
∑

(si,ti,di):si=u

di (4.1)
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and the capacity of an edge e = (u, T ) from a vertex v to the super sink T is

ce = max

 ∑
(u,v)∈δin(u)

c{u,v}(u)−
∑

(v,u)∈δout(u)

c{v,u}(v), 0

+
∑

(si,ti,di):ti=u

di (4.2)

Now we define a S − T flow f on the graph Ĝf as follows:

f(e) =



ce(v) e = (u, v) ∈ E

max
{∑

(u,v)∈δout(u) c{u,v}(v)−
∑

(v,u)∈δin(u) c{v,u}(u), 0
}

e = (S, u)

max
{∑

(u,v)∈δin(u) c{u,v}(u)−
∑

(v,u)∈δout(u) c{v,u}(v), 0
}

e = (u, T )

(4.3)

To see that this is indeed a valid flow, first note that for any internal edge (i.e.,

an edge e = (u, v) where u 6= S and v 6= T ),f(e) = ce(v) ≤ ce(u) + ce(v) = ce

and thus the flow is less than the capacity. Similarly, the flow on an edge from the

super source and flow on edges to the super sink also don’t violate the capacity

constraints, from eqns 4.1 and 4.2 respectively.

Similarly, it is easy to verify flow conservation for any vertex u ∈ V from the

definition of the flows.

Note that the residual graph for the flow we have defined consists of a forward

edge with capacity ce(u) and a backward edge with capacity ce(v) for every directed

internal edge e = (u, v).

Now suppose that we find an augmenting path for the flow we have defined,

which is an S − T path in the residual graph. Let the path be of the form S − s−

P − t − T , where s is the first node the path uses in the nodeset V and t is the
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last, and P is the intermediate path (which is possibly empty). For now we are

not considering the case where s = t, but will return to it soon.

If we augment the flow f by sending δ units of flow along this augmenting path,

we end up with a flow of value |f | + δ. Consider an edge (u, v) in the path P - if

it is a forward edge, the flow on that edge increases from ce(v) to ce(v) + δ, and

thus the new residual graph will contain a forward edge with capacity ce(u) − δ

and a backward edge of capacity ce(v) + δ. Similarly, if the edge was a backward

edge, the flow on the edge decreases from ce(v) to ce(v) − δ and the new residual

graph has a forward edge of value ce(u)+ δ and a backward edge of value ce(v)− δ.

Note that if we send δ units of money from node s to node t starting from initial

escrows of ce, then for any edge e = {u, v} in the path, if the transfer was from u

to v the resulting escrows are ce(u)− δ and ce(v) + δ, and if the transfer was from

v to u, then the resulting escrows are ce(u) + δ and ce(v)− δ.

Thus, we can see that the capacities of the edges (u, v) and (v, u) in the residual

graph tracks exactly the escrows of nodes u and v on the edge e = {u, v}! Further-

more, if an escrow amount ce(u) drops to 0, then the capacity of the corresponding

edge e = (u, v) in the residual graph is 0 and thus the edge will not be involved in

an S − T path, and thus feasibility is maintained.

Since at the end of the augmentation, we have a feasible S−T flow in the graph,

we can iterate this process and thus augmentations in the flow graph (starting with

the flow f defined) correspond to money transfers respecting the escrow mechanics

(i.e., ’short-lived’ flows in the payment graph). It is easy to see the converse, that

a short-lived flow corresponds to a S − T path in the residual graph (with current

escrows), i.e., an augmentation to the existing flow.
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Note that if a S − T path is of the form S − u − T for some vertex u, then

by the construction of the edge capacities, this implies that the source of some

demand, si coincides with the sink of another demand tj, i.e., u = si = tj, and this

is where we rely on the single commodity assumption, allowing us to perform local

bookkeeping and thus cancel out the demand and supply locally at the node u.

From the above discussion, we can see that testing feasibility is simple - a set

of demands can be satisfied in the payment graph iff there exists a flow of value

|f | +
∑

i∈[k] di in the flow graph, where we start with the flow f which is defined

through eqn 4.3.

4.4.1 Optimization

Given an instance of the problem that is feasible, i.e., all the payments can be com-

pleted, then under the ’single-commodity’ assumption, we can ensure all transac-

tions are made in one time step. The procedure to do this is as follows: we compute

the maximum flow fmax in the constructed flow network (including the super source

and super sink), which we know has value |f |+
∑

i di. Then we find the symmetric

difference between the max flow fmax and the starting flow f 2, where we define the

symmetric difference between two flows as

(f∆fmax)(e) := fmax(e)− f(e)

If f∆fmax(e) > 0 for an edge e = (u, v) then node u sends f∆fmax(e) units of

money to node v, and if f∆fmax(e) < 0 for an edge e = (u, v) then node v sends

−f∆fmax(e) units of money to node u. Note that since for an edge e = (u, v),

2Note that this symmetric difference is just the symmetric differences of all the augmentations
required to go from the starting flow f to the max flow fmax
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f(e) = ce(v) and 0 ≤ f(e) ≤ ce(u) + ce(v), we have that

−ce(v) ≤ fmax(e)− f(e) ≤ ce(u)

This implies that the operations described above are feasible with the escrows

provided.

4.5 Separation between transferable and non-transferable

demands

In this section, we will show that there is a separation between the settings where

the demands are transferable and where the demands are non-transferable, by way

of an example. More specifically, consider the example in figure 4.1.

There exists a solution to this instance in the transferable demands setting,

whereby we can send all the flows, in the following order:

1. (s3, t3)

2. (s4, t4)

3. (s1, t2)

4. (s′1, t
′
2)

5. (s2, t1)

6. (s′2, t
′
1)

It is easy to verify that the capacity constraints are not violated in this order-

ing. However, there exists no ordering of demands that can be satisfied in the
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1/1 1/1 1/1 1/1

s1 s1'

t1 t1'

s2 s2'

t2 t2'

s3

t4

s4

t3

Figure 4.1: Example to show separation between transferable and non-transferable
settings

Figure 4.2: Tree showing possible solutions to the non-transferable setting

non-transferable setting. The various paths are enumerated in the tree in figure

4.2. Note that for the start, we consider sending either the demand (s1, t1) or the

demand (s3, t3) as the other demands are identical to this setting under reflec-

tion/renaming. Every path on this tree leads to a point where no progress can be

made and all the flows have not been sent.

Indeed, what this shows is that the feasibility of a solution to the non-

transferable setting cannot be related both ways to the existence of a feasible

solution to the transferable setting.
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4.6 Laminar Demands

In this section we consider the case where the demand points on the given graph

constitute a laminar family. More specifically, we assume that the edge sets of the

underlying demands, taken in an undirected sense, form a laminar family.

As a reminder, a laminar family F is a set of sets with the property that for

two sets A,B ∈ F, if A ∩B 6= ∅, then A ∩B = A or A ∩B = B.

Note that we are assuming that the demand points all lie on a line.

Let the input instance be a path graph G = (V,A), where we let the set of

vertices be labelled 1, . . . , n, such that the set of arcs A = {(i, j) : |i − j| = 1}.

Each such arc a ∈ A also has a capacity ca. Note that as before, these are capacities

that will change with time so that for two nodes i and j, the sum of the capacities

of the arcs between these two nodes, c(i,j) + c(j,i) is constant.

On this graph, we have a set of unit-capacity demands, (si, ti), i ∈ [k], denoted

by the set D(I). We consider the setting where the edge sets of the demands (taken

in an undirected sense) form a laminar family L. Now since the graph is a path,

we can note that for a particular demand, either si < ti or si > ti, and we will call

them Left-to-Right demands and Right-to-Left demands, respectively.

Without loss of generality, we can assume that the outermost level, level 0, of

the laminar family L consists of a demand (s0 = 0, t0 = n). For each set Si in the

laminar family (which consists of a path between si and ti, and can equivalently

be associated with the demand (si, ti)), we let L(Si) be the sets contained within

the set Si in the laminar family L. More specifically,

L(Si) = {Sj | min{si, ti} < sj, tj < max{si, ti}} ∀i ∈ [k]
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We let Lc(i) be the set of immediate children of the set Si:

Lc(Si) = {Sj | Sj ∈ L(Si) and (6 ∃Sj′ ∈ L(Si) s.t. Sj ∈ L(Sj′))}

If there is potential for confusion, we will denote the set Si from the laminar

family in the instance I by Si(I).

We make the following assumption, that the capacities of each arc is at least 1

at the start:

ca ≥ 1 ∀a ∈ A (4.4)

Then the main lemma we prove is the following.

Lemma 10. Given an input instance G = (V,A) which satisfies assumption 4.4

and a set of unit demands which form a laminar family, there exists a solution to

routing all the demands in the non-transferable demands setting iff there exists a

solution to routing all the demands in the transferable demands setting.

Proof. The proof approach is through a backwards induction on the number of

levels in the input laminar family. We show that in each iteration, we can assign

part of the demands and provide sub-instances with fewer levels in the laminar

family each of which satisfy assumption 4.4.

The base cases are when the laminar family is empty, which vacuously satisfies

all the demands, and when there is exactly one level in laminar family, which by

our assumption is a demand from node 1 to node n (Note that we renumber the

nodes for each sub-instance to fit the assumptions made at the start of this section).

Since all the edges have capacity at least 1 from left-to-right, we can satisfy this

demand easily.
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Consider an arbitrary input instance I, where the number of levels l > 1.

We send the following demands. First we satisfy the demand (s0, t0) which is

a left-to-right demand. Then, for each child Si ∈ Lc(S0), we find the outermost

right-to-left demand set Srtl(i) ∈ L(Si) ∪ {Si} and satisfy these demand points.

From assumption 4.4 and the fact that the right-to-left demands we satisfy are all

edge-disjoint, it is clear that we can send these flows.

Now we create a number of sub-instances. Let Lc(S0) = {S1, . . . , Sp}. For

each Si, i ∈ [p], if the outermost right-to-left demand Srtl(i) ∈ L(Si), then the sub-

instance corresponding to this set Si has demands in {Si} ∪ L(Si) \ {Srtl(i)} (We

will not explicitly mention this, but we assume that all such sub-instances are on

the modified node and edge sets to satisfy the starting assumptions on the labeling

of the graph). If, however Srtl(i) 6∈ L(Si), then let Lc(Si) = {S ′1, . . . , S ′q(i)} - we will

have q(i) sub-instances, with demand sets L(S ′q′ ∪ {S ′q′}), q′ ∈ [q(i)].

In this way, we define R = p+
∑

Si:Srtl(i) 6∈L(Si)
(q(i)−1) sub-instances, I1, . . . , IR.

We first make the following claim about the size of the max flow in each sub-

instance.

Claim 3. Every sub-instance Ir has a flow of value at least |D(Ir)|.

Note that this claim is just paving the way for the inductive hypothesis that

every sub-instance also allows a feasible solution for the transferable demands case.

We will now show that assumption 4.4 holds for each sub-instance. Consider

a sub-instance Ir associated with the set Si(I) ∈ Lc(S0(I)). It is easy to see that

the edges in the set Srtl(i)(I) satisfy assumption 4.4, since they had exactly one

left-to-right flow, and one right-to-left flow, thereby the capacities of these edges
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in Ir are the same as in the instance I. Since this implies that we only need to

consider sub-instances associated with a set Si(I) such that Srtl(i) ∈ L(Si(I)), we

will assume Ir is such a sub-instance.

We can note that if there is a sink node t′ to the left of trtl(i), the corresponding

source node s′ is also to its left. This follows from the fact that the demands

form a laminar family, and that rtl(i) was the outermost right-to-left demand in

Si(I) ∪ L(Si(I)). Coupled with the fact that there are at least two source nodes,

viz., s0 and si that are to the left of trtl(i) such that t0 and ti are to its right, we

get the following inequality:

|{j | sj < trtl(i)}| − |{j | tj < trtl(i)}| ≥ 2 (4.5)

Looking now at a forward edge e = (a, b) where si ≤ a < b ≤ trtl(i) in the

instance I, since this instance has a flow of value at least k, the min cut at that

edge has value at least

|{j | sj ≤ a| − |{j | tj ≤ a| ≥ |{j | sj < trtl(i)}| − |{j | tj < trtl(i)}| ≥ 2

where the second inequality follows from eqn 4.5.

This now implies that after sending the left-to-right flow (s0, t0) in instance I,

the remaining capacity of this edge e is at least 1. A similar argument holds for

the forward edges between the nodes srtl(i) and ti.

Thus we have shown that assumption 4.4 holds for every sub-instance, and

together with Claim 3, we have a collection of sub-instances with fewer levels in

the laminar family, finishing our proof.
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s1 t2 t3 s4 t4 s3 s2 t1

Figure 4.3: Example to show a weaker assumption is not sufficient

4.6.1 Discussion

We consider the assumption 4.4 from the previous section, that at the start, every

link has escrow of at least one from both endpoint nodes. While it does seem

like that might be more stronger an assumption than what we need, it is not

immediately clear if that is indeed true. One weaker assumption to try is that the

outermost laminar family, which we’ve assumed consists of just one set, from left

to right, has a path, i.e., that every link has left-to-right capacity of at least one.

However, this does not suffice, as we see in the example in Figure 4.3.

Here, the laminar family consists of (s1, t1) at level-0, (s2, t2) at level-1, (s3, t3)

at level-2, and (s4, t4) at level-3. The links as provided satisfy the weaker assump-

tion that at the start, the outermost set is connected. Now however, note that

after satisfying the demand (s1, t1) and the outermost right-to-left demand (s2, t2),

the assumption is no longer true for the sub-instance, since now the outermost

demand, (s3, t3) has no path. However, this is not a consequence of there being no

solution in the transferable demands case, since there is a flow from s3 to t4 and

from s4 to t3.

Hence, although assumption 4.4 might be stronger than what is needed, it looks

like only requiring connectivity in one direction at the start is weaker than what

we need.
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4.7 Complexity of Admission Control

In this section, we consider the problem of admission control, where we have to

choose a subset of requests to satisfy, so as to maximize the number of completed

requests.

4.7.1 NP-hardness for transferable demands

We will now see that deciding if a given instance has a non-zero solution is NP-

hard. Consider the subset sum problem, where the input consists of a collection of

real integers a1, . . . , an and the objective is to find if some subset of numbers sum

to 0.

Now given an instance of SUBSET-SUM, we can construct a flow instance as

follows - consider a graph G with two nodes u and v and a single edge e = (u, v)

between them. Now every positive number ai is associated with a request (u, v, ai)

and every negative number aj is associated with a request (v, u,−aj). The capacity

of the connecting link is 0, and now it is easy to see that a subset of the numbers

{a1, . . . , an} sum to zero if and only if the constructed instance has a non-zero

solution.

4.7.2 Strong NP-hardness for non-transferable demands

We now prove that the problem of all-or-nothing admission control, where we seek

to maximize either the number, or total flow, of requests that can be satisfied is

strongly NP-hard, through a reduction from the numerical 3-dimensional matching
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problem.

The numerical version of the 3-dimensional matching (N3DM) problem is as

follows - given positive integers ai, bi, and ci, 1 ≤ i ≤ n such that
∑n

i=1 ai + bi +

ci = nk, the question is if there exists permutations π, σ : [n] 7→ [n] such that

ai + bπ(i) + cµ(i) = k for all i ∈ [n].

Given an instance of N3DM, we construct a payment channel network as follows

- the graph consists of n parallel edges, each from node u to node v. The escrow

on the each edge is 8k from u, and 0 from v. For each ai, we create a payment

request (u, v, k + ai), for each bi, we create a payment request (u, v, 2k + bi), and

for each ci, we create a payment request (u, v, 4k + ci).

If the N3DM instance has a solution, it is easy to see that all 3n payment

requests can be satisfied. On the other hand, if the N3DM instance does not

have a solution, then we claim that the maximum number of requests that can

be satisfied is strictly smaller than 3n. To see this, suppose otherwise that all

the 3n requests can be met. Then, it’s easy to note that the requests of the form

4k + ci have to all go on distinct edges, since the escrow on any particular edge

is not enough to handle more than one such request. Similarly, conditioned on

distributing the ci requests, each edge can satisfy at most one request of the form

2k + bi. The in-feasibility of the input instance for the N3DM problem implies

that for any permutations of b and c, there exists at least one index i such that

ai + bπ(i) + cµ(i) > k, which implies that having distributed the b and c requests,

there is at least one edge for whose remaining escrow is smaller than mini ai, and

thus all the requests cannot be satisfied.

Note that because all the sources were co-located, as were the sinks, this hard-
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ness result holds for both the transferable and the non-transferable settings, when

considering all-or-nothing requests.
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CHAPTER 5

CONCLUSION

For both scientists working at the cutting edge of research and consumers enjoying

everyday technology, efficient datacenter design is playing an increasingly larger

role in modern society. Given the diverse set of applications that deal with massive

amounts of data in datacenters, it is pertinent to design networks that are able

to scale well. In this dissertation, we explored several problems related to traffic

control that arises as a consequence of scaling.

In the first part of the dissertation, we explored how the distributed nature of

applications leads to a fundamental mismatch between the performance objectives

required by the applications and that offered by the network. Existing designs

for this problem suffered from complex per-flow rate allocation mechanisms. We

presented a network design to mitigate this problem that both had near-optimal

theoretical guarantees and outperformed the state of the art network designs. In

addition, the design was free of explicit per-flow rate allocation, and thus overcame

the practical challenges posed by earlier designs.

In the second part of the dissertation, we considered the problem raised by

the observation that modern datacenters bear a striking resemblance to switch

interconnect fabrics. This naturally leads to the algorithms for switch scheduling

being extended to the setting of flow scheduling in datacenters. However, existing

methods use heuristics that lead to solutions far from optimal. We introduce an

abstraction that captures the differences and similarities between switch scheduling

and flow scheduling. This abstraction allowed us to use switch scheduling mecha-

nisms could be used as a coordination mechanism alongside local greedy refinement

methods to produce both centralized and distributed algorithms for the setting of
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flow scheduling in datacenters.

In the last part of the thesis, we explored how scalability problems are not lim-

ited to datacenter networks, and considered networks of cryptographic payments.

While existing methods had considered the setting of recurring payments, we ini-

tiated the exploration of a discrete set of payments to be made, and considered

the complexity and algorithmic analysis of both the feasibility of payments that

could be supported, and the optimal way of supporting the demands.

The problem of building efficient datacenter networks that scale well is ex-

tremely challenging, and there are many fruitful directions to explore. Different

applications have differing needs, leading to a domain fraught with optimization

problems. As the data volumes associated with applications grows massively, it

becomes more important to continue exploring methods to better take advantage

of parallelism and distributed methods of computing. Much as applications figure

out how better to exploit parallelism, it is important to ensure that the network

design adapts to better serve the needs of these distributed applications. While

theoretical guarantees to the algorithmic approaches used are important to better

understand the structure of the problem and help improve it, it is just as impor-

tant, if not more, to make the designs practical. Sometimes this involves trading off

simplicity for performance, and these trade-offs are interesting in their own right.

Finally, the problems outlined in this dissertation are just the tip of the iceberg

in pushing the frontier in the theoretical understanding of efficient and scalable

network designs, and many interesting directions of research await.
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[72] Michael D Plummer and László Lovász. Matching theory. Elsevier, 1986.

[73] William R Pulleyblank. Matchings and extensions. Handbook of combina-
torics, 1:179–232, 1995.

[74] Zhen Qiu, Cliff Stein, and Yuan Zhong. Minimizing the total weighted com-
pletion time of coflows in datacenter networks. In Proceedings of the 27th
ACM on Symposium on Parallelism in Algorithms and Architectures, SPAA
2015, Portland, OR, USA, June 13-15, 2015, pages 294–303. ACM, 2015.

[75] Maurice Queyranne. Structure of a simple scheduling polyhedron. In Mathe-
matical Programming, 58(1): 263–285. Springer, 1993.

[76] Thomas A. Roemer. A note on the complexity of the concurrent open shop
problem. J. Sched., 9(4):389–396, 2006.

[77] Arjun Roy, Hongyi Zeng, Jasmeet Bagga, George Porter, and Alex C. Snoeren.
Inside the social network’s (datacenter) network. In Proceedings of the 2015
ACM Conference on Special Interest Group on Data Communication, SIG-
COMM 2015, London, United Kingdom, August 17-21, 2015, pages 123–137.
ACM, 2015.

[78] Sushant Sachdeva and Rishi Saket. Optimal inapproximability for scheduling
problems via structural hardness for hypergraph vertex cover. In Proceedings
of the 28th Conference on Computational Complexity, CCC 2013, K.lo Alto,
California, USA, 5-7 June, 2013, pages 219–229. IEEE Computer Society,
2013.

[79] Devavrat Shah, Paolo Giaccone, and Balaji Prabhakar. Efficient randomized
algorithms for input-queued switch scheduling. IEEE Micro, 22(1):10–18,
2002.

[80] Arjun Singh, Joon Ong, Amit Agarwal, Glen Anderson, Ashby Armistead,
Roy Bannon, Seb Boving, Gaurav Desai, Bob Felderman, Paulie Germano,
Anand Kanagala, Jeff Provost, Jason Simmons, Eiichi Tanda, Jim Wanderer,
Urs Hölzle, Stephen Stuart, and Amin Vahdat. Jupiter rising: A decade
of clos topologies and centralized control in google’s datacenter network. In
Proceedings of the 2015 ACM Conference on Special Interest Group on Data
Communication, SIGCOMM 2015, London, United Kingdom, August 17-21,
2015, pages 183–197. ACM, 2015.

133



[81] Vibhaalakshmi Sivaraman, Shaileshh Bojja Venkatakrishnan, Kathleen Ruan,
Parimarjan Negi, Lei Yang, Radhika Mittal, Giulia Fanti, and Mohammad
Alizadeh. High throughput cryptocurrency routing in payment channel net-
works. In 17th USENIX Symposium on Networked Systems Design and Imple-
mentation, NSDI 2020, Santa Clara, CA, USA, February 25-27, 2020, pages
777–796. USENIX Association, 2020.

[82] Robert Endre Tarjan. Data structures and network algorithms, volume 44 of
CBMS-NSF regional conference series in applied mathematics. SIAM, 1983.

[83] Manny Trillo. Stress Test Prepares VisaNet for the Most Wonderful
Time of the Year. http://www.visa.com/blogarchives/us/2013/10/10/

stress-test-prepares-visanet-for-the-most-wonderful-time-of-the-year/

index.html, 2013.

[84] Leslie G. Valiant and Gordon J. Brebner. Universal schemes for parallel com-
munication. In Proceedings of the 13th Annual ACM Symposium on Theory
of Computing, May 11-13, 1981, Milwaukee, Wisconsin, USA, pages 263–277.
ACM, 1981.

[85] Mirjam Wattenhofer and Roger Wattenhofer. Distributed weighted match-
ing. In Distributed Computing, 18th International Conference, DISC 2004,
Amsterdam, The Netherlands, October 4-7, 2004, Proceedings, volume 3274
of Lecture Notes in Computer Science, pages 335–348. Springer, 2004.

[86] Christo Wilson, Hitesh Ballani, Thomas Karagiannis, and Antony I. T. Row-
stron. Better never than late: meeting deadlines in datacenter networks.
In Proceedings of the ACM SIGCOMM 2011 Conference on Applications,
Technologies, Architectures, and Protocols for Computer Communications,
Toronto, ON, Canada, August 15-19, 2011, pages 50–61. ACM, 2011.

[87] L. A. Wolsey. Formulating single machine scheduling problems with prece-
dence constraints. In Economic Decision–Making: Games, Econometrics and
Optimisation, 473 - 484. North–Holland, 1990.

[88] Yuan Yu, Michael Isard, Dennis Fetterly, Mihai Budiu, Úlfar Erlingsson,
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