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One, if not the, major difficulty encountered in the theoretical study of many-body

quantum systems is the exponential growth of the Hilbert space with increasing

degrees of freedom. In strongly correlated systems, non-perturbative interaction

effects can exacerbate this difficulty by preventing the mapping of the theory to a

single-particle problem. A multitude of theoretical techniques have thus emerged

with the goal of understanding and predicting the exotic behavior of strongly cor-

related systems. Among them are Monte Carlo simulation and, more recently,

machine learning. In this dissertation, we use and develop Monte Carlo and ma-

chine learning methods with the aim of learning new physics in strongly correlated

systems.

In the first part we apply machine learning to data obtained from simulations

of strongly correlated systems. The identification of phases and characterization

of their universal properties is a ubiquitous aspect of research in condensed matter

physics. One can view phase identification as a classification problem in which one

uses some function to map data to a phase label. However, complications such

as competing interactions, disorder, and topological order, can render commonly

used functions such as local order parameters ineffective. Here, we use a supervised

machine learning model to represent the function that maps data to a phase label.

In particular we study the phase diagram of a disordered fractional quantum Hall

system with competing interactions. In addition to this phase classification prob-



lem, we also consider the question of whether a given quantum many-body wave

function could even be the ground state of some local Hamiltonian. To this end we

introduce Entanglement Clustering, which uses unsupervised machine learning to

study unconverged, noisy Monte Carlo swap operator samples from wave functions.

In the second part we apply machine learning to data obtained from exper-

iments. One can view many experimental techniques as forward processes that

take some experimental probe, let it interact with a sample, and produce an out-

put dataset. The goal of the analysis of the output dataset is often to recover

some information about the interaction of the probe with the sample such as an

order parameter type or electrostatic potential. One way to do this is to attempt

to find an inverse function that maps the dataset back to the desired information.

Traditional solutions to such “inverse problems” often rely on the existence of a

forward model. However, motivated by cases where there is no invertable and/or

efficient forward model, we try instead to represent the inverse function as an ML

model. With this guiding philosophy, we have been able to gain new insights into

complex materials using data from resonant ultrasound spectroscopy experiments.

In the third part, we approach the melting of generalized Wigner crystals by

considering the strong coupling limit of a transition metal dichalcogenide (TMD)

moiré system at varying densities using Monte Carlo simulations with a new cluster

update algorithm. We are motivated by recent experiments in a narrow-band

TMD heterobilayer moiré system that found signatures of incompressible charge

ordered states at fractional fillings of the moiré lattice that one can understand

as generalized Wigner crystals. We predict the generalized Wigner crystal at 1/3

filling to melt into the compressible hexagonal domain wall state upon increasing

filling. Moreover, we find two distinct stripe solid states at fillings 2/5 and 1/2 to

be each preceded by distinct types of nematic states.
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3.2 Traditional extraction of symmetry information from elas-
tic moduli. (a) The tetragonal crystal structure of URu2Si2 and
its five irreducible representations of strain, along with the associ-
ated moduli. Each resonance shown in Fig. 1a can be decomposed
into this basis set of strains, modulated in phase at long wave-
lengths throughout the crystal. c23 characterizes the direct cou-
pling between the two A1g strains. (b) Compressional (A1g, shown
in orange) and (c) shear (B1g, B2g, and Eg, shown in blue) elastic
moduli, with dashed guides to the eye showing the temperature
dependence extrapolated from below and above THO. The absolute
values (in GPa) of the moduli at ∼20 K were determined to be
(c11+c12)/2 = 218.0, c33 = 307.4 , c23 = 112.8, (c11−c12)/2 = 65.2,
c66 = 140.6 and c44 = 101.8. (d) The magnitude of the jumps at
THO with their experimental uncertainties. A large jump occurs in
(c11+c12)/2 at THO, along with a small jump in c23. The shear mod-
uli, on the other hand, show only a change in slope at THO—this
constrains the OP of the HO state to transform as a one-component
representation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
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ing data. Values for elastic moduli and dimensions are chosen
randomly from a range that bounds our experimental uncertain-
ties. One-component OPs give jumps only in A1g moduli, whereas
two-component OPs also give jumps in B1g and B2g moduli. Sep-
arate output files are generated corresponding to one-component
and two-component OPs, each containing n jumps, where n is the
number of frequencies whose temperature evolution could be exper-
imentally measured. We use scaled RUS frequency shifts ∆fj/fj as
input to the ANN. The neurons in the hidden layer have weights wij

and biases bi. Each output neuron corresponds to one of the two
OP dimensionalities under consideration, i.e. one-component and
two-component. The output value of each neuron is the network’s
judgment on the likelihood of that OP dimensionality. . . . . . . . 72
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3.4 Results of the ANN analysis for two samples of URu2Si2.
Upper blue curves show the averaged, sorted, simulated frequency
shift (“jump”) data plotted against its index in the sorted list for a
two-component OP for (a) sample S1 and (b) sample S2. The data
are normalized to range from 0 to 1. Lower, red curves shows the
same for a one-component OP. Grey dots show experimental data
for critical temperature assignment (a) THO = 17.26 K and (b) THO

= 17.505 K, which visually aligns more closely with the average one-
component simulated data than the two-component simulations.
Insets: percent confidence of the one-component output neuron for
various assignments of THO averaged over 10 trained networks. A
maximum confidence of (a) 83.2% occurs for THO = 17.26 K and
(b) 89.7% for THO = 17.505 K. Sample S2 has a higher value of THO

due to its lower impurity concentration, as verified independently
by the resistivity. Photo credits: Sayak Ghosh, Cornell University. 73
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4.1 Electronic states in TMD moiré systems. (a) The red and
blue dots show the sites of two honeycomb lattices whose lattice
constants differ by 5%. These lattices are layered at zero twist an-
gle, resulting in an emergent triangular moiré lattice with a unit cell
indicated by the black lines. In the case of TMD heterobilayers, the
moiré lattice has point group C3. (b) Top: optical anisotropy as a
function of moiré lattice filling, reproduced from ref. [77]. Bottom:
charge order patterns at 1/3−, 2/5−, and 1/2− filling as deter-
mined by Monte Carlo, reproduced from ref. [190]. (c) Here we
show the moiré unit cell with occupied lattice sites represented by
blue dots, and the bond connecting nearest neighbor pairs colored
according to its orientation. On a lattice with C3 symmetry, there
are two distinct types of nematic states. Type-I nematics (left)
have a nematic director oriented along a single majority bond ori-
entation at θ ∈ {0, π/3, 2π/3} and have ⟨cos(6θ)⟩ = 1. Type-II
nematics (right) have a nematic director oriented perpendicular to
a single minority bond orientation at θ ∈ {π/6, π/2, 5π/6} and
have ⟨cos(6θ)⟩ = −1. (d) The critical temperature as a function of
moiré lattice filling as determined by Monte Carlo. At 1/3−, 2/5−,
and 1/2− filling we find the same charge ordered states as in (b).
Between 2/5−filling and 1/2−filling we find a type-I nematic state
defined by short-range domains of the 1/2-filled charge stripe state.
Above 1/3-filling, we find an isotropic state defined by hexagonal
domains of the 1/3 generalized Wigner crystal, which eventually
gives way to a type-II nematic state defined by fragmented domains
of the 2/5-filled columnar dimer crystal. For details of the Tc and
error bar determination, see the discussions of the corresponding
phases below. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
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4.2 Isotropic States. (a) Generalized Wigner crystal at ν = 1/3
particles per moiré site for an ℓ = 12 system obtained by Monte
Carlo. The system is isotropic and thus the orientation of the
nematic director, θ, is undefined. (b) The Monte Carlo average of
the structure factor at ν = 1/3. The structure factor exhibits peaks
at the reciprocal lattice vectors of the ν = 1/3 generalized Wigner
crystal. (c) Monte Carlo equilibrated state at ν = 0.36 showing the
isotropic hexagonal Wigner crystal domain state. Nearest neighbor
bonds are shown and color-coded according to their orientation.
Domain walls (marked with black lines) between the three registries
of the generalized Wigner crystal state meet at 2π/3 angles, forming
hexagonal domains. (d) The Monte Carlo average of the structure
factor at ν = 0.36, showing the short-range correlated nature of the
hexagonal Wigner crystal domain state in the broadened peaks as
compared to (b). (e) The Monte Carlo average of the reciprocal

standard deviation W of a Gaussian fit to the peak at G⃗wc
2 at ν =

1/3 and ν = 0.36. It plateaus below Tc and illustrates the smaller
correlation length at ν = 0.36 compared to at ν = 1/3. . . . . . . 101

4.3 Charge stripe and type-I nematic states. (a) The Monte Carlo
charge stripe state at ν = 1/2 shown for nematic director orienta-
tion θ = 0. We annotate nearest neighbor bonds and color them
according to their orientation. The red arrows indicate the charge
stripe lattice vectors. (b) The Monte Carlo average of the struc-
ture factor at ν = 1/2, averaged over configurations with director
orientation θ = 0. The red arrows indicate peaks at the reciprocal
lattice vectors of the charge stripe state. (c) Monte Carlo equili-
brated state at ν = 0.48 showing short-ranged stripe nematic state
for nematic director orientation θ = 0. We again annotate nearest-
neighbor bonds. Pieces of the charge stripe state are separated by
dislocations. (d) The Monte Carlo average of the structure factor,
at ν = 0.48, averaged over configurations with director orientation
θ = 0. The peak at (0, 2π/

√
3) splits into two peaks separated

by 2π/LN where LN is the average stripe domain length. (e) The
Monte Carlo average of the nematic order parameter correlation
function at ν = 1/2 and ν = 0.48. It jumps to a finite, constant
value at Tc. (f) ⟨cos(6θ)⟩ at ν = 1/2 and ν = 0.48, which goes to
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4.4 Columnar dimer crystal and type-II nematic states. (a)
The columnar dimer crystal state obtained from Monte Carlo sim-
ulations at ν = 0.4, shown with nematic director orientation θ = 0.
We annotate the nearest neighbor bonds and color them according
to orientation. The red arrows indicate the columnar dimer crystal
lattice vectors. (b) The Monte Carlo average of the structure factor
at ν = 2/5, averaged over configurations with director orientation
θ = 0. The red arrows indicate peaks at the reciprocal lattice vec-
tors of the columnar dimer crystal state. (c) The fragmented dimer
column state at ν = 0.38, shown with nematic director orientation
θ = π/6. (d) The Monte Carlo average of the structure factor at
ν = 0.38, averaged over configurations with director orientation
θ = π/6. Broad peaks at the reciprocal lattice vectors of the gener-
alized Wigner crystal state appear due to the short-range correlated
regions of generalized Wigner crystal between the dimer column
fragments. (e) The nematic order parameter correlation function
is finite and constant at low temperatures, showing that these are
nematic states. (f) ⟨cos(6θ)⟩ for ν = 2/5 and ν = 0.38. The
columnar dimer crystal has type-I nematicity as ⟨cos(6θ)⟩ = +1 at
low-T. The fragmented dimer column state is a type-II nematic as
⟨cos(6θ)⟩ = +1 at low-T. . . . . . . . . . . . . . . . . . . . . . . . 105

4.5 Wire Energies. Energy of isolated, continuous wires interacting
via eq. 4.2 with uniform line charge density λ as a function of wire
length L. We show results for parallel wires seperated by 5a/2
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√
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CHAPTER 1

INTRODUCTION

1.1 Overview

At its core, condensed matter physics is the study of emergent phenomena. That

is to say, the study of how a large number of microscopic degrees of freedom work

together to produce interesting macroscopic behavior. One of the most fundamen-

tal examples of an emergent phenomenon is a phase of matter such as solid, liquid,

and gas. Indeed, upon being handed a single molecule of water, one would be

unable to say with certainty whether it came from the air, one’s glass of water,

or the ice in that glass of water. A phase is instead a macroscopic property of its

many microscopic constituents. In the immortal words of Phil Anderson, ”more is

different” [6], and we as condensed matter physicists are interested in finding out

what exactly ”different” can mean.

Of course, it would be impossible to study emergent phenomena such as phases

by studying their microscopic constituents individually; there are simply too many

of them! To give some perspective, if one were able to measure the positions of

each water molecule in an eight ounce glass of water, recording the data in 32-bit

floating point numbers would require more than a trillion terabytes of storage.

More precisely, quantum many-body systems have a state-space that grows expo-

nentially with the number of microscopic degrees of freedom. Especially in cases

where strong interactions prevent a mapping to a single particle problem, studying

quantum many-body systems may seem hopeless. However, one way we can hope

to tackle this fundamental problem of scale is by starting with a microscopic model

of a system and simulating few enough microscopic degrees of freedom (e.g. crystal
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lattice sites or particles) that the problem is still tractable. An obvious difficulty

(which we will encounter later in this thesis) that one can encounter here is that the

amount of real time it takes for simulations to converge renders them intractable.

Another factor that impacts the success of this approach is the availability of a

function to map the state of the system to a meaningful quantity describing the

macroscopic behavior. For example, many phases can be identified by calculat-

ing an appropriate local order parameter. A paradigmatic example of this would

be calculating the magnetization in a simulation of the Ising model to diagnose

whether the system is in a paramagnetic or ferromagnetic phase. Alternatively,

we can turn to experimental measurements of observable quantities. Experimen-

tal data can present their own challenges in that one can not directly query the

microscopic degrees of freedom as one can in a simulation. Again, however, for

experimental measurements to be useful for describing a phase of the system (for

example) we need a function that maps the data to a phase label.

To summarize, using simulated and/or experimental data to describe an emer-

gent phenomenon of a many-body system requires a function that relates the data

to a descriptor of the phenomenon, such as a phase label. This may seem almost

tautological, but the reason to emphasize this point is because in the bulk of this

thesis we are primarily interested in examining cases where such a function is not

known a priori. Indeed in terms of phase identification, one may not know what

the order parameter is, or one may not exist at all as is the case for topologically

ordered states. In these instances we will use physical insights into the system to

choose appropriate data, and turn to machine learning (ML) to learn the desired

function from the data themselves.

Let us now give a heuristic understanding of how ML works. We assume the
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data are a set of vectors X = {x⃗i} ⊂ RD where D is the dimensionality of the

data space. The machine learning model is a function f : RD → Rd that maps

the data vectors to some d-dimensional output vector, where f is parameterized

by a set of real numbers Λ. The parameters Λ of the mapping are “learned” from

the data in the sense that they are found by minimizing a loss function L(Λ;X).

There are two classes of machine learning models that we will consider: supervised

and unsupervised. The distinction is in whether the loss function depends only on

the parameters of the model and the training data (unsupervised) or additionally

depends on input from the user (supervised). For our purposes this user input

takes the form of data labels at various training points in parameter space, i.e.

Ŷ = {ŷi} ⊂ Rd where the loss function is then such that the loss is lower when

|f(x⃗i)− ŷi| is as close to zero as possible for all i.

These general definitions are sufficient for us to get a sense of the contrast

between machine learning and the more “typical” modes of analysis outlined above.

Machine learning starts with data and a loss function (which for supervised learning

includes the output at the training points), and finds a model (e.g. trained neural

network) without needing to have any idea of one a priori. In the absence of a

known model, machine learning offers us hope by allowing us to develop a model

from the data.

1.2 Thesis Roadmap

In Chapter 2 we use machine learning to study noisy data from simulations of

strongly correlated systems. In section 2.1, we study a strongly interacting ν =

1/3 fractional quantum Hall (FQH) state in the presence of both a competing
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interaction and disorder. We use an ML approach, motivated by its ability to learn

information beyond simply local order parameters. By using the entanglement

spectrum and charge density as independent input, we find that a simple, feed-

forward neural network can learn to distinguish the FQH phase, a charge density

wave (CDW) phase, and a localized state. We show that our results benchmark

well against previous measures where available, and we extend the previous results

to the full two-dimensional disorder and interaction-strength phase diagram. Our

multi-faceted approach also reveals a new regime of so-called charge density wave

micro-emulsion which has droplets of CDW with CDW correlation length less than

the system size that nevertheless has the same entanglement structure as the CDW

phase. Our results demonstrate the ability of machine learning models to uncover

new physics in regions of phase diagrams inaccessible to conventional methods.

In addition to studying many-body wave functions obtained from a Hamilto-

nian, we are also interested in whether we could learn from wave functions without

needing a Hamiltonian at all. Indeed, many-body wave functions encode com-

plete information regarding the associated quantum state. Nevertheless, it is often

challenging to tease the information out of many-body wave functions due to the

extremely large dimensionality of the many-body quantum Hilbert space. Ground

states of local many body systems are known to be described by very special kinds

of wave functions that form a set of measure zero in the full Hilbert space. Thus

a most consequential property of a many body wave function is whether it can

represent the ground state of a local Hamiltonian, a property we dub ”ground-

stateability”. Exactly what makes ground-stateable wave functions “special” is

an open question, but we can draw some insight from the entanglement entropy.

In many cases, ground-stateable wave functions have entanglement entropy that

scales more slowly with subsystem size (i.e. that scales with a co-dimension one
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boundary of the subsystem, called area law) as compared to non-ground-stateable

states who often have volume law entanglement entropy that scales with a co-

dimension zero boundary. While this entanglement entropy scaling behavior does

not hold in all cases (e.g. gapless ground states), we are motivated by its frequent

success to also use entanglement as a starting point. In section 2.2, we intro-

duce an unsupervised machine learning technique to assess the ground-stateability

of many-body wave functions using their entanglement properties: Entanglement

Clustering (EntanCl), the core of which is the unsupervised manifold learning al-

gorithm called uniform manifold approximation and projection. We demonstrated

the effectiveness of EntanCl in separating out ground-state wave functions by ap-

plying the procedure to two prototypical examples: a one-dimensional free Fermion

model, and the two-dimensional toric code.

In chapter 3 we switch to using machine learning to study experimental data. In

section 3.1, we develop the first application of ML to analyze resonant ultrasound

spectroscopy (RUS) data. We use it to discover fundamental thermodynamic infor-

mation about the hidden order phase in URu2Si2 that would have otherwise been

impossible to access. Our ML method led to a new scientific result in the decisive

classification of the order parameter for the so-called “hidden order” transition

in URu2Si2 as having a single component. Correlated systems such as URu2Si2

show a rich variety of intertwined orders. Identifying broken symmetries experi-

mentally, however, is a formidable task. Our approach uniquely determined the

dimensionality of the order parameter in URu2Si2 as one-dimensional. The power

of our result was in its independence from any microscopic mechanism—it is based

purely on symmetry arguments and the ability of the neural network to classify

data as coming from an order parameter of a certain type of symmetry.
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Finally, in chapter 4 we use Monte Carlo to study the melting of generalized

Wigner crystals in transition metal dichalcogenide (TMD) heterobilayer moiré sys-

tems. Recent experiments in a narrow-band TMD heterobilayer moiré system

tuned the density and found signatures of incompressible charge ordered states

at fractional fillings of the moiré lattice that one can understand as generalized

Wigner crystals. Surprisingly, optical anisotropy experiments also find persistent

anisotropy in the compressible region. Motivated by these results, we are inter-

ested in understanding the temperature-density phase diagram of these materials.

Section 4.1 discusses our related preprint arXiv:2112.08624 (at time of writing, un-

der review at Nature Communications). We performed Monte Carlo simulations

of a TMD moiré system using a new cluster update method. In our simulations,

we are motivated by the narrow bandwidth in the experimental system to neglect

the kinetic energy. We also neglect spin-exchange interactions since, as opposed

to a density of one electron per site where strong on-site Coulomb repulsion sug-

gests that the low-energy physics is dominated by spin degrees of freedom, at the

relatively low densities we consider (between 1/3 and 1/2 particles per moiré site)

we expect the low-energy physics to be dominated by charge degrees of freedom

because spin-exchange interactions are orders of magnitude smaller than the elec-

trostatic repulsion [189]. We are further motivated to neglect spin due to the fact

that it would render our simulations impossible due to the Fermion sign problem.

With these omissions, we are able to do purely classical Monte Carlo simulations.

By calculating the Monte Carlo average of a nematic order parameter correlation

function and the structure factor, we predict the generalized Wigner crystal at 1/3

filling to melt into the compressible hexagonal domain wall state upon increasing

filling. Moreover, we find two distinct stripe solid states at fillings 2/5 and 1/2

to be each preceded by distinct types of nematic states. Our work demonstrates
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the capacity to explore intermediate melted phases of 2D density waves and the

richness of the phase diagram one can obtain with a classical model, even without

considering quantum effects.

7



CHAPTER 2

MACHINE LEARNING FOR SIMULATED DATA

2.1 Multi-faceted machine learning of competing orders in

disordered interacting systems

This section is adapted from a PRB paper with Yi Zhang, Zlatko Papić, and

Eun-Ah Kim [108].
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While the non-perturbative interaction effects in the fractional quantum Hall

regime can be readily simulated through exact diagonalization, it has been chal-

lenging to establish a suitable diagnostic that can label different phases in the

presence of competing interactions and disorder. Here we introduce a multi-faceted

framework using a simple artificial neural network (ANN) to detect defining fea-

tures of a fractional quantum Hall state, a charge density wave state and a localized

state using the entanglement spectra and charge density as independent input. We

consider the competing effects of a perturbing interaction (l = 1 pseudopotential

∆V1), a disorder potential W , and the Coulomb interaction to the system at filling

fraction ν = 1/3. Our phase diagram benchmarks well against previous estimates

of the phase boundary along the axes of our phase diagram where other measures

exist. Moreover, exploring the entire two-dimensional phase diagram for the first

time, we establish the robustness of the fractional quantum Hall state and map out

the charge density wave micro-emulsion phase wherein droplets of charge density

wave region appear before the charge density wave is completely disordered. Hence

we establish that the ANN can access and learn the defining traits of topological

as well as broken symmetry phases using multi-faceted inputs of entanglement

spectra and charge density.

2.1.1 Introduction

Using the fact that neural network based machine learning can effectively distill

relevant information and compactly represent a complex function, there have been

recent efforts to efficiently (i) obtain phase diagrams [18, 17, 197, 198, 183, 22,

23, 177, 12, 27, 28, 37, 100, 176, 126, 150, 185, 184, 195, 179] and (ii) represent

wave functions [21, 22, 25, 38, 37, 49, 72, 99, 123, 152, 175] of many-body quan-
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tum systems. Machine learning based phase detection is a particularly promising

direction for phases outside the traditional ”knowledge compression scheme” – the

local order parameter. Topological phases form a central class of such phases.

Though there has been recent progress in using machine learning for topological

phases [12, 37, 166, 195, 126, 198, 197, 196], these early efforts naturally centered

around benchmarking the neural network based approaches to the conventional

approaches on established problems by suppressing either disorder or interaction.

Here we turn to a strongly interacting two-dimensional electron gas (2DEG) in

the fractional quantum Hall regime. 2DEG hosts a rich phase diagram in which

topological order in various quantum Hall states competes against various forms of

spontaneously broken symmetries. All this can only be observed in clean samples,

which abundantly speaks to the key role of disorder. Such competition among

interaction driven correlated states and disorder driven localized states is a common

theme of all strongly correlated systems. Yet, 2DEG forms the simplest system

in which such competition can be studied experimentally, with the magnetic field

quenching the kinetic energy. Nevertheless theoretical study is challenging since the

traditional diagnostic of the fractional quantum Hall state requires translational

symmetry.

Previous works [157, 182, 102, 101] on the effect of disorder on the FQH effect

focused on establishing a measure that can assess the robustness of the topological

order. This was already a challenging task because most measures of topological

order are naturally suited to uniform systems with translation invariance. The

resulting measures of the total Chern number[157, 182] and the slope of the en-

tanglement entropy as a function of average disorder strengths [102, 101] are com-

pelling. Nevertheless, they are computationally costly. More importantly, these
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measures are mostly geared towards a bi-partite phase diagram consisting of a FQH

state and a localized, insulating state (for example, the quantization of the Chern

number would not distinguish between different incompressible phases realized at

the same filling factor). Here we study the problem including both disorder and

a competing interaction from two complementary perspectives: the entanglement

spectrum (ES) and the real space charge density (CD).

Motivated by the fruitful use of entanglement spectra in clean systems with

topological order [94, 172, 138], efforts sought indication of the robustness of the

topological state within the entanglement spectrum in the presence of disorder

[137, 102, 101]. The ES {ξi} is a set of eigenvalues of the reduced density matrix,

characterizing a subsystem of a quantum system [94]. Traditionally, the levels

in the ES are organized according to a symmetry quantum number (typically,

linear or angular momentum), which reveals characteristic structures in transla-

tionally invariant systems. However, such an organizing principle is lost with the

introduction of disorder, and one must resort to studying the distribution of the

entanglement spectrum levels as previously used, e.g., in the studies of many-body

localization [53, 154]. Alternatively, the real space charge density provides a two-

dimensional image of the wave function that can characterize phases through its

spatial profile. However, in the presence of interactions it becomes non-trivial to as-

sign phase boundaries simply from images of the charge density. Thus, competing

interactions and disorder necessitate an approach that can discover distinguishable

structure in multiple facets: the ES and the CD.

In this paper we use supervised machine learning on ES and CD to obtain

the phase diagram of three competing phases tuned by interaction and disorder

strength: FQH, charge density wave (CDW), and a localized state. This approach
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is versatile and numerically efficient. It can be generalized to incorporate other

phases, system geometries, and disorder models. We start by briefly reviewing the

standard theoretical model for the FQH system in the presence of Gaussian white

noise disorder in Sec. 2.1.2. In Sec. 2.1.3 we introduce our method based on ANN.

Our results are presented in Sec. 2.1.4. We conclude with a summary of our results

and open questions in Sec. 2.1.5.

2.1.2 Model

We consider a system of electrons on a torus in the presence of a magnetic field,

see Fig. 2.1. The area of the torus A is set by the magnetic flux, A = 2πℓ2BNϕ

in units of the magnetic area 2πℓ2B, where ℓB =
√
ℏ/eB is the magnetic length.

We set the aspect ratio of the torus to be unity, corresponding to a square unit

cell with periodic boundary conditions. The electron density is held fixed at one

electron per three magnetic fluxes, i.e., the filling fraction is ν = 1/3.

The system is described by the Hamiltonian

H = H0 +Hpert, (2.1)

where H0 represents the Coulomb interaction between the electrons,

H0 =
∑
i<j

e2

|xi − xj|
, (2.2)

and the xi’s denote the positions of the electrons in the 2D plane. We emphasize

that all the terms in the Hamiltonian are explicitly projected to the lowest Landau

level using standard techniques [42, 136]. Physically, this corresponds to taking

the limit of an infinite magnetic field, which is an excellent approximation for most

purposes [136]. In addition to the Coulomb potential, we consider two physical
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Figure 2.1: Two-dimensional electron gas on a torus with perpendicular mag-
netic field B. Electrons interact via the Coulomb potential in
Eq. (2.2), while the grainy surface of the torus depicts the pres-
ence of Gaussian white noise disorder, Eq. (2.5). The partitioning
of the system into parts A and B, used to define the entangle-
ment spectrum, is also indicated.

perturbations:

Hpert = H ′(∆V1) +Himp(W ). (2.3)

where H ′ denotes the perturbation by a short-range (contact) interaction between

the electrons,

H ′(∆V1) = ∆V1
∑
i<j

∇2
i δ(xi − xj), (2.4)

also known as the Haldane V1 pseudopotential [60]. The strength of this perturba-

tion is denoted by the overall prefactor ∆V1. Physically, this perturbation could

arise due to effects of finite thickness of the 2D electron gas, excitations to other

Landau levels, etc. On the other hand, the quenched disorder potential is denoted

by a (one-body) term Himp(W ). We model disorder as Gaussian white noise [182]
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randomly distributed with mean value 0 and width W in real space, i.e.

⟨Himp(W,x)⟩ = 0, (2.5)

⟨Himp(W,x)Himp(W,x
′)⟩ = W 2δ(x− x′). (2.6)

The important feature for our purposes, which is shared with other common

disorder models such as finite-range scatterers or correlated impurity potentials, is

that the disorder potential breaks magnetic translation invariance, thus we do not

have a good quantum number to classify the many-body states.

We anticipate three phases in the parameter space (W,∆V1) of the above model.

First, we expect the Laughlin ν = 1/3 FQH state [91] in the absence of H ′ and

Himp [61]. Second, decreasing the V1 pseudopotential lowers the energy of the

finite wave vector magnetoroton excitation [57], driving a transition to a topo-

logically trivial CDW state at large enough −|∆V1| [61]. Finally, increasing the

characteristic strength of the disorderW eventually leads to a localized state [182].

Nevertheless, mapping out the phase diagram in the space of (W,∆V1) with these

competing tendencies requires not only a numerical study but more importantly a

new diagnostic.

2.1.3 Method

We use an artificial neural network (ANN) to diagnose structures in the ES and

CD data characteristic of each phase. To obtain the ES and CD data, we ex-

actly diagonalize the full Hamiltonian in Eq. (2.1) for each point in the two-

dimensional parameter space (W,∆V1) and each disorder configuration. The CD,

ρ(x) = ⟨ψ|Ψ̂†(x)Ψ̂(x)|ψ⟩ with the electron field operator Ψ̂(x), is an obvious choice
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Figure 2.2: Schematic diagram of neural network. We use the rank ordered
entanglement spectrum or the charge density as input xi. The
hidden layer is specified by weights wij and biases bi. We use a
single hidden layer in the case of the rank ordered entanglement
spectrum, and two in the case of the charge density. Each out-
put neuron corresponds to a phase under consideration, with the
output value the neural network’s judgement on the likelihood of
the phase. We normalize outputs using a softmax layer.

for detecting CDW state. To form the input we evaluate the density ρ(x) on a

20 × 20 mesh of evenly spaced points x. This is then passed to our ANN as a

vectorized two-dimensional image.

Our choice of inspecting the CDW-Localization transition through ES is mo-

tivated by the distinct scaling of entanglement entropy anticipated in the two

phases[112]. From each of the three lowest energy many-body eigenstates (which

are topologically degenerate in the FQH phase), |ψ⟩, we obtain the bi-partite ES,
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{ξi}, by partitioning the system in the orbital space [94] , as indicated in Fig. 2.1.

We note that, because of Gaussian localization of single-particle orbitals in a Lan-

dau level, the partitioning in orbital space roughly corresponds to an actual par-

tition in real space. Having fixed the choice of the partition, we then perform the

standard Schmidt decomposition |ψ⟩ =
∑

i e
−ξi/2|Ai⟩|Bi⟩, where the vectors |Ai⟩

form an orthonormal basis for the subsystem A (and similarly for subsystem B).

1 The ES input for our ANN’s is simply a rank ordered list of numbers ξi.
2

The architecture of our choice is a fully-connected feed-forward artificial neural

network with a single hidden layer containing 100 neurons for processing the ES

data, and two hidden layers with 200 and 50 neurons for the CD data, see Fig. 2.2.

3 Each neuron j processes the inputs xi according to the weight matrix wji and

the bias vector bj specific to that neuron σ(wjixi + bj) where the rectified linear

activation function is given by σ(y) ≡ max(y, 0). The sum of the neural outputs

is normalized via a softmax layer.

Given the theoretical insight, we train the neural network using data from 5000

disorder configurations at one training point deep inside each phase (chosen in an

appropriate parameter regime with high training accurcy). When charge density is

used as an input we put the training points (W t,−∆V t
1 ) at (10

−6, 0) for the FQH

state, (0.2, 0) for the localized state, and (10−6, 0.2) for the CDW state. Because

the ES did not diversify enough with such low disorder strength, we move the

training point for FQH to (0.05, 0). We use cross-entropy as the cost function for

stochastic gradient descent. Once the network is trained to > 99% accuracy, we

1Note that the von Neumann (entanglement) entropy can be directly computed from {ξi} via
the expression S =

∑
i ξie

−ξi .
2We do not consider reduced density matrix eigenvalues below numerical precision, instead

setting the corresponding ξi to zero.
3We have also considered a convolutional neural network, but found that it achieves compa-

rable results but takes longer to train, so we used the simpler, feed-forward network instead.
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fix the weights and biases and let the ANN recognize the phase associated with

the rest of the phase space by averaging the neuron outputs from 500 disorder

configurations for each phase space point.

2.1.4 Results

Our multifaceted approach reveals new insight into the characteristics of topo-

logical, symmetry-breaking, and localized phases and their competition. The full

phase diagram is shown in Fig. 2.3. This phase diagram was obtained for the sys-

tem with N = 5 electrons, with NN training points indicated by red crosses, the

red circle, and the red triangle. Although the lack of symmetry prevents one from

reaching large system sizes, we note that qualitatively similar phase diagrams are

obtained for other values of N . The phase diagram contains four distinct regions

that have been labelled in Fig. 2.3. In order to construct this plot we separately

take the phase diagram obtained by using the CD and ES as input to the ANN.

Then, to highlight the differences in the output for −∆V1 > 0.1, we decrease the

opacity of the CD output by 50% and layer it over the ES output. In order to

develop some intuition behind the identification of these phases, it is instructive

to also inspect the typical (i.e. from a single, arbitrary disorder configuration) CD

and ES in each of the regions in the phase diagrams, which are shown in Figs. 2.4

and 2.5, respectively. We next discuss in detail each of the four phases in the

diagram, and their transitions to neighboring phases.
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Identification of phases

First, we identify a robust region corresponding to topological order of the Laughlin

ν = 1/3 state, indicated by the yellow color in Fig. 2.3, using ES as input for

−∆V1 < 0.1. As the Laughlin state represents an incompressible liquid, we expect

its CD to be spatially uniform in the absence of disorder, as indeed confirmed by

Fig. 2.4(a). Furthermore, as the Laughlin phase is a gapped liquid, it remains stable

for some finite amount of perturbations, either by softening of the interactions

(−|∆V1|) or by disorder W .

In the clean limit (W ≪ 1), the system is expected to undergo a quantum phase

transition from the FQH phase into a CDW phase upon increasing the magnitude of

the V1 pseudopotential perturbation −|∆V1| [136]. Indeed, we can see in Fig. 2.3

that for weak disorder (W = 10−6) and sufficiently negative −|∆V1| = 0.2, the

ANN finds a phase transition based on both CD and ES facets of the data. The

plot of the charge density in the large −|∆V1| region Fig. 2.4(a) clearly shows a

stripe CDW phase.

We now turn to the light purple region of Fig. 2.3 at intermediate disorder

strength. At moderate disorder strength of Wc1 ≲ 0.01, the long-range CDW (i.e.,

correlation length of the order of the system size) is destroyed. Here the two facets

of the data, CD and ES give us different insights. From the CD facet, the formation

of large droplets as shown in Fig. 2.4(c) is recognized by the ANN to be similar to

the CD distribution of localized phase in Fig. 2.4(d). But clearly the distribution of

charge in Fig. 2.4(c) is more organized to the extent that it is somewhat reminiscent

of a crystalline CDW bubble phase [84, 117, 62] that is usually discussed in the

context of clean, fractionally filled higher Landau levels. However, considering the

boundary conditions, the CD only exhibits two droplets and does not really match
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the description of a crystalline state with multiple electrons per site.

Further insight into this light purple region is afforded by looking at the ES

facet. While the ANN assessment of the region based on the CD data was to iden-

tify it with the localized phase, this changes when the ES data is given. Actually,

the ANN looking at the ES data identifies this region with the CDW phase. Look-

ing at the plot of typical rank-ordered entanglement spectra shown in Fig. 2.5 it

is clear that the ES of this intermediate disorder regime is distributed in a fashion

quite similar to that of the CDW phase, especially at low entanglement energies.

Hence, the comparison between the ANN assessment based on CD and that based

on ES is that this region shares characteristics of both a heterogeneous state and

a CDW state.

According to the Imry-Ma argument[75], the CDW order is expected to first

break into droplets of CDW states of correlation length smaller than the system

size. Although the stripe pattern is invisible in the CD distribution of this region

in Fig. 2.4(c) due to the resolution of our calculation, the fact that the size of

the droplets are such that they can contain several CDW wavelengths makes it

plausible that the purple region is supporting a CDW-microemulsion (CDW-ME)

rather than a featureless localized state. A new finding is that ANN can distinguish

this state from a localized state, which is realized at even stronger disorder [see

Fig. 2.4(d)], based on the ES facet. Our ANN is finding the ES structure of

this CDW-ME to be identifiable as that of the long-range CDW state, while the

CD structure of the CDW-ME to be identifiable as that of localized state. This

identification of the CDW-ME is a new diagnostic afforded by our multifaceted

application of ANN.
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Phase transitions

We now examine in detail the transitions between the phases by studying one-

parameter slices of our phase diagram in Fig. 2.3. This will provide us with further

benchmarks against some results that are available in the literature, which have

been obtained via more conventional diagnostics of quantum phase transitions

varying only one of the two parameters of our phase space.

In the clean limit, a transition between a CDW phase and an FQH state is

known to occur as a function of ∆V1 [136]. The cut along the ∆V1 axis is shown

in Fig. 2.6(a), and it indeed reveals a sharp transition between the FQH output

dominant region and the CDW output dominant region around −∆V1 ≈ 0.1. It is

illuminating to contrast this neural network based detection of the phase transition

to the conventional measures such as the wave function overlap with the Laughlin

state, which is shown in Fig. 2.6(b). We observe that the overlap drops sharply to

near zero at around the same value −∆V1 ≈ 0.1 as well. Note that because we still

have very weak but non-zero disorder (W = 10−6) in Fig. 2.6, we present the over-

lap between equal amplitude superpositions of the three topologically degenerate

Laughlin states and the three lowest energy eigenstates of the exact Hamiltonian,

which are topologically degenerate in the FQH phase. The remarkable agreement

between different diagnostics of the transition suggests that our neural network

can accurately distinguish competing phases that are not related by symmetry,

solely based on either the rank-ordered entanglement spectrum without reference

to a good quantum number or the charge density.

Finally, we turn to the localization transition along the W axis and pure

Coulomb interaction (∆V1 = 0). The ∆V1 = 0 cut shown in Fig. 2.7 shows a

broad transition around Wc ≈ 0.095. Unlike the CDW transition in the clean case,
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however, there is no rigorously established conventional criteria for this localization

transition. Liu and Bhatt [102, 101] have recently proposed tracking the finite-size

scaling of the numerical derivative of the ground state entanglement entropy with

respect to disorder strength, dS/dW . This diagnostic (also used in Ref. [151] for

a bilayer quantum Hall system) puts the threshold at a much smaller disorder

strength of W ≈ 0.09, which is in good agreement with our resuls.

2.1.5 Conclusions

We have used supervised machine learning via ANN to study the disorder-

interaction phase diagram involving three competing states: FQH, CDW, and

localized state. Using multiple facets of the data (rank-ordered ES and CD), we

have reproduced known results along the two axes of the phase diagram. In the

weak disorder limit (W ≲ 0.01), the ANN finds the phase transition between the

FQH phase and the CDW phase around ∆V1 ≈ −0.1, which agrees with other

estimates of the transition based on wave function overlap. In the Coulomb inter-

action limit (∆V1 = 0), the ANN finds the FQH phase to localize around disorder

strength W ≈ 0.095.

Furthermore, we have extended the previous results to the full two-dimensional

(W,−∆V1) phase diagram. We found the FQH phase to be more robust to the

disorder than CDW, as is expected from the fact that FQH is a topologically or-

dered state and CDW should be sensitive to disorder. At the same time, using

the rank-ordered ES and CD as two independent facets of the computational data

revealed the new regime of CDW-ME which has droplets of CDW with CDW corre-

lation length less than the system size that nevertheless has the same entanglement

structure as the CDW phase.
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Our study also shows that the ES can serve as a diagnostic of phase transi-

tions in the case of competing interaction and disorder when the relevant phases

are distinguished by entanglement properties, even in the absence of a traditional

organizing principle for the ES. Moreover we have seen that the ES contains struc-

ture that understands the formation of multiple CDW droplets as being similar to

a single CDW, as opposed to just recognizing symmetry breaking.

A distinct advantage of the ML method is its numerical efficiency: it only re-

quires a large number of disorder configurations at the points of neural network

training, whereas interpolation can be performed by averaging over far fewer (e.g.

500 at each interpolation point compared to several thousand at each training

point). There is also no need to search through the entirety of parameter space to

locate a phase transition: it is found directly by interpolating between the neural

network training points. This is especially advantageous in the case of a multidi-

mensional parameter space. Note also that this method is not tied to any particular

system geometry or disorder model. When studying the ground state of systems

with competing interactions and disorder, the success of supervised machine learn-

ing in studying transitions between the FQH, CDW, and localized states supports

the search for diagnostic quantities that distinguish the relevant phases that can

be understood via machine learning without needing to be understood by humans.

As a subject of future work, we would also like to explore experimental appli-

cations of our technique. To this end, we propose the application of our method to

another type of experimentally accessible input data: Fock space data from ultra

cold lattice gas experiments (see for example ref. [110]). Near-term experiments

hope to realize FQH states in cold atom systems [59, 32, 118, 122, 133, 160, 164],

but the diagnosis of these states remains challenging. This is due to the lack of a
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human-interpretable feature in the Fock space data that can distinguish the FQH

states from other nearby phases. We propose to use our ML technique to learn the

relevant structure from the Fock space data to aid in the diagnosis of FQH phases.
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2.1.6 Appendix: System size dependence

Here we briefly demonstrate the robustness of our results to changes in system size

by reproducing figures 2.7 and 2.6 for Ne = 6. Here we consider the ES input for

simplicity.
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Figure 2.3: The phase diagram based on the output from three output-
neuron neural network. Black slashes mark an axis break. Red
x’s mark training points used when using the ES or the CD as
input. The red circle marks a training point used when only the
ES is used as input, a red traingle marks that utilized only for
the CD input. Cuts along the two axes(emphasized with green
dashed lines) are shown in Figs. 2.6 and 2.7, respectively. Out-
puts of each neuron scale from transparent to opaque as output
goes from zero to one. We decrease the opacity of the output
obtained using the CD by 50%, and layer it over the output ob-
tained using the ES above the −∆V1 = 0.1 line

.
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Figure 2.4: Typical real space charge density profiles ρ(x) in (a) the FQH
phase, (b) the CDW phase, (c) the intermediate CDW-ME state,
and (d) the localized state. In each case the charge density is
plotted as a fraction of the maximum value it attains on the torus,
and colorized as shown in the color bar on the right. The charge
density is largely uniform in the FQH phase, exhibits stripes in
the CDW phase, separated ”droplets” in the CDW-ME phase,
and is seemingly random in the localized state.
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Figure 2.5: Typical entanglement spectra in each of the four phases identi-
fied in Fig. 2.3. The entanglement energies ξn are plotted against
their indices n in the rank-ordered entanglement spectrum. We
observe that the ES are visually distinct between the FQH, lo-
calized, and CDW states. However, the CDW-ME looks compar-
atively similar to the CDW from the ES perspective, especially
in the lower entanglement energy part of the ES.
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Figure 2.6: (a) The FQH-CDW transition along W = 1× 10−6. Neural net-
work output for probabilities of the system being in the FQH,
CDW, and localized states (PFQH ,PCDW , and PLoc, respectively)
as a function of pseudopotential shift ∆V1 for Ne = 5 using the
ES (upper panel) and (b) the CD (lower panel) as input to the
ANN. Phase transition to CDW is predicted around ∆V1 = −0.1.
(b) The overlap between the Laughlin state and the exact ground
state of the Hamiltonian. Precipitous drop in overlap also pre-
dicts phase transition around ∆V1 = −0.1.
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Figure 2.7: The FQH-localized state transition at ∆V1 = 0. Neural net-
work output probabilities of the system being in the FQH, CDW,
and localized states (PFQH , PCDW , and PLoc respectively) as
a function of disorder strength W for Ne = 5 observed over
W ∈ [10−6, 0.2] using the ES as input to the ANN. Phase transi-
tion to the localized state is predicted around W = 0.095.
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Figure 2.8: The FQH-localized state transition at ∆V1 = 0. Neural net-
work output probabilities of the system being in the FQH, CDW,
and localized states (PFQH , PCDW , and PLoc respectively) as
a function of disorder strength W for Ne = 6 observed over
W ∈ [10−6, 0.2] using the ES as input to the ANN. Phase transi-
tion to the localized state is predicted around W = 0.095, as was
the case for Ne = 5.
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Figure 2.9: The FQH-CDW transition along W = 1× 10−6. Neural network
output for probabilities of the system being in the FQH, CDW,
and localized states (PFQH ,PCDW , and PLoc, respectively) as a
function of pseudopotential shift ∆V1 for Ne = 6 using the ES.
Phase boundary appears around −∆V1 = 0.1 as it does for Ne =
5.
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2.2 Entanglement Clustering for ground-stateable quan-

tum many-body states

This section is adapted from a PRR paper with Yi Zhang, Senthil Todadri, and

Eun-Ah Kim [109].
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Despite their fundamental importance in dictating the quantum mechanical

properties of a system, ground states of many-body local quantum Hamiltonians

form a set of measure zero in the many-body Hilbert space. Hence determining

whether a given many-body quantum state is ground-stateable is a challenging

task. Here we propose an unsupervised machine learning approach, dubbed the

Entanglement Clustering (“EntanCl”), to separate out ground-stateable wavefunc-

tions from those that must be excited state wave functions using entanglement

structure information. EntanCl uses snapshots of an ensemble of swap operators

as input and projects this high dimensional data to two-dimensions, preserving

important topological features of the data associated with distinct entanglement

structure using the uniform manifold approximation and projection (UMAP). The

projected data is then clustered using K-means clustering with k = 2. By ap-

plying EntanCl to two examples, a one-dimensional free Fermion model and the

two-dimensional toric code, we demonstrate that EntanCl can successfully separate

ground states from excited states with high computational efficiency. Being inde-

pendent of a Hamiltonian and associated energy estimates, EntanCl offers a new

paradigm for addressing quantum many-body wave functions in a computationally

efficient manner.

2.2.1 Introduction

Quantum many-body wave functions are complex objects, which encode a great

deal of information. However, interpreting this information is difficult due to the

exponential number of parameters in the wave function and the need for a tech-

nique to interpret those parameters. In particular, we are interested in separating

out wave functions that can be ground states of local Hamiltonians from the expo-
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nentially large space of all wave functions. Unfortunately, such “ground-statable”

wavefunctions likely form a set of measure zero in the full many-body Hilbert space

[40, 132, 44, 153]. Although the typical approach to wave functions is to measure

their energies against a particular Hamiltonian of interest, such ranking by energy

is subject to change when details of the Hamiltonian change.

As an alternative to resorting to a Hamiltonian, one could turn to entanglement

properties. In particular, given a partitioning of a system into two subregions A

and B, the scaling of the (Von Neumann) entanglement entropy SA = −TrρA ln ρA

where ρA is the reduced density matrix of subregion A can help determine ground-

stateability [163]. Groundstateable wave functions typically exhibit SA that scales

as the codimension 1 boundary of the cut between subregions A and B (area law),

while that of non-groundstateable wave functions typically scales as a codimension

0 boundary (volume law). Such a distinction has indeed previously been used to

distinguish groundstateable and non-groundstateable wave functions (see for ex-

ample [181, 180, 79, 165, 8, 4, 113]). However, at a practical level, an investigation

of the entanglement entropy scaling is often prohibitively expensive and the finite-

size effects can make it challenging to declare area or volume law with confidence.

Clearly, a computationally efficient approach to separate out ground-stateable wave

functions in an unbiased fashion is much desired.

Here we introduce “EntanCl” (Entanglement Clustering), a machine learning

approach designed to learn the entanglement structure of many-body quantum

states and separate ground-stateable states from rest of the Hilbert space in a

computationally efficient yet unbiased manner. In this initial study of EntanCl we

do not provide an exhaustive proof of this stated aim, but rather we will primar-

ily study applications to eigenstates of a single Hamiltonian or a family of similar
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Hamiltonians. Also, we would like to emphasize that the purpose of EntanCl is not

to calculate and compare the entanglement entropy of wave functions, but to learn

structure in noisy snapshots of an entanglement based quantity. Increasingly, the

quantum condensed matter community is successfully applying machine learning

approaches to various tasks such as phase recognition [18, 17, 197, 198, 183, 22,

23, 177, 12, 27, 28, 37, 100, 176, 126, 150, 185, 184, 195, 179, 107], hypothesis tests

on experimental data [56, 200], and compact representation of many-body wave

functions [21, 22, 25, 38, 37, 49, 72, 99, 123, 152, 175]. A common feature among

these different problems that motivates the use machine learning approaches is

the need to find structure in voluminous and complex data. However, the vast

majority of the applications so far use supervised learning, which requires labeled

training data and researchers’ bias gets built into the labeling of the training data.

Without the pre-conceived notion of what makes a wave function groundstateable,

we would like to separate out ground-stateable wavefunctions by learning the en-

tanglement structure inherent in the many-body wave functions. For this, EntanCl

uses Monte Carlo snapshots of the swap operator as the subsystem partition scans

over the system. Then it employs uniform manifold approximation and projec-

tion (UMAP) [111] which is an unsupervised ML approach of manifold learning

in high-dimensional spaces to project the data down to a two-dimensional space.

The final step of EntanCl is to cluster using K-means clustering.

We will demonstrate the effectiveness of EntanCl by applying the method to

many-body states associated with two specific models: a one-dimensional free

Fermion model and Kitaev’s toric code [81] in two dimensions. The models are

chosen to be representative of cases where the ground states and excited states

are distinguished by entanglement structure, and are useful benchmarking cases

because we know precisely what the ground states are. For any ML approach to
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data to be successful, it is critical to select relevant features to be fed into the

ML algorithm. Motivated by the previously established importance of entangle-

ment properties in determining groundstateability, we will use an ensemble of swap

operators [65] as feature selectors for our wave functions.

The rest of the paper is organized as follows. In section II, we introduce and

describe the three steps of EntanCl. In section III, we apply EntanCl to a simple,

one-dimensional free Fermion model and study the accuracy of our method in

classifying wave functions. In section IV, we apply EntanCl to a strongly correlated

problem: Kitaev’s toric code[81]. In section V, we summarize our conclusions and

discuss possible future applications.

2.2.2 Methods

EntanCl consists of three steps. The first step is to construct the input data of

swap operator snapshots. In search of the right feature selection approach, we are

inspired by the use of the swap operator in calculating Renyi entropies [65]. The

action of the swap operator is illustrated in fig. 2.10. The expectation value of the

swap operator in the state |Ψ⟩ =∑α,β Cαβ|αβ⟩ is given by

⟨swapA⟩ = e−S2 =
∑

α,β,α′,β′

|Cαβ|2|Cα′β′|2Cα′βCαβ′

CαβCα′β′
(2.7)

where S2 denotes the second Renyi entropy, A denotes a subsystem, the quantum

numbers α describe subsystem A, and β describe the remainder of the system. We

will not take the expectation value, however. Instead, we will variationally sample

the swap data for |Ψ⟩ =∑α,β Cαβ|αβ⟩ according to eq. (2.7), where |Cαβ|2×|Cα′β′|2

plays the role of the sampling weights. In order to acquire more comprehensive

data across the system, we will consider many subsystems Ai to form an ensemble
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of swap operators {swapAi
}.

As we sample the swap data with variational Monte Carlo (VMC), we build up

a collection of vectors X = {X⃗j} (c.f. fig. 2.10) where at index i, X⃗j contains the

data Cα′βCαβ′/CαβCα′β′ sampled from swapAi
at VMC step j. The dimensionality

of our data is precisely the number of subsystems Ai we choose to consider. This

will be order hundreds of dimensions for the free Fermion model and thousands

for the toric code. We thus have a high-dimensional data set X that contains

entanglement information about the wave function |Ψ⟩.

The second step of EntanCl is to project the input data living in the high

dimensional space (typically hundreds or thousands of dimensions) down to two-

dimensional space in which clustering can be visualized. Typical applications of

unsupervised ML to high-dimensional data sets involve visualizing the data in

a low-dimensional space via dimensional reduction. Dimensional reduction algo-

rithms (such as those described in refs. [168, 104, 31, 14, 170, 148, 85, 70]) vary

in the way that they approximate the high-dimensional manifold populated by

the data and what features of that manifold they try to preserve under projec-

tion to the low-dimensional space. We are interested in an algorithm that will

allow us to visualize the cluster structure in our swap data set X. This is because

we expect that those X⃗j obtained from groundstateable and non-groundstateable

wave functions will appear as two separate clusters due to differing entanglement

structure.

We can view clusters from a neighborhood perspective. As an example, in

fig. 2.11 we consider three dimensional data consisting of two clusters: 15 points

randomly generated on the upper hemisphere of a unit radius sphere and 15 gener-

ated on the lower hemisphere. Gaussian noise is applied to the coordinates of the

36



. . .

. . .

. . .

. . .

α

α᾽β β

β᾽β᾽

System
Copy 1

System
Copy 2

(a)

. . .

. . .. . .

. . .

Xj
i Xj

i+1

VMC
Step j

Xj
i-1

(b)

Figure 2.10: (a) Schematic depiction of the action of the swap operator on a
subsystem A. The quantum numbers α describe the subsystem
and β describe the remainder of the system. Since swap acts
on a doubled Hilbert space, we denote the quantum numbers
belonging to one copy by primed variables and to the other by
unprimed variables. The operator swapA switches the primed
and unprimed variables within the region A. (b) Illustration of
our data collection procedure. At each VMC step j, we collect
swap data from a collection of subsystems Ai and store each in a
vector X⃗j at index i. The collection of X⃗j’s forms our complete
dataset X.
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points. We then project the points down to two dimensions so as to preserve their

local neighborhood structure. In this case we use UMAP to do the projection. On

the right hand panel of fig. 2.11, we can see that in each of the two clusters, the

local neighborhoods of each point are entirely contained within the same cluster

as the point. To emphasize this, we illustrate a local neighborhood of size five

around the point marked by a star. From this we can infer that preserving local

neighborhood structure also preserves cluster structure. Formally, define a func-

tion Bm
X such that Bm

X(X⃗∗) ⊆ X is the set of the m nearest neighbors of X⃗∗ in X.

A cluster is then a subset C ⊆ X such that Bm
X(C⃗ ∈ C) ⊆ C. For visualizing

clusters, a natural choice for a dimensional reduction algorithm is then one that

preserves neighborhoods after projection.

Algorithms that preserve neighborhood structure [168, 104, 31, 14, 170] try

to find a mapping P from the D-dimensional data space to Rd (again, R2 for

us), such that P ◦ Bm
X = Bm

P(X) ◦ P where ◦ denotes the usual composition of

mappings. Observe that preserving neighborhoods entails not only keeping points

within a cluster nearby, but keeping points in separate clusters far away from each

other. Common algorithms accomplish this by taking as input a hyperparameter

that defines an estimated neighborhood or cluster size, related to the m in our

definition of Bm
X . These algorithms treat the effective distance between points

outside of a neighborhood as extremely (or sometimes infinitely) far away. One

must be sure to choose this hyperparameter large enough (based on the density

of the data) that spurious clusters do not appear in the projected data. That is

to say that the intersection of the neighborhoods Bm
X need to contain the entire,

true cluster. For our purposes, we use UMAP, which has previously found use in

biology [13, 39, 135, 124, 9, 30, 86, 90, 187], materials engineering [45], and machine

learning [15, 52, 41], but has had limited use in quantum matter [97]. For more
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Figure 2.11: Schematic illustration of ”neighborhood structure” preserva-
tion, projecting points in three dimensions to two. The five
nearest neighbors of the star are found by application of B5

X.
After projection, we can see that the five nearest neighbors of
the point marked with a star remain its five nearest neighbors.
Moreover, by preserving local neighborhoods, we have discov-
ered two distinct clusters in the high dimensional data. For this
example, the projection was done by UMAP.

details about how UMAP in particular works, see appendix A. We choose UMAP

from the various unsupervised ML algorithms that seek to preserve neighborhood

structures for two reasons. Firstly, it led to the most clear projected clustering

for our purposes. Secondly, in contrast to other algorithms like tSNE, UMAP

provides us with a generalizable mapping that can be applied immediately to new

data without rerunning UMAP.

The final step of EntanCl is to intrepret the learned UMAP output using k-

means clustering. K-means clustering partitions a set of data points into k clusters

by placing k cluster means (centroids) in a way that minimizes the sum of squared
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distances from each data point to its nearest centroid. A (k = 2)-means clustering

thus naturally allows us to classify (non-)groundstateable wave functions in the

2-D projected space. For our test cases where we know which cluster corresponds

to each type of wave function, we define a metric of accuracy given by assignment

to the correct centroid.

2.2.3 Free Fermion Model

To establish EntanCl on a simple, known model, we first study a one-dimensional

free Fermion model. This model is described by the Hamiltonian

H =
∑
i

(t1b
†
iai + t2a

†
i+1bi) + h.c.. (2.8)

This model has two bands with energy gap ∆E ∼ |t2 − t1|, and we consider the

case of half filling. We report results in terms of the dimensionless, normalized gap

t ≡ |t2−t1|/t1. The ground state Slater determinant wave function of the half filled

system corresponds to completely filling the lower band. The non-groundstateable

eigenstates we consider have some fixed density nex ≡ Nex/L of randomly chosen

k-points promoted to the upper band, where L is the system size. This model gives

us a testbed to identify ground state wave functions and non-groundstateable wave

functions in the parameter space of energy gap ∆E and excited k-point density

nex.

The ensemble of swap operators we use in this case is the set of all contiguous

length six subsystems of an L = 100 chain. Our data set X consists of 1000,

100-dimensional swap vectors X⃗j corresponding to the ground state and 1500 cor-

responding to a non-groundstateable wave function. We choose an uneven ratio of

swap data from the two classes to illustrate that a symmetric amount of data is
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Figure 2.12: (a) UMAP projection of swap data obtained from wave func-
tions for free Fermion model. Red dots correspond to swap data
from a groundstateable wave function. Green dots correspond
to swap data from a non-groundstateable wave function with
nex = 3% and t = 2. Black diamonds denote the (k = 2)-means
clustering centroids. This case has accuracy 96.52%. We also
show the accuracy as a function of (b) excitation density nex

at normalized energy gap t = 2.0 and (c) t at nex = 10%. In
both cases, accuracy increases as a function of the relevant pa-
rameter, and moreover, stays relatively high at the minimum
possible value.

nonessential to our technique. We project the data to two dimensions via UMAP

and assign the projected data points to clusters with k-means. Since we know

which swap data points came from (non-)groundstateable wave functions, we also

calculate the accuracy.

Our results are shown in figure 2.12. Fig. 2.12 (a), corresponds to a projection
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with the normalized gap t = 2 and excitation density nex = 3%. In this case one can

clearly see the success of EntanCl: the data corresponding to the groundstateable

wave function (red) and the non-groundstateable wave function (green) appear

as two well separated clusters. This case corresponds to an accuracy of 99.12%.

In fig. 2.12(b,c) we can see that as both t and excitation density increase, the

accuracy also increases. This makes sense: as both t and nex increase, the excited

state becomes more entangled compared to the ground state as the entanglement

entropy scaling transitions from area law to volume law. Moreover, the accuracy

stays high even at the lowest possible nex (80.00% for t = 2) and for a gapless

system (90.03% for nex = 10%). This demonstrates that EntanCl is a viable

method of identifying the differing entanglement structure in groundstateable and

non-groundstateable wave functions.

The learned UMAP projection is generalizable. In fig. 2.13 we illustrate the

results of using the UMAP projection optimized with swap data obtained from the

groundstateable wave function and a single non-groundstateable wave function

(i.e. single choice of excited k-points) with t = 2 and nex = 2% to four more non-

groundstateable wave functions with the same t and nex. We collect 1000 MC sam-

ples for the groundstateable wave function and 1500 for each non-groundstateable

wave function. The projection map clusters all the data from non-groundstateable

wave functions together, away from the data from the groundstateable wave func-

tion. The accuracy in this case is 84.4%, lower than the 96.6% in fig. 2.12(b)

for two wave functions. This is because most of the error is non-groundstateable

data being misclassified as groundstateable. Increasing the amount of data col-

lected from the groundstateable wave function would increase the accuracy. These

results show that the structure that UMAP is learning generalizes well.
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Figure 2.13: UMAP projection of swap data from free Fermion model wave
functions at gap t = 2 and excitation density nex = 2%. The
UMAP projection was optimized using the ground state and a
single excited state configuration (i.e. single choice of excited
k-points). We then use the same mapping on four more excited
state configurations and display the results simultaneously. The
ground state data are shown in red, the other colors correspond
to various excited state configurations. Clearly, subsequent ex-
cited states cluster together with each other, and more impor-
tantly all cluster separately from the ground state.
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We additionally consider an example using swap data from groundstateable

wave functions (nex = 0%) at normalized gap t =0,1, and 2. We can see in fig. 2.14

that that although the data from the gapped states appears as one cluster, the data

from the gapless state appears as a separate cluster. This is presumably due to the

logarithmic correction to the entanglement entropy in the gapless system. If we

consider as well a non-groundstateable wave function with nex = 10% and t = 0

and allow for three clusters instead of two due to the separation of the ground

states, we find that the output clusters with 95.82% accuracy. However, if we

include additional excited states with nex = 10% and t = 1, 2, the accuracy drops

to 54%.

2.2.4 Toric Code

We now turn to a two-dimensional example: Kitaev’s toric code [81]. This is a

strongly interacting system whose ground state has topological order, and because

it is exactly solvable, we will be able to assess the accuracy of EntanCl. This model

is defined on a square lattice with spin-1/2 variables living on the edges. The wave

functions that we will consider in this case are eigenstates of the Hamiltonian

H = −
∑
□

A□ −
∑
v

Bv (2.9)

where the operators

A□ =
∏
i∈□

σx
i , Bv =

∏
i∈∂v

σz
i (2.10)

are defined as the product of Pauli σx operators around a plaquette and σz opera-

tors on the edges incident on a vertex v respectively. Note that we will be working

in the σz basis.
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Figure 2.14: UMAP projection of swap data obtained from the free Fermion
model for several groundstateable wave functions (nex = 0%) at
normalized gaps t = 0, 1, 2. The data from the gapped states
(red and green dots) cluster together, and do so separately from
the data from the gapless state (blue dots).

The ground state wave function we will consider is the equal amplitude super-

position of all lattice configurations of closed loops in the trivial homology class.

4 The non-groundstateable wave functions we will consider are equal amplitude

superpositions of all states with a fixed spinon density (also allowing closed loops)

where a spinon is a vertex v with Bv = −1. Note that this does not correspond to

fixed spinon locations, as such wave functions could be made ground states by sim-

ply flipping the sign of the Bv’s corresponding to the spinon locations. With this

4A loop is a closed, connected path of edges with the same σz eigenvalue, where at least one
vertex that intersects the path has two edges of each σz eigenvalue incident on it.
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Figure 2.15: (a) UMAP projection of swap data obtained from wave func-
tions for the toric code. Red dots again correspond to swap
data from groundstateable wave functions. Green dots corre-
spond to swap data from a non-groundstateable wave function
from a lattice with linear dimension L = 25 with spinon density
nex = 20%. Black diamonds denote the (k = 2)-means cluster-
ing centroids and this case correponds to accuracy 95.91%. (b)
The accuracy at a fixed lattice size grows with nex, as expected.
(c) Classification accuracy for UMAP projection of toric code
wave functions as a function of lattice linear dimension. Data
shown is at spinon density ∼ 20%. Accuracy increases with
system size and plateaus around 95%. Slight non-monotonicity
near the plateau is expected because nex must be an even inte-
ger and is therefore not exactly 20% for all lattice sizes.

model, we will classify wave functions at different values of our control parameter:

the spinon density nex.

We collect swap data at 1000 uncorrelated VMC time steps for each wave

function we consider. The ensemble of swap operators we use in this case consists

of all rectangular subregions of the lattice, which grows with the linear dimension

of the lattice L as L4. Due to the massively increased dimensionality of the swap

data in this case, we add a preprocessing step to compress the data volume for

RAM storage, especially for larger system sizes. We average the swap data for

a fixed subsystem width and height over all basepoints for the subsystem. This

reduces the dimensionality of the data to L2, which is sufficiently tractable for our

purposes. With this addition to our analysis, we can project the swap data to two
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dimensions via UMAP. 5

Our results for the toric code are shown in fig. 2.15. We find that we can

achieve 95.91% accuracy for nex = 20% for a lattice with linear dimension L = 25

as shown in fig. 2.15(a). For a lattice with linear dimension L = 35 we get accuracy

99.1% even at nex = 5%. Once again, for this high accuracy case, the success of

the clustering is remarkably clear. In fig. 2.15(b), we can see that the accuracy

also increases with nex as we would expect. Moreover, we do not need such a large

system to achieve good accuracy. We can see in fig. 2.15(c) that for nex = 20%,

the accuracy of the projection is over 90% already at L = 16.

We now turn to a benchmarking exercise for gerneralizability. Due to topolog-

ical degeneracy, we have access to four groundstateable wave functions from the

toric code. In fig. 2.16 we show the results of optimizing the UMAP projection

mapping for a L = 20 lattice using the groundstateable wave function containing

only homologically trivial loops and the non-groundstateable wave function with

nex = 20%. We then generalize the projection map to swap data obtained from

the other three groundstateable wave functions (those with an odd parity of non-

contractible loops around one or both cycles of the torus). This is not a surprise

given that all states were drawn from the same probability distribution. Neverthe-

less, it confirms that EntanCl works as expected. In fig. 2.16, we can see that the

data from the non-groundstateable wave function (purple dots) cluster separately

from the groundstateable data (other colors), which indeed all cluster together.

The accuracy of the collective projection is 98.04%, compared to 95.1% from the

initial data used to optimize the projection map. This makes sense because the

only errors are non-groundstateable data being classified as groundstateable, so

5Note that in this case all swap matrix elements are either 0 or 1, leading to occasionally
redundant X⃗k. We take only unique X⃗k here to avoid artificial clusters in the UMAP, but
account for the multiplicity in error calculations.
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Figure 2.16: UMAP projection of swap data obtained from the toric code
on a 20× 20 lattice for all four topologically degenerate ground
states and an excited state at excitation density nex = 20%.
The projection was optimized using only data from the ground
state consisting of only homologically trivial loops and the ex-
cited state. Then we subsequently apply the projection to the
other three ground states. The purple dots are data from the
excited state, the other colors are from the ground states. The
overall accuracy is 98.04%. All of the groundstateable data clus-
ter together and more importantly, cluster separately from the
excited state excepting the small fraction of errors.
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adding more groundstateable data reduces the error. This shows that the learned

UMAP projection optimized on one ground state generalizes to other ground states

in the presence of topological degeneracy.

Another interesting feature of the clustering in this case is that misclassifica-

tions are always excited states being incorrectly classified as ground states. The

distinction between the ground state and excited state is the presence of spinons

and the string operators connecting them. To detect the excited nature of the

wave function, a swap operator must swap a subsystem in a way that cuts a string

operator. We therefore conjecture that misclassifications of MC samples from ex-

cited states as ground states is due to VMC configurations in which the string

operators connecting spinons are sufficiently short such that very few subsystems

pick up the excited character of the wave function.

Additionally we study the effects of considering wave functions from the toric

code and free Fermion model simultaneously. To do so we extend the dimension-

ality of the swap data vectors collected from the free Fermion wave functions to

match that of the toric code data by simply appending zeros. We take data from

one groundstateable wave function from the free Fermion model (nex = 0%, t = 2)

and one from the toric code (the one with no non-trivial loops). We also take

one non-groundstateable wave function from each at nex = 10%. In fig. 2.17 we

can see that with two clusters, both groundstateable wave functions would be as-

signed to one cluster and both nongroundstateable wave functions to the other

with accuracy 97.45%. The non-groundstateable wave functions all cluster to-

gether. The fact that the non-groundstateable wave functions cluster together is

surprising. The two systems differ in their dimensionality and the geometry of

the subsystems used to collect swap data. We contend that this demonstrates
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that EntanCl has learned something meaningful about the data that goes beyond

the specifics of individual datasets. However, at the moment we are unable to

say what that was, and leave further exploration of this result as a subject of fu-

ture work. The groundstateable toric code wave function forms a separate cluster

from the groundstateable free Fermion wave function (albeit relatively nearby).

Again, the entanglement structure of these wave functions differs: that of the toric

code has an additional constant contribution due to topological order. Also note

that adding more non-groundstateable wave functions does not decrease the ac-

curacy. The data from the groundstateable wave function corresponding to the

gapless limit of the free Fermion model, however, clusters with the data from the

non-groundstateable wave functions in this case.

In this example and the one presented in fig. 2.14 we have seen that although

two wave functions may both be groundstateable, differences in entanglement

structure (e.g. log corrections and topological terms) may result in them forming

separate clusters in the EntanCl output. The non-groundstateable wave functions

also formed a single cluster in all the cases we studied. This suggests that in more

general situations with different kinds of potential, groundstateable wave func-

tions, it may be more useful to assess groundstateabiity by looking for multiple

clusters in EntanCl output separate from a larger cluster of non-groundstateable

wave functions and not necessarily as a single cluster. We also saw that the gapless

ground state is poorly separated from gapped excited states. Thus the entangle-

ment structure of the ground state can cause EntanCl to fail when including both

ground and excited states from wave functions with multiple types of entanglement

structure.
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Figure 2.17: UMAP projection of swap data obtained from both the free
Fermion model and the toric code. Red dots correspond to a
groundstateablefree Fermion wave function with (nex = 0%, t =
2), blue dots to a groundstateable toric code wave function with
no non-trivial loops, green dots to a non-groundstateable free
Fermion wave function with (nex = 10%, t = 2), and yellow
dots to a non-groundstateable toric code wave function with
nex = 10%. Using k = 2-means clustering, the ground states
cluster separately from the excited states with an accuracy of
97.75%. Note however that the toric code and free Fermion
ground states cluster form disjoint (but nearby) clusters.
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2.2.5 Conclusion

In summary we introduced EntanCl, an unsupervised machine learning method

to separate out the ground-stateable wave functions from the exponentially large

Hilbert space of many-body wave functions with high computational efficiency.

EntanCl consists of three steps: (1) preparation of input data, (2) projection of the

data down to two-dimensional space using UMAP, (3) K-means clustering of the

projected data. The input data of our choice are matrix elements of an ensemble of

swap operators collected as snapshots of individual uncorrelated variational Monte

Carlo steps. By using the noisy snapshots as opposed to demanding convergence of

the swap operator expectation value, EntanCl gains computational efficiency. For

example, for the case of the free Fermion with normalized gap t = 3 and excitation

density nex = 0% (nex10%), it takes O(106 − 107) (O(105 − 106)) (depending on

subsystem length) uncorrelated MC steps and swap evaluations for ⟨swapA⟩ to

converge to 5 digits for a particular subsystem A. We collect data from only 103

uncorrelated MC steps and perform 105 swap evaluations: an order of magnitude

fewer than it takes to converge the average to five digits. Note also that we have all

the data we need from those 105 swap samples, while in a typical diagnosis of the

entropy scaling law, the average must be converged multiple times for finite size

scaling. In this example, doing finite size scaling for 10 subsystem sizes would take

at least an order of magnitude more uncorrelated swap evaluations compared to

EntanCl. Moreover, we would like to reemphasize that converging ⟨swapA⟩ must

be done for each wave function.

We applied EntanCl to a simple one-dimensional free Fermion model and Ki-

taev’s toric code to find accurate clustering results. Moreover, we established that

the learned UMAP projection is generalizable to an expansion of the data set.
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The clustering errors are found to occur asymmetrically: an excited state may get

misplaced into the ground state cluster but not vice versa. Hence the cluster as-

signment into excited states will be a reliable way of ruling out groundstateability

of the quantum many-body state. As with any VMC sampling, the quality of the

results can depend on the sampling basis due to the basis dependence in the spread

of the noise. As we demonstrate in appendix B, as long as the spread of the noise

remains comparable under a basis transformation, EntanCl will work independent

of the basis choice.

Using EntanCl on larger collections of wave functions certainly warrants fur-

ther study. Moreover, we have thus far only considered wave functions obtained

from integrable systems and wave functions that are eigenstates of the models we

considered. A subject of future work could be to explore applications of EntanCl

to both non-integrable systems and non-eigenstate wave functions. Challenges in

these cases may arise in finding efficient ways to sample swap data.

In the same vein of addressing wave functions, a more ambitious approach would

be to attempt to reconstruct the Hamiltonian that takes a given wave function as

its ground state. There has been recent progress in this direction with concrete

proposals [139, 10, 26, 51]. However, the Hamiltonian reconstruction is computa-

tionally costly as it requires precise measurements of many correlation functions.

EntanCl can be a swift first pass that can weed out non-groundstateable many-

body states without reference to Hamiltonians. Furthermore, as a method that

can efficiently sort the swap data associated with different quantum many-body

states based on the their entanglement structure, we anticipate EntanCl to find

applications beyond separating out ground-stateable wavefunctions. For instance,

EntanCl will be ideal for studying quantum phase transitions involving change
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of entanglement structure due to spontaneous symmetry breaking or topological

order [112].
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2.2.6 Appendix A: Overview of UMAP Procedure

The purpose of the uniform manifold approximation and projection (UMAP) al-

gorithm is to create a low-dimensional projection of high-dimensional data such

that the nearest neighbors of a data point in high dimensions remain its nearest

neighbors in the low dimensional projection. How many nearest neighbors we try

to keep is an input parameter to the algorithm. This is useful for us because data

that belong to distinct clusters in the high dimensional space will not share nearest

neighbors between clusters. Thus, in the low-dimensional space, these data should

still show up as distinct clusters. Here we give an overview of how this algorithm

works.

1. Let X = {X1, . . . , XN} denote our set of input data where each Xi is an

n-dimensional vector. Let Y = {Y1, . . . , YN} denote the output projected
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data points where Yi corresponds to the projection of Xi and each Yi is a

d-dimensional vector with d ≤ n.

2. We would like the data to be uniformly distributed on the underlying man-

ifold because then the collection of local neighborhoods of our data points

provide a good picture of the underlying manifold. UMAP forces our data

to be uniformly distributed by normalizing the distance from each point to

the furthest neighbor we would like to consider. We are also going to assume

that there are no isolated points on the underlying manifold, which we will

enforce by fixing the distance to the nearest neighbor. To do this, we define

a local metric di for each input data point Xi

di(Xj, Xk) =


1
ri
dRn(Xj, Xk)− ρi if i = j or i = k

∞ otherwise

where dRn is the Euclidean metric on Rn, ρi fixes the distance to the nearest

neighbor to be zero, and ri fixes the distance to the furthest neighbor we

would like to consider. Note that we choose ri’s so that for each di, the dis-

tance from Xi to its furthest relevant neighbor is the same. For the projected

output, we will define local metrics as well. The difference in the projected

space is that we know what the underlying manifold is (Rd) so we know what

the true metric is. UMAP still enforces an assumption of local connectivity.

Our local metrics for the encoded output Yi’s are then

di(Yj, Yk) =


dRd(Yj, Yk)− ρi if i = j or i = k

∞ otherwise

3. Comparisons of distance between our different local metrics are meaning-

less, which seems to give us no way to assess the quality of a projection.

To circumvent this UMAP considers a new represendation of the data: a
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neighborhood graph. To build the graph, UMAP draws an edge between each

data point and each of its neighbors up to the furthest one we would like

to consider. The edges are weighted, where for an edge from Xi to Xj, the

weight of the edge is exp(−di(Xi, Xj)). UMAP performs the same procedure

for the projected data Y . Note that di(Xi, Xj) is not neccesarily equal to

dJ(Xj, Xi). Thus, the edges drawn between Xi and Xj by di and dj may not

have the same weight.

4. Next UMAP combines edges so that there is at most one edge between any

two points. The edges are combined pairwise where for a pair of edges with

weights α, β, UMAP forms a combined edge with weight f(α, β) = α + β −

α · β. This process occurs for both the input data X and the projected data

Y . The function f is not the unique way to combine edge weights, but is a

choice made by UMAP.

5. Now we have a neighborhood graph for X and Y with an unambiguous defi-

nition of the edge between two points. Because the neighborhood graphs for

X and Y have the same number of vertices and each vertex is the same de-

gree, we can define an isomorphism between them. We do this by associating

projected points with data points being careful to ensure that if there is an

edge between Xi and Xj, the points Yi and Yj that we associate with them

are also connected by an edge. Thus we can speak unambiguously about

a single edge set E. To measure the ”similarity” of the two neighborhood

graphs, we will use the cross entropy

C(E;µ∪, ν∪) ≡
∑
e∈E

µ∪(e) log

(
µ∪(e)

ν∪(e)

)
+

(1− µ∪(e)) log

(
1− µ∪(e)

1− ν∪(e)

)
where E is the set of edges, µ∪(e) is the combined weight (as in step 4) of
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an edge in Y , and ν∪(e) is the combined weight of an edge in X. We can

minimize the cross entropy using stochastic gradient descent. For each step

of the optimization we move the positions of the encoded points, changing

the distance, and therefore the edge weights, between them.

2.2.7 Appendix B: Example of Basis Dependence

A basis transformation can affect the spread in the VMC data obtained during

step one of EntanCl by changing the relative magnitudes of the coefficients Cαβ

in the wave function (c.f. eq. 2.7). This change in the spread of the data can

affect the accuracy of the resultant clustering if the neighborhoods of MC samples

from groundstateable wave functions intersect those of non-groundstateable wave

functions in the high dimensional space. Here we discuss an example of the ba-

sis dependence of our results by re-examining the free Fermion model of section

III under a basis transformation. The k-space Hamiltonian for the original free

Fermion model is given by

Hk = [t1 + t2 cos(k)]σ
x − t2 sin(k)σ

y (2.11)

where the σi’s are Pauli matrices. We now consider a new model that differs from

the original by an SU(2) unitary transformation with Hamiltonian

H′ =
∑
i

t1(a
†
iai − b†ibi) (2.12)

+
t2
2
(a†i+1ai − b†i+1bi + b†i+1ai − b†i−1ai + h.c.)

H′
k = [t1 + t2 cos(k)]σ

z + t2 sin(k)σ
y. (2.13)
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This new model H′
k describes the same physics as Hk, but differs by a basis trans-

formation. We show the clustering accuracy results of scaling the excitation density

nex at fixed normalized gap t = 2 in fig. 2.18. We can see that, as was the case in

fig. 2.12, the accuracy is high and remains high even at low nex values. However,

the accuracy in this basis is not as high as in the original basis at the same nex

values. This illustrates that noise in the VMC data does indeed carry a basis de-

pendence, but that sampling data in a new basis does not necessarily destroy the

separability of the swap data from groundstateable and non-groundstateable wave

functions.
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Figure 2.18: Here we show the clustering accuracy for swap data obtained
from the ground state wavefunction of H′

k (c.f. eq. 2.13) and
non-groundstateable wave functions with normalized energy gap
t = 2 and varying excitation density nex. Although the accuracy
at similar nex is lower for the model in this basis than the original
(c.f. fig. 2.12(b)), the accuracy is still high (peaking over 90%)
and stays above 80% even at low nex values.
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CHAPTER 3

MACHINE LEARNING FOR EXPERIMENTAL DATA

3.1 One-Component Order Parameter in URu2Si2 Uncov-

ered by Resonant Ultrasound Spectroscopy and Ma-

chine Learning

This section is adapted from a Science Advances paper with Sayak Ghosh, Ryan

Baumbach, Eric D. Bauer, K. A. Modic, Arkady Shekhter, J. A. Mydosh, Eun-Ah

Kim and B. J. Ramshaw [55].

60



The unusual correlated state that emerges in URu2Si2 below THO = 17.5 K is

known as “hidden order” because even basic characteristics of the order parameter,

such as its dimensionality (whether it has one component or two), are “hidden”.

We use resonant ultrasound spectroscopy to measure the symmetry-resolved elas-

tic anomalies across THO. We observe no anomalies in the shear elastic moduli,

providing strong thermodynamic evidence for a one-component order parameter.

We develop a machine learning framework that reaches this conclusion directly

from the raw data, even in a crystal that is too small for traditional resonant

ultrasound. Our result rules out a broad class of theories of hidden order based

on two-component order parameters, and constrains the nature of the fluctuations

from which unconventional superconductivity emerges at lower temperature. Our

machine learning framework is a powerful new tool for classifying the ubiquitous

competing orders in correlated electron systems.

3.1.1 Introduction

Phase transitions mark the boundary between different states of matter, such as

liquid to solid, or paramagnet to ferromagnet. At the phase transition the system

lowers its symmetry: translationally invariant liquids become crystalline solids;

paramagnetic spins align to break time reversal and rotation symmetry in a mag-

net. The conventional description of a second-order phase transition—Landau

theory—requires knowledge of which symmetries are broken in the low-temperature

phase to construct an order parameter (OP). Several possibilities have been put

forth for the symmetry of the OP in the hidden order (HO) state of URu2Si2

(Table 3.1), but most of these rely on specific microscopic mechanisms that are

difficult to verify experimentally [119, 120].
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The purpose of this paper is to use resonant ultrasound spectroscopy (RUS) to

place strict thermodynamic constraints—independent of microscopic mechanism—

on the OP symmetry in URu2Si2. While RUS is a powerful technique—capable of

constraining or identifying the symmetries broken at a phase transition [140]—it

has one significant drawback: a single missing resonance renders an entire spectrum

unusable. This is because traditional RUS data analysis relies on solving the elastic

wave equation and mapping the computed resonances one-to-one with measured

resonances—a single missing resonance invalidates this mapping. Here we develop

a new machine-learning based approach. We take advantage of the fact that neural

networks can be trained to recognize features in complex data sets and classify the

state of matter that produce such data [23, 129, 16, 145, 199, 191]. We validate this

approach by analyzing an RUS data set that we are confident can also be analyzed

using traditional methods (data from a large single-crystal of URu2Si2 with a well-

defined geometry). We then analyze data from a higher quality URu2Si2 sample

that has an ill-defined geometry—a task that is impossible for the traditional

analysis method, but which is easily performed by our neural network.

While the broken symmetries of HO are unknown, most theories assume some

form of ‘multipolar order’, whereby localized 5f electrons on the uranium site

occupy orbitals that order below THO = 17.5 K. However, direct experimental

evidence for localized 5f electrons—such as crystalline electric field level splitting—

does not exist [119], leaving room for theories of HO based on itinerant 5f electrons.

Many possible OPs remain in contention, but, whether itinerant or localized, all

theories of HO can be classified based on the dimensionality of their point group

representation: one-component [63, 125, 149, 80, 66, 89, 34, 87, 88, 78] or two-

component [171, 69, 141, 173, 46, 73, 147] (see Table 3.1 and footnote [1]). Theories

of two-component OPs are motivated largely by the experiments of Okazaki et al.

62



Dimensionality Symmetry Reference

One-

component

A1g Harrison and Jaime[64]

A1u Kambe et al.[78]

A2g Haule and Kotliar[66], Kusunose and Harima[89], Kung et al.[87]

A2u Cricchio et al.[34]

B1g Ohkawa and Shimizu[125], Santini and Amoretti[149]

B1u Kiss and Fazekas[80]

B2g Ohkawa and Shimizu[125], Santini and Amoretti[149], Harima et al.[63]

B2u Kiss and Fazekas[80]

Two-

component

Eg Thalmeier and Takimoto[171], Tonegawa et al.[173], Rau and Kee[141], Riggs et al.[147]

Eu Hoshino et al.[69], Ikeda et al.[73], Riggs et al.[147]

E3/2,g Chandra et al.[24]

Table 3.1: Proposed order parameters of the HO state in URu2Si2, classified by their dimensionality

and their point-group representation. Note that designations such as “hexadecapole” order are

only applicable in free space—crystalline electric fields break these large multipoles into the

representations listed in this table.

[127] and Tonegawa et al. [174], which detect a small C4 symmetry breaking at

THO. More recent X-ray experiments have cast doubt on these results [29], leaving

even the dimensionality of the OP in URu2Si2 an open question.

Determining OP dimensionality is more than an exercise in accounting: the

two-component nature of loop currents allows for dynamics that have been sug-

gested to explain the pseudogap in high-Tc cuprates [3]; and the proposed two-

component px + ipy superconducting state of Sr2RuO4 has a unique topological

structure that can support Majorana fermions [146, 142]. Establishing the dimen-

sionality of the HO state not only allows us to rigorously exclude a large number

of possible OPs, it also provides a starting place for understanding the unusual

superconductivity that emerges at lower temperature in URu2Si2.
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3.1.2 Experiment

Resonant Ultrasound Spectroscopy of URu2Si2

RUS measures the mechanical resonance frequencies of a single-crystal specimen—

analogous to the harmonics of a guitar string but in three dimensions (see Fig. 1a).

A subset of this spectrum for a 3 mm x 2.8 mm x 2.6 mm crystal of URu2Si2 (sample

S1) is shown in Fig. 1b, with each peak occurring at a unique eigenfrequency of

the elastic wave equation (see supplementary information). Encoded within these

resonances is information about the sample’s dimensions and density, which are

known, and the six elastic moduli, which are unknown. As electrons and phonons

are coupled strongly in metals, the temperature dependence of the elastic moduli

reveals fluctuations and instabilities in the electronic subsystem. In particular,

elastic moduli are sensitive to symmetry breaking at electronic phase transitions

[156, 140]. The difficulty lies in converting the temperature dependence of the

resonance spectrum into the temperature dependence of the elastic moduli. The

traditional analysis involves solving the 3D elastic wave equation and adjusting the

elastic moduli to match the experimental resonance spectrum. However, if even

a single resonance is missing from the spectrum (e.g. due to weak coupling of a

particular mode to the transducers), then this analysis scheme breaks down (see

Ramshaw et al.[140] for further discussion of this problem).

Fig. 1c shows the temperature dependence of seven representative elastic res-

onances through THO (29 resonances were measured in total). Note that while

some resonances show a step-like discontinuity or ‘jump’ at THO, others do not.

This jump is present in the elastic moduli for all second-order phase transitions

[103, 156, 140], but has never before been observed in URu2Si2 due to insuffi-
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cient experimental resolution [47, 20, 186, 193, 192]. Traditional RUS produces

spectra at each temperature, such as the one shown in Fig. 1b, by sweeping the

entire frequency range using a lock-in amplifier. The resonance frequencies are

then extracted by fitting Lorentzians to each peak [156]. We have developed a

new approach whereby the entire spectrum is swept only once—to identify the

resonances—and then each resonance is tracked as a function of temperature with

high-precision using a phase-locked loop. This increases the density of data points

per unit temperature by roughly a factor of 1000, and increases the signal to noise

by a factor of 30 (see methods).

The complex strain fields produced at each resonance frequency (Fig. 1a) can be

broken down locally into irreducible representations of strain (ϵk). Each irreducible

strain then couples to an OP η of a particular symmetry in a straightforward

manner [103]. In this way, analysis of the temperature dependence of the resonance

frequencies can identify or constrain the OP symmetry. In a tetragonal crystal,

such as URu2Si2, elastic strain breaks into five irreducible representations (Fig.

2): two compressive strains transforming as the identity A1g representation, and

three shear strains transforming as the B1g, B2g and Eg representations. Allowed

terms in the free energy F are products of strains and OPs that transform as the

A1g representation. As HO is thought to break at least translational symmetry,

the lowest-order terms allowed by both one-component and two-component OPs

are linear in the A1g strains and quadratic in OP: F = ϵA1g · η2 (see footnote [2]).

Quadratic-in-order-parameter, linear-in-strain coupling produces a discontinuity

in the associated elastic modulus at the phase transition: this jump is related to

discontinuities in the specific heat and other thermodynamic quantities through

Ehrenfest relations [156, 116]. For OPs with one-component representations (any

of the Ai or Bi representations of D4h), only the elastic moduli corresponding to
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Figure 3.1: Resonant ultrasound spectroscopy across THO in
URu2Si2. (a) Schematic resonance eigenmodes obtained as a
solution to the 3D elastic wave equation. Each mode contains a
unique proportion of the five irreducible strains (see Fig. 2a). (b)
Room temperature ultrasonic spectrum of sample S1, shown be-
tween 500 kHz and 1 MHz. (c) Temperature evolution of seven
characteristic resonances, out of 29 total measured resonances,
near the HO transition—plots are shifted vertically for clarity.
Three resonances (672 kHz, 713 kHz and 1564 kHz) show jumps
at THO (inset illustrates what is meant by the jump), while the
others do not, signifying contributions from different symmetry
channels.

A1g compressional strains couple in this manner. In contrast, shear strains couple

as F = ϵ2k · η2 and show at most a change in slope at THO [140]. Thus c33, c23

and (c11 + c12)/2 may exhibit jumps at phase transitions corresponding to one-

component OPs, while (c11 − c12)/2, c66, and c44 cannot.

Two-component OPs (of the Ei representations), on the other hand, have bi-

linear forms that can couple with two of the shear strains to first order. A two-

component OP, η⃗ = {ηx, ηy}, has the bilinears η2x+η2y, η2x−η2y , and ηxηy; of the A1g,
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Figure 3.2: Traditional extraction of symmetry information from
elastic moduli. (a) The tetragonal crystal structure of URu2Si2
and its five irreducible representations of strain, along with the
associated moduli. Each resonance shown in Fig. 1a can be de-
composed into this basis set of strains, modulated in phase at
long wavelengths throughout the crystal. c23 characterizes the
direct coupling between the two A1g strains. (b) Compressional
(A1g, shown in orange) and (c) shear (B1g, B2g, and Eg, shown
in blue) elastic moduli, with dashed guides to the eye showing
the temperature dependence extrapolated from below and above
THO. The absolute values (in GPa) of the moduli at ∼20 K were
determined to be (c11 + c12)/2 = 218.0, c33 = 307.4 , c23 = 112.8,
(c11−c12)/2 = 65.2, c66 = 140.6 and c44 = 101.8. (d) The magni-
tude of the jumps at THO with their experimental uncertainties.
A large jump occurs in (c11 + c12)/2 at THO, along with a small
jump in c23. The shear moduli, on the other hand, show only a
change in slope at THO—this constrains the OP of the HO state
to transform as a one-component representation.
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B1g, and B2g representations, respectively. In addition to the standard ϵA1g·η2x+η2y
terms, the free energy now contains the terms ϵB1g ·

(
η2x − η2y

)
and ϵB2g · ηxηy. A

second order phase transition characterized by a two-component OP therefore ex-

hibits discontinuities in the B1g and B2g shear elastic moduli ( (c11 − c12)/2 and

c66, respectively), in addition to jumps in the compressional A1g moduli (see SI for

a discussion of the E3/2,g representation, pertaining to “hastatic” order).

We first perform a traditional RUS analysis, extracting the temperature depen-

dence of the six elastic moduli (Fig. 2b and c) from 29 measured resonances by solv-

ing the elastic wave equation and fitting the spectrum using a genetic algorithm (see

SI of Ramshaw et al.[140] for details). The evolution of the elastic moduli across

THO shows jumps in two of the A1g elastic moduli, whereas the B1g and B2g shear

moduli show only a break in slope at THO to within our experimental uncertainty

(Fig. 2d). Jumps in the shear moduli would be expected for any order parameter

of the two-component Ei representations [171, 69, 141, 173, 46, 73, 147]—the fact

that we do not resolve any shear jumps constrains the OP of the HO phase to

belong to a one-component representation of D4h. The fact that we do not resolve

a jump in c33 is consistent with the magnitudes of the jumps in (c11 + c12)/2 and

c23—see SI for details.

In principle this traditional analysis is sufficient to determine the order-

parameter dimensionality in URu2Si2. The process of solving for the elastic moduli,

however, incorporates systematic errors arising from sample alignment, parallelism,

dimensional uncertainty, and thermal contraction. Even more detrimental is the

possibility that the measured spectrum is missing a resonance, rendering the entire

analysis incorrect. While we are confident in our analysis for the particularly large

and well-oriented sample S1, large samples of URu2Si2 are known to be of slightly
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lower quality [11]. Smaller, higher-quality crystals of URu2Si2 do not lend them-

selves well to RUS studies, being hard to align and polish to high precision. Smaller

samples also produce weaker RUS signals, making it easier to miss a resonance.

We have therefore developed a new method for extracting symmetry information

directly from the resonance spectrum, without needing to first extract the elastic

moduli themselves, even if the spectrum is incomplete. This method takes advan-

tage of the power of machine learning algorithms to recognize patterns in complex

data sets.

Machine Learning for Resonant Ultrasound Spectroscopy

Artificial neural networks (ANNs) are popular machine learning tools due to their

ability to classify objects in highly non-linear ways. In particular, ANNs can ap-

proximate smooth functions arbitrarily well [35]. Here we train an ANN to learn a

function that maps the jumps in ultrasonic resonances at a phase transition to one

of two classes, corresponding to either a one-component or two-component OP.

one-component OPs induce jumps only in compressional elastic moduli, whereas

two-component OPs also induce jumps in two of the shear moduli. Phase tran-

sitions with two-component OPs should therefore show jumps in more ultrasonic

resonances at a phase transition than phase transitions with one-component OPs.

Our intent is that this difference in the distribution of jumps can be learned by an

ANN to discriminate between one-component and two-component OPs.

An ANN must be trained with simulated data that encompasses a broad range

of possible experimental scenarios. In our case we simulate RUS spectra given

assumptions about the sample and the OP dimensionality. Starting with a set of

parameters randomly generated within bounds that we specify—these include the
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sample geometry, density, and the six elastic moduli—we solve the elastic wave

equation to produce the first N resonance frequencies that would be measured

in an RUS experiment. Then using a second set of assumptions—whether the

OP has one-component or two, whether our simulated experiment has k missing

resonances, and the relative sizes of the elastic constant jumps produced at THO—

we calculate the jumps at THO for the first n resonances(see Fig. 3). By varying

the input assumptions we produce a large number of training data sets that are

intended to encompass the (unknown) experimental parameters.

While the sample geometry, density, and moduli are well determined for S1 and

only varied by a few tens of percent, the dimensionality of the OP, the number of

missing resonances, and the sizes of the jumps in each symmetry channel are taken

to be completely unknown. We vary these latter parameters across a broad range

of physically possible values (see Fig. 3 and SI for further details). To prepare

the simulated data for interpretation by our ANN we take the first n jumps, sort

the jumps by size, normalize the jumps to lie between zero and one, and label the

data sets by the dimensionality of the OP that was used to create them—either

one-component or two.

This normalized and sorted list of numbers {∆fi/fi} is used as input to an

ANN. Our ANN architecture is a fully connected, feed forward neural network

with a single hidden layer containing 20 neurons (see Fig. 3). Each neuron j

processes the inputs {∆fi/fi} according to the weight matrix wji and the bias

vector bj specific to that neuron as σ(wjixi+bj) where the rectified linear activation

function is given by σ(y) ≡ max(y, 0). The sum of the neural outputs is normalized

via a softmax layer.

We train the ANN using 10000 sets of simulated RUS data for the case of a one-
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component OP, with varied elastic constants, sample geometries, jump magnitudes,

and missing resonances, and another 10000 sets for the case of a two-component

OP. We use cross-entropy as the cost function for stochastic gradient descent. We

train 10 different neural networks in this way to an accuracy of ∼ 90%, and then

fix each individual network’s weights and biases. Once the networks are trained

we ask each ANN for its judgment on the OP dimensionality associated with an

experimentally determined set of 29 jumps, and average the responses from each

neural network. The sizes of the jumps depend on how THO is assigned—assigning

THO artificially far from the actual phase transition will produce large jumps in

all resonances. We therefore repeat our ANN determination using a range of THO

around the phase transition, and plot the outcome as a function of THO.

Fig. 4a shows the results of our ANN analysis for sample S1—the same sample

discussed above using the traditional analysis. To visually compare the training

and experimental data in a transparent fashion, we plot the list of sorted and nor-

malized jumps against their indices in the list. The average of the one-component

training data is shown in red; the average of the two-component training data is

shown in blue; the experimental jumps are shown in grey. It is clear that the

experimental data resembles the one-component training data much more closely.

This resemblance is quantified in the inset, showing the ANN confidence that the

experimental data belongs to the one-component class for varying assignments of

THO. We find that the confidence of a one-component OP is maximized in the

region of assigned THO that corresponds to the experimental value of THO.

Thus far we have shown that both methods—the traditional method of ex-

tracting the elastic moduli using the elastic wave equation, and our new method of

examining the resonance spectrum directly using a trained ANN—agree that the
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Figure 3.3: Schematic of the algorithm used to generate the training
data. Values for elastic moduli and dimensions are chosen ran-
domly from a range that bounds our experimental uncertainties.
One-component OPs give jumps only in A1g moduli, whereas
two-component OPs also give jumps in B1g and B2g moduli. Sep-
arate output files are generated corresponding to one-component
and two-component OPs, each containing n jumps, where n is
the number of frequencies whose temperature evolution could be
experimentally measured. We use scaled RUS frequency shifts
∆fj/fj as input to the ANN. The neurons in the hidden layer
have weights wij and biases bi. Each output neuron corresponds
to one of the two OP dimensionalities under consideration, i.e.
one-component and two-component. The output value of each
neuron is the network’s judgment on the likelihood of that OP
dimensionality.

HO parameter of URu2Si2 is one-component. We can now use the neural network

to analyze a smaller, irregular-shaped but higher quality (higher THO [11]) sam-

ple that cannot be analyzed using the traditional method due to its complicated

geometry. Figure 4b shows the result of ANN analysis performed on a resonance

spectrum of sample S2. The sorted and normalized spectrum looks very similar

to that of S1, and the averaged ANN outcome gives 90% confidence that the OP

is one-component. Despite the fact that S2 has a geometry such that the elas-

tic moduli cannot be extracted, its resonance spectrum still contains information

about the OP dimensionality and our ANN identifies this successfully.
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Figure 3.4: Results of the ANN analysis for two samples of URu2Si2.
Upper blue curves show the averaged, sorted, simulated fre-
quency shift (“jump”) data plotted against its index in the sorted
list for a two-component OP for (a) sample S1 and (b) sample
S2. The data are normalized to range from 0 to 1. Lower, red
curves shows the same for a one-component OP. Grey dots show
experimental data for critical temperature assignment (a) THO

= 17.26 K and (b) THO = 17.505 K, which visually aligns more
closely with the average one-component simulated data than the
two-component simulations. Insets: percent confidence of the
one-component output neuron for various assignments of THO av-
eraged over 10 trained networks. A maximum confidence of (a)
83.2% occurs for THO = 17.26 K and (b) 89.7% for THO = 17.505
K. Sample S2 has a higher value of THO due to its lower impurity
concentration, as verified independently by the resistivity. Photo
credits: Sayak Ghosh, Cornell University.

73



3.1.3 Discussion

Our two analyses of ultrasonic resonances across THO in URu2Si2 strongly support

one-component OPs, such as electric-hexadecapolar order [66], the chiral density

wave observed by Raman spectroscopy [19, 87, 88], and are consistent with the lack

of C4 symmetry breaking observed in recent X-ray scattering experiments [29]. Our

analysis rules against two-component OPs, such as rank-5 superspin [141, 78] and

spin-nematic order [46]. The power of our result lies in its independence from

the microscopic origin of the OP: group-theoretical arguments alone are sufficient

to rule out large numbers of possible OPs. It could be argued that the coupling

constants governing the jumps in the shear moduli are sufficiently small such that

the jumps are below our experimental resolution. Previous experiments, however,

have shown these coupling constants to be of the same order of magnitude in other

materials with multi-component OPs [103, 74, 50]. It has also been demonstrated

that the size of the jump in heat capacity at THO is largely insensitive to RRR[36,

11, 48]. It is therefore hard to imagine that higher RRR samples would yield jumps

in the shear moduli.

The use of ANNs to analyze RUS data represents an exciting opportunity to

re-examine ultrasound experiments that were previously unable to identify order

parameter symmetry. For example, irregular sample geometry prevented identifica-

tion of the order parameter symmetry in the high-Tc superconductor YBa2Cu3O6.98

[156]. Re-analysis of this spectrum using our ANN could reveal whether the OP of

the pseudogap is associated with Eu-symmetry orbital loop currents. The proposed

two-component px+ipy superconducting state of Sr2RuO4 and other potential spin-

triplet superconductors could also be identified in this fashion, where traditional

pulse-echo ultrasound measurements have been confounded by systematic uncer-
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tainty [128].

Beyond RUS, there are many other data analysis problems in experimental

physics that stand to be improved using an approach similar to the one presented

here [58]. In particular, any technique where simulation of a data set is straightfor-

ward but where fitting is difficult should be amenable to a framework of the type

used here. The most immediately obvious technique where our algorithm could be

applied is NMR spectroscopy. NMR produces spectra in a similar frequency range

to RUS, but which originate in the spin-resonances of nuclear magnetic moments.

Modern broad-band NMR can produce complex temperature-dependent spectra,

containing resonances from multiple elements situated at different sites within the

unit cell. Given a particular magnetic order it is relatively straightforward to cal-

culate the NMR spectrum—i.e. to produce training data. The inverse problem,

however, is more challenging: recovering a temperature-dependent magnetic struc-

ture from an NMR data set. In a way similar to RUS, missing resonances, and

resonances mistakenly attributed to different elements, can render an analysis en-

tirely invalid. It should be relatively straightforward to adapt our framework for

generating training data and our ANN to extract temperature (or magnetic field)

dependent magnetic structures from NMR spectra.
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3.1.4 Materials and Methods

Sample S1 was grown by the Czochralski method. A single crystal oriented along

the crystallographic axes was polished to dimensions 3.0mm × 2.8mm × 2.6mm,

with 2.6mm along the tetragonal long axis. Sample S2 was grown was grown by the

Czochralski method and then processed by solid-state electrorefinement. Typical

RRR values for ab-plane flakes of URu2Si2 taken from the larger piece range from

100-500. The RRR values measured on larger pieces (Fig. 4) are between 10-20.

For a comparison of different growth methods for URu2Si2 see Gallagher et al. [48].

Resonant ultrasound experiments were performed in a custom-built setup con-

sisting of two compressional-mode lithium niobate transducers, which were vibra-

tionally isolated from rest of the apparatus. The top transducer was mounted on

a freely pivoting arm, ensuring weak coupling and linear response. The response

voltage generated on the pickup transducer—maximum whenever the drive fre-

quency coincides with a sample resonance—was measured with lock-in technique.

The response signal is preamplified using a custom-made charge amplifier to com-

pensate for signal degradation in coaxial cables [114]. Oxford Instruments He4

cryostat was used for providing temperature control.
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3.1.5 Supplementary Information

Phase-locked Loop

The traditional method to track resonance frequencies with temperature in RUS is

to fit a Lorentzian to find the resonance, and this requires measuring the spectra in

a small frequency range around the resonance at every temperature. For our RUS

measurements, we use a phase-locked loop (PLL) to track resonance frequencies

as a function of temperature, which eliminates the need to scan over a frequency

range at every temperature. PLL comprises a lock-in amplifier coupled to a PID

controller. Lock-in measures amplitude and phase of the response at the drive

frequency, and the PID controller adjusts drive frequency so as to maintain the

phase at a setpoint. We typically choose the phase setpoint to coincide with the

peak of the resonance since the phase changes most rapidly there. We find that

compared to traditional RUS, PLL tracks resonances with higher sensitivity and

the standard error is lower by a factor of 30 (see Figure 3.5). As there is no need to

do a frequency scan and perform a Lorentzian fit at every temperature, this is also

a faster measurement yielding ∼1000 times more points per unit temperature. To

the best of our knowledge, a phase-locked loop technique has never been employed

before in resonant ultrasound spectroscopy studies.

Training data for ANN

We generate simulated RUS spectra for training the artificial neural network

(ANN). We first solve the 3-D elastic wave equation using input parameters—

density of sample, elastic constants and dimensions—which are chosen from a range

that bounds our experimental uncertainties, to obtain the first N lowest frequency
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resonances and their compositions (αij = ∂(ln fi)/∂(ln cj)) in terms of the six inde-

pendent elastic constants. We expect different sets of jumps in moduli (∆cj/cj) for

one- and two-component OPs (see ‘Symmetry and Coupling’ section for details),

which translate into different sets of jumps in resonance frequencies(∆fi/fi) for

the two OP types. Experimentally, some resonances are too noisy to be measured

through the transition, and to account for that, we delete a random number (k)

of jumps from the the list of N consecutive ∆fi/fi. We then choose the first n

jumps to constitute a training data set, where n is the number of jumps measured

in experiment.

Symmetry and Coupling

In a tetragonal crystal, elastic strain breaks into five irreducible representations,

two compressive strains transforming as the A1g representation and three shear

strains transforming as the B1g, B2g and Eg representations [3]. The elastic free

energy density is given by

Fel =
1

2

(
c11(ϵ

2
xx + ϵ2yy) + 2c12ϵxxϵyy + c33ϵ

2
zz + 2c13(ϵxx + ϵyy)ϵzz + 4c44(ϵ

2
xz + ϵ2yz) + 4c66ϵ

2
xy

)
=

1

2

(c11 + c12
2

(ϵxx + ϵyy)
2 + c33ϵ

2
zz + 2c13(ϵxx + ϵyy)ϵzz +

c11 − c12
2

(ϵxx − ϵyy)
2+

4c44(ϵ
2
xz + ϵ2yz) + 4c66ϵ

2
xy

)
=

1

2

(
cA1g,1ϵ

2
A1g,1

+ cA1g,2ϵ
2
A1g,2

+ 2cA1g,3ϵA1g,1ϵA1g,2 + cB1gϵ
2
B1g

+ cEg |ϵEg |2 + cB2gϵ
2
B2g

)
(3.1)

where the strains are written as the irreducible representations ofD4h, (ϵxx+ϵyy) →

ϵA1g,1 , ϵzz → ϵA1g,2 , (ϵxx − ϵyy) → ϵB1g , 2ϵxy → ϵB2g and (2ϵxz, 2ϵyz) → ϵEg .

We consider integer representations of D4h in the following calculations. Half-

integer representations have been addressed at the end of this section.
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Following Landau theory, near a phase transition, an order parameter(OP) η

is introduced whose contribution to the free energy density is

F s
0 (η) = aη2 +

b

2
η4 (3.2)

For a two-component OP (ηx, ηy), this becomes

Fd
0 (ηx, ηy) = a(η2x + η2y) +

b0
4
(η2x + η2y)

2 +
b1
4
(η2x − η2y)

2 + b2η
2
xη

2
y (3.3)

with a = a0(T − THO), and a, b, b0,1,2 > 0. With strain-OP coupling(Fc), the total

free energy density becomes

F = F0(ηi) + Fel(ϵµ) + Fc(ηi, ϵµ) (3.4)

The coupling between OP and various symmetry strains leads to the corre-

sponding elastic constants getting modified in the ordered state. Since the free

energy density must transform like the identity A1g representation, only those cou-

plings are allowed in Fc which transform as A1g under symmetry operations of the

tetragonal(D4h) group.

The square of any one-component order parameter has A1g symmetry, and

hence an one-component OP can couple to only A1g strains. A two-component OP

in a tetragonal crystal belongs to Eg/u representation and since the square of an

Eg/u object has A1g, B1g and B2g symmetry objects, we expect a two-component

OP to couple to ϵB1g and ϵB2g in addition to the two A1g strains. None of the OPs

can couple to ϵEg .

Written explicitly, the coupling free energy reads

F s
c = (g1ϵA1g,1 + g2ϵA1g,2)η

2 (3.5)

for one-component OPs and

Fd
c = (g1ϵA1g,1 + g2ϵA1g,2)(η

2
x + η2y) + g4ϵB1g(η

2
x − η2y) +

g5
2
ϵB2gηxηy (3.6)
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Dimensionality Symmetry ∆cA1g ,1 ∆cA1g ,2 ∆cA1g ,3 ∆cB1g ∆cB2g

One-component A1, A2, B1, B2
−g21
b

−g22
b

−g1g2
b 0 0

Two-
component

E(±1, 0),E(0,±1)
−2g21

(b0+b1)
−2g22

(b0+b1)
−2g1g2
(b0+b1)

−2g24
(b0+b1)

−2g25
(b2−b1)

E(±1,±1)
−2g21

(b0+b2)
−2g22

(b0+b2)
−2g1g2
(b0+b2)

−2g24
(b1−b2)

−2g25
(b0+b2)

Table 3.2: Calculated discontinuities(“jumps”) in elastic moduli for one- and
two-component order parameters in a tetragonal system.

for two-component OPs in a tetragonal system. Clearly, for non-zero discontinu-

ity(“jump”) in a particular moduli cµ, there needs to be an allowed coupling term

between the associated symmetry strain ϵµ and the order parameter.

As a concrete example, we consider a two-component OP (ηx, ηy) of E-

symmetry and calculate jumps in the various moduli. Minimizing Fd
0 gives two

distinct equilibrium OPs depending on the relative magnitudes of b1 and b2.

(η0x, η
0
y) =


√

− 2a
b0+b1

{(±1, 0) , (0,±1)} , b1 < b2√
− a

b0+b2
(±1,±1) , b1 > b2

(3.7)

For b1 < b2, the 4 possible states(all of which are physically equivalent) are

denoted as E(±1, 0) for η0y = 0 and E(0,±1) for η0x = 0. For b1 > b2, the pos-

sible equivalent states are denoted as E(±1,±1). To calculate strain-dependent

corrections to the equilibrium OP (η0x, η
0
y), we perturb (η0x, η

0
y) → (η0x + η̃x, η

0
y + η̃y)

and expand the (ηx, ηy)-dependent terms in F up to quadratic order in (η̃x, η̃y).

Minimizing with respect to η̃x and η̃y then reduces to solving two linear equations,

which give us the modified OP. Finally, replacing this OP in F and taking appro-

priate strain derivatives allows to straightforwardly calculate the modified elastic

constants in the ordered state.
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The calculated jumps in the various moduli for all the integer representation

OPs of D4h are tabulated in Supplementary Table 3.2. Clearly, a two-component

OP induces jumps in both of the in-plane shear(B1g and B2g) moduli in addition

to the compressional(A1g) moduli, while an one-component OP only modifies the

A1g moduli, as expected. This leads to different sets of ∆cj/cj for one-component

and two-component OPs, which we use to generate training data for the neural

network (detailed in Figure 3 of the main text and the ‘Training data for ANN’

section). We note that the non-zero shear jumps concluded from our calculations

refute the claim made in [20] that shear moduli are continuous through the hidden

order transition.

D4h also contains half-integer representations, such as E3/2,g which is the rep-

resentation of the slave boson responsible for the “hastatic” order parameter pro-

posed by Chandra et al. [35] (E3/2,g is also known as Γ+
7 ). E3/2,g forms bilinears

of the A2g and Eg representations (see Altmann and Herzig [55] table 33.8): this

predicts no jump in either c66 or (c11 − c12)/2, but does predict a jump in c44,

which we also do not observe. If, however, the hastatic order only forms bilinears

at finite q, then it will predict no jumps in any of the elastic moduli.

Lack of c33 jump

In our experiment, we do not see a discontinuity in c33 elastic constant, although

it is expected for an one-component OP. From Supplementary Table 3.2, the three

A1g jumps can be related as

∆cA1g ,1 ×∆cA1g ,2 = (∆cA1g ,3)
2 (3.8)
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Experimentally we measure relative jumps(∆c
c
), which can be related by rewriting

Equation 3.8 as

∆cA1g ,2

cA1g ,2

· cA1g ,2 =

(
∆cA1g,3

cA1g,3
· cA1g ,3

)2
(

∆cA1g,1

cA1g,1
· cA1g ,1

)
=⇒

(
∆cA1g ,2

cA1g ,2

)
=

1

cA1g ,2

·

(
∆cA1g,3

cA1g,3
· cA1g ,3

)2
(

∆cA1g,1

cA1g,1
· cA1g ,1

) (3.9)

Using the known jumps in (c11 + c12)/2 and c23 (see Figure 2 of the main text and

Equation 3.1), we estimate ∆c33
c33

≈ 4× 10−7, which is an order of magnitude below

our experimental resolution. This explains the lack of c33 jump in our experimental

data.

Resolving the Origin of Jumps

The elastic moduli discontinuities predicted by gη2ϵ coupling in Landau theory

only show up in experiments under the assumption that the applied strain varies

at a timescale much longer than the relaxation times of the order parameter [56].

Our experiments are in the low MHz frequency range, corresponding to timescales

of order 10−7s. The HO transition is a mean-field like second order transition, and

the OP relaxation timescales for similar (superconducting) transitions in other

uranium-based heavy fermion compounds are of the order 10−10 − 10−12s [57].

Thus our experimental frequencies are low enough to observe the moduli jumps.

To rule out anomalous OP dynamics near the phase transition interfering

with our measured jumps, we look at the ultrasonic attenuation in the reso-

nances through THO. In particular, anomalous OP dynamics would lead to large,

temperature-dependent features in the attenuation near THO. In Figure 3.6, we
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plot the temperature evolution of three resonances, each showing a clear discon-

tinuity at THO. The inverse quality factor of these frequencies (proportional to

ultrasonic attenuation), plotted in panel (d), show tiny features at THO, but over-

all unremarkable behavior. The tiny features are required by Kramers-Kronig

relations, but the overall behavior is dominated by phonon anharmonicity and not

OP dynamics. Our plot (see Figure 3.7) of the elastic moduli with the background

contribution subtracted further highlights the singular nature of the discontinuity

in the A1g moduli.

This confirms that the moduli jumps we see originate from strain-order param-

eter coupling terms of the form gη2ϵ, and hence our measured jumps constrain the

order parameter in URu2Si2 to be one-component.

Compositions of Resonances

The irregular shape of the higher quality sample S2 prevents directly inverting

the frequency spectra to calculate the elastic moduli and the compositions of the

frequencies in terms of the moduli (αijs). To estimate the compositions, we use

the known temperature evolution of the 6 elastic constants between 145K to 25K

to fit the change in frequencies as the sample is cooled in this temperature range

(Figure 3.8). This helps us ensure that the sample S2 has in-plane shear (B1g and

B2g) modes in our experimentally accessible frequency range, and hence the data

we obtain should allow us to distinguish between one- and two-component order

parameters.
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Resistance Measurement

We checked the quality of sample S2 by measuring its resistance from 300K down

to 2K, as shown in Figure 3.9. The Kondo crossover is seen around T∗ = 75K

and the resistance shows a sudden increase at the HO transition, consistent with

previous reports. We use the feature near the hidden order transition to determine

THO = 17.52K for this sample. This value of THO [45,51] confirms the higher

quality of S2 compared to S1.

Possible Effects from Parasitic AFM

Under hydrostatic pressure, URu2Si2 undergoes a transition into a large moment

antiferromagnet (LMAF) phase. Even at ambient pressure, URu2Si2 samples are

known to host some amount of this parasitic AFM phase, arising from inhomoge-

neous strain in the sample [58]. The AFM phase shows a large discontinuity in

the modulus c11 [59]. One could imagine that the jumps we see at THO are arising

from the presence of this parasitic AFM phase, in particular for sample S1, since

it has a suppressed THO = 17.25 K, compared to the standard THO = 17.5 K.

To confirm that we are seeing discontinuities from the HO phase, we obtained

the high-purity sample S2, which underwent solid-state electrorefinement, and has

THO = 17.5 K. It can be seen that sample S2 shows the same distribution of jumps

as S1 (see Figure 4 of the main text). This rules against any parasitic effects

leading to the jumps, since these samples must have very different concentrations

of AFM puddles in them. Additionally, we note that the elastic anomalies due to

strain-induced AFM should appear at TN , which is a different temperature than

THO. We see only a single transition, as evidenced by a single jump in A1g moduli
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and a change in slope in the shear moduli, all happening at the HO transition

temperature (as defined by resistance measurements shown in Figure 3.9). If the

elastic anomalies were to arise from strain-induced AFM, we would expect these

signatures of the phase transition to show up at a different temperature than

exactly THO (or more likely, a distribution of temperatures, since the strain relaxes

over a finite lengthscale away from the parasitic regions). We resolve a sharp (∼ 100

mK) transition, and hence if there were two transitions, we should be able to see

them.

The fact that our results are consistent between sample S1 and S2, and we see

only a single sharp transition at precisely THO, confirms that the elastic disconti-

nuities are from the HO transition, and not due to strain-induced AFM.
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Figure 3.5: Resonant ultrasound using phase-locked loop. We compare data
between fitting Lorentzian(traditional RUS) and phase-locked
loop(PLL) for the same resonance frequency as sample is cooled
through the hidden order transition. Data taken with PLL has
lower fluctuations and a much higher density of frequency points.
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Figure 3.6: Three representative resonance frequencies of URu2Si2 and their
attenuation through THO. A clear discontinuity can be seen in
all three resonances and a small peak-like feature can be seen
in the attenuation at THO. The lack of any large temperature-
dependent feature in the attenuation rules out anomalous order
parameter dynamics interfering with our results.
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Figure 3.7: Elastic moduli of URu2Si2 with the contribution above THO sub-
tracted. This procedure isolates the effect of the order parameter
on the moduli. Plots are vertically shifted for visual clarity. It
can be clearly seen that (c11+ c12)/2 and c23 show a drop at THO

before starting to stiffen in the HO phase, while all other moduli
only show increased stiffening/softening through THO.
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Figure 3.8: Fitting temperature evolution of resonances. Temperature de-
pendence of two representative resonances(blue and green) be-
tween ∼25K to 145K. The fit estimates that the blue curve
is composed of mostly Eg and some A1g symmetry vibrations,
whereas the green curve is dominated by vibrations in B1g chan-
nel.
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Figure 3.9: Resistance of sample S2 measured from 300K down to 2K. Inset
shows the feature at hidden order transition, from which we de-
termine THO = 17.52K for this sample.
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CHAPTER 4

MONTE CARLO STUDY OF INTERMEDIATE STATES OF

GENERALIZED WIGNER CRYSTALS

4.1 Melting of generalized Wigner crystals in transition

metal dichalcogenide heterobilayer moiré systems

This section is adapted from a preprint arXiv:2112.08624 with Eun-Ah Kim [106].

At the time of writing the version of the paper presented here is updated from the

arXiv version, and is in preparation to be resubmitted Nature Communications.
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Moiré superlattice systems such as transition metal dichalcogenide heterobi-

layers have garnered significant recent interest due to their promising utility as

tunable solid state simulators. Recent experiments on a WSe2/WS2 heterobilayer

detected incompressible charge ordered states that one can view as generalized

Wigner crystals. The tunability of the hetero-TMD moiré system presents an op-

portunity to study the rich set of possible phases upon melting these charge-ordered

states. Here we use Monte Carlo simulations to study these intermediate phases in

between incompressible charge-ordered states in the strong coupling limit. We find

two distinct stripe solid states to be each preceded by distinct types of nematic

states. In particular, we discover microscopic mechanisms that stabilize each of

the nematic states, whose order parameter transforms as the two-dimensional E

representation of the moiré lattice point group. Our results provide a testable

experimental prediction of where both types of nematic occur, and elucidate the

microscopic mechanism driving their formation.

4.1.1 Introduction

The promise of a highly tunable lattice system that can allow solid-state-based

simulation of strong coupling physics [189, 121, 7] has largely driven the explo-

sion of efforts studying moiré superlattices. The transition metal dichalcogenide

(TMD) heterobilayer moiré systems with zero twist-angle (see Fig. 4.1(a)) and lo-

calized Wannier orbitals form a uniquely simple platform to explore phases driven

by strong interactions [169, 143, 71]. Indeed, upon sweeping the density of elec-

trons per moiré unit cell, incompressible charge ordered states have been theo-

rized [131, 134, 130] and experimentally observed [143, 71, 190, 93] at various

fractional fillings. These charge orders can be viewed as generalized Wigner crys-
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talline states that reduce the symmetry of the underlying moiré lattice, as they

are driven by the long-range Coulomb interaction. The density controlled melt-

ing of Wigner crystals is expected to result in a rich hierarchy of intermediate

phases [161, 162, 76]. While a microscopic theoretical study of Wigner crystal

melting is challenging due to the continuous spatial symmetry, the melting of gen-

eralized Wigner crystals is more amenable to a microscopic study due to the lattice.

The observation of intermediate compressible states with optical anisotropy [77]

(see Fig. 4.1(b)) and the tunability beyond density [95, 54] present a tantalizing

possibility to study melting and the possible intermediate phases of the generalized

Wigner crystals.

The underlying lattice in the generalized Wigner crystal reduces the continuous

rotational symmetry to C3 point group symmetry. Ref. [33] studied the melting

of a 1/3-filled crystalline state on a triangular lattice in the context of Krypton

adsorbed on Graphene. Based on the free energy costs of the domain walls and

domain wall intersections, they reasoned that the generalized WC would first melt

into a hexagonal liquid, and then crystallize into a stripe solid. From the modern

perspectives of electronic liquid crystals [83], one anticipates nematic fluid states

in the vicinity of crystalline anisotropic states such as the stripe solid. Moreover,

the C3 point group symmetry of the triangular lattice relevant for hetero-TMD

moiré sytems further enriches the possibilities of the intermediate fluid phases.

The triangular lattice admits two types of nematic states due to the nematic or-

der parameter transforming as a 2-dimensional irreducible representation of the

lattice point group [155, 43]. The hetero-TMD moiré systems present an excellent

opportunity to study these intermediate liquid phases.

As the quantum melting of charge order is a notoriously difficult problem [82],
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in this paper we will take advantage of the small bandwidth in hetero-TMD sys-

tems and use a strong coupling approach. We study Monte Carlo simulations

inspired by hetero-TMD moiré systems at and between commensurate charge or-

dered states. We analyze our results in terms of the structure factor and a nematic

order parameter correlation function. In particular, we distinguish between the

two possible types of nematic states illustrated in Fig. 4.1(c), one associated with

the director aligned with a single majority bond orientation (which we dub type-

I), and the other perpendicular to a single minority bond orientation (type-II).

As shown in Fig. 4.1(d), we find the type-I nematic and type-II nematic to each

robustly appear between 2/5 and 1/2 and 1/3 and 2/5 respectively. We conclude

with a discussion.

4.1.2 Method

As the orientation of the nematic director is defined within the angle range θ ∈

[0, π) (Fig. 1(c)) we define the local nematic field using complex notation N(r⃗) =

n(r⃗)ei2θ(r⃗), where n(r⃗) ∈ R. In terms of this nematic order parameter field, the

free energy density describing the isotropic-nematic transition in a trigonal system

takes the following form [43, 178, 67, 98]:

f [N(r⃗)] = f0[|N(r⃗)|] + γ

6
(N(r⃗)3 +N∗(r⃗)3)

= f0[n(r⃗)] +
γ

3
n(r⃗)3 cos(6θ(r⃗)) (4.1)

where f0[n(r⃗)] =
r
2
n(r⃗)2 + u

4
n(r⃗)4. Note that we assume u > 0 for stability. The

form of the cubic term dictates that the free energy is minimized when γ and

⟨cos(6θ)⟩ have opposite signs. There are thus two different types of nematic states,

type-I (γ < 0 and thus ⟨cos(6θ)⟩ = +1) and type-II (γ > 0, ⟨cos(6θ)⟩ = −1).
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Figure 4.1: Electronic states in TMD moiré systems. (a) The red and
blue dots show the sites of two honeycomb lattices whose lattice
constants differ by 5%. These lattices are layered at zero twist
angle, resulting in an emergent triangular moiré lattice with a
unit cell indicated by the black lines. In the case of TMD het-
erobilayers, the moiré lattice has point group C3. (b) Top: op-
tical anisotropy as a function of moiré lattice filling, reproduced
from ref. [77]. Bottom: charge order patterns at 1/3−, 2/5−,
and 1/2− filling as determined by Monte Carlo, reproduced from
ref. [190]. (c) Here we show the moiré unit cell with occupied
lattice sites represented by blue dots, and the bond connecting
nearest neighbor pairs colored according to its orientation. On a
lattice with C3 symmetry, there are two distinct types of nematic
states. Type-I nematics (left) have a nematic director oriented
along a single majority bond orientation at θ ∈ {0, π/3, 2π/3}
and have ⟨cos(6θ)⟩ = 1. Type-II nematics (right) have a nematic
director oriented perpendicular to a single minority bond orien-
tation at θ ∈ {π/6, π/2, 5π/6} and have ⟨cos(6θ)⟩ = −1. (d) The
critical temperature as a function of moiré lattice filling as deter-
mined by Monte Carlo. At 1/3−, 2/5−, and 1/2− filling we find
the same charge ordered states as in (b). Between 2/5−filling and
1/2−filling we find a type-I nematic state defined by short-range
domains of the 1/2-filled charge stripe state. Above 1/3-filling,
we find an isotropic state defined by hexagonal domains of the
1/3 generalized Wigner crystal, which eventually gives way to a
type-II nematic state defined by fragmented domains of the 2/5-
filled columnar dimer crystal. For details of the Tc and error bar
determination, see the discussions of the corresponding phases
below.
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We explore the phase diagram using classical Monte Carlo as a function of

temperature T and the number of particles per moiré site ν. We emphasize that

while previous Monte Carlo studies of TMD moiré systems have been done [190,

134, 71, 96], their goal was only to understand the incompressible charge-ordered

states, while our focus is on the compressible intermediate states. To emulate the

experimental setup in refs. [190, 77, 92, 143], the Hamiltonian that we simulate

describes the Coulomb interaction for electrons halfway between two dielectric

gates a distance d apart with dielectric constant ϵ:

H =
1

2

∑
i ̸=j

ρ(r⃗i)ρ(r⃗j)

(
e2

4πϵϵ0a

)
4

d

×
[

∞∑
n=0

K0

(
π(2n+ 1)|r⃗i − r⃗j|

d

)]
. (4.2)

Here, K0 is the modified Bessel function of the second kind, a is the moiré lattice

constant, and ρ(r⃗i,j) ∈ {0, 1} are the occupancies of lattice sites i, j. As in refs. [190,

77], we take a = 8nm and d = 10a, and we take e2/(4πϵϵ0a) as our unit of energy

for simulation.

Because the interaction is long-ranged, simply simulating a system with peri-

odic boundary conditions would result in ambiguous distance calculations. Thus,

we simulate a formally infinite system that is constrained to be periodic in an ℓ× ℓ

rhombus. Particles interact both within and between copies of the system. The

choice of an ℓ× ℓ rhombus has the full symmetry of the triangular lattice as, when

one considers the infinite system, the action of each element of the point group is a

bijective map on the set of unique sites contained within the simulation cell. Thus

we do not expect our choice of geometry to artificially promote rotational symme-

try breaking. Moreover in each nematic state that we report, our simulations find

configurations with each of the three possible director orientations for the relevant

nematic type with equal probability.
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For Monte Carlo updates, we use arbitrary-range, single particle occupancy

exchanges with standard Metropolis acceptance rules. However, the prevalence of

short-range correlated structures leading to long autocorrelation times complicates

our simulations, especially in the incompressible density region. To get our sim-

ulations to converge, we need to perform cluster updates as well. Typical cluster

update methods based on the Swendsen-Wang [167] and Wolff [188] algorithms

for spin systems are insufficient for our needs as they do not simulate the correct

ensemble. The geometric cluster algorithm [68] does allow us to simulate a fixed

number of occupied sites (i.e. the fixed magnetization ensemble of a spin model),

but until now, has not been generalized to accommodate long-range interactions.

Thus we develop our own cluster update method based on the geometric cluster

algorithm that can handle arbitrary interactions. It is worth noting that our al-

gorithm also works on an arbitrary lattice. For further details, see SI section 1.

We perform a cluster update after every 1000 single particle occupancy exchange

updates.

At each point in phase space, we calculate the Monte Carlo average of the

structure factor

⟨S(Q⃗)⟩ = 1

ℓ4

〈∑
i,j

ρ(r⃗i)ρ(r⃗j)e
−iQ⃗·(r⃗i−r⃗j)

〉
, (4.3)

to assess crystalline order. To assess the degree of rotational symmetry breaking,

we also calculate the average of the nematic order parameter correlation function

given by

1

ℓ4

∑
r⃗,r⃗′

⟨C(r⃗, r⃗′)⟩ = 1

ℓ4

∑
r⃗,r⃗′

⟨N(r⃗)N∗(r⃗′)⟩ = 1

ℓ4
⟨C̃(q⃗ = 0)⟩ (4.4)

where q⃗ denotes Fourier momentum. At high temperatures, when ⟨N(r⃗)⟩ = 0,

⟨C̃(q⃗ = 0)⟩/ℓ4 behaves as kBT times the nematic susceptibility: χ(q⃗ = 0)kBT .
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Generically we expect this to have some continuous behavior as a function of tem-

perature. However, when the order parameter develops an expectation value in a

nematic state, ⟨C̃(q⃗ = 0)⟩/ℓ4 should acquire a constant, non-zero value. To deter-

mine the type of nematicity exhibited by nematic states, we also calculate ⟨cos(6θ)⟩,

where, as in Fig. 4.1(c), type-I (type-II) nematic states have ⟨cos(6θ)⟩ = +1 (−1).

For further details about the calculation of these quantities from our Monte Carlo

simulation data including a formulation of the nematic order parameter in terms of

the density operators ρ(r⃗), see SI section 2. All results that we show are obtained

from an ℓ = 20 system, except for exactly at ν = 1/3 since 20 × 20/3 is not an

integer. In all cases, we perform 105 updates per site for equilibration at each

temperature, and then 2 × 105 updates per site for data collection. Finally, we

note that in all plots of ⟨C̃(q⃗ = 0)⟩ and ⟨cos(6θ)⟩, the error bars are smaller than

the symbol size.

4.1.3 Results

Isotropic States

At ν = 1/3, we find the isotropic generalized Wigner crystalline phase, shown in

Fig. 4.2(a) for ℓ = 12. This phase has lattice vectors a⃗wc1 = (0,
√
3) and a⃗wc2 =

(3/2,
√
3/2) as indicated by the black arrows in Fig. 4.2(a). The structure factor

shows well defined peaks at the reciprocal lattice vectors G⃗wc
1 = (−2π/3, 2π/

√
3))

and G⃗wc
2 = (4π/3, 0) associated with the crystalline state (Fig. 4.2(b)). Upon

increasing the density, this crystalline state starts to melt, but it maintains an

isotropic, compressible state to a certain filling. At small fillings away from the

1/3-state, as shown in Fig. 4.2(c), the extra particles form domain walls between
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the three different registries of the generalized WC state. Three domain walls are

marked with black lines in Fig. 4.2(c). The domain walls meet at 2π/3 angles,

reminiscent of what was found in ref. [33].

As in ref. [33], this domain wall structure is stable while the density of domain

walls is dilute (and hence the domain walls are long) because energetics favor

2π/3 angles. Taking into account interactions up to fifth neighbor, the energy

contributed to the Hamiltonian by the six particles in the three dimers composing

the 2π/3 vertex is

Ev = 3V1 +
21

2
V2 + 6V3 +

21

2
V4 +

15

2
V5 (4.5)

while that of the particles composing three straight domain wall dimers is

EDW = 3V1 + 12V2 + 6V3 + 6V4 + 9V5, (4.6)

where Vi denotes the energy of two i’th neighbor particles. Using eq.( 4.2) it is easy

to check that EDW − Ev > 0, and thus (at least to this order of interaction), it is

energetically favorable to have 2π/3-vertices, even at low temperatures. However,

the densest possible hexagonal domain state consists of a close packing of 2π/3-

vertices, which has density ν = 3/8. Thus, this state certainly cannot exist at

densities ν > 3/8. In Fig. 4.2(d), the structure factor of this compressible state is

still dominated by the generalized WC, but with the domain size becoming finite,

the superstructure peaks are broadened.

The ordered states at both ν = 1/3 and ν = 0.36 are isotropic in the sense that

they have the same number of nearest-neighbor bonds (zero in the case of ν = 1/3)

in all three orientations. What distinguishes them is the domain size. Thus, instead

of looking at the nematic correlation function to asses the ordering, in Fig. 4.2(e)

we plot 1/W vs. T where W is the standard deviation of a Gaussian fit to the
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Monte Carlo averaged structure factor peak at G⃗wc
2 . Indeed, the peak at ν = 0.36

is broader than that at ν = 1/3 as we expected due to the shorter correlation

length. Moreover, in each ordered state the full width of the peak, estimated as

being between 4W − 6W , agrees well with 2π over the average domain size (the

full system size in the case of ν = 1/3). This is indeed the resolution limit we

would expect in the ordered state.

Charge stripe and type-I nematic states

The state is dramatically different at ν = 1/2. We have the charge stripe state

shown in Fig. 4.3(a) with lattice vectors a⃗cs1 = (1, 0) and a⃗cs2 = (0,
√
3). There

are two degenerate charge stripe states whose lattice vectors are related by π/3

and 2π/3 rotations of a⃗cs1,2. The structure factor in Fig. 4.3(b), averaged over

configurations with the same orientation as the one shown in Fig. 4.3(a), contains

peaks at the reciprocal lattice vectors G⃗cs
1 = (2π, 0) and G⃗cs

2 = (0, 2π/
√
3). As

expected, G⃗cs
i · a⃗csj = 2πδij. Diluting the 1/2-filled state, the stripes become shorter

via the introduction of dislocations, as shown in Fig 4.3(c). The structure factor

reflects the finite length of these stripe domains in the splitting of the stripe peak

over the span of the stripe domain size scale. The peak at G⃗cs
2 is split into two

peaks separated by 2π/LN where LN ≈ 4.63 is the average stripe domain size. The

nematic correlation function reveals that, unlike the isotropic phases in Fig. 4.2(e),

⟨C̃(q⃗ = 0)⟩ shows a sharp jump at Tc to a finite value in Fig. 4.3(e). This indicates

that these are nematic states. By examining ⟨cos(6θ)⟩ in Fig. 4.3(f), we can see

that both of these phases are type-I nematic. The discontinuous jump in the

correlation function suggests that these transitions are first-order. In Fig. 4.1(d),

we assign the critical temperature to be the center of the jump, and the error bars

are given by the width of the jump.
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Figure 2 RESUB: Isotropic Phases

(a)

(c)

(b)

(d)

(e)

ν = 0.36, θ undefined

ν = 1/3, θ undefined

Figure 4.2: Isotropic States. (a) Generalized Wigner crystal at ν = 1/3
particles per moiré site for an ℓ = 12 system obtained by Monte
Carlo. The system is isotropic and thus the orientation of the
nematic director, θ, is undefined. (b) The Monte Carlo average
of the structure factor at ν = 1/3. The structure factor exhibits
peaks at the reciprocal lattice vectors of the ν = 1/3 generalized
Wigner crystal. (c) Monte Carlo equilibrated state at ν = 0.36
showing the isotropic hexagonal Wigner crystal domain state.
Nearest neighbor bonds are shown and color-coded according to
their orientation. Domain walls (marked with black lines) be-
tween the three registries of the generalized Wigner crystal state
meet at 2π/3 angles, forming hexagonal domains. (d) The Monte
Carlo average of the structure factor at ν = 0.36, showing the
short-range correlated nature of the hexagonal Wigner crystal
domain state in the broadened peaks as compared to (b). (e)
The Monte Carlo average of the reciprocal standard deviationW
of a Gaussian fit to the peak at G⃗wc

2 at ν = 1/3 and ν = 0.36. It
plateaus below Tc and illustrates the smaller correlation length
at ν = 0.36 compared to at ν = 1/3.
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ν = 0.48, θ = 0
(a)

Figure 3: Type-I Nematic

(e) (f)

(c)(b) (d)
ν = 0.5, θ = 0

Figure 4.3: Charge stripe and type-I nematic states. (a) The Monte
Carlo charge stripe state at ν = 1/2 shown for nematic direc-
tor orientation θ = 0. We annotate nearest neighbor bonds and
color them according to their orientation. The red arrows in-
dicate the charge stripe lattice vectors. (b) The Monte Carlo
average of the structure factor at ν = 1/2, averaged over config-
urations with director orientation θ = 0. The red arrows indi-
cate peaks at the reciprocal lattice vectors of the charge stripe
state. (c) Monte Carlo equilibrated state at ν = 0.48 showing
short-ranged stripe nematic state for nematic director orienta-
tion θ = 0. We again annotate nearest-neighbor bonds. Pieces
of the charge stripe state are separated by dislocations. (d) The
Monte Carlo average of the structure factor, at ν = 0.48, aver-
aged over configurations with director orientation θ = 0. The
peak at (0, 2π/

√
3) splits into two peaks separated by 2π/LN

where LN is the average stripe domain length. (e) The Monte
Carlo average of the nematic order parameter correlation func-
tion at ν = 1/2 and ν = 0.48. It jumps to a finite, constant value
at Tc. (f) ⟨cos(6θ)⟩ at ν = 1/2 and ν = 0.48, which goes to +1
at Tc in both cases. This suggests type-I nematicity at both of
these fillings.
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Columnar dimer crystal and type-II nematic state

Upon further diluting, the system maintains the same type of anisotropy and forms

the columnar dimer crystal state at ν = 2/5, shown in Fig. 4.4(a) with director

orientation θ = 0. This is the limit of the shortest stripe length, evolving from ν =

1/2. The ν = 2/5 state is a crystalline state with lattice vectors a⃗cdc1 = (0,
√
3) and

a⃗cdc2 = (5/2,
√
3/2). We mark the reciprocal lattice vectors G⃗cdc

1 = (−2π/5, 2π/
√
3)

and G⃗cdc
2 = (4π/5, 0) in the structure factor shown in Fig. 4.4(b). Note that the

peak at 2G⃗cdc
2 is more intense than the one at G⃗cdc

2 . This is due to the form factor

from the lattice basis. As we dilute further, the length of the columns get shorter

as dimers get broken up. At lower densities, the columns do not extend over the

entire system, so there are finite length segments of columns that can have different

orientations as illustrated in Fig. 4.4(c). The broken pieces of dimers form short-

range correlated domains of generalized WC. This is shown by the broad peaks in

the structure factor in Fig. 4.4(d). This compressible state no longer has the mirror

symmetries of the columnar state. It is still anisotropic as we can see from the

nematic correlation function in Fig. 4.4(e). Interestingly, the columnar fragments

intersect at 2π/3 angles, as well as π/3 angles, one of which is circled in red in

fig. 4.4(c). While the 2π/3 intersections are isotropic, the π/3 intersections consist

primarily of only two of the three possible nearest-neighbor bond orientations, and

hence this state is a type-II nematic phase. We confirm this by observing that

⟨cos(6θ)⟩ = −1 at low temperatures in Fig. 4.4(f). Thus we predict microscopic

mechanism for the type-II nematic phase. As with the charge stripe and type-I

nematic states, these transitions are first-order. In Fig. 4.1(d) we again determine

Tc and the error bars by jump center and width respectively.

The nematic-II state in the region of 3/8 < ν < 2/5 is supported energetically.
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Upon increasing density beyond ν > 3/8, columnar fragments have to either inter-

sect also at π/3 or be parallel to each other. Since the distance between columnar

fragments increases away from the π/3 intersection, we expect π/3 intersections

to be favored. See SI section 3 for a schematic calculation demonstrating this.

Such π/3 intersections involve two nearest-neighbor bond orientations, promoting

a nematic-II state.

4.1.4 Discussion

One could experimentally probe our predicted nematic states by performing optical

measurements similar to those done at ν = 1/2 in ref. [77]. As one lowers the

density from ν = 1/2 to ν = 1/3 we would anticipate a rotation of the nematic

director and consequently a shift in the peaks of the measured optical anisotropy

axis. In particular, as one decreases the density from between ν = 1/2 and ν = 2/5,

we predict that the measured anisotropy axis should have peaks along the nematic-

I orientations 0, π/3, 2π/3. Below ν = 2/5, when the director rotates into the

nematic-II state, the peaks should be at π/6, π/2, 5π/6. Finally, below ν = 3/8

when the system becomes isotropic, we expect that there should be no preferred

anisotropy axis at all. For 1/3 < ν < 3/8, one could also look for signatures of the

hexagonal WC domain state using Umklapp spectroscopy experiments like those

done in ref. [158]. The short-range correlated nature of this state should show

up as broadened Umklapp resonances around the ν = 1/3 generalized Wigner

crystal lattice vectors. Recently developed techniques using scanning tunneling

microscopy (STM) [93] also provide a promising avenue for confirming our proposed

phase diagram. The authors in ref. [93] have already had success in imaging the

charge-ordered states at ν = 1/3 and 1/2. STM measurements in the intermediate
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Figure 4: Type-II Nematic

ν = 0.38, θ = 5π/6(a)

(e) (f)

(c)(b) (d)ν = 0.4, θ = 0

Figure 4.4: Columnar dimer crystal and type-II nematic states. (a)
The columnar dimer crystal state obtained from Monte Carlo
simulations at ν = 0.4, shown with nematic director orientation
θ = 0. We annotate the nearest neighbor bonds and color them
according to orientation. The red arrows indicate the columnar
dimer crystal lattice vectors. (b) The Monte Carlo average of the
structure factor at ν = 2/5, averaged over configurations with di-
rector orientation θ = 0. The red arrows indicate peaks at the
reciprocal lattice vectors of the columnar dimer crystal state. (c)
The fragmented dimer column state at ν = 0.38, shown with ne-
matic director orientation θ = π/6. (d) The Monte Carlo average
of the structure factor at ν = 0.38, averaged over configurations
with director orientation θ = π/6. Broad peaks at the reciprocal
lattice vectors of the generalized Wigner crystal state appear due
to the short-range correlated regions of generalized Wigner crys-
tal between the dimer column fragments. (e) The nematic order
parameter correlation function is finite and constant at low tem-
peratures, showing that these are nematic states. (f) ⟨cos(6θ)⟩
for ν = 2/5 and ν = 0.38. The columnar dimer crystal has type-I
nematicity as ⟨cos(6θ)⟩ = +1 at low-T. The fragmented dimer
column state is a type-II nematic as ⟨cos(6θ)⟩ = +1 at low-T.
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density regime could ideally allow direct imaging of the compressible phases and

produce results similar to our Monte Carlo configuration snapshots.

In summary, we studied the electronic states of a system of strongly correlated

electrons on a triangular lattice in the region 1/3 ≤ ν ≤ 1/2 particles per moiré

site. At ν = 1/2, we find the charge stripe state. Upon dilution, the charge stripe

state melts into a nematic-I short-ranged charge stripe state via the introduction

of dislocations. Once the stripes become short enough, the columnar dimer crys-

tal state emerges at ν = 2/5. At even lower densities, the remaining columnar

fragments space themselves out to lower their energy by intersecting at π/3 and

2π/3 angles, resulting in a nematic-II state. Below ν = 3/8, the system can again

lower its energy by using only 2π/3 columnar fragment intersections to form an

isotropic, hexagonal network of domain walls between regions of the ν = 1/3 gener-

alized Wigner crystal. Finally, at ν = 1/3, the pure, isotropic generalized Wigner

crystal state emerges. We note that while the generalized Wigner crystal states are

interaction-driven insulators, the compressibility experiments in ref. [77] suggest

that this is not the case for the intermediate states. The system is found to be

compressible at the densities at which the intermediate states occur. Our inter-

mediate states were not only promoted by entropy, but we also found them to have

lower energy compared to macroscopically phase separated states. Accordingly, we

suspect that our proposed states are relevant for finite experimental temperatures

where fluctuations due to entropy also play a role. We leave the determination of

the classical ground state at T = 0 as a subject of future work.

As another subject of future work, we would like to consider the effects of a

finite bandwidth in the TMD moiré system. Although it is difficult to make a

quantitative statement about how our proposed states would fare in the presence
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of a finite bandwidth from our classical simulations, we can draw some insight

as to the relative stability of the phases from one energy scale available to us:

kBTc. Estimating the hopping as t ∼ 1meV as in ref. [190] and comparing to the

phase diagram in Fig. 4.1(d), we anticipate the charge-ordered, type-I nematic,

and hexagonal domain states to survive quantum fluctuations, but to observe the

type-II nematic state might need further suppression of bandwidth. A quantum

mechanical analysis using a technique such as DMRG is still needed to provide

further detail, however.

Further support for our proposed phase diagram could be garnered by studying

larger system sizes. Although a full finite-size scaling analysis is currently beyond

our reach due to the runtime of the simulations for larger lattices, we are encour-

aged by the similarity of the results for smaller systems such as the ℓ = 10 system

we consider in SI section 4.

Studying the intermediate phases of melted density waves has been of interest

since considerations of Krypton adsorbed on graphene [33]. However, limitations in

computational resources and experimental methods caused difficulties in probing

the intermediate states. With advances in computing power and the advent of

the TMD moiré platform, however, detailed phase diagrams can now be predicted

computationally and probed experimentally. Our work demonstrates this capacity

to explore intermediate phases and the richness of the phase diagram one can obtain

with a classical model, even without considering quantum effects. We found the

striped phase predicted upon increasing density in ref. [33] refines into two distinct

stripe crystal states neighboring two distinct types of nematics. In particular, we

presented a microscopic mechanism for the formation of the nematic-II state via

π/3 intersections between columnar fragments. As a subject of future work, it
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would be interesting to study the implications of our findings for the melting of

WCs without a lattice potential, such as those recently observed in [201, 159].
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4.1.5 Supplementary Information 1: cluster algorithm for

Monte Carlo simulation

This appendix details the cluster algorithm we developed for our Monte Carlo

simulations of the triangular Ising lattice gas with long range interactions. Our

code is available in our group’s Github repository: https://github.com/KimGroup.

This algorithm is similar in spirit to the well-known Wolff algorithm [188] and its

later generalization: the so-called geometric cluster algorithm used to simulate

the fixed magnetization ensemble of the nearest-neighbor Ising model [68]. It is

useful to consider the triangular lattice with N sites as having its sites indexed

by integer values i ∈ ZN . We define an injective map L : ZN → R2 that takes

an integer lattice site index and maps it to a real space coordinate. The precise

action of this map depends on the details of the finite-size geometry. However,

it will always return a linear combination of the triangular lattice vectors, i.e.

L(i) = f(i)⃗a1 + g(i)⃗a2 with lattice unit vectors a⃗1,2 such that a⃗1 · a⃗2 = ±a2/2 for

some integer valued functions f, g and where a ∈ R+ is the lattice constant.

One can view a particle configuration as a set Λ ⊆ ZN specifying occupied

108

https://github.com/KimGroup


sites of the lattice. The Lattice is occupied by Ising variables, and the occupancy

function n : ZN × ZN → Z2 acts on a site index i and configuration Λ as

n(Λ, i) =


1 i ∈ Λ

0 otherwise

.

We are interested in the case of a fixed number of particles M ≤ N , i.e. the only

valid particle configurations Λ are those with cardinality M .

We treat elements of the point group τ ∈ G as maps τ : ZN → ZN which

map lattice site indices to lattice site indices. Particle exchange is a map η :

ZN × ZN × G → ZN defined as

η(Λ, i, τ) =


Λ n(Λ, i) = n(Λ, τ(i))

(Λ \ {i}) ∪ {τ(i)} i ∈ Λ, τ(i) /∈ Λ

(Λ \ {τ(i)}) ∪ {i} otherwise

.

Note that η preserves the cardinality of Λ.

The Hamiltonian for the system is H(Λ) = 1
2

∑
i ̸=j

Vijn(Λ, i)n(Λ, j) where Vij =

V (|L(i)− L(j)|).

Algorithm:

1. Fix a particle configuration Λ, and initialize an empty set C (the cluster)

2. Choose an order-2 element, τ ∗, of the lattice point group.

3. Randomly choose a site i, set C = C ∪ {i, τ ∗(i)} and Λ′ = η(Λ, i, τ ∗)

4. For each other site k with Vik ̸= 0 and k /∈ C:
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(a) Calculate

∆ik(Λ) ≡
1

2
[n(Λ, i)− n(Λ, τ ∗(i))][n(Λ, k)− n(Λ, τ ∗(k))][Vτ∗(i),k − Vi,k].

The form of ∆ik is chosen to ensure detailed balance (more detail in the

next section).

(b) With probability max
(
0, 1− e−β∆ik(Λ)

)
, set C = C ∪ {k, τ ∗(k)}, Λ′ =

η(Λ′, k, τ ∗), and record k in a stack data structure

5. Pop an element j from the stack and repeat step 4 with j playing the role of

i

6. Repeat step 5 until the stack is empty and then return the updated particle

configuration Λ′.

Proof of Detailed Balance:

To prove that this generates the correct equilibrium probability distribution

(Boltzmann distribution), we need to show that the probability of a particle con-

figuration Λ moving to a configuration Λ′, P(Λ → Λ′), satisfies the detailed balance

condition, i.e.

P(Λ → Λ′)

P(Λ′ → Λ)
= e−β(H(Λ′)−H(Λ)). (4.7)

Observe that, for a move corresponding to a cluster C, we can write P(Λ → Λ′) =

Pin(C,Λ)Pout(C,Λ) where the first factor is the probability of forming the cluster

containing the sites in C and the second is the probability that no sites in ZN \ C

are included in C. Similarly, we write P(Λ′ → Λ) = Pin(C,Λ′)Pout(C,Λ′).

Because (1) τ ∗ is order-2 and a symmetry of H and (2) Pin(C,Λ) only depends

on lattice sites in C, we have that Pin(C,Λ) = Pin(C,Λ′).
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By construction of the algorithm, we have (using standard probability rules)

that

Pout(C,Λ) = exp

(
−β 1

2

∑
i∈C

∑
k/∈C

max(0,∆ik(Λ))

)
and

Pout(C,Λ′) = exp

(
−β 1

2

∑
i∈C

∑
k/∈C

max(0,−∆ik(Λ))

)
.

where in the last equation we have used the fact that for i ∈ C, n(Λ′, i) =

n(Λ, τ ∗(i)). Thus we have that

Pout(C,Λ)
Pout(C,Λ′)

= exp

(
−β 1

2

∑
i∈C

∑
k/∈C

∆ik(Λ)

)
= exp

(
−β 1

2

∑
i∈C

∑
k/∈C

n(Λ, i)n(Λ, k)[Vk,τ∗(i) − Vk,i]

)
(4.8)

where in the second equality we have used that τ ∗ is order-2 and a symmetry of

the Hamiltonian. Note also the factor of 1/2, which is due to the fact that since

i ∈ C ⇔ τ ∗(i) ∈ C and ∆ik(Λ) = ∆τ∗(i)k(Λ) the sum double counts.

What remains is to show that the RHS of eq. 4.7 is the same as eq. 4.8. Using

the fact that τ ∗ is order-2 and a symmetry of the Hamiltonian, we can write

H(Λ′) =
1

2

∑
x ̸=y,x,y /∈C

n(Λ, x)n(Λ, y)Vx,y +
1

2

∑
i ̸=j,i,j∈C

n(Λ, i)n(Λ, j)Vi,j +
∑
i∈C

∑
x/∈C

n(Λ, x)n(Λ, i)Vx,τ(i).

It is then easy to see that the difference

H(Λ′)−H(Λ) =
∑
i∈C

∑
x/∈C

n(Λ, x)n(Λ, i)[Vx,τ∗(i) − Vx,i].

This completes the proof and establishes that the algorithm defined above satisfies

detailed balance.

A Note about Ergodicity:

Note that by choosing τ ∗ as an appropriate reflection, it is possible to form a cluster
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consisting of a nearest neighbor particle exchange with finite probability. There-

fore, it is possible with finite probability to get from any particle configuration to

any other in the same way that it is possible to realize any spin configuration in an

Ising model via a sequence of single spin flips. Thus we can see that this algorithm

is indeed ergodic.

4.1.6 Supplementary Information 2: Calculation of ne-

matic correlation function and orientation

To calculate the nematic order parameter expectation value ⟨N(r⃗)⟩ = ⟨n(r⃗)ei2θ(r⃗)⟩

in Monte Carlo, we write N(r⃗) as

N⃗(r⃗) =
∑
δ⃗

ρ(r⃗)ρ(r⃗ + δ⃗)

δ2x − δ2y

2δxδy

 (4.9)

where the vectors δ⃗ point to the nearest neighbors of r⃗ and ρ(r⃗) is the occupation

number of the site at r⃗. This is easy to calculate directly from a Monte Carlo

configuration and average over the Markov chain. To calculate the orientation

⟨cos(6θ)⟩ we use the fact that we can write the vector part of the nematic order

parameter as (cos(2θ), sin(2θ))T . From this we can simply calculate θ and hence

cos(6θ) from the nematic order parameter and average it over the Markov chain.
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Figure 4.5: Wire Energies. Energy of isolated, continuous wires interact-
ing via eq. 4.2 with uniform line charge density λ as a function
of wire length L. We show results for parallel wires seperated by
5a/2 (purple) and wires angled at π/3 with minimum separation√
3a/2 (green). For sufficiently long wires the angled wires have

lower energy.

4.2 Supplementary Information 3: Energetics of π/3 inter-

section and parallel dimer column fragments

We can understand why the π/3 intersections are energetically preferred schemat-

ically by calculating the energy for two continuous, isolated wires of uniform line

charge density λ interacting via eq. 4.2 as a function of wire length L. We ap-

proximate the wires as being at the center of the dimer columns, and plot the

results for parallel wires separated by 5a/2 in the purrple curve in Fig. S1. For a

π/3 intersection with wires at the center of the dimers, the wires terminate with

a separation of
√
3a/2. We show the results for such wires in the green curve in

Fig. S1. Indeed, the energy of the parallel wires exceeds that of the angled wires

for sufficient L.
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4.3 Supplementary Information 4: Comparison of results

from smaller lattices

Here we compare simulations on the ℓ = 20 lattice to simulations on a smaller,

ℓ = 10 lattice. At ℓ = 10, the 2π/3 domain wall junction appears at ν = 0.36

in Fig. 4.6(a). This is the defining feature of the hexagonal domain wall state.

However, the system is still not large enough to fit an entire hexagonal domain.

Increasing the density to ν = 0.38 in Fig. 4.6(b), we can see that π/3 intersections

begin to emerge as we would expect for the nematic-II state, but the system is

still too small to fit longer columnar fragments. Finally, in Fig 4.6(c) at ν = 0.48,

the simulation cell isn’t big enough to fit stripe fragments and dislocations in

a single orientation, and instead forms two domains of stripe fragments. What

is encouraging about the results from the ℓ = 10 system is that the defining

features of the intermediate states show up as long as they fit in the smaller

system. However, if the system size is too small for a particular structure to show

up (e.g. dislocations), it may not be visible.
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(a) (b) (c)ν = 0.36 ν = 0.38 ν = 0.48

Figure 4.6: Results from ℓ = 10 system. Low-temperature Monte Carlo
snapshots from an ℓ = 10 system at densities corresponding to
the intermediate phases observed in the larger ℓ = 20 system (c.f.
Fig. 4.1(d)). (a) ν = 0.36 corresponding to the hexagonal domain
wall state (b) ν = 0.38 corresponding to the type-II nematic state
(c) ν = 0.48 corresponding to the type-I nematic state.
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[68] J. R. Heringa and H. W. J. Blöte. Geometric cluster Monte Carlo simulation.
Phys. Rev. E, 57(5):4976–4978, May 1998.

[69] Shintaro Hoshino, Junya Otsuki, and Yoshio Kuramoto. Resolution of en-
tropy ln

√
2 by ordering in two-channel kondo lattice. Journal of the Physical

Society of Japan, 82(4):044707, 2013.

[70] Harold Hotelling. Analysis of a complex of statistical variables into principal
components. Journal of educational psychology, 24(6):417, 1933.

[71] Xiong Huang, Tianmeng Wang, Shengnan Miao, Chong Wang, Zhipeng Li,
Zhen Lian, Takashi Taniguchi, Kenji Watanabe, Satoshi Okamoto, Di Xiao,
Su-Fei Shi, and Yong-Tao Cui. Correlated insulating states at fractional
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Michael Knap, and Ataç Imamoğlu. Optical Signatures of Periodic Charge
Distribution in a Mott-like Correlated Insulator State. Phys. Rev. X,
11(2):021027, May 2021.

130
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