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Whole genome sequencing (WGS) has become increasingly affordable, and it is particularly 

useful for characterizing the distribution of neutral and adaptive genetic variation across space 

and time in marine systems. In this dissertation, I provide practical resources for a cost-effective 

WGS strategy and use real and simulated data to demonstrate the utilities of WGS in the 

population genetics and conservation of marine organisms.  

  

Low-coverage WGS (lcWGS) has emerged as a powerful WGS approach. However, it requires 

specialized analytical tools. It is also unclear what the best practices are when designing a 

lcWGS experiment. In the first chapter, I provide an overview of software packages for low-

coverage data. I assess the accuracy of different population genetic inferences under different 

sequencing designs. I show that spreading a given amount of sequencing effort across more 

samples is generally preferable, with a few exceptions.  

 

A key strength of lcWGS is that pre-existing datasets can be combined and reused. However, a 

common concern is that non-biological differences between datasets may confound real 

biological patterns, a problem known as batch effects. In the second chapter, I combine two 

lcWGS datasets and show that batch effects are rampant. I demonstrate that they result from 

multiple technical artifacts, and that they can be detected and mitigated with simple 
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bioinformatic strategies.  

 

When combined with an artificial selection experiment, WGS becomes a powerful tool to detect 

the quantitative trait loci (QTLs) of complex traits. In the third chapter, I use forward genetic 

simulation to build a more realistic model of an artificial selection experiment. I study the power 

of QTL detection and show that this power is influenced by different aspects of trait architecture. 

These findings have important implications in the study of fisheries-induced evolution. 

 

The genomic processes accompanying a population collapse are a central topic in conservation 

genomics. In the fourth chapter, I use time-series WGS data to track an Atlantic cod population 

before and after its collapse. I find that overexploitation has eroded its genetic diversity. There is 

a lack of strong genetic signatures of fisheries-induced evolution, suggesting that it is potentially 

reversible on the genetic level.  
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CHAPTER 1 

A BEGINNER'S GUIDE TO LOW‐COVERAGE WHOLE GENOME SEQUENCING FOR 
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Abstract 

 

Low-coverage whole genome sequencing (lcWGS) has emerged as a powerful and cost-effective 

approach for population genomic studies in both model and non-model species. However, with 

read depths too low to confidently call individual genotypes, lcWGS requires specialized 

analysis tools that explicitly account for genotype uncertainty. A growing number of such tools 

have become available, but it can be difficult to get an overview of what types of analyses can be 

performed reliably with lcWGS data, and how the distribution of sequencing effort between the 

number of samples analyzed and per-sample sequencing depths affects inference accuracy. In 

this introductory guide to lcWGS, we first illustrate how the per-sample cost for lcWGS is now 
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comparable to RAD-seq and Pool-seq in many systems. We then provide an overview of 

software packages that explicitly account for genotype uncertainty in different types of 

population genomic inference. Next, we use both simulated and empirical data to assess the 

accuracy of allele frequency and genetic diversity estimation, detection of population structure, 

and selection scans under different sequencing strategies. Our results show that spreading a given 

amount of sequencing effort across more samples with lower depth per sample consistently 

improves the accuracy of most types of inference, with a few notable exceptions. Finally, we 

assess the potential for using imputation to bolster inference from lcWGS data in non-model 

species, and discuss current limitations and future perspectives for lcWGS-based population 

genomics research. With this overview, we hope to make lcWGS more approachable and 

stimulate its broader adoption. 

 

 

  



 

3 

Introduction 

 

Despite massive reductions in the cost of DNA sequencing over the past decades, researchers 

remain faced with decisions about how to distribute sequencing effort along three dimensions: 1) 

how much of the genome to sequence (breadth of coverage), 2) how deeply to sequence each 

sample (depth of coverage), and 3) the total number of samples to sequence. Until recently, 

reduced-representation sequencing (e.g. RAD-seq), through which a small random portion of the 

genome can be sequenced deeply in many individuals to allow for simultaneous variant 

discovery and high-confidence genotyping, has been the most popular approach for population 

genomics of non-model organisms (Andrews, Good, Miller, Luikart, & Hohenlohe, 2016; Davey 

et al., 2011; McKinney, Larson, Seeb, & Seeb, 2017). While this approach undoubtedly has led 

to a breakthrough in our ability to examine genome-wide patterns of variation, an important 

limitation is that large stretches of the genome between markers remain unsampled (Figure 1A). 

Accordingly, RAD-seq data may miss signatures of selection and adaptive divergence that are 

highly localized in the genome (Lowry et al., 2017; Tiffin & Ross-Ibarra, 2014).  

 

In a growing number of cases, whole genome sequencing has identified striking peaks of 

differentiation or strong associations with phenotypes that went completely undetected with 

RAD-seq data [see e.g. 1) Aguillon, Walsh, & Lovette, 2020 vs. Aguillon, Campagna, Harrison, 

& Lovette, 2018; 2) Campagna et al., 2017 vs. Campagna, Gronau, Silveira, Siepel, & Lovette, 

2015; 3) Clucas, Lou, Therkildsen, & Kovach, 2019 vs. Clucas et al., 2019; and 4) Szarmach, 

Brelsford, Witt, & Toews, 2021], suggesting that full genome coverage often is needed to 

understand mechanisms of adaptation. However, whole genome sequencing at sufficient depths 
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to confidently call individual genotypes is still prohibitively expensive on a population scale for 

many projects. A popular cost-effective alternative is to sequence pools of individuals (Pool-seq; 

Schlötterer, Tobler, Kofler, & Nolte, 2014; Figure 1B). When the number of individuals pooled 

and sequencing depth are sufficient, Pool-seq is a powerful approach for obtaining reliable 

estimates of population-level parameters (Futschik & Schlötterer, 2010; Zhu, Bergland, 

González, & Petrov, 2012). However, all information about individuals is lost, making it difficult 

to control for uneven contribution to the pool and precluding individual-level analyses as well as 

detection of cryptic substructure among sampled individuals (Anderson, Skaug, & Barshis, 2014; 

Fuentes-Pardo & Ruzzante, 2017). 

 

Low-coverage whole genome sequencing (lcWGS) is emerging as a cost-effective alternative 

that allows population-scale screening of the entire genome while retaining individual 

information for - in many cases - a comparable cost to RAD-seq and Pool-seq. The underlying 

strategy is to maximize the information content in the sequence data by spreading it across the 

entire genomes of many separately barcoded individuals (Figure 1C). This way, we sacrifice 

depth of coverage (repeated sequencing of the same locus in the same individual), and therefore 

confidence in individual genotypes, in return for much greater breadth of coverage and 

potentially also larger sample sizes.  

 

At low depth of coverage, individual genotypes cannot reliably be inferred (Nielsen, 

Korneliussen, Albrechtsen, Li, & Wang, 2012; Nielsen, Paul, Albrechtsen, & Song, 2011). 

However, for most population-level questions, it is not the specific genotype of any particular 

individual that matters, but rather the overall population characteristics (e.g. allele frequencies, 
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linkage disequilibrium (LD) patterns, etc). Similarly, for questions about genetic relationships 

between individuals, it is not the genotype at any particular single nucleotide polymorphism 

(SNP) that matters, but rather patterns of variation across SNPs genome-wide. Accordingly, 

probabilistic analysis frameworks that account for uncertainty about the true genotype (instead of 

assuming that any one genotype is correct) can integrate over the uncertainty about individual 

genotypes for population-level inference of variation at particular SNPs (e.g. allele frequencies, 

population differentiation), and integrate over the uncertainty about an individual’s genotype at 

each particular SNP to make inference about that individual’s overall genetic signature (e.g. level 

of inbreeding, admixture proportions; Buerkle & Gompert, 2013; Nielsen et al., 2012, 2011).  

 

Simulation studies have demonstrated that when sequencing data are analyzed within this type of 

probabilistic statistical framework that accounts for genotype uncertainty, sampling many 

individuals each at low read depth actually provides more accurate estimates of many population 

parameters than higher read depth for fewer individuals (Buerkle & Gompert, 2013; Fumagalli, 

2013; Nevado, Ramos-Onsins, & Perez-Enciso, 2014). In fact, these studies have suggested that 

spreading sequencing depth to 1–2 reads per locus and individual (1–2x coverage or less) - and 

increasing sample sizes accordingly - maximizes the information gained about a population. 

Many recent empirical studies have demonstrated the power of this approach (examples are 

listed in Table S1). Some of the first applications included identification of genomic regions 

repeatedly associated with marine-freshwater adaptation in stickleback (Jones et al., 2012), 

adaptation to an Arctic lifestyle in polar bears (Liu et al., 2014), and divergence among killer 

whale ecotypes (Foote et al., 2016). More recently, lcWGS was used e.g. to identify genes 

involved in rapid adaptation to fisheries-induced size selection in experimental populations of 
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Atlantic silversides (Therkildsen et al., 2019), map hybrid incompatibility genes in swordtail fish 

(Powell et al., 2020), scan for soft sweeps in response to white-nose syndrome in bats (Gignoux-

Wolfsohn et al., 2021), build ultra-dense crossover maps in Arabidopsis (Rowan et al., 2019), 

and assess admixture patterns and elevated differentiation across massive linkage blocks along 

environmental gradients in several non-model organisms (Clucas et al., 2019; Mérot et al., 2021; 

Wilder, Palumbi, Conover, & Therkildsen, 2020). 

 

Yet, despite the clear promise, adopting a lcWGS approach can seem daunting because working 

with genomic data in a probabilistic framework requires both a shift in the way we think about 

our data and a different toolbox that incorporates genotype uncertainty in downstream analysis. 

In recent years, there has been a proliferation of programs that can explicitly account for 

genotype uncertainty in population genomic inference. But for newcomers, it can be difficult to 

get an overview of what types of analyses can reliably be performed with this data type and what 

experimental designs will provide the most robust results for a particular system and question, 

e.g. how to best divide a given sequencing effort between the number of samples vs. the depth of 

sequencing per sample. 

 

The goal of this paper is to provide a practical “field guide” for researchers considering a lcWGS 

approach. We first illustrate that lcWGS is now a feasible option for many research projects by 

comparing the current costs and requirements of lcWGS to alternative sequencing strategies 

(Section 2). Next, we introduce the basic statistical framework used to account for genotype 

uncertainty inherent to lcWGS data, and provide an overview of current analytical tools built 

under a probabilistic framework to help readers identify software that can robustly perform 
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common types of population genomics inference with lcWGS data (Section 3). To guide 

experimental design, we then use both genetic simulations (Section 4) and down-sampling of 

empirical data (Section 5) to assess the accuracy of population genomic inference under different 

sequencing strategies. We evaluate trade-offs between sample size and depth of coverage, 

compare the power of lcWGS to RAD-seq and Pool-seq, and explore the potential of genotype 

imputation for bolstering inference with lcWGS data. Finally, in Sections 6 and 7, we review 

challenges and limitations associated with lcWGS data and discuss future perspectives. With this 

practitioner-centered overview, we hope to make lcWGS more accessible to a wider group of 

researchers and stimulate broader adoption of this powerful approach, while inspiring future 

development of population genomic inference methods for lcWGS data. 

 

 

Feasibility: What does lcWGS cost and what resources are required? 

 

Current sequencing costs 

 

It is a widespread assumption that whole genome sequencing approaches are still too expensive 

for researchers working on modest budgets. Yet, due to spectacular drops in sequencing costs 

over the past decades (the cost per Mb of sequencing is today >600,000 times cheaper than in 

2000; Wetterstrand, 2021), lcWGS can now - in many cases - be performed at similar per-sample 

costs as reduced-representation techniques. Table 1 provides estimates of the total per-sample 

cost for both library preparation and sequencing (based on May 2021 pricing) for organisms of 

different genome sizes. The cost of lcWGS inevitably scales with genome size (because more 
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sequence data are needed to provide a target coverage level of a large vs. a small genome), and 

this approach therefore may remain impractical for organisms with extremely large genome 

sizes. However, even for organisms with sizeable genomes around 1 Gb (e.g. many birds, fish, 

invertebrates, and plants), the per-sample cost with 1-2x sequencing coverage (20-35 USD) is 

now on par with the 30 USD recently reported for genotyping 20,000 variable RAD-seq loci, the 

15 USD for a custom sequence capture approach for 500 - 10,000 loci (Meek & Larson, 2019) 

and 48 USD for custom exome capture (Puritz & Lotterhos, 2018). For organisms with smaller 

genome sizes, lcWGS can be cheaper than reduced-representation approaches, and prices are 

likely to drop further as sequencing costs continue to decrease. 

 

Library preparation 

 

In most cases, Pool-seq approaches remain the most cost-effective way to obtain genome-wide 

population-level data because it only requires preparation of a single sequencing library per 

population. The obvious downside is that all individual-level information is lost, precluding 

many types of analysis. Despite this limitation, Pool-seq has gained popularity because 

preparation of individually indexed libraries for hundreds of samples used to be labor-intensive 

and costly (the costs for preparing hundreds of libraries could easily outweigh the cost of 

sequencing). LcWGS has now become a viable alternative because of the development of cheap 

library preparation methods with efficient workflows that make it both practical and affordable 

to process hundreds of samples (see Table S1 for an overview of methods used in recent lcWGS 

studies). Therkildsen & Palumbi (2017), for example, describe a robust easy-to-implement 

protocol based on reduced reaction volumes of Illumina’s Nextera kit, which brings per-sample 
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reagent costs down to ~8 USD (based on current reagent pricing). Several other protocols that 

stretch reagents in commercial kits reach similar price points (e.g. Gaio et al., 2019; Li et al., 

2019). An advantage of commercial kit-based protocols is that they often work “straight out of 

the box” or require only limited optimization. Substantial further cost savings can be achieved 

with protocols based on in-house expression and purification of tn5 transposase (the enzyme 

used in Illumina’s Nextera tagmentation approach), such as described by Picelli et al., (2014) and 

Hennig et al., (2018). With those protocols, per-sample library costs can be brought to <<1 USD, 

substantially reducing overall project costs when analyzing hundreds of samples and essentially 

eliminating the added cost of individually indexed libraries, making total costs for lcWGS 

equivalent to Pool-seq for similar total sequencing effort per population. 

 

LcWGS library preparation methods also tend to be very efficient and scalable. For example, tn5 

(tagmentation)-based protocols (like the one used by Therkildsen & Palumbi 2017) make it 

possible to prepare 96 libraries in <5 hours (with <3 hours hands-on time) - substantially less 

time than needed for most RAD-seq protocols (Meek & Larson, 2019). The Therkildsen and 

Palumbi (2017) protocol also works well for relatively degraded DNA and requires only very 

small amounts of input DNA (~2.5 ng). For highly degraded DNA, we have had great success 

with the Carøe et al. (2018) single-tube method. Other cost-effective protocols produce 

successful lcWGS libraries even from picogram-levels of input DNA (Hennig et al., 2018; 

Meier, Salazar, Kučka, Davies, & Dréau, 2020; Picelli et al., 2014), for example enabling high 

throughput production of libraries from individual zooplankters (Beninde, Möst, & Meyer, 

2020). Methods that sidestep DNA extraction with tagmentation directly on cells or tissue may 

lead to additional efficiencies for lcWGS library preparation in the future (Vonesch et al., 2020). 
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The need for a reference genome 

 

For non-model organisms, a key constraint associated with lcWGS is the need for a reference 

genome to map the short-read sequence data generated from each individual. If a reference 

genome is not already available for the species of interest, a common solution is to map to a 

reference genome of a related species. While this can work well in some contexts, increasing 

phylogenetic divergence between the re-sequenced species and the reference genome can restrict 

mapping to the genomic regions that are most conserved between the two taxa and bias estimates 

of population genomic parameters (Bohling, 2020; Nevado et al., 2014). Major differences in 

genome organization (e.g. structural and copy number variants) can also exist even between 

closely related species (Ekblom & Wolf, 2014). For these reasons, a species-specific reference 

sequence is preferable where it can be obtained. 

 

As a shortcut to obtaining species-specific reference sequence without de novo assembling a full 

genome, Therkildsen and Palumbi (2017) mapped lcWGS reads to a reference transcriptome, in 

practice performing ‘in-silico’ exome capture. However, major advances in affordable long-read 

sequencing, powerful genome scaffolding techniques, and improved assembly algorithms now 

enable chromosome-scale assemblies at a much lower cost and faster speed than earlier 

approaches (reviewed by Rice & Green (2019)), facilitating high-quality assemblies of 

mammalian-sized genomes (several Gb) with chromosome-length scaffolds for as little as 1,000 

USD (Dudchenko et al., 2018; Gatter, von Löhneysen, Drozdova, Hartmann, & Stadler, 2020). 

Therefore, at this point, it probably makes sense to start most new lcWGS studies with a de novo 
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genome assembly or upgrade, if a reference sequence of sufficient quality is not available.  

 

BOX 1: Glossary 

 

Base quality score: A metric associated with each base (nucleotide) in a sequencing read that 

indicates the probability that the base is called incorrectly. 

 

Bayesian inference: A statistical inference strategy that estimates model parameters by 

characterizing its posterior probability distribution (i.e. P(parameter | data)). By the Bayes 

theorem, the posterior probability is formulated as a product of the likelihood function and the 

prior probability distribution (probability distribution of model parameters before considering the 

data) divided by the marginal probability of the data (which is a constant), i.e. P(parameter | data) 

= P(data | parameter) * P(parameter) / P(data) 

 

Genotype dosage: The expected count of an allele in an individual. For a diploid individual, the 

genotype dosage of the B allele = P(AA | data)*0 + P(AB | data)*1 + P(BB | data)*2, where A 

and B represent the two alleles at the site, and e.g. P(AB | data) represents the posterior 

probability of the heterozygous genotype.  

 

Genotype imputation: A method to infer missing genotypes and bolster genotype likelihood 

estimation by identifying stretches of haplotypes shared between individuals. 

 

Genotype likelihoods (GLs): The probability of observing the sequencing data at a certain site in 
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an individual given that the individual has each of the possible genotypes at this site (e.g. for 

diploids there are 10 possible genotypes, which can be reduced to 3 if the major and minor 

alleles are known), i.e. P(data | genotype), or L(genotype). 

 

Genotype likelihood (GL) model: The mathematical model used to compute GLs. Different GL 

models are built under different assumptions about the data, in particular about the sequencing 

error profile. For example, the GATK model assumes that the sequencing quality scores 

accurately capture the probability of sequencing error, and that all errors are independent. In 

comparison, the Samtools model assumes that once a first error occurs at a certain site in an 

individual, subsequent errors are more likely to occur at this site.  

 

Low-coverage whole genome sequencing (lcWGS): We use this term to refer to whole genome 

re-sequencing of individuals (i.e. labeled with unique barcodes) with depth too low to reliably 

call genotypes without imputation (<5x). Note, however, that even for medium sequencing depth 

(5-20x), inference accuracy may improve under a probabilistic analysis framework based on 

GLs, rather than working with called genotypes (Nielsen et al., 2011). 

 

Mapping quality score: A metric associated with each sequencing read aligned to the reference 

genome that indicates the probability that the read is aligned to the correct position in the 

reference sequence. 

 

Maximum likelihood inference: A statistical inference strategy that estimates model parameters 

by choosing the parameters that maximize the likelihood of the data. In other words, the 
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maximum likelihood estimators of model parameters = argmax(L(parameter))  

 

Posterior genotype probability: The probability of an individual having one of the possible 

genotypes at a certain site given the sequencing data, i.e. P(genotype | data). 

 

Prior genotype probability: The probability of an individual having one of the possible genotypes 

at a certain site before considering the sequencing data for this individual at this site, i.e. 

P(genotype). The prior genotype probability can be uniform (i.e. all genotypes are equally likely 

to occur), or can be informed by the allele frequency or the site frequency spectrum (SFS) at this 

site for all individual samples. It is often used for the estimation of posterior genotype probability 

in Bayesian inference.  

 

Restriction site-associated DNA sequencing (RAD-seq): A group of techniques for sequencing 

short flanking regions around restriction enzyme cut sites to obtain random samples of genetic 

markers across the entire genome. These markers are typically sequenced at high depth (e.g. 

>20x) for each individual so that individual genotypes can be confidently determined. 

 

Sample allele frequency (SAF) likelihood: The probability of observing sequencing data at a 

certain site across all individual samples given each possible sample allele frequency at this site 

(e.g. for diploids, the possible sample allele frequencies range from 0 to 2n; n=sample size), i.e. 

P(data | sample allele frequency).  

 

Whole genome sequencing of pools of individuals (Pool-seq): A whole genome sequencing 
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strategy in which unlabeled DNA from multiple individuals is pooled before sequencing. The 

sequencing depth is typically low on a per-individual level but high for each pool (e.g. >50x). 

Due to the absence of individual barcodes, all individual-level information is lost in the 

sequencing data. 

 

 

The toolbox: What types of analysis can we do with low-coverage data? 

 

The major challenge in working with lcWGS data is that individual genotypes cannot be 

accurately inferred (Li, Sidore, Kang, Boehnke, & Abecasis, 2011; Nielsen et al., 2012, 2011). 

Many analytical tools that incorporate uncertainty about individual genotype calls have therefore 

been developed in recent years, covering a broad diversity of common types of population 

genomic inference. We here briefly introduce the most widely used applications (see Table 2 for 

a more comprehensive list and the Supplementary Text Part 3 for additional details) and also 

provide a tutorial with example data as a starting point for exploration: 

https://github.com/nt246/lcwgs-guide-tutorial.  

 

Currently, the most widely used program for lcWGS analysis is ANGSD (Korneliussen, 

Albrechtsen, & Nielsen, 2014), a comprehensive package that implements an extensive variety 

of analysis options. Because of its broad use and versatility, ANGSD will feature prominently in 

this section’s overview of available tools. However, we also seek to highlight that a variety of 

alternative programs are available for most types of analysis (Table 2).  
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Accounting for genotype uncertainty 

 

The most common way to incorporate uncertainty about true genotypes is to use genotype 

likelihoods (GLs) rather than genotype calls in downstream analyses. A GL reflects the 

probability of observing the sequencing reads that cover a specific site in an individual if said 

individual has a particular genotype at this site. GLs refer to the set of likelihoods computed for 

each of all the possible genotypes that individual could hold at that site (e.g. for diploids there 

are ten possible genotypes: AA, AC, AG, AT, CC, CG, CT, GG, GT, and TT, which can be 

reduced to three possible genotypes if the major and minor allele at a site are known, i.e. major-

major, major-minor, minor-minor). 

 

The key factors that prevent us from confidently identifying the true genotype with lcWGS data 

are uncertainties about 1) whether both alleles of a diploid individual have been sampled in the 

stochastic sequencing process, 2) whether the base call (A, C, G, or T) at each position of a 

sequencing read is correct, and 3) whether sequencing reads have been mapped to the correct 

position in the genome. Several different models have been proposed for how the first two 

sources of uncertainty should be accounted for in estimation of GLs (to our knowledge, no 

current models directly factor in mapping accuracy). Currently, the most commonly used GL 

models are probably the GATK model (McKenna et al., 2010) and the Samtools model (Li, 

2011; Li et al., 2009) implemented in ANGSD (Korneliussen et al., 2014). The key difference 

between these two GL models is that the GATK model assumes sequencing errors are 

independent, whereas the Samtools model assumes a correlated error structure.  
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Unfortunately, the effects of GL model choice on downstream analyses are still incompletely 

understood and likely depend on a diversity of factors including the accuracy of base calling and 

base quality scores, the sequencing depth, and the type of inference sought. In our comparative 

assessment (Section 4), we found that many types of analysis gave nearly identical results with 

the GATK and the Samtools models, but that GL model choice can strongly influence the 

number of rare alleles estimated from simulated low-coverage (≤2x) data (Section 4.1, see also 

Korneliussen et al., 2014 for a similar finding). However, more research is needed to compare 

the performance of different GL models, and in the meantime, it may be prudent to compare 

inference with several different GL models with a subset of the data for each new dataset, 

particularly for analyses that rely on rare alleles.  

 

On a related note, while base quality scores should reflect the probability of each called base in a 

sequencing read being incorrect, it is widely recognized that instrument-reported values can 

sometimes be inaccurate (i.e. poorly predicting the true frequency of sequencing errors; Callahan 

et al., 2016; Ni & Stoneking, 2016). Given the central importance that base quality scores 

typically play in estimating GLs when coverage is low, miscalibrated scores can potentially bias 

inference, especially related to rare alleles (Kousathana et al. 2017). It may therefore be 

advantageous to recalibrate base quality scores by first identifying putative sequencing errors in 

the data and then adjusting the base quality scores based on the observed error rates and patterns. 

This type of recalibration can be performed as an extra data preprocessing step but is also 

implemented in some GL models (e.g. the SOAPsnp model in ANGSD). Unfortunately, some of 

the most widely used methods (e.g. those implemented in GATK and ANGSD; Auwera & 

O’Connor, 2020; Li et al., 2009) require a database of known variable sites, which is not 
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available for most organisms, and inputting an inaccurate variant database can sometimes 

inadvertently result in further miscalibration of quality scores (Orr 2020). For non-model species, 

there may be more promise in approaches based on synthetic spike-ins (e.g. PhiX; Zook et al., 

2012; Ni & Stoneking, 2016) or monomorphic genomic regions (e.g. sex chromosomes, ultra-

conserved elements, or organellar DNA; Kousathana et al. 2017) for which no true genetic 

variation is expected and sequencing errors can more readily be identified. Other recently 

proposed techniques based on k-mer analysis (Orr, 2020) or comparison of quality score profiles 

(Chung & Chen, 2017) also sidestep the need for a variant database. However, none of these 

methods have yet been extensively validated for low-coverage data. For now, a conservative 

approach may be to filter out bases with low quality scores, but that results in data loss and does 

not fully address the issue of potential miscalibration, so more research in this area is needed. 

 

From raw reads to SNP identification 

 

The initial steps in processing lcWGS data are similar to those used in many other NGS 

approaches, such as high-coverage whole genome sequencing and Pool-Seq (Figure 2). These 

include trimming adapter sequence and bases with low quality scores, mapping (aligning) reads 

to a suitable reference genome, removing poorly mapped and duplicated reads, and - depending 

on requirements of downstream tools - potentially clipping overlapping sections of read pairs and 

realigning reads that span indels (see e.g. Therkildsen & Palumbi 2017). It is in the downstream 

processing of the resulting filtered bam files that high-coverage and low-coverage workflows 

diverge and where a probabilistic framework based on GLs becomes central for low-coverage 

data.  
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The optimal approach in a GL-based framework would arguably be to always compute GLs for 

every site in the genome, including sites that appear to be invariant in a sample (because with 

lcWGS data we cannot be completely confident that we have not missed an alternative allele in 

one or more of our samples). While this approach is required for some types of analysis (e.g. all 

estimates of genetic diversity and the site frequency spectrum), other types of analysis (e.g. 

analysis of population structure or outlier scans) are more tractable and computationally efficient 

if only polymorphic sites are considered. Thus, a more practical solution for those types of 

analysis is to initially identify likely polymorphic sites and restrict downstream GL-based 

inference to those sites.  

 

Although many types of genetic variants exist, lcWGS analysis has so far typically only 

considered bi-allelic single-nucleotide polymorphisms (SNPs). A range of different programs 

can identify SNPs from lcWGS data (Table 2). Because of built-in integration of a broad variety 

of downstream analysis tools, ANGSD is often a convenient option. ANGSD identifies SNPs as 

sites with minor allele frequencies significantly larger than zero. In this case, the number of 

alleles at each site is restricted to two (major and minor allele), with the identities of these alleles 

either determined through a maximum likelihood approach, setting the more common allele as 

the major allele (Jørsboe & Albrechtsen, 2019; Skotte, Korneliussen, & Albrechtsen, 2012) or by 

user specification (e.g. setting the reference or ancestral allele as the major allele). ANGSD 

currently does not allow for identification of indels or multi-nucleotide polymorphisms, but users 

could potentially identify bi-allelic indels with a different tool, such as Freebayes (Garrison & 

Marth, 2012) or GATK (McKenna et al., 2010), and import estimated GLs into ANGSD for use 
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in downstream analysis. Regardless of the program used, quality control filters can be crucial to 

ensure data reliability. Table 3 provides an overview of key filters that should be considered for 

different types of analysis with lcWGS data. 

 

Individual-level analyses  

 

Despite the lack of called genotypes, lcWGS data can be used for a wide range of individual-

level analyses, which we define as those that do not require a priori grouping of individual 

samples. It should be noted that the input formats for the different approaches differ between 

programs and that in some cases SNP identification can be performed as part of the analyses (see 

specific manuals). Note also that none of the analyses listed in this subsection are possible with 

Pool-seq data. 

 

Population structure: A key component of many population genomic studies is to characterize 

population structure, using dimensionality reduction (e.g. PCA and PCoA) and/or model-based 

clustering (e.g. admixture analysis). Dimensionality reduction methods are based on a covariance 

matrix (PCA) or distance matrix (PCoA). Several methods for computing these matrices while 

accounting for genotype uncertainty have been implemented. ANGSD, for example, can either 

randomly sample one read per individual per site or use the most common allele to represent the 

individual’s allele frequency at this site (as either 0 or 1) and then calculate the covariance and 

distance between every pair of individuals from these allele frequencies. This simple approach 

has been shown to work well for datasets with very low sequencing depth and uneven coverage 

across samples (see Section 4.2 and the ANGSD manual). PCAngsd (Meisner & Albrechtsen, 
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2018), in contrast, estimates the covariance matrix from GLs while taking population structure 

into account. 

 

Model-based clustering methods that estimate admixture proportions of each sample assuming a 

model of discrete ancestral populations are also implemented in several software programs using 

GLs as input. These include NGSAdmix (Skotte, Korneliussen, & Albrechtsen, 2013) and Ohana 

(Cheng, Racimo, & Nielsen, 2019) that both adopt a maximum likelihood implementation of the 

classic STRUCTURE model (Pritchard, Stephens, & Donnelly, 2000; Tang, Peng, Wang, & 

Risch, 2005), but differ in their optimization approaches. PCAngsd implements admixture 

analysis with a different approach, which uses an intermediate output from its PCA analysis as a 

starting point for model-based clustering. PCAngsd has been shown to outperform NGSAdmix 

in runtime without strongly compromising its inference accuracy, making it potentially more 

suitable for larger datasets (Meisner & Albrechtsen, 2018).  

 

Selection scans: Several of the mentioned clustering programs also implement selection scan 

approaches that do not require a priori grouping of individuals, as their general strategy is to 

locate outlier loci that exhibit patterns of genetic variation among individuals that are highly 

different from the genome-wide average. For example, PCAngsd (Meisner & Albrechtsen, 2018; 

Meisner, Albrechtsen, & Hanghøj, 2021) implements the FastPCA method by Galinsky et al. 

(2016) in a GL framework and in Ohana, SNPs that exhibit a significantly different covariance 

structure can be identified as potentially under selection. 

 

Genome-wide association studies (GWAS): Multiple statistical frameworks have been developed 
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to take genotype uncertainty into account in scans for genotype-phenotype associations. GWAS 

often require large sample sizes to gain sufficient power, and a lcWGS/GL-based approach 

provides an opportunity to maximize the number of individuals studied in a cost-efficient way. 

Several GL-based GWAS approaches implemented in ANGSD have shown power to discover 

meaningful associations, including in the presence of population structure (Jørsboe & 

Albrechtsen, 2019; Skotte et al., 2012). These methods range from simple case / control 

associations for identifying variants associated with binary phenotypes (Kim et al., 2011) to 

analysis of quantitative traits with incorporation of covariates (Skotte et al. 2012; Jørsboe & 

Albrechtsen 2019). The maximum likelihood approach recently developed by Jørsboe & 

Albrechtsen (2019) also explicitly estimates the effect size of each locus. 

 

Linkage disequilibrium (LD): LD estimation has many important applications, for example 

relating to inference of population size, demographic history, selection, and discovery of 

structural variants (Slatkin, 2008). In addition, since many downstream analyses make 

assumptions about the independence of genomic loci, LD estimation is essential for excluding 

strongly linked loci from a dataset (i.e. LD pruning). Several approaches have been developed to 

estimate LD from GLs (i.e. taking genotype uncertainty into account), implemented e.g. in GUS-

LD (Bilton et al., 2018) and ngsLD (Fox, Wright, Fumagalli, & Vieira, 2019). Unfortunately, the 

computational complexity of GUS-LD is too high for it to be practical for whole genome data, 

but ngsLD has a more efficient algorithm and has different built-in functionalities to reduce its 

computational complexity (e.g. restricting LD estimation between SNPs within a set distance, 

setting a minor allele frequency filter, etc.), and comparative evaluation has indicated that ngsLD 

tends to show less bias at low read depths (1-2x) than GUS-LD (Bilton et al., 2018; Fox et al., 



 

22 

2019). 

 

Other types of analyses: In addition to the examples discussed above, many other specialized 

software packages have been developed to account for genotype uncertainty in various types of 

inference, including estimation of relatedness among individuals (Korneliussen & Moltke, 2015; 

Link et al., 2017), parentage inference (Whalen, Gorjanc, & Hickey, 2019) and pedigree analysis 

(Snyder-Mackler et al., 2016), estimation of individual inbreeding coefficients (Link et al., 2017; 

Vieira, Fumagalli, Albrechtsen, & Nielsen, 2013) and identity-by-descent tracts (Vieira, 

Albrechtsen, & Nielsen, 2016), tests for introgression such as computation of ABBA-BABA/D-

statistics (Korneliussen et al., 2014), and construction of linkage maps (Rastas, 2017). More 

examples are listed in Table 2. It is also important to note that samples sequenced at low-

coverage of the nuclear genome typically have very high sequencing depth across the 

mitochondrial genome due to its much higher copy number in each cell, enabling recovery of 

high-confidence full mitochondrial genome sequences for each individual (see e.g. Therkildsen 

& Palumbi 2017). LcWGS thus provides a cost-effective way to generate full mitochondrial 

genome sequences for hundreds of individuals, enabling unprecedented resolution for 

phylogeographic analysis (Lou et al., 2018; Margaryan et al., 2020). 

 

Population-level analyses  

 

When individual samples can be grouped into discrete populations or categories based on either 

prior information (e.g. sampling location or experimental treatment) or results from individual-

level population structure analyses (e.g. model-based clustering), analyses can be conducted at 
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the population level.  

 

Allele frequency estimation: The estimation of population-specific allele frequencies is essential 

for most population genomic studies as it is a required input for many downstream analyses. 

Many programs, such as ANGSD (implementing the method of Kim et al., 2011) or ATLAS 

(Link et al., 2017), can estimate minor allele frequencies for each site using a maximum-

likelihood or Bayesian approach. In programs where population-specific estimates are obtained 

by running the program on each population separately (e.g. ANGSD), it is crucial for users to 

explicitly define the same alleles as major and minor in all populations to avoid inadvertently 

computing the frequency of opposite alleles in different populations.  

 

Site frequency spectrum (SFS): The population-specific SFS is another population genomic 

parameter essential for many downstream analyses. A challenge in estimating the SFS with low-

coverage data is that low-frequency SNPs are less likely to be identified as polymorphic and 

therefore an SFS directly estimated from allele frequencies at identified SNP positions can be 

biased towards intermediate frequencies. To get around this issue, ANGSD estimates the SFS by 

using the sample allele frequency (SAF) likelihoods to formulate the likelihood function of the 

SFS, which the program then optimizes (Nielsen et al., 2012). Depending on the availability of 

an outgroup or ancestral reference genome, the inferred SFS can either be folded or unfolded and 

ANGSD can estimate the SFS jointly for up to four populations (Korneliussen et al., 2014). This 

probabilistic approach can correct for the bias caused by low-coverage data, but its performance 

can be sensitive to the choice of underlying GL model (Korneliussen et al., 2014, see also 

Section 4.1). Another important limitation is that the runtime of the SFS estimation algorithm 
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currently implemented in ANGSD grows quadratically with the number of samples and it can 

become impractical to run across the whole genome if the sample size is very large. One strategy 

is to estimate SFS by chromosome or in smaller windows and sum them up in the end. 

Implementation of a faster algorithm (Han, Sinsheimer, & Novembre, 2015) may also be 

included in future ANGSD releases (Fumagalli, personal communication). 

 

Genetic diversity and neutrality test statistics within a single population: Derived estimators of 

genome-wide genetic diversity θ, such as nucleotide diversity π and Watterson’s estimator, can 

be directly calculated from the population-specific SFS. These estimators of θ can also be 

computed within genomic windows from window-specific SFS and subsequently, different 

neutrality test statistics (e.g. Tajima’s D) that evaluate the skewness of SFS in each genomic 

window can be calculated. Individual heterozygosity estimates can be obtained by estimating the 

SFS for individuals (rather than populations). All these diversity statistics can be computed based 

on an infinite sites model implemented in ANGSD. In contrast, ATLAS (Link et al., 2017) bases 

its θ estimation on a model that allows for back mutations (Felsenstein, 1981), which can be 

more appropriate when working with ancient samples. Regardless of the method used, it is 

important to note that when generating diversity estimates, non-variable sites should be included 

in the calculation, and therefore minimum minor allele frequency filters or SNP p-value filters 

should not be used. 

 

Genetic differentiation between populations: In addition to estimates of within-population 

diversity, the genetic differentiation between populations can be estimated with a variety of 

different statistics, from simply quantifying the allele frequency difference to more complex 
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statistics such as relative genetic differentiation (FST) and absolute genetic divergence (dxy). 

Various estimators of FST can be computed from GL data using ANGSD, ngsTools (Fumagalli, 

Vieira, Linderoth, & Nielsen, 2014), or vcflib (Garrison et al., 2021; see the Supplementary Text 

Part 3 for more detail). vcflib can also estimate pFST, which, contrary to what the name suggests, 

is not an FST  estimator, but a statistic that quantifies the significance of allele frequency 

differences between populations in face of genotype uncertainty (Domyan et al., 2016). In 

contrast to FST, no established method to estimate dxy from GLs has, to our knowledge, been 

included in major software packages. Various custom scripts have been shared (see e.g. 

https://github.com/mfumagalli/ngsPopGen/tree/master/scripts, 

https://github.com/marqueda/PopGenCode/blob/master/dxy_wsfs.py). Note, however, that dxy 

may be over-estimated with these scripts so they should be used only for inspecting the relative 

distribution of dxy across the genome (Foote et al., 2016) and not to make inferences based on its 

absolute values. 

 

Other analyses based on derived statistics: In addition to the methods that work directly with 

GLs, many other types of population-level analysis can be conducted based on the derived 

statistics mentioned above. For example, several commonly used software tools can use allele 

frequency matrices as input to infer population relationships and potential gene flow (e.g. 

Treemix (Bradburd, Coop, & Ralph, 2018; Pickrell & Pritchard, 2012) and conStruct (Bradburd 

et al., 2018; Pickrell & Pritchard, 2012)), perform selection scans (e.g. BayPass (Gautier, 2015), 

WFABC (Foll & Gaggiotti, 2008; Foll, Shim, & Jensen, 2015)), association analyses (e.g. 

BayPass, LFMM2 (Caye, Jumentier, Lepeule, & François, 2019)), or variance partitioning 

analyses (e.g. RDA (Forester, Lasky, Wagner, & Urban, 2018)). To run these programs, 
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population-level allele frequencies are estimated as explained above (e.g. using ANGSD), but 

have to be transformed into the appropriate input format using custom scripts. Similarly, the 

population-specific or multi-dimensional SFS estimated from ANGSD can be used to infer 

demographic history (e.g. with δaδi (Gutenkunst, Hernandez, Williamson, & Bustamante, 2009) 

or fastsimcoal2 (Excoffier & Foll, 2011)), or to explicitly control for the effect of demography in 

selection scans (e.g. SweepFinder2 (DeGiorgio, Huber, Hubisz, Hellmann, & Nielsen, 2016)). 

Both locus-specific neutrality test statistics and FST values can be used in selection scans (e.g. 

OutFLANK (Whitlock & Lotterhos, 2015)), and genome-wide FST estimates can be used, for 

example, to test for isolation by distance (Mantel test) or to estimate effective migration surfaces 

(e.g. EEMS (Petkova, Novembre, & Stephens, 2016)). Furthermore, Ancestry_HMM (Medina, 

Thornlow, Nielsen, & Corbett-Detig, 2018) and ancestryinfer (Schumer, Powell, & Corbett-

Detig, 2020) can infer local ancestry across the genome without called genotypes, although they 

require detailed SNP information for reference populations. Using derived statistics as input data 

can be a powerful approach to expand the available toolbox for lcWGS. However, unlike the 

GL-based programs listed in the rest of this section and Table 2, this approach does not carry 

uncertainty about parameter estimation downstream. Accordingly, if summary statistics rather 

than GLs are used as input for analysis, p-values etc. should be interpreted with caution and in 

light of the expected precision given the sample size and sequencing depth (see Section 4). 

 

Experimental design: The tradeoffs between sequencing depth per sample and total 

number of samples analyzed 

 

With a finite sequencing budget, do we learn more about a population from adding more 
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sequencing depth to each individual or stretching the sequencing effort over more individuals? 

Several previous studies have used simulated data to address this question (e.g. Buerkle & 

Gompert, 2013; Fumagalli, 2013; Nevado et al., 2014). In general, these studies have found that 

sampling many individuals at 1x or 2x read depth provides more accurate estimates of many 

population parameters than higher read depth for fewer individuals. However, both the 

simulation (e.g. Haller & Messer, 2019; Huang, Li, Myers, & Marth, 2012) and the GL-based 

data analysis toolboxes (e.g. Fumagalli, Vieira, Linderoth, & Nielsen, 2014; Korneliussen et al., 

2014; Meisner & Albrechtsen, 2018) have evolved rapidly since these studies were conducted, 

and a more up-to-date evaluation is now needed. Here, we used simulated data to compare 

common types of population genomic inference under a wide range of sample size and 

sequencing depth combinations, including depths <1x, which were not explicitly evaluated in 

earlier studies. Full details about all the simulations and analyses can be found in the 

Supplementary Methods (Part 1) and Table S2, and our entire simulation and analysis pipeline is 

available on GitHub (https://github.com/therkildsen-lab/lcwgs-simulation).  

 

Population genomic inference for single populations 

 

We used SLiM (Haller & Messer, 2019) to simulate an isolated population that has reached 

mutation-drift equilibrium, and evaluated the accuracy of lcWGS (reads simulated with ART 

(Huang et al., 2012)) for inferring key population genomic parameters, including allele 

frequencies, the SFS, θ, Tajima’s D (estimated with ANGSD (Korneliussen et al., 2014)), and 

linkage disequilibrium (estimated with ngsLD (Fox et al., 2019)) under different experimental 

designs.  
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As expected, the accuracy of allele frequency estimation consistently increases with both higher 

sample size and depth of coverage per individual (as measured by the r
2
 values in Figure 3). The 

number of false negative SNPs (i.e. true SNPs in the population that fail to be identified) 

similarly decreases with higher sample size and higher coverage per individual (Figure S1). 

Importantly, however, distributing the same total sequencing effort (i.e. the product of sample 

size and coverage per individual) across more samples, with each sample receiving lower 

coverage (i.e. going from bottom left to top right in Figure 3) also consistently improves allele 

frequency estimation, even when each sample is sequenced at a coverage as low as 0.25x. The 

increased accuracy arises because each allele is less likely to be sequenced more than once with 

lower per-sample coverage, and thus the effective sample size gets higher. 

  

Consistent with what the authors of ANGSD have previously shown (Korneliussen et al., 2014), 

we found that for SFS-based inference, the choice of GL model used can strongly influence its 

result. With the Samtools GL model, Watterson’s θ is systematically underestimated when the 

average coverage is low (≤4x), although Tajima’s θ (π) estimates are more robust (Figure S2). 

Consequently, Tajima’s D tends to be overestimated (Figure S3). In contrast, when the GATK 

GL model is used, Watterson’s θ, Tajima’s θ, and Tajima’s D can all be accurately estimated 

even at coverage as low as 0.5x (Figure S2, S3). The two GL models differ in performance 

because both the GATK model and our simulation model assume that each base quality score 

reflects an independent and unbiased measurement of the probability of sequencing error (Huang 

et al., 2012; McKenna et al., 2010), whereas the Samtools model assumes that if one sequencing 

error occurs at a certain locus, subsequent errors are more likely (Li, 2011; Li et al., 2009). As a 
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result, with the Samtools model, lower-frequency mutations are less likely to be identified as 

polymorphic sites and more likely to be interpreted as sequencing errors when the coverage is 

low. This leads to an underestimation of the number of singleton mutations when using the 

Samtools model, and therefore Watterson’s θ tends to be underestimated, at least for our 

simulated data. We note, however, that these low-frequency SNPs have minimal impact on many 

other types of population genomic analyses and, in fact, are often filtered out. Consistent with 

this, we did not observe any strong discrepancies between the two GL models in other types of 

analysis that we performed in this study (Figure S4-S7). We also stress that the sequencing errors 

modeled in our simulations may not accurately represent the sequencing error profile in real life, 

so our result should not be interpreted as a recommendation of one GL model over the other.  

 

For LD estimation, we found that relative estimates (which may be adequate for many uses, e.g. 

for the identification of LD blocks or LD pruning) could be reliably obtained with per-sample 

coverage as low as 1-2x. However, higher per-sample coverage (e.g. ≥4x) is required to get 

precise and accurate absolute estimates of LD (e.g. for use in demographic inference) even with 

sample size as large as 160 (Figure S4, S5, Fox et al. 2019).  

  

 

Box 2. Performance of lcWGS vs. Pool-seq in allele frequency estimation 

A key advantage of lcWGS over Pool-seq is that each sequencing read can be assigned to an 

individual so we can detect uneven sequencing coverage and account for it in parameter 

estimation. But does that matter in practice if the contribution of each individual to the 

sequencing pool is roughly equal? With our simulated data, we found that a lcWGS analysis 
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approach that accounts for individual-level GLs consistently provides slightly more accurate 

allele frequency estimates than Pool-seq analysis (which ignores individual-level information) 

even when all individuals contribute equally to the sequencing pool (Figure 4). This is because 

the sampling variance inherent to next-generation sequencing creates stochastic variation in the 

sequencing depth for each individual at each locus (so some by chance will be overrepresented 

while others will be underrepresented). In practice, inaccuracies due to measurement and 

pipetting errors, variation in DNA quality, and sequencing biases make it almost impossible to 

ensure the optimal scenario of even amounts of sequences among samples (Figure S8, see also 

Schlötterer, Tobler, Kofler, & Nolte, 2014), further enhancing the value of being able to account 

for sample overrepresentation with individually barcoded reads (Figure S9, S10). 

 

 

Inference of spatial structure 

 

To evaluate the power of different lcWGS sampling designs in detecting population structure, we 

simulated a metapopulation consisting of nine subpopulations located on a three-by-three grid 

that have reached mutation-drift-migration equilibrium. We first examined a scenario in which 

gene flow among subpopulations is low (0.25 effective migrants between neighboring 

subpopulations per generation). In this scenario, the spatial structure among subpopulations can 

be correctly inferred from PCA even with extremely low sample size (5 samples per 

subpopulation) and coverage (0.125x coverage per sample; Figure 5A). In addition, migrant 

individuals and hybrids, when included in the sample, can be identified in the PCA (Figure 5A), 

which would not be possible with a Pool-seq design. 
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We then increased the level of gene flow (1 effective migrant between subpopulations every 

generation). As expected, the power of PCA to resolve the weaker spatial structure slightly 

declines, but interestingly, small sample size causes a greater loss of power than low coverage 

does (Figure 5B). Subpopulations fail to form discrete clusters in PCA space when the sample 

size per population is 5, unless the coverage is 2x or higher per sample. On the other hand, with a 

sample size of 10, the correct spatial structure can be inferred with a coverage as low as 0.125x 

(i.e. a per-population coverage of only 1.25x; Figure 5B). The reason why we can push the per-

sample coverage so low is that PCA depends on reliable covariance estimation between some, 

but not all pairs, of samples in the dataset. To get reliable covariance estimates in a sample pair, 

both samples need to have at least 1x coverage at some informative SNPs. As sample size 

increases, the number of all available sample pairs increases quadratically, and the number of 

sample pairs for which enough informative SNPs are shared also increases quadratically. 

Therefore, the overall population structure is more likely to be correctly extrapolated from these 

sample pairs. We also note that, due to computational limitations, our simulations are based on 

only a single 30Mb chromosome. Since the power of PCA depends on the number of informative 

SNPs shared between pairs of samples, with a larger genome size, even lower sequencing depth 

and/or sample size would be required to resolve the spatial structure among subpopulations, 

given the same SNP density as simulated here (see Figure S11 for an example of this). Lastly, we 

found that the read sampling method implemented in ANGSD (Korneliussen et al., 2014), the 

results of which are presented here, outperforms PCAngsd (Meisner & Albrechtsen, 2018) in 

scenarios with low sample size (e.g. ≤10 samples per population) or very low coverage (e.g. 

≤0.25x per sample; Figure S12, S13). 
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Scans for divergent selection in the face of gene flow 

 

A primary advantage of lcWGS compared to reduced-representation sequencing approaches is 

the increased resolution in genome scans for signatures of selection, for example in the form of 

outlier loci that show elevated levels of differentiation between populations or 

elevated/depressed neutrality test statics within a single population. To evaluate how 

experimental design affects our ability to detect outliers, we simulated two populations 

connected by gene flow that are strongly affected by divergent selection on a subset of loci. We 

estimated per-SNP FST between the two populations, as well as Tajima’s D and Fay and Wu’s H 

within one of the populations, from lcWGS data to identify the loci under selection (details in the 

Supplementary Methods). 

 

We first examined a scenario where the size of each population is large (the effective population 

size (Ne) = 5x10
4
) and gene flow is high (5 effective migrants per generation). In this scenario, 

seven out of eight SNPs under divergent selection, along with their neighboring neutral SNPs, 

show highly elevated FST values compared to the genome-wide background, creating a distinct 

pattern of narrow genomic islands of divergence (Figure 6; Turner, Hahn, & Nuzhdin, 2005). 

This FST landscape can be recovered from lcWGS data with a total sequencing coverage per 

population as low as 10x (e.g. 40 samples per population and 0.25x coverage per sample, Figure 

6). For a given total sequencing effort, however, we observe an increase in background FST when 

the sequencing is spread over fewer individuals (e.g. 5 samples per population and 2x coverage 
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per sample give more background noise than 40 samples each at 0.25x coverage), which can lead 

to overestimated genome-average FST (Figure S7) and more false positive signals in the outlier 

detection (Figure 6). With similar sequencing effort, most of these loci under selection can also 

be identified by signals of decreased Tajima’s D and Fay and Wu’s H, although the absolute 

values of these estimates are sensitive to both sample size and coverage (Figure S14, S15). 

Unlike for FST, spreading the same sequencing effort across more samples does not consistently 

improve the accuracy of these neutrality test statistics (as some require higher coverage for 

accurate estimation). We also estimated FST and neutrality test statistics in a scenario with 

smaller population size (Ne = 10
4
) and lower gene flow (2.5 effective migrants per generation), 

and the same general conclusions hold (Figure S16, S17).  

 

The optimal experimental design depends on study goals 

 

Perhaps unsurprisingly, our simulation results suggest that there is not a single lcWGS 

experimental design that is ideal for all purposes. Instead, the optimal design depends on the 

goals, system, and budget of a study. For many common types of population genomic inference 

(e.g. allele frequency estimation, population structure analysis, genetic differentiation between 

populations), higher accuracy can be achieved by spreading a given sequencing effort thinly 

across more samples (Figures 3, 5, 6). There are, however, some notable exceptions. For 

example, inference that depends heavily on low-frequency alleles (e.g. Watterson’s θ, Tajima’s 

D) can be very sensitive to the chosen GL model when per-sample sequencing coverage is low, 

so until we have a better understanding of which GL models best fit the empirical data, 

sequencing each sample with relatively higher coverage (e.g. >4x) might generate more robust 
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results for these types of analyses (Figure S2, S3). Nevertheless, if relative measures of these 

statistics are of interest rather than their absolute values (e.g. for outlier detection), lower 

coverage of each sample may be adequate (Figure S14, S15). Similarly, the methods that are 

currently available for LD estimation with lcWGS data can generate biased absolute estimates 

when the coverage is lower than 4x (Figure S4, S5), but note that reliable relative estimates of 

LD can be obtained at lower coverage.  

 

It is important to keep in mind that tradeoffs exist between sample size and per-sample depth: 

with a given budget, the higher per-sample sequencing depth needed for robust estimation of the 

SFS (e.g. for demographic inference using δaδi) or absolute values of e.g. Tajima’s D or LD will 

likely compromise the accuracy for other estimates, e.g. of allele frequencies or FST outliers 

(unless sample sizes are large even with the higher per-sample coverage). Accordingly, 

researchers must carefully consider what types of inference are most essential to their study goals 

and strike an appropriate balance. Based on our results here and those from previous studies, we 

provide some general guidelines to lcWGS experimental design in Table 4. For more targeted 

guidance, we also encourage researchers to build on our simulation pipeline 

(https://github.com/therkildsen-lab/lcwgs-simulation) to optimize the experimental design for 

their specific studies.  

 

Box 3. Performance of lcWGS vs. RAD-seq in selection scans 

Compared to lcWGS, RAD-seq has the advantage of generating high-confidence genotype calls, 

but suffers from a sparser coverage of the genome, which can result in missed signals in 

selection scans (Lowry et al., 2017). Here, we simulated RAD-seq data for our two divergent 
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selection scenarios with a range of realistic sample sizes and RAD tag densities. In the scenario 

with larger population size and higher gene flow, we found that even with a large sample size 

and a much higher marker density than typically used (128 RAD tag SNPs per Mb, i.e. ~128,000 

SNPs in a 1Gb genome), RAD-seq picked up some, but tended to miss several of the narrow FST 

peaks. With a lower, much more commonly used marker density (e.g. 8 tags per Mb, or ~8,000 

SNPs in a 1Gb genome), the majority of the selection-induced peaks would be missed, regardless 

of sample size (Figure 7). In the scenario where the population size is smaller and gene flow is 

lower, RAD-seq is more likely to sample SNPs within the true FST peaks due to the stronger 

linked selection, but because of the higher background noise in these scenarios, it still struggles 

to detect distinct FST peaks (Figure S18). These findings are consistent with a growing number of 

empirical examples where RAD-seq missed signatures of selection clearly detected with WGS 

data (see the Introduction). 

 

Application to empirical data 

 

To supplement our simulation-based evaluation of lcWGS inference with an exploration of how 

sequencing depth affects the identification of polymorphic sites, population structure analysis 

and detection of outlier loci in empirical data, we subsampled and re-analysed previously 

published whole genome sequencing data from the Neotropical butterfly Heliconius erato (Van 

Belleghem et al., 2017). The H. erato radiation comprises several subspecies that show a vast 

visual diversity in Müllerian mimicry related to wing patterns, and many of the underlying 

candidate genes have been identified (Reed et al., 2011; Van Belleghem et al., 2017). For 

example, the optix gene has been shown to control the red band phenotype in multiple Heliconius 
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species and accordingly shows strong differentiation among subspecies with different band 

patterns (Reed et al., 2011; Van Belleghem et al., 2017). We subsampled resequencing data 

(originally average coverage of 11x ± 2.3x per individual) mapped to the H. erato demophoon 

(v1) to coverage depths of 8x, 4x, 2x, 1x, 0.5x and 0.25x (see Supplementary Methods (Part 1)) 

and analysed them in a GL framework. For simplicity, we focus on results for 8x, 2x and 0.5x 

coverage, as results from 4x and 1x are very similar to 8x and 2x, respectively (see 

supplementary Figure S19).  

 

First, we found a positive correlation between the number of variable sites identified during SNP 

identification in ANGSD and the mean genome-wide sequencing coverage (Figure 8A; quadratic 

function: r
2
 = 0.98, p=0.00099). Across all 51 individuals used in the final analyses, the number 

of SNPs identified with a p-value threshold of 10-6 ranged from 12,266 at 0.5x coverage to 

14,851,731 at a mean coverage depth of 8x. It has to be noted though, that the number of 

detected SNPs depends on the p-value threshold, and for a dataset with a mean per-individual 

coverage of 0.25x a lower p-value threshold would have to be used to identify any SNPs at all 

(Figure 8).  

 

Second, we reconstructed the population structure using PCA, performed on covariance matrices 

estimated using random read sampling in ANGSD (see Supplementary Methods). The PCA 

showed a very similar clustering pattern for all datasets regardless of coverage level, with 

populations grouping into three distinct clusters corresponding to the geographic origin of 

samples (Central America, East of Andes, West of Andes; Figure 8B). One subspecies (H. erato 

hydara) sampled from two geographic regions was split over two clusters. On a finer population 
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structure scale, we observed a slightly wider spread of data points at the lowest coverage (0.5x), 

although the general clustering was comparable to higher coverages. 

 

Lastly, comparing the genetic differentiation between H. erato subspecies with (n=28) and 

without (n=23) the red bar phenotype (Van Belleghem et al., 2017), we recovered the well-

characterized FST peak around the optix gene at per-individual coverages as low as 1x (Figure 

8C; Van Belleghem et al., 2017). At 0.5x coverage, we were restricted to estimating FST within 

fewer genomic windows compared to higher coverages (112 50kb windows at 0.5x vs 255 50kb 

windows at >1x along scaffold 1801), leading to much sparser window coverage across the 

scaffold and therefore a noisier signal (Figure 8C). However, even at this low resolution, we 

detected one differentiated genomic window in the optix region, albeit the estimated FST was 

elevated at 0.5x (FST ~0.6) compared to higher coverages (FST ~0.4).  

 

Overall, these results suggest that even at a comparatively low individual sequencing coverage of 

0.5-1x and moderate sample sizes of 20-30 per population, we can detect population structure 

and recover distinct peaks of differentiation across the genome in empirical data. 

 

Box 4. Using imputation to bolster genotype estimation from lcWGS  

 

The majority of current population genomic inference methods, including all the lcWGS 

methods discussed in this paper so far, consider data on a SNP-by-SNP basis and accordingly 

ignore all the information contained in the surrounding haplotype structure. Imputation can be 

used to boost genotyping accuracy by leveraging LD patterns between variants to identify shared 
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stretches of chromosome and incorporate information from flanking alleles to infer missing or 

low-confidence genotypes (Li et al., 2011; Pasaniuc et al., 2012). Imputation has been used 

extensively to obtain genotype calls from low-coverage data in humans and agricultural species, 

but has seen limited application in non-model species because most imputation methods, such as 

Beagle (Browning & Yu, 2009) and findhap (VanRaden, Sun, & O’Connell, 2015), rely on 

externally generated haplotype reference panels, which are unavailable for most species. In 

contrast, the more recently developed program STITCH imputes directly from sequence read 

data without reference panels, and has been shown to perform well when sample sizes are large 

(n>2000; Davies, Flint, Myers, & Mott, 2016). However, sample sizes of this magnitude are not 

achievable in many studies, especially for rare or elusive species. To evaluate the utility of 

imputation without reference panels with sample sizes more typical of studies of non-model 

species, we simulated three populations with varying levels of genetic diversity and LD, tested 

combinations of sequencing depths and sample sizes, and identified the conditions under which 

reference panel-free imputation is likely to bolster genomic analyses of lcWGS data. 

 

Imputed genotype accuracy 

We simulated three populations characterized by 1) low diversity, high LD (Ne = 1,000, r = 0.5 

cM/Mb); 2) medium diversity, medium LD (Ne = 10,000, r = 0.5 cM/Mb); and 3) medium 

diversity, low LD (Ne = 10,000, r = 2.5). For each population, we subsampled 25, 100, 250, 500 

or 1000 individuals and simulated sequencing reads to average depths of 1x, 2x and 4x per 

sampled individual. We compared genotype dosages for all SNPs with minor allele frequency 

>0.05 imputed without reference panels in Beagle and STITCH, to those estimated without 

imputation in ANGSD (see the Supplementary Text Part 1, Table S2, and Figure S20-S24 for 
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details on simulations, genotype dosage estimation and imputation). 

 

Our analysis suggests that using imputation without reference panels does improve population 

genomic inference under certain circumstances. Imputation was most effective under the low 

diversity, high LD scenario (Figure 9A). Under this scenario, genotype dosages imputed in 

STITCH from large sample sizes (n≥500) sequenced at 1x coverage were highly correlated with 

true genotypes (r
2
>0.94), and all experimental designs with sample sizes ≥100 showed a 

substantial improvement in genotype estimation (Figure 9A). In the medium diversity and 

medium LD scenario, larger sample sizes were necessary to achieve similar imputation accuracy 

(e.g., n=1000 was needed for r
2
=0.95; Figure 9B). Performance was markedly worse in the 

scenario with medium diversity and low LD, but there was nonetheless an improvement when 

imputing from large sample sizes (n≥250) or greater sequencing depths (≥2x) compared to 

genotypes called without imputation (Figure 9C). 

 

Considerations for using imputation in non-model systems 

Choosing whether to apply imputation to real-world data will depend on the details of the study 

system and the experimental design. In general, imputation accuracy increases with SNP density 

and LD between SNPs (de Bakker, Neale, & Daly, 2010; Shi et al., 2018), and our results 

suggest that populations with lower LD (even those with greater SNP density) require greater 

sample sizes and/or coverage to achieve the same imputation accuracy. For populations with 

higher LD, STITCH can substantially boost genotype accuracy for samples sequenced at 1x 

coverage, provided sample sizes are adequate (n≥100). When coverage is higher (≥2x), Beagle 

tends to perform similarly to or even outperform STITCH. However, for populations with lower 
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LD, the improvement in genotype accuracy by imputation may be small unless sample sizes are 

≥1000 and/or coverage is ≥2x for the conditions tested here; at smaller sample sizes or lower 

coverage, the potential benefit of imputation for low LD populations may not warrant the 

computational time.  

 

Imputation provides another potential benefit for spreading sequencing effort thinly among many 

individuals in some circumstances. As our results have shown, by leveraging LD information 

from all samples, imputation can to some extent make up for the genotype uncertainty inherent in 

lcWGS data. For example, in the high LD population, genotypes imputed in STITCH from 1000 

samples sequenced at 1x coverage were only slightly lower in accuracy (r
2
=0.975) than for 500 

samples at 2x coverage (r
2
=0.981) and 250 samples at 4x coverage (r

2
=0.982). For many 

questions where a large sample size is necessary to achieve adequate power, such as GWAS, 

what can be gained from increased sample size could readily outweigh the minimal loss in 

genotype accuracy. In addition, for some GWAS methods, the remaining genotype uncertainty 

can be incorporated directly into the analysis (Skotte et al., 2012; Jørsboe & Albrechtsen, 2019).  

 

Because the performance of imputation varies with the LD and diversity of populations, a priori 

information on population history may help researchers anticipate how well imputation will 

perform. A set of “true genotypes” (e.g. from high-depth samples) and quality metrics output by 

the imputation programs (Browning & Yu, 2009; Davies et al., 2016) can also be used. 

Populations with small effective population size or that have experienced recent bottlenecks, 

such as threatened or endangered species, will have higher genome-wide LD (Hayes, Visscher, 

McPartlan, & Goddard, 2003; Waples & Do, 2010), making them potentially good systems for 
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applying imputation if relatively large sample sizes (e.g. ≥100 for the scenarios simulated here) 

can be obtained. Where pedigree information is available, methods that incorporate the pedigree 

into imputation can be used (e.g. Ros-Freixedes, Whalen, Gorjanc, Mileham, & Hickey, 2020; 

Whalen, Ros-Freixedes, Wilson, Gorjanc, & Hickey, 2018). Finally, although imputation has 

been mainly applied to regular short-read data, the haplotype reconstruction step could be greatly 

simplified by long-read or linked-read data that is becoming increasingly available (see Section 

7).  

 

 

Current limitations and future developments 

 

Despite the many strengths of lcWGS, there are also clear limitations to this data type. Here, we 

outline key constraints that researchers should consider before adopting the approach and discuss 

prospects for overcoming these constraints in the future. 

 

Not suitable for analyses requiring genotype calls: It is important to stress that the potential for 

improved inference accuracy by spreading sequencing effort thinly over many individuals is only 

realized if the resulting uncertainty about individual genotypes is accounted for statistically in 

downstream analyses, with approaches such as those reviewed in Section 3. As discussed, hard-

calling genotypes from lcWGS data remains likely to bias inference regardless of how large the 

sample size is, so lcWGS data is not well-suited for analysis types or downstream software that 

require genotypes as input, unless imputation can provide more accurate genotype calls (see Box 

4 for details). However, as outlined in Section 3, GL-based inference frameworks are available 
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for most major types of population genomic analysis and many additional approaches are under 

development. Alternatively, many researchers are now embracing a hybrid approach, where they 

sequence a few samples at higher coverage in order to conduct some analyses that require 

confident genotype calls, and perform the rest of their analyses using lcWGS data from more 

samples (e.g. Foote et al., 2016; Liu et al., 2014; Pečnerová et al., 2021; Westbury et al., 2018). 

Furthermore, another promising strategy with a hybrid dataset is to form a reference panel using 

a subset of high-coverage samples, and impute the genotypes of low-coverage samples (e.g. 

Fuller et al., 2020). 

 

Lack of user-friendly software interfaces and documentation: Unfortunately, a key barrier to the 

wider adoption of lcWGS has been a lack of user-friendly interfaces and sparse documentation 

for programs that handle GL data. Accordingly, these tools are only accessible to users with prior 

expertise in bioinformatics, and the development of workflows often requires a substantial time 

investment. We hope that this beginner’s guide can be part of the effort to increase the 

accessibility of lcWGS. We are also aware that efforts are underway to develop a more user-

friendly version of ANGSD, which should make this powerful and versatile software package 

accessible to a broader set of researchers (Altinkaya and Fumagalli, personal communication). 

 

Computational demands: Another practical limitation is the often much greater computational 

cost of probabilistic GL-based methods compared to methods based on called genotype. For 

example, SFS estimation from GLs in ANGSD is computationally intensive with very large 

sample sizes, which may be prohibitive for researchers without access to high-performance 

computational resources. New, more efficient algorithms (e.g. Han et al., 2015) and strategies for 
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analyzing smaller sections of the genome in turn (see Section 3) may alleviate some of these 

constraints, but the computational demands for analysis should definitely be considered, 

especially for researchers transitioning to lcWGS after working with much smaller datasets such 

as RAD-seq. 

 

Limitations and gaps in the current toolbox: Although tremendous progress has been made in the 

development of methods and tools for the analysis of lcWGS data over the past decade, some 

key analytical challenges remain. One important issue is the potential sensitivity to the choice of 

GL model in some types of analyses (see Section 4.1 and Box 4 in Fuentes-Pardo & Ruzzante, 

2017). A better understanding of which GL models best match the real error structures generated 

by different sequencing platforms and more well-established methods for base quality score 

recalibration is essential for more robust inference from low-coverage data. In addition, 

alignment error is not taken into account in any of the current GL models, which could be 

problematic for genomes with high repeat content or for poor-quality reference genomes. The 

current analysis framework implemented in most software packages is also centered on the 

analysis of diploid organisms; extension to an arbitrary ploidy level would expand its usefulness 

for working with haploid and polyploid organisms, and key parts of this framework have already 

been developed (Blischak, Kubatko, & Wolfe, 2018). There also remain types of analysis for 

which GL-based methods are not yet available. However, new analytical approaches for lcWGS 

data continue to emerge. For example, GL-based equivalents to some established approaches, 

such as implementation of the Pairwise Sequentially Markovian Coalescent (PSMC) model, are 

currently under development (ngsPSMC [https://github.com/ANGSD/ngsPSMC]).  
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Analysis susceptible to batch artifacts: LcWGS data have great potential for reusability because 

the possibility to combine different datasets does not depend on the selection of the same 

restriction enzyme or markers. However, because of the low level of redundancy in the data, 

lcWGS could be particularly susceptible to batch effects when different datasets are combined. 

As mentioned earlier, some GL-based approaches are heavily dependent on accurate modeling of 

the error structure in the data, which can vary between sequencing batches. For example, the 

sequencing error rate could be overestimated in one batch and underestimated in another (Lou & 

Therkildsen, 2021), leading to artificial differences between batches that could confound real 

biological signals. Many of these batch effects can be mitigated with simple bioinformatic 

approaches, although extra care needs to be taken (Lou & Therkildsen 2021). 

 

Limited ability to phase lcWGS data: A major limitation is that no bioinformatic solution is yet 

available to allow accurate phasing of lcWGS data without a reference panel, therefore 

prohibiting haplotype-based analyses. Haplotype data are a rich source of information, e.g. for 

inference of local ancestry tracks across the genome, demographic histories, or ongoing selective 

sweeps (see Leitwein, Duranton, Rougemont, Gagnaire, & Bernatchez, 2020) for a detailed 

overview). Despite major technological advances, long-read sequencing that can recover 

haplotype information remains too costly for typical population genomic studies. However, the 

recent development of an affordable linked-read low-coverage sequencing approach (Meier et 

al., 2021) promises to open many new opportunities for haplotype-based inference on a 

population scale by enabling efficient phasing and imputation of low-coverage linked-read data 

without a reference panel. Phased haplotype data will provide substantial improvement in 

imputation performance compared to the short-insert lcWGS data explored in Box 4, and make 
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completely new types of analysis possible with lcWGS data.  

 

Limitations for small sample sizes and very large genomes: LcWGS will not be an optimal 

solution for all study systems. In particular, for species that are rare or difficult to collect (e.g. 

endangered or elusive species), it may be impossible to obtain adequate sample sizes for 

accurately estimating population genomic parameters with lcWGS (see Section 4). In these 

cases, many types of analysis, such as demographic history, diversity, selective sweeps and 

inbreeding levels, can be performed based on deep sequencing of the genome of a few or even 

just a single individual (e.g. Li & Durbin, 2011). For species with extremely large genomes (e.g. 

many amphibians and pine species), whole genome sequencing may also remain impractical at 

any sequencing depth from a cost or data storage/handling perspective, and reduced 

representation approaches such as RAD-seq or targeted sequence capture may be preferable 

(Burgon et al., 2020; McCartney-Melstad, Mount, & Shaffer, 2016). Of note, however, for 

targeted methods like sequence capture, low-coverage sequencing of larger sample sizes and 

associated GL-based analysis can, similar to lcWGS, confer distinct advantages over sequencing 

fewer individuals at higher depth (e.g. Snyder-Mackler et al., 2016; Therkildsen et al., 2019; 

Warmuth & Ellegren, 2019; Wilder et al., 2020). 

 

Conclusion  

 

In conclusion, although some limitations still exist for the use of lcWGS, this approach offers 

many advantages over reduced-representation sequencing or pooled WGS approaches and is ripe 

for broader implementation. We are excited about how its cost-effectiveness democratizes 
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population-scale whole genome analysis, which until recently was only available to well-funded 

research groups working on model species. The ability to obtain full genome data for hundreds 

of individuals even on modest research budgets, and the rapidly expanding toolbox for versatile 

analysis of lcWGS data now makes it an increasingly promising approach for molecular ecology, 

conservation and evolutionary biology research. We hope this guide will inspire broader 

adoption to expedite the exploration of genomic variation across the tree of life. 
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Table 1. Total cost per sample for both library preparation and sequencing based on May 2021 

price levels (rounded up to nearest dollar) 

 
Genome size 

(Gb) 
Cost per sample (USD)* Example organisms 

1x coverage 2x coverage   
0.2 11(3) 13(5) Fruit fly, Honeybee, Arabidopsis 
0.65 16(8) 25(17) Atlantic silverside, Stickleback, Eastern oyster 

1 21(13) 34(26) Zebra finch, Chicken, Purple sea urchin 
3 47(39) 86(78) Human, Atlantic salmon, African clawed frog 

 

*Cost estimates do not include labor and assume that samples are sequenced efficiently on an Illumina NovaSeq 
instrument. The assumed costs break down to 8 USD per library (Therkildsen & Palumbi, 2017) and ~13 USD per 
Gb sequence data in a shared S4 lane (see supplementary methods for estimates of initial investment costs). The 
numbers in brackets show the cost of sequencing only (i.e. the approximate total cost with a cheap homebrew library 
preparation method (see section 2.2)).  

  



 

48 

Table 2. List of published software for the analysis of lcWGS data. References for each software 

can be found in the main text (Section 3) or in the Supplementary Material Part 4.  

 
Analysis type Software 

Analysis  Method ANGSD ATLAS MAPGD vcflib ngsT
ools* 

PCAngsd Specialised software 

SNP 

identification 

 ✓ ✓ 
    BaseVar, EBG, 

Freebayes, GATK, 
Reveel, etc. 

Population 

structure 

PCA ✓ 
   ✓ ✓ 

 

 Individual genetic 

distance 
✓ ✓ 

  ✓ 
 skmer 

 Local PCA†       lostruct 

 Admixture      ✓ 
Entropy, evalAdmix, 
ngsAdmix, Ohana  

Selection scan PCA-based; 
ancestry-corrected 

     ✓ 
Ohana 

Association 
analysis 

 ✓ 
     SNPTEST 

Linkage 

disequilibrium 

   ✓ 
 ✓ 

 GUS-LD, PopLD 

Individual 

relatedness 

Relatedness   ✓ 
  ✓ 

ngsRelate 

 Parentage       AlphaAssign 

 Pedigree analysis       WHODAD 

Inbreeding Inbreeding 
coefficient 

 ✓ 
 ✓ ✓ ✓ 

ngsRelate 

 IBD tracts     ✓ 
  

 Runs of 
homozygosity 

      bcftools roh 

Ancestry 
relationships 

D-statistics/ABBA-
BABA 

✓ 
  ✓ 

   

Linkage map 
construction 

       Lep-MAP3 

Allele frequency 
estimation 

 ✓ ✓ ✓ 
    

Site frequency 

spectrum 

 ✓ 
   ✓ 

  

Within 

population 
genetic diversity 

θ estimators (e.g. 

Watterson’s, π) 
✓ ✓ 

  ✓ 
  

Within 

population 
neutrality stats 

e.g. Tajima's D, Fay 

& Wu's H 
✓ 

      

Individual level 
genetic diversity 

Individual 
heterozygosity 

✓ ✓ ✓ 
   heterozygosity-em 

Population 

differentiation 

FST ✓ 
  ✓ ✓ 

  

 dxy     ✓ 
  

Allele frequency 

differentiation‡ 

 ✓ 
  ✓ 

   

Hardy-Weinberg 

equilibrium 

 ✓ ✓ ✓ 
  ✓ 

 

Structural 
variants 

       svgem 

Quality score 
recalibration  

 ✓ ✓ 
     

Ploidy inference        HMMploidy 
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Genotype 
imputation 

       Beagle, LB-Impute, 
LinkImput, loimpute, 

NOISYmputer, 
STITCH, etc. 

 
* ngsTools is a collection of loosely-connected programs including ngsSim, ngsF, ngsPopGen, ngsUtils, ngsDist, 
ngs-HMM, and ngsLD 

† LocalPCA can be conducted by using lostruct together with custom scripts that perform the PCA with low-
coverage data (e.g. with PCAngsd). 
‡ ANGSD can be used to test for statistical significance of allele frequency differentiation between two groups with 
the option -doAsso 1, and vcflib implements the estimation of pFst (Domyan et al. 2016) 
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Table 3. Key data filters to consider in the analysis of lcWGS data 

 

Category Filter Recommendation 

General filters Base quality Base quality scores are factored into the calculation of genotype 
likelihoods, so if they accurately reflect the probability of 
sequencing error, bases with low scores also carry useful 
information. However, base quality scores are sometimes 
miscalibrated, so noise may be reduced if bases with scores 
below a threshold, e.g. 20, are either trimmed off prior to 
analysis or ignored. Alternatively, all base quality scores can be 
recalibrated based on estimated error profiles in the data (see 
Section 3.1).  

 Mapping quality Mapping quality is not considered in genotype likelihood 
estimation in currently available tools, so it is often advisable to 
remove low-confidence and/or non-uniquely mapped reads prior 
to analysis (e.g. reads with mapping quality <20). Filtering out 
reads that do not map in proper pairs should also further increase 
confidence in reads being mapped to the correct location, but 
could cause biases in regions with structural variation. 

 Minimum depth and/or 
number of individuals 

To avoid sites with low or confounding data support in 
downstream analysis, minimum depth and/or minimum number 
of individual filters can be used to exclude sites with much 
reduced sequencing coverage compared to the rest of the dataset 
(e.g. regions with low unique mapping rates, such as repetitive 
sequences). Appropriate thresholds will vary between data sets, 
but could e.g. be to exclude sites with read data for <50% of 
individuals (globally or within each population), or with <0.8x 
average depth across individuals (after filtering on mapping 
quality) 

 Maximum depth Maximum depth filters are used to exclude sites with 
exceptionally high coverage (e.g. regions that are susceptible to 
dubious mapping, such as copy number variants). Common 
maximum depth thresholds could be one or two standard 
deviations above the median genome-wide depth. 

 Duplicate reads PCR and optical duplicates can give inflated impressions of how 
many unique molecules have been sequenced, which - 
particularly in the presence of preferential amplification of one 
allele - could bias genotype likelihood estimation. We therefore 
recommend removing duplicate reads prior to any analysis.  

 Indels Reads mapped to indels are frequently misaligned, especially if 
the ends of reads span an indel. To avoid false SNPs, we 
recommend either using dedicated tools to realign reads covering 
indels, using a haplotype-based variant caller (e.g. Freebayes or 
GATK) to estimate genotype likelihoods, or excluding bases 
flanking indels. 

 Overlapping sections of 
paired-end reads 

If the DNA insert in a library fragment is shorter than the 
combined length of paired reads, there will be a section of 
overlap between the forward and reverse reads. While some 
variant callers (e.g. GATK) account for the pseudo-replication in 
overlapping ends of read pairs, the current implementation of 
ANGSD treats each end of a read pair as independent (this may 
change in a future release (Korneliussen, personal 
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communication)). When treated as independent, read support for 
overlapping sections will be “double counted”, which may bias 
genotype likelihoods. A conservative approach is to soft-clip one 
of the overlapping read ends. 

Filters on 
polymorphic sites* 

p-value The significance threshold (often in the form of maximum p-
value) can be adjusted to fine-tune the sensitivity of 
polymorphism detection, with lower p-values leading to fewer, 
but higher-confidence, SNP calls. A commonly used cut-off is 
10-6. 

 SNPs with more than two 
alleles 

Most software programs for downstream analyses assume that all 
SNPs are biallelic, so SNPs with more than two alleles can be 
filtered out in the SNP identification step to avoid violation of 
such assumptions. 

 Minimum minor allele 
frequency (MAF) 

For many types of analysis, e.g. PCA, admixture analysis, 
detection of FST outliers and estimation of LD, low-frequency 
SNPs are uninformative and can even bias results (e.g. Linck & 
Battey, 2019; Roesti, Salzburger, & Berner, 2012). For those 
types of analysis, imposing a minimum MAF filter of 1-10% can 
substantially speed up computation time. Appropriate thresholds 
depend on coverage, sample size (how many copies does a MAF 
threshold correspond to) and the type of downstream analysis. 

Restricting 
analysis to a 
predefined site list 

List of global SNPs For comparison of parameter estimates for multiple populations, 
it is important to ensure that data are obtained for a shared set of 
sites and that SNP polarization (which allele we track the 
frequency of) is consistent. For programs like ANGSD where 
population-specific estimates are obtained by analyzing the data 
from each population separately, a good strategy is to first 
conduct a global SNP calling with all samples and then restrict 
population-specific analysis to those SNPs with consistent major 
and minor allele designations and no MAF or SNP p-value filter 
(because that would incorrectly generate “missing data” if a site 
is fixed in a particular population). 

 

* Note that no SNP significance or minimum MAF threshold should be used when estimating genetic diversity (e.g. 
theta and the SFS) as all sites contain relevant information. This also applies to the estimation of the absolute values 
of dxy.  
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Table 4. Experimental design recommendations for different types of population genomic 

analyses using lcWGS data 

 
  

Type of analyses Examples Recommendations on experimental design 

Allele frequency and 
differentiation  

Population allele frequencies,  
most genotype-environment 
association analysis (GEA) 
methods,  
FST (as implemented e.g. in vcflib),  
pFst 

Prioritize larger sample sizes,  
≥10 samples per population, 
≥10x coverage per population, 
(Figure 3, 4).  
 
Avoid uneven sample size for estimation of FST  
(Berner, 2019)  

SFS-based analyses  
(absolute estimation 
of rare-allele-
dependent metrics) 

Absolute estimation of Watterson’s 
θ, Tajima’s D,  
individual heterozygosity 
 
Reconstruction of demographic 
history (e.g. δaδi) 

Prioritize higher coverage per sample,  
>4x coverage per sample, 
≥5 samples per population, 
(Figure S2, S3). 

SFS-based analyses  
(relative estimation of 
rare-allele-dependent 
metrics, or non-rare-
allele-dependent 
metrics) 

Relative estimation of Watterson’s 
θ and Tajima’s D (e.g. for outlier 
scans) 
 
π, dxy, FST (as implemented in 
ANGSD) 

Prioritize larger sample sizes,  
≥10 samples per population, 
≥10x coverage per population, 
(Figure 6, S2, S3, S7, S14-S17). 
 
Avoid uneven sample size for estimation of FST, 
(Figure S7, see also Berner, 2019). 

Population structure PCA,  
admixture analysis 
 

Prioritize larger sample sizes,  
≥10 samples per population, 
extremely low per-sample coverage (e.g. 0.125x, 
Figure 5, S6, S11) or highly uneven per-sample 
coverage (e.g. ranging from 0.5x to 6x, Skotte et al. 
2013) can be viable.  

Absolute estimation 
of linkage 
disequilibrium 

LD decay rate, demographic 
inference 

Prioritize higher coverage per sample, 
≥4x coverage per sample,  
≥20 samples per population,  
(Figure S4, S5; Bilton et al., 2018; Fox et al., 2019; 
Maruki & Lynch, 2014). 

Relative estimation of 
linkage disequilibrium 

LD pruning,  
LD block identification 

Per-sample coverage as low as 1x could be viable,  
≥20x coverage per population, 
(Figure S4, S5). 

Genotype imputation 
without reference 
panels 

STITCH,  
Beagle 

STITCH: prioritize larger sample size (≥500) over 
per-sample coverage (1x could be sufficient), 
Beagle: prioritize higher per-sample coverage (≥2x) 
over sample sizes (≤250 could be sufficient), 
(Figure 9). 
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Figure 1. Diagram showing the distribution of sequencing reads mapped to a reference genome 

under (A) a RAD-seq, (B) a Pool-seq, and (C) a lcWGS design. 
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Figure 2. Diagram showing a typical computational pipeline for lcWGS data. Top: The data pre-

processing part of the pipeline, which is similar to pipelines used for other types of NGS data. 

Bottom: The data analysis part of the pipeline, which is based on a probabilistic framework using 

genotype likelihoods to account for genotype uncertainty. The path through the SFS to diversity 

statistics and FST illustrated here reflects the workflow implemented in ANGSD. Other tools (e.g 

ATLAS) can infer these statistics directly from GLs without an SFS prior.   
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Figure 3. The estimated vs. true allele frequencies at all called SNPs (i.e. true positives + false 

positives) with lcWGS. Across the different facets, sample size increases from left to right, and 

coverage per sample increases from top to bottom. The total sequencing effort remains the same 

along the diagonals from bottom left to top right (one example highlighted with red boxes). The 

color in the plot area indicates the local density of points, with yellow corresponding to the 

highest density and dark blue corresponding to the lowest density. r
2
 and the number of SNPs 

called (SNP count) are shown in each facet. The black 1:1 line in each facet indicates the 

positions where the estimated allele frequency is equal to the true allele frequency. False 

negative SNPs are not included in this figure; their distribution is shown in Figure S1. 
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Figure 4. A comparison of the error in allele frequency estimation with lcWGS (yellow) and 

Pool-seq (blue) data. The distribution of absolute errors (|estimated frequency - true frequency|) 

is shown with the box plots along the x-axis. The left and right hinges of the box plots show the 

interquartile ranges of absolute errors, and the whiskers extend to the largest or smallest values 

no further than 1.5 times the interquartile range. Outlier points are hidden. Across the different 

facets, sample size increases from left to right, and coverage per sample increases from top to 

bottom. The total sequencing effort remains the same along the diagonal from bottom left to top 

right. The root mean squared error (RMSE) for the two sequencing designs are shown in each 

facet; note the differences in scale of the x-axes. False negative SNPs are not included in this 

figure; their distribution is shown in Figure S1. 
 

  

0.211
0.205
RMSERMSE

0.161
0.154
RMSERMSE

0.117
0.109
RMSERMSE

0.088
0.08
RMSERMSE

0.153
0.149
RMSERMSE

0.108
0.103
RMSERMSE

0.077
0.072
RMSERMSE

0.058
0.052
RMSERMSE

0.103
0.101
RMSERMSE

0.071
0.068
RMSERMSE

0.05
0.047
RMSERMSE

0.038
0.034
RMSERMSE

0.068
0.066
RMSERMSE

0.047
0.045
RMSERMSE

0.033
0.031
RMSERMSE

0.025
0.022
RMSERMSE

0.0 0.2 0.4 0.6 0.0 0.1 0.2 0.3 0.4 0.0 0.1 0.2 0.3 0.00 0.05 0.10 0.15 0.20

sample size

20 40 80 160

absolute errordesign lcWGS Pool-seq

coverage
per

sam
ple

0.25
0.5

1
2

lcWGS versus Pool-seq



 

57 

Figure 5. Patterns of spatial population structure inferred through principal component analysis 

(PCA) with lcWGS data. (A) A scenario with lower gene flow (an average of 0.25 effective 

migrants per generation). (B) A scenario with higher gene flow (an average of 1 effective 

migrant from one population to another every generation). Left: schematics of the scenario that 

was simulated (each node corresponds to a simulated population) and a PCA based on the true 

genotypes. Right: the first two principal components from the PCA with simulated lcWGS data; 

each point corresponds to an individual sample and its color corresponds to the population it is 

sampled from. The sample size per population increases across panels from left to right, and the 

coverage per sample increases from top to bottom. 
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Figure 6. Genome-wide scans for divergent selection with lcWGS data. (A) The true per-SNP 

FST values along the chromosome between the two simulated populations. (B) The FST values 

inferred from lcWGS data in 1kb windows along the chromosome. The sample size per 

population increases from left to right, and the coverage per sample increases from top to 

bottom. In (A), the red points mark the positions of SNPs under selection and the black points 

mark the neutral SNPs. In (B), the black points mark both the selected and neutral SNPs, and the 

red asterisks only mark the positions of the selected SNPs (not their inferred FST values).  
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Figure 7. Genome-wide scans for divergent selection with RAD-seq data. The per-SNP FST 

values inferred from RAD-seq data are shown on the y axis and the SNP positions are shown on 

the x axis. The sample size per population increases from left to right, and the RAD-tag density 

increases from top to bottom. The black points mark both the selected and neutral SNPs, and the 

red asterisks only mark the positions of the selected SNPs (not their inferred FST values).  
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Figure 8. Application of genotype-likelihood-based analysis to downsampled empirical data. (A) 

Correlation between the number of identified SNPs (in millions) and depth of sequencing 

coverage in the downsampled Heliconius dataset. (B) Principal components analysis for three 

different coverages (8x, 2x and 0.5x) of 51 samples. Estimates of population structure are highly 

concordant across the coverage levels. Subspecies are pooled and colored by their broader region 

of origin. (C) Estimates of genetic differentiation (FST) between Heliconius subspecies with the 

red-bar phenotype (n=23) and without the red-bar phenotype (n=28) along the scaffold 

containing the causal optix candidate genes in 50kb sliding windows with 20kb steps. FST 

estimates are highly concordant between 8x and 2x coverage, but sparser at 0.5x due to the lower 

number of identified variant sites.  
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Figure 9. Genotype imputation in STITCH and Beagle compared to posterior genotypes 

estimated without imputation in three simulated populations with varying diversity and linkage 

disequilibrium. r
2
 between true genotypes and estimated genotype dosages are shown for 

combinations of sample size (n; with increasing n indicated by more contiguous lines), 

sequencing coverage (x-axis) and method (line colors). 
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Abstract 

Over the past few decades, there has been an explosion in the amount of publicly available 

sequencing data. This opens new opportunities for combining datasets to achieve unprecedented 

sample sizes, spatial coverage, or temporal replication in population genomic studies. However, 

a common concern is that non-biological differences between datasets may generate patterns of 

variation in the data that can confound real biological patterns, a problem known as batch effects. 

In this paper, we compare two batches of low-coverage whole genome sequencing (lcWGS) data 

generated from the same populations of Atlantic cod (Gadus morhua). First, we show that with a 

“batch-effect-naive” bioinformatic pipeline, batch effects systematically biased our genetic 

diversity estimates, population structure inference, and selection scans. We then demonstrate that 

these batch effects resulted from multiple technical differences between our datasets, including 

the sequencing chemistry (four-channel vs. two-channel), sequencing run, read type (single end 

vs. paired end), read length (125bp vs. 150bp), DNA degradation level (degraded vs. well 

preserved), and sequencing depth (0.8x vs. 0.3x on average). Lastly, we illustrate that a set of 

simple bioinformatic strategies (such as different read trimming and SNP filtering), can be used 

to detect batch effects in our data and substantially mitigate their impact. We conclude that 
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combining datasets remains a powerful approach as long as batch effects are explicitly accounted 

for. We focus on lcWGS data in this paper, which may be particularly vulnerable to certain 

causes of batch effects, but many of our conclusions also apply to other sequencing strategies. 
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Introduction 

 

The field of population genomics has been strongly influenced by two major advances over the 

past decades. First, high-throughput sequencing technology has rapidly evolved, steadily 

lowering the cost of DNA sequencing (Costello et al., 2018; Elango, Banaganapalli, & Shaik, 

2019; Slatko, Gardner, & Ausubel, 2018). Second, the importance of reproducibility and 

reusability has increasingly been recognized by researchers, journals, and funding agencies alike, 

making data sharing an integral part of modern science (Gewin, 2016; Lowndes et al., 2017; 

Wilkinson et al., 2016). As a combined result of these shifts, a plethora of sequencing datasets 

from previous population genomic studies across the tree of life are now publicly available 

(Benson et al., 2013; Field et al., 2009; Kaye, Heeney, Hawkins, de Vries, & Boddington, 2009; 

Perez-Riverol et al., 2019). 

 

This availability of pre-existing data brings new and exciting opportunities for combining 

datasets to achieve unprecedented resolution in empirical population genomic studies, e.g., with 

larger sample sizes, greater geographic coverage, or incorporation of temporal replication or time 

series analysis (see De‐Kayne et al., 2021 for a recent review). As population genomics 

increasingly moves towards re-sequencing of entire genomes rather than specific sets of markers, 

the potential for combining datasets across studies should further grow. Yet, sequencing 

technology has evolved and diversified so quickly over the past decades that most datasets are 

likely to differ in various aspects, such as the library preparation method, sequencing platform, 

read type, and read length. In addition, DNA quality and depth of sequencing will often vary 

among different batches of data. These technical differences among datasets may create patterns 
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of variation in the data that can confound real biological patterns, a problem known as batch 

effects (Leek et al., 2010). 

 

Typically, the best way to limit these technical artefacts is to keep data generation as consistent 

as possible across batches of samples (e.g., adhering to the same sequencing platform, read type, 

and read length) and/or to randomize samples from different groups (e.g., populations or time 

points) across different sequencing batches. However, neither of these options may be available 

when we combine pre-existing datasets (De‐Kayne et al., 2021). When we supplement pre-

existing datasets with new data, full randomization of samples is also not possible since we do 

not have control over which samples are included in pre-existing datasets. With sequencing 

platforms being gradually phased out (e.g., Illumina’s recent discontinuation of the HiSeq 

platform), even generating new data with the same configurations as in pre-existing datasets may 

not be an option (De‐Kayne et al., 2021; Leigh, Lischer, Grossen, & Keller, 2018). Furthermore, 

in addition to sequencing configuration, factors such as DNA degradation can also lead to batch 

effects that cannot be controlled by experimental design alone. We therefore need post-hoc 

bioinformatic approaches to detect potential batch effects in our data and mitigate their impact.  

 

Although most researchers are aware of the potential risk of batch effects in sequencing data, 

only a few studies have explicitly discussed the causes and consequences of such issues, and 

even fewer have explored bioinformatic approaches to address them with real data. For example, 

Bálint et al. (2018) demonstrated that variation in DNA extraction and PCR protocols may lead 

to batch effects in eDNA studies, but they did not suggest any bioinformatic solutions to mitigate 

their impact. O’Leary et al. (2018) illustrated that differences in library preparation protocol and 
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sequencing coverage may lead to batch effects with restriction site‐associated sequencing (RAD-

seq) data, but it is unclear whether their recommend mitigation methods would be applicable 

when samples are not randomly assigned to different batches. Leigh et al. (2018) provided one of 

the most thorough analyses of batch effects to date, demonstrating that differences in read 

lengths in time-series RAD-seq data can lead to false signals of allele frequency shifts, but that 

stringent SNP filters, indel alignment, read trimming, as well as a species-specific reference 

genome can be effective remedies. Similarly, Kofler et al. (2016) examined how differences in 

read length and insert size could affect mapping performance with Pool-seq data, and they 

showed that intersecting results from two different mapping tools is an effective approach to 

reducing batch effects when working with datasets with differing read length and insert size. 

Most recently, De‐Kayne et al. (2021) provided a broader conceptual overview of different 

causes of batch effects in sequencing data and best practices to address them, particularly 

highlighting important consequences of the shift from a four-channel to a two-channel 

sequencing chemistry on Illumina platforms. However, it is still unclear how such impact 

manifests in real data (but see Arora et al., 2019 for an example) and how effective their 

recommended mitigation methods are in practice. 

 

In this paper, we present an empirical case study of batch effects in low-coverage whole genome 

sequencing (lcWGS, also known as lcWGR, ldWGS, skim-seq, etc. in some literature) data. 

Whole genome sequencing is arguably the sequencing method that harbors the greatest potential 

for reusing and integrating datasets, since the ability to combine across studies does not hinge on 

selection of the same restriction enzymes (as in RAD-seq) or markers (as in SNP chips or 

microsatellites) (De‐Kayne et al., 2021). In particular, as a powerful and cost-effective approach 
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to obtain whole-genome data, lcWGS is becoming increasingly popular in the field of molecular 

ecology (Lou, Jacobs, Wilder, & Therkildsen, 2021), but its sensitivity to batch effects has not 

yet been examined. Here, we show how combining lcWGS datasets that differ in multiple ways 

can result in severe batch effects in downstream population genomic inference, and we highlight 

strategies for detecting and mitigating such impact using simple bioinformatic approaches. 

Although lcWGS data may be especially susceptible to certain causes of batch effects 

investigated in this paper because of the higher level of uncertainty in this data type, many of our 

conclusions should also apply to other types of sequencing data, including high-coverage 

sequencing (e.g., high-coverage WGS and reduced representation approaches) and pooled 

sequencing. 

 

Materials and Methods 

 

The data presented here originate from a lcWGS study of population structure and adaptive 

divergence in Atlantic cod (Gadus morhua) in Greenlandic waters (Lou et al. in prep). DNA was 

extracted from fin clips or gill tissue with the Qiagen DNeasy Blood & Tissue Kit and libraries 

were prepared with the protocol described in Therkildsen & Palumbi (2017). There was 

substantial variation in the preservation level of tissue samples from this difficult-to-sample 

locality. For a subset of our samples, the DNA was relatively well-preserved so we could prepare 

libraries with a sufficient insert size to make full use of cost-effective paired-end sequencing. For 

another subset of samples, however, the DNA was so degraded that the average insert size we 

could achieve in our libraries was only 100-150bp, and accordingly, paired-end sequencing 

would lead to substantial redundancy among the overlapping read-ends and adapter read-through 
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(resulting in loss of >50% of the data). Naively unaware of how severely it would affect our 

analysis downstream, we decided to split our samples into two different batches for sequencing: 

one batch with single-end 125bp read which included all of our degraded samples and some 

well-preserved samples (we will refer to this as “HiSeq-125SE”), and the other batch with 

paired-end 150bp reads that only included well-preserved samples (we will refer to this as 

“NextSeq-150PE”). As the names imply, the two batches of data were sequenced on different 

Illumina platforms, so they differ in their sequencing chemistry (HiSeq 2500 with a four-channel 

chemistry vs. NextSeq 500 with a two-channel chemistry), and they were also sequenced to 

different average depth of coverage per sample (0.8x vs. 0.3x, see overview in Table 1 and 

Figure S1).  

 

To assign different samples to the two sequencing batches, we used gel electrophoresis to 

visually assess the level of degradation in all DNA extracts. We categorized samples with strong 

low-molecular-weight smears on a gel as “degraded” and sequenced these in the HiSeq-125SE 

batch. The majority of the remaining samples (well-preserved) were assigned to the NextSeq-

150PE batch, but to fill up lane capacity, a subset of the well-preserved samples were sequenced 

in the HiSeq-125SE batch. 

 

A total of 388 individuals were sequenced in these two batches, but we base our analysis here on 

a subset of 163 individuals from 9 populations for which individuals were split between the 

sequencing batches. For 3 of the 9 populations (pops 7-9), the samples were split strictly based 

on their degradation level (i.e., the degraded samples were all sequenced in the HiSeq-125SE 

batch and the well-preserved samples were sequenced in NextSeq-150PE batch). For the other 6 
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populations (pops 1-6), all samples were well-preserved and were randomly split between the 

two batches (sample sizes and depths of coverage in Figure S1). Since we do not expect there to 

be systematic biological differences between individuals from the same population, we have 

multiple independent sets of comparable samples split between batches, which allows us to 

assess the effectiveness of our bioinformatic mitigation strategies, both for well-preserved and 

degraded samples.  

 

A detailed description of our entire data analysis pipeline is included in the supplementary 

materials, and all scripts used in this paper are available on GitHub 

(https://github.com/therkildsen-lab/batch-effect). Briefly, we first processed all samples with a 

standard bioinformatic pipeline for lcWGS data without explicitly taking the differences between 

the two sequencing batches into account (i.e., a “batch-effect-naive” pipeline). For data filtering 

and mapping, we used Trimmomatic-0.39 (Bolger, Lohse, & Usadel, 2014) to clip adapters, 

fastp-0.19.7 (Chen, Zhou, Chen, & Gu, 2018) to perform poly-G trimming, bowtie2-2.3.5.1 

(Langmead & Salzberg, 2012) to align reads to the gadMor3 reference genome (NCBI accession 

ID: GCF_902167405.1, Wellcome Sanger Institute, 2019), samtools-1.11 (Li et al., 2009) to sort 

the resulting bam files, the MarkDuplicates module in Picard Tools-2.9.0 

(http://broadinstitute.github.io/picard/) to remove duplicated reads, the clipOverlap module in 

BamUtil-1.0.14 (Jun, Wing, Abecasis, & Kang, 2015) to clip overlapping read pairs, and GATK-

3.7 (McKenna et al., 2010) to realign reads around indels. Because our sequencing depth is too 

low to allow reliable individual genotype calls, we conducted most downstream analyses in 

ANGSD (Korneliussen, Albrechtsen, & Nielsen, 2014), one of the most popular packages for 

incorporating genotype uncertainty into population genomic inference. Using ANGSD-0.931, we 
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computed genotype likelihoods and estimate individual heterozygosity across the entire genome 

in all samples, taking both variable and invariable sites into account.  

 

After processing all samples with this “batch-effect-naive” bioinformatic pipeline, we noticed 

systematic differences in our estimates of individual heterozygosity between the two batches of 

data (Figure 1A “before”). To identify what aspects of the data were driving these differences 

and assess whether there were ways to mitigate them, we separately examined the impact of each 

of the following potential sources of technical artefacts: difference in sequencing chemistry (two 

vs. four channel) leading to the presence / absence of poly-G tails, separate sequencing runs 

leading to different levels of miscalibration in base quality scores, difference in read type and 

read length leading to different levels of reference bias, difference in levels of DNA degradation, 

and difference in sequencing depth. In the following sections, we describe, in turn, our approach 

to assessing and mitigating the effects of each of these sources. Many of these efforts are simply 

based on modifying part of our “batch-effect-naive” pipeline outlined above (e.g., using the 

sliding-window trimming functionality in fastp to more effectively remove poly-G tails, or 

applying more stringent filtering in ANGSD when estimating heterozygosity to alleviate the 

impact of base quality score miscalibration). In other cases, we also used ANGSD for SNP 

calling, principal component analysis (PCA), and FST estimation, and ngsLD-1.1.0 (Fox, Wright, 

Fumagalli, & Vieira, 2019) for LD estimation and removal of strongly linked SNPs (i.e., LD 

pruning). Finally, to examine the effect of varying depth of sequencing coverage, we used 

simulated data in addition to the empirical cod datasets. We used SLiM-3.3 (Haller & Messer, 

2019) to simulate populations distributed in a two-dimensional space, and ART-MountRainier 

(Huang, Li, Myers, & Marth, 2012) to simulate the lcWGS process to create comparable datasets 
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with varying sequencing depth (more details in the supplementary material).  

 

Results and Discussion 

 

Across the two sequencing batches, we generated a total of 61.5 Gb raw sequencing data for the 

163 samples. The systematic biases in population genomic inferences that we discovered pertain 

to estimates of genetic diversity, population structure, and selection scans. For example, the 

NextSeq-150PE samples consistently have substantially higher estimates of heterozygosity than 

HiSeq-125SE samples from the same population (Figure 1A “before”); samples from the same 

population but different batches cluster separately in a PCA (Figure 1B “before”); and when 

pooling all populations together, a large number of loci exhibit highly elevated levels of genetic 

differentiation (compared to the genome-wide mean) between the HiSeq-125SE and NextSeq-

150PE batches, which is not expected because they are composed of samples from the same 

populations (Figure 1C “before”).  

 

Based on our bioinformatic analysis, we found that all the potential sources of technical artefact 

that we investigated (poly-G tails, base quality score miscalibration, reference bias, DNA 

degradation level, and varying sequencing depth) contributed to the batch effects observed in our 

data. We summarize these different causes of batch effects in Table 2, and in the following 

sections discuss each issue separately in detail. We want to stress that this paper is not meant to 

be an exhaustive investigation of all potential causes of batch effects, since some of these 

potential causes do not vary in our dataset and therefore cannot be tested here (e.g., all samples 

were processed with the same library preparation protocol).    
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Difference in sequencing chemistry leading to the presence / absence of poly-G tails 

 

A key factor that can cause batch effects when compiling data generated on different sequencing 

platforms is variation in their sequencing chemistry. Across Illumina platforms, an important 

change is the shift from a four-channel system (used e.g., on HiSeq instruments) where each 

DNA base is detected with a different fluorescent dye, to a two-channel chemistry, that uses the 

combinations of two different dyes. With the two-channel system (implemented on newer 

platforms like NextSeq and NovaSeq), G is called when there is little to no fluorescence signal. 

Accordingly, the absence of a signal can result from a true G base in the DNA template, but any 

low-intensity fluorescence signal (regardless of the true base) may also lead to a G call, which 

becomes problematic. Since the intensity of the fluorescence signal tends to decrease with 

sequencing cycles, false calls of G tend to be enriched at the end of reads, forming poly-G tails 

(De‐Kayne et al. 2021). Although one might expect that reads with poly-G tails would fail to 

map to the reference genome and therefore would not cause problems downstream (especially 

with global alignment settings), we found that many of these reads can in fact map to the 

reference genome with high confidence (i.e., with mapping quality scores higher than 20, see 

Figure S2, also see Arora et al., 2019). Making the problem worse, these erroneous G calls are 

sometimes associated with high base quality scores (Figure 2A), so they can survive per-base 

quality trimming, and can also pass base quality filters in data analysis tools downstream.  

Poly-G trimming, as implemented in the program fastp (Chen et al., 2018), has been proposed as 

a possible solution to this problem (De‐Kayne et al. 2021). However, we found that calls of other 

bases are often interspersed within poly-G tails, and fastp only allows a maximum of five non-G 
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bases in a poly-G tail. As a result, longer poly-G tails cannot be completely removed by this 

functionality (Figure 2). In fact, although we included a poly-G trimming step in our “batch-

effect-naive” pipeline, the enrichment of G bases at the end of reads in our NextSeq-150PE data 

remained strong (Figure 2). 

 

Instead, we found a sliding-window quality trimming approach more effective for removing 

poly-G tails. This is based on the observation that going from the start to the end of a read, there 

tends to be a region in which base quality starts to decrease significantly before a poly-G section 

appears (Figure 2A, https://sequencing.qcfail.com/articles/illumina-2-colour-chemistry-can-

overcall-high-confidence-g-bases/). Therefore, we can move a sliding window from the start to 

the end of a read; once the average base quality drops below a threshold, we cut the window 

along with the remaining sequence after it. This approach is implemented in fastp as the 

cut_right option, and in Trimmomatic as the SLIDINGWINDOW option. Because a drop in base 

quality is often not immediately followed by a poly-G tail, sliding-window base quality trimming 

may result in greater data loss than necessary, but we found it to be much more effective at 

removing poly-G tails than targeted poly-G trimming with existing tools (Figure 2A). Indeed, 

after applying this method (with window size of 4 and average base quality threshold of 20), G 

bases are no longer enriched at the end of reads in our samples sequenced in the NextSeq-150PE 

batch (Figure 2B). With poly-G tails completely removed, the initial disparity in heterozygosity 

estimates between the two batches is greatly reduced (see comparison between Figure 1A 

“before” and Figure S3), suggesting that poly-G tails are the main culprit behind the inflated 

heterozygosity estimates in the NextSeq-150PE batch. We note that this reduction of batch 

effects is a direct result of erroneous G bases being removed from NextSeq-150PE samples and 
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is not due to a reduction in their sequencing depths, since the average sequencing depth in the 

NextSeq-150PE batch is already lower than that of the HiSeq-125SE batch prior to poly-G-tail 

removal (Table 1, Figure S1). We therefore use the sliding-window-trimmed NextSeq-150PE 

data in all subsequent analyses so that poly-G tails will not be a confounding factor. 

 

Separate sequencing runs leading to different levels of base quality score miscalibration 

 

In an ideal scenario, a base quality score should accurately reflect the probability of the base call 

being correct. In practice, however, these scores are often incorrectly calibrated (Callahan et al., 

2016; Ni & Stoneking, 2016), which can lead to batch effects if the levels of such biases differ 

across sequencing runs. For example, overestimated base qualities in one batch of data may 

result in inflated estimates of genetic diversity because sequencing errors are more likely to be 

interpreted as true variants. Such inflated estimates can lead to erroneous conclusions about 

relative levels of diversity when compared to estimates generated from other sequencing batches 

with more accurate quality scores. Base quality score miscalibration can be particularly 

problematic for low-coverage data, because the estimated probability of a base call being correct 

is central to the underlying probabilistic analysis framework based on genotype likelihoods 

rather than called genotypes (Korneliussen et al., 2014; Lou et al., 2021; Nielsen, Korneliussen, 

Albrechtsen, Li, & Wang, 2012). 

 

A simple way to diagnose base quality score miscalibration is to compare diversity estimates 

(e.g., individual heterozygosity) obtained with a relaxed and a stringent base quality filter. If base 

quality scores are accurate, there should not be systematic differences between these estimates. 
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However, if base quality scores are miscalibrated, sequencing errors cannot be accurately 

accounted for and can cause greater biases when they are more prevalent (i.e., when a relaxed 

filter is used). Therefore, if systematic differences are observed between diversity estimates 

obtained with different filters in one batch of data but not in others, base score quality 

miscalibration could be causing batch effects. In this case, using a more stringent base quality 

threshold for diversity estimates in all batches can provide more comparable results. In our data, 

we found that heterozygosity estimates consistently decreased in NextSeq-150PE samples after a 

more stringent base quality filter of 33 is applied (as opposed to 20), suggesting that the base 

quality scores in the NextSeq-150PE batch are overestimated (Figure 3). In contrast, 

heterozygosity estimates from HiSeq-125SE samples slightly increased after the filter, 

suggesting that their base quality scores are somewhat underestimated (Figure 3). As a result, 

even after the complete removal of poly-G tails through sliding-window trimming, individuals in 

the NextSeq-150PE batch still tend to have higher heterozygosity estimates than their 

counterparts in the HiSeq-125PE batch when a relaxed base quality filter is applied (Figure S3 

“after sliding window trimming”). This difference is reduced with a more stringent base quality 

filter (Figure 1A “after”, Figure S3 “after stringent quality filtering”), suggesting that this 

bioinformatic filtering is an effective mitigation strategy. 

 

Using more stringent base quality thresholds is a logistically simple approach, but it has the 

downside of potentially wasting large amounts of data. In comparison, base quality score 

recalibration is a more robust method to correct for base quality score miscalibration. However, 

some of the most widely used recalibration methods (e.g., as implemented in GATK and 

ANGSD) require a comprehensive database of known variable sites, which is not readily 
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available for most non-model species. Using an incomplete variant database may lead to further 

biases (Ni & Stoneking, 2016; Orr, 2020; Zook, Samarov, McDaniel, Sen, & Salit, 2012). In fact, 

we attempted to build such a variant database by calling SNPs with minimal filtering using 621 

Atlantic cod samples in Greenlandic and Icelandic waters and found that base quality score 

recalibration indeed causes a systematic underestimation of heterozygosity (see details in the 

supplementary methods, Figure S4). Although methods that do not rely on existing variant 

databases are also available (e.g., Chung & Chen, 2017; Orr, 2020), they are often designed for 

high-coverage data. The most promising options for reliable base quality score recalibration in 

low-coverage data in non-model species may require sequencing data from synthetic control 

DNA spike-ins (e.g., phiX) for which no true genetic variation is expected so that true 

sequencing errors can more readily be identified (Ni & Stoneking, 2016; Zook et al., 2012). 

However, this approach is only available when sequence data from such control DNA template is 

available for a particular sequencing run. 

  

Difference in read type and read length leading to different levels of reference bias / alignment 

error 

 

When the read type and/or read length differ between batches, batch effects can arise from 

systematic differences in reference bias and alignment error. Specifically, compared to longer 

paired-end reads, shorter single-end reads carrying bases that are different from the reference are 

less likely to be aligned to the reference genome (either correctly or incorrectly) with high 

confidence (e.g., due to the presence of an analogous sequence on the genome), and therefore 

tend to receive low mapping quality scores. Also, shorter single-end reads are more prone to 
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alignment errors caused by insertions and deletions (indels), leading to erroneous identification 

of SNPs in genomic regions adjacent to indels (Leigh et al., 2018). It is important to note that the 

final length of reads available for mapping is not determined by the sequencing configuration 

alone; even if all samples are sequenced in runs generating the same read type and read length, 

reads from samples (or groups of samples) that have shorter library fragments than others (e.g., 

due to DNA degradation) may get truncated during adapter- and overlap clipping, resulting in 

varying reads lengths downstream.  

 

We did not find indel-related alignment errors to be a cause of batch effects in our data, 

presumably because we had a species-specific genome and performed indel realignment. 

However, this issue has been discussed in detail in Leigh et al. (2018), so here we just summarize 

their recommendations in Table 1 and focus our analyses on reference bias. After removing poly-

G tails from the NextSeq-150PE samples, we performed PCA and estimated FST between the two 

batches of data. We found that samples from the same population but different sequencing 

batches tend to cluster separately in a PCA (Figure 1B “before”). And although the background 

level of FST is very low, allele frequencies at a large number of SNPs are strongly differentiated 

between the two batches (Figure 1C “before”). This is not expected since they are composed of 

samples from the same populations. Therefore, we closely examined the read alignment at 

several of these outlier SNPs with the Integrative Genomics Viewer (Robinson et al., 2011). We 

show a typical example in Figure 4A, where the FST outlier SNP appears to have similar allele 

frequencies in the two batches before a mapping quality filter is imposed. With a minimum 

mapping quality filter of 20, the allele frequency at this SNP remains unchanged in the NextSeq-

150PE batch. However, in the HiSeq-125SE batch, reads with the non-reference allele receive 
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lower mapping quality scores because of this single-base mismatch, and are entirely removed by 

the mapping quality filter. As a result, the filtered data (erroneously) suggest a strong 

differentiation between the batches. 

 

The strong reference bias in the HiSeq-125SE batch as exemplified in Figure 4A is not a singular 

case. We calculated the proportion of mapped reads surviving a mapping quality filter of 20 in 

the HiSeq-125SE batch at all SNPs, and found that this proportion is significantly lower in FST 

outlier SNPs (those with FST > 0.3 between the two batches, Figure 1C “before") compared to all 

other SNPs (t-test, p=2e-322, Figure 4B). In other words, FST outliers are enriched at sites that 

have large numbers of reads filtered out due to the mapping quality filter in the HiSeq-125SE 

batch of data.  

 

Based on this pattern, a simple mitigation strategy is to locate the sites that have a high 

proportion of low-mapping-score reads mapping to them (e.g., >10%) in a batch of data with 

single-end reads and/or shorter reads and exclude them from further analyses. With this method, 

we were able to remove the strong batch-associated signals in the PCA (Figure 1B “after”), as 

well as eliminate the majority of the most conspicuous FST outliers between the two batches 

(Figure 1C “after”). This again suggests that reference bias is the major factor leading to batch 

effects in PCA and FST in our data. A few FST outliers do persist, so FST results obtained after this 

mitigation should still be interpreted with some caution.  

 

When different batches are composed of samples from the same populations (as in our case), 

another effective approach to correct for reference bias could be to remove the private alleles 



 

87 

(those that are absent in one batch of data and are at intermediate frequency in the other batch) 

from certain analyses (e.g., genome wide PCA, Figure S5 “all private SNPs removed”). 

Similarly, calling SNPs with only one batch of data has been proposed as a potential strategy 

(De‐Kayne et al., 2021), but in our data, this approach resulted in strong ascertainment bias 

(Figure S5 “NextSeq-150PE SNPs only”, “HiSeq-125SE SNPs only”).  

 

Alternatively, Günther & Nettelblad, (2019) recommended a second round of read alignment 

with a modified reference genome, where a randomly chosen third base replaces the original 

base at each variable site identified in the first round of alignment. Sarver et al. (2017) 

implemented a similar approach, where the reference genome is iteratively mapped to and 

modified, through which a pseudoreference can be generated to minimize reference biases. As 

suggested by Kofler et al. (2016), using different alignment tools and intersecting their results 

may be yet another promising mitigation method, since every tool has its own unique biases, 

which can be minimized by considering results from another tool. However, all of these 

approaches are computationally intensive and are not tested in this study.  

 

Difference in levels of DNA degradation 

 

Elevated levels of DNA degradation in one batch of data can also contribute substantially to 

batch effects. This is particularly relevant for temporal studies as older samples are likely to be 

more degraded, although other factors such as DNA preservation methods can also introduce 

variation in DNA degradation levels between batches of samples from the same time point 

(which is the case in our datasets where 34 samples from 3 populations were poorly-preserved 
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and were sequenced in the HiSeq-125PE batch).  

 

A major consequence of DNA degradation is deamination of cytosines (i.e., transition of C bases 

into U bases), causing enrichment of C-to-T and G-to-A substitutions in more degraded batches 

of data. Similar to base quality score miscalibration, these errors will also inflate diversity 

estimates, as degradation patterns will be regarded as true variants. Indeed, in our data, the 

degraded samples tend to have higher heterozygosity estimates than well-preserved samples 

from the same population, after batch effects caused by poly-G tails and base quality 

miscalibration are accounted for (Figure 5A “before”).  

 

DNA degradation levels can often be assessed by visualizing the fragment length distribution of 

the extracted DNA on an agarose gel, but a simple bioinformatic method to detect degradation 

directly from sequencing data is to calculate the frequencies of different base substitutions 

among the private alleles in each batch of data. Degraded samples should show enrichment of C-

to-T and G-to-A substitutions among its private alleles, which is indeed the case for our HiSeq-

125SE batch (which has 34 degraded samples) (Figure 5C). An alternative method is to compare 

the change in diversity estimates after excluding all C-to-T and G-to-A transitions (e.g., the -

noTrans 1 option in ANGSD). Ignoring a subset of variant types certainly results in decreases in 

diversity indices in all samples, but if some samples are more strongly impacted, it means that 

DNA degradation levels are uneven among samples (Figure 5D). In this case, the diversity 

estimates excluding transitions will be more comparable between batches and less biased in a 

relative sense (Figure 5A “after”). We also observed that after reference bias is corrected for, 

there is no notable batch effects in our PCA results when transitions are included (Figure 5B 



 

89 

“including transitions”), and excluding transitions does not make a significant difference (Figure 

5B “excluding transitions”), suggesting that the deamination of cytosines is a major cause of 

batch effects in PCA for our data (but it could be in other datasets where the samples have 

suffered greater postmortem damage). 

 

More robust, yet more computationally involved, methods to correct for batch effects caused by 

DNA degradation include base quality score recalibration for degraded DNA (e.g., mapDamage) 

(Jónsson, Ginolhac, Schubert, Johnson, & Orlando, 2013), or using genotype likelihood models 

that explicitly incorporate DNA damage (e.g., ATLAS) (Link et al., 2017). 

 

Difference in sequencing depth 

 

When datasets with different levels of sequencing depth are combined, the dataset with lower 

depth is likely to generate less accurate population genetic parameter estimates (Lou et al., 

2021). For certain types of analysis, difference in sequencing depth between batches may also 

lead to systematic biases. For example, some PCA methods are unsuitable with extremely low-

coverage data (Lou et al., 2021), and when extremely low-coverage and higher-coverage data are 

combined, clustering patterns can become driven by read depth. Here, to better illustrate the 

effect of sequencing depth without other factors interfering, we first used simulated data instead 

of our empirical data. In Figure 6, we simulated nine populations on a three-by-three grid, each 

connected to its neighbors by gene flow (this is the same model used in Section 4.2 in Lou et al., 

2021). We then simulated two batches of sequencing data generation from variable numbers of 

samples in each population. The only difference between the two batches of simulated data is 
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their sequencing depth (either 0.125 or 4x, see supplementary material for details about the 

simulations). At low sample size (5 or 10 per population), PCAs generated from PCAngsd-0.98 

(Meisner & Albrechtsen, 2018) and the -doCov 1 option in ANGSD tend to group samples with 

the same read depth together along one of the top PC axes, creating false patterns of clustering 

(Figure 6). In comparison, the PCoA generated from the -doIBS 2 option in ANGSD is less 

prone to such biases (Figure 6). We observed a similar pattern in our empirical data, where the 

PCA generated from the -doCov 1 option in ANGSD does not show obvious signs of batch 

effects when other causes of batch effects are controlled despite the difference in sequencing 

depth between the two batches (Figure 1B “after”, 5B). In contrast, PCA generated from 

PCAngsd still has individuals from different batches clustering separately (Figure S6).  

 

Therefore, when dealing with batches of data with different sequencing depths, we recommend 

using methods that are known to be less sensitive to read depth when possible. Downsampling 

the batch of data with higher coverage and comparing the results generated from before and after 

downsampling is another effective strategy to detect and mitigate such batch effects.  

 

Practical Considerations 

 

In this paper, we provide an example of how batch effects can manifest when sequencing 

datasets generated on different platforms are combined, and we showcase several simple 

bioinformatic approaches to identify the potential causes of batch effects and mitigate their 

impact. Researchers may wonder whether these mitigation measures should always be 

implemented when different datasets are combined. We argue that this will depend on the 
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experimental design of each project. Specifically, if samples (or a subset of samples) are 

randomly assigned to batches as in the case of our project, researchers can follow their standard 

pipeline, but check for evidence of batch effects on all their results. For example, they could 

color PCA plots by batches to examine if individuals from the different batches tend to cluster 

separately, and they could verify whether heterozygosity estimated from one batch of data is 

consistently higher/lower than other batches when biological factors are controlled for (e.g., 

Figure 1A “before”, 1B “before”). If batch effects are observed in such results, they can go 

through our list of potential causes and use the relevant filters to evaluate and mitigate the impact 

(Table 1). We also emphasize that a complete randomization is not always necessary. 

Particularly, when new data is generated to supplement existing datasets, it would be very 

helpful to sequence just a few individuals that are comparable to individuals included in the 

existing datasets (e.g., these can be exactly the same individuals, or individuals from the same 

populations at the same time points). In downstream analyses, comparisons of these individuals 

among different batches could be used to detect potential artefacts. This also highlights the 

importance of tissue banks in ensuring reusability of sequencing data (De‐Kayne et al., 2021).       

However, if samples are not randomly assigned and if true biological signals may be confounded 

with batch effects, it may no longer be possible to determine the presence / absence of batch 

effects using standard analyses such as PCA or heterozygosity estimation. In such cases, we 

would recommend researchers to take a subset of data from each batch, and perform some of the 

tests that we have mentioned in this paper (e.g., comparing heterozygosity estimates before and 

after applying a stringent base quality filter, calculating the frequencies of different base 

substitutions in private alleles in each batch of data, etc.) as a means to determine the 

presence/absence of batch effects.  
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We focused our investigation on lcWGS data in this paper. Compared with other sequencing 

strategies, lcWGS has its unique challenges due to low data redundancy, reliance on accurate 

base quality scores, and the difficulty in dealing with low-frequency SNPs (Lou et al., 2021). 

Therefore, batch effects caused by poly-G tails, base quality score miscalibration, and DNA 

degradation are likely to be more problematic for low-coverage data. However, it is not difficult 

to imagine that all these issues can sometimes affect high-coverage data as well, especially when 

the analysis in question depends on accurate genotype calling at low-frequency SNPs (e.g., 

estimations of individual heterozygosity, site frequency spectrum, Watterson’s theta, etc.). The 

reference bias / alignment error issue can be just as problematic for high-coverage data as it is for 

low-coverage data or pooled data (Kofler et al., 2016; Leigh et al., 2018). Disparities in 

sequencing depth is unlikely to become an issue if depth is higher than 20x in all batches. 

Otherwise, genotype calling in the batch with lower coverage (even at medium coverage, e.g., 

5x-20x) is likely to be more inaccurate, and may therefore cause batch effects (Warmuth & 

Ellegren, 2019). In these cases, genotype-likelihood-based inference may be preferable to 

genotype calling. 

 

Conclusion 

 

As we have illustrated in this paper, batch effects can be a pervasive source of bias in various 

types of population genomic inference from combined lcWGS datasets. This is further 

complicated by the fact that multiple factors can introduce batch effects and their signals can be 

confounded. Accordingly, when possible (e.g., if new datasets are generated), we should try to 
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limit the extent of batch effects through experimental design. However, we have also shown that, 

when treated meticulously, different causes of batch effects can be disentangled, and their impact 

can be mitigated with simple bioinformatic filtering. Therefore, we conclude that combining 

datasets remains to be a promising approach, as long as batch effects are explicitly accounted for. 

 

Data Availability Statement 

 

Sequencing data that support the findings of this study is publicly available in NCBI SRA 

[Accession SRR16894036-SRR16894202]. The entire bioinformatic pipeline is available in a 

GitHub repository release deposited in Zenodo (https://doi.org/10.5281/zenodo.5709147). In this 

GitHub repository, we also include a tutorial document based on a subset of the data analyzed in 

this paper so that researchers can go through some of the bioinformatic approaches that we used 

to detect and mitigate batch effects on their own.  
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Tables and Figures 
 
 

Table 1. Summary of the key differences between our two sequencing batches. 

 

Sequencing 
batch 

Sequencing 
platform 

Sequencing 
chemistry 

Read 
type 

Read 
length 
(in bp) 

DNA degradation 
level 

Average 
depth of 

coverage per 
sample* 

Sample 
size 

HiSeq-
125SE 

HiSeq 
2500 

four-
channel 

single 
end 

125 

34 samples in 3 
populations are 
degraded; all 

others are well-
preserved 

0.8x 88 

NextSeq-
150PE 

NextSeq 
500 

two-
channel 

paired 
end 

150 well-preserved 0.3x 75 

 * After deduplication, overlap clipping, removal of reads with low mapping scores and poly-G trimming. See 
Figure S1 for sample size in each population and the depth of coverage in each sample.
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Table 2. A summary of possible causes of batch effects in population genomic studies with low-

coverage whole genome sequencing data, and methods to detect and mitigate their impact. 

 

Cause Identification Mitigation 

Difference in 

sequencing 

chemistry (two vs. 

four channel) 

leading to the 

presence / absence 

of poly-G tails 

• Examine the base composition at 

each read position in raw fastq 

files (e.g., with FastQC) (Figure 

2B) 

• Trim off ends of reads with low base 

quality within sliding windows (e.g., 

the cut_right option in fastp, or the 

SLIDINGWINDOW option in 

Trimmomatic).  (Figure 1A “after”, 

2, S3) 

Separate 

sequencing runs 

leading to different 

levels of 

miscalibration in 

base quality scores 

• Compare diversity estimates (e.g., 

individual heterozygosity) using a 

relaxed vs stringent base quality 

threshold within each batch 

(Figure 3) 

• Use a more stringent base quality 

threshold in all batches (Figure 1A 

“after”, 3, S3) 

• Use base quality score recalibration 

(Figure S4) if there is a 

comprehensive variant database 

(e.g. the soapSNP model in 

ANGSD, GATK) (Korneliussen et 

al., 2014; McKenna et al., 2010) or 

if control sequences (e.g. PhiX) are 

included in the sequencing run (Ni 

& Stoneking, 2016; Orr, 2020; Zook 

et al., 2012) 

Difference in read 

type and read 

length leading to 

different levels of 

reference bias / 

alignment error 

• Spot check read alignments at 

outlier loci (Figure 4A) 

• Check for enrichment of outlier 

loci in genomic regions that have a 

high number of low-mapping-

score reads mapped to them 

(Figure 4B) 

• Compare results using different 

alignment tools 

• Perform indel realignment (e.g., the 

IndelRealigner tool in GATK3) 

(Leigh et al., 2018; McKenna et al., 

2010) or use a haplotype-based 

variant discovery software (e.g., 

FreeBayes or HaplotypeCaller of 

GATK) 

• Use a species-specific reference 

genome (Leigh et al., 2018) 

• Trim all reads to the same length 
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(Leigh et al., 2018) 

• Exclude genomic regions that have a 

high proportion of low-mapping-

score reads mapped to them (Figure 

1B “after”, 1C “after”, 5B, S5 

“depth ratio filtered SNP list”) 

• Exclude private alleles of each batch 

from certain analyses (Figure S5 “all 

private SNPs removed”) 

• Change variable sites in the 

reference genome to a randomly 

chosen third base and redo read 

alignment (Günther & Nettelblad, 

2019) 

• Use an iterative pseudoreference 

approach (e.g., pseudo-it) (Sarver et 

al., 2017)  

• Use different alignment tools and 

intersect their results (Kofler et al., 

2016) 

Difference in levels 

of DNA 

degradation 

• Examine the fragment size 

distribution in DNA extracts with 

gel electrophoresis 

• Compare the frequencies of 

different types of base 

substitutions among the private 

alleles in each batch (Figure 5C) 

• Compare the drop in diversity 

estimates (e.g., individual 

heterozygosity) after excluding all 

transitions between different 

batches of data (Figure 5D) 

• Exclude transitions from certain 

analyses (Figure 5A “excluding 

transitions”, S3) 

• Recalibrate base quality scores for 

degradated DNA (e.g., mapDamage) 

(Jónsson et al., 2013) 

• Use genotype likelihood models that 

take post-mortem damage into 

account (e.g., ATLAS)  (Link et al., 

2017) 

 

Difference in • Color individual by batch or • Use methods that are known to be 
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sequencing depths sequencing depth in a PCA to spot 

non-random clustering (Figure 6, 

S6) 

• Examine whether down-sampling 

of high-coverage individuals 

systematically changes the results 

less sensitive to differences in 

sequencing depth (Figure 6, S6)  

• Down-sample data to achieve 

similar coverage across all 

individuals 
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Figure 1. Examples of how batch effects are manifested in our data before correction, and how 

they were mitigated after our correction. (A) Individual heterozygosity estimated from each 

sample, grouped by populations in vertical panels and colored by batches, before and after batch 

effect correction (i.e., using sliding-window quality trimming in addition to poly-G trimming, 

and applying a more stringent base quality filter). Data are shown for the six populations where 

no samples suffered from DNA degradation. (B) Genome-wide PCA with all samples using an 

LD-pruned SNP list, colored by batches, before and after batch effect correction (i.e., excluding 

SNPs that have a high proportion of low-mapping-quality reads mapped to them), in the same six 

populations as in (A). Grey points represent samples from other populations. Two outlier points 

are removed from these plots to better illustrate the broader pattern in the data. Sliding-window 

quality trimming is performed in both “before” and “after”. (C) FST between two batches of 

samples, before and after batch effect correction (i.e., excluding SNPs that have a high 

proportion of low-mapping-quality reads mapped to them). Sliding-window quality trimming is 

performed in both “before” and “after”.  
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Figure 2. Sliding-window quality trimming (cut_right option in fastp) is more effective at 

removing poly-G tails in data generated by two-channel-chemistry sequencing platforms than 

poly-G trimming (trim_poly_g option in fastp). (A) An example of how poly-G trimming and 

sliding-window trimming affect a typical read with a poly-G tail. Base quality score is shown on 

the y axis and fastp cut sites are indicated by vertical lines. Bases to the right of these lines would 

be removed by the different trimming methods. (B) Base composition at each read position in 

three randomly chosen samples, before trimming, after poly-G trimming, and after sliding-

window trimming. In both (A) and (B), poly-G trimming is shown to remove part of the G 

enrichment towards the ends of reads, whereas sliding-window trimming removes the poly-G 

tails entirely. 
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Figure 3. Comparisons of individual heterozygosity estimates obtained with relaxed vs. stringent 

base quality filter can be a simple way to detect batch effects caused by base quality 

miscalibration. Individual heterozygosity estimates in two batches of data before and after 

applying a more stringent base quality filter (from 20 to 33) are shown on the y axis. Samples in 

the NextSeq-150PE batch (left) have significantly lower heterozygosity estimates after a more 

stringent filter is applied (paired samples t-test, p=6e-8) and therefore are likely to have 

overestimated base quality scores. In contrast, samples in the HiSeq-125SE batch tend to have 

slightly higher heterozygosity estimates after this filter is applied (paired samples t-test, 

p=0.008), suggesting that their base quality scores are somewhat underestimated.  
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Figure 4. Batch effects caused by different levels of reference bias can be detected and mitigated 

by adjusting the mapping quality filter. (A) Screenshot from the Integrative Genomics Viewer 

showing read alignment from NextSeq-150PE batch (top) vs. HiSeq-125SE batch (bottom), and 

with (right) vs. without (left) a minimum mapping quality of 20. Reads with the non-reference 

allele are all removed after imposing the mapping quality filter in the HiSeq-125SE batch, 

leading to a false signal of allele frequency divergence between the batches. (B) Distribution of 

the proportion of HiSeq-125SE reads failing a minimum mapping quality filter of 20 in FST 

outliers (i.e., SNPs with FST > 0.3 between the two batches) and all other SNPs. FST outliers 

between batches are enriched in genomic regions where higher proportions of reads have 

mapping quality scores < 20. This proportion can thus be used as a filter to remove the regions 

most strongly affected by reference bias and mitigate the false signals of allele frequency 

divergence between batches.  
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Figure 5. Batch effects caused by difference in DNA degradation level and strategies to detect 
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and mitigate them after other causes of batch effects are accounted for. (A) Individual 

heterozygosity estimated from each sample, colored by batches, before and after excluding all 

transitions, in three populations for which samples were split into batches based on their 

degradation level (i.e., pops 7-9). Sliding-window quality trimming and a more stringent base 

quality filter are applied in both. (B) Genome-wide PCA with all samples using an LD-pruned 

SNP list, colored by batches, before and after excluding all transitions, in the same three 

populations as in (A). Grey points represent the rest of samples. Two outlier points are removed 

from these plots to better illustrate the broader pattern in the data. Sliding-window quality 

trimming and reference bias correction are performed in both. (C) Using the frequencies of 

different base substitutions in private alleles to detect DNA degradation. There is an enrichment 

of C-to-T and G-to-A substitutions in the HiSeq-125SE batch, suggesting higher levels of DNA 

degradation in this batch. Reference alleles are assumed to be the wild-type alleles in this figure. 
(D) Using the change in individual heterozygosity estimates after filtering out transitions to 

detect DNA degradation. As expected, heterozygosity estimates in all samples are negatively 

affected, but the degraded samples in the HiSeq-125SE batch (right) are shown here to be more 

negatively affected than well-preserved samples in either batch, suggesting that their 

heterozygosity estimates are inflated when transitions are included (one-way ANOVA, p=8e-7).  
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Figure 6. Illustration of how some software programs are less sensitive to batch effects caused 

by different sequencing depths than others. (A) PCA generated from PCAngsd. (B) PCA 

generated from the -doCov 1 option in ANGSD. (C) PCoA generated from the -doIBD 2 option 

in ANGSD. A total of nine populations are simulated, and the sample size per population 

increases from left to right (as noted in panel headers). Yellow points mark individuals that are 

sequenced at 0.125x, whereas grey points mark individuals that are sequenced at 4x. 
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Abstract  

 

Evolve and resequence (E&R) experiments, in which artificial selection is imposed on organisms 

in a controlled environment, are becoming an increasingly accessible tool for studying the 

genetic basis of adaptation. Previous work has assessed how different experimental design 

parameters affect the power to detect the quantitative trait loci (QTLs) that underlie adaptive 

responses in such experiments, but so far there has been little exploration of how this power 

varies with the genetic architecture of the evolving traits. In this study, we use forward 

simulation to build a more realistic model of an E&R experiment in which a quantitative 

polygenic trait experiences a short, but strong, episode of truncation selection. We study the 

expected power for QTL detection in such an experiment and how this power is influenced by 

different aspects of trait architecture, including the number of QTLs affecting the trait, their 

starting frequencies, effect sizes, clustering along a chromosome, dominance, and epistasis 

patterns. We show that all of these parameters can affect allele frequency dynamics at the QTLs 
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and linked loci in complex and often unintuitive ways, and thus influence our power to detect 

them. One consequence of this is that existing detection methods based on models of 

independent selective sweeps at individual QTLs often have lower detection power than a simple 

measurement of allele frequency differences before and after selection. Our findings highlight 

the importance of taking trait architecture into account when designing and interpreting studies 

of molecular adaptation with temporal data. We provide a customizable modeling framework 

that will enable researchers to easily simulate E&R experiments with different trait architectures 

and parameters tuned to their specific study system, allowing for assessment of expected 

detection power and optimization of experimental design.  
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Introduction 

 

Artificial selection experiments can provide insights into the mechanisms that allow populations 

to adapt to strong selection pressures (Hill and Caballero 1992; Fuller et al. 2005; Garland and 

Rose 2009). When combined with population-level genome sequencing, such experiments can 

also help us elucidate the genetic architecture of the selected traits by revealing the quantitative 

trait loci (QTLs) that underlie observed adaptive responses (Burke et al. 2010; Schlötterer et al. 

2015). This rationale forms the basis of the evolve and resequence (E&R) method for QTL 

detection (Turner et al. 2011; Long et al. 2015), in which one seeks to identify the alleles that 

have systematically changed in frequency over the course of a selection experiment. Such E&R 

experiments have now been successfully performed in a wide range of study systems (e.g. 

Escherichia coli (Barrick et al. 2009; Tenaillon et al. 2012), yeast (Parts et al. 2011; Lang et al. 

2013), Drosophila melanogaster (Burke et al. 2010, Zhou et al. 2011, Turner et al. 2011), other 

Drosophila species (Seabra et al. 2018; Kelly and Hughes 2019), Caenorhabditis species 

(Teotónio et al. 2017), and mice (Chan et al. 2012; Castro et al. 2018)). For example, with E&R 

experiments, Tenaillon et al. (2012) uncovered 600 loci associated with high-temperature 

tolerance in E. coli, and Burke et al. (2010) identified several dozen genomic regions responding 

to selection for accelerated development in D. melanogaster. 

 

In higher eukaryotes, practical constraints typically impose severe limits on the size of the 

experimental population and the number of generations an E&R experiment can be conducted 

for. Selection pressure is therefore typically kept high so that an adequate trait response can still 

be achieved. One consequence of such small population size and strong selection is that effective 
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population sizes tend to be low in these experiments, resulting in high levels of genetic drift. In 

addition, because recombination will be less effective at breaking up linkage in a short 

experiment, there could be substantial hitchhiking of neutral alleles (Smith and Haigh 1974) as 

well as Hill-Robertson interference (Hill and Robertson 1966) between selected alleles. All of 

these factors can limit power and introduce false positives in E&R experiments (Kessner and 

Novembre 2015). 

 

The first studies to assess the power of E&R experiments for QTL detection in higher eukaryotes 

used forward-in-time population simulations to model evolutionary dynamics at individual QTLs 

(Kofler and Schlötterer 2014; Baldwin-Brown et al. 2014). These studies provided important 

insights into how detection power is affected by basic population genetics parameters such as 

recombination rate, linkage disequilibrium (LD), and the levels of neutral diversity in the regions 

surrounding the QTLs. In addition, they explored how different aspects of the experimental 

design such as selection strength, population size, duration of the experiment, and number of 

experimental replicates can be tuned to maximize detection power. 

 

However, two assumptions of these early studies have turned out to limit their generalizability: 

First, allele frequency dynamics at individual QTLs were modeled as independent selective 

sweeps, parameterized by constant selection coefficients. Such models will often fail to capture 

key aspects of the evolutionary dynamics of QTLs underlying polygenic traits, where an 

individual’s fitness is a function of its trait value instead of some constant selection coefficients 

at QTLs (Burke et al. 2010; Kessner and Novembre 2015; Franssen et al. 2017). Second, these 

studies either focused on regions with high recombination (Kofler and Schlötterer 2014) or 
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modeled only a single QTL (Baldwin-Brown et al. 2014). This tends to underrepresent the strong 

genome-wide pattern of linked selection on neutral loci typical for polygenic adaptation and 

effectively neglects the possibility of Hill-Robertson interference between QTLs, which can 

affect the evolutionary dynamics in complex ways, thereby impinging on QTL detection power 

(Hill and Robertson 1966; Smith and Haigh 1974; Lang et al. 2013; Kessner and Novembre 

2015). Thus, to more accurately describe polygenic trait evolution in E&R experiments, we need 

to adopt more realistic quantitative genetic models in which the selected trait is defined explicitly 

and the loci underlying the trait are modeled in the explicit context of a recombining 

chromosome.  

 

The selection model introduced by Kessner and Novembre (2015) constitutes an important first 

step in this direction, but it assumed a limited set of genetic trait architectures in which only the 

number of QTLs was variable. In reality, the traits of interest in E&R experiments could span a 

considerable variety of genetic architectures, and we typically know very little about this 

architecture for any given polygenic trait (Hansen 2006; Mackay et al. 2009; Gibson 2012). For 

example, in addition to how many QTLs control a given trait, these QTLs could be distributed 

uniformly along the chromosome, or they could cluster in certain regions. Effect sizes could be 

similar among the individual QTLs, or they could vary according to some distribution. The 

frequencies of the selected alleles might be biased towards lower or towards higher frequencies, 

as compared to neutrally segregating alleles. The effects of these alleles on the trait might be 

recessive, dominant, or fall somewhere in between. Furthermore, there could be epistatic 

interactions of varying complexity among specific sets of QTLs. 
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Some of these aspects of trait architecture have previously been demonstrated to affect the 

evolutionary dynamics of trait evolution in E&R experiments. Franssen et al. (2017), for 

example, showed that the effect size distribution and starting frequency of QTLs can profoundly 

influence their frequency trajectories in response to selection. Similarly, Stetter et al. (2018) 

showed that the effect sizes of QTLs are a key determinant of their frequencies at the end of a 

selection experiment. As a result, depending on their underlying genetic architecture, certain 

traits might generally be more suitable for QTL detection in E&R experiments, and for any given 

trait, there could be systematic biases in terms of which QTLs will be more easily detected and 

which will be missed. Due to interactions among different factors, this is unlikely to only depend 

on effect size, so a power analysis considering broader aspects of trait architecture in E&R 

experiments is required to properly interpret results. 

 

A second limitation in previous studies of detection power in E&R experiments is that they have 

focused primarily on insect populations like Drosophila (Kofler and Schlötterer 2014; Baldwin-

Brown et al. 2014; Kessner and Novembre 2015), which are well-suited organisms for such 

experiments due to their short generation times, relative ease at which large populations can be 

reared, and rich genomic resources. However, for certain questions (e.g. the genomic basis of 

vertebrate traits), selection experiments on larger and longer-living organisms may be necessary 

despite the additional logistical challenges. E&R experiments on such organisms will typically 

be restricted to fewer generations, therefore requiring even larger selection intensities to achieve 

measurable changes in trait value. The greater selection intensity could lead to characteristic 

differences in evolutionary dynamics compared to experiments carried out over larger numbers 

of generations and a potential decline in detection power. Nevertheless, many short-term 
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selection experiments have been performed on such larger and longer-living species, even 

though in many cases their original intentions were not QTL detection (e.g. mice (Oortmerssen 

and Bakker 1981; Chan et al. 2012; Barrett et al. 2019), guppies (Houde 1994), silversides 

(Conover and Munch 2002; Therkildsen et al. 2019), voles (Sadowska et al. 2008), sticklebacks 

(Barrett et al. 2011), and zebrafish (Uusi-Heikkilä et al. 2017)). In addition, many common 

human practices, such as animal domestication and size-selective harvesting (through fishing and 

hunting), resemble E&R experiments in key aspects such as high selection pressure and specific 

traits targeted by selection (e.g. domestication of salmonid fish (Christie et al. 2016, Gutierrez et 

al. 2016) and chicken (Rubin et al. 2010, Johansson et al. 2010, Fallahsharoudi et al. 2017) or 

size-selective harvesting in Atlantic cod (Swain et al. 2007, Therkildsen et al. 2013) and bighorn 

sheep (Coltman et al. 2003, Pigeon et al. 2016)). To illustrate the widespread short-term 

selection experiments in the literature, we have summarized a set of examples in Table S1 of the 

supplementary materials. With high-throughput sequencing becoming cheaper and more widely 

accessible, genomic data can now be obtained from such experiments and practices on a broad 

scale. This raises the question of how well time-series data collected over a small number of 

generations can help us illuminate the molecular basis of selected traits in these larger and 

longer-living species.  

 

In this paper, we use forward genetic simulations to systematically assess how different aspects 

of trait architecture are expected to affect the evolutionary dynamics and power to detect QTLs 

in E&R experiments. Loosely inspired by a size-selection experiment performed on the Atlantic 

silverside (Menidia menidia) to examine impacts of fisheries-induced evolution (Conover and 

Munch 2002; Therkildsen et al. 2019), our model setup is comparable to experimental designs 
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applicable to E&R studies in larger and longer-living species in general (e.g. Sadowska et al. 

2008; Uusi-Heikkilä et al. 2017). The specific aspects of trait architecture that we investigate are 

the number of QTLs contributing to a selected trait, the clustering of QTLs along the 

chromosome, the effect size distribution among the QTLs, the starting frequencies of the QTLs, 

dominance, and epistasis patterns. We show that most of these variables can greatly influence 

QTL detection power, often in complex ways where the effect of one aspect of the architecture 

depends on other aspects of the architecture. We also demonstrate that although short-term 

selection experiments generally have limited power in detecting the full set of QTLs contributing 

to the selected trait, some QTLs with higher starting frequency and larger effect size can still be 

detected, suggesting that these experiments can be a useful approach for studying the genomic 

basis of adaptation in species with longer generation time. Motivated by these insights, we 

further discuss how optimal detection strategies, including detection methods and experimental 

design, may vary under different quantitative trait architectures.  

 

 

Methods 

 

Simulation of E&R experiments 

 

We used forward genetic simulations to model E&R experiments in which divergent truncating 

selection is imposed on a quantitative trait over four consecutive generations. The analysis 

pipeline consists of the following stages:  
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1. Burn-in to create genetic variation in a starting population 

2. Construction of QTL architecture 

3. Selection on the trait 

4. QTL detection 

5. Power analysis 

 

Burn-in to generate genetic variation in the starting population  

 

To model a population under mutation-drift equilibrium prior to the selection experiment, we 

first simulated a 30 Mbp-long chromosome evolving neutrally in a diploid population of N = 

1,000 individuals for 10N generations. Although a population size of 1,000 may seem small for 

most natural populations, it is important to point out that because we are simulating neutral 

evolution during this phase, it is primarily the product Nμ that will determine patterns of neutral 

diversity, rather than the absolute value of N. We set the mutation rate to μ = 2*10
-8

, 

corresponding to an expected equilibrium level of nucleotide diversity of π = 4Nμ = 8*10
-5

. 

While this value of π is still comparatively small for many species, it was chosen for 

computational efficiency and we note that in our analyses of QTL detection power the value of π 

is only expected to affect the absolute number of false positives, but not the false positive rate 

(i.e. the probability that any given neutral SNP is falsely detected as a QTL, also see Figure S1).  

 

More critical to our power analysis is the rate of recombination, as it will determine the rate at 

which new allele combinations can arise during the selection experiments and also affect the 

amount of interference between QTLs and the level of hitchhiking of neutral SNPs with selected 
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alleles. We chose a rate of r = 1 cM/Mbp for our simulations. Under these parameters, linkage 

disequilibrium (LD), as measured by r2
, decays to 0.5 over a distance of approximately 25 kbp in 

our simulated population (Sved 1971).  

 

Assignment of QTLs and construction of the trait architecture 

 

In our standard trait model, we randomly selected n of the existing neutral SNPs after the burn-in 

to become the QTLs affecting the trait. We then randomly picked half of these SNPs to which we 

assigned a positive effect (+1) to the derived allele and a zero effect to the ancestral allele. For 

the other half of these selected SNPs, we assigned a negative effect (-1) to the derived allele and 

a zero effect to the ancestral allele. We note that in the truncating selection design that we will 

employ below, it is only the relative difference between the effect sizes of the derived and 

ancestral alleles at each QTL that matters for the selection response. For example, when we 

select for larger trait values in the experiment, the +1 derived alleles are selected for and the 

corresponding ancestral alleles are selected against, whereas the -1 derived alleles are selected 

against and the corresponding ancestral alleles are selected for. We further assumed an additive 

dominance relationship (h = 1/2) at individual QTLs and also additive effects across QTLs. 

Under this model, the average trait value in the population is expected to be zero at the start of a 

selection experiment and the distribution of trait values among individuals should be 

approximately Gaussian (as long as n is sufficiently large), consistent with many polygenic 

quantitative traits in nature (Mackay 2009). We did not model the effect of environmental factors 

on trait value (i.e. the broad-sense heritability of the trait is set to a value of 1 in our simulations).  
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Although many aspects of this standard model are idealistic, our goal here is not to construct the 

most realistic trait model but to qualitatively evaluate how different parameters of the model can 

affect detection power. Six key parameters of this standard model were thus varied to explore 

different trait architectures: (i) the number of QTLs, (ii) the clustering of QTLs along the 

chromosome, (iii) the effect size distribution of QTLs, (iv) the initial allele frequency 

distribution of the SNPs chosen to become QTLs, (v) the dominance relationship between the 

ancestral and derived alleles, and (vi) the presence of epistatic interactions among pairs of QTLs. 

The specific implementations of each of these modified models are described in the relevant 

sections below, and Table S2 gives a summary of all parameters of interest and their values that 

we have tested.  

 

Selection experiment on the trait  

 

We modeled the selection experiment closely after the silverside experiment that served as a 

motivating example for this study (Conover and Munch 2002; Therkildsen et al. 2019). 

Specifically, the population is subjected to divergent truncating selection, generating two 

separate lines from the burn-in population: a high-trait-value line and a low-trait-value line. For 

the “high” line, we selected the 10% of individuals with the highest trait values in every 

generation to become the parents for the next generation (obtained by Wright-Fisher sampling). 

The “low” line was generated analogously by choosing the 10% of individuals with the lowest 

trait value as parents for the next generation. Population size was kept at 1,000 individuals in 

every generation in each line, and each line was run for four generations of truncating selection. 

Because of this short duration, the impact of new mutations occurring during the selection 
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experiment should be negligible, and we therefore set the mutation rate to zero after the burn-in 

while recombination events continue to occur at a rate of 1 cM/Mb, which is similar in 

magnitude to the observed rates in many species of interest (e.g. 0.63 cM/Mbp in mouse 

(Shifman et al. 2006), 0.97 cM/Mbp in dog (Wong et al. 2010), 1.5 cM/Mbp in zebra finch 

(Backström et al. 2010), 3.11 cM/Mbp in three-spined stickleback (Roesti et al. 2013)).  

 

As noted in the introduction, this simulated experimental design is somewhat atypical among 

traditional E&R studies in that it lasts only four generations and does not have replicated 

populations. Because of logistical constraints, this is indeed the only feasible design with many 

larger and long-living study organisms, but here we also explored how detection power in our 

standard QTL model can improve if an experiment can be conducted for five more generations 

and if two or five experimental replicates are included in the experiment. To model experimental 

replication, we started with the same burn-in population at the first generation, constructed the 

same trait architecture for each experimental replicate, but simulated the selection experiment 

with a different random seed for each replicate. This therefore corresponds to a scenario where 

replicated populations are created after the first generation of the selection experiment. Results 

from these models are not central to the main objectives of the paper and will only be shown in 

the discussion section.  

 

QTL detection  

 

In each generation, we took a random sample of 50 individuals and measured the allele 

frequencies of all SNPs in the sample. Following Kessner and Novembre (2015), we took the 
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absolute values of sampled allele frequency differences between the last generations in the 

“high” and “low” lines at each SNP (denoted by D) as a summary statistic for QTL detection (i.e. 

D = |fhigh - flow|, where fhigh is the sample allele frequency in the last generation of the “high” line 

and flow is the sampled allele frequency in the last generation of the “low” line). In addition, since 

alleles that start at intermediate frequencies tend to generate larger D-values simply due to 

genetic drift, we performed an angular transformation on the sample allele frequencies. We call 

the absolute values of the transformed allele frequency differences between the two lines 

“transformed-D” (i.e. transformed-D = |2 × sin
-1

(sqrt(fhigh)) – 2 × sin
-1

(sqrt(flow))| / π. The 

transformed-D summary statistic has the same scale of 0-1 as D, where 0 signifies no difference 

in allele frequency at the end of the two selection lines and 1 signifies alleles that are fixed in one 

selection line and lost in the other. Unlike D, the transformed-D statistic is independent of the 

starting allele frequency at neutral loci to a first approximation (Fisher and Ford 1947; Walsh 

and Lynch 2018; Kelly and Hughes 2019). When there are multiple experimental replicates 

involved, we took the average of transformed-D value (or D value where this was calculated) 

across these experimental replicates as the final summary statistics for each SNP.  

 

Besides these simple and intuitive summary statistics based on allele frequency differences, 

several more sophisticated, model-based detection methods have been developed in recent years 

that can take advantage of the full allele frequency trajectory estimated across subsequent time 

points (Malaspinas 2016). After a comprehensive literature review, we selected two 

representatives of such methods for comparison with the simple D and transformed-D statistics: 

WFABC (Foll et al. 2015) and ApproxWF (Ferrer-Admetlla et al. 2016). We chose these two 

methods because they are widely used, require only allele frequency data, provide extensive 
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documentation, and employ two contrasting approaches. Both of these methods are based on a 

classic selective sweep model parameterized by fixed selection coefficients. WFABC employs an 

approximate Bayesian computation framework, in which a large number of simulations are 

compared to identify the simulated datasets that are most similar to the actual data and compute 

posterior probabilities of selection coefficients (Foll et al. 2015). ApproxWF uses a “mean 

transition time approximation” to discretize the continuous diffusion process and infers the 

selection coefficient via a Bayesian approach (Ferrer-Admetlla et al. 2016). 

 

After a series of tests, we adjusted some parameter values in WFABC from the default to 

optimize its detection power on our standard model, by increasing the number of simulated 

datasets to 1,000,000, lowering the acceptance rate to 0.00, and assigning a uniform prior to 

selection coefficients with an upper bound of 1 and lower bound of -1. With ApproxWF, we used 

its default Markov Chain Monte Carlo settings, with 10,000 iterations and 51 frequency states 

distributed on quadratic grid, and assigned a normal prior to selection coefficients, with mean of 

0 and standard deviation of 0.1, truncated at 1 and -1. We also set a fixed dominance coefficient 

of 0.5 to reduce the computational complexity in ApproxWF.  

 

Both methods output a posterior distribution for the selection coefficient for each SNP, and from 

this distribution, we calculated a mean selection coefficient s for each SNP, as well as a posterior 

probability p for s>0, as recommended by authors of these methods (Foll et al. 2015, Ferrer-

Admetlla et al. 2016). We applied WFABC and ApproxWF to the high-trait-value line and the 

low-trait-value line separately, and then took the average of s and p across the two lines while 

accounting for the directionality of selection (i.e. ! = (shigh – slow) / 2, "= (phigh + (1 - plow)) / 2). 
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Lastly, since +1 alleles and -1 alleles are not distinguished and both are considered as QTLs in 

the power analysis, the signs of selection coefficients would not matter, so we took |!| and |" - 

0.5| as the final summary statistics for each SNP. After testing for the detection power of these 

statistics, we chose to use |!| for WFABC and |" - 0.5| for ApproxWF to maximize their 

performance.  

 

Power analysis  

 

We calculated receiver operating characteristic (ROC) curves to evaluate QTL detection 

performance using 100 simulation replicates for each scenario. Note that a simulation replicate is 

different from an experimental replicate in that it starts from a different burn-in population and 

has a completely different set of SNPs and QTLs, therefore representing a different and 

independent experiment. False positive rates were defined as the percentage of neutral SNPs 

identified as QTLs for a given signal threshold. To evaluate power (the true positive rate) for a 

given signal threshold, we deployed two different methods: The first method simply measures 

the proportion of QTLs correctly identified. In simulations where effect sizes were not equal 

among QTLs, we also used a simple variation of this method, where we weighted QTLs by their 

effect sizes. The second method follows Kessner and Novembre (2015) and measures the 

proportion of genetic variance in the first generation explained by the detected QTLs, thereby 

also taking variation in the allele frequencies into account. This method would give less weight 

to the detection of a low-frequency QTL compared with an intermediate-frequency QTL, 

because the latter would have contributed more to the initially present trait-variance in the 

population. Which method is more appropriate in practice depends on the specific objective of 
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the experiment: if the goal is to identify QTLs that are important to the trait regardless of their 

prevalence in nature, the first method should be chosen, whereas the second method should be 

chosen if the goal is to identify those QTLs that are most important for explaining trait-variance 

in the initial population. We will only report the result from the first method unless the two 

methods generate qualitatively different results, in which case we will present both.  

 

To produce an individual ROC curve, we first specified 100 evenly spaced signal thresholds 

spanning the range of observed per-SNP values of the given summary statistics (D, transformed-

D, |!|, |" - 0.5|) among all simulation replicates. For each threshold value, we categorized SNPs 

with summary statistics exceeding that threshold value as being detected as a QTL in each 

simulation replicate. We then took the mean power and false positive rate across all simulation 

replicates to add one point to the ROC curve. This process was reiterated for each threshold 

value.  

 

Data availability 

 

All simulations were conducted within the individual-based forward genetic simulation 

framework SLiM 2.4.1 (Haller and Messer 2016). Our simulation pipeline can be used as a 

flexible tool with which readers can perform similar analysis based on parameters relevant to 

their study system. Two SLiM scripts were created for the simulation, one for the burn-in 

process and the other for the selection experiment. Two shell scripts can be used to run each of 

these SLiM scripts in a command-line environment, so that repeated simulations can be 

automated on either a local machine or a remote server. Parameter values are also defined 
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through these shell scripts and users can easily edit them to implement custom simulation 

scenarios. All data analyses and visualizations are implemented using R, with packages 

“tidyverse” (Wickham and RStudio 2017), “data.table” (Dowle et al. 2019), and “cowplot” 

(Wilke and RStudio 2019). The SLiM and shell scripts for the simulation, along with a detailed 

user-guide, are available in supplementary materials and online at 

https://github.com/MesserLab/evolve-resequence-simulation. The data used in this paper can 

easily be reproduced using these scripts and the scripts can also be customized for other test 

cases following the user-guide. The R scripts for data analyses and visualization are also 

available in the same GitHub repository.  

 

Results 

 

Selection response in the standard QTL model 

 

Figure 1A shows the change in average trait value (estimated across all individuals in the 

population) for the “high” and “low” lines in 100 simulated experiments under our standard 

model with n = 100 QTLs (Figure S2 shows results for a model with n = 10 QTLs). Average trait 

values can be seen to change consistently in the selected direction, while genetic variance 

generally declines with diminishing returns over the course of a single experiment (Figure 1B). 

Note, however, that the theoretical maximum/minimum trait value in our standard QTL model 

would be +/-100 had all of the +1 or all of the -1 alleles, respectively, fixed in a population. The 

maximum trait values achieved in our simulations were typically less than a third of these 

maximum values. This is primarily due to the fact that many low-frequency alleles at QTLs are 
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lost due to drift or interference between neighboring QTLs even when they should have been 

favored by selection. Overall, these results demonstrate an effective selection response on the 

phenotypic level in our model that is consistent among simulation replicates, suggesting that we 

should be able to observe meaningful evolutionary dynamics in our experimental setup.  

 

Figure 1C shows sampled allele frequency trajectories at all SNPs in the “high” and “low” lines 

from a single experiment. As expected, minor alleles at the individual QTLs tend to change in 

frequency in the selected direction (e.g., in the “high” line, at those QTLs where the derived 

allele has an effect size of +1, the derived alleles tend to increase in frequency while the ancestral 

alleles tend to decrease in frequency, and vice versa at those QTLs where the derived allele has 

an effect size of -1). However, several complexities of the allele frequency dynamics are 

revealed in this figure: First, many alleles that should have been favored by selection do not 

actually rise consistently in frequency. This is particularly common for alleles that start at low 

frequency, which often get lost in both selection lines. But even after favored alleles reach 

intermediate frequency, they can still subsequently drop in frequency due to interference with 

other linked QTLs. On the other hand, neutral alleles and alleles that are disfavored by selection 

can consistently rise in frequency when they are located on haplotypes with a net excess of 

favored alleles. These linkage effects produce dynamics that are quite different from a model of 

independent selective sweeps in which alleles favored by selection tend to consistently increase 

in frequency and neutral alleles tend to fluctuate randomly in frequency due to drift (Kessner and 

Novembre 2015). Also, note that under strong selection pressure, many QTLs are already close 

to fixation after four generations and would likely fix soon within just a few more generations, so 

conducting the experiment for only four generations allows us to better distinguish selection 
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from drift. Therefore, we chose to keep using four generations in our standard model, but we will 

explore a model with more generations in the discussion section. 

 

Figure 1D shows the distribution of transformed-D across SNPs over 100 simulation runs of our 

standard model with n = 100 QTLs. The distribution is heavily peaked at transformed-D equal or 

close to zero for both neutral and QTL SNPs, which is expected because the derived alleles at 

most SNPs will be at low frequency at the start of the experiment, and thus prone to being lost to 

drift in both the “high” and “low” lines. This will generally limit detection power when measured 

as the overall fraction of QTLs identified, given that many of the initially present alleles at QTLs 

will be lost in an experiment. However, we also see that among those SNPs with high 

transformed-D values, QTLs are strongly enriched over neutral loci, suggesting that 

transformed-D should have some power in detecting QTLs under this experimental setup. Figure 

1E shows the distribution of transformed-D along the chromosome in one simulation run with 

100 QTLs, demonstrating that neutral SNPs with high transformed-D values are not necessarily 

always close to the QTLs, but can be found across the whole chromosome.  

 

Performance of different detection methods under the standard QTL model 

 

We first compared the performance of D, transformed-D, WFABC, and ApproxWF to detect the 

QTLs in our standard model, assuming a trait comprised of 10 QTLs with equal effect size. Even 

though SNP density is comparatively low in our standard model (~14,000 SNPs along the 30 

Mbp chromosome), the runtime of the two model-based methods still exceeded our practical 

limits, so we further reduced the nucleotide diversity by a factor of 10 in these simulations (for 
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this comparison only). We then tested the model-based methods supplying them either with the 

entire allele frequency trajectory (i.e. allele frequency estimates at all five time-points of the 

experiment), or only the allele frequencies at the beginning and the end of the experiment.  

Surprisingly, WFABC and ApproxWF typically had lower power to correctly detect QTLs (i.e. 

lower true detection rate for a given false negative detection rate) than the simple D and 

transformed-D statistics, even when they were provided the full allele frequency trajectory at all 

five time points (Figure 2). This may in part be due to the fact that these methods were not 

explicitly developed for a divergent selection scenario resulting in two opposingly selected lines. 

However, when we restricted the experiment to only one direction of selection, transformed-D 

still performed better than WFABC and ApproxWF (Figure S3). One possible explanation for 

the poorer performance of the model-based approaches is that the allele frequency dynamics at 

QTLs in our truncating selection scenario may not typically follow the classic sweep model these 

methods assume, as has already been observed in previous studies (Burke et al. 2010; Kessner 

and Novembre 2015; Franssen et al. 2017). Consequently, we decided to use only the 

transformed-D statistic for all further analyses in this study. 

  

Effects of trait architecture on detection power 

 

Number of QTLs affecting a trait: To test how the number of QTLs contributing to a trait affects 

detection power, we systematically varied the number of SNPs assigned to be QTLs in our 

simulations. Figure 3 shows a comparison of the ROC curves among models with 2, 10, 20, 50, 

100, and 200 QTLs, while all other aspects of the model were kept the same as in the standard 

model. Consistent with previous results (Kessner and Novembre 2015), we find that larger 
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numbers of QTLs generally resulted in lower detection power, presumably due to increased 

interference between QTLs. As the number of QTLs increases, individual QTLs will tend to be 

located closer to each other, decreasing recombination rate between them. Recombination will 

then be less effective at creating “optimal” haplotypes that carry a large number of favored but 

only few unfavored alleles. A complementary effect is that more QTLs also mean less effective 

selection on every single one of them, because the relative contribution of each individual 

mutation to the overall variance in trait value gets smaller (Barton and Turelli 1989). 

 

Note that the overall detection power is rather low in our standard model with 100 QTLs. In that 

case, we detected only ~13% of the QTLs at a false positive rate of 0.05 (i.e. 5% of the neutral 

loci are falsely identified as QTLs). This is because most QTLs start out at low frequency and 

have a high probability of getting lost over the course of the experiment. However, since 

intermediate-frequency QTLs are more likely to be detected, when weighting QTLs by their 

contribution to genetic variance in the first generation (which should be much higher for 

intermediate-frequency than low-frequency QTLs), power improves significantly (Figure S4). 

For example, at the same false positive rate of 0.05, the detected QTLs were responsible for 

more than 40% of the genetic variance present in the first generation (Figure S4). 

 

QTL clustering: In our standard model the QTLs are positioned uniformly along the 

chromosome, as we chose them randomly from preexisting SNPs. However, for some traits, 

QTLs could cluster along the chromosome. This is frequently observed among domestication-

related traits in crops, for example (Cai and Morishima 2002; Burger et al. 2008). To test how 

such clustering affects detection power, we compared our standard QTL model with a model in 
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which all QTLs were drawn from only those SNPs that were located within a much shorter 

genomic sub-region 3 Mbp in length, located at the center of the chromosome.  

 

For a model with only 10 QTLs, we found that such clustering lowers detection power compared 

to a more uniform distribution (Figure 4A & S5A). This is likely due to increased linkage 

between QTLs, resulting in an effectively lower rate at which recombination can create 

haplotypes with a large number of favored alleles. Clustering therefore has a similar effect as 

increasing the overall number of QTLs while keeping the length of the chromosome constant. 

 

However, this behavior becomes more complicated as the number of QTLs increases further. In a 

model with 100 QTLs, we found that the effect of clustering on detection power depends on 

what false positive rate is deemed tolerable. For false positive rates below 0.1, clustering actually 

increases detection power (Figure 4B & S5B). A possible explanation for this is that when there 

are many QTLs clustered within a short region on the genome, it is more likely that already in 

the beginning of the experiment a short haplotype exists on which many alleles with effects of 

the same direction are co-located. Unlikely to be broken by recombination, such a haplotype will 

be able to quickly sweep to fixation, giving a very clear signal of being under selection (Figure 

4C, 4D & 4E). Therefore, at a low false positive rate, the scenario where 100 QTLs are clustered 

on the chromosome tends to have higher power than our standard model.  

 

Furthermore, we note that clustering has a similar effect as decreasing the recombination rate in 

our simulation. Thus, our results contradict that of Kessner and Novembre (2015), who 

concluded that increasing recombination always increases detection power. However, our results 
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are consistent with a rich body of literature which shows that increased recombination does not 

always lead to higher rate of adaptation because it can also destroy “good” haplotypes that are 

initially present (Slatkin 1975; Charlesworth and Charlesworth 1979; Kirkpatrick 2006).  

 

Effect size distribution: Our standard model assumes equal effect sizes of derived alleles of 

either +1 or -1 at all individual QTLs. We chose this simplistic model because little is known 

about the actual effect size distributions of complex traits in most biological systems and thus 

there is not a single ideal distribution. Also, results on other aspects of the trait architecture will 

be more difficult to interpret if we add an additional layer of stochasticity to the simulations by 

randomly assigning uneven effect sizes. In reality, however, effect sizes will typically vary 

among QTLs, and one commonly used model for this is an exponential distribution for effect 

sizes (Orr 1998; Otto and Jones 2000).  

 

Figure 5 shows how QTL detection power is affected when effect sizes in our standard model are 

no longer assigned equal values, but instead are drawn from an exponential distribution with 

means +1 or -1, respectively. Whether this increases or decreases detection power depends on 

how we define our measure of power. If power is defined simply as the proportion of QTLs 

detected regardless of their effect sizes, power is lower in the model with exponentially 

distributed effect sizes compared with our standard model assuming constant effects (Figure 5A 

& 5D). One possible explanation for this is that in the exponentially distributed model, there will 

be many QTLs with small effects that are practically neutral and are likely to get lost due to drift 

or interference. This means that there would be a smaller proportion of “effective” QTLs that can 

still be detected overall.  



 

 
 

131 

 

However, when we weight individual QTLs by their effect sizes, these small-effect QTLs will 

contribute minimally to power, whereas the few large-effect QTLs become much more important 

(Chevalet 1994). Similar to the effect of lowering the number of QTLs as discussed above, these 

few large-effect QTLs will interfere less with each other because they are less densely distributed 

on the chromosome and are more likely to be detected. As a result, when QTLs are weighted by 

their effect sizes, the model with exponentially distributed effect sizes yields higher power than 

the constant effect size model (Figure 5B & 5E). 

 

When we measure the proportion of genetic variance explained by detected QTLs in the first 

generation, exponentially distributed effect sizes have two opposing effects. On the one hand, as 

discussed above, large-effect QTLs are more likely to be detected, and they contribute more to 

the genetic variance given the same starting frequency. On the other hand, large-effect QTLs are 

less likely to get lost due to drift or interference even when they start at low frequency, so 

intermediate-frequency QTLs are less overrepresented among detected QTLs (Figure S6), which 

would then decrease the proportion of initial genetic variance explained by the detected QTLs 

compared to our standard model. When there are fewer QTLs, the first effect is weaker than the 

second (Figure S6A & S6B), so detection power becomes similar between the standard and 

exponential models (Figure 5C). When there are more QTLs, there is also more interference 

among large-effect QTLs and thus the second effect becomes weaker (Figure S6C & S6D), 

resulting in higher power for the exponential model (Figure 5F). 

 

Allele frequency distribution: In our standard QTL model, we have assumed that the allele 
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frequency distribution at QTLs resemble those of neutral SNPs. However, prior selection on the 

trait could drastically shift this distribution from the neutral expectation. Although selection is 

ubiquitous in most traits of interest in natural populations, we choose not to model selection 

explicitly in our burn-in stage because a) we still know very little about what an appropriate 

assumption on selection in natural populations would be, and b) selection can significantly alter 

the starting population in many aspects, including the allele frequency distribution, linkage 

disequilibrium, and effect size distribution, so it would be difficult to isolate the effect of a single 

factor on the detection power.  

 

Nevertheless, we note that theory predicts that certain selection scenarios tend to drive allele 

frequencies toward certain directions. For example, long-term stabilizing selection is likely to 

keep allele frequencies at QTLs at low frequencies, whereas balancing selection tends to drive 

them towards intermediate frequencies. Therefore, we decide to study two rather extreme cases 

of allele frequency distribution as an attempt to qualitatively assess how non-neutral processes 

prior to the selection experiment can affect QTL detection power through shifting allele 

frequency distribution. Namely, we only selected SNPs with minor allele frequencies above or 

below a certain cutoff to become QTLs in the simulation. First, we restricted our selection to 

SNPs with minor allele frequency lower than 5%. In this case, detection power decreased 

consistently regardless of the method to evaluate power (Figure 6). This is presumably because 

these alleles are more likely to get lost due to drift or interference regardless of the direction of 

selection. 

 

Conversely, when we restricted our selection to only those SNPs with minor allele frequency 
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higher than 5%, these minor alleles at QTLs are less likely to get lost. When they are favored by 

selection, they are also more likely to be recombined together with other favored alleles. This is 

consistent with the observation that a higher proportion of total QTLs can be detected in such a 

scenario (Figure 6A). However, the result is different when we evaluate power by the proportion 

of the starting genetic variance (Figure 6B). The reason is that in the standard model, QTLs that 

start at intermediate frequencies are more likely to be detected and their detection can explain a 

higher proportion of starting genetic variance (Figure S7A). When all QTLs start at more 

intermediate frequencies, they all explain a similar proportion of the starting genetic variance, 

and the likelihood of them being detected becomes more independent of their starting 

frequencies (Figure S7B), so even though more QTLs can be detected, the proportion of initial 

genetic variance explained ends up lower.  

 

Dominance: Previous QTL models have typically assumed additive effects between the two 

alleles at individual QTLs, which is what we also adopted in our standard model. However, 

dominance effects at QTLs, as well epistatic effects among QTLs, could play an important role 

in many traits (Shao et al. 2008; Mackay 2014; Chen et al. 2015).  

 

We first tested how dominance relationships affect QTLs detection power in our model. Given 

how our QTLs are initially assigned, derived alleles tend to be the minor alleles in our model. 

When these derived alleles are completely dominant, heterozygotes will exhibit the same 

phenotype as derived homozygotes, and selection thus cannot distinguish between them. As a 

result, positively selected derived alleles tend to first increase in frequency, but then accumulate 

at intermediate frequencies. This produces a less conspicuous signal of selection than for alleles 
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that reach higher frequencies over the course of the experiment (Figure 7C & 7D). At low false 

positive rates, detection power is therefore lower in this scenario than in the standard scenario 

where alleles are assumed to be additive (Figure 7A & 7B). At a higher false positive rate, 

however, a crossover pattern in the power curves is observed (Figure 7A & 7B), since lower 

frequency alleles are less likely to be lost due to interference than in the standard model.  

 

When derived alleles are completely recessive, only those with high starting frequency can form 

homozygotes and thus be visible to selection (Figure S8). All other derived alleles behave 

essentially like neutral alleles initially (Figure 7C & 7E). As a result, an overall lower number of 

QTLs can be detected (Figure 7A). However, these high-frequency QTLs are also the ones that 

contribute most to genetic variance in the first generation. Therefore, the proportion of genetic 

variance detected is even higher than in the standard model (Figure 7B). These results 

demonstrate again how a relatively simple aspect of the trait architecture - here the dominance 

relationship at individual QTLs - can affect detection power in complex ways, where the 

direction of the effect depends on the false positive rate and the definition being used to measure 

power. 

 

Epistasis: We next tested how epistatic interaction among QTLs can affect detection power. For 

simplicity, we only considered pairwise epistasis here. We further restricted our analyses to 

additive-by-additive epistasis (i.e. the effects of the two alleles at an individual QTL are always 

additive if genotypes at other QTLs are fixed). This helps us avoid the potentially confounding 

effect of dominance. Under these assumptions, we tested the effect of epistasis with our 10 QTLs 

model, where we randomly selected five epistatic QTL-pairs in each simulation. We explored 
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separately the effect of four major types of epistasis, including synergistic, antagonistic, sign, 

and reciprocal sign epistasis. Within each type, we further created a “weak” and a “strong” 

scenario, based on the level of deviation from the non-epistatic model (Table S3). To evaluate 

power for a given epistasis scenario, we simply measured the overall proportion of the 10 QTLs 

we detected, since the effect of each individual QTL is difficult to quantify.  

 

Our simulations show that pairwise epistasis generally decreases the power in QTL detection, as 

would be expected (Figure 8A). However, a lot of variability exists among different epistasis 

scenarios. Within each type of epistasis, the more it deviates from the non-epistatic case, the less 

detection power is generally attained. Among different types of epistasis, synergistic epistasis 

tends to have higher power, while sign and reciprocal sign epistasis tend to have lower power. 

Since a major effect of epistasis is introducing epistatic genetic variance and lowering the trait’s 

narrow-sense heritability (h2
), we examined how narrow-sense heritability varied across our 

epistasis scenarios, and found that narrow-sense heritability is a good predictor of power (Figure 

8B). Scenarios that create lower narrow-sense heritability (or higher epistatic genetic variance) 

tend to have lower QTL detection power. However, sign epistasis is an exception to this rule. It 

has relatively high narrow-sense heritability throughout the experiment, but its detection power 

remained low in our simulations.  

 

Discussion 

 

In this paper, we constructed an explicit QTL model using a forward simulation framework to 

study the power to detect QTLs in a short-term E&R experiment with intense truncating 
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selection. Although in many ways our model is highly idealized, it allowed us to qualitatively 

assess how different fundamental aspects of trait architecture can affect the expected power of 

such experiments. This relationship is complex and often unintuitive, and we demonstrated that 

few results hold universally, except perhaps for the fact that as the number of QTLs affecting the 

trait increases, the power to detect them always decreases (Figure 3). Other results are often 

conditional on the false positive rate, the precise way in which power is measured, and various 

aspects of trait architecture. For example, we found that the clustering of QTLs along a 

chromosome decreases detection power when there are fewer QTLs, but increases power at low 

false positive rates when there are more QTLs (Figure 4). An exponential distribution in effect 

size lowers the proportion of QTLs detected compared to when effect sizes are equal at all QTLs, 

but increases power when QTLs are weighted by their effect sizes (i.e. we have a better chance at 

detecting a substantial portion of the genetic basis of a trait, Figure 5). When minor alleles at 

QTLs are skewed towards lower frequencies, detection power is generally decreased, but when 

they start at higher frequencies, detection power is increased only when it is measured by the 

proportion of QTLs detected (Figure 6). When derived alleles are dominant, detection power is 

increased at higher false positive rates but decreased at lower (Figure 7). When they are 

recessive, detection power is decreased only when it is evaluated by the proportion of QTLs 

detected (Figure 7). Epistasis tends to always decrease power, although a lot of variation exists 

among different types of epistasis (Figure 8). In general, we found that except for the rare cases 

where the trait in question has a very simple genetic architecture, short E&R experiments with 

intense truncating selection spanning only four generations tend to have low power to detect the 

full set of QTLs present in the starting population and suffer from high false positive rates. 

However, while such a setup is clearly not ideal for characterizing the full genomic architecture 
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of traits, sequencing the preserved specimens in an experiment that has already been conducted 

for other purposes can still be useful in detecting the QTLs that contribute substantially to the 

initial trait variance in the experimental population.  

 

Our results highlight the complex nature of the mechanisms involved that determine the 

detection power of E&R experiments and thus invoke caution when interpreting the results of 

such experiments. Particularly, we demonstrate that certain QTLs and certain trait architectures 

are more likely to be discovered through E&R experiments than others. Therefore, making 

conclusions on the trait architecture solely based on the detected QTLs from an E&R experiment 

can be misleading. In addition, simple simulations that do not take many aspects of trait 

architecture into account are often used for the estimation of false positive rate in E&R 

experiments. Since trait architecture plays an essential role in determining the relationship 

between power and false positive rate, we argue that such an approach can lead to largely 

inaccurate estimates.  

 

From the perspective of researchers who plan to perform E&R studies, a key question might be 

which experimental designs could optimize detection power (Kofler and Schlötterer 2014; 

Baldwin-Brown et al. 2014; Kessner and Novembre 2015). Our results suggest that there is not a 

single optimal value for each experimental design parameter. Instead, what the best strategy is 

can depend critically on the genetic architecture of the trait and other experimental design 

parameters. For example, we tested how much our simulated experiment can benefit from adding 

replicated populations and more generations of selection in our standard model with 10 and 100 

QTLs. We found that having two or five replicated populations alone does little in improving the 
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detection power (Figure S9A & S9C), since allele frequencies at both QTLs and neutral loci 

change rather deterministically (i.e. it is always the same loci that experience high frequency 

change) due to the strong selection in our experiment. Consequently, different replicates often 

end up showing the same results (Figure S10). Extending the experiment for five more 

generations alone can improve power at higher false positive rate but reduces power at low false 

positive rate (Figure S9B & S9D), because many loci, QTLs and neutral ones alike, go to 

fixation in one selection line and get lost in the other (Figure S10). A combination of replication 

and extension of the experiment, however, can significantly improve detection power at low 

false positive rate (Figure S9B & S9D), because after many QTLs go to fixation, dynamics in 

neutral allele frequencies become more stochastic and different replicates start to provide 

information that is complementary to each other (Figure S10). This effect is particularly 

prominent when there are fewer QTLs (Figure S9B, Figure S10A). We do note here that caution 

should be taken when interpreting our results with regard to experimental replications. Since all 

of our experimental replicates start from the same population at the first generation and the 

broad-sense heritability of the trait is one, stochasticity in allele frequency change is generally 

low (Figure S10). In reality, differences in initial allele frequencies and environmental effects are 

likely to introduce more stochasticity to allele frequency trajectories, and therefore replication is 

expected to improve power more significantly than in our simulations. In addition, we simply 

took the average value of transformed-D across experimental replicates, so other QTL detection 

methods specifically taking experimental replications into account (e.g. Kelly and Hughes 2019) 

may lead to further gain in power.  

 

In another example, running the selection experiment for an additional five generations can 
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significantly improve detection power at higher false positive rate in our standard model with 10 

QTLs, since many QTLs are still segregating at intermediate frequency after just four 

generations of selection. However, the gain in power will be minimal if derived alleles are either 

dominant or recessive, because during the additional generations, selection would become less 

effective in the dominant case, while most of the genetic variance will already have been 

depleted in the recessive case (Figure 9).  

 

Since the parameter space of our model is vast, the idealized scenarios presented in this paper 

can only cover a tiny proportion of what is actually possible. To allow researchers to study 

alternative models, we provide a flexible simulation framework that is highly customizable with 

regard to trait architecture, experimental design, and parameters of the genomic background 

(described in the Supplementary Materials). When some information on the expected trait 

architecture is available, different experimental designs can be simulated to find the optimal 

setup for the given architecture. Without such a priori information, a range of architectures may 

need to be simulated to obtain a general sense of the range of power that could be achieved and 

what types of architectures are likely to be detectable under different experimental designs.  

 

While several specialized tools have already been designed for such applications 

(Neuenschwander et al. 2008; Zanini and Neher 2012; Kofler and Schlötterer 2014; Kessner and 

Novembre 2015; Vlachos and Kofler 2018), we believe that our approach provides key 

advantages by implementing its simulations in the flexible SLiM framework (Haller and Messer 

2016, 2019), one of the most widely used and well-tested frameworks for forward genetic 

simulation to date. SLiM simulations are fully scriptable, allowing the user to model a wide 
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range of evolutionary scenarios that can include high levels of genetic and ecological realism, 

while the underlying simulation engine has been highly optimized over the years. All SLiM 

configuration scripts developed in this study are provided in the Supplementary Materials, 

together with a comprehensive user-guide explaining how these scripts may be adjusted for 

custom scenarios.  

 

One perhaps surprising result of our analyses was that a simple summary statistic, transformed-

D, had better performance than two of the more sophisticated, model-based methods explicitly 

devised for detecting positive selection from time-series data. This is presumably because these 

methods were built on the assumption that selection produces independent selective sweeps at 

individual QTLs. However, when selection operates on a polygenic trait, allele frequency 

trajectories at its QTLs will often be quite distinct from those expected in a model of individual 

sweeps with fixed selection coefficients (Burke et al. 2010; Kessner and Novembre 2015; 

Franssen et al. 2017). In addition, QTLs are usually not freely recombining, further complicating 

allele frequency trajectories due to interference effects. Therefore, simple summary statistics that 

do not rely on potentially inaccurate assumptions about the detailed form of the temporal allele 

frequency trajectories may actually work better in these scenarios than some of these more 

sophisticated model-based methods. We note that time-series data indeed contain valuable 

additional information that is not available from the simple transformed-D statistic (Franssen et 

al. 2017), and that some other model-based methods may be able to capitalize from such 

information (e.g. Iranmehr et al. 2017; Buffalo and Coop 2019), but it is not our goal in this 

paper to exhaustively test all of these methods. 

 



 

 
 

141 

The low detection power in our study partly reflects the limitations common to most E&R 

studies, namely the high genetic drift caused by small population sizes and the polygenic nature 

of most traits of interest (Long et al. 2015). Compared with earlier power analyses of E&R 

experiments, however, detection power was generally lower in our selection model. This can be 

attributed to the following factors. First, selection is quite extreme in our model, while the length 

of the experiment is very short. Such an experimental design would likely be considered as 

ineffective when working with an insect species such as flies, but may be the only realistic 

choice for larger organisms with longer generation times. Second, our standard model does not 

include replicated experiments, which can significantly improve the power when combined with 

a longer experiment (Figure S9). But again, this may be infeasible for larger and longer-living 

species. Third, we assumed a higher level of linkage disequilibrium and thus stronger 

interference effects than previous studies that focused on insect systems. We also note that for 

simplicity we set the broad-sense heritability to a value of one in our model, which should 

generally lead to an overestimation of power. This can easily be modified in our SLiM 

simulations if a more realistic estimation of power for a specific organism and trait of interest is 

desired.  

 

Conclusion 

 

Overall, we find that although short E&R experiments with strong truncating selection have low 

power in general, they can still provide some utility in identifying at least part of the genetic 

basis of the selected trait, especially if the goal is to detect those QTLs that contribute most to the 

observed trait variance in the population (i.e. large effect QTLs present at high population 
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frequency). However, we have also shown that detection power can vary substantially with the 

genetic architecture of the trait. This presents a problem of circular reasoning, because the 

architecture of the trait will likely be unknown prior to the experiment yet the power to identify 

its genetic basis should be biased against certain classes of QTLs (e.g. those that are 

dominant/recessive, have epistatic interactions, or are present at low initial frequencies). Thus, 

caution is warranted when trying to make general conclusions about the architecture of the 

selected trait, based solely on the subset of QTLs that were identified in an E&R experiment. 

Future studies will hopefully improve our understanding of what types of trait architectures are 

more prevalent in nature and thereby help us build better priors for the interpretation of E&R 

experiments. 
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Figure 1. Simulation results under our standard model with 100 QTLs. (A) Change in the 

average phenotype values in all 100 simulation replicates. Each line represents a selection line in 

one simulation replicate. (B) Change in the distribution of trait values in the population in one 

single simulation. (C) Change in sampled minor allele frequencies at neutral loci and QTLs in 

one single simulation run. The left half of the figure shows the “low” line and the right half 

shows the “high” line. (D) Distribution of transformed-D per locus across all 100 simulation 

replicates grouped by neutral loci (grey bars) vs QTLs (black bars). (E) transformed-D of neutral 

loci and QTLs along the simulated chromosome in one single simulation run. 
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Figure 2. Detection power varies across detection methods used. Having the entire allele 

frequency trajectory slightly improves the power of WFABC but not ApproxWF, although 

transformed-D has the highest detection power regardless. This comparison used the standard 

model with 10 QTLs and 10-times reduced nucleotide diversity due to the long run-time of the 

two model-based detection methods. Dotted lines: in certain simulation scenarios, multiple QTLs 

and neutral loci get fixed in one selection line and get lost in the other. This implies that the 

power and false positive rate associated with the most stringent summary statistic threshold can 

still be quite large, and the dotted line thus represents the discontinuous transition from the origin 

(0,0) to the minimum non-zero power and false positive rate. Solid lines: solid lines can be 

interpreted as a continuous relationship between power and false positive rate, as opposed to 

dotted lines.  
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Figure 3. Detection power is lower when more QTLs underlie the trait under selection. Solid vs. 

dotted lines: see Figure 2 caption. 
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Figure 4. The clustering of QTLs has different effects on detection power depending on the 

number of QTLs underlying the trait under selection. (A) With 10 QTLs, clustering reduces 

detection power. (B) With 100 QTLs, clustering increases detection power except for at very 

high false positive rates (>0.1). (C) An example of allele frequency trajectories when 100 QTLs 

are clustered in a small region on the chromosome. Note that many SNPs on the same haplotype 

quickly sweep to fixation in tandem in the “low” line, and see Figure 1C for comparison with the 

standard model. (D) Such haplotype sweeping results in more QTLs with extreme transformed-D 

values (see Figure 1D for comparison with the standard model). (E) The distribution of 

transformed-D along the chromosome after a haplotype sweeping (see Figure 1E for comparison 

with the standard model). Solid vs. dotted lines: see Figure 2 caption. 
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Figure 5. An exponential distribution of effect size affects detection power differently depending 

on how power is evaluated and how many QTLs underlie the selected trait. All comparisons are 

conducted with the standard model of equal effect sizes. Top: 10 QTLs. Bottom: 100 QTLs. (A) 

(D) Exponential distribution of effect size decreases power when measured by the proportion of 

QTLs detected. (B) (E) By contrast, exponential distribution of effect size increases power when 

measured by the proportion of QTLs detected, weighted by their effect sizes. (C) (F) When 

power is measured by the proportion of genetic variance explained, an exponential distribution of 

effect size yields similar power when there are 10 QTLs but increases power when there are 100 

QTLs. Solid vs. dotted lines: see Figure 2 caption. 
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Figure 6. Starting frequency of minor alleles affects power differently depending on how power 

is evaluated. (A) Power evaluated as proportion of QTLs detected. (B) Power evaluated as 

proportion of genetic variance explained by detected QTLs. Models with 10 QTLs are used in 

this figure. Solid vs. dotted lines: see Figure 2 caption. 
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Figure 7. Dominance affects power differently depending on how power is evaluated and what 

level of false positive rate is tolerated. Top: ROC curves (A) Power evaluated as proportion of 

QTLs detected. (B) Power evaluated as proportion of genetic variance explained by detected 

QTLs. Bottom: Distribution of transformed-D over 100 simulation replicates (C) Additive. (D) 

Dominant. (E) Recessive. Models with 10 QTLs are used in this figure. Additive: heterozygotes 

express intermediate phenotype. Dominant: heterozygotes express the same phenotype as 

derived homozygotes. Recessive: heterozygotes express the same phenotype as ancestral 

homozygotes. Solid vs. dotted lines: see Figure 2 caption. 
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Figure 8. (A) Pairwise epistasis always decreases QTL detection power, but this effect is a lot 

stronger in certain epistatic scenarios than others. (B) Estimates of narrow-sense heritability for a 

given epistasis scenario at a given time-point are calculated from the breeder’s equation (Lush 

1943), averaged across all 100 simulation replicates. Solid vs. dotted lines: see Figure 2 caption. 
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Figure 9. The choice of optimal experimental design depends on the underlying trait 

architecture. Extending the selection experiment from four to nine generations substantially 

increases detection power at higher false positive rates when the effect of derived allele is (A) 

additive, but such effect is minimal when the derived allele is either (B) completely dominant or 

(C) completely recessive. Models with 10 QTLs are used. Additive: heterozygotes express 

intermediate phenotype. Dominant: heterozygotes express the same phenotype as derived 

homozygotes. Recessive: heterozygotes express the same phenotype as ancestral homozygotes. 

Solid vs. dotted lines: see Figure 2 caption.  
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Abstract 

 

The genomic changes accompanying a population collapse can give us unique insight about the 

various demographic and selective processes that occur during such a drastic event, but temporal 

genomic data that allow for such studies are rare. In this paper, we use time-series whole genome 

sequencing data spanning 58 years to investigate the genomic ramifications of a fisheries 

collapse in the Atlantic cod (Gadus morhua) population in the southern Gulf of St. Lawrence. 

We found that despite its large census population size even after the population collapse (in tens 

of millions), noticeable genetic drift has occurred and intensified during this short period of time. 

Genetic diversity has steadily declined in the population even before the onset of the population 
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collapse, likely a result of centuries of heavy exploitation and continuous population decline 

prior to the collapse. Although significant phenotypic shifts in response to size-selective 

harvesting are well documented in this population, we failed to detect any genetic signatures 

underlying such fisheries-induced evolution, suggesting that it is either highly polygenic, plastic, 

or a combination of both, and thus potentially reversible on the genetic level. In contrast, we 

discovered that several genomic regions with important roles in the life history of the Atlantic 

cod have retained higher levels of polymorphisms over time than the rest of the genome, possibly 

due to balancing selection. Some of these genomic regions are known to be associated with the 

spawning time of the Atlantic cod, suggesting that this population could be composed of two 

spawning components with slightly different life histories. These findings have important 

implications in fisheries management and conservation.  
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Introduction 

 

The current era, termed the Anthropocene, is characterized by the dominating role that humans 

play to fundamentally alter the geology and ecosystems on Earth (Vitousek et al., 1997; Lewis & 

Maslin, 2015). Through impacts such as habitat alteration, overharvesting, pollution, 

introduction of invasive species, and climate change, humans have severely eroded the 

biodiversity around them, driving a vast number of species and populations into decline and even 

extinction (Wilson, 1999; Hutchings & Reynolds, 2004; Brook et al., 2008; Urban, 2015). The 

field of conservation biology was therefore created as a crisis discipline with a mission centered 

around the study of mechanisms through which populations decline and extinctions occur, as 

well as measures that could be taken to slow down and prevent such events from happening in 

the future (Soulé, 1985; Meine et al., 2006).  

 

Among the many tools that conservation biologists employ, genomics is one that promises to 

offer unique perspectives (Allendorf et al., 2010; Garner et al., 2016). Since different 

demographic processes and selection can leave distinct and lasting signatures on the genome of 

an organism, genomic data can help us decipher the various processes that occur during a 

population decline (Campbell-Staton et al., 2017; van der Valk et al., 2019; Pinsky et al., 2021; 

Sánchez-Barreiro et al., 2021) and may sometimes even give us a glance into what the future 

may bring (Bay et al., 2018; Capblancq et al., 2020). Particularly, time-series data tracking a 

population collapse allows us to observe the erosion (or the maintenance) of its genetic diversity 

and adaptive potential in real time, as well as the molecular mechanisms through which the 

population may succeed or fail to adapt to its various challenges (Hansen et al., 2012; 
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Malaspinas, 2016). These findings could then help inform us about the actions that we can take 

to conserve this population and others in the future.  

 

However, a key constraint in temporal genomic analysis of population declines is that samples 

from the populations prior to their declines are often not available. In this regard, commercially 

exploited marine fish species present us with a rare opportunity. Driven by overfishing, many 

marine fish populations have collapsed in the past decades. A meta-analysis has estimated a 

median reduction of 83% in 230 populations from their known historical population size within a 

mean of 25 years (Hutchings & Reynolds, 2004). Such population collapses have had far-

reaching repercussions for marine ecosystems, as well as the people whose livelihood depend on 

the fisheries (Frank et al., 2005; Schrank & Roy, 2013). Despite frequent fisheries closures 

following these collapses, many of the populations still failed to recover (Neubauer et al., 2013). 

Importantly, fish otoliths have been collected since the early 20
th

 century by fishery scientists to 

estimate the age composition of major commercial fish stocks (Campana & Thorrold, 2001; 

Nielsen & Hansen, 2008). Many of these otolith collections were archived by various research 

institutions and prove to be a reliable source of historical DNA (Carvalho et al., 1999; Nielsen & 

Hansen, 2008; Therkildsen et al., 2010a), offering us a chance to look back in time and track 

population declines with time-series genomic data.  

 

Previous studies have used genetic and genomic tools with a single or multiple timepoints to 

study the impact of fisheries on the genome-wide genetic variation in marine organisms and have 

had mixed results. Many of these studies focused on Atlantic cod because of its socioeconomic 

significance as well as the severity of its population declines (Kurlansky, 2011). Several studies 
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were able to detect the decline in effective population size in the Atlantic cod within the past few 

decades or centuries through demographic reconstruction using only contemporary data (Kess et 

al., 2019; Sodeland et al., 2022). Such reduction in effective population size could erode the 

genetic diversity and adaptive potential in the population as well as increase its realized genetic 

load (Hoffmann & Sgrò, 2011; DeWoody et al., 2021; Bertorelle et al., 2022) . Interestingly, 

studies that actually used temporal sampling have failed to detect these signals in the Atlantic 

cod (Ruzzante et al., 2001; Therkildsen et al., 2010b, 2013a; Pinsky et al., 2021), so it is not 

clear whether these previous studies have been underpowered or whether the time scale is too 

short for any meaningful signal to emerge. In contrast, a meta-analysis (Pinsky & Palumbi, 2014) 

studying contemporary populations across 140 species has found that the genetic diversity in 

overfished populations is generally lower than the non-overfished ones.  

 

In addition to the neutral process of genetic drift, a population collapse can also be accompanied 

by selective forces systematically altering the allele frequencies in the population. Rather than 

randomly removing individuals from the population, fisheries tend to have a stronger impact on 

fish that grow faster and mature later (Swain et al., 2007; Czorlich et al., 2022). Therefore, rapid 

phenotypic responses, often in the form of slower growth rate and earlier maturation, have been 

widely documented in overfished populations (Heino et al., 2015). Such fisheries-induced 

evolution has been proposed to be an explanation for the lack of population recovery despite 

fisheries closures (Heino et al., 2015). However, it is difficult to unequivocally demonstrate 

changes on the genomic level with phenotypic data alone. In addition, genomic evidence is not 

just the “smoking gun”; an understanding of the genomic architecture underlying such a 

phenotypic change can help us predict its reversibility. For example, when the observed 
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phenotypic change is driven by a few loci of large effect, they can rapidly fix in the population 

and result in an irreversible change. Alternatively, when the trait is governed by many loci of 

small effect, subtle allele frequency shifts at many loci could be sufficient to generate a 

significant phenotypic response that is reversible on the genomic level (Lou et al., 2020b). 

Evidence for both scenarios has been documented in the fisheries-induced-evolution literature. 

For example, Pinsky et al. (2021) were not able to detect signatures of strong allele frequency 

divergence in the Atlantic cod over time using a whole genome sequencing approach, suggesting 

that the phenotypic change is highly polygenic and/or plastic. This result is in contrast with two 

other studies on an experimental Atlantic silverside population (Therkildsen et al., 2019) and a 

wild Atlantic salmon population (Czorlich et al., 2022), where one or a few large-effect loci have 

shifted rapidly in frequency in response to size-selective mortality, driving the rapid evolution in 

growth rate and maturation rate. In addition, Therkildsen et al. (2013a) have found evidence for 

significant allele frequency shifts in the Atlantic cod in the southern Gulf of St. Lawrence, but 

their result is limited by a small number of genetic markers and is further obscured by having 

mixed cohorts at each time point. Therefore, more work on this is needed.  

 

In this study, we return to the Atlantic cod population in the southern Gulf of St. Lawrence. 

Combining the high resolution of whole-genome sequencing with the power of a time-series 

study design, we investigate the genomic ramifications of a population collapse. We select the 

southern Gulf of St. Lawrence as our study population because it is an excellent example of an 

Atlantic cod population that has collapsed due to heavy fishing pressures. Since the 1950s when 

historical records were first available, this population has been in steady decline, until the early 

1980s when there was an abrupt expansion (Figure 1). Fishing pressure remained high 
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throughout this period, finally driving the population to a drastic collapse in the early 1990s 

(Figure 1). It has never recovered since then despite multiple years of moratoria on commercial 

fisheries and is predicted to go extinct mid-21
st
 century (Swain et al., 2019). In addition, this 

population exhibits signatures of fisheries-induced evolution on the phenotypic level, and the 

underlying genetic mechanism has previously been investigated using a SNP chip approach 

(Figure 1) (Swain et al., 2007; Swain, 2011; Therkildsen et al., 2013a). Furthermore, since it is 

known to be a relatively isolated population that does not appear to be strongly affected by 

migration from neighboring population (Therkildsen et al., 2013a), we are more likely to be 

tracking the same population through time. 

 

We address the following research questions. First, can the effects of genetic drift be detected in 

this large population within a short time span? If so, has genetic drift intensified over time in 

response to the population collapse, and has its genetic diversity been eroded as a result? 

Furthermore, what is the genomic architecture underlying the fisheries-induced evolution as 

documented on the phenotypic level, and what does this tell us about the reversibility of the 

phenotypic change? Finally, a recent study based only on contemporary sampling (Sodeland et 

al., 2022) suggested that balancing selection play a role during the population collapse by 

maintaining the polymorphism at key genomic loci. Do we see evidence of this in the temporal 

data generated here? 

 

Materials and methods 

 

Sample selection  



 

 
 

164 

 

We targeted Atlantic cod samples that were collected in the 4Tn management division of the 

southern Gulf of St. Lawrence, Canada (Figure S1) between 1960 and 2018. These samples were 

either collected in commercial fisheries or from surveys conducted by Fisheries and Oceans 

Canada, and were obtained from Fisheries and Oceans Canada. To make sure that the difference 

between collection time represents the true temporal distance between samples and to avoid 

confounding signals of ontogenetic change, we aged the fish samples using their otoliths and 

targeted the same age class at all time points. We chose age 7 because of sample availability, as 

well as the fact that the sampling process tends to have a strong length bias for younger fish, 

since smaller individuals of younger age can go through the mesh net and avoid being captured. 

We aimed to obtain at least 30 samples per time point. When there were not enough 7-year-old 

fish at a certain year, we also included samples collected from an adjacent year. Based on the 

availability of age-7 samples, the following time points were selected: 1960, 1969-1970, 1984, 

1996-1997, 2001, 2007-2008, and 2018. All samples prior to 2018 were otoliths, whereas fin 

clips were also available for the 2018 samples and were used for DNA extraction.  

 

DNA extraction, library preparation, and sequencing 

 

All samples from prior to 2000 were processed in a laboratory dedicated to ancient DNA 

research to minimize the chance of cross-contamination from modern samples. We extracted 

DNA from otoliths and fin clips using the Qiagen DNEasy blood and tissue kit following the 

manufacturer’s instructions and the protocol described in (Therkildsen et al., 2010a). We 

quantified the DNA extracts using Qubit high-sensitivity assays and prepared genomic DNA 
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libraries from the successful extractions following the tagmentation-based protocol described in 

(Therkildsen & Palumbi, 2017) for low-coverage whole genome sequencing. The individually 

indexed libraries were pooled and sequenced on 12 Illumina NextSeq lanes with single-end 75bp 

reads. We used the first lane to quantify relative yield and adjusted the amount of each library in 

the pool for remaining lanes to even out the final yield. However, due to lower mapping rates 

and higher duplication rates, older samples still ended up having lower coverage for downstream 

analysis compared to the newer ones. Therefore, we prepared additional libraries for a subset of 

samples from 1984 and earlier using the “Blunt-End-Single-Tube” protocol that is specifically 

designed for historical samples (Carøe et al., 2018). We pooled these libraries with a subset of 

Nextera libraries from more recent time points to control for potential batch effects (Lou & 

Therkildsen, 2021) and sequenced this new pool on an Illumina NovaSeq lane with paired-end 

150bp sequencing.  

 

Data processing and quality control 

 

All scripts used for data processing and analyses in this paper are available on GitHub 

(http://github.com/therkildsen-lab/gosl-cod/). We generally followed the computational pipeline 

described in (Lou et al., 2021) for data processing. Briefly, we first clipped adapter sequences 

from raw fastq files using Trimmomatic-0.39 (Bolger et al., 2014). We performed window-based 

quality trimming and poly-G trimming using fastp-0.19.7 (Chen et al., 2018), as both NextSeq 

and NovaSeq platforms use a two-color chemistry that could lead to poly-G tails (Lou & 

Therkildsen, 2021). We used bowtie2-2.3.5.1 (Langmead & Salzberg, 2012) to map the 

sequencing reads to the gadMor3 reference genome (NCBI accession ID: GCF_902167405.1), 
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and samtools-1.11 (Li et al., 2009) to sort resulting bam files. Since each sample was sequenced 

in multiple lanes, we also used samtools to merge these bam files. We removed duplicated reads 

using the MarkDuplicates module in Picard Tools-2.9.0 (http://broadinstitute.github.io/picard/), 

and clipped the overlapping read pairs using the clipOverlap module in bamutil-1.0.14 (Jun et al., 

2015). Lastly, we used GATK-3.7 (McKenna et al., 2010) to realign reads arounds indels. We 

used fastqc (Andrews, 2010) to inspect the quality of raw fastq files and the final bam files. We 

used samtools and custom scripts to count the amount of sequencing data that survived each step 

of data processing and excluded samples with lower than 0.2x coverage after indel-realignment 

from all subsequent analyses.  

 

Detection and filtering of cross-contamination 

 

Because historical otolith samples were not intended for genomic studies at the time of their 

collection, they were not processed with a protocol that best prevents cross-contamination. To 

detect potential cross-contamination among our samples, we used two independent approaches. 

First, there are four major chromosomal inversions in the Atlantic cod genome, and two of them 

are polymorphic in the southern Gulf of St. Lawrence. Without cross-contamination, all samples 

in our dataset are expected have one of the three genotypes at each of these inversions: 

homozygote for the major inversion haplotype, homozygote for the minor inversion haplotype, 

and heterozygote. Samples with signatures of intermediate genotypes that do not clearly fall into 

one of these three are thus likely contaminated by another sample with a different genotype. We 

determined the inversion breakpoints by mapping the sequences used for a linkage map 

generated by Kirubakaran et al. (2019) to the gadMor3 reference genome using bowtie2. The 
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families that were used for the linkage map have different inversion haplotypes from the 

gadMor3 reference genome at all four inversions, so we plotted the relationship between the 

genetic distance in the linkage map and physical distance along the gadMor3 reference genome, 

through which inversion breakpoints could be identified. Within these breakpoints, we located 

the top 10000 SNPs that show the highest divergence between the two inversion haplotypes at 

LG01 and LG12. We counted the alleles at these SNPs for each individual and summed them up. 

Without contamination, each individual should have either 0%, 50%, or 100% of the ancestral 

(or derived) alleles at each of the two inversions.  

 

Secondly, unlike in the case of the nuclear genome, each sample is expected to carry a single 

copy of maternally inherited mitochondrial genome. Therefore, samples that have highly 

polymorphic mitochondrial genomes are also likely to be contaminated. We first did SNP calling 

on the mitochondrial genome using ANGSD with the -rf flag, restricting the analysis on the 

mitochondrial genome which is a part of the gadMor3 refence genome. At these mitochondrial 

SNPs, we used ANGSD to first perform allele counting and then estimated their heterozygosity 

using the realSFS module. We extracted the lowest major allele frequency at each individual 

from the allele count. Without contamination, each individual should have its lowest major allele 

frequency close to 1, and a heterozygosity close to 0.  

 

We found that individuals that show signs of intermediate genotype at either inversion also tend 

have more polymorphic mitochondrial genomes (Figure S2), suggesting that both measures are 

good indicators of cross-contamination. Therefore, we excluded individuals that have 20-30% of 
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either ancestral or derived alleles at either inversion. We also excluded individuals that have both 

a lowest major allele frequency lower than 70% and a heterozygosity higher than 0.15.  

 

SNP calling, filtering, and LD pruning 

 

To establish proper depth filters for SNP calling, we first ran ANGSD-0.935 (Korneliussen et al., 

2014) with the -doDepth 1 -minMapQ 20 -minQ 20 -remove_bads 1 -only_proper_pairs 1 -C 50 

options to obtain the distribution of total sequencing depth per position summed across all 

samples. We fitted a normal distribution curve to the main peak of this empirical depth 

distribution and used two standard deviations around the mean of the fitted normal distribution as 

the depth cutoffs for SNP calling. The reason why this is useful is that the standard deviation of 

the empirical distribution is very high due to a bimodal shape (lots of sites with depths close to 

zero) and a long tail (many sites with very high depths, potentially due to repetitive sequences), 

so we could not use the empirical standard deviation to determine depth cutoffs as many other 

studies did (Lou et al., 2020a). After the depth thresholds were determined, we ran ANGSD with 

the following options for SNP calling: -GL 1 -doGlf 2 -doMaf 1 -doMajorMinor 1 -doCounts 1 -

setMinDepth 184 -setMaxDepth 404 -minInd 77 -minQ 20 -minMapQ 20 -SNP_pval 1e-6 -

minMaf 0.01 -remove_bads 1 -only_proper_pairs 1 -C 50. This process also generated a beagle 

formatted genotype likelihood file that could be used for downstream analyses. 

 

Another potential artifact in our data is reference bias. Longer sequences are more likely to be 

aligned correctly to the reference genome with high confidence. However, samples of different 

ages tend to have different fragment lengths because of DNA degradation. In addition, our 
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samples were sequenced with both single-end 75bp reads and paired-end 150bp reads. As a 

result, different samples could have different levels of reference bias, potentially introducing 

batch effects that can confound real biological patterns (Lou & Therkildsen, 2021). To account 

for this problem, we ran ANGSD with the -doCounts1 dumpCounts 1 options across all sites, 

first using no minimum mapping quality threshold (-minMapQ 0) and then using a minimum 

mapping quality threshold of 20 (-minMapQ 20). This way, we were able to calculate the 

proportion of reads with a mapping quality lower than 20 for each site. The higher this 

proportion is, the more likely this site is affected by reference bias (Lou & Therkildsen, 2021). 

We located the sites with more than 10% reduction in their read depths after a mapping quality 

threshold of 20 is imposed and removed them from our SNP list and all subsequence analyses.  

 

Certain analyses require a list of SNPs that are independent from each other (i.e., not physically 

linked). To obtain such a SNP list, we first filtered out all SNPs within the known inversion 

regions at LG01, LG02, LG07 and LG12. We then downsampled the SNP list by selecting every 

one out of three SNPs to reduce the computational cost, and estimated linkage disequilibrium 

(LD) using ngsLD-1.1.1 (Fox et al., 2019) for each SNP pair within 15kbp. Lastly, we used the 

prune_graph.pl script in ngsLD to perform LD pruning, generating a SNP list in which no SNP 

pairs within 15kbp have an r
2
 value higher than 0.5.  

 

Characterizing the patterns of genetic variation genome-wide 

 

We performed an admixture analysis with both ngsAdmix (Skotte et al., 2013) and PCAngsd-

1.03 (Meisner & Albrechtsen, 2018) using the LD pruned SNP list to verify that we have been 
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sampling from the same population over time. We performed a principal component analysis 

(PCA) using both the full SNP list and the LD pruned SNP list. Two PCA methods were used: 

ANGSD (random read sampling) and PCAngsd (genotype-likelihood based approach). We 

extracted the first 50 PC axes from the PCA result and performed a discriminant analysis of 

principal components (DAPC) (Jombart et al., 2010) with the lda function in the MASS package 

in R (Ripley et al., 2013), using the seven different time points as population labels. A global 

minor allele frequency filter of 0.05 was used for all the above analyses. 

 

We estimated the allele frequencies of each SNP using ANGSD with the following options -

dosaf 1 -GL 1 -doGlf 2 -doMaf 1 -doMajorMinor 3 -doCounts 1 -setMinDepth 5 -setMaxDepth 

404 -minInd 5 -minQ 20 -minMapQ 20 for each time point separately. This process also 

generates a sample allele frequency likelihood (saf) file for each population, which we used to 

estimate the two-dimensional site frequency spectrum (2dSFS) between each pair of time points 

using the RealSFS module in ANGSD. We then estimated per-SNP FST between each pair of 

time points using the genome-wide 2dSFS as a prior. The genome-wide average genetic distance 

between time points could then be quantified as the average values of FST across the LD pruned 

SNPs with a global minor frequency higher than 0.05. To examine the isolation-by-time (IBT) 

patterns among the time points, we performed a Mantel test for the correlation between genetic 

distance and temporal distance, using the ade4 package in R (Dray & Dufour, 2007).  

 

We quantified the level of genetic diversity at each time point using several different metrics. 

First, we established a list of genomic sites with adequate data (i.e. setMinDepth 184 -

setMaxDepth 404 -minInd 77) to the entire genome, and further excluded the sites identified 
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above as prone to reference bias. We note that both polymorphic and monomorphic sites are 

included in this list (i.e., no SNP p-value or minor allele frequency threshold are used to filter 

sites). At these genomic sites, we obtained population-level estimates of θ. We generated saf files 

(-GL 1 -doSaf 1 -minQ33 -minMapQ 20 -remove_bads 1 -only_proper_pairs 1 -C 50) and 

estimated the site frequency spectrum (SFS) at each time point using ANGSD and its realSFS 

module. The gadMor3 reference genome was used to polarize the SFS. Genome-wide average 

nucleotide diversity (π) and Watterson’s estimator of θ were directly obtained from the SFS, 

while estimates in fixed windows were obtained from the ThetaStat module in ANGSD using the 

genome-wide SFS as a prior. Tajima’s D was also estimated in this process. Similarly, to obtain 

estimates of individual heterozygosity, we generated a saf file and an SFS for each sample 

separately. All of these analyses were carried out twice, first including both transitions and 

transversions, and then ignoring all transitions using -noTrans 1 to control for the effect of DNA 

degradation (Lou & Therkildsen, 2021). We then used the transition transversion ratio at the 

most recent timepoint to correct for the estimates where transitions are ignored, assuming that 

this ratio has remained constant over time.  

 

To validate our estimates of genetic diversity and to quantify the level of genetic load at different 

timepoints, we repeated the estimation of genetic diversity for evolutionarily conserved sites 

only. To obtain a list of conserved sites, we first used the Ensembl Compara API to retrieve the 

Genomic Evolutionary Rate Profiling (GERP) scores at positions on the gadMor3 reference 

genome estimated from a 65-way fish multiple genome alignment by the Ensembl project 

(Cooper et al., 2005; Herrero et al., 2016; Cunningham et al., 2022). From the complete list of 

sties that we used in the previous step to estimate genetic diversity genome-wide, we chose those 
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with a GERP score higher than 4, which is a commonly used cutoff to locate the sites on which 

mutations would have a strongly deleterious effect (Robinson et al., 2016; Huber et al., 2020). 

Lastly, we excluded sites with a global minor allele frequency higher than 0.05 from this list, 

since we know that they are not highly conserved in our dataset. At these conserved sites, we 

estimated levels of genetic diversity following the procedure described above, and also 

calculated the proportion of sites that are homozygous for the derived allele in each individual 

from the individual-level SFS as a measure of realized genetic load.    

 

Searching for signals of selection 

 

To detect signals of selective sweeps, we first examined the allele frequency divergence in all 

pairs of time points, using FST per SNP and in fixed 2 kbp windows. Specifically, we looked for 

genomic regions that have significantly elevated FST compared to the rest of the genome. 

Similarly, we also compared the estimates of π in fixed 5 kbp windows between time points, as 

selective sweeps tend to leave signatures of reduced genetic diversity over time.  

 

In anticipation of a highly polygenic nature of positive selection, we also employed a genome-

wide association (GWA) approach. Individual data of fish length were available for all samples 

collected in 1984 and after. Using these as the response variable, we ran a GWA analysis with 

the -doAsso 5 option in ANGSD. We then tested whether loci that show association with length 

also tend to be more differentiated over time. We also tested whether alleles that contribute 

positively to the trait have decreased in frequency over time (and vice versa).  
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To detect signals of balancing selection and fluctuating selection, we measured the cumulative 

allele frequency change across time points. For this analysis, only SNPs that have data from 

more than ten individuals in every time point were used. Their allele frequencies at each time 

point were first angular transformed to account for the effect of drift (Fisher & Ford, 1947; Kelly 

& Hughes, 2019; Lou et al., 2020b), and the cumulative allele frequency change was obtained by 

taking the sum of the absolute values of allele frequency differences between adjacent time 

points. SNPs that are affected by balancing selection would tend to have lower values of 

cumulative allele frequency change compared to the genome-wide average, and SNPs under 

fluctuating selection would have higher values. Additionally, we plotted both the raw and 

angular transformed cumulative allele frequency change at each SNP against its average allele 

frequency across all timepoints and verified whether the genomic regions putatively under 

selection exhibit different levels of allele frequency change from the rest of the genome given the 

same average allele frequency.  

 

Four chromosomal inversions are known to play important roles in the life history of the Atlantic 

cod (Kirubakaran et al., 2016; Berg et al., 2017; Clucas et al., 2019). We took a closer look at 

them by first performing a PCA with SNPs located within each inversion. If the inversion is 

polymorphic in the samples, the PCA would generate three clusters, each corresponding to a 

genotype (Ma & Amos, 2012). We could then genotype our samples and compute the allele 

frequency as well as the observed and expected heterozygosity at each time point for each 

inversion.  

 

Loci associated with spawning time 
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In our FST scan, we discovered several outlier regions between certain time points that are 

located at the same linkage group as the loci that were previously found to be associated with 

spawning time in the Atlantic cod in the Gulf of Maine (Clucas et al., 2019). However, their 

positions are not directly comparable since we mapped our data to a new reference genome. 

Therefore, we extracted these regions from the gadMor3 reference genome and mapped them to 

the gadMor2 reference genome (Tørresen et al., 2017) using bowtie2, so that we could compare 

whether these are the same outliers.  

 

To further investigate the pattern of variation at these spawning-time-associated loci across time, 

we performed PCA at these loci using PCAngsd. We examined the changes in the PC1 score 

over time and tested the correlation between the PC1 score and the date of sample collection in a 

year.  

 

Results 

 

Data processing and filtering 

 

A total of 227 samples were sequenced, 187 of which have passed the minimum coverage filter 

of 0.2x. After contamination filtering, 154 remained and went to downstream analyses. The 

sample size at each time point ranges from 16 to 28, and the total sequencing depth per time 

point ranges from 22.2x to 41.7x (Figure S3). The average sequencing depth per site per 

individual is 1.51x. SNP calling yielded 7,110,894 SNPs, 5,333,369 of which survived reference 
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bias filtering. The average sequencing depth across these SNPs is 1.93x (Figure S4). The 

sequencing depth at called SNPs is higher than the genome-wide average because a considerable 

portion of the reference genome is unmappable.  

 

LD pruning further reduced the number of SNPs to 1,219,465 for certain analyses. For analyses 

such as PCA and admixture, a more stringent minimum allele frequency filter of 0.05 was 

imposed, leading to 2,778,145 and 641,117 SNPs, before and after LD pruning respectively. For 

analyses in which we required data from at least 10 individuals per time point (e.g. the 

cumulative allele frequency change), 5,095,405 SNPs satisfied such criteria.  

 

A total of 322,956,494 sites (monomorphic and polymorphic combined) have passed depth filters 

and reference bias filters and they are used in our genome-wide genetic diversity estimates. Out 

of these, 664,209 sites have a GERP score higher than 4 and a global minor allele frequency 

lower than 0.05, and they are considered to be evolutionarily conserved.  

 

Genome-wide patterns of genetic variation 

 

The admixture analysis fails to distinguish the samples collected at different time points, 

suggesting that we have sampled from the same population over time (Figure 2A). The PCA with 

the LD pruned SNP list also suggests that a lot of the genetic variation lies within each time point 

rather than between different time points, as the distribution of samples from different time 

points generally overlap with each other along the PC1 and PC2 axes (Figure 2B). However, if 

we compare the centroids of different time points, there is a subtle signal of isolation-by-time 
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(IBT) along the PC2 axis. Interestingly, the 1984 and 2018 populations do not follow this trend 

along PC2 and instead differ from other time points along the PC1 axis. This signal can be 

explained by the potential existence of two spawning components in this population, and it will 

be explored in later sections. This IBT pattern is more clearly demonstrated in the DAPC 

analysis, where the arrangement of time points along the first discriminant function generally 

follows the direction of time (Figure 2C).  

 

The genome-wide average FST ranges from 0.0077 to 0.0119 between different time points. The 

Mantel test confirms that there is a statistically significant positive association between genetic 

and temporal distance in our samples (p=0.029, r
2
=0.23, Figure 2D). In addition, when we divide 

the population pairs into time periods, we find strong IBT patterns both in all pairs before 2000, 

those comparisons that span 2000, and those after 2000 (Figure 2E). Given the same temporal 

distance, the genetic distance between time points tends to be the highest for population pairs 

after 2000, and the lowest for population pairs before 2000. This signal is consistent with the 

population collapse in the 1990s and an elevated level of genetic drift since then, and it adds 

substantial noise to the overall IBT pattern.  

 

Our estimates of genetic diversity further corroborate the observable effects of genetic drift and 

its intensification over time in our study system. There are subtle differences between the three 

measures of genetic diversity that we used (i.e., nucleotide diversity, Watterson’s θ, individual 

heterozygosity) because they respond to demographic changes at different time scales (Figure 

3A-C). In general, however, there is a consistent declining trend in genetic diversity over the 

study period, even after ignoring all transitions to control for the effect of DNA degradation. 
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There is not a consistent difference in heterozygosity estimates between individuals sequenced 

with both NextSeq and NovaSeq and those that were sequenced only with NextSeq (Figure S5A), 

and sequencing depth is not correlated with estimated heterozygosity (Figure S6A).  

Furthermore, Tajima’s D increases over time (Figure 5D), consistent with a scenario of 

population contraction. Notably, in all these metrics, the genetic signals of population 

contraction have started from the earliest timepoint in this dataset, which is before the onset of 

the most recent and most dramatic population collapse, and they have continued since. However, 

we note that DNA degradation could generate similar patterns, and this possibility will be 

elaborated further in the discussion section. 

 

As expected, all measures of genetic diversity are significantly lower at the evolutionarily 

conserved sites (Figure 3A-C) than the genome-wide average at all timepoints, suggesting that 

these diversity estimates can be used as a proxy for genetic load. Across different timepoints, 

genetic load consistently decreases over time. Importantly, the higher amount of genetic load at 

the earlier timepoints of 1960 and 1970 is mostly masked, as evidenced by the large number of 

individuals with very few sites that are homozygous for the derived allele (Figure 3D). In other 

words, although there are higher numbers of potentially deleterious mutations at earlier 

timepoints, they are likely recessive and at low frequency, so they mostly exist in heterozygous 

form and do not carry direct fitness consequences. In contrast, although later timepoints harbor 

lower amount of genetic load, the realized genetic load is higher, as individuals have more sites 

that are homozygous for the derived allele (Figure 3D). This pattern is not likely an artifact of 

sequencing batch or sequencing depth (Figure S5B, S6B), and the opposite pattern would be 
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expected if DNA degradation underlies this (i.e. older samples should have more sites that are 

homozygous for the derived allele).  

 

The search for selection 

 

Most pairs of time points do not have regions of strongly elevated FST along the genome (Figure 

4A). There are some individual outlier SNPs with significantly higher FST values than the rest of 

the genome, but their neighboring SNPs do not share the same pattern, making them more likely 

the result of sampling noise or unresolved reference bias rather than true signals of large allele 

frequency shift over time (Lou & Therkildsen, 2021; Pinsky et al., 2021). Furthermore, we spot 

checked some of these outlier SNPs and none of them are located close to genes with known 

functions associated with growth and maturation. Similarly, we do not observe outlier regions 

exhibiting highly reduced genetic diversity over time, confirming the absence of strong selective 

sweeps at a few genomic loci (Figure 4B).   

 

The GWA analysis with individual length data also fails to detect any SNPs that are significantly 

associated with length after multiple testing correction (Figure 4C). In addition, the top SNPs in 

the GWA analysis do not exhibit stronger allele frequency divergence than other SNPs over time, 

nor was there an overall trend of allele frequency decrease in alleles that are positively associated 

with the trait.  

 

Despite stability across many pairwise comparisons across year, multiple regions on the genome 

show up as outliers in their cumulative allele frequency change over the entire study period. 
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Particularly, the inversion at LG01 has lower levels of cumulative allele frequency change over 

time than the rest of the genome, both with angular transformation (Figure 5A, S7B) and without 

angular transformation while controlling for average allele frequency across timepoints (Figure 

S7A). An in-depth examination at this inversion shows that its haplotype frequency has shifted 

slightly over time (Figure 5B). However, the observed and expected heterozygosity at this 

inversion generally remain high and stable during the study period (Figure 5C). Furthermore, the 

estimated Tajima’s D at LG01 is much higher than that of other chromosomes at all time points, 

indicating an excess of intermediate-frequency alleles in LG01 (Figure 5D). All these signals 

support that the LG01 inversion has remained highly polymorphic throughout the population 

collapse due to balancing selection.  

 

In contrast, the inversion at LG12 and a narrow region on LG18 has higher levels of cumulative 

allele frequency change than the rest of the genome (Figure 5A, S7). In some pairwise FST 

comparisons across time points, they also show up as outliers along with another narrow region 

on LG21 (Figure 6A). The minor haplotype at the LG12 inversion remains at low frequency 

around 10% but rises to intermediate frequency in 1984 and 2018 (Figure 5B, 5C). Similarly, 

PCA results at all three of these outlier regions show that the samples in 1984 and 2018 strongly 

diverge from other time points along the PC1 axis (Figure 5B). These are typical signals of 

fluctuating selection, and if we did not know about these outlier loci a priori, we would most 

likely have made such a conclusion.  

 

However, in a previous study, we discovered genomic regions that are strongly associated with 

the spawning time of Atlantic cod in the Gulf of Maine, and these regions happen to be the 
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inversion at LG12 and some narrow regions on LG18 and LG21 (Clucas et al., 2019). After 

aligning the outlier regions discovered in the Gulf of St. Lawrence to the previous reference 

genome (gadMor2), we find that these are indeed the same regions. The LG18 outlier of the 

present study matches perfectly to the LG18 outlier from the previous study, and the LG21 

outlier of the present study aligns to two separate outliers at LG21 in the gadMor2 genome, 

likely reflecting a misassembly in the gadMor2 genome that is corrected for in the gadMor3 

genome. Linear models confirm that there is a significant association between the PC1 score at 

each of these inversions and the date of sample collection in a year (Figure 6C). Unfortunately, 

there is limited variation in sampling date within a year to further disentangle the effects of 

sampling year and sampling date.  

 

Discussion 

 

In this study, we used time-series data before and after a collapse of the Atlantic cod fisheries in 

the southern Gulf of St. Lawrence to investigate the genomic changes accompanying this drastic 

demographic change (Figure 1). We found that despite its large census population size even after 

the population collapse (in tens of millions), noticeable genetic drift has occurred during this 

short period of time, and it has intensified after the population collapse (Figure 2). Genetic 

diversity has consistently declined in the population, and this trend seems to have started before 

the most recent population collapse (Figure 3). Similarly, genetic load has decreased over time, 

but the realized load has increased (Figure 3). Although significant phenotypic shifts in response 

to size-selective harvesting are well documented in this population (Figure 1), we failed to detect 

any genetic signatures underlying such fisheries-induced evolution (Figure 4). In contrast, we 
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discovered that some genomic regions with important roles in the life history of the Atlantic cod 

have maintained higher levels of polymorphisms over time than the rest of the genome, likely a 

result of balancing selection (Figure 5). Some of these genomic regions are known to be 

associated with the spawning time of the Atlantic cod, suggesting that this population could be 

composed of two spawning components with slightly different life histories (Figure 6).  

 

Genomic signatures of a population collapse driven by overfishing 

 

Our results show that the genetic distance between Atlantic cod sampled at different time points 

is significantly associated with their temporal distance (Figure 2D). This pattern is unlikely an 

artefact of DNA degradation, since rare alleles introduced by post-mortem damage are not used 

in our estimation of genetic distance (i.e. FST) and reference bias in the data has been accounted 

for. Such isolation-by-time pattern has rarely been reported in marine systems because they tend 

to have large population sizes and thus require extensive longitudinal sampling and a large 

number of genetic markers for the subtle effects of genetic drift to be detected. In fact, 

Therkildsen et al. (2013a) have previously used simulation to show that with ~1000 SNPs, there 

is only 14% chance to detect genetic drift in the same Atlantic cod population at a similar time 

scale. Whole genome sequencing was used in another temporal study with Atlantic cod by 

Pinsky et al. (2021), and the FST value between 1940 and 2013 was estimated to be 0.012, which 

is comparable to our estimates. But since they only have two time points, a test of isolation-by-

time was not possible. In this study, with more than a million unlinked SNPs, we were finally 

able to reveal the effect of genetic drift.  
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The isolation-by-time pattern in our data also demonstrates that the effect of genetic drift has not 

been static over time. Instead, given the same temporal distance, samples collected after 2000 

have a higher genetic distance (Figure 2E). This pattern likely results from the severe population 

collapse that occurred in the early 1990s, which would increase the effect of genetic drift at later 

time points. Our estimates of genetic diversity further corroborate this, as they all decreased over 

time even after correcting for DNA degradation (Figure 3). Previous studies that have looked for 

genome-wide signatures of population collapse in a short period of time have had mixed results. 

For example, Ruzzante et al. (2001), Therkildsen et al. (2013a), and Pinsky et al. (2021) have all 

reported no loss of genetic diversity following population collapses in the Atlantic cod. However, 

the first two studies have very small and biased sets of genetic markers for the estimation of 

genome-wide diversity. The third uses a whole genome sequencing approach, but they estimated 

genetic diversity with only a list of called SNPs and assumed that all sites not included in the 

SNP list (e.g. those with a minor allele frequency lower than 0.05) are monomorphic. As a result, 

their nucleotide diversity estimates in both historical and modern samples are very low (~0.0008). 

In fact, these values are even lower than the nucleotide diversity in some endangered animals 

such as the chimpanzees, or in those that have gone through a severe bottleneck such as humans 

(Waterson et al., 2005; Corbett-Detig et al., 2015). Importantly, since low-frequency alleles are 

those that are most strongly impacted by a recent population collapse, their exclusion from the 

genetic diversity estimation could limit the authors’ power to detect the loss of genetic diversity 

over time.     

 

In contrast, our results are consistent with the findings by Kess et al. (2019) and Sodeland et al. 

(2022), who used demographic reconstruction to show that the effective population size in the 
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Atlantic cod has decreased recently due to overfishing. In particular, Sodeland et al. (2022) have 

also shown that the effective population size of Atlantic cod in the North Sea has started to 

decline long before the most recent population collapse in the past few decades. Similarly, other 

studies have detected signals of reduced genetic diversity following population declines in 

various terrestrial and freshwater systems using temporal data in short timespans (Allen et al., 

2018; van der Valk et al., 2019; Sánchez-Barreiro et al., 2021). Lastly, our results are consistent 

with the broader pattern of reduced genetic diversity in overfished populations uncovered in a 

meta-analysis by Pinsky & Palumbi (2014).  

 

Taken together, these finding suggests that centuries of anthropogenic exploitation have 

intensified genetic drift and reduced genetic diversity over time in Atlantic cod in the southern 

Gulf of St. Lawrence. This process has started before the most recent population collapse in the 

1990s, likely driven by the steady population decline since the 1950s when historical records 

were first available. The brief demographic expansion in the 1980s was not enough to reverse the 

trend, and the following population collapse has continued to erode genetic diversity with little 

sign of equilibrium being reached today. Since genome-wide genetic diversity is generally 

considered a good proxy for the adaptive potential of a population (DeWoody et al., 2021; 

Kardos et al., 2021), this finding has important conservation implications. This Atlantic cod 

population is already suffering from heavy predation due to a trophic cascade (Swain & 

Chouinard, 2008; Neuenhoff et al., 2018), and it is simultaneously threatened by a climate that is 

rapidly changing (Long et al., 2016). A reduction in its adaptive potential to these novel 

challenges does not bode well for its hope of recovery despite the current closure of fisheries.  
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In addition, a population collapse can result in heightened realized genetic load and reduced 

fitness. In a large population, a lot of recessive deleterious mutations could be segregating at low 

frequency because they are able to stay as heterozygotes and are not subject to strong selection 

pressure. After the population collapses, most of these mutations are lost to drift and some can be 

purged from the population by negative selection, but drift would also drive some of them to 

higher frequency, forming homozygotes and elevating the realized genetic load in the population 

(Robinson et al., 2018; Kyriazis et al., 2021; Mathur & DeWoody, 2021; Bertorelle et al., 2022). 

Our data is consistent with these theoretical expectations, suggesting that this population may 

already be suffering from reduced fitness due to the population collapse. 

 

There are several caveats to note regarding our genetic diversity estimates. First, the absolute 

values of different genetic diversity estimators, particularly Watterson’s θ, depend heavily on 

assumptions made about base quality scores when the per-sample sequencing depth is low, and 

therefore could be biased (Lou et al., 2020a). However, the relative values of the same estimator 

through time are still meaningful since that the samples were sequenced on the same lanes and at 

similar depth. But more importantly, we note that many of our genetic diversity results can also 

be explained by DNA degradation, since DNA degradation can introduce rare alleles to older 

samples and generate a similar pattern as demographic contraction. Although the exclusion of 

transitions is a commonly used approach in ancient DNA research to effectively control for post-

mortem damage (van der Valk et al., 2019; Liu et al., 2021; Sánchez-Barreiro et al., 2021; 

Trucchi et al., 2021; Kılınç et al., n.d.), more research is needed to determine whether it alone is 

sufficient to correct for all the artifacts introduced by historical samples. The observation of 

elevated realized genetic load in recent timepoints is less likely to be an artifact of DNA 



 

 
 

185 

degradation, but it is surprising that such strong signals can appear within decades, especially 

when the contemporary population size of Atlantic cod is still large compared to many other 

organisms, making inbreeding unlikely. Therefore, simulation studies could be used in the future 

to determine the plausibility of our observations. Lastly, we note that higher-coverage data 

would help resolve many of these issues, but they are often not unattainable especially with the 

historical samples.  

 

The lack of genetic evidence for fisheries-induced evolution 

 

We used methods based on allele frequency divergence, genetic diversity change, and trait 

association to search for genomic signals of fisheries-induced evolution as observed on the 

phenotypic level in this population, and we failed to find any (Figure 4). This result adds to the 

evidence presented by Pinsky et al. (2021) and confirms the absence of selective sweeps in 

another Atlantic cod population, but the time-series data used in our study offer several 

advantages. First, the outliers detected in one pairwise comparison can be validated in a different 

comparison, through which false positive signals can be reduced. For example, Pinsky et al. 

(2021) reported a potential target of positive selection on LG18, which has elevated FST 

compared to the rest of the genome. We also found the same region to be outliers in some of our 

pairwise comparisons, but a closer look at it reveals that it has fluctuated in frequency over time 

with no directional patterns (Figure 6). This fluctuation in frequency is potentially due to the 

presence of two spawning components in the population, and different components are likely to 

have been sampled in different years. In addition, our data give us some power to look for 

signals of polygenic adaptation, as we could first conduct a GWA analysis of fish length and 
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then look for the collective signals of allele frequency change among the top GWA candidates. 

Unfortunately, we were not able to detect any loci that are strongly associated with the 

phenotype, and the top loci do not exhibit any obvious collective signals that differ from the rest 

of the genome. This is most likely a limitation of our small sample size and low sequencing 

coverage but could also be due to strong environmental effect on the phenotype. If the 

phenotypic change is driven in part by genetic changes, however, our result demonstrates that it 

must be a highly polygenic one. Additional research is still needed to distinguish between the 

effects of polygenetic adaptation and phenotypic plasticity and measure their relative 

contributions to the fisheries-induced evolution that has been documented in many cod 

populations (Swain et al., 2007; Pinsky et al., 2021). A GWA analysis with a much larger 

sample size and epigenetics could be some of the potential approaches.  

 

The genetic architecture of the trait under selection is why our result stands in stark contrast with 

other studies that have reported signals of strong and rapid allele frequency change in response to 

size-selective fisheries in experimental and natural populations (Therkildsen et al., 2019; 

Czorlich et al., 2022). In both the Atlantic silverside and the Atlantic salmon, the traits under 

selection are associated with one or a few loci of large effect that explain as much as 40% of the 

trait variance. The loci could therefore respond rapidly and intensively to strong selective 

pressures. In the Atlantic cod, the absence of selective sweeps suggests that the traits putatively 

under selection (e.g., growth rate and maturate rate) are not controlled by these large-effect loci, 

and instead are either polygenic, plastic, or a combination of both. Notably, although two 

“supergenes” shaped by chromosomal inversions are polymorphic in this Atlantic cod population 
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and may have a large effect size for other traits in this system (Kirubakaran et al., 2016; Berg et 

al., 2017), they are not the target of selection imposed by fisheries.  

 

Regardless of the ultimate mechanisms underlying fisheries-induced evolution in the Atlantic 

cod, our results, along with others’, demonstrate that this process could be reversible on the 

genetic level. However, a reversal has not been observed yet despite decades of fisheries closures. 

Since heavy predation by grey seals is exerting a strong selective pressure on this population, 

such ecological factors should be further investigated as potential causes of the continued low 

growth rate and high maturation rate (Neuenhoff et al., 2018; Swain et al., 2019). More broadly, 

we emphasize that not all fisheries-induced evolutions are the same, and they should be managed 

differently depending on their genetic architectures. In some systems, the fixation of large-effect 

loci contributing to the trait under selection is a real possibility, and it could lead to irreversible 

changes and thus needs to be carefully monitored and managed. In other systems where the traits 

under selection are highly polygenic or plastic, fundamental ecological shifts might be of higher 

concern than the genetic ones. We also highlight that the genetic architecture of a trait may be 

different in different populations of the same species as in the case of Atlantic silverside and the 

Atlantic salmon (Therkildsen et al., 2019; Czorlich et al., 2022), suggesting that fisheries-

induced evolution should be managed on the population level rather than the species level.  

 

The role of balancing selection during a population collapse 

 

Although we failed to detect signals of consistent allele frequency change over time driven by 

directional selection, we discovered several regions on the genome that have exhibited unusual 
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patterns of cumulative allele frequency change. In particular, the inversion at LG01 has had 

lower amount of allele frequency change than expected from genetic drift, a signal of balancing 

selection (Figure 5A). A closer look at it confirms that it has maintained its level of 

heterozygosity over time despite the population collapse and has an excess of intermediate 

alleles at each time point than the rest of the genome (Figure 5C, 5D). The inversion at LG01 is 

known to be associated with migratory vs. stationary ecotypes and offshore vs. inshore habitats 

in different Atlantic cod populations (Therkildsen et al., 2013b; Kirubakaran et al., 2016), but its 

function in this particular population and the specific mechanisms through which balancing 

selection acts on it are not yet well understood. Sodeland et al. (2022) have also suggested 

balancing selection to be reason why three other chromosomal inversions are highly polygenetic 

in Atlantic cod populations in the North Sea, but signals from balancing selection can be 

confounded with other evolutionary processes (e.g. incomplete soft sweep) when only a single 

timepoint is used. With temporal data, we can more convincingly demonstrate stabilizing 

selection operating in real time, dampening the allele frequency fluctuation of the LG01 

inversion over time.  

 

In contrast to LG01, we showed that the inversion at LG12 along with two narrow regions on 

LG18 and LG21 have had higher cumulative frequency change than the genome-wide average 

(Figure 5A). The haplotype frequency at LG12 (Figure 5B) and the PC1 scores at these regions 

(Figure 6B) confirm that they have gone through sharp allele frequency shift in 1984 and again 

in 2018. These signals could be explained by strong fluctuating selection, but we found that these 

regions that are associated with spawning time in the Atlantic cod in the Gulf of Maine (Clucas 

et al., 2019). As a result, alleles at these regions may not be distributed uniformly across space 
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and time within a single year. In fact, if this cod population is composed of two spawning 

components as in the case of the Gulf of Maine, it is likely that samples in 1984 and 2018 are 

mostly from one spawning component, and samples from other years are mostly from the other 

spawning component. Therefore, from the perspective of this population as a whole, balancing 

selection maintaining the polymorphism at these genomic regions is a more probable explanation 

than fluctuating selection driving large allele frequency shifts every few decades or so. However, 

one caveat in our data is that the spawning condition of the samples when they were collected is 

mostly unknown. Therefore, although we discovered a correlation between these outlier regions 

and the date of the year when the samples were collected (Figure 6C), we are not able to 

conclusively determine the causal relationship between these outlier loci and the spawning time 

of Atlantic cod in the southern Gulf of St. Lawrence. Future research should attempt to sample in 

shorter time intervals within a year and target only fish in spawning conditions to directly 

establish the link between spawning time and these outlier regions. These findings would then 

have significant management implications, as the two potential spawning components could be 

managed separately or at least taken into account when designing monitoring surveys and 

constructing population models (Ying et al., 2011; Bekkevold et al., 2016; Brosset et al., 2019; 

Clucas et al., 2019).  

 

Overall, we argue that the maintenance of polymorphism at these key genomic loci despite a 

population collapse demonstrate their important roles in the life history of the studied population, 

and this may have played an important role in its persistence so far. However, with the Atlantic 

cod population in the southern Gulf of St. Lawrence continuing to decline and predicted to be 

extirpated in the mid-21
st
 century (Swain & Chouinard, 2008), our result strikes a less optimistic 
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tone than in (Sodeland et al., 2022), and we emphasize that although balancing selection plays a 

role in species persistence and ecological stasis, many other factors will play a role in 

determining such outcomes. 
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Figure 1. Overview of the study system and study design. Each panel shows the variation of a 

key variable through time in the southern Gulf of St. Lawrence, and our sampled time points are 

marked with grey vertical lines. From top to bottom: the abundance of Atlantic cod of age 5 and 

older (in millions); the amount of Atlantic cod harvested (in tons); the average length of age 7 

fish; and the estimated selection differential on length. This plot was recreated with the data 

presented in Swain et al. (2007) and Swain et al. (2019). Some variables were not measured or 

estimated in certain years, hence the missing data. 
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Figure 2. Genome-wide patterns of genetic variation over time. (A) Result of the admixture 

analysis, with K=2 and 3. (B) Result of the PCA analysis. One sample from 2018 appears as an 

outlier along PC1 and is removed from this plot to improve its readibility. (C) Result of the 

DAPC analysis using the first 50 PC axes in (B) as input. (D) and (E) Result of the Mantel test 

examining the correlation between genetic and temporal distance. A single linear model is fitted 

to all datapoints in (D), with the p-value and r
2
 of the Mantel test shown on the bottom right. 

Seprate linear models are fitted to pairs of time points before 2000, pairs of time points after 

2000, and pairs of time points with one before 2000 and one after 2000 (E). All panels in this 

figure were generated using the LD pruned SNP list.   
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Figure 3. Different SFS-derived summary statistics through time. (A) Nucleotide diversity 

(i.e., π). (B) Watterson’s estimator of θ. (C) Individual heterozygosity. (D) Proportion of 

homozygous sites with derive alleles within each individual. Colors indicate the list of loci used 

to obtain these estimates. Purple corresponds to all sites that have passed depth and reference 

bias filters, and orange corresponds to a subset of these that are evolutionarily conserved. Note 

that the scales on the y-axis are different among panels, and that (D) consists of two separate 

panels to show the pattern more clearly in each.  

  



 

 
 

194 

  

Figure 4. Genome-wide scan for selection. (A) Per-SNP FST between 1960 and 2007. (B) 
Changes in nucleotide diversity (i.e., π) from 1960 to 2007 in 5kbp windows. A positive value 

indicates an increase in π over time. Moving average curves are fitted to the data in (A) and (B) 

and are shown in blue. (C) The negative log transformed p-values of the GWA analysis per SNP. 

A Bonferroni corrected p-value of 0.05 is shown with a broken line.  
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Figure 5. The maintenance of polymorphisms at two chromosomal inversions despite a 
population collapse. (A) Cumulative changes in angular transformed allele frequency over time. 

Each point marks the average cumulative change in 500-SNP windows. Windows that resides 

within the LG01 and LG12 inversions are colored blue and red. (B) Variation of inversion 

haplotype frequency over time. The minor haplotypes in 1960 are tracked.  (C) Variation of 

observed and expected heterozygosity over time. (D) Variation of chromosomal-average 

Tajima’s D over time. LG01 and LG12 are colored in blue and red, and all other linkage groups 

in grey. Transitions are excluded from the estimation of Tajima’s D to control for the effect of 

DNA degradation.  
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Figure 6. Evidence for two spawning components of Atlantic cod in the southern Gulf of St. 
Lawrence. (A) Per-SNP FST between 1970 and 2018. FST outlier regions in LG12, 18, and 21 are 

shown in red, yellow, and purple, respectively. (B) Changes in the PC1 score at the FST outlier 

regions over time. Each dot represents the PC1 score of an individual, and random noise is added 

along the x-axis for better visibility. The distribution of PC1 scores for each time point is shown 

with a box plot, and the changes in average PC1 scores per time point is shown with a solid line. 

(C) Correlation between PC1 score of each individual and their date of collection in a year. 

Samples from all time points are pooled together in this analysis. The p-value of the linear model 

is shown on the top right corner of each panel.  
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SUPPLEMENTARY MATERIALS - CHAPTER 1 

Supplementary methods  

 

Here we provide additional details on methods described in different Sections of the main text. 

 

 

Section 2: Estimation of the cost of lcWGS 

 

The cost estimates presented in Table 1 assume a per library cost of 8 USD (details in Therkildsen and 

Palumbi 2017). This is the pro-rated cost of the reagents needed for a single library. An important 

consideration for researchers adopting lcWGS for the first time is that many of the reagents needed are 

only available in relatively large batches, requiring a substantial upfront investment. One of the most 

expensive reagents to acquire is often a sufficiently large set of indexed (barcoded) adapter oligos needed 

to individually label each library. To avoid misassigned reads due to index hopping, we recommend a 

unique dual index strategy (i.e. two unique oligos per sample for the P5 and P7 ends of the library 

construct; MacConaill et al., 2018). With May 2021 pricing, custom synthesis of each adapter oligo pair 

would cost ~44 USD, bringing the initial investment for oligos for 50 uniquely barcoded samples (which 

can then be pooled in a single sequencing lane) to ~2,200 USD. Several commercial barcoding adapter 

kits are also available and may be a cheaper option if a relatively small total number of samples are to be 

processed. The investment in indexed adapters is for most users a one-time investment in a resource that 

can be split among laboratories. 

 

 

Section 4: Population genomic inference from lcWGS data under different experimental designs 
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Basic simulation setup: We used SLiM3 (Haller & Messer, 2019) to generate forward genetic 

simulations of a 30Mbp chromosome within in silico populations under a diploid Wright-Fisher model. 

The simulated populations had an effective population size (Ne) of 10
5
 (unless otherwise noted), a 

mutation rate of 10
-8

 per base per generation, and a recombination rate of 2.5 cM/Mbp. These parameters 

were set to resemble a typical metazoan species with a relatively large population size (Allio, Donega, 

Galtier, & Nabholz, 2017; Stapley, Feulner, Johnston, Santure, & Smadja, 2017). See a discussion of how 

different parameter choices can affect our results in Part 2 below in these supplementary materials. We 

then sampled a subset of individuals in the simulated populations and used ART-MountRainier (Huang, 

Li, Myers, & Marth, 2012) to simulate different lcWGS experimental designs with different combinations 

of sample sizes and depths of coverage per sample. We performed genotype-likelihood-based analyses of 

these simulated sequencing reads with ANGSD (Korneliussen et al. 2014), and compared the power of 

different experimental designs for population genetic inference. We used the Samtools genotype 

likelihood model implemented in ANGSD (-GL 1) and only report the results from GATK model (-GL 2) 

when the two show significant discrepancies. In addition, we simulated data generated with other high-

throughput sequencing strategies, including Pool-seq and RAD-seq, and compared their performance with 

that of lcWGS.  

 

To examine the performance for different types of population genomic inference, we generated three 

separate sets of simulations. First, we simulated an isolated population to test the accuracy of lcWGS in 

estimating key population genetic parameters in a single population. Second, we simulated two different 

metapopulations to test the ability of lcWGS to infer spatial structure among subpopulations under 

different levels of connectivity. Lastly, we simulated two populations closely connected by gene flow 

under divergent selection, and tested the power of lcWGS to identify the genetic loci under divergent 

selection. The key model parameters used in our simulations are summarized in Table S2, and our entire 

simulation and analysis pipeline is available on GitHub (https://github.com/therkildsen-lab/lcwgs-

simulation, DOI: 10.5281/zenodo.5037406). 
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Population genomic inference for a single population: First, we tested the accuracy of low-coverage 

sequencing for allele frequency estimation with different sequencing strategies in a single simulated 

population with stable population size and no selection. We used SLiM3 to randomly generate a starting 

nucleotide sequence on a 30Mbp chromosome, and then created a diploid population with all individuals 

initially having this same starting sequence. We aimed to simulate a large population with effective 

population size (Ne) on the order of 10
5
. However, it is computationally expensive to directly simulate 

large population sizes with forward genetic simulation methods, since all individuals in the population 

need to be tracked in every generation, and more time is required to reach mutation-drift equilibrium. 

Therefore, we chose to scale down our simulated population size (N) by a factor of 100, and scale up the 

mutation rate (μ) and recombination rate (r) by a factor of 100. Because the most important parameters of 

the simulated population (e.g. nucleotide diversity, linkage disequilibrium, site frequency spectrum) 

depends on products in the form of Nμ, Nr, etc., this scaling approach can generate a realistic population 

with a reasonable computational cost (Uricchio & Hernandez, 2014).  

 

Specifically, we set N to be 1,000, and ran the simulation with μ = 1x10
-6

 per bp per generation and r = 

250 cM/Mbp for 10,000 generations, resulting in a population that has achieved mutation-drift 

equilibrium with population genetic parameters similar to what we find in natural diploid animal 

populations with Ne on the order of 10
5
 (Allio et al., 2017; Stapley et al., 2017). All mutations are neutral 

in this simulation. We output the entire haplotype sequences at the last generation in fasta format. We also 

output the true allele frequency for each site.  

 

Next, for each haplotype sequence, we used ART-MountRainier to simulate the sequencing process on an 

Illumina platform with 150bp paired-end reads and 10x coverage for each haplotype. We then sorted the 

resulting bam files and merged the two bam files originating from the two haplotypes of each individual. 

We created a series of datasets with all combinations of select sample sizes (5, 10, 20, 40, 60, 80, 160) 



 

 
 

206 

and depths of coverage per sample (0.25x, 0.5x, 1x, 2x, 4x, 8x) by randomly subsampling the merged 

bam files and the reads within them. For each combination of sample size and coverage per sample, we 

called SNPs and performed genotype likelihoods (using the Samtools genotype likelihood model) and 

allele frequency estimation using ANGSD-0.931 with the following options: -GL 1 -doGlf 2 -doMaf 1 -

doMajorMinor 5 -doCounts 1 -doDepth 1 -dumpCounts 3 -SNP_pval 1e-6 -rmTriallelic 1e-6 -setMinDepth 2 -

minInd 1 -minMaf 0.0005 -minQ 20.  

 

Based on the ANGSD output from each dataset, we then compared the inferred allele frequencies for each 

called SNP with the true allele frequencies in the simulated population, and quantified the accuracy in 

allele frequency estimation by calculating the Coefficient of determination (R
2
) and root-mean-square 

error (RMSE) using custom R scripts (Figure 3). We also estimated the sample allele frequency 

likelihoods (SAF) and subsequently the site frequency spectrum (SFS) using ANGSD. For the SAF, we 

found that a more stringent depth filter has better performance, so we used the following options -doSaf 1 -

GL 1 -doCounts 1 -setMinDepth sample_size*coverage. For the SFS, we found that extending the number of 

iterations can improve its performance, and thus run the realSFS module in ANGSD with the following 

options -tole 1e-08 -maxIter 1000. From the estimated SFS for each dataset, we calculated different 

estimators of theta (e.g. Watterson’s estimator, Tajima’s estimator) and performed neutrality tests (e.g. 

Tajima’s D) in 10kb windows, using ANGSD with the following options: -GL 1 -doSaf 1 -doThetas 1 -

doCounts 1 -setMinDepth sample_size*coverage, and the thetaStat module in ANGSD with the following 

options: do_stat -win 10000 -step 10000 (Figure S2, S3).  

 

Lastly, from the genotype likelihoods calculated using the Samtools model, we estimated linkage 

disequilibrium (LD) between intermediate frequency SNPs (minimum minor allele frequency = 0.1) 

within 5kb of each other using ngsLD (Fox et al. 2019) with the following options: --probs --rnd_sample 1 -

-max_kb_dist 5 --min_maf 0.1 (Figure S4). We then fitted the estimated r
2
 values with the LD decay model 

described by Hill and Weir (1988) using the fit_LDdecay.R script in ngsLD with the following options: --
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fit_level 2 --n_ind $SAMPLE_SIZE --fit_boot 1000 (Figure S5). We also computed the theoretical 

expectation of the LD decay curve using the effective population size and recombination rate used in our 

simulation, also based on the model described by Hill and Weir (1988) (Figure S4, S5). To compare the 

performance between different genotype likelihood models, we replicated the entire analysis pipeline 

above using the GATK genotype likelihood model (-GL 2) (Figure S2-S5). 

 

Inference of spatial structure: Next, we tested the power of low-coverage sequencing for resolving the 

genetic structure of spatially distributed populations. Again, we began by randomly creating a starting 

sequence on a 30Mbp chromosome, but this time we created nine populations, each with N of 500. These 

nine populations are distributed on a three-by-three grid, with a constant bidirectional migration rate (m) 

equal to 0.0005 (or 0.002 in the high migration rate scenario) connecting each pair of adjacent populations 

(Figure 5). Similar to the single population case, we scaled up the neutral mutation rate (μ) to 2x10
-7 

per 

bp per generation, and recombination rate (r) to 50cM/Mbp. We ran the simulation for 10,000 generations, 

resulting in a metapopulation that has achieved mutation-drift-migration equilibrium. This 

metapopulation consists of nine populations, each with population genetic parameters resembling a 

diploid animal population with effective population size (Ne) on the order of 10
4
. We used ART-

MountRainier to simulate the sequencing process with the same read type as the single popular scenario, 

and subsampled the bam files to create different combinations of sample size per population (5, 10, 20, 40, 

60, 80) and depth of coverage per sample (0.125x, 0.25x, 0.5x, 1x, 2x, 4x).  

 

For each dataset, we called SNPs and estimated genotype likelihoods with the nine populations combined 

using -GL 1 -doGlf 2 -doMaf 1 -doMajorMinor 5 -doCounts 1 -doDepth 1 -dumpCounts 1 -doIBS 2 -makematrix 1 

-doCov 1 -P 6 -SNP_pval 1e-6 -rmTriallelic 1e-6 -setMinDepth 2 -minInd 1 -minMaf 0.05 -minQ 20 in ANGSD. 

This step outputs a covariance matrix (-doCov 1) and a distance matrix (-doIBS 2) among individuals, and 

in addition to these, we also used PCAngsd (Meisner & Albrechtsen, 2018) to generate another 

covariance matrix using the estimated genotype likelihoods. Using the eigen() function and the cmdscale() 
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function in R, we conducted principal component analysis (PCA) and principal coordinate analysis 

(PCoA) with these covariances matrices and distance matrix, respectively, plotted the samples on the first 

two principal components / principal coordinates, and compared these with the true spatial structure that 

was simulated and a PCA generated in PLINK2 with the true genotypes in the simulated populations 

(Figure 5, S12, S13). Lastly, to test whether PCA performance improves with genome-wide data instead 

of a single chromosome, we simulated a longer chromosome of 300Mbp under the high migration rate 

scenario, and repeated the entire pipeline but only with 5 samples per population (Figure S11). We also 

compared the performance of the Samtools (used as our default) and the GATK genotype likelihood 

models by running the above pipeline with -GL 2 (the GATK GL model) under the scenario with higher 

migration rate (Figure S6). 

 

Scans for divergent selection in the face of gene flow: Finally, we tested the power of low-coverage 

sequencing in detecting signatures of divergent selection between two populations connected by gene 

flow. This simulation consists of two stages: a neutral burn-in stage, and a selection stage, both conducted 

in SLiM3. Two populations under mutation-drift-migration equilibrium are created in the burn-in stage, 

and then selection is imposed on these populations in the selection stage. In the burn-in stage, we began 

by randomly creating a starting sequence on a 30Mbp chromosome and two populations, each with a 

population size (N) of 500, and with a constant bidirectional migration rate (m) between them. We used a 

scaled-up recombination rate (r) and neutral mutation rate (μ), ran the simulation for 5,000 generations, 

and output the entire haplotype of each individual in the two populations. In the first generation of the 

selection stage, we read the output from the burn-in stage into SLiM, selected 11 evenly spaced-out 

positions on the chromosome, and at each of these positions we added a non-neutral mutation to one 

randomly sampled genome in the first population. These mutations were set to be beneficial in the first 

population with a certain selection coefficient (s) and deleterious in the second population with a selection 

coefficient of (1/s). Despite this, since these non-neutral mutations each exist in a single copy, a majority 

of them are likely to get lost in the first few generations of the selection stage due to drift, in which case 
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the simulation needs to be reset. To avoid resetting the simulation too many times (which can take a long 

time), we instantly expanded the population size by a factor of 10 (to 5,000) in each population after 

introducing the non-neutral mutations, which would then exist in multiple copies. Correspondingly, we 

scaled down the original m, r, and μ by a factor of 10, in order to preserve the key population genomic 

parameters of the simulated populations. We ran the simulation for an additional 200 generations. If more 

than half of the selected alleles become lost due to drift or Hill-Robertson interference during the process, 

we restart from the beginning of the selection stage with a different random seed (the same burn-in is 

always used).  

 

After the selection stage is complete, the SNP density is mainly determined by the mutation rate (μ), the 

background level of differentiation between the two populations is mainly determined by the migration 

rate (m), the level of differentiation at the selected locus is mainly determined by both the selection 

coefficient (s) and the migration rate (m), and the width of the genomic region that shows high 

differentiation between the two populations is mainly determined by the recombination rate (r). We were 

therefore able to create population pairs with different genomic landscapes of differentiation by 

reiterating this process with different combinations of mutation rate (μ), selection coefficients (s), 

migration rates (m), and recombination rates (r) (Table S2). Then, we again subsampled each population, 

and used ART to simulate the sequencing process with the same combinations of sample size per 

population (5, 10, 20, 40, 60, 80, 160) and coverage per sample (0.25x, 0.5x, 1x, 2x, 4x, 8x) as in our 

neutral model. Using ANGSD, we called SNPs with the two populations combined through -dosaf 1 -GL 1 

-doGlf 2 -doMaf 1 -doMajorMinor 5 -doCounts 1 -doDepth 1 -dumpCounts 1 -SNP_pval 1e-6 -rmTriallelic 1e-6 -

setMinDepth 2 -minInd 1 -minMaf 0.0005 -minQ 20, estimated genotype likelihoods and allele frequencies for 

each population through -dosaf 1 -GL 1 -doGlf 2 -doMaf 1 -doMajorMinor 5 -doCounts 1 -doDepth 1 -

dumpCounts 1 -setMinDepth 1 -minInd 1 -minQ 20, and finally estimated per-SNP FST between the 

population pair from the two-dimensional site frequency spectrum estimated from realSFS using the 

default option. Using custom R scripts, we visualized and compared the FST landscape under different 
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simulation scenarios and sequencing strategies (Figure 6). We also tested the performance of the GATK 

genotype likelihood model (in comparison to the Samtools model we used as default) by running the 

above pipeline with -GL 2 under the scenario with larger population size (Figure S7). In addition, we 

examined the performance of neutrality test statistics in identifying targets of selection by running the 

same pipeline as in the single population scenario to obtain estimates of Tajima’s D and Fay and Wu’s H 

in one of the two populations simulated here (Figure S14, S15). 

 

Comparison with Pool-seq: In addition to these investigations on different sequencing designs for low-

coverage whole genome sequencing, we have also compared low-coverage whole genome sequencing 

with two other commonly used high-throughput sequencing strategies, namely pool-seq and RAD-seq. 

With pool-seq, we were mainly interested in its accuracy in allele frequency estimation (in comparison to 

the estimation with individually barcoded low-coverage samples), particularly when the sequencing yield 

from different individuals in the pool is uneven. Uneven contribution of different individuals can be 

minimized with a lcWGS design by repooling libraries to add more sequence to each in quantities scaled 

by initial sequencing yields (Figure S10), but is almost inevitable with pool-seq (Figure S8). Therefore, 

we simulated pool-seq with our neutral model under two different scenarios. In the first scenario, we 

assumed that the total sequencing yield is equal among individuals. In this case, the simulation and 

analysis are exactly the same as in low-coverage whole genome sequencing until the last step, where 

instead of using the allele frequency estimates outputted by ANGSD, we calculated allele frequencies 

based on the allele counts in the population instead (this was generated by -minQ 20 -doCounts 1 -

dumpCounts 1) (Figure 4). In the second scenario, we kept the total sequencing yield to be the same, but 

added variation in the contribution of each individual to the pool. To do this, we sampled each 

individual’s sequencing yield from an empirical distribution, which we obtained by subsampling and 

rescaling the individual sequencing yield from three of our low-coverage whole genome sequencing 

projects where we tried our best effort to generate even yield among samples by pooling by DNA 

molarity. These empirical sequencing yields have a right-skewed distribution with a standard deviation 
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that is 60% of the mean (Figure S8). We subsampled each individual bam file according to its target yield, 

and inputted these subsampled bam files to the same ANGSD pipeline for SNP calling, genotype 

likelihoods estimation, and allele frequency estimation. Allele frequency estimates outputted by the 

pipeline would represent the result from low-coverage whole genome sequencing, and allele frequencies 

calculated from allele counts would represent the estimates from pool-seq. We again calculated R
2
 and 

RMSE from these allele frequency estimates as a measure of their accuracy (Figure S9). 

 

Comparison with RAD-seq: With RAD-seq, we were mainly interested in its power for identifying 

genomic islands of differentiation. Therefore, we simulated RAD-seq with our divergent selection model. 

We assumed that with the high coverage of RAD-seq, genotypes can always be called correctly, so we 

used true genotypes instead of simulating the sequencing process (which gives our RAD-seq simulation a 

better chance of accurately recovering patterns than real RAD-seq data that also would be affected by 

genotyping error). We used R to randomly sample 150bp fragments on our 30MB genome as our RAD 

tags at a range of different densities (4, 8, 16, 32, 64, and 128 per MB), obtained each sample’s true 

genotype at these fragments, and calculated sample allele frequencies. We used these allele frequencies to 

estimate per-SNP FST (FST = 1 - HS / HT), visualized and then compared these FST results with those from 

low-coverage whole genome sequencing simulation (Figure 7, S18). 

 

 

Section 5: Analysis of down-sampled Heliconius data 

 

To determine the effect of sequencing coverage on our ability to detect local signatures of differentiation 

and global population structure we re-analysed Heliconius spp. whole-genome data from a previous 

studying using high-coverage whole-genome sequencing (Van Belleghem et al., 2017). Raw whole-

genome data for 70 H. erato individuals were downloaded from NCBI (Supplementary Table S3) and 
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mapped to the H. erato demophoon reference genome (Heliconius_erato_demophoon_v1) using Bowtie 2 

(Langmead & Salzberg, 2013) using the --very-sensitive setting. Reads with mapping qualities (MAPQ) 

below 20 were filtered out and the remaining reads sorted using Samtools v.1.9 (Heng Li et al., 2009). 

Duplicated reads were removed using MarkDuplicates v.2.9.0 from Picard Tools and reads realigned 

around indels using GATK v.3.7.  

 

Subsequently, we subsampled each filtered bam file based on the fraction of reads to an approximated 

depth of coverage of 8x (30M reads per individual), 4x (15M reads), 2x (7.5M reads), 1x (3.75M reads) 

and 0.5x (1.625M reads) using SAMTOOLS. Individuals with insufficient coverage for a mean of 8x 

were filtered out (2 individuals).  

 

To determine how the ability to detect local signatures of differentiation differs with coverage, we 

estimated FST between individuals with and without the red-bar phenotype along the genomic scaffold 

containing the underlying gene optix (scaffold Herato1801) (Van Belleghem et al., 2017). Individuals 

with the same phenotypes were pooled across sampling sites and subspecies to achieve sample sizes of 23 

red-barred individuals (H. e. demophoon, H. e. favorinus; H. e. hydara and H. e. notabilis) and 28 non-

red-barred individuals (H. e. amalfreda, H. e. emma; H. e. erato; H. e. lativitta and H. e. etylus). Using 

each set of subsampled bam file, we identified variant sites across scaffold Herato1801 using ANGSD 

v.0.28 with the following criteria: SNP_p-val = 10-6; minDepth = number of individuals * 0.1 (= 5); maxDepth = 

average depth of coverage * number of individuals * 3; minInd = number of individuals * 0.75 (= 40); minQ = 30; 

and minMAF=0.05 (Korneliussen, Albrechtsen, & Nielsen, 2014). FST values were estimated based on 

these variant sites (-sites option) in ANGSD based on genotype likelihoods in 50kb sliding windows with 

a 20kb step size to make them comparable to results in Van Belleghem et al. (2017).  

 

To understand how the sequencing coverage affects the ability to detect global population structure in 

Heliconius, we performed a principal components analysis for all individuals at each coverage based on 
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covariance matrices estimated in ANGSD. Covariance matrices were estimated using a random-read 

sampling procedure in ANGSD and PCA was performed using the eigen() function in R. All results were 

plotted in R using ggplot. 

 

 

Box 4: Using imputation to bolster genotype estimation from lcWGS  

 

Simulations: To explore the performance of genotype imputation under different scenarios, we used the 

same forward simulation framework as in Section 4.1 (of the main paper) to simulate a 30Mb 

chromosome for three neutrally evolving populations that have reached mutation-drift equilibrium. We 

set the mutation rate (μ) to be 10
-8

/bp/generation for all three populations and altered their effective 

population size (Ne) and recombination rate (r), creating three different scenarios with different levels of 

genetic diversity and linkage disequilibrium (LD). Genetic diversity and LD are known to affect 

imputation performance (Pasaniuc et al., 2012). In a neutral population, genetic diversity is proportional 

to the product of effective population size and mutation rate, whereas LD is inversely proportional to the 

product of effective population size and recombination rate, and accordingly, our three scenarios were 

characterized by 1) a low diversity, high LD scenario (r = 0.5 cM/Mbp, Ne = 1,000); 2) a medium 

diversity, medium LD scenario (r = 0.5 cM/Mbp, Ne = 10,000); and 3) a medium diversity, low LD 

scenario (r = 2.5, Ne = 10,000). 

 

We generated sample sizes of 25, 100, 250, 500, and 1000 individuals from a single, neutrally evolving 

population of stable size for each simulated scenario. We sampled with replacement 2n haplotypes (n 

diploid individuals) from the offspring of the final generation of the simulation. Similar to our approach 

in Section 4, we used ART-MountRainier (W. Huang et al., 2012) to simulate bam files of sequencing 

reads to average depths of 1x, 2x and 4x per individual for each sample size, for a total of five sample 

sizes x three depths x three population scenarios = 45 datasets. 
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SNP calling and genotype estimation with and without imputation: For each dataset, we evaluated the 

accuracy of genotype dosages and genotypes called using imputation without a reference panel in the 

programs Beagle v.3.3.2 and STITCH v.3.6.2. For comparison, we called genotypes and estimated 

genotype dosages without imputation in ANGSD v.0.931. Although ANGSD recommends basing 

downstream analyses on genotype likelihoods rather than called genotypes, we used it as a baseline for 

evaluating any improvement of genotype calls by imputation. For all downstream analyses, we first 

identified SNPs in ANGSD using the following settings: -GL 1 -doGlf 2 -doMaf 1 -doMajorMinor 5 -

doCounts 1 -doDepth 1 -dumpCounts 3 -P 6 -SNP_pval 1e-6 -rmTriallelic 1e-6 -setMinDepth 2 -minInd 1 -minMaf 

0.0005 -minQ 20. 

 

We called non-imputed genotypes directly from the posterior genotype probability in ANGSD, using 

minor allele frequencies as a prior and a posterior probability cutoff of 0.90 (-postCutoff 0.90 -doPost 1 -

doMaf 1 -GL 2 -dogeno 5 -doMajorMinor 3). Because ANGSD does not directly output genotype dosages, 

we converted posterior genotype probabilities using the formula: genotype dosage=P(AA | data)*0 + 

P(AB | data)*1 + P(BB | data)*2. 

 

Before running the full imputation in STITCH, we explored performance under varying settings of the 

parameter K (K=25, 30 and 35), and examined output plots as well as r
2
 values between simulated 

genotypes and imputation dosages. In most cases K=30 performed best or very close to best; thus, we 

used the settings K=30, nGen=10, and S=4, and called genotypes with posterior probability ≥ 0.90. For the 

imputation in Beagle, we passed genotype likelihoods estimated in ANGSD directly to Beagle and ran the 

imputation under default settings. We called genotypes from posterior genotype probability threshold of 

0.9 using the script gprobs2beagle.jar 

(https://faculty.washington.edu/browning/beagle_utilities/utilities.html). 
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We evaluated the performance of each method in the following ways, by the proportion of correct 

genotype calls (genotype concordance), the proportion of genotypes actually called, and by the r
2
 between 

allelic dosage and true genotypes within allele frequency bins of size 0.05. We report average values for 

all sites with MAF>0.05, excluding variant sites that were not identified (false negatives) or non-variant 

sites called as SNPs (false positives) in the ANGSD SNP-calling step. 

  

Genotype calling rates and genotype concordance with imputation: At the smallest sample size tested 

(n=25), there was little to no improvement in genotype calling accuracy using Beagle, and accuracy 

actually decreased when imputation was performed in STITCH with 25 samples (Figures S20-S22), 

suggesting that such small sample sizes are inadequate for reliable imputation; thus, we focused our 

results on n≥100. For all sample sizes and sequencing depths across scenarios, the accuracy of genotype 

estimates varied with allele frequency. The correlation (r
2
) between imputed allelic dosage and true 

genotypes was low for sites with minor allele frequency (MAF) < 0.05 to 0.10, but increased and was 

relatively consistent across higher MAF bins (Figure S20). Genotype concordance (GC), by contrast, had 

the opposite relationship with MAF; GC was higher for sites with low MAF and decreased with higher 

MAF (Figure S20). This is because it is easy to achieve high accuracy by calling the homozygous major 

genotype when the minor allele is rare. In order to summarize overall imputation performance, we 

averaged r
2
, GC and the proportion of called genotypes across sites with MAF>0.05 for each combination 

of method, scenario and study design (Figure S20-22).  

 

Genotype concordance (GC) was universally high for all methods and sequencing strategies (GC>0.9), 

except for imputation of 100 samples from the medium diversity, high LD scenario in STITCH (Figure 

S23D-F). At 1x coverage, fewer than half of genotypes were called by Beagle and without imputation, 

especially for sites with higher MAF (Figure S22). GC was similar under the medium diversity, medium 

LD scenario compared to the low diversity, high LD scenario (Figure S23D-E), except GC was somewhat 

lower for genotypes imputed in STITCH at 1x coverage. The least improvement in GC using imputation 
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was seen under medium diversity, low LD scenario (Figure S23F). For n≤250 samples sequenced at 1x 

and 2x coverage, GC for genotypes imputed in STITCH were less accurate than those estimated without 

imputation. 

 

Overall, imputation accuracy required larger sample sizes or was reduced altogether as genetic diversity 

and recombination rates increased. This was particularly true for the program STITCH, which estimates 

distinct haplotype probabilities within a given region across a mosaic of ancestral haplotypes (Davies, 

Flint, Myers, & Mott, 2016), a problem that becomes increasingly complex under high recombination. 

Imputation showed larger improvements with increasing sample size in STITCH than in Beagle, 

especially at low coverage (1x), whereas Beagle improved more with increasing sequence read depth 

(Figure 9). 

  

Allele frequency estimation from imputed genotype probabilities: Because imputation increased the 

accuracy of posterior genotype probabilities under most of the tested scenarios and study designs, we 

asked whether allele frequency estimation was improved by using imputed genotype probabilities 

compared to MAF estimation without imputation. To estimate MAF from imputed genotype probabilities, 

we summed over the posterior genotype probabilities (-domaf 4 in ANGSD), and compared the results to 

MAF estimated from genotype likelihoods using the EM algorithm implemented in ANGSD (-domaf 1). 

Under some scenarios and study designs, imputation resulted in small improvements in accuracy of allele 

frequency estimation (Figure S24). Imputation yielded the largest improvements in allele frequency 

estimation for large sample sizes (N≥250) sequenced at 1x coverage from the low diversity, high LD 

population, and from the medium diversity, medium LD population. For small sample sizes from the 

medium diversity, low LD population, MAF estimated from genotype probabilities imputed in STITCH 

were less accurate. Beagle showed more consistent, modest improvements, increasing MAF estimation 

accuracy when coverage was ≥2x for all sample sizes and scenarios.  
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Under the low diversity, high LD scenario, allele frequency estimates based on genotype probabilities 

imputed in STITCH from 1000 samples at 1x coverage were slightly more accurate (r
2
=0.999) than for 

500 samples at 2x coverage (r
2
=0.998) and 250 samples at 4x coverage (r

2
=0.997). However, given that 

smaller sample sizes are already sufficient for estimating allele frequencies with high accuracy without 

imputation (r
2
=0.990 for MAF estimated from 250 samples sequenced at 1x coverage; Figure S24), 

imputation is not likely to contribute to analyses of these types of population-level statistics as much as it 

would for individual-level and genotype-level analyses like GWAS. 

 

 

Sensitivity of our population genomic inference power to simulation assumptions  

 

In Section 4 of the main text, we test the performance of different types of population genomic inference 

under different lcWGS experimental designs using forward genetic simulation. We found that for most of 

these analyses, distributing the same amount of sequencing effort across more samples can consistently 

improve inference power. This conclusion should be relatively robust regardless of the parameter settings 

in our simulation model, although the power of inference under each combination of sample size and 

coverage can be strongly affected by these model assumptions. Here, we briefly present a qualitative 

discussion of how the power of different types of population genomic inference could be impacted by 

different parameter choices in the simulation.  

 

Section 4.1: Given the same true allele frequency, the accuracy of allele frequency estimation at a single 

SNP should be largely independent of simulation parameters other than sample size and coverage. The 

values of RMSE and r
2
 genome-wide, however, will be sensitive to the site frequency spectrum (SFS) in 

the simulated data, since errors are strongly affected by the true allele frequencies (Figure 3). As a result, 
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any processes that can skew the SFS (e.g. demographic expansion and contraction, selection) could affect 

the values of RMSE and r
2
, although the directionality of the change is context dependent.  

 

Section 4.2: For the inference of spatial structure, higher migration rate is an obvious driver for lower 

inference power (Figure 5). We have also shown that with more SNPs (which can result from a larger 

genome, larger population size, or higher mutation rate), inference power can improve (Figure S11). On 

the other hand, stronger LD (caused by lower population size or lower recombination rate) should 

decrease the power of inference, since SNPs can become highly correlated with each other, resulting in 

fewer independent SNPs that are informative. 

 

Section 4.3: Similarly, a larger number of SNPs in the dataset due to higher mutation rate can also lead to 

higher power to locate the region under divergent selection, as a window-based approach can have more 

information to work with. Stronger LD due to lower recombination rate generates more distinct patterns 

of linked selection, therefore also enhances the power to locate the general region of interest. Both factors, 

however, have a more complex effect on the power to locate the causal SNPs due to the higher number of 

linked neutral SNPs that potentially become false positives. Stronger divergent selection should be able to 

more reliably increase the detection power of both the general region of interest and the causal SNPs. 

Lastly, the effects of population size and migration rate are also complex. On the one hand, higher 

population size leads to more SNPs in the dataset. On the other hand, it can result in narrower peaks that 

are more difficult to detect due to reduced LD. Lower migration rate increases the FST values of the 

selected SNPs, but also increases the background noise. A more quantitative power analysis is therefore 

warranted to better understand the effect of these simulation parameters.  
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Additional details about software packages for the analysis of low-coverage data 

 

In this section, we include some additional details about the software packages that we introduced in 

Section 3 of the main text. When applicable, we highlight the methodological differences between the 

different packages for solving the same problem.  

 

Genotype likelihood models: Four different genotype likelihood models are currently implemented in 

ANGSD. The GATK model (McKenna et al., 2010) assumes that base quality scores at the same site from 

different sequencing reads are each an independent and unbiased representation of the probabilities of 

sequencing error, whereas the Samtools model (Li, 2011) assumes that these quality scores are not 

completely independent. Both the SYK model (Kim et al., 2011) and the SOAPsnp model (Li et al., 2009) 

assume that the quality scores could be biased and thus implement a quality score recalibration step. In 

the SKY mode, type-specific error rates (e.g. the probability of an A being called a T) are estimated and 

accounted for in GL calculation. In the SOAPsnp model, in addition to the type-specific errors, strand and 

read position specific errors can be accounted for as well, but a set of invariant loci should be provided to 

minimize biases. Additional genotype likelihood models are adopted by other software packages, and 

they can be useful alternatives to ANGSD for specific types of data. For example, the program ATLAS 

(Kousathanas et al., 2017) explicitly incorporates post-mortem DNA damage in addition to sequencing 

error in its genotype likelihood model, making it well-suited for ancient DNA studies. EBG (Blischak, 

Kubatko, & Wolfe, 2018) uses a simplified version of the SAMtools model but relaxes ANGSD’s 

assumption of diploidy, allowing the analysis of polyploid samples.  

 

SNP identification: In ANGSD, SNPs are inferred by first estimating allele frequencies at each site 

(including the presumably invariable loci) and then testing whether its minor allele frequency is 
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significantly larger than zero (Korneliussen et al., 2014). Accordingly, the first step is to restrict the 

number of alleles that can possibly occur at each site to two: a major allele, and a minor allele. The 

identities of these alleles can be determined through a maximum likelihood approach (Jørsboe & 

Albrechtsen, 2019; Skotte, Korneliussen, & Albrechtsen, 2012) or by user specification. Next, the 

likelihood of the minor allele frequency at each site can be formulated as a function of genotype 

likelihoods across all individuals (see Equation 2 in (Kim et al., 2011)), and these minor allele frequencies 

can be estimated using a maximum likelihood approach. In this way, all possible genotypes for each 

individual can be considered, effectively avoiding explicitly calling genotypes. Then, polymorphic sites 

will be identified through a likelihood ratio test (Kim et al., 2011). The list of polymorphic sites (i.e. 

SNPs) can then be exported and used for downstream analyses, along with the genotype likelihoods at 

each of these sites for each individual. Other software programs address SNP calling in similar ways. 

ATLAS, for example, follows the same general framework as ANGSD, but has made modifications 

(Kousathanas et al., 2017) to accommodate cases where the sample size is very small and neither the 

major nor the minor alleles is specified by users, which is often the case for ancient DNA studies 

(Kousathanas et al., 2017).  

 

Dimensionality reduction methods for population structure inference: The random read sampling 

method employed by ANGSD does not take full advantage of the full dataset (because it ignores all but a 

single read for each individual at each position). In contrast, ngsTools (Fumagalli, Vieira, Linderoth, & 

Nielsen, 2014) uses a more sophisticated method where posterior genotype probabilities are first 

calculated with an empirical Bayes approach. This approach is valid under the assumption of Hardy-

Weinberg equilibrium across the entire sample set, but for most structured populations, this assumption 

will not hold, which can lead to inaccurate PCA results (e.g. population clusters can have long tails, see 

Meisner & Albrechtsen, 2018). PCAngsd (Meisner & Albrechtsen, 2018) therefore takes one step further 

and uses an iterative approach to correct for potential violation of the HWE assumption by updating prior 

genotype probabilities based on the PCA result in each previous iteration, since these PCA results can 
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represent the population structure that exists in the data (Meisner & Albrechtsen, 2018). For all of these 

dimensionality reduction methods, a key limitation is that axis loadings cannot be directly obtained 

(because they are based on a single covariance or distance metric for each pairwise comparison of 

individuals). In other words, we cannot know which genomic regions are driving the pattern along each 

PC axis based on results from these methods alone. One effective workaround is to perform PCA in small 

windows along the genome and measure the correlation between the patterns in these windowed PCA and 

each axis of the genome-wide PCA or PCoA (i.e., localPCA, see Li & Ralph, 2019; Mérot et al. 2021). 

Alternatively, performing a genotype-likelihood-based genome-wide association analysis (GWAS) with 

each PC axis being the response variable is another viable strategy to detect the genomic regions driving 

the genome-wide PCA or PCoA patterns.  

 

Model-based clustering for population structure inference: NGSAdmix (Skotte, Korneliussen, & 

Albrechtsen, 2013) adopts a maximum likelihood implementation of the classic STRUCTURE model 

(Tang, Peng, Wang, & Risch, 2005; Pritchard, Stephens, & Donnelly, 2000), but formulates a likelihood 

function with sequencing data as its observed data and uses genotype likelihoods to consider all possible 

genotypes for each individual (see Equation 6 in Skotte et al., 2013). It then uses an expectation-

maximization (EM) algorithm to estimate model parameters. Because of the more complex formulation of 

the likelihood function, however, NGSAdmix tends to be computationally demanding. As an alternative, 

Ohana (Cheng, Racimo, & Nielsen, 2019) adopts the same likelihood function as NGSAdmix but uses a 

sequential quadratic programming (QP) method instead of EM for optimization, which should speed up 

computation. No formal comparison between the performance of the two methods is available to date, but 

separate evaluations on simulated and real data have shown that both methods deliver great accuracy even 

at very low coverage (Cheng et al., 2019; Skotte et al., 2013). Distinct from both NGSAdmix and Ohana, 

PCAngsd uses individual allele frequencies, an intermediate output from its PCA analysis, as input for a 

non-negative matrix factorization (NMF) algorithm to infer admixture proportions. 
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Genome-wide association analysis: In Kim et al. (2011), case/control association is tested by first 

estimating allele frequencies within case and control individuals with the approach as described in the 

“SNP identification” section, and then using a likelihood ratio test for differences between case and 

control individuals at each locus (see equations 6-7 in Kim et al. 2011). The first step in Skotte et al. 

(2012) and Jørsboe & Albrechtsen (2019) is to calculate the posterior genotype probability using an 

empirical Bayes approach, with priors informed by either population allele frequencies or the SFS. Skotte 

et al. (2012) then used a score statistics approach to test for significant associations with the phenotype at 

each site. This approach is computationally efficient, but cannot estimate the effect size of the loci. In 

contrast, Jørsboe & Albrechtsen (2019) employs a maximum likelihood approach to explicitly estimate 

the effect size of each locus. As expected, this approach is slower than the score statistics method. To take 

advantage of both methods, ANGSD also implements a hybrid approach, first using the score statistic to 

identify significant loci, and then using the maximum-likelihood approach to estimate effect sizes of these 

significant loci.  

 

Linkage disequilibrium: GUS-LD (Bilton et al., 2018) constructs a likelihood function of the LD 

coefficient D and uses a numerical method to optimize the likelihood function. In contrast, ngsLD (Fox, 

Wright, Fumagalli, & Vieira, 2019) constructs a likelihood function of the haplotype frequencies between 

each pair of SNPs instead, and uses an EM algorithm to optimize it (Fox et al., 2019). Different LD 

statistics, such as D, D’ and r
2
, can then be derived from the inferred haplotype frequencies. Furthermore, 

ngsLD incorporates several other helpful features, such as LD pruning and the fitting of an LD decay 

model.  

 

Allele frequency estimation: As mentioned in the SNP identification section, ANGSD takes a 

maximum-likelihood approach to estimate allele frequencies among all samples (Kim et al., 2011). It then 

uses the same algorithm to estimate the frequencies of the minor alleles in each population separately for 

each site identified as polymorphic (based on the selected filtering and confidence threshold). It is 
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important to note that a SNP significance filter or a minimum minor allele frequency filter should not be 

applied in population-specific allele frequency estimation, because sites fixed for the major allele in a 

subset of populations (which would be removed by these filters) are typically of interest. As mentioned in 

the main text, when minor allele frequencies in different populations are estimated separately (e.g. with 

ANGSD), it is critical to define the same alleles as the minor alleles in all populations (with ANGSD -

doMajorMinor options 3, 4 or 5). Other programs that can estimate allele frequencies from genotype 

likelihoods follow the same general workflow. ATLAS (Kousathanas et al., 2017), for example, adopts a 

similar maximum likelihood framework, but also provides a Bayesian inference option.  

 

Genetic diversity and neutrality test statistics within a single population: To estimate θ in different 

parts of the genome, ANGSD adopts an empirical Bayes approach, where the SFS within a window 

(posterior) can be formulated and solved as the product of the SAF likelihoods within the window 

(likelihood) and the genome-wide or chromosome-wide SFS (prior; see the equation in the “Empirical 

Bayes” section in Korneliussen, Moltke, Albrechtsen, & Nielsen (2013)). Different θ estimators can then 

be extracted from the SFS in each window.  

 

Genetic differentiation between populations: ANGSD implements the method-of-moment estimator of 

FST developed by Reynolds, Weir, & Cockerham (1983). While different estimators of θ depend on the 

local SFS within a single population, Reynolds et al.’s estimator of pairwise FST can be formulated as a 

function of the local two-dimensional SFS (the matrix with the joint distribution of allele counts in two 

populations). Therefore, ANGSD again takes an empirical Bayes approach, using the maximum 

likelihood method to estimate a genome-wide two-dimensional SFS, which it then uses as a prior to 

calculate the two-dimensional SFS at each genomic locus. FST at each locus can then be derived from 

these locus-specific SFS. GPAT (http://www.yandell-lab.org/software/gpat.html) implements two 

additional methods to estimate FST using genotype likelihoods as its input. In the first method (wcFst), 

GPAT estimates allele frequencies from genotype likelihoods and directly plugs the estimated allele 
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frequencies into Weir and Cockerham's FST estimator. This method is computationally efficient but may 

not account for the uncertainties in the estimated allele frequencies as well as ANGSD does. In the second 

method (bFst), GPAT implements a Bayesian framework as described by Holsinger, Lewis, & Dey 

(2002). This Bayesian approach has the advantage of being able to provide a confidence interval for FST, 

but it is computationally expensive. 
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References for software listed in Table 2 of the main text 

 

See the full reference information in the reference list at the end of this supplementary materials 

document. 

 

AlphaAssign (Whalen, Gorjanc, & Hickey, 2019) 

Angsd (Korneliussen et al., 2014) 

ATLAS (Link et al., 2017) 

BaseVar (Liu et al., 2018) 

Bcftools/ROH (Narasimhan et al., 2016) 

EBG (Blischak et al., 2018) 

Entropy (Gompert et al., 2014) 

evalAdmix (Garcia-Erill & Albrechtsen, 2020) 

Freebayes (Garrison & Marth, 2012) 

GATK (McKenna et al., 2010) 

GPAT (Domyan et al., 2016) 

GUS-LD (Bilton et al., 2018) 

Heterozygosity-em (Bryc, Patterson, & Reich, 2013; https://github.com/kasia1/heterozygosity-em) 

HMMploidy (https://github.com/SamueleSoraggi/HMMploidy)  

LB-Impute (https://github.com/dellaporta-laboratory/LB-Impute)  

LepMap3 (Rastas 2017) 

LinkImpute (Money et al., 2015) 

loimpute (Wasik et al., 2019) 

lostruct (Li & Ralph, 2019) 

MAPGD (Maruki & Lynch, 2015) 

ngsAdmix (Skotte et al., 2013) 
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ngsDist (Vieira, Lassalle, Korneliussen, & Fumagalli, 2016) 

ngsF (Vieira, Fumagalli, Albrechtsen, & Nielsen, 2013) 

ngsF-HMM (Vieira, Albrechtsen, & Nielsen, 2016) 

ngsLD (Fox et al., 2019) 

ngsRelate (Korneliussen & Moltke, 2015) 

ngsTools (Fumagalli et al., 2014) 

NOISYmputer (Lorieux, Gkanogiannis, Fragoso, & Rami, 2019) 

Ohana (Cheng, Mailund, & Nielsen, 2017; Cheng et al., 2019) 

PCAngsd (Meisner & Albrechtsen, 2018) 

PopLD (Maruki & Lynch, 2014) 

Reveel (Huang, Wang, Chen, Bercovici, & Batzoglou, 2016) 

skmer (Sarmashghi, Bohmann, P Gilbert, Bafna, & Mirarab, 2019) 

SNPTEST (Marchini, Howie, Myers, McVean, & Donnelly, 2007) 

STITCH (Davies et al., 2016) 

svgem (Lucas-Lledó, Vicente-Salvador, Aguado, & Cáceres, 2014) 

vcflib (https://github.com/vcflib/vcflib) 

WHODAD (Snyder-Mackler et al., 2016) 
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Supplementary Tables 
 
Table S1. A list of example studies that have used low-coverage whole genome sequencing for population genomics. This list was 
compiled through a combination of work familiar to the authors, database searching, and requests for input on Twitter. The list is not 
intended to be comprehensive, but merely to provide some example studies for inspiration. We included only studies that used a 
sequencing depth ≤5x for the majority of samples and did not rely on pre-existing reference panels for imputation. Full reference 
information for the listed studies is provided in the footnotes.  
First author 
& year 

Species Genom
e size 
(Gb) 

Total 
sample 
size 

Number of 
populations / 
groups 

Average 
depth per 
individual* 

Questions addressed Library prep method Notes 

Baiz et al. 
20211 

Multiple warbler 
species (Genus 
Setophaga) 

1.02 156 34 4-5x Genomic basis of trait variation, 
speciation 

Illumina TruSeq Nano 
kit 

 

Cayuela et 
al. 20212 

Capelin (Mallotus 
villosus) 

0.49 453 12 1.5x Genomic basis of trait variation Therkildsen & Palumbi 
(2017) 

Genome-wide methylation map was 
also generated by whole genome 
shotgun bisulfite sequencing 

Ceballos et 
al. 20203 

Human (Homo 
sapiens) 

3.10 440 4 3x Demographic and evolutionary history Not applicable New data was not generated 

Clucas et al. 
20194 

Atlantic cod (Gadus 
morhua) 

0.65 333 20 0.67x Population structure, genomic basis of 
trait variation, adaptation / selection 

Therkildsen & Palumbi 
(2017) 

 

Cooke et al. 
20205 

Reef-building coral 
(Acropora tenuis) 

0.49 150 5 3x Demographic and evolutionary history, 
population structure, adaptation / 
selection 

Unspecified 
 

Crawford et 
al. 20176 

Human (Homo 
sapiens) 

3.10 42 1 5x Genomic basis of trait variation, 
adaptation / selection 

Illumina TruSeq PCR-
free Kit 

Pre-existing data from 300 individuals 
in 6 populations was also used 

Cui et al. 
20207 

Killifish 
(Nothobranchius 
rachovii and 
Nothobranchius 
orthonotus) 

1.53 231 4 2.7x Demographic and evolutionary history, 
population structure, genomic basis of 
trait variation, adaptation / selection 

Rowan et al. (2015) with 
modifications 

One individual per population was 
sequenced at high coverage (>25x); 
more data were generated for other 
killifish species for genome assembly, 
and existing human and chimpanzee 
data was also used  

Foote et al. 
20169 

Killer whale (Orcinus 
orca) 

2.40 48 5 2x Demographic and evolutionary history, 
population structure, genomic basis of 
trait variation, adaptation / selection 

NEBNext library kit, 
Meyer & Kircher (2010) 

High coverage data (≥20x) from 2 
individuals was also generated 

Foote et al. 
20198 

Killer whale (Orcinus 
orca) 

2.40 26 11 5x Demographic and evolutionary history, 
population structure 

NEBNext library kit, 
Meyer & Kircher (2010) 

Pre-existing data from 20 individuals 
were also used 

Fuller et al. 
202010 

Reef-building coral 
(Acropora millepora) 

0.48 193 12 1.5x Genomic basis of trait variation, 
adaptation / selection, genomic prediction 

Picelli et al. (2014) 48 individuals were also sequenced at 
high coverage to form a reference 
haplotype panel for imputation 
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Gignoux-
Wolfsohn et 
al. 202111 

Little brown bat 
(Myotis lucifugus) 

2.00 176 6 1.8x Genomic basis of trait variation, 
adaptation / selection 

Therkildsen & Palumbi 
(2017), Baym et al. 
(2015) 

 

Ilardo et al. 
201812 

Human (Homo 
sapiens) 

3.10 93 2 5x Genomic basis of trait variation, 
adaptation / selection 

Illumina TruSeq Nano 
Kit 

Pre-existing data was also used 

Jones et al. 
201213 

Three-spined 
stickleback 
(Gasterosteus 
aculeatus) 

0.46 20 20 2.3x Genomic basis of trait variation, 
adaptation / selection 

Unspecified 
 

Liu et al. 
201414 

Polar bear (Ursus 
maritimus)  

2.41 79 3 3.5x Demographic and evolutionary history, 
adaptation / selection 

Nebulization & Illumina 
DNA sample preparation 
protocol 

High coverage data (22x) from 18 polar 
bears and 10 brown bears were also 
generated; the low-covereage samples 
were only used in the PCA 

Mérot et al. 
202115 

Seaweed fly (Coelopa 
frigida) 

0.24 1446 16 1.4x Genomic basis of trait variation, 
adaptation / selection 

Therkildsen & Palumbi 
(2017), Baym et al. 
(2015) 

ddRAD data was also generated for 
linkage map building and QTL mapping 

Oziolor et al. 
201916 

Gulf killifish 
(Fundulus grandis) 

1.20 288 7 0.6x Genomic basis of trait variation, 
adaptation / selection 

NEBNext library kit 
 

Pečnerová et 
al. 202117 

African leopard 
(Panthera pardus) 

1.37 47 10 2-5x Demographic and evolutionary history, 
population structure 

Custom protocol An additional six samples were 
sequenced at higher coverage (15-20x) 

Powell et al. 
202018 

Swordtail fish (genus 
Xiphophorus) 

0.73 574 3 1x Genomic basis of trait variation, 
adaptation / selection, population 
structure 

Tn5 transposase enzyme A variety of other methods are also used 
(e.g. RNA-seq, high-coverage whole 
genome sequencing) 

Reid et al. 
201619 

Atlantic killifish 
(Fundulus 
heteroclitus) 

1.20 384 8 0.6x-7x Genomic basis of trait variation, 
adaptation / selection 

Ultrasonication & 
NextFlex DNA 
sequencing kit 

RNA-seq data was also generated 

Rowan et al. 
201920 

Arabidopsis thaliana 0.12 1920 1 1-2x Genomic basis of meiotic crossover 
frequency variation 

Nextera LITE (a custom 
method derived from the 
Illumina Nexteral kit) 

Pre-existing data from 363 individuals 
was also used 

Therkildsen 
et al. 201921 

Atlantic silverside 
(Menidia menidia) 

0.55 372 7 1.3x Genomic basis of trait variation, 
adaptation / selection 

Therkildsen & Palumbi 
(2017) 

Data was mapped to a reference 
transcriptome 

Wang et al. 
201722 

Rice (genus Oryza) 0.37 638 11 unspecified Demographic and evolutionary history, 
population structure, adaptation / 
selection 

Not applicable New data was not generated 

Westbury et 
al. 201823 

Brown hyena 
(Parahyaena 
brunnea) 

2.37 14 3 2.1-3.7x Demographic and evolutionary history, 
population structure 

Meyer & Kircher (2010), 
Fortes and Paijmans 
(2015) 

High coverage data (56x) from 1 
individual was also generated (≥20x) 

Wilder et al. 
202024 

Atlantic silverside 
(Menidia menidia) 

0.55 236 5 1.5x Demographic and evolutionary history, 
population structure, adaptation / 
selection 

Therkildsen & Palumbi 
(2017) 

Data was mapped to a reference 
transcriptome 

 
* We report average depth values as reported in the original papers. Note that this statistic is often calculated differently across studies. 
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Table S2. Model parameters used for the forward genetic simulation. 
 

Scenario* Chromoso

me length 

(in Mb) 

Number of 

populations 

Population 

size (N)
†
 

Mutation 

rate (μ) 

Recombin

ation rate 

(r) 

Migration 

rate (m) 

Selection 

coefficient 

(s) 

Correspo

nding 

figures 

Single population 30 1 1000 10
-6 

2.5x10
-6 

NA NA 3-4, S1-5, 

S8-9 

Spatial structure 

(low migration) 

30 9 500 2x10
-7 

5x10
-7 

0.0005 NA 5A, S12 

Spatial structure 

(high migration) 

30 9 500 2x10
-7 

5x10
-7 

0.002 NA 5B, S6, 

S13 

Spatial structure 

(high migration, 

longer chromosome) 

300 9 500 2x10
-7 

5x10
-7 

0.002 NA S11 

Divergent selection
‡
 

(large Ne, 

high migration) 

30 2 5000 10
-7 

2.5x10
-7 

0.001 0.08 6-7, S7, 

S14-15 

Divergent selection
‡
 

(small Ne, 

low migration) 

30 2 5000 2x10
-8

 5x10
-8 

0.0005 0.08 S16-18 

Imputation test 

(low diversity, high 

LD) 

30 1 1000 10
-8

 5x10
-9 

NA NA 9, S20-24 

Imputation test 

(medium diversity, 

medium LD) 

30 1 1000 10
-7

 5x10
-8

 NA NA 9, S20-24 

Imputation test 

(medium diversity, 

low LD) 

30 1 1000 10
-7

 2.5x10
-7

 NA NA 9, S20-24 

 

* Each entry is linked to its corresponding simulation pipeline on GitHub. 

†
 Note that since we scaled down population size and scaled up mutation rate, recombination rate, migration rate, and selection coefficient in 

order to speed up computation, these population sizes do not represent the effective population size of our simulated populations.  

‡
 These parameters are the ones used in the selection stage of the simulation. Prior to the selection stage, a burn-in stage was first performed, 

during which the population size was further scaled down, whereas mutation rate and recombination rate were scaled up, all by a factor of 10. See 

supplementary methods for details. 



 

 
 
 

231 

Table S3. NCBI short read archive (SRA) accessions for the Heliconius erato individuals used 
for the subsampling and genotype-likelihood-based analysis of empirical data. These samples 
were originally analyzed by Van Belleghem et al. (2017) 
 

SRA ID H. erato subspecies 

SRS1618075 amalfreda 

SRS1618086 amalfreda 

SRS1618008 amalfreda 

SRS1618009 amalfreda 

SRS1618010 amalfreda 

SRS1618033 emma 

SRS1618034 emma 

SRS1618062 emma 

SRS1618063 emma 

SRS1618065 emma 

SRS1618066 emma 

SRS1618067 emma 

SRS1618069 erato 

SRS1618070 erato 

SRS1618071 erato 

SRS1618072 erato 

SRS1618073 erato 

SRS1618084 erato 

SRS1618014 etylus 

SRS1618015 etylus 

SRS1618016 etylus 

SRS1618017 etylus 

SRS1618018 etylus 

SRS1618053 lativitta 

SRS1618044 lativitta 

SRS1618045 lativitta 

SRS1618046 lativitta 

SRS1618047 lativitta 

SRS1618002 demophoon 

SRS1618093 demophoon 

SRS1618094 demophoon 

SRS1618098 demophoon 

SRS1618100 demophoon 

SRS1617995 demophoon 

SRS1618032 favorinus 

SRS1618057 favorinus 

SRS1618056 favorinus 

SRS1618058 favorinus 

SRS1618059 favorinus 

SRS1618060 favorinus 

SRS1618083 favorinus 

SRS1618102 hydara 

SRS1617999 hydara 

SRS1618068 hydara 

SRS1618074 hydara 

SRS1618087 hydara 

SRS1618101 hydara 

SRS1618005 notabilis 

SRS1618012 notabilis 

SRS1618090 notabilis 

SRS1618091 notabilis 
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Supplementary Figures 

 
 
 

 
 
Figure S1. Histogram of the allele frequencies of false negative SNPs (i.e. true SNPs in the 
population that are undetected) with simulated lcWGS data under different experimental designs. 
Across the different facets, the sample size increases from left to right, and the depth of coverage 
per sample increases from top to bottom. The total sequencing effort remains the same along the 
diagonal from bottom left to top right. 
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Figure S2. A comparison of the distribution of Tajima’s θ (aka π) and Watterson’s θ estimated 
using the Samtools genotype likelihood model and the GATK genotype likelihood model in 
10kb windows based on simulated lcWGS data under different experimental designs. Across the 
different facets, the sample size increases from left to right, and the depth of coverage per sample 
increases from top to bottom. The total sequencing effort remains the same along the diagonal 
from bottom left to top right. The true chromosome-average values for both statistics should be 
0.004, which is marked with a read line. 
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Figure S3. A comparison of Tajima’s D estimates obtained using the Samtools genotype 
likelihood model and the GATK genotype likelihood model in 10kb windows under different 
experimental designs. Across the different facets, the sample size increases from left to right, and 
depth of coverage per sample increases from top to bottom. The total sequencing effort remains 
the same along the diagonal from bottom left to top right. The true chromosome-average 
Tajima’s D should be 0, which is marked with a red line.  
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Figure S4. Linkage disequilibrium (LD) estimated using ngsLD from simulated lcWGS data 
with the Samtools (top) and GATK (bottom) genotype likelihood models. LD, shown on the y 
axis, is measured as r2 between pairs of SNPs, and the physical distance between these SNP pairs 
is shown on the x axis. The blue line shows the mean of the estimated r2 for each distance value, 
and the lighter blue area shows its interquartile range. The red line marks the theoretical 
expectation of r2 under mutation-drift equilibrium. Across the different facets, the sample size 
increases from left to right, and the depth of coverage per sample increases from top to bottom. 
The total sequencing effort remains the same along the diagonal from bottom left to top right.  
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Figure S5. Estimated linkage disequilibrium (LD) fitted to a linkage decay model using ngsLD 
with the Samtools (top) and GATK (bottom) genotype likelihood models. The solid blue line 
shows the best fitted model, and the dashed blue lines represent its 95% confidence interval. 
When the true recombination rate is known, the effective population size (Ne) can be calculated 
from the estimated LD decay rate and is shown on the top right corner in each facet. The true 
effective population size used in the simulation is 100,000. The red line marks the theoretical 
expectation of r2 under mutation-drift equilibrium, given by (Hill & Weir, 1988). Across the 
different facets, the sample size increases from left to right, and depth of coverage per sample 
increases from top to bottom.   
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Figure S6. Patterns of spatial population structure inferred through principal component analysis 
(PCA) in ANGSD from simulated data with the Samtools (top) and GATK (bottom) genotype 
likelihood models. This is a scenario with higher gene flow (an average of 1 effective migrant 
from one population to another every generation). The figure shows the first two principal 
components from the PCA with simulated lcWGS data under different experimental designs; 
each point corresponds to an individual sample and its color corresponds to the population it is 
sampled from. The sample size per population increases across panels from left to right, and the 
coverage per sample increases from top to bottom. Note that the top panel of this figure is 
identical to Figure 5B; it is included here again to facilitate comparison between the two 
genotype likelihood models. 
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Figure S7. Patterns of genetic differentiation between two populations under divergent selection 
as measured by FST in 1kb windows with the Samtools (top) and GATK (bottom) genotype 
likelihood models. The sample size per population increases from left to right, and the depth of 
coverage per sample increases from top to bottom. The black points mark both the selected and 
neutral SNPs, and the red asterisks only mark the positions of the selected SNPs. Estimated 
chromosome-average FST is shown on the top right corner of each facet; note that average FST is 
overestimated when the sample size is low. Also, at lower sample size, average FST is more 
sensitive to coverage. Except for the inclusion of these average FST values, the top panel of this 
figure is identical to Figure 6B; it is included here again to facilitate comparison between the two 
genotype likelihood models. 
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Figure S8. The empirically derived distribution of per-sample depth of coverage that we 
sampled from when simulating uneven sequencing coverage among samples. This distribution is 
obtained from the sequencing depths we obtained across samples when we had tried to pool 
libraries in equal molarity in three of our lcWGS projects. 
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Figure S9. The error in allele frequency estimation with lcWGS (yellow) and Pool-seq (blue) 
data, both simulated with uneven coverage among individual samples. The distribution of 
absolute errors (|estimated frequency - true frequency|) is shown with the box plots along the x-
axis. The left and right hinges of the box plots show 25th and 75th percentile of the absolute 
errors, and the whiskers extend to the largest or smallest values no further than 1.5 times the 
interquartile range. Outlier points are hidden. Across the different facets, the sample size 
increases from left to right, and the depth of coverage per sample increases from top to bottom. 
The total sequencing effort remains the same along the diagonal from bottom left to top right. 
The root mean squared error (RMSE) for the two sequencing designs are shown in each facet. 
False negative SNPs are not included in this figure. See supplementary methods and Figure S8 
for how uneven coverage was simulated. 
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Figure S10. An empirical example from one of our lcWGS projects of the distribution of raw 
sequencing yields from individual samples when additional sequence is added based on each 
library’s data yield in an initial sequencing lane. This is to demonstrate that very similar 
sequencing effort across samples can be achieved by such a sequencing design. (The type 
specimens were designed to have higher sequencing yield then other samples.) 
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Figure S11. The spatial population structure inferred through principal component analysis 
(PCA) with lcWGS data using PCA on a larger set of markers than used in our standard 
simulations. The first two principal components are shown. This result is from our higher gene 
flow scenario (an average of 1 effective migrant from one population to another every 
generation), but a longer chromosome is simulated (300Mbp, or 10 times longer than the 
scenarios shown in Figure 5). Sample size remains five per sample, and coverage increases from 
top to bottom. 
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Figure S12. Patterns of spatial population structure inferred through principal component 
analysis (PCA) with lcWGS data using PCAngsd (in contrast to ANGSD used for Figure 5), in a 
scenario with lower gene flow (an average of 0.25 effective migrants per generation).The sample 
size per population increases across panels from left to right, and the coverage per sample 
increases from top to bottom. This figure is based on the same dataset as Figure 5A, where the 
single-read sampling approach implemented in ANGSD was used instead of PCAngsd (used here) 
to generate the covariance matrix.  
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Figure S13. Patterns of spatial population structure inferred through principal component 
analysis (PCA) with lcWGS data using PCAngsd (in contrast to ANGSD used for Figure 5), in a 
scenario with higher gene flow (an average of 1 effective migrants per generation). The sample 
size per population increases across panels from left to right, and the coverage per sample 
increases from top to bottom. This figure is based on the same dataset as Figure 5B, where the 
single-read sampling approach implemented in ANGSD was used instead of PCAngsd (used here) 
to generate the covariance matrix.   
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Figure S14. Genome-wide scan for selection using Tajima’s D in 10kb windows. Tajima’s D is 
estimated in one of the two populations under divergent selection as shown in Figure 6. The 
sample size per population increases from left to right, and the coverage per sample increases 
from top to bottom. The black points mark both the selected and neutral SNPs, and the red lines 
mark the positions of the selected SNPs. The Samtools genotype likelihood model is used for this 
figure. Note that the y-axes are in different scales in different facets. 
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Figure S15. Genome-wide scan for selection using Fay and Wu’s H in 10kb windows. Fay and 
Wu’s H is estimated in one of the two populations under divergent selection as shown in Figure 
6. The sample size per population increases from left to right, and the coverage per sample 
increases from top to bottom. The black points mark both the selected and neutral SNPs, and the 
red lines mark the positions of the selected SNPs. The Samtools genotype likelihood model is 
used for this figure. Note that the y-axes are in different scales in different facets. 
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Figure S16. The true per-SNP FST values along the chromosome between the two simulated 
populations in a scenario with smaller Ne (Ne = 104) and lower gene flow (an average of 2.5 
effective migrants from one population to the other every generation). Neutral SNPs are shown 
in black and selected SNPs are shown in red. 
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Figure S17. Genome-wide scan for divergent selection with lcWGS data in a scenario with 
smaller Ne (Ne = 104) and lower gene flow (an average of 2.5 effective migrants from one 
population to the other every generation). The FST values inferred from lcWGS data in 5kb 
windows along the chromosome are shown on the y axis. The sample size increases from left to 
right, and the depth of coverage per sample increases from top to bottom. The black points mark 
both the selected and neutral SNPs, and the red asterisks only mark the positions of the selected 
SNPs (not their inferred FST values).  
 
  



 

 
 
 

249 

 
 
Figure S18. Genome-wide scan for divergent selection with RAD-seq data in a scenario with 
smaller Ne (Ne = 104) and lower gene flow (an average of 2.5 effective migrants from one 
population to the other every generation). The per-SNP FST values inferred from RAD-seq data 
are shown on the y axis and the SNP positions are shown on the x axis. The sample size 
increases from left to right, and the RAD-tag density increases from top to bottom. The black 
points mark both the selected and neutral SNPs, and the red asterisks only mark the positions of 
the selected SNPs (not their inferred FST values).  
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Figure S19. Principal components plot and estimates of genetic differentiation around the optix 
gene for the Heliconius dataset at 4x (top) and 1x coverage (bottom), respectively.  
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Figure S20. Genotype estimation accuracy (r2) by minor allele frequency (MAF) for imputation 
in STITCH and Beagle compared to posterior genotypes estimated without imputation. 
Combinations of sample size (n; with increasing n indicated by more contiguous lines) and 
sequencing coverage (plots in rows correspond to 1x, 2x and 4x coverage) were tested for each 
method (line colors) under different diversity and linkage disequilibrium scenarios. Note the 
different y-axis scales. 
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Figure S21. Genotype concordance by minor allele frequency (MAF) for imputation in STITCH 
and Beagle and without imputation. Genotypes were called with minimum posterior genotype 
probability of 0.9. Combinations of sample size (n; with increasing n indicated by more 
contiguous lines) and sequencing coverage (plots in rows correspond to 1x, 2x and 4x coverage) 
were tested for each method (line colors) under different diversity and linkage disequilibrium 
scenarios. Note the different y-axis scales. 
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Figure S22. Proportion of genotypes called by minor allele frequency (MAF) for imputation in 
STITCH and Beagle and without imputation. Genotypes were called with minimum posterior 
genotype probability of 0.9. Combinations of sample size (n; with increasing n indicated by more 
contiguous lines) and sequencing coverage (plots in rows correspond to 1x, 2x and 4x coverage) 
were tested for each method (line colors) under different diversity and linkage disequilibrium 
scenarios. Note the different y-axis scales. 
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Figure S23. Genotype estimation by imputation in STITCH and Beagle compared to posterior 
genotypes estimated without imputation for sites with MAF>0.05. Combinations of sample size 
(n; with increasing n indicated by more contiguous lines) and sequencing coverage (x-axis) were 
tested for each method (line colors) under different diversity and linkage disequilibrium 
scenarios. (A)-(C) Mean r2 between true genotypes and estimated genotype dosage. (D)-(F) 
Genotype concordance (GC) between true and called genotypes with posterior genotype 
probability>0.9. G-I) Proportion of genotypes called with posterior genotype probability>0.9. 
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Figure S24. Change in accuracy (r2) of minor allele frequencies (MAF) estimation using 
imputed genotype probabilities from STITCH and Beagle, relative to non-imputed genotype 
likelihoods. Values above the x-axis show r2 for MAF estimated without imputation. The three 
diversity/LD scenarios are arranged in columns, sample sizes (n=100, 250, 500 and 1000) are 
arranged in rows, and sequencing depths are shown on the x-axis. Note the different y-axis scales. 
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SUPPLEMENTARY MATERIALS - CHAPTER 2 

 
 
Supplementary Methods 

 

“Batch-effect-naive” bioinformatic pipeline 

 

To convert raw fastq files into bam format, we first trimmed adapters from sequencing reads 

using Trimmomatic-0.39 (NextSeq-150PE: PE -phred33 

'ILLUMINACLIP:'$ADAPTERS':2:30:10:1:true', HiSeq-125SE: SE -phred33 

'ILLUMINACLIP:'$ADAPTERS':2:30:10'). We then used fastp-0.19.7 to trim poly-G tails with 

the NextSeq-150PE batch of data only (--trim_poly_g -Q -L -A), with the default setting on 

minimum poly-G length threshold (--poly_g_min_len 10). We mapped reads to the gadMor3 

reference genome using bowtie2-2.3.5.1 (-q --phred33 -- very-sensitive -I 0 -X 1500 –fr for 

NextSeq-150PE and -q --phred33 -- very-sensitive for HiSeq-125SE). We used samtools-1.11 to 

convert the resulting sam files to bam format and sorted them (view -buS and sort), Picard tools-

2.9.0 to remove duplicated reads (MarkDuplicates VALIDATION_STRINGENCY=SILENT 

REMOVE_DUPLICATES=true), and BamUtil-1.0.14 to clip overlapping read pairs 

(clipOverlap) with the NextSeq-150PE batch of data only. Lastly, we performed indel 

realignment with GATK-3.7 (-T RealignerTargetCreator followed by -T IndelRealigner --

consensusDeterminationModel USE_READ, with default options). Lastly, we counted the 

number of bases with mapping quality higher than 20 in the indel-realigned bam files using 

Samtools, and calculated per-sample sequencing depth (Table 1, Figure S1).  
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To estimate individual heterozygosity, we first estimated sample allele frequency (SAF) 

likelihoods with ANGSD-0.931 across the entire genome (including the non-variable sites) for 

each of the 163 samples included in this paper (-doSaf 1 -GL 1 -doCounts 1 -setMinDepth 2 -

setMaxDepth 10 -minQ 20 -minmapq 30). We then used the realSFS module in ANGSD-0.931 

to estimate genome-wide site frequency spectrum (SFS) for each individual, from which 

individual heterozygosity can be calculated (Figure 1A “before”).  

 

 

Presence/absence of poly-G tails 

 

Instead of only applying the poly-G tail trimming functionality in fastp-0.19.7 as we did in 

the “batch-effect-naïve” pipeline, we also used the sliding window quality trimming functionality 

in fastp-0.19.7 (--cut_right --trim_poly_g -L -A) to further eliminate poly-G tails in the adapter 

trimmed fastq files in the NextSeq-150PE batch. Default window length (--

cut_right_window_size 4) and mean base quality threshold (--cut_right_mean_quality 20) were 

used. We randomly selected a single read with poly-G tails to demonstrate the effectiveness of 

poly-G tail removal with and without the sliding window quality trimming functionality (Figure 

2A). In addition, we randomly selected three samples, and used FastQC-0.11.8 to calculate the 

base composition of each read position for each individual, before poly-G removal, after poly-G 

trimming, and after poly-G trimming + sliding window quality trimming (Figure 2B). These 

FastQC results were then summarized and visualized using custom R scripts: 

https://github.com/therkildsen-lab/batch-effect/blob/main/markdown/polyg.md We also used 

FastQC-0.11.8 to calculate the base composition of each read position after poly-G trimming, 
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read alignment, and quality control in order to demonstrate the poly-G tails can persist after read 

alignment (Figure S2) 

 

As we found that poly-G tails cannot be completely removed with the poly-G tail trimming 

functionality fastp-0.19.7 alone, we applied sliding window quality trimming to all of our adapter 

trimmed fastq files in the NextSeq-150PE batch, remapped them to the reference genome, and 

repeated our deduplication, overlap clipping, and indel-realignment procedure. All following 

analyses are based on these files from which poly-G tails are removed. We also estimated 

heterozygosity from these bam files without correction for other causes of batch effect in order to 

demonstrate the strong impact poly-G tail has on heterozygosity estimation (Figure S3). 

 

After the poly-G issue is resolved, we used ANGSD to identify SNPs in the data (-GL 1 -

doGlf 2 -doMaf 1 -doMajorMinor 1 -doCounts 1 -doDepth 1 -dumpCounts 1 -doIBS 1 -

makematrix 1 -doCov 1 -P 32 -SNP_pval 1e-6 -setMinDepth 46 -setMaxDepth 184 -minInd 20 -

minQ 20 -minMaf 0.05 -minMapQ 20). This generated a total of 5,204,764 SNPs.  

 

We then estimated the sample allele frequency (SAF) likelihoods and the minor allele 

frequencies (MAF) in each batch of data (pooling all populations together) at this set of SNPs (-

dosaf 1 -GL 1 -doGlf 2 -doMaf 1 -doMajorMinor 3 -doCounts 1 -doDepth 1 -setMinDepth 20 -

setMaxDepth 184 -minInd 20 -minQ 20 -minMapQ 20 -sites $SNP_LIST). The MAFs estimated 

in this step were used later to extract a list of private alleles in each batch of data (alleles with 

frequencies between 10% and 90% in one batch but smaller than 1% or larger than 99% in the 

other batch) (custom R script: https://github.com/therkildsen-lab/batch-
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effect/blob/main/markdown/degradation.md#extract-private-alleles-and-examine-proportion-of-

base-substitutions). This step also generates the read count at each SNP location with a minimum 

mapping quality of 20. To generate the read count without a mapping quality filter, we used -

doCounts 1 -doDepth 1 -dumpCounts 1 -setMinDepth 2 -minInd 2 -minQ 20. These read counts 

were later used to identify region affect by reference bias (Figure 4). Lastly, using the SAF 

likelihoods as input, we ran the realSFS module in ANGSD to estimate a genome-wide two-

dimensional SFS, which we used as a prior to estimate per-SNP FST between the two batches 

(Figure 1C “before”). 

 

To perform PCA, we first need a list of LD-pruned SNPs. Due to computational limitations 

in LD estimation, we kept 1 SNP in every 5 SNPs in our SNP list, and also filtered out the SNPs 

within four large inversions known to be polymorphic in Atlantic cod. We then used ngsLD-

1.1.0 to estimate pairwise LD between SNPs from genotype likelihoods  (--n_ind 163 --n_sites 

944554 --probs --rnd_sample 1 --max_kb_dist 10) and to perform LD pruning (--max_kb_dist 10 

--min_weight 0.5). After LD pruning, we obtained a “batch-effect-naïve” SNP list with 715,468 

unlinked SNPs. With this set of unlinked SNPs, we performed PCA using ANGSD (-GL 1 -

doGlf 2 -doMaf 1 -doMajorMinor 3 -doCounts 1 -doDepth 1 -dumpCounts 1 -setMinDepth 2 -

setMaxDepth 661 -minInd 2 -minQ 20 -minMapQ 20 -minMaf 0.05 -doIBS 2 -makematrix 1 -

doCov 1 -sites $LD_PRUNED_SNP_LIST). Eigendecomposition was then performed on the 

resulting covariance matrix using custom R scripts (https://github.com/therkildsen-lab/batch-

effect/blob/main/markdown/figures.md) (Figure 1B “before”).  

 

Difference in levels of base quality score miscalibration 
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To detect base quality score miscalibration in the data, we estimated heterozygosity using 

ANGSD-0.931 from the poly-G -free bam files (-doSaf 1 -GL 1 -doCounts 1 -setMinDepth 2 -

setMaxDepth 10 -minmapq 30) with either a relaxed (-minQ 20, Figure S3) or a stringent base 

quality filter (-minQ 33, Figure 1A “after”). If base quality is not biased, we expect to see no 

systematic differences in heterozygosity estimates between the two base quality filter settings. 

We visualized the change in heterozygosity estimates after applying the more stringent base 

quality filter in both batches, and used the paired samples t-test to evaluate whether this change 

is significantly different from zero in either batch (Figure 3), using custom R scripts 

(https://github.com/therkildsen-lab/batch-effect/blob/main/markdown/base_quality.md#figure-

3). To mitigate the batch effects caused by base quality score miscalibration in individual 

heterozygosity (Figure S3 “after sliding window trimming”), we used the estimates generated 

with a more stringent base quality filter, resulting in Figure 1A “after” and Figure 5A “including 

transitions”. 

Furthermore, we attempted base quality score recalibration with our data (Figure S4, detailed 

methods at https://github.com/therkildsen-lab/batch-effect/blob/main/markdown/bqsr.md). First, 

we built a variant database by calling SNPs with minimal filtering in ANGSD (-GL 1 -doMaf 1 -

doMajorMinor 4 -SNP_pval 1e-6 -minQ 20 -minMapQ 20), using 621 Atlantic cod samples in 

Greenlandic and Icelandic waters (the samples analyzed in this project are a subset of these). We 

used this larger set of samples in order to make the database of polymorphic sites as 

comprehensive as we possibly can. We then tried recalibration with the soapSNP model in 

ANGSD and GATK. With ANGSD, we first masked the variable sites on the reference genome 

using the maskfasta function in bedtools. We generated calibration matrices for each sample with 
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ANGSD (-GL 3 -minQ 0 -minMapQ 20), and estimated heterozygosity based on these 

calibration matrices. With GATK, we first used the BaseRecalibrator tool to generate a 

recalibration table for all samples (--read-filter MappingQualityReadFilter --minimum-mapping-

quality 30), and then used the ApplyBQSR tool to generate recalibrated bam files. Lastly, we 

used these recalibrated bam files as input for heterozygosity estimation with ANGSD.       

 

Difference in levels of reference bias / alignment error 

 

To detect reference bias / alignment error in the data, we first used the Integrative Genomics 

Viewer to spot check read alignment at randomly selected Fst outliers between the two batches 

of data (Figure 1C), either with or without a minimum mapping quality filter of 20. The position 

LG23:6170006 is shown in Figure 4A, but other outlier loci exhibited similar patterns (e.g., 

LG07:9272785, LG16:25656225, LG17:19229736) where a position appears to be polymorphic 

in the HiSeq-125SE batch without the mapping quality filter but appears to be fixed for the 

reference allele when such filter is applied.  

 

For each SNP, we then calculated the proportion of reads with mapping quality lower than 

20, and tested the difference in this value between FST outliers and all other SNPs (two-sample t-

test, Figure 4B). These were done using custom R scripts (https://github.com/therkildsen-

lab/batch-effect/blob/main/markdown/reference_bias.md). 

 

To mitigate the batch effects caused by reference bias in FST (Figure 1C “before”), we 

filtered out all SNPs with more than 10% of reads having mapping quality scores lower than 20, 
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resulting in Figure 1C “after”. To mitigate the batch effects caused by reference bias in the PCA 

(Figure 1B “before”), we tried a few different approaches. First, we filtered out the SNPs that 

have a high proportion of low-quality-score reads (i.e. the same solution as the case of FST), 

resulting in Figure 1B “after” and Figure 5B “including transitions”. Alternatively, we filtered 

out all private alleles (i.e. minor alleles with frequencies lower than 1% in one batch but higher 

than 10% in another batch) in both batches of the data, resulting in Figure S5 “all private SNPs 

removed”. Lastly, we also ran PCA after filtering out the private alleles in either one of the two 

batches to illustrate the extent of ascertainment bias this approach causes (Figure S5 “HiSeq-

125SE SNPs only”, “NextSeq-150PE SNPs only”).  

 

Difference in levels of DNA degradation 

  

To detect DNA degradation in the data, we first estimated heterozygosity using ANGSD 

from the poly-G -free bam files (-doSaf 1 -GL 1 -doCounts 1 -setMinDepth 2 -setMaxDepth 10 -

minmapq 30) with a stringent base quality filter (-minQ 33) to control for the base quality bias 

issue, and either including (-noTrans 0) or excluding transitions (-noTrans 1) in the data. If all 

samples are similarly degraded, we expect to see no systematic differences in the change of 

heterozygosity estimates after excluding the transitions. We visualized the change in 

heterozygosity estimates after excluding the transitions in well-preserved samples in both 

batches and degraded samples (as identified with gel electrophoresis) in the HiSeq-125SE batch, 

and used the ANOVA test to evaluate whether this change is significantly different between the 

three groups of samples (Figure 5D), using custom R scripts (https://github.com/therkildsen-

lab/batch-effect/blob/main/markdown/degradation.md#estimate-heterozygositing-without-
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transitions). 

 

In addition, we used custom R scripts to visualize the proportion of different base 

substitutions in private alleles in each batch (https://github.com/therkildsen-lab/batch-

effect/blob/main/markdown/degradation.md#a-closer-look-at-private-alleles), resulting in Figure 

5C. We expect to see an enrichment of C-to-T and G-to-A substitutions in the batch of data that 

is has degraded samples (i.e. HiSeq-125SE).  

 

To mitigate the batch effects caused by DNA degradation in individual heterozygosity 

(Figure 5A “including transitions”), we used the heterozygosity estimates generated excluding 

transitions, resulting in Figure 5A “excluding transitions”. To investigate whether deamination of 

cytosines can also lead to batch effects in PCA, we similarly filtered out transitions before 

performing the PCA, resulting in Figure 5B “excluding transitions”. 

 

Difference in sequencing depth 

 

To demonstrate that difference in sequencing depth can cause batch effect, we first used 

simulated data. The simulation pipeline is based on the ones that were used for Lou et al. (in 

revision), and associated scripts are available on GitHub: https://github.com/therkildsen-

lab/lcwgs-simulation). In SLiM3, we randomly created a starting sequence on a 30Mbp 

chromosome, created nine populations, each with population size (N) of 500. These nine 

populations are distributed on a three-by-three grid, with a constant bidirectional migration rate 

(m) equal to 0.002 connecting each pair of adjacent populations. We scaled up the neutral 
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mutation rate (μ) to 2x10-7 per bp per generation, and recombination rate (r) to 50cM/Mbp. We 

ran the simulation for 10,000 generations, resulting in a metapopulation that has achieved 

mutation-drift-migration equilibrium. This metapopulation consists of nine populations, each 

with population genetic parameters resembling a diploid animal population with effective 

population size (Ne) on the order of 104. We used ART-MountRainier to simulate the sequencing 

process, and subsampled the bam files to create different per-population sample sizes (5, 10, 20, 

40, 60, 80). For each sample size, we gave half of the samples in each population a coverage of 

0.125x, and gave the other half of samples a coverage of 4x. We called SNPs and estimated 

genotype likelihoods with the nine populations combined using -GL 1 -doGlf 2 -doMaf 1 -

doMajorMinor 5 -doCounts 1 -doDepth 1 -dumpCounts 1 -doIBS 2 -makematrix 1 -doCov 1 -P 6 

-SNP_pval 1e-6 -rmTriallelic 1e-6 -setMinDepth 2 -minInd 1 -minMaf 0.05 -minQ 20 in 

ANGSD-0.931. This step outputs a covariance matrix (-doCov 1) and a distance matrix -doIBS 

2) among individuals, and in addition to these, we also used PCAngsd-0.98 to generate another 

covariance matrix using the estimated genotype likelihoods from ANGSD (-minMaf 0.05 -iter 

200 -maf_iter 200). Using the eigen() function and the cmdscale() function in R, we conducted 

principal component analysis (PCA) and principal coordinate analysis (PCoA) with these 

covariances matrices and distance matrix, respectively, and plotted the samples on the first two 

principal components / principal coordinates (Figure 6). 

 

In addition, we evaluated the performance of PCAngsd-0.98 in comparison with that of 

ANGSD-0.931with our empirical data. Using the same SNP list with which Figure 1B “after” 

was generated (i.e., SNPs affected by reference bias were filtered out), we ran PCAngsd-0.98 

with the default setting (Figure S6). We found that although batch effect is not observed when 
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ANGSD is used, the PCA generated by PCAngsd still exhibit batch effect after reference bias 

and DNA degradation are controlled for. Therefore, it is likely that this batch effect is caused by 

differences in sequencing coverage, to which PCAngsd is more susceptible.  
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Supplementary Figures 
 
 
 

 
 
Figure S1. An overview of samples included in this study. (A) Sample size and (B) depth of 
coverage in different sequencing batches, grouped by population and colored by DNA 
degradation level. Note that pops 7-9 are the three populations for which samples are split to 
different batches based on their DNA degradation levels.  
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Figure S2. Persistence of poly-G tails after read alignment and quality check (i.e., minimum 
mapping quality filter of 20, deduplication, overlapping read end clipping) in three randomly 
chosen samples in the NextSeq-150PE batch if only poly-G trimming is performed.  
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Figure S3. A sequential plot of heterozygosity estimates in all populations after each step of 
batch effect mitigation. Figure 1A and Figure 5A are subsets of this figure. Comparing this 
figure with Figure 1A, we observe that poly-G tail is a more important factor than base quality 
score miscalibration in causing batch effects in heterozygosity estimation. Comparing pops 7-9 
in this figure with Figure 5A, we observe that since poly-G tails inflates heterozygosity estimates 
in the NextSeq-150PE batch and DNA degradation inflates heterozygosity estimates in the 
HiSeq-125SE batch, batch effects are initially masked before mitigation and only show up when 
poly-G tails are removed. 
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Figure S4. Mitigating batch effects caused by base quality score miscalibration through stringent 
base quality filtering and base quality score recalibration (BQSR) using ANGSD (-GL 3) and 
GATK. Without an extensive variant database, we see that BQSR can result in strong downward 
biases in heterozygosity estimates, especially with the recalibration model implemented in 
GATK. Only populations that are not affected by DNA degradation (pops 1-6) are shown in this 
figure and sliding-window trimming is applied in all panels, so poly-G tails and DNA 
degradation are not confounding factors.   
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Figure S5. Different methods to mitigate batch effects in the PCA. Figure 1B and Figure 5B are 
subsets of this figure. Unlike in Figure S3, the ordering of columns does not imply a sequential 
order. Calling SNPs with only one batch of data does not resolve batch effects but instead causes 
strong ascertainment bias. Samples from the batch with which SNPs are called appear at more 
extreme positions on a PCA plot due to the ascertainment bias. Removing SNPs that are private 
in either batch can be an effective solution for our data but may lead to other biases if certain 
populations are only sequenced in one batch. Removing SNPs affected by reference bias is an 
effective approach, suggesting that reference bias is the main factor leading to batch-associated 
signals in PCA in our data. Further removing transitions does not make a significant difference in 
populations affected by DNA degradation (pops 7-9), suggesting that deamination of cytosines 
does not lead to strong batch effects in PCA in our data.    
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Figure S6. PCA results from ANGSD and PCAngsd after excluding SNPs that are affected by 
reference bias (i.e., the same data as in Figure S5 “depth ratio filtered SNP list”). Signals of 
batch effect are much stronger when PCAngsd is used to perform the PCA. This might reflect the 
higher susceptibility of PCAngsd to batch effect caused by sequencing coverage difference.  
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SUPPLEMENTARY MATERIALS - CHAPTER 3 

 

Simulation pipeline instructions  

 

Here we provide a customizable tool for simulation of evolve and resequence experiments on a 

quantitative trait to evaluate their power for QTL detection. The simulation is carried out in the 

program SLiM and the data analysis is conducted in R. 

Below is our suggested workflow. Each step in the workflow has to be completed before the next 

can start. 

 

For the simulation of E&R experiment: 

1. Create neutral populations representing the population prior to the selection experiment. 

To do this, read and edit ShellScripts/Burnin.sh. Then, run Burnin.sh. 

2. Establish the trait architecture and simulate the selection experiment. For this, read and 

edit ShellScripts/Selection.sh, then run the script. This step can be repeated to simulate 

different combinations of trait architecture and experimental design. These can be created 

using the same burn-in. 

 

For the power analysis in QTL detection: 

3. Compile the SLiM outputs from each simulation in step 2, and (optionally) create input 

files for WFABC and ApproxWF. To do this, read, edit, and run RScripts/Compile.R 
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4. Calculate the power and false positive rate for each simulation. For this, read, edit, and 

run RScripts/Analysis.R 

5. Plot ROC curve comparisons by combining the ROC tables from simulations of different 

trait architecture or experimental design given by step 4. You can use 

RScripts/PlotROC.R to do this. Alternatively, you can also create your own R scripts, 

since this step highly depends on what your specific comparison is. 

 

Note:  

To adjust most of the variables, you will not need to edit the SLiM script and can directly input 

them through Burnin.sh and Selection.sh. Below is a list of these variables. 

 

Trait architecture Population parameters Experimental design setting 

Number of QTLs Population size* Sample size 

Position of QTLs Number of chromosomes Length of experiment* 

Effect sizes of QTLs Length of chromosomes Mode of selection 

Starting frequency of QTLs Recombination rate Strength and direction of selection 

Dominance Nucleotide diversity  

Pairwise epistasis   

 
* To modify these two variables, one single value will need to be changed in the .slim files. See the scripts for 
details.  
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There are some variables and scenarios that are not explicitly incorporated in the SLiM script but 

that can be conveniently implemented by editing SlimScripts/Burnin.slim and SlimScripts 

/Selection.slim. These variables and scenarios include:  

• heritability values other than 1 (see the SLiM manual Chapter 13.4) 

• selection modes other than truncating selection (see the SliM manual Chapter 13.1), 

pleiotropy (see the SLiM manual Chapter 13.5) 

• population structure (see the SLiM manual Chapter 5.2) 

• demographic history prior to the selection experiment (see the SLiM manual Chapter 5) 

• known genotypic data of the experimental population (see the SLiM manual Chapter 

18.12) 

For data analyses and visualizations (step 3-5), it might be more efficient if you write your own 

scripts from scratch.  

If WFABC and/or ApproxWF are used, they should to be run between step 3 and 4.  

Please post an issue on GitHub or contact us at rl683@cornell.edu with any problems or 

questions. 
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Simulation pipeline scripts 

Burn-in 

 
Burnin.sh: 
 
## This script is used to generate neutral populations used for the selection experiment. 
## IMPORTANT: Change the output directory in the first step and the variables in the second step before 
running. 
## Run the script on server using: nohup bash Burnin.sh > Burnin.nohup & 
## Note: the number of generations to be included in the burn-in process depends on the population size 
(typically ten times the population size) and needs to be changed in the Burnin.slim file. Please refer to 
the notes in that file.  
 
## Step 1: Create directories to store the outputs. Make sure to change the directory name in the first 
line. 
cd /fs/cbsubscb10/storage/rl683/TemporalScan/Simulations # Change this to a directory where you want to 
store all you simulation outputs. 
mkdir Burnin 
cd Burnin 
for k in {1..100} # Number of simulation replicates that you want to create. 
do  
    mkdir 'SimRep'$k 
done 
cd .. 
 
## Step 2: Run burnin using SLiM 2. Variables inside the loop are all customizable and can be changed as 
desired.  
for k in {1..100} # Set the number of simulation replicates that you want to create. 
do  
    ~/Program/SLiM/bin/slim \ # slim directory 
    -d SimRepID=$k  \  # SimuRepID = Simulation Replicate ID 
    -d Mu=2e-8 \ # Mu = mutation rate 
    -d RecRate=1e-8 \ # RecRate = recombination rate (change the slim script if simulating multiple 
chromosomes) 
    -d LCh=30000000 \ # LCh = length of chromosome  
    -d BurninSize=1000 \ # BurninSize = size of the burnin populations (IF THIS NEEDS TO BE CHANGED, MAKE 
SURE TO CHANGE MUTATION RATE, RECOMBINATION RATE, AND NUMBER OF GENERATIONS ACCORDINGLY)  
    -d "BurninPath='/fs/cbsubscb10/storage/rl683/TemporalScan/Simulations/Burnin/'" \ # BurninPath = path 
to the burnin files 
    -d "BurninFilename='Burnin.txt'" \ # BurninFilename = name of the burnin file 
    /fs/cbsubscb10/storage/rl683/TemporalScan/SlimScripts/Burnin.slim # Directory to the Burnin.slim file 
included in the simulation tool. 
done 

 
Burnin.slim: 
 
// The number of generations in the burn-in process depends on the population size (typically ten times 
the population size). If it needs to be changed, change the "10000" value in beginning of the third and 
fourth section to the number of generations desired.  
 
initialize() { 
 // set mutation rate 
 initializeMutationRate(Mu); 
  
 // neutral mutations 
 initializeMutationType("m1", 0.5, "f", 0.0); 
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 initializeGenomicElementType("g1", m1, 1.0); 
  
 // set up the chromosome 
 initializeGenomicElement(g1, 0, LCh-1); 
  
 // set recombination rate 
 initializeRecombinationRate(RecRate, LCh-1);  
} 
 
1 early() { 
 // define a population 
 sim.addSubpop("p1", BurninSize); 
} 
 
10000 late(){ 
 // save the output of the burn-in 
 sim.outputFull(BurninPath + "SimRep" + SimRepID + "/" + BurninFilename); 
} 
 
s1 10000 late() { 
} 

 
Selection experiment 

 
Selection.sh: 
 
## This script is used to establish quantitative trait architectures and perform artificial selection 
experiments on the populations generated using the Burnin.sh script. 
## IMPORTANT: Change the output directory in the first step and the variables in the second step before 
running. 
## Run the script on a server using: nohup bash Selection.sh > Selection.nohup & 
 
## Step 1: Create directories to store the outputs. Make sure to change the directory names in the first 
three lines. 
cd /fs/cbsubscb10/storage/rl683/TemporalScan/Simulations/ # Change this to a directory where you want to 
store all your simulation outputs. 
mkdir NQTL10 # Change this to what you want to name this particular quantitative trait architectures 
and/or the experimental design that you are simulating. 
cd NQTL10 # Same as above 
for k in {1..100} # Number of simulation replicates that you want to create. 
do 
    mkdir 'SimRep'$k 
    cd 'SimRep'$k 
    for j in {1..10} 
    do 
        mkdir 'ExpRepPlus'$j 
        mkdir 'ExpRepMinus'$j 
    done 
    cd .. 
done 
cd .. 
 
## Step 2: Run the selection experiment using SLiM 2. Variables inside the loop are all customizable and 
can be changed as desired.  
## It is recommended if you copy this shell script for each of the trait architecture x experimental 
combinations that you want to test and make changes in the new script.  
## For example, when simulating the scenario with 100 QTLs, copy this file and rename it as NQTL100.sh. 
Set the NQTL variable to be 100 and run it with "nohup bash NQTL100.sh > NQTL100.nohup &"  
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## Note: The number of generations in the selection experiment can only be changed in the Selection.slim 
script. 
## Note: Depending on the population size, more or fewer burn-in generations might have been needed. If 
that is the case, edit the Selection.slim file as instructed in the file.  
 
for k in {1..100} # Set the number of simulation replicates that you want to create. 
do 
    echo $k 
    for j in {1..1} # Set the number of experimental replications.  
    do 
        echo $j 
        for i in {T,F} # Set the direction of selection (F if selecting the larger phenotype, T otherwise, 
T,F is both directions are selected) 
        do 
            echo $i 
            ~/Program/SLiM/bin/slim \ # slim directory 
            -d SimRepID=$k  \ # SimuRepID = Simulation Replicate ID 
            -d ExpRepID=$j \ # ExpRepID = Experiment replicate ID 
            -d Direction=$i \ # Direction = direction of selection; set this at the line "for i in {T,F}" 
above 
            -d "BurninPath='/fs/cbsubscb10/storage/rl683/TemporalScan/Simulations/Burnin/'" \ # BurninPath 
= path to the burnin files 
            -d "BurninFilename='Burnin.txt'" \ # BurninFilename = name of the burnin file 
            -d LCh=30000000 \ # LCh = length of chromosome (CHANGE THIS ONLY WHEN THE BURNIN USES A 
DIFFERENT CHROMOSOME SIZE) 
            -d RecRate=1e-8 \ # RecRate = recombination rate (change the slim script if simulating 
multiple chromosomes) 
            -d SampleSize=50 \ # SampleSize = number of individuals to sample each generation 
            -d NQTL=10 \ # NQTL = number of QTLs, (even number is recommended when the number is small) 
            -d ESMean=1.0 \ # ESMean = absolute value of mean effect size 
            -d "ESDist='f'" \ # ESDist = effect size distribution("f" for fixed or "e" for exponential),  
            -d LowFreq=F \ # LowFreq = starting frequency preference (T if selecting for lower frequency, 
F if selecting for higher frequency or random)  
            -d FreqBound=0.0 \ # FreqBound = frequency bound (0.0~0.5, 0.0 if starting frequency is random) 
            -d LowerPosBound=0 \ # LowerPosBound = lower position bound (0 if random) 
            -d UpperPosBound=29999999 \ # UpperPosBound = upper position bound (LCh-1 if random) 
            -d D=0.5 \ # D = dominance coefficient (0.0~1.0, 1.0 for mutant being completely dominant and 
0.0 for wildtype to being completely dominant.) 
            -d Epistasis=F \ # Epistasis = F if there is no epistasis, T otherwise 
            -d "EpiSce=c(0,1,2,1,2,3,2,3,4)" \ # EpiSce = epistasis scenario; vector of size 9; first 
element must be 0; needs to be defined if Epistasis ==T; the nine value corresponds to phenotypes of 
genotypes in the following order: c(aabb, Aabb, AAbb, aaBb, AaBb, AABb, aaBB, AaBB, AABB); e.g. 
c(0,1,2,1,2,3,2,3,4) when there is no epistasis. 
            -d PopSize=1000 \ # PopSize = population size (can only downsample) 
            -d SelectedSize=100 \ # SelectedSize = number of selected individuals in each generation 
            -d "OutPath='/fs/cbsubscb10/storage/rl683/TemporalScan/Simulations/NQTL10/'" \ # OutPath = 
output path 
            /fs/cbsubscb10/storage/rl683/TemporalScan/SlimScripts/Selection.slim # Directory to the 
Selection.slim file included in the simulation tool. 
        done 
    done 
done 
 

Selection.slim: 
 
// The first variable that might need to be edited in this slim file is number of generations in the 
selection experiment. It is defined in the last section of this file, in the line "10000:10010 late() {". 
In this example, the selection experiment lasts 11 generations. If you want to set it to 100 generation, 
for example, this line should become "10000:10099 late() {" 
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// Depending on the population size, more or fewer burn-in generations might have been needed. Therefore, 
the second variable that might need to be modified is the number 10000 in the beginning of each section; 
this number should be changed to reflect the number of generations in the burn-in.  
 
initialize() { 
 initializeMutationRate(0); 
  
 // neutral mutations 
 initializeMutationType("m1", 0.5, "f", 0.0); 
 initializeGenomicElementType("g1", m1, 1.0); 
 m1.convertToSubstitution = F; 
 
 // mutations representing alleles in QTLs 
 initializeMutationType("m2", D, "f", 0.0); 
 m2.convertToSubstitution = F; 
  
 // a mutation type used to evaluate phenotypic fitness 
 initializeMutationType("m3", 0.5, "f", 0.0); 
 m3.convertToSubstitution = F; 
   
 // set up the chromosome 
 initializeGenomicElement(g1, 0, LCh-1); 
  
 // set recombination rate; change this if several chromosomes are simulated 
 initializeRecombinationRate(RecRate, LCh-1);  
  
} 
 
10000 late() { 
 // read the burn-in 
 sim.readFromPopulationFile(BurninPath + "SimRep" + SimRepID + "/" + BurninFilename); 
   
 // give an m3 mutation to every individual, for phenotypic fitness 
 sim.subpopulations.genomes.addNewMutation(m3, 0.0, 0); 
  
 // sanity check 
 // print(size(unique(sim.subpopulations.genomes.mutationsOfType(m1)))); 
 // print(size(unique(sim.subpopulations.genomes.mutationsOfType(m1).position))); 
  
 // get all SNPs within an starting frequency interval 
 if (LowFreq == T) 
  FreqencyConstrainedMutations=unique(sim.subpopulations.genomes.mutationsOfType(m1))[ 
  which(sim.mutationFrequencies(p1, unique(sim.subpopulations.genomes.mutationsOfType(m1))) 
<= FreqBound |  
  sim.mutationFrequencies(p1, unique(sim.subpopulations.genomes.mutationsOfType(m1))) >= (1-
FreqBound))]; 
 else  
  FreqencyConstrainedMutations=unique(sim.subpopulations.genomes.mutationsOfType(m1))[ 
  which(sim.mutationFrequencies(p1, 
unique(sim.subpopulations.genomes.mutationsOfType(m1))) >= FreqBound &  
  sim.mutationFrequencies(p1, unique(sim.subpopulations.genomes.mutationsOfType(m1))) <= (1-
FreqBound))]; 
 
 
 // get all SNPs within one region of a chromosome 
 ClusteredMutations=unique(FreqencyConstrainedMutations) 
 [which(FreqencyConstrainedMutations.position >= LowerPosBound &  
 FreqencyConstrainedMutations.position <= UpperPosBound)]; 
 
 // set seed so that QTLs remain the same within one simulation replication 
 setSeed(SimRepID);  
  
 // sample QTLs at random after the frequency and position constraints are imposed 
 QTL=sample(ClusteredMutations,NQTL); 
 QTL.setMutationType(m2); 
  
 // assign positive effect sizes to all QTLs first 
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 if (ESDist == "f") 
  for (IndividualQTL in QTL) 
  { 
  IndividualQTL.setSelectionCoeff(ESMean); 
  } 
 else if (ESDist == "e") 
  for (IndividualQTL in QTL) 
  { 
  IndividualQTL.setSelectionCoeff(rexp(1,ESMean)); 
  } 
  
 // assign negative effect sizes to half of the QTLs 
 Negative = sample(0:(NQTL-1), asInteger(NQTL/2));  
 print(Negative); 
 NegativeQTL = QTL[Negative]; 
 for (IndividualQTL in NegativeQTL) 
  { 
  IndividualQTL.setSelectionCoeff(-(IndividualQTL.selectionCoeff)); 
  } 
 // if there is epistasis, randomly set up epistatic pairs 
 if (Epistasis == T) 
  QTL.tag = 1:NQTL; 
   
 // set experimental population size (only takes effect in the next generation) 
   p1.setSubpopulationSize(PopSize); 
    
   // more sanity checks 
 // print(sim.subpopulations); 
 // print(size(sim.subpopulations.individuals)); 
  
 // set different seeds for different experimental replications for later steps 
   setSeed(SimRepID*ExpRepID);     
  
 // even more checks 
 // print(QTL); 
 // print(QTL.position); 
 // print(sim.mutationFrequencies(p1, QTL)); 
} 
 
 
 
10000: late() { 
 // define generation number 
 GenID = sim.generation-9999; 
 
 // define individual tags as phenotypes for the additive effects of QTLs while accounting for 
dominance 
 for (individual in sim.subpopulations.individuals) 
 { 
   if (Epistasis == F) 
   { 
    // extract sites when the mutant alleles are hehomozygous or heterozygous 
as needed for dominance scenarios  
    Homo = 
individual.genomes[0].mutationsOfType(m2)[match(individual.genomes[0].mutationsOfType(m2),individual.genom
es[1].mutationsOfType(m2))>=0]; 
    Hetero = c( 
   
 individual.genomes[0].mutationsOfType(m2)[match(individual.genomes[0].mutationsOfType(m2),individu
al.genomes[1].mutationsOfType(m2))<0], 
   
 individual.genomes[1].mutationsOfType(m2)[match(individual.genomes[1].mutationsOfType(m2),individu
al.genomes[0].mutationsOfType(m2))<0]); 
     
    // checks continued  
    // print(Homo); 
    // print(Hetero); 
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    // use phenotypic value to define individual tag 
    individual.tag = 
asInteger(sum(Homo.selectionCoeff)*10000)*2+asInteger(sum(Hetero.selectionCoeff*Hetero.mutationType.domina
nceCoeff)*10000)*2; // multiply by 10000 since individual tag can only be integers 
   } 
    
   // if there is epistasis, define individual tags differently according to the 
epistasis scenario chosen 
   else if (Epistasis == T) 
   { 
    individual.tag = 0; // first set individual tag to be 0 
    for (EpistasisPair in 1:asInteger(NQTL/2)) // extract information on each 
epistatic pair for each individual 
    {  
     EpistasisMutation1 = 
individual.genomes.mutationsOfType(m2)[which(individual.genomes.mutationsOfType(m2).tag == 
2*EpistasisPair-1)]; 
     EpistasisMutation2 = 
individual.genomes.mutationsOfType(m2)[which(individual.genomes.mutationsOfType(m2).tag == 
2*EpistasisPair)]; 
     UniqueEpistasisMutation1 = unique(EpistasisMutation1); 
     UniqueEpistasisMutation2 = unique(EpistasisMutation2); 
     S1 = abs(UniqueEpistasisMutation1.selectionCoeff); 
     S2 = abs(UniqueEpistasisMutation2.selectionCoeff); 
     D1 = UniqueEpistasisMutation1.mutationType.dominanceCoeff; 
     D2 = UniqueEpistasisMutation2.mutationType.dominanceCoeff; 
     sign = (-1)^EpistasisPair; // give half of the pairs effect sizes 
the reverse of the epistatic scenario defined to make sure the mean trait value is ~0 in the first 
generation 
      
     // for each pair, calculate its contribution to the phenotype and 
add it to the individual tag 
     if (size(EpistasisMutation1) == 2) 
     {  
      //print(c("EpistasisMutation1Homo")); 
      if (size(EpistasisMutation2) == 2) 
      
 individual.tag=individual.tag+asInteger(EpiSce[8]/4*(2*S1 + 2*S2)*10000*sign); 
      else if (size(EpistasisMutation2) == 1) 
      
 individual.tag=individual.tag+asInteger(EpiSce[7]/3*(2*S1 + 2*D2*S2)*10000*sign); 
      else 
      
 individual.tag=individual.tag+asInteger(EpiSce[6]/2*(2*S1 + 0)*10000*sign); 
     } 
     else if (size(EpistasisMutation1) == 1) 
     { 
      //print(c("EpistasisMutation1Hetero")); 
      if (size(EpistasisMutation2) == 2) 
      
 individual.tag=individual.tag+asInteger(EpiSce[5]/3*(2*D1*S1 + 2*S2)*10000*sign); 
      else if (size(EpistasisMutation2) == 1) 
      
 individual.tag=individual.tag+asInteger(EpiSce[4]/2*(2*D1*S1 + 2*D2*S2)*10000*sign); 
      else 
      
 individual.tag=individual.tag+asInteger(EpiSce[3]/1*(2*D1*S1 + 0)*10000*sign); 
     } 
     else if (size(EpistasisMutation1) == 0) 
     { 
      if (size(EpistasisMutation2) == 2) 
      
 individual.tag=individual.tag+asInteger(EpiSce[2]/2*(0 + 2*S2)*10000*sign); 
      else if (size(EpistasisMutation2) == 1) 
      
 individual.tag=individual.tag+asInteger(EpiSce[1]/1*(0 + 2*D2*S2)*10000*sign); 
      else 
       individual.tag=individual.tag; 
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     } 
     else  
     { 
     print("ERROR"); 
     } 
    } 
   }      
 } 
  
 // output the traits 
 Traits = paste(sim.subpopulations.individuals.tag/10000, "\n"); //divide by 1000 to return the 
original trait value 
 if (Direction == F) 
  writeFile(OutPath + "SimRep" + SimRepID + "/ExpRepPlus" + ExpRepID + "/Gen" + GenID + 
"_Trait.txt", Traits, F); 
 else 
  writeFile(OutPath + "SimRep" + SimRepID + "/ExpRepMinus" + ExpRepID + "/Gen" + GenID + 
"_Trait.txt", Traits, F); 
  
 // output number of persisting QTLs each generation 
 NSegregatingQTL = paste(size(unique(sim.subpopulations.individuals.genomes.mutationsOfType(m2)))); 
 if (Direction == F) 
  writeFile(OutPath + "SimRep" + SimRepID + "/ExpRepPlus" + ExpRepID + "/Gen" + GenID + 
"_NSegregatingQTL.txt", NSegregatingQTL, F); 
 else 
  writeFile(OutPath + "SimRep" + SimRepID + "/ExpRepMinus" + ExpRepID + "/Gen" + GenID + 
"_NSegregatingQTL.txt", NSegregatingQTL, F); 
 
 // get the phenotypic order for all individuals in order to perform truncating selection; change 
this if a different seelction regime is used 
 Order = order(sim.subpopulations.individuals.tag, Direction); 
  
 // redefine individual tags as their phenotypic ranks  
 sim.subpopulations.individuals.tag[Order] = 0:(size(sim.subpopulations.individuals)-1); 
} 
 
10000: fitness(m2) { 
 // the QTLs themselves are neutral; the m3 mutation type handles them 
 return 1.0; 
 } 
  
10000: fitness(m3) { 
 // keep only the 100 highest ranking individuals and remove all others 
 if(individual.tag < SelectedSize)  
  return 1.0; 
 else  
  return 0.0; 
}  
 
10000:10010 late() { 
 GenID = sim.generation-9999; 
 // last sanity check 
 //print(GenID); 
 //print(size(unique(sim.subpopulations.genomes.mutationsOfType(m1)))); 
 //print(size(unique(sim.subpopulations.genomes.mutationsOfType(m2)))); 
 //print(size(unique(sim.subpopulations.genomes.mutations))); 
 AllIndividuals = sim.subpopulations.individuals; 
 SampledIndividuals = sample(AllIndividuals, SampleSize); 
 // output sampled population 
 if (Direction == F) 
  SampledIndividuals.genomes.output(OutPath + "SimRep" + SimRepID + "/ExpRepPlus" + ExpRepID 
+ "/Gen" + GenID + "_Sample.txt"); 
 else 
  SampledIndividuals.genomes.output(OutPath + "SimRep" + SimRepID + "/ExpRepMinus" + 
ExpRepID + "/Gen" + GenID + "_Sample.txt"); 
  
 // output full population 
 if (Direction == F) 
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  AllIndividuals.genomes.output(OutPath + "SimRep" + SimRepID + "/ExpRepPlus" + ExpRepID + 
"/Gen" + GenID + "_Full.txt"); 
 else 
  AllIndividuals.genomes.output(OutPath + "SimRep" + SimRepID + "/ExpRepMinus" + ExpRepID + 
"/Gen" + GenID + "_Full.txt");  
} 
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Figures 

 

 
Figure S1. Number of SNPs in the simulated population has little effect on the power and false 

positive rate in QTL detection. (A) Power measured by the proportion of QTL detected. (B) 

Power measured by the proportion of genetic variance in the first generation explained by the 

detected QTL. Our standard model has ~14,000 SNPs, and the model used to test computational 

methods has ~1,400 SNPs. D-value is used here to detect QTLs. Solid vs. dotted lines: see Figure 

2 caption. 
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Figure S2.  Simulation result under our standard model with 10 QTLs. (A) Change in the 

average phenotype values in all 100 simulation replicates. Each line represents a selection line in 

one simulation replicate. (B) Change in the distribution of trait values in the population over one 

single simulation run. (C) Change in sampled minor allele frequencies at neutral loci and QTLs 

in one single simulation run. The left half of the figure shows the low line and the right half 

shows the high line. (D) Distribution of D-values per locus across all 100 simulation replicates 

grouped by neutral loci (grey bars) vs QTLs (black bars). (E) D-values of neutral loci and QTLs 

along the simulated chromosome in one single simulation run.  
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Figure S3 Performance of different detection methods when only one selection line is created. In 

this scenario, WFABC gains an advantage over D at higher false positive rates. A slightly 

modified version of the standard model with reduced level of nucleotide diversity and 10 QTLs 

is used in this comparison (same model as shown in the blue line in Figure S1. Power is 

measured by the proportion of QTLs detected.  
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Figure S4. Detection power is lower when more QTL underlie the trait under selection. The 

standard QTL model is used in this comparison. Power measured by the proportion of genetic 

variance in the first generation explained by the detected QTL. Solid vs. dotted lines: see Figure 

2 caption. 
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Figure S5. The clustering of QTL has different effects on detection power depending on the 

number of QTL underlying the trait under selection. (A) With 10 QTL, clustering reduces 

detection power. (B) With 100 QTL, clustering increases detection power at lower false positive 

rate. Power measured by the proportion of genetic variance in the first generation explained by 

the detected QTL. Solid vs. dotted lines: see Figure 2 caption. 
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Figure S6. Relationship between D and starting frequencies of minor alleles at QTL across all 

100 simulation replicates. A logistic regression model is fit to the data, shown with the red line. 

(A) 10 QTLs, equal effect sizes (B) 10 QTLs, exponential effect sizes (C) 100 QTLs, equal 

effect sizes (D) 100 QTLs, exponential effect sizes. 
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Figure S7 Relationship between D and starting frequencies of minor alleles at QTL across all 

100 simulation replicates. A logistic regression model is fit to the data, shown with the red line. 

(A) Random starting frequency. (B) High starting frequency (>5%). When QTL start at a random 

frequency, the QTL that can be easily detected (i.e. those with high D-values) are more likely to 

start at higher frequencies. Therefore, they contribute more to the variance in the first generation. 

A model with 10 QTL is shown in this figure. 
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Figure S8 Relationship between D and starting frequencies of minor alleles at QTL across all 

100 simulation replicates. A logistic regression model is fit to the data, shown with the red line.  

(A) Mutant is codominant. (B) Mutant is recessive. When mutant is recessive, the QTL that can 

be easily detected (i.e. those with high D-values) are more likely to start at higher frequencies. 

Therefore, they contribute more to the variance in the first generation. 
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Figure S9. Replication and extension of the selection experiment can improve detection power 

when combined. Top: 10 QTLs. Bottom: 100 QTLs. Left: four generations of truncating 

selection. Right: nine generations of truncating selection. (A) (C) Replication alone has minimal 

effect on detection power when only four generations of selection are conducted. (B) (D) 

Extending the experiment to nine generations increases power at higher false positive rate but 

decreases power at low false positive rate (red lines in (B) and (D) vs. red lines in (A) and (C)). 

A combination of replication and extension, however, significantly improves power at low false 

positive rate (blue lines in (B) and (D) vs. red lines in (A) and (C)). Solid vs. dotted lines: see 

Figure 2 caption. 
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Figure S10. Sampled minor allele frequency trajectories of five different experimental replicates 

over nine generation. (A) Standard model of 10 QTLs. (B) Standard model with 100 QTLs. Each 

row is a different experimental replicate that started with the same burn-in population and had 

the same QTLs. Many QTLs quickly go to fixation after the first few generations of the 
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experiment, which explains why extending the experiment alone can decrease power at lower 

false positive rates. In addition, in these first few generations, the allele frequency trajectories at 

both QTLs and neutral loci are highly deterministic because they are mainly driven by strong 

selection and linked selection. After some QTLs start to fix in the population, however, the allele 

frequency dynamics at neutral loci become much more stochastic. This pattern is particularly 

strong in the model with 10 QTLs, and it explains why replication can significantly increase 

detection power with 9-generation experiments but not with 4-generation ones. 
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Tables 
Table S1. Examples of published studies on artificial selection with large and long-living organisms 
 

 Study Study organism Trait of 
interest 

Number of 
generations 

Population 
size Selection intensity Number of 

replicates 

Ex
pe

rim
en

ta
l p

op
ul

at
io

ns
 

Conover and Munch 2002; 
Therkildsen et al. 2019 

Atlantic silverside 
(Menidia menida) body size 4-5 ~1000 90% mortality rate 2 

Sadowska et al. 2008 bank vole  
(Myodes glareolus) 

aerobic 
metabolism 3 ~5-20 

2-4 individuals 
selected as breeders 
in each generation 

4 

Barrett et al. 2011 threespine stickleback 
(Gasterosteus aculeatus) cold tolerance 3 ~45 not reported 3 

van Wijk et al. 2013 Trinidadian guppy 
(Poecilia reticulata) body size 3 250 males, 

75 females 80% mortality rate1 2 

Uusi-Heikkilä et al. 2017 zebrafish (Danio rerio) body size 5 450 75% mortality rate 2 

Barrett et al. 2019 deer mice (Peromyscus 
maniculatus) 

color 
pigmentation 1 75-100 55% mortality rate 3 

N
at

ur
al

 p
op

ul
at

io
ns

 

Coltman et al. 2003 bighorn sheep  
(Ovis canadensis) horn size 4-5 20-140 40% fishing 

mortality rate2 1 

Swain et al. 2007; 
Therkildsen et al. 2013 

Atlantic cod  
(Gadus morhua) 

body size, age 
at maturity 7 >5×107 ~10-80%  fishing 

mortality rate3 1 

Gíslason et al. 2019 yellow perch  
(Perca flavescens) 

age at 
maturity, size 

at maturity 
~5 not reported ~0-80% 

exploitation rate4 4 

 

Note:  
1. Males only. Females are randomly selected each generation in this study. 
2. For fish that are age 5 and older. 
3. For legal sized males. 
4. Exploitation rate is defined as proportion of biomass harvest
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Table S2. List of genomic architecture parameters that were tested in this paper. The parameter 

values in our standard model are shown in the second column, and the values that we used to 

compare with the standard model are shown in the third column. We tested one parameter each 

time, while keeping other parameters constant.  

 

Parameters Parameter values in 
the standard model 

Parameter values tested 
in model comparisons ROC curves(s) 

number of QTLs 10, 100 2, 20, 200 Figure 3, S4 

clustering of 
QTLs 

random distribution on the 
30 Mbp chromosome 

clustering within a 3Mbp 
region at the center of the 

chromosome 
Figure 4, S5 

effect size 
distribution equal effect size exponentially distributed 

effect size Figure 5 

allele frequency same frequency distribution 
as neutral alleles 

minor allele frequency always 
below 5%, 

minor allele frequency always 
above 5% 

Figure 6 

dominance additive effect between 
alleles 

derived alleles are completely 
dominant, 

derived alleles are completely 
recessive 

Figure 7, 9 

epistasis additive effect among QTLs 

synergistic epistasis, 
antagonistic epistasis, 

sign epistasis, reciprocal sign 
epistasis 

Figure 8 
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Table S3 Pairwise epistasis scenarios. Lowercase letters (a and b) represent the wild type alleles, 

and uppercase letters (A and B) represent the mutant alleles. Numerical entries are the 

contributions to the phenotype under selection by given genotype combinations. The signs of 

these contributions are randomly assigned. These contributions are additive among all epistatic 

pairs.  
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SUPPLEMENTARY MATERIALS – CHAPTER 4 
 
Supplementary Figures 
 
 

 
Figure S1. Map of the sampling site. Samples were collected in the 4Tn management division 
of the southern Gulf of St. Lawrence, Canada, shown with the blue pin. This division is known to 
be a spawning ground for Atlantic cod in the southern Gulf of St. Lawrence.   
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Figure S2. Individuals with intermediate genotypes at the inversion on LG01 and LG12 
tend to have more polymorphic mitochondrial genomes. The x-axis is the proportion of the 
total count of alleles associated with the minor inversion haplotype. Individuals that are not 
affected by cross-contamination should have values close to 0, 0.5, or 1 on the x-axis. 
Individuals with values close to 0.25 and 0.75 are considered to have intermediate genotypes and 
likely contaminated. These individuals also tend to have lower values in their lowest major allele 
frequency on their mitochondrial genome (y-axis of the top plots), and higher average 
heterozygosity across the mitochondrial genome (y-axis of the bottom plots).   
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Figure S3. Sample size and depth of coverage at each time point after all quality control. 
The color corresponds to whether a sample was only sequenced on NextSeq lanes or was also 
sequenced on a NovaSeq lane.  
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Figure S4. Distribution of the total sequencing depth at SNPs that survived reference bias 
filtering. This is summed across all 154 individuals that were used for downstream analysis.  
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Figure S5. Searching for signals of batch effect in individual-level SFS-derived summary 
statistics. (A) Estimates of heterozygosity at different timepoints at all loci and at evolutionarily 
conserved loci only. (B) Proportion of loci that are homozygous with the derived allele in each 
individual at different timepoints at all loci and at evolutionarily conserved loci only. Each point 
is an individual and they are colored based on the sequencing batch that they are in. Although in 
2018, sequencing batch does seem to play a role in both statistics, this does not appear to be a 
consistent bias across all time points.  
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Figure S6. Verifying whether sequencing depth is a confounding factor in individual-level 
SFS-derived summary statistics. (A) Estimates of heterozygosity vs. depth of coverage in each 
individual at all loci and at evolutionarily conserved loci only. (B) Proportion of loci that are 
homozygous with the derived vs. depth of coverage in each individual at all loci and at 
evolutionarily conserved loci only. Each point is an individual and they are colored based on the 
timepoint they are sampled fro. Again, in 2018, sequencing depth is correlated with both 
statistics, but this does not appear to be a consistent pattern across all time points.  
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Figure S7. The effect of average allele frequency on the cumulative allele frequency change 
(A) with raw allele frequency and (B) with angular transformed allele frequency. Loess 
curves are fitted to the raw datapoints, each of which is a SNP and is not shown in this plot for 
better legibility. Colors correspond to the location of the SNP, either within the LG01 or LG12 
inversion, or elsewhere in the genome. A 95% confidence interval is shown around the curve in 
grey. Without angular transformation, intermediate alleles tend to have higher magnitude of 
cumulative allele frequency change, but the angular transformation corrects for this to some 
extent. Importantly, with or without the transformation, given the same average allele frequency, 
intermediate-frequency SNPs at the LG01 inversion have significantly lower cumulative 
frequency than the rest of the genome, whereas intermediate-frequency SNPs at the LG12 
inversion have significantly higher cumulative frequency than the rest of the genome. 


