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Bayesian optimization is a framework for global optimization of objective func-

tions that are expensive or time-consuming to evaluate. It has succeeded in a

broad range of application domains, from hyperparameter tuning to chemical de-

sign. However, many important problems are still out of its reach. This is partly

due to the generality with which classical Bayesian optimization methods treat the

objective function, often ignoring available structures that can be extremely useful

for optimization. Thus, there is an incentive to identify structural properties aris-

ing commonly in practice and develop methods able to leverage them to improve

sampling efficiency.

This dissertation focuses on objective functions with a composite structure,

i.e., objective functions evaluated via two or more functions, some of which take

as input the output of others. Composite objective functions are pervasive in

real-world applications. They arise, for example, in calibration of expensive simu-

lators, optimization of manufacturing processes, and multi-attribute optimization

with preference information. This work develops a general framework to exploit

composite functions within Bayesian optimization and demonstrates how it can

dramatically improve sampling efficiency and even unlock new applications.
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CHAPTER 1

INTRODUCTION

This thesis takes place within Bayesian optimization, a framework for global op-

timization of objective functions that are expensive or time-consuming to evalu-

ate. Bayesian optimization originated with the seminal works of Kushner (1964),

Močkus (1975), and Zhilinskas (1975), focused on engineering design, However, it

is best known for its recent success in hyperparameter tuning of machine learning

algorithms (Snoek et al., 2012b; Swersky et al., 2013; Wu et al., 2020). Beyond en-

gineering design and hyperparameter tuning, Bayesian optimization has also been

successful in many other application areas, including chemical design (Griffiths

and Hernández-Lobato, 2020), internet experiments (Letham and Bakshy, 2019),

and robotics (Calandra et al., 2016).

Making very few assumptions on the objective function, classical Bayesian opti-

mization methods have been traditionally deployed as black-box optimizers. This

has contributed to their popularity as they can be applied to a broad range of

problems where little information is available. At the same time, however, many

important problems are still out of reach for existing methods. This is partly due

to the generality with which traditional Bayesian optimization methods treat the

objective function, often ignoring available structure that can be extremely useful

for optimization. Thus, there is an incentive to identify structural properties that

arise commonly in practice and develop methods able to leverage them to improve

sampling efficiency.

The present work focuses on objective functions with a composite structure,

i.e., objective functions that are evaluated via two or more functions, some of which

take as input the output of others. Composite objective functions are pervasive
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in real-world applications. They arise, for example, in the calibration of expensive

simulators, where the simulation’s output is passed as an input to a loss function

that quantifies discrepancy with respect to some observed data. They also arise

in real-world manufacturing processes, where the output of a stage in the process

is passed as an input to the next one. Finally, they also arise in a slightly less

obvious way in multi-attribute optimization with preference information, where

the objective function is given by the composition between the function mapping

designs to attributes and the latent utility function mapping attributes to utility

values encoding the unknown preferences.

To illustrate why leveraging composite structure can be beneficial, let us con-

sider the manufacturing process example described above and suppose the goal is

to develop the proteins required by a vaccine. In the first stage of this process, a

cell culture is used to produce raw proteins along with other byproducts. In the

second stage, the proteins must be isolated from the byproducts via a purification

process. Each stage is governed by its own control variables, such as tempera-

ture and pH in the first stage, and pressure and flow rate in the second stage.

Suppose we observe that the amount of protein at the end of the second stage is

very small but the amount of raw protein produced in the first stage is reason-

able large. Then, this suggests that the control variables that must be tweaked

are those corresponding to the second stage. Thus, in this example, leveraging

composite structure allows us to reduce the dimension of the search space. More

generally, leveraging composite structure can be beneficial when observations of

the intermediate functions provide information relevant for optimization that is

not available from observations of the objective function alone.

Motivated by the broad range of applications where it arises and the valuable
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additional information it can provide, the present work develops a general frame-

work for leveraging composite structure in Bayesian optimization. As we shall see

later, doing so produces some of the most dramatic performance improvements

reported in the literature. The remainder of this thesis is organized as follows.

Chapter 2 provides an overview of standard Bayesian optimization, including sev-

eral concepts that will be useful in subsequent chapters. Chapter 3 introduces a

statistical model and an approach to efficiently optimize the expected improvement

acquisition function under this statistical model for a broad class of composite ob-

jective functions. Chapter 4 develops a knowledge gradient acquisition function

that extends the approach developed in Chapter 3 to support constituent evalu-

ations ; i.e., evaluations of only some of the functions constituting the objective

function. Chapter 5 extends the approach developed in Chapter 3 to a signifi-

cantly more general class of composite objective functions. Chapter 6 discusses

how composite structure naturally shows up when solving multi-attribute opti-

mization problems on behalf of a decision-maker who expresses partial preference

information, and proposes an approach based on previously developed techniques.

A key difference with respect to previous chapters is that the utility function en-

coding the underlying preferences is not observed directly and must instead be

estimated from binary comparisons expressed by the decision-maker. Chapter 7

extends the approach developed in Chapter 6 to support parallel evaluations and a

non-parametric distribution over the utility function and also develops a principled

strategy to elicit the decision-maker’s preferences to best support optimization. Fi-

nally, Chapter 8 concludes while offering directions for future work.

3



CHAPTER 2

OVERVIEW OF BAYESIAN OPTIMIZATION

This chapter is based on Astudillo and Frazier (2021b).

The standard Bayesian optimization problem is of the form

max
x∈X

f(x), (2.1)

where f is an expensive-to-evaluate continuous function and X ⊂ Rd is a simple

compact set such as a hyperrectangle or a polytope. Classical Bayesian optimiza-

tion methods make no other explicit assumptions on the objective function.

A Bayesian optimization method consists of two main components: a Bayesian

statistical model of f and a sampling policy. These two components are used

iteratively to select the points to evaluate as follows. First, the statistical model of

f is computed via a prior probability distribution of f along with the evaluations

collected so far, which, combined, give rise to a posterior distribution. Then, the

sampling policy, which in turn depends on the posterior distribution of f , is used to

determine the next point to evaluate. The sampling policy is typically given by an

acquisition function whose value at an arbitrary point x ∈ X quantifies the benefit

of evaluating f at this point and is thus maximized to determine the next point

to evaluate. This iterative process is illustrated in Figure 2.1 in a simple problem

with a 1-dimensional decision variable. Below, we discuss these two components in

detail, focusing on Gaussian processes, the class of probability distributions most

widely used in Bayesian optimization, and reviewing several popular acquisition

functions.
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Figure 2.1: Example of Bayesian optimization method tackling a simple 1-
dimensional optimization problem. Two iterations are shown, left to right. The
upper panels show the posterior distribution of the objective function, and the
lower panels show the implied acquisition function. First (top left), the posterior
distribution over the objective function is computed based on three previous eval-
uations (grey circles), giving estimates of the objective function (solid red line,
the mean of the posterior distribution of f(x)), and uncertainty bounds (shaded
region, the mean plus and minus twice the standard deviation of the posterior
distribution of f(x)). Then, (bottom left), the acquisition function quantifies the
benefit of evaluating f(x) as a function of x. Bayesian optimization evaluates at
the location where the acquisition function is maximized (red star). This results
in a new posterior distribution (top right), from which the acquisition function is
recomputed (bottom right). This iterative process continues until an evaluation
budget is exhausted.

2.1 Bayesian Statistical Model of the Objective Function

As discussed earlier, the first component of a Bayesian optimization method is

a Bayesian statistical model of f , given by a prior probability distribution of f .

Examples of probability distributions used in the Bayesian optimization literature
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include random forests Hutter et al. (2011), Bayesian neural networks Snoek et al.

(2015) and Gaussian processes. Here, we focus on the latter class of probability

distributions, which is arguably the most widely used in practice due to its com-

putational tractability and well-calibrated uncertainty estimates. For a detailed

discussion on Gaussian processes, we refer the reader to Rasmussen and Williams

(2006).

A Gaussian process prior distribution of f is characterized by a prior mean

function, µ0 : X →,R and a prior covariance function, K0 : X × X → R. This

probability distribution has the property that, for any finite collection of points

x1, . . . , xn ∈ X, the distribution of (f(x1), . . . , f(xn))
⊤ is multivariate normal with

mean vector (µ0(x1), . . . , µ0(xn))
⊤ and covariance matrix (K0(xi, xj))

n
i,j=1. More-

over, given a data set of n (potentially noisy) evaluations, Dn = {(xi, yi)}ni=1, where

yi = f(xi) + ϵi and ϵ1, . . . , ϵn are i.i.d. from a normal distribution with mean zero

and variance σ2, the posterior distribution of f is again a Gaussian process with

mean and covariance functions

µn(x) = µ0(x) +K0(x, x1:n)
[
K0(x1:n, x1:n) + σ2In

]−1
(y1:n − µ0(x1:n)),

Kn(x, x
′) = K0(x, x

′)−K0(x, x1:n)
[
K0(x1:n, x1:n) + σ2In

]−1
K0(x1:n, x

′),

respectively, where In is the n-dimensional identity matrix and, making a slight

abuse of notation, we define y1:n = (y1, . . . , yn)
⊤, µ0(x1:n) = (µ0(x1), . . . , µ0(xn))

⊤,

K0(x1:n, x1:n) = (K0(xi, xj))
n
i,j=1, K0(x, x1:n) = (K0(x, x1), . . . , K0(x, xn)), and

K0(x1:n, x
′) = (K0(x1, x

′), . . . , K0(xn, x
′))⊤.

Following the Bayesian statistics terminology, µn and Kn are called the pos-

terior mean and covariance functions, respectively. The function µn can be inter-

preted as a surrogate model of f , whereasKn equips this surrogate with uncertainty

estimates. In particular, when evaluations of f are noiseless, i.e., when σ2 = 0, the
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posterior mean function interpolates at the points where f has been evaluated so

far and their corresponding uncertainty estimates are exactly 0; i.e., µn(xi) = f(xi)

and Kn(xi, xi) = 0 for i = 1, . . . , n.

2.2 Acquisition Function

The second component of a Bayesian optimization method is an acquisition func-

tion, αn : X→ R, where the sub-index n indicates the dependence on the posterior

distribution of f at time n. The value of the acquisition function at a particular

point x ∈ X can be interpreted as a measure of the benefit of evaluating f at

this point. Thus, one wishes to evaluate a point with the highest acquisition

value possible. Formally, a Bayesian optimization method using an acquisition

function αn chooses the next point to evaluate, xn+1, as a maximizer of αn; i.e.,

xn+1 ∈ argmaxx∈X αn(x). Importantly, unlike f , αn is not expensive-to-evaluate,

and its gradients are typically available.

Acquisition functions navigate the trade-off between evaluating points whose

objective value is still very uncertain and those whose objective value is expected

to be high, commonly known as the exploration-exploitation trade-off. Popular ac-

quisition functions include probability of improvement (Kushner, 1964), expected

improvement (Zhilinskas, 1975; Jones et al., 1998), knowledge gradient (Frazier

et al., 2008, 2009; Scott et al., 2011), Gaussian process upper confidence bound

(Srinivas et al., 2012), entropy search (ES) (Hennig and Schuler, 2012), predic-

tive entropy search (PES) (Hernández-Lobato et al., 2014), and max-value entropy

search (Wang and Jegelka, 2017) (MVES). Below, we discuss in detail the expected

improvement and knowledge gradient acquisition functions due to their simplicity
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and also because generalizations of these acquisitions functions will be discussed

in subsequent chapters.

Expected Improvement

The most widely used acquisition function in Bayesian optimization is the expected

improvement (EI), which is defined by

EIn(x) = En[{f(x)− f ∗
n}+],

where the sub-index n indicates that the expectation is taken under the posterior

distribution at time n, and f ∗
n = maxi=1,...,n f(xi) is the best observed objective

value so far. Interpreting f ∗
n as the reward that would be received if we reported a

solution to our optimization problem after n evaluations, f ∗
n+1−f ∗

n = {f(x)−f ∗
n}+

is the improvement in this reward due to an additional evaluation at x.

The EI acquisition function was first proposed by Močkus (1975) and popular-

ized by Jones et al. (1998). It is known to perform well in practice, especially when

evaluations are noiseless. At the same time, it is also known to be outperformed by

other more sophisticated acquisition functions when evaluations are noisy (Frazier,

2018) or the objective function is highly multi-modal (Jiang et al., 2020a).

In addition to its good empirical performance, another property contributing to

EI’s popularity is that it admits an analytic expression when f is modeled using a

Gaussian process and evaluations are noiseless. This analytic expression, obtained

by noting that {f(x)− f ∗
n}+ is a truncated normal random variable, is given by

EIn(x) = ∆n(x)Φ

(
∆n(x)

σn(x)

)
+ σn(x)φ

(
∆n(x)

σn(x)

)
,

where ∆n(x) = µn(x) − f ∗
n, σn(x) =

√
Kn(x, x), and φ and Φ are the standard

normal probability density function (PDF) and cumulative distribution function
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(CDF), respectively. Importantly, if µn and Kn are differentiable, so is EIn, and

thus (deterministic) gradient-based optimization methods can be used to maximize

EIn. A common choice in practice is to use L-BFGS-B (Byrd et al., 1995) with

multiple restarts.

Knowledge Gradient

The knowledge gradient (KG) acquisition function was proposed by Frazier et al.

(2008) for Bayesian ranking and selection among a finite number of alternatives

and later adapted to the Bayesian optimization setting by Scott et al. (2011).

Since then, it has been generalized to handle parallel evaluations (Wu and Frazier,

2016), derivative information (Wu et al., 2017a), and multiple information sources

(Poloczek et al., 2017).

KG modifies the reward in EI’s definition. EI assumes that the reward

for reporting a solution to our optimization problem at time n is the maxi-

mum objective value across evaluated points, f ∗
n. KG instead assumes this re-

ward is the maximum (expected) objective value across the whole feasible space,

µ∗
n = maxx∈XEn[f(x)] = maxx∈X µn(x). The reward f ∗

n is only improved by full

evaluations of the objective function, but µ∗
n can be improved by any informa-

tion about the objective function. This allows KG to generalize easily beyond the

classical Bayesian optimization setting. Analogously to EI, KG is defined as the

expected change in reward from one additional evaluation; i.e.,

KGn(x) = En[µ
∗
n+1 − µ∗

n | xn+1 = x].

While µ∗
n is deterministic given the information available up to time n (and thus

can be pulled out of the expectation above), µ∗
n+1 is random due to its dependence
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on the yet unobserved value of yn+1. Moreover, when X is continuous, KGn does

not admit a simple analytic expression, and thus maximizing it requires solving

a nested stochastic optimization problem. This makes KG significantly harder

to maximize than acquisition functions with simple analytic expressions like EI.

Very often, however, the extra computation required to maximize KG is justified

by its superior performance. This is particularly true in settings where KG often

admits natural generalizations and other acquisition functions are adapted via less

principled heuristics or approximations that often lead to a worse performance.

Many of the Bayesian optimization methods developed in this thesis are based

on generalizations of the classical EI and KG acquisition functions which, like KG,

lack a closed-form expression and are thus hard to maximize. Therefore, previously

developed techniques to maximize KG are relevant to this work and thus discussed

next.

Scott et al. (2011) proposes to approximate KGn by replacing µ∗
m by µ̃∗

m =

maxi=1,...,n+1 µm(xi), for m = n, n + 1. The key advantage of this approximation

is that it admits an analytic expression which, like EI, can be maximized using

deterministic gradient-based optimization methods. However, it becomes compu-

tationally burdensome for problems of moderate dimension. Wu et al. (2017a)

proposes an exact approach to maximize KG by computing stochastic gradients of

KGn which are then used in a multi-start stochastic gradient ascent (SGA) rou-

tine. This approach scales better to problems of moderate dimension. However,

using SGA requires choosing its learning rate, which can be non-trivial. Balandat

et al. (2020) proposes a one-shot optimization approach that effectively replaces the

original problem of maximizing KGn with a sample average approximation (SAA).

This approximate problem is not only deterministic but it can also be cast as a
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non-nested optimization problem over a higher dimensional space, thus allowing

again the use of deterministic gradient-based optimization methods. However, the

dimension of this approximate problem grows linearly with the number of samples

used, restricting the number that can be used in practice.

The above three approaches to maximize KG (implicitly or explicitly) rely

on the so-called reparametrization trick for acquisition functions (Wilson et al.,

2018a), which consists on rewriting an acquisition function as an expectation of

a deterministic transformation (depending on the posterior mean and covariance

functions) of a standard normal random variable. Such an approach has also been

key to extending other acquisition functions to settings where they no longer have

an analytic expression such as optimization with batch evaluations Wilson et al.

(2018a); Wang et al. (2020a). The reparameterized expression of KG is given by

KGn(x) = En

[
max
x′∈X

µn(x
′) + σ̃n(x

′;xn+1)Z | xn+1 = x

]
− µ∗

n,

where σ̃(x′;xn+1) = Kn(x
′, xn+1)/

√
Kn(xn+1, xn+1) + σ2, and the (conditional)

distribution of Z is standard normal. We refer the reader to Frazier et al. (2009)

and Wu and Frazier (2016) for a derivation.
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CHAPTER 3

BAYESIAN OPTIMIZATION OF COMPOSITE FUNCTIONS

This chapter is based on Astudillo and Frazier (2019).

3.1 Introduction

In this chapter we consider optimization of objective functions of the form f(x) =

g(h(x)), where h is a black-box expensive-to-evaluate vector-valued function, and

g is a real-valued function that can be cheaply evaluated. These problems arise,

for example, in calibration of simulators to real-world data Vrugt et al. (2001);

Cullick et al. (2006); Schultz and Sokolov (2018); in materials and drug design

Kapetanovic (2008); Frazier and Wang (2016) when seeking to design a compound

with a particular set of physical or chemical properties; when finding maximum a

posteriori estimators with expensive-to-evaluate likelihoods Bliznyuk et al. (2008);

and in constrained optimization Gardner et al. (2014); Hernández-Lobato et al.

(2016) when seeking to maximize one expensive-to-evaluate quantity subject to

constraints on others (See Section 3.2 for a more detailed description of these

problems.).

One may ignore the composite structure of the objective and solve such prob-

lems using standard Bayesian optimization, which has been shown to perform

well compared with other general-purpose optimization methods for black-box

derivative-free expensive-to-evaluate objectives (Snoek et al., 2012b). As described

in Chapter 2, such an approach would build a Gaussian process model over f based

on past observations of f(x), and then choose points at which to evaluate f by
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maximizing an acquisition function computed from the posterior. This approach

would not use observations of h(x) or knowledge of g.

In this chapter, we describe a novel Bayesian optimization approach that lever-

ages the structure of composite objective functions to optimize them more effi-

ciently. This approach builds a multi-output Gaussian process on h, and uses

the expected improvement Jones et al. (1998) under the implied statistical model

on f as its acquisition function. This implied statistical model is typically non-

Gaussian when g is non-linear. We refer to the resulting acquisition function as

expected improvement for composite functions (EICF) to distinguish it from the

classical expected improvement (EI) acquisition function computed with respect

to a Gaussian process posterior on f .

Intuitively, the above approach can substantially outperform standard Bayesian

optimization when observations of h(x) provide information relevant to optimiza-

tion that is not available from observations of f(x) alone. As one example, suppose

x and h(x) are both one-dimensional and g(y) = y2. If h is continuous, h(0) < 0,

and h(1) > 0, then our approach knows that there is a global minimum in the

interval (0, 1), while the standard approach does not. This informational benefit

is compounded further when h is vector-valued.

While EICF is simply the expected improvement under a different statistical

model, unlike the classical EI acquisition function, it lacks a closed-form analytic

expression and must be evaluated through simulation. We provide a simulation-

based method for computing unbiased estimators of the gradient of the EICF

acquisition function, which we use within multi-start stochastic gradient ascent to

allow efficient maximization. We also show that, under suitable regularity condi-

tions, EICF is asymptotically consistent, i.e., the best point found converges to
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the global maximum of f as the number of samples grows to infinity.

In numerical experiments comparing with standard Bayesian optimization

benchmarks, EICF provides immediate regret that is several orders of magnitude

smaller and reaches their final solution quality using less than 1/4 of the number

of function evaluations.

3.2 Related Work

3.2.1 Related Methodological Literature

Optimizing composite functions has been studied in first- and second-order opti-

mization (Shapiro, 2003; Drusvyatskiy and Paquette, 2019). This literature differs

from our paper in that it assumes that evaluations are inexpensive, derivatives

are available, and also often convexity. In this setting, leveraging the structure of

the objective has been found to improve performance, just as we find here in the

setting of derivative-free optimization. However, to our knowledge, our work is

the first to study composite objective functions within the Bayesian optimization

framework and also the first within the more general context of optimization of

black-box derivative-free expensive-to-evaluate functions.

Our work is related to Marque-Pucheu et al. (2019), which proposes a frame-

work for efficient sequential experimental design for Gaussian process-based mod-

eling of nested computer codes. In contrast with our work, Marque-Pucheu et al.

(2019) focuses on prediction rather than optimization. A predictive variance min-

imization sampling policy is proposed and a method for its efficient computation
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is provided.

Our work is also similar in spirit to Overstall and Woods (2013), which proposes

to model an expensive-to-evaluate vector of parameters of a posterior probability

density function using a multi-output Gaussian process instead of the function

directly using a single-output Gaussian process. The surrogate model is then used

to perform Bayesian inference.

Constrained optimization can also be seen a special case of optimization of a

composite objective. To see this, take h1 to be the objective to be maximized and

take hi, for i > 1, to be the constraints, all of which are constrained to be non-

negative without loss of generality. Then, the original constrained optimization

problem can be recovered by setting

g(y) =


y1, if yi ≥ 0 for all i > 1,

−∞, otherwise.

Moreover, when specialized to this particular setting, the EICF acquisition function

is equivalent to the expected improvement for constrained optimization as proposed

by Schonlau et al. (1998) and Gardner et al. (2014).

Within the constrained Bayesian optimization literature, our work also shares

several methodological similarities with Picheny et al. (2016). This work considers

an augmented Lagrangian compounded by the objective and constraints, which

are modeled using Gaussian processes. As in our work, the expected improvement

under this statistical model is used as acquisition function.

Our method for optimizing the EICF acquisition function uses an unbiased

estimator of the gradient of EICF within a multi-start stochastic gradient ascent

framework. This technique is structurally similar to methods developed for opti-

15



mizing acquisition functions in other Bayesian optimization settings without com-

posite objectives, including the parallel expected improvement Wang et al. (2020a)

and the parallel knowledge-gradient Wu and Frazier (2016).

3.2.2 Related Application Literature

Optimization of composite black-box derivative-free expensive-to-evaluate func-

tions arises in many application settings in the literature. However, this literature

does not leverage the composite structure of the objective to optimize it more

efficiently.

In materials design, it arises when the objective is the combination of multiple

material properties via a performance index Ashby and Cebon (1993), e.g., the

specific stiffness, which is the ratio of Young’s modulus and the density, or nor-

malization Jahan and Edwards (2015). Here, h(x) is the set of material properties

that results from a particular chemical composition or set of processing condi-

tions, x, and g is given by the performance index or normalization method used.

Evaluating the material properties, h(x), that result from a materials design typ-

ically requires running expensive physical or computational experiments that do

not provide derivative information, for which Bayesian optimization is appropriate

(Kapetanovic, 2008; Ueno et al., 2016; Ju et al., 2017; Griffiths and Hernández-

Lobato, 2020).

Optimization of composite functions also arises in calibration of expensive

black-box simulators (Vrugt et al., 2001; Cullick et al., 2006; Schultz and Sokolov,

2018), where the goal is to find input parameters, x, to the simulator such that its

vector-valued output, h(x), most closely matches a vector of data observed in the
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real world, yobs. Here, the objective to be minimized is g(h(x)) = ||h(x) − yobs||,

where || · || is often the L1 norm, L2 norm, or some monotonic transformation of

the likelihood of observation errors.

If one has a prior probability density p on x, and the log-likelihood of some

real-world observation error, ϵ, is proportional to ||ϵ|| (as it would be, for example,

with independent normally distributed errors taking || · || to be the L2 norm),

then, finding the maximum a posteriori estimator of x (Bliznyuk et al., 2008) is an

optimization problem with a composite objective: the log-posterior is equal to the

sum of a constant and g(h(x)) = −β||h(x) − yobs||2 + log(p(x)) (In this example,

g is actually a function of both h(x) and x. Our framework extends easily to this

setting as long as g remains a cheap-to-evaluate function).

3.3 Problem Setting and Standard Approach

As described above, we consider optimization of objective functions of the form

f(x) = g(h(x)), where h : X→ Rk is a black-box expensive-to-evaluate continuous

function, g : Rk → R is a function that can be cheaply evaluated, and X ⊂ Rd. As

is common in Bayesian optimization, we assume that d is not too large (< 20) and

that projections onto X can be efficiently computed. We also place the technical

condition that E [|g(Z)|] < ∞, where Z is an k-variate standard normal random

vector. The problem to be solved is

max
x∈X

f(x). (3.1)

As discussed before, one can approach problem (3.1) by applying standard

Bayesian optimization. This approach models f as drawn from a Gaussian process
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prior probability distribution. Then, iteratively, indexed by n, this approach would

choose the point xn ∈ X at which to evaluate f next by optimizing an acquisition

function, such as the EI acquisition function (Močkus, 1975; Jones et al., 1998).

This acquisition function would be calculated from the posterior distribution given

{(xi, f(xi))}ni=1, which is itself a Gaussian process, and would quantify the value

of an evaluation at a particular point. Although h(x) would be observed as part of

this standard approach, these evaluations would be ignored when calculating the

posterior distribution and acquisition function.

3.4 Our Approach

We now describe our approach, which like the standard Bayesian optimization

approach is comprised of a statistical model and an acquisition function. Unlike

standard Bayesian optimization, however, our approach leverages the additional

information in evaluations of h, along with knowledge of g. We argue below and

demonstrate in our numerical experiments that this additional information can

substantially reduce the number of evaluations required to find good approximate

global optima.

Briefly, our statistical model is a multi-output Gaussian process on h (Alvarez

et al., 2012) (Section 3.4.1), and our acquisition function, EICF, is the expected im-

provement under this statistical model (Section 3.4.2). This acquisition function,

unfortunately, cannot be computed in closed form for most functions g. In Sec-

tion 3.4.3, under mild regularity conditions, we provide a technique for efficiently

maximizing EICF. We also provide a theoretical analysis showing that EICF is

asymptotically consistent (Section 3.4.4). Finally, we conclude this section by
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discussing the computational complexity of our approach (Section 3.4.5).

3.4.1 Statistical Model

We model h as drawn from a multi-output Gaussian process distribution (Al-

varez et al., 2012), characterized by a prior mean function, µ0 : X → Rk, and a

prior covariance function, K0 : X × X → Rk×k. Analogously to the single-output

case, after observing n evaluations of h, the posterior distribution of h is again a

multi-output Gaussian process with mean function, µn : X → Rk, and covariance

function, Kn : X × X → Rk×k, which can be computed in closed form in terms of

µ0 and K0 (see, e.g., Liu et al. (2018)).

3.4.2 Expected Improvement for Composite Functions

Our acquisition function is the expected improvement computed with respect to

the posterior on f(x) given by the composition of g and the normally distributed

posterior distribution on h(x), i.e.,

EICFn(x) = En

[
{g(h(x))− f ∗

n}
+] , (3.2)

where f ∗
n = maxi=1,...,n f(xi) is the maximum value across the points that have

been evaluated so far, x1, . . . , xn, En indicates the conditional expectation given

the available observations at time n, {(xi, h(xi))}ni=1, and a+ = max(0, a) is the

positive part function. We call it the expected improvement for composite functions

(EICF) to distinguish it from the classical expected improvement.

When h is scalar-valued and g is the identity function, EICFn is equivalent

to the classical expected improvement computed directly from a Gaussian process
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distribution on f , and has an analytic expression that makes it easy to compute and

optimize. For general nonlinear functions, g, however, EICFn cannot be computed

in closed form. Despite this, as we shall see next, under mild regularity conditions,

EICFn can be efficiently maximized.

Figure 3.1 illustrates the classical EI (left) and our EICF (right) acquisition

functions in a setting where h is scalar-valued, f(x) = g(h(x)) = h(x)2, we have

evaluated h and f at four points, and we wish to minimize f . The left-hand

column shows the posterior distribution of f and EI acquisition function using the

standard approach: posterior credible intervals have 0 width at points where we

have evaluated (since evaluations are free from noise), and become wider as we

move away from them. The classical expected improvement is largest near the

right limit of the domain, where the posterior mean computed using observations

of f(x) alone is relatively small and has large variance.

The right-hand column shows the posterior distribution of h, computed using a

Gaussian process (single-output in this case, since h is scalar-valued), the resulting

posterior distribution on f , and the resulting EICF acquisition function. The

posterior distribution on f(x) (which is not normally distributed) has support

only on non-negative values, and places higher probability on small values of f(x)

in the regions x ∈ [0.2, 0.4] ∪ [0.6, 0.8], which creates a larger value for EICF in

these regions.

Examining past observations of h(x), the points with high EICF (x ∈ [0.2, 0.4]∪

[0.6, 0.8]) seem substantially more valuable to evaluate than the point with largest

EI (x = 5). Indeed, for the region [0.2, 0.4], we know that h(x) is below 0 near

the left limit, and is above 0 near the right limit. The continuity of h implies that

h(x) is 0 at some point in this region, which in turn implies that f has a global
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our approach. The optimum occurs when
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(d) Implied non-Gaussian posterior on f
used by our approach. This posterior puts
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Figure 3.1: Illustrative example of Bayesian optimization of a composite objective
function in a (minimization) problem where h is scalar-valued and g(h(x)) = h(x)2.
Observations of h(x) provide a substantially more accurate view of where global
optima of f reside as compared with observations of f(x) alone. This allows our
approach (left) to evaluate at points closer to these global optima compared to
standard Bayesian optimization (right).
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optimum in this region. Similarly, f is also quite likely to have a global optimum in

[0.6, 0.8]. EICF takes advantage of this knowledge in its sampling decisions while

classical EI does not.

3.4.3 Computation and Maximization of EICF

We now describe computation and efficient maximization of EICF. For any fixed

x ∈ X, the time-n posterior distribution on h(x) is multivariate normal with mean

vector µn(x) and covariance matrix Kn(x, x). Let Cn(x) denote the lower Cholesky

factor of Kn(x, x). Then, we can express h(x) = µn(x) + Cn(x)Z, where Z is a

k-variate standard normal random vector under the time-n posterior distribution,

and thus

EICFn(x) = En

[
{g(µn(x) + Cn(x)Z)− f ∗

n}
+] . (3.3)

Thus, EICFn(x) can be computed via Monte Carlo, as summarized in Algorithm

1. We note that (3.3) and the condition E[|g(Z)|] < ∞ imply that EICFn(x) is

finite for all x ∈ X.

Algorithm 1 Computation of EICF

Require: point to be evaluated, x; number of Monte Carlo samples, L
1: for ℓ = 1, . . . , L do
2: Draw sample Z(ℓ) ∼ Nm(0m, Im) and compute α(ℓ) :={

g
(
µn(x) + Cn(x)Z

(ℓ)
)
− f ∗

n

}+
3: end for
4: Estimate EICFn(x) by

1
L

∑L
ℓ=1 α

(ℓ)

In principle, the above is enough to maximize EICFn using a derivative-free

global optimization algorithm (for non-expensive noisy functions). However, such

methods typically require a large number of samples, and optimization can be typ-

ically performed with much greater efficiency if derivative information is available
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(Swisher et al., 2000; Jamieson et al., 2012). The following proposition describes a

simulation-based procedure for generating such derivative information. A formal

statement and proof can be found in Section A.1.

Proposition 3.1. Under mild regularity conditions, EICFn is differentiable almost

everywhere, and its gradient, when it exists, is given by

∇EICFn(x) = En [γn(x;Z)] , (3.4)

where

γn(x, Z) =


0, if g(µn(x) + Cn(x)Z) ≤ f ∗

n,

∇g(µn(x) + Cn(x)Z), otherwise.

(3.5)

Thus, γn provides an unbiased estimator of ∇EICFn. To construct such an

estimator, we would draw an independent standard normal random vector Z and

then compute γn(x;Z) using (3.5), optionally averaging across multiple samples

as in Algorithm 1. To optimize EICFn, we use this gradient estimation proce-

dure within stochastic gradient ascent, using multiple restarts. The final iterate

from each restart is an approximate stationary point of the EICFn. We then use

Algorithm 1 to select the stationary point with the best value of EICFn.

3.4.4 Theoretical Analysis

Here we present two results giving insight into the properties of the EICF acqui-

sition function. The first result states that, when g is linear, EICF has a closed

form analogous to the one of the classical EI.

Proposition 3.2. Suppose that g is given by g(y) = w⊤y for some fixed w ∈ Rk.

Then,

EICFn(x) = ∆n(x)Φ

(
∆n(x)

σn(x)

)
+ σn(x)φ

(
∆n(x)

σn(x)

)
,
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where ∆n(x) = w⊤µn(x)−f ∗
n, σn(x) =

√
w⊤Kn(x)w, and φ and Φ are the standard

normal probability density function and cumulative distribution function, respec-

tively.

This result can be easily verified by noting that, since the time-n posterior

distribution of h(x) is k-variate normal with mean vector µn(x) and covariance

matrix Kn(x), the time-n posterior distribution of w⊤h(x) is normal with mean

w⊤µn(x) and variance w⊤Kn(x)w. However, Proposition 3.2 does not mean that

our approach is equivalent to the classical one when g is linear. This is because,

in general, the posterior distribution given observations of h(x) is different from

the one given observations of w⊤h(x) . We refer the reader to the supplementary

material for a discussion.

Our second result states that, under suitable conditions, EICF is asymptotically

consistent, i.e., the solution found by our method converges to the global optimum

when the number of evaluations goes to infinity. An analogous result for the

classical EI was proved by Vazquez and Bect (2010).

Theorem 3.1. Let {xn}n∈N be the sequence of evaluated points and suppose there

exists n0 ∈ N such that for all n ≥ n0,

xn+1 ∈ argmax
x∈X

EICFn(x).

Then, under suitable regularity conditions and as n→∞,

f ∗
n → max

x∈X
f(x).

A formal statement and proof of Theorem 3.1 can be found in the supplemen-

tary material.
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3.4.5 Computational Complexity of Posterior Inference

The computation required to maximize the classical EI acquisition function is dom-

inated by the computation of the posterior mean and variance and thus, in prin-

ciple, scales as O(n2) (with a pre-computation of complexity O(n3)) with respect

to the number of evaluations (Shahriari et al., 2016). However, recent advances

in approximate fast Gaussian process training and prediction may considerably

reduce the computational burden (Pleiss et al., 2018).

In our approach, the computational cost is again dominated by the computa-

tion of the posterior mean and covariance matrix, µn(x) and Kn(x, x), respectively.

When the outputs of h are modeled independently, the components of µn(x) and

Kn(x, x) can be computed separately (Kn(x, x) is diagonal in this case) and thus

the computation of the posterior mean and covariance scales as O(kn2). This

allows our approach to be used even if h has a relatively large number of out-

puts. However, in general, if the correlation between components of h is modeled,

these computations scale as O(m2n2). Thus, in principle, there is a trade-off be-

tween modeling correlation between components of h, presumably allowing for

faster learning of h and retaining tractability in the computation of the acquisition

function.

3.5 Numerical Experiments

We compare the performance of three acquisition functions: expected improve-

ment (EI), probability of improvement (PI) Kushner (1964), and the acquisition

function that chooses points uniformly at random (Random), both under our pro-
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posed statistical model and the standard one, i.e., modeling h using a multi-output

Gaussian process and modeling f directly using a single-output Gaussian process,

respectively. We refer the reader to the supplementary material for a formal defini-

tion of the probability of improvement under our statistical model and a discussion

on how we maximize this acquisition function in our numerical experiments. To

distinguish each acquisition function under our proposed statistical model from

its standard version, we append ”CF” to its abbreviation. Thus, if the classi-

cal expected improvement acquisition function is denoted EI, then the expected

improvement under our statistical model is denoted EICF, as previously defined.

We also include as a benchmark the predictive entropy search (PES) acquisition

function (Hernández-Lobato et al., 2014) under the standard statistical model, i.e.,

modeling f directly using a single-output Gaussian process. For all problems and

methods, an initial stage of evaluations is performed using 2(d+ 1) points chosen

uniformly at random over X.

For EICF, PICF, and RandomCF, the outputs of h are modeled using inde-

pendent Gaussian process prior distributions. All Gaussian process distributions

involved, including those used by the standard Bayesian optimization methods (EI,

PI, Random, and PES), have a constant mean function and ARD squared expo-

nential covariance function; the associated hyperparameters are estimated under a

Bayesian approach. As proposed in Snoek et al. (2012b), for all methods, we use

an averaged version of the acquisition function, obtained by first drawing 10 sam-

ples of the Gaussian process hyperparameters, computing the acquisition function

conditioned on each of these hyperparameters, and then averaging the results.

We calculate each method’s simple regret at the point with the largest (or

smallest if minimizing) posterior mean. For EICF, PICF, and RandomCF, we use
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the posterior mean on f implied by the Gaussian process posterior on h, and for

EI, PI, Random, and PES we use the Gaussian process posterior on f . Error bars

in the plots below show the mean of the base-10 logarithm of the simple regret

plus and minus 1.96 times the standard deviation divided by the square root of

the number of replications. Each experiment was replicated 100 times.

3.5.1 Gaussian Process-Generated Test Problems

The first two problems use functions h generated at random from a Gaussian pro-

cess prior. Each component of h was generated by sampling on a uniform grid from

independent Gaussian process distributions with different fixed hyperparameters

and then taking the resulting posterior mean as a proxy; the hyperparameters were

not known to any of the algorithms. The details of each problem are summarized

in Table 3.1.

Results are shown in Figures 3.2, where the horizontal axis indicates the num-

ber of samples following the initial stage. EICF outperforms the other methods

significantly. Regret is smaller than the best of the standard Bayesian optimization

benchmarks throughout and by several orders of magnitude after 50 evaluations (5

orders of magnitude smaller in test 1 and 2 in test 2). It also requires substantially

fewer evaluations beyond the first stage to reach the regret achieved by the best

of the standard Bayesian optimization benchmarks in 100 evaluations: approxi-

mately 30 in test 1, and 10 in test 2. RandomCF performs surprisingly well in

type-2 Gaussian process-generated problems, suggesting that a substantial part of

the benefit provided by our approach is the value of the additional information

available from observing h(x). In type-1 problems, it does not perform as well,

suggesting that high-quality decisions about where to sample are also important.
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Problem X g m

1 [0, 1]4 g(y) = −∥y − yobs∥22 5
2 [0, 1]3 g(y) = −

∑
j exp(yj) 4

Table 3.1: Description of Gaussian process-generated test problems
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Figure 3.2: Expected log10(regret) in type-1 (left) and type-2 (right) Gaussian
process-generated test problems, estimated from 100 independent replications. The
details of each problem, including the function g used, are summarized in Table
3.1. EICF outperforms other methods by a large margin.

3.5.2 Standard Global Optimization Test Problems

We assess our approach’s performance on two standard benchmark functions from

the global optimization literature: the Langermann (Jamil and Yang, 2013) and

Rosenbrock Jamil and Yang (2013) functions. We refer the reader to the sup-

plementary material for a description of how these functions are adapted to our

setting.

Results of applying our method and benchmarks to these problems are shown

on a logarithmic scale in Figure 3.3. As before, EICF outperforms competing

methods with respect to the final achieved regret. PICF and RandomCF also

perform well compared to methods other than EICF. Moreover, in the Langermann

test problem, PICF outperforms EICF during the first 20 evaluations.
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Figure 3.3: Expected log10(regret) in the Langermann (left) and Rosenbrock
(right) test functions, estimated from 100 independent replications.

3.5.3 Environmental Model Function

The environmental model function was originally proposed by Bliznyuk et al.

(2008) and is now a well-known test problem in the literature of Bayesian cali-

bration of expensive computer models. It models a chemical accident that has

caused a pollutant to spill at two locations into a long and narrow holding channel,

and is based on a first-order approach to modeling the concentration of substances

in such channels under the assumption that the channel can be approximated by

an infinitely long one-dimensional system with diffusion as the only method of

transport. This leads to the concentration representation

c(s, t;M,D,L, τ) =
M√
4πDt

exp

(
−s2

4Dt

)
+

I{t > τ}M√
4πD(t− τ)

exp

(
−(s− L)2

4D(t− τ)

)
,

where M is the mass of pollutant spilled at each location, D is the diffusion rate

in the channel, L is the location of the second spill, and τ is the time of the second

spill.

We observe c(s, t;M0, D0, L0, τ0) in a 3×4 grid of values; specifically, we observe

{c(s, t;M0, D0, L0, τ0) : (s, t) ∈ S × T}, where S = {0, 1, 2.5}, T = {15, 30, 45, 60},

and (M0, D0, L0, τ0) are the underlying true values of these parameters. Since
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we assume noiseless observations, the calibration problem reduces to finding

(M,D,L, τ) so that the observations at the grid minimize the sum of squared

errors, i.e., our goal is to minimize∑
(s,t)∈S×T

(c(s, t;M0, D0, L0, τ0)− c(s, t;M,D,L, τ))2.

In our experiment, we take M0 = 10, D0 = 0.07, L0 = 1.505 and τ0 = 30.1525. The

search domain is M ∈ [7, 13], D ∈ [0.02, 0.12], L ∈ [0.01, 3] and τ ∈ [30.01, 30.295].

Results from this experiment are shown in Figure 3.4. As above, EICF performs

best, with PICF and RandomCF also significantly outperforming benchmarks that

do not leverage the composite structure.
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Figure 3.4: Expected log10(regret) in the environmental model function test prob-
lem, estimated from 100 independent replications.

3.6 Conclusion

We have proposed a novel Bayesian optimization approach for objective functions

of the form f(x) = g(h(x)), where h is a black-box expensive-to-evaluate vector-

valued function, and g is a real-valued function that can be cheaply evaluated.

Our numerical experiments show that this approach may substantially outperform

standard Bayesian optimization while retaining computational tractability.
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CHAPTER 4

BAYESIAN OPTIMIZATION OF RISK MEASURES WITH

CONSTITUENT EVALUATIONS

This chapter is based on Cakmak et al. (2020a).

4.1 Introduction

Traditional Bayesian optimization has focused on problems of the form minx F (x),

or more generally, minx E [F (x,W )], where F is a time-consuming black box func-

tion that does not provide derivatives, and W is a random variable. This has

seen an enormous impact and has expanded from hyper-parameter tuning (Snoek

et al., 2012a; Zöller and Huber, 2019) to more sophisticated applications such

as drug discovery, and robot locomotion (Negoescu et al., 2011; Xie et al., 2012;

Letham et al., 2018; Rai et al., 2019). However, in many high-stakes settings, op-

timizing average performance is inappropriate; risk-aversion must be considered.

In such settings, risk measures have become a crucial tool for quantifying risk.

For instance, by law, banks are regulated using the Value-at-Risk (VaR) (Lopez,

1997). Risk measures have also been used in cancer treatment planning (An et al.,

2017; Lim et al., 2020), healthcare operations (Austin and Schull, 2003), natural

resource management (Sethi and Dalton, 2012), disaster management (Meraklı and

Küçükyavuz, 2020), data-driven stochastic optimization (Wu et al., 2018), and risk

quantification in stochastic simulation (Zhu et al., 2020).

In this chapter, we consider risk-averse optimization of the form

minx ρ [F (x,W )], where ρ is a risk measure that maps the probability distribu-

tion of F (x,W ) (induced by the randomness on W ) onto a real number describing
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its level of risk. We focus on the setting where, during the evaluation stage, F

can be evaluated for any (x,w) ∈ X ×W, e.g., using a simulation oracle. After

the evaluation stage, we choose a decision x∗ to be implemented in the real world,

nature chooses the random W , and the objective F (x∗,W ) is then realized.

When F has a convenient analytic structure and its evaluations are inexpensive,

optimizing against a risk measure is well-understood (Ruszczyński and Shapiro,

2006; Ben-Tal et al., 2009; Bertsimas et al., 2011; Cakmak et al., 2020b). However,

when F is a black-box function with expensive evaluations, the existing literature

is inadequate in answering the problem. A naive approach would be to use a stan-

dard Bayesian optimization algorithm with observations of ρ[F (x,W )]. However,

a single evaluation of the objective function, ρ[F (·,W )], requires multiple evalu-

ations of F , which can be prohibitively expensive when the evaluations of F are

expensive. For example, if each evaluation of F takes one hour, and we need 102

samples to obtain a high-accuracy estimate of ρ[F (x,W )], a single evaluation of

the objective function would require more than four days. Moreover, if we do not

obtain a high-accuracy estimate, estimators are typically biased (Trindade et al.,

2007) in a way unaccounted for by traditional Gaussian process regression. For

the risk measure Value-at-Risk (VaR), the recent work of Torossian et al. (2020)

addresses this issue by modeling VaRα[F (x,W )] using individual observations of

F (x,w). However, their method only chooses the x to evaluate, and w is randomly

set according to its environmental distribution. As evidenced by Janusevskis and

Le Riche (2013); Toscano-Palmerin and Frazier (2018), jointly selecting x and w to

evaluate offers significant improvements to query efficiency. This ability, unlocked

when evaluations are made using a simulation oracle, is leveraged by the methods

we introduce here.
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As an example of the benefits of choosing w intelligently, consider a function

F that is monotone in w. To optimize the VaR of F , we only need to evaluate a

single value of w, the one that corresponds to the VaR, and evaluating any other

w is simply inefficient. In a black-box setting, we would not typically know that

F was monotone. However, by modeling F directly, we can discover the regions of

w that matter and focus most of our effort on selectively evaluating w from these

regions.

The objective function, ρ[F (·,W )], can be seen as a composite function, as

defined in Chapter 3, where the mapping x 7→ (F (x,w) : w ∈ W) is the (poten-

tially infinite-dimensional) inner function (h) and ρ is the outer function (g). In

particular, the methods developed in this chapter can be applied to the problem

described in Section 3.3 when the components of the inner function may be evalu-

ated independently. We call the ability to evaluate only some of the functions that

constitute a composite objective function Bayesian optimization with constituent

evaluations (Astudillo and Frazier, 2021b). The acquisition functions developed in

this chapter fall within this category.

Our contributions are summarized as follows:

• To our knowledge, our work is the first to consider Bayesian optimization of

risk measures while leveraging the ability to choose x and w at query time.

The selection of w enables efficient search of the solution space, and is a

significant contributor to the success of our algorithms.

• We provide a novel one-step Bayes optimal algorithm, ρKG, and a fast ap-

proximation, ρK̃G, that performs well in numerical experiments, significantly

improving the sampling efficiency over the state-of-the-art Bayesian optimiza-

tion methods.
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• We combine ideas from different strands of literature to derive gradient esti-

mators for efficient optimization of ρKG and ρK̃G. These gradient estimators

are shown to be asymptotically unbiased and consistent.

• To further improve the computational efficiency, we propose a two-time scale

optimization approach broadly applicable for optimizing acquisition func-

tions whose computation involves solving an inner optimization problem.

The remainder of this chapter is organized as follows. Section 4.2 discusses

related work. Section 4.3 formally introduces the problem setting. Section 4.4

introduces the statistical model on F , a Gaussian process prior, and explains how

to estimate VaR and CVaR of a Gaussian process. Section 4.5 introduces ρKG, a

knowledge gradient type of acquisition function for optimization of VaR and CVaR,

along with a cheaper approximation, ρK̃G, and efficient optimization of both ac-

quisition functions. Section 4.6 presents numerical experiments demonstrating the

performance of the algorithms developed here. Finally, a conclusion is provided in

Section 4.7.

4.2 Related Work

4.2.1 Bayesian Optimization

Among the various types of acquisition functions in Bayesian optimization (Jones

et al., 1998; ?; Hernández-Lobato et al., 2014), our proposed acquisition functions

can be catalogued as knowledge gradient (KG) methods, which have been key to

extending Bayesian optimization beyond the classical setting, allowing for parallel
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evaluations (?), multi-fidelity observations (Poloczek et al., 2017), and gradient

observations (Wu et al., 2017b).

Within the Bayesian optimization literature, a closely related work to ours

is Toscano-Palmerin and Frazier (2018), which studies the optimization of

EW [F (x,W )], while jointly selecting x and w to evaluate. Due to the linearity

of the expectation, the Gaussian process prior on F (x,w) translates into a Gaus-

sian process prior on EW [F (x,W )], a fact that is leveraged to efficiently compute

the one-step Bayes optimal policy, also known as the KG policy. Although it is

not the focus of this study, since CVaR at risk level α = 0 is the expectation,

our methods can be directly applied for solving the expectation problem, and the

resulting algorithm is equivalent to the algorithm proposed in Toscano-Palmerin

and Frazier (2018).

Our work also falls within a strand of the Bayesian optimization literature that

aims to find solutions that are risk-averse to the effect of an unknown environmen-

tal variable (Marzat et al., 2013; Bogunovic et al., 2018; Torossian et al., 2020;

Kirschner et al., 2020; Nguyen et al., 2020). Worst-case optimization, also known

as minimax or robust optimization, is considered by Marzat et al. (2013) and Bo-

gunovic et al. (2018), whereas Kirschner et al. (2020) and Nguyen et al. (2020) con-

sider distributionally robust optimization (Rahimian and Mehrotra, 2019). Within

this line of research, Torossian et al. (2020), which studies the optimization of

VaRα[F (x,W )], is arguably the most closely related to work. Like our statistical

model, their model is also built using individual observations of F (x,w) and not

directly using observations of VaRα[F (x,W )]. However, their approach can only

choose at which x to evaluate. Instead, our approach jointly chooses x and w to

evaluate, which is critical when W is large. Moreover, our model allows for noisy
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evaluations of F (x,w), which could introduce additional bias in their model.

4.2.2 Risk Measures

A risk measure (Artzner et al., 1999; Rockafellar and Uryasev, 2002; Delbaen, 2002;

Rockafellar and Uryasev, 2013)) is a functional that maps probability distributions

onto a real number. Risk measures offer a middle ground between the risk-neutral

expectation operator and the worst-case performance measure, which is often more

interpretable than the expected utility (Wu et al., 2018). We use the notation ρ[Z]

to indicate the risk measure evaluated at the distribution of a generic random

variable Z.

The most widely used risk measure is VaR (Jorion, 2007), which measures the

maximum possible loss after excluding worst outcomes with a total probability of

1 − α, and is defined as VaRα[Z] = inf{t : PZ(Z ≤ t) ≥ α}, where PZ indicates

the distribution of Z. Another widely used risk measure is CVaR, which is the

expectation of the worst losses with a total probability of 1 − α, and is given by

CVaRα[Z] = EZ [Z | Z ≥ VaRα(Z)].

VaR and CVaR have been applied in a wide range of settings, including sim-

ulation optimization under input uncertainty (Wu et al., 2018; Cakmak et al.,

2020b), insurance (Zymler et al., 2011) and risk management (Jorion, 2010). They

are widely used in finance, and VaR is encoded in the Basel II accord (Basel Com-

mittee on Banking Supervision, 2012). We refer the reader to Hong et al. (2014)

for a broader discussion on VaR and CVaR.
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4.3 Problem Setup

We consider the optimization problem

min
x∈X

ρ [F (x,W )] , (4.1)

where X ⊂ RdX is a simple compact set, e.g., a hyper-rectangle; W is a random

variable with probability distribution PW and compact support W ⊂ RdW ; and

ρ is a known risk measure, mapping the random variable F (x,W ) (induced by

W ) to a real number. We assume that F : X ×W → R is a continuous black-

box function whose evaluations are expensive, i.e., each evaluation takes hours or

days, has significant monetary cost, or the number of evaluations is limited for

some other reason. We also assume that evaluations of F are either noise-free or

observed with normally distributed additive noise independent across evaluations.

We emphasize that the risk measure ρ is computed only over the randomness

in W , and ρ [F (x,W )] is calculated holding F fixed. For example, if ρ is VaR,

and W is a continuous random variable with density p(w), then this is explicitly

written as:

VaRα[F (x,W )] = inf

{
t :

∫
W
1{F (x,w) ≤ t}p(w) dw ≥ α

}
(4.2)

Later, we will model F as being drawn from a Gaussian process, but we will

continue to compute ρ [F (x,W )] only over the randomness in W . Thus, this quan-

tity is a function of F and x, and will be random with a distribution induced by

the distribution on F (and more precisely, by the distribution on F (x, ·)).
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4.4 Statistical Model

We place a Gaussian process prior on F , specified by a mean function µ0 : X×W→

R and a positive definite covariance function Σ0 : (X×W)2 → R+, and assume that

queries of F are of the form yi = F (xi, wi)+ ϵi, where ϵi ∼ N(0, σ2) is independent

across evaluations. The posterior distribution of F given n evaluations, Fn :=

{(xi, wi), yi}ni=1, is again a Gaussian process with mean and covariance functions

µn and Σn, which can be computed in closed form in terms of µ0 and Σ0.

The Gaussian process posterior distribution on F implies a posterior distribu-

tion on the mapping x 7→ ρ[F (x,W )]. In contrast with the case where ρ is the

expectation operator, this distribution is generally non-Gaussian, rendering com-

putations more challenging. As we discuss next, quantities of interest can still be

computed following a simple Monte Carlo (MC) approach. Specifically, we discuss

how to compute the posterior mean of ρ[F (x,W )], i.e., En[ρ[F (x,W )]], where En

denotes the conditional expectation given Fn.

Our approach to estimating the value of En[ρ[F (x,W )]] builds on samples of

(F (x,w) : w ∈W) drawn from the posterior and the corresponding implied values

of ρ[F (x,W )]. For the purposes of this discussion, we assume W is finite and small,

say W = {w1, . . . , wL}, and that PW is uniform over W. When the cardinality of

W is finite but large or PW is continuous, we instead use a set of L i.i.d. samples

drawn from PW .

Denote w1:L = (w1, . . . , wL) and F (x,w1:L) = (F (x,w1), . . . , F (x,wL)). The

time-n joint posterior distribution of F (x,w1:L) is normal with mean vector

µn(x,w1:L) and covariance matrix Σn(x,w1:L, x, w1:L). A sample from this dis-

tribution can be obtained via the reparameterization trick (Wilson et al., 2018a),
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i.e., as µn(x,w1:L) + Cn(x,w1:L)Z, where is Cn(x,w1:L) is the Cholesky factor of

Σn(x,w1:L, x, w1:L) and Z is drawn from the L-variate standard normal distribu-

tion.

Let F̃ (x,w1:L) denote a realization of F (x,w1:L), computed as described above.

The corresponding MC estimate of ρ[F (x,W )] can be calculated as the empirical

risk measure corresponding to this realization, which, under the assumption that

PW is uniform over W, can obtained by ordering the coordinates of F̃ (x,w1:L) so

that F̃ (x,w(1)) ≤ F̃ (x,w(2)) ≤ . . . ≤ F̃ (x,w(L)), and letting

v̂(x) := F̃ (x,w(⌈Lα⌉)) and ĉ(x) :=
1

⌈L(1− α)⌉

L∑
j=⌈Lα⌉

F̃ (x,w(j)), (4.3)

be the empirical VaR and CVaR respectively (Hong et al., 2014), where ⌈·⌉ is

the ceiling operator. This can be easily extended to non-uniform discrete PW by

accounting for the probability mass of each w ∈W.

Finally, if v̂j(x) and ĉj(x), j = 1, . . . ,M , are samples of VaRα[F (x,W )]

and CVaRα[F (x,W )], obtained as described above. Then, MC estimates of

En[VaRα[F (x,W )]] and En[CVaRα[F (x,W )]] are given by 1
M

∑M
j=1 v̂

j(x) and

1
M

∑M
j=1 ĉ

j(x), respectively.

4.5 The ρKG Acquisition Function

As is standard in the Bayesian optimization literature, our algorithm’s search is

guided by an acquisition function, whose maximizer indicates the next point to

evaluate. Our proposed acquisition function generalizes the well-known knowledge

gradient acquisition function (?).

Before formally introducing our acquisition function, we note that, in our set-
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ting, choosing a decision x to be implemented after the evaluation stage is complete

is not a straightforward task. If the cardinality of W is large, then the chances are

ρ[F (x,W )] will not be known exactly, as this would require evaluating F (x,w) for

all w ∈ W. A common approach in such scenarios is to choose the decision with

the best expected objective value according to the posterior distribution (?),

min
x∈X

EN [ρ[F (x,W )]]. (4.4)

Having defined the choice of the decision x to be implemented after the evalua-

tion stage is complete, we can now introduce our acquisition function, the knowl-

edge gradient for risk measures. We motivate this acquisition function by noting

that, if we had to choose a decision with the information available at time n,

the expected objective value we would get according to equation (4.4) is sim-

ply ρ∗n := minx∈X En[ρ[F (x,W )]]. On the other hand, if we were allowed to

make one additional evaluation, the expected objective value we would get is

ρ∗n+1 := minx∈X En+1[ρ[F (x,W )]]. Therefore, ρ∗n − ρ∗n+1 quantifies the improve-

ment due to making one additional evaluation.

We emphasize that, given the information available at time n, ρ∗n+1 is random

due to its dependence on the yet unobserved (n+1)-st evaluation. The knowledge

gradient for risk measures acquisition function is defined as the expected value of

ρ∗n − ρ∗n+1 given the information available at time n and the next point (x,w) to

evaluate, termed the ”candidate” from here on:

ρKGn(x,w) = En

[
ρ∗n − ρ∗n+1 | (xn+1, wn+1) = (x,w)

]
(4.5)

Our algorithm sequentially chooses the next point to evaluate as the candidate

that maximizes (4.5), and is, by construction, one-step Bayes optimal.
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4.5.1 Optimization of ρKG

This section discusses the optimization of ρKG using a sample average approxi-

mation (SAA) approach (Kim et al., 2015). Briefly, this approach works by con-

structing an MC approximation of ρKGn(x,w) that is deterministic given a finite

set of base samples not depending on the candidate (x,w). Such an approxima-

tion can be optimized using deterministic optimization methods. This is usually

faster than optimizing the original acquisition function with stochastic optimiza-

tion techniques. Below, we discuss how to construct this SAA. Moreover, we show

that its gradients can be readily computed, thus allowing the use of higher-order

optimization methods. A more detailed discussion of our approach to optimize

ρKG can be found in the supplement.

We begin by noting that ρ∗n does not depend on the candidate being evaluated.

Therefore, maximizing ρKG is equivalent to solving

max
(x,w)∈X×W

En

[
−ρ∗n+1 | (xn+1, wn+1) = (x,w)

]
. (4.6)

The first step in building an SAA of (4.6) is to draw K fantasy samples from

the time-n posterior distribution on yn+1, which, conditioned on (xn+1, wn+1) =

(x,w), is Gaussian with mean µn(x,w) and variance Σn(x,w, x, w) + σ2. Us-

ing the reparameterization trick, these samples can be obtained as µn(x,w) +√
Σn(x,w, x, w) + σ2Zi, i = 1, . . . , K, where the base samples Z1, . . . , ZK are

drawn from a standard normal distribution. These samples give rise to K fan-

tasy Gaussian process models of the posterior distribution at time n+1, obtained

by conditioning the Gaussian process model on the event (xn+1, wn+1) = (x,w)

and yn+1 = µn(x,w) +
√

Σn(x,w, x, w) + σ2Zi, i.e., by adding {(x,w), µn(x,w) +√
Σn(x,w, x, w) + σ2Zi} as the hypothetical (n+ 1)-st observation.
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For each fantasy Gaussian process model, i, an MC estimate of

En+1[ρ[F (xi,W )]], xi ∈ X, can be constructed by averaging samples as described

in Section 4.4. Let rij(xi) denote the j-th such sample corresponding to the i-th

fantasy Gaussian process model, where the dependence of rij(xi) on the candidate

(x,w) and Zi is left implicit. Additional base samples needed to define rij(xi) are

generated once and held fixed, so that it becomes a deterministic function of xi

and (x,w). The SAA of (4.6) is then given by

max
(x,w)∈X×W

− 1

K

K∑
i=1

min
xi∈X

1

M

M∑
j=1

rij(xi). (4.7)

In Section B.6, we show that the gradient of rij with respect to xi,

denoted ∇xirij(xi), can be computed explicitly as ∇xiF̃ ij(xi, w(⌈Lα⌉)) and

1
⌈L(1−α)⌉

∑L
j=⌈Lα⌉∇xiF̃ ij(xi, w(j)) for VaR and CVaR respectively, where this no-

tation is defined explicitly in Section B.6. We use these gradients within the

L-BFGS algorithm (Zhu et al., 1997) to solve the inner optimization problems in

(4.7). Moreover, we show that, under mild regularity conditions, the envelope the-

orem (Milgrom and Segal 2002, Corollary 4) can be used to express the gradient

of the objective in (4.7) as

− 1

K

K∑
i=1

1

M

M∑
j=1

∇(x,w)r
ij(xi

∗), (4.8)

where ∇(x,w)r
ij(xi

∗) denotes the gradient of rij with respect to (x,w) evaluated at

xi
∗, and xi

∗ is the solution to the i-th inner optimization problem in (4.7). Again, we

use these gradients within L-BFGS to solve (4.7). In addition, we also show that

the above gradients are asymptotically unbiased and consistent gradient estimators

as K,L,M →∞. Therefore, ρKG can be maximized using (multi-start) stochastic

gradient ascent (SGA), following an approach similar to a proposal in Wu et al.

(2017b).
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Proposition 4.1. Under suitable regularity conditions, (4.8) is an asymptotically

unbiased and consistent estimator of the gradient of ρKG as K,L,M →∞.

A formal statement of the proposition and its proof is given in the supplement

for the case of dW = 1. It is also shown that selecting the n-th candidate to

evaluate using the ρKG algorithm, including the training of the Gaussian process

model, has a computational complexity of O(Q1n
3+Q2Q3KL[n2+Ln+L2+ML]),

where Q1, Q2, Q3 are the number of L-BFGS iterations performed for training the

Gaussian process model, and the outer and inner optimization loops respectively.

Remark. This and the preceding sections are explained using MC estimators.

The same approach works using quasi-MC estimators, obtained by generating Z

in the reparameterization (see Section 4.4) using Sobol sequences (Owen, 1998).

In practice, we use quasi-MC because it improves computationally over a simple

MC approach.

4.5.2 The ρK̃G Approximation

The ρKG algorithm is computationally intensive, requiring solving a nested non-

convex optimization problem. The sampling efficiency it provides justifies its com-

putational cost in a wide range of settings, but a faster algorithm is desirable in

specific not-so-expensive settings.

Inspired by the EI (?) and KGCP (?) acquisition functions, we propose ρK̃G,

which replaces the inner optimization problem of ρKG with a much simpler one.

In ρK̃G, the inner optimization is restricted to the points x that have been eval-

uated for at least one w, denoted by X̃n = {x1:n}, and the resulting value of the
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optimization problem is ρ̃∗n = minx∈X̃n
En[ρ[F (x,W )]]. The intuition behind this

is that the Gaussian process model is an extrapolation of the data. Thus, these

points carry an immense amount of information on the Gaussian process model

and the posterior objective, making them an ideal set of candidates to consider.

The resulting approximation to ρKG is,

ρK̃G(x,w) = En

[
ρ̃∗n − ρ̃∗n+1 | (xn+1, wn+1) = (x,w)

]
. (4.9)

We note that, like ρKG, ρK̃G has an appealing one-step Bayes optimal inter-

pretation; the maximizer of ρK̃G is the one-step optimal point to evaluate if we

restrict the choice of the decision to be implemented, x, among those that have

been evaluated for at least one environmental condition, w.

4.5.3 Two-Time Scale Optimization

These ρKG and ρK̃G acquisition functions share a nested structure that makes

their maximization computationally challenging. Here, we describe a novel two-

time scale optimization approach for reducing this computational burden.

Since the posterior mean and kernel are continuous functions of the data, if

we fix the base samples used to generate the fantasy model and the Gaussian

process sample-path, a small perturbation to the candidate solution (x,w) results

in only a slight shift to the sample path. Thus, the optimal solutions to the inner

problems, obtained using the previous candidate solution, should remain within a

small neighborhood of a current high-quality local optimal solution (and likely of

the global solution). We can thus use the inner solutions obtained in the previous

iteration to obtain a good approximation of the acquisition function value and
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its gradient for the current candidate. We utilize this observation by solving the

inner optimization problem once every T ≈ 10 iterations, and using this solution

to evaluate ρKG for the remaining T − 1 iterations. We refer to this approach

as two-time scale optimization and present an algorithmic description with more

detail in Section B.4.

The two-time scale optimization approach outlined here is not limited to ρKG,

and can be applied to other acquisition functions that require nested optimization,

such as ??Toscano-Palmerin and Frazier (2018). In numerical testing, the two-

time scale optimization approach did not affect the performance of either of our

algorithms while offering significant computational savings.

4.5.4 A Visual Inspection of ρKG and ρK̃G
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Figure 4.1: The top row shows the mean and variance functions of the posterior
Gaussian process distribution on F , along with the implied (non-Gaussian) poste-

rior distribution on CVaR0.7[F (·,W )]. The bottom row shows the ρKG and ρK̃G
acquisition functions implied by the above statistical model.

Figure 4.1 plots a Gaussian process model based on 6 random samples taken

from a 2-dim test function and the corresponding acquisition function values of
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ρKG and ρK̃G over X×W. We use a CVaR objective with risk level α = 0.7 and

a uniform distribution over W = {0/9, 1/9, . . . , 9/9}.

First, observe that the ρK̃G plot closely resembles ρKG, supporting our claim

that it is a good approximation. Second, the implied posterior on the objective

shows a large uncertainty for larger values of x, and we expect a large ρKG for

these x to encourage exploration. ρKG plots show that this is indeed the case while

also showing a large variation along the w axis. In this region of x ∈ [0.8, 1.0], the

posterior uncertainty is much larger for larger values of w. These w also have a

posterior mean near likely 0.7-quantiles of F (x, ·), making them more informative

about CVaR. Indeed, ρKG prefers these w, reaching a maximum near w = 0.8.

Another area of interest is the promising region of x ∈ [0.2, 0.4], as it contains

the minimizer of the current posterior mean of the objective. We observe both

a posterior mean substantially below the likely 0.7-quantiles of F (x, ·) and a low

posterior uncertainty for w ∈ [0.4, 0.6] in this region, making them less useful for

estimating CVaR, and correspondingly low ρKG. However, the w at the two ends

of the range are more likely to be near a 0.7-quantile and have larger uncertainty.

Thus, an observation from these (x,w) would help pinpoint the exact location of

the minimizer of the posterior expectation of the objective and thus are associated

with larger ρKG.

4.6 Numerical Experiments

In this section, we present several numerical examples demonstrating our algo-

rithms’ sampling efficiency. We compare our algorithms with the Expected Im-

provement (EI, ?), Knowledge Gradient (KG, ?), Upper Confidence Bound (UCB),
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and Max Value Entropy Search (MES, ?) algorithms. We use the readily available

implementations from the BoTorch package (Balandat et al., 2020) and the default

parameter values given there. The benchmark algorithms cannot utilize observa-

tions of F (x,w) while optimizing ρ[F (x,W )]. Therefore, for these algorithms, we

fit a Gaussian process on observations of ρ[F (x,W )], which are obtained by evalu-

ating a given x ∈ X for all w ∈W (or a subset W̃) and then calculating the value of

the risk measure on these samples. As a result, the benchmark algorithms require

|W| (or |W̃|) samples per iteration whereas ρKG and ρK̃G require only one. We

could not compare with Torossian et al. (2020) since the code was not available at

the time of the writing of this work.

We optimize each acquisition function using the L-BFGS (Zhu et al., 1997)

algorithm with 10× (dX + dW) restart points. The restart points are selected from

500× (dX+dW) raw samples using a heuristic. For the inner optimization problem

of ρKG, we use 5×dX random restarts with 25×dX raw samples. For both ρKG and

ρK̃G, we use the two time scale optimization where we solve the inner optimization

problem once every 10 optimization iterations. ρKG and ρK̃G are both estimated

using K = 10 fantasy Gaussian process models, and M = 40 sample paths for each

fantasy model.

We initialize each run of the benchmark algorithms with 2dX + 2 starting

points from the X space, and the corresponding evaluations of ρ[F (x,W )] ob-

tained by evaluating F (x,w) for each w ∈ W (or W̃, to be specified for each

problem). The Gaussian process models for ρKG and ρK̃G are initialized us-

ing the equivalent number of F (x,w) evaluations, with (x,w) randomly drawn

from X×W. Further details on experiment settings are given in the supplement.

The code for implementing the algorithms and the experiments can be found at
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https://github.com/saitcakmak/BoRisk.

4.6.1 Synthetic Test Problems

The first two problems we consider are synthetic test functions from the Bayesian

optimization literature. The first problem is the 4-dim Branin-Williams problem

in ?. We consider minimization of both VaR and CVaR at risk level α = 0.7 with

respect to the distribution of environmental variables w = (x2, x3). The second

problem we consider is the 7-dim f6(xc, xe) function from Marzat et al. (2013).

We formulate this problem for minimization of CVaR at risk level α = 0.75 with

respect to the distribution of the 3-dim environmental variable xe. More details

on these two problems can be found in the supplement.

4.6.2 Portfolio Optimization

In this test problem, our goal is to tune the hyper-parameters of a trading strategy

to maximize return under risk-aversion to random environmental conditions. Us-

ing open-source market data, we use CVXPortfolio (Boyd, 2017) to simulate and

optimize a portfolio’s evolution over four years. Each evaluation of this simulator

returns the average daily return over this period under the given combination of

hyper-parameters and environmental conditions. The details of this simulator can

be found in Sections 7.1-7.3 of Boyd (2017).

The hyper-parameters to be optimized are the risk and trade aversion pa-

rameters, and the holding cost multiplier over the ranges [0.1, 1000], [5.5, 8.], and

[0.1, 100], respectively. The environmental variables are the bid-ask spread and the
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borrowing cost, which we assume are uniform over [10−4, 10−2] and [10−4, 10−3],

respectively. For this problem, we use the VaR risk measure at risk level α = 0.8

We use a random subset W̃ of size 40 for the inner computations of our algorithms,

and a random subset of size 10 is used for the evaluations of VaR0.8[F (x,W )] by

the benchmark algorithms.

Since this simulator is indeed expensive-to-evaluate, with each evaluation tak-

ing around 3 minutes, evaluating the performance of the various algorithms be-

comes prohibitively expensive. Therefore, in our experiments, we do not use the

simulator directly. Instead, we build a surrogate function obtained as the mean

function of a Gaussian process trained using evaluations of the actual simulator

across 3000 points chosen according to a Sobol sampling design (Owen, 1998).

4.6.3 Allocating COVID-19 Testing Capacity

In this example, we study the allocation of a joint COVID-19 testing capacity

between three neighboring populations (e.g., cities, counties). The objective is

to allocate the testing capacity between the populations to minimize the total

number of people infected with COVID-19 in two weeks. We use the COVID-19

simulator provided in Cashore et al. (2020) and discussed in Frazier et al. (2020);

Kotlikoff (2020). The simulator models the interactions between individuals within

the population, the disease spread and progression, testing and quarantining of

positive cases. Contact tracing is performed for people who test positive, and the

identified contacts are placed in quarantine.

We study three populations of sizes 5 × 104, 7.5 × 104, and 105 that share

a combined testing capacity of 104 tests per day. The initial disease prevalence
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within each population is estimated to be in the ranges 0.1− 0.4%, 0.2− 0.6% and

0.2− 0.8% respectively. We assign a probability of 0.5 to the middle of the range

and 0.25 to the two extremes, independently for each population. Thus, the initial

prevalence within each population defines the environmental variables. We pick the

fraction of testing capacity allocated to the first two populations as the decision

variable (remaining capacity is allocated to the third), with the corresponding

decision space X = {x ∈ R2
+ : x1 + x2 ≤ 1}. For the inner computations of ρK̃G,

we use the entire W set. However, for the evaluations of benchmark algorithms, we

randomly sample a subset W̃ of size 10 to avoid using 27 evaluations per iteration.

4.6.4 Results

Figure 4.2 plots results of the experiments. Evaluations reported exclude the Gaus-

sian process initialization, and the error bars denote one standard error. In each

experiment, ρKG and ρK̃G match or beat the performance of all benchmarks

using less than half as many function evaluations, thus, demonstrating superior

sampling efficiency. In the experiments, W̃ was intentionally kept small (between

8-12) to avoid giving our methods an outsized advantage. If W̃ were larger, the

benchmarks would use up even more evaluations per iteration, and our algorithms

would provide an even larger benefit.

We also included experiments with two random sampling strategies to demon-

strate the benefit of using our novel statistical model. The one labeled “random”

evaluates ρ[F (x,W )] and uses the corresponding Gaussian process model over X.

“ρ-random”, on the other hand, evaluates F (x,w) at a randomly selected (x,w),

uses our statistical model, and reports argminx En[ρ[F (x,W )]] as the solution. The

ability to survey the whole X×W space gives “ρ-random” a significant boost. We

50



see that, despite choosing evaluations randomly, it is highly competitive against all

the benchmarks and outperforms “random” by a significant margin. This demon-

strates the added value of our statistical model, which captures all the information

available in the data, and suggests an additional cheap-to-implement algorithm

that is useful whenever F (x,w) is cheap enough to render other algorithms too

expensive.

Section B.3 presents additional plots comparing algorithm run-times. Data

from Branin Williams and f6(xc, xw) show that even with only moderately expen-

sive function evaluations (a few minutes per evaluation), our algorithms save time

compared with the benchmarks presented here.
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Figure 4.2: Top: The log optimality gap in Branin Williams with VaR (left), with
CVaR (middle); and f6(xc, xe) (right). Bottom: The returns on Portfolio problem
(left), the cumulative number of infections in the COVID-19 problem (middle) and
the legend (right). The plots are plotted against the number of F (x,w) evaluations,
and are smoothed using a moving average of 3 iterations. Non-smoothed plots are
given in Section B.2.
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4.7 Conclusion

In this work, we introduced a novel Bayesian optimization approach for solving

problems of the form minx ρ[F (x,W )], where ρ is a risk measure and F is a black-

box function that can be evaluated for any (x,w) ∈ X × W. By modeling F

with a Gaussian process, instead of the objective function directly as is typical in

Bayesian optimization, our approach can leverage more fine-grained information

and, importantly, jointly select both x and w at which to evaluate F . This allows

our algorithms to improve sampling efficiency over existing Bayesian optimization

methods significantly.

We propose two acquisition functions, ρKG, which is one step-Bayes optimal,

and a principled cheap approximation, ρK̃G, along with an efficient, gradient-based

approach to optimize them. To further improve numerical efficiency, we introduced

a two-time scale optimization approach broadly applicable for acquisition functions

requiring nested optimization.
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CHAPTER 5

BAYESIAN OPTIMIZATION OF FUNCTION NETWORKS

This chapter is based on Astudillo and Frazier (2021a).

5.1 Introduction

In this chapter, we extend the methodology developed in Chapter 3 to a more gen-

eral class of composite objective functions. Concretely, we consider Bayesian opti-

mization of objective functions defined by a series of time-consuming-to-evaluate

functions, h1, . . . , hK , arranged in a directed acyclic network, so that each function

takes as input the output of its parent nodes. As we detail below, these problems

arise in policy search in reinforcement learning (Lizotte et al., 2007), optimization

of complex systems modeled via simulation, and calibration of time-consuming

physics-based models.

To illustrate, we introduce a running example of vaccine manufacturing (Sekhon

and Saluja, 2011), focusing on the portion of the manufacturing process that uses

live cells to produce proteins needed in a vaccine. It begins with a cell culture, in

which living cells are grown and used as “factories” to produce proteins. This pro-

cess is controlled by a vector, x1, containing the temperature, pH, and CO2 content

used when growing these cells. The output of this process is the quantity of the

desired protein y1 = h1(x1), i.e., the yield of this step, along with other byproducts.

This output is passed into a second process, purification, which removes byprod-

ucts and is controlled by a vector x2 comprising temperature, pressure, and flow

rate. The yield of the desired protein from this second step is y2 = h2(x2, y1). This

output enters a third step, formulation, in which we formulate the raw protein into
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a form that can be distributed as controlled by a third set of parameters. This

determines the yield of the overall process y3 = h3(x3, y2). We wish to choose

(x1, x2, x3) to maximize overall protein yield. This problem is summarized as a

function network in Figure 5.1.

The problem described above and other similar problems can be tackled with

Bayesian optimization, which has been shown to perform well compared to other

derivative-free global optimization methods for time-consuming-to-evaluate objec-

tive functions (Snoek et al., 2012b; Frazier, 2018). A standard Bayesian optimiza-

tion algorithm would fit a Gaussian process (?) model on the objective function

(y3, which depends on (x1, x2, x3)) and use it, along with an acquisition function, to

sequentially choose the points to evaluate. Under this standard approach, however,

evaluations of the intermediate nodes, h1, . . . , hK−1, would be ignored despite be-

ing available when computing the objective function. In the example above, this

corresponds to looking only at the yield of the overall process and not of each

individual step.

h1 h2 h3

x1 x2 x3

y1 y2 y3

Figure 5.1: Vaccine manufacturing as a function network. Protein y1 = h1(x1)
is created, then purified with yield y2 = h2(x2, y1), and formulated with yield
y3 = h3(x3, y2). The goal is to find (x1, x2, x3) that maximizes y3.

We introduce a novel Bayesian optimization approach that leverages function

network structure for substantially more efficient optimization. This approach

models the individual nodes of the network using distinct Gaussian processes.

This allows recursively incorporating observations of each node’s output into a non-

Gaussian posterior on the network’s overall output. Our approach then chooses the
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points to evaluate using the expected improvement (Jones et al., 1998) computed

with respect to this implied posterior on the objective function. The non-Gaussian

nature of this posterior prevents the expected improvement from having a closed-

form expression. However, we show that it can still be efficiently maximized via

sample average approximation (Kleywegt et al., 2002).

Our approach can outperform standard Bayesian optimization by leveraging

information from internal nodes unavailable to standard methods. We briefly ex-

plain one way this can happen in the context of the example above. In vaccine

manufacturing, each function hk(xk, yk−1), k = 2, 3, is bounded between 0 and yk−1

because new protein cannot be created in the purification and formulation stages.

Moreover, application experts have a prior on what values for hk(xk, yk−1)/yk−1

should be achievable if xk is set well. Thus, if we see that y3 is unexpectedly poor,

information from intermediate nodes can be extremely valuable: if y1 and y2 are

as expected, then this suggests the problem is with x3; if y1 is as expected but y2

is poor, then the problem is likely with x2; and if y1 is poor then the problem is

likely with x1. (If there is a problem with xk, there may also be a problem with

xk′ , k
′ > k, but we can focus on fixing xk first.) Thus, by observing intermediate

nodes, we can instantly reduce the effective dimensionality of the input space by

a factor of K = 3.

We show that our method is asymptotically consistent, i.e., that it discovers

the global optimum given sufficiently many samples. Remarkably, in contrast with

most Bayesian optimization methods, it may do so without measuring densely

over the feasible domain, instead leveraging function network structure to exclude

regions as unnecessary to explore. This indicates the power of function network

structure to improve query efficiency.
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We demonstrate through numerical experiments that access to additional infor-

mation available in a problem formulated as a function network can dramatically

accelerate optimization. We study four synthetic problems and four real-world

problems: a manufacturing problem similar in spirit to the vaccine example above,

an active learning problem with a robotic arm, and two problems arising in epi-

demiology, one calibrating an epidemic model and the other designing a testing

strategy to control the spread of COVID-19. Our method significantly outper-

forms competing methods that utilize less information, in some cases by ∼5% and

in other cases by several orders of magnitude.

5.2 Related Work

Our approach can be cataloged as a grey-box Bayesian optimization method since

it does not treat the objective function entirely as a black box and instead ex-

ploits known structure to improve sampling efficiency. Other examples of grey-

box Bayesian optimization approaches include multi-fidelity Bayesian optimization

(Kandasamy et al., 2017; Wu et al., 2020), which leverages cheaper approximations

of the objective function; Bayesian optimization of objective functions that are

the integral of an expensive-to-evaluate integrand (Williams et al., 2000; Toscano-

Palmerin and Frazier, 2018; Cakmak et al., 2020a); Bayesian optimization of ob-

jective functions that are a sum of squared errors (Uhrenholt and Jensen, 2019);

and, more generally, Bayesian optimization of objective functions that are the

composition of an expensive-to-evaluate inner function and a known inexpensive-

to-evaluate outer function (Astudillo and Frazier, 2019), of which our work can be

seen as a significant generalization. We refer the reader to Astudillo and Frazier

(2021b) for a tutorial on grey-box Bayesian
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Our work is also closely related to Marque-Pucheu et al. (2019), which proposes

a method for efficient sequential experimental design of nested computer codes, also

using Gaussian processes. This work focuses on the case where there are only two

node functions, and one takes the output of the other as input. In contrast with

our work, the goal of the proposed method is to learn the output code as accurately

as possible within a limited evaluation budget, but optimization is not pursued.

Optimization of composite (a.k.a nested) functions has also been considered

in the gradient-based optimization literature (Shapiro, 2003; Drusvyatskiy and

Paquette, 2019; Charisopoulos et al., 2021; Balasubramanian et al., 2020). In con-

trast with ours, these works assume that evaluations are inexpensive, and often

also some form of convexity, along with availability of gradients. However, this lit-

erature is similar in spirit to ours in that information from inner functions improves

efficiency.

Function networks arise in many application areas. While these applications

have not, to our knowledge, been previously formulated as specific instances of the

general function network model we propose, their pieces of literature are nonethe-

less relevant to our work.

• In engineering and aerospace design, function networks arise in multidisci-

plinary optimization (Cramer et al., 1994; Amaral et al., 2014; Benaouali

and Kachel, 2019), where simulators focusing on different physical laws are

coupled into a function network. For example, a simulation of airflow over a

wing may output the forces on the wing to another simulation of mechanical

stress on the wing structure.

• In drug discovery and materials design, function networks arise from the

sequence-structure-function (Sadowski and Jones, 2009) and composition-
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structure-property (Hattrick-Simpers et al., 2016) paradigms. Here, decision

variables (composition, e.g., what fraction of what raw materials are used)

determine the structure of the material (how the atoms combine together),

which in turn determines how the material behaves (properties).

• Function networks arise in the design of queuing networks (Fu and Hen-

derson, 2017; Arcelli, 2020). This includes manufacturing systems (Ghasemi

et al., 2018), where the partially-processed output of one workstation is input

to the next workstation, the design of service systems (Wang et al., 2020b)

such as hospitals and airport security checkpoints, and choosing traffic signal

timings for a city’s street network (Osorio and Bierlaire, 2013).

• Finally, function networks arise in reinforcement learning (Sutton and Barto,

2018) and Markov decision processes (Puterman, 1990), where the transition

kernel transforms the state variable at the start of a time range to another

state variable at the end of this range. This outputted state variable is the

input to the next time range. Section 5.5.2 shows an example.

5.3 Problem Setting

We consider objective functions evaluated via a series of functions, h1, . . . , hK , ar-

ranged in a directed network so that each function in this network takes as input

the output of its parent nodes, and assume that evaluating this collection of func-

tions is time-consuming. The network structure is encoded as a directed graph with

nodes {1, . . . , K} and directed edges {(j, k) : hk take as input the output of hj}.

We assume that this graph is acyclic and has a single leaf node whose output is

the objective to optimize.
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Let J(k) denote the set of parent nodes of node k1. We assume, without loss of

generality, that the nodes are ordered such that j < k for all j ∈ J(k). In addition

to the output of its parent nodes, we assume that each function, hk, takes as input

a (potentially empty) subset, I(k) ⊂ {1, . . . , D}, of the components of the decision

vector x ∈ RD.

Let v1(x), . . . , vK(x) denote the values of the K nodes in the function network

when it is evaluated at x. These values are defined recursively by

vk(x) = hk

(
xI(k), vJ(k)(x)

)
, k = 1, . . . , K,

i.e., by evaluating each function in the network as the values of its parent nodes

become available. This recursion is well-defined by our assumption that the graph

is acyclic. The objective function is then f = vK , and the goal is to solve

max
x∈X

f(x),

where X ⊂ RD is a simple compact set, such as a hyper-rectangle.

The standard Bayesian optimization approach to this problem models f using

a Gaussian process prior distribution. This approach iteratively chooses the next

point at which to evaluate f as follows. Given n observations of the objective

function, f(x1), . . . , f(xn), it computes the posterior distribution on f , which is

itself a Gaussian process. It then uses this posterior distribution to compute an

acquisition function (Frazier, 2018) that quantifies the value of the information that

would result from a function evaluation at any given point. Finally, it chooses the

next point to evaluate, xn+1, as the point that maximizes this acquisition function.

Notably, although the outputs of h1, . . . , hK−1 would be observed as part of this

approach, these evaluations would be ignored by standard Bayesian optimization

when calculating the posterior distribution and corresponding acquisition function.

1We allow J(k) = ∅, which corresponds to the root node(s).
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5.4 Bayesian Optimization with Full Network Observa-

tions

This section describes our approach. Like standard Bayesian optimization, it con-

sists of a statistical model and an acquisition function. Unlike standard Bayesian

optimization, however, our approach leverages the network structure of the prob-

lem by utilizing intermediate outputs within the network. As described below,

this is achieved by modeling the node functions, h1, . . . , hK , as Gaussian processes,

which in turn implies a non-Gaussian distribution on f (Section 5.4.1). Our ac-

quisition function is the expected improvement under this posterior distribution

(Section 5.4.2), which no longer has a closed-form expression and thus we max-

imize it via sample average approximation (Section 5.4.3). We end this section

by proving that our acquisition function is asymptotically consistent despite not

necessarily sampling X densely (Section 5.4.4).

5.4.1 Statistical Model

Instead of modeling f directly, we model h1, . . . , hK , as drawn from independent

Gaussian process prior distributions. Let µ0,k and Σ0,k denote the prior mean and

covariance functions of hk, k = 1, . . . , K, respectively. When f is evaluated at x,

we also get to observe the value of hk at
(
xI(k), vJ(k)(x)

)
. Thus, after querying f

at n points, xℓ, ℓ = 1, . . . , n, the observations of the values of hk, k = 1, . . . , K,

at
(
xℓ,I(k), vJ(k) (xℓ)

)
, ℓ = 1, . . . , n, imply posterior distributions on h1, . . . , hK ,

which are again (conditionally) independent Gaussian processes with mean and
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covariance functions µn,k and Σn,k
2, k = 1, . . . , K. These can be computed in

closed form using the standard Gaussian process regression equations (see, e.g.,

?). For completeness, we include these equations in Section C.6.

The posterior distributions on h1, . . . , hK , described above imply a posterior

distribution on f . This distribution is, in general, non-Gaussian. Thus, unlike in

the standard setting, where f is modeled as a Gaussian process, classical acquisition

functions such as the expected improvement cannot be computed in closed form.

However, as we describe next, drawing samples from this distribution is simple.

Thanks to the acyclic structure of the underlying network that defines f , a

sample, f̂(x) = ĥK(x) from the posterior distribution on f at x can be obtained

following the iterative process described next. In each iteration, k = 1, . . . , K,

we obtain a sample, ĥk(x), from the posterior distribution on vk(x) by drawing a

sample from the normal distribution with mean µn,k

(
xI(k), ĥJ(k)(x)

)
and standard

deviation

σn,k

(
xI(k), ĥJ(k)

)
= Σn,k

(
xI(k), ĥJ(k)(x), xI(k), ĥJ(k)(x)

)1/2
.

Supporting efficient calculation, the samples ĥJ(k)(x) will have already been ob-

tained in previous iterations of the for loop since j < k for all j ∈ J(k) (Note that

J(1) = ∅). This procedure is summarized in Algorithm 2.

We end this section by noting that, while the statistical model described above

could be cataloged as a deep Gaussian process (Damianou and Lawrence, 2013),

in the sense that we have Gaussian process layers in an architecture described

by a directed acyclic graph, inference in our model is faster. Typically, deep

Gaussian process inference requires marginalization over latent values of Gaussian

2For ease of presentation we assume that all the functions in the network are expensive-to-
evaluate, and thus require to be modeled as Gaussian processes. However, if any of the functions,
say hk, is not expensive-to-evaluate, we can simply take µk ≡ hk and Σk ≡ 0.
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Algorithm 2 Draw one sample from the posterior on f(x)

Require: x ∈ X
1: for k = 1, . . . , K do

2: ĥk(x) ∼ N
(
µn,k

(
xI(k), ĥJ(k)(x)

)
, σn,k

(
xI(k), ĥJ(k)(x)

)2)
3: end for
4: return f̂(x) = ĥK(x)

process layers. In our setting, however, observation structure creates conditional

independence across layers, avoiding the need to marginalize.

5.4.2 Expected Improvement for Function Networks

Our acquisition function is the expected improvement, computed with respect to

the implied posterior distribution on f under the statistical model described in

Section 5.4.1:

EIFNn(x) = En

[
{f(x)− f ∗

n}+
]
,

where f ∗
n = maxi=1,...,n f (xn) is the best value observed so far, and En is the expec-

tation computed with respect to the Gaussian process time-n posterior distribu-

tions on h1, . . . , hK . To distinguish it from the classical expected improvement, we

refer to our acquisition function as the expected improvement for function networks

(EIFN) in the remainder of this work.

5.4.3 Maximization of EIFN via Sample Average Approx-

imation

Since the posterior distribution on f is non-Gaussian, in contrast with the classical

expected improvement acquisition function, EIFNn does not admit a closed-form

62



expression. However, EIFNn(x) can be computed with arbitrary precision following

a simple Monte Carlo (MC) approach:

EIFNn(x) ≈
1

M

M∑
m=1

{
f̂(x)(m) − f ∗

n

}+

,

where f̂(x)(1), . . . , f̂(x)(M) are samples drawn from the posterior distribution on

f(x), which can be obtained following the approach described in Section 5.4.1.

Following the above MC scheme to approximately compute EIFN, one can aim

to maximize this function using a derivative-free global optimization algorithm

for inexpensive-to-evaluate functions, such as CMA (Hansen, 2016), by drawing

samples, f̂(x)(1), . . . , f̂(x)(M) independently for each x at which EIFNn is evaluated.

However, this approach is slow since evaluations of EIFN are noisy, and derivative

information is not leveraged. Instead, we propose to maximize EIFN following a

sample average approximation (SAA) approach (Kleywegt et al., 2002; Balandat

et al., 2020).

Succinctly, the SAA approach works by building a MC approximation of EIFN

that is deterministic given a finite set of random variables not depending on x,

and maximizing this approximation instead of EIFN itself. The key observation

for creating this approximation is that a sample, f̂(x), can be obtained as f̂(x) =

ĥK(x), where ĥ1(x), . . . , ĥK(x) are defined recursively by

ĥk (x;Z) = µn,k

(
xI(k), ĥJ(k)(x;Z)

)
+ σn,k

(
xI(k), ĥJ(k)(x;Z)

)
Zk,

where Z = (Z1, . . . , ZK)
⊤ is a standard normal random vector, and we write ĥk(x)

as ĥk (x;Z) to make its dependence on Z explicit. Analogously, we also write f̂(x)

as f̂(x;Z). This can be seen as an extension of the so-called reparametrization

trick for acquisition functions (Wilson et al., 2018a).
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If we now fix M samples drawn from the K-dimensional standard normal dis-

tribution, Z(1), . . . , Z(M), then

ÊIFNn

(
x;Z(1:M)

)
:=

1

M

M∑
m=1

{
f̂
(
x;Z(m)

)
− f ∗

n

}+

is a MC approximation of EIFN that is deterministic given Z(1), . . . , Z(M), as de-

sired. Moreover, Proposition 5.1 below shows that, under mild regularity condi-

tions, any maximizer of the above SAA converges in probability exponentially fast

to a maximizer of EIFNn as M →∞, thus suggesting that in practice it is safe to

use small values of M . This result is a generalization of Theorem 1 in Balandat

et al. (2020). Its proof can be found in Section C.1.

Proposition 5.1. Suppose that the functions µn,k and σn,k, k = 1, . . . , K, are all

Lipschitz continuous and let

x̂(M)
∗ ∈ argmax

x∈X
ÊIFNn

(
x;Z(1:M)

)
, X∗ = argmax

x∈X
EIFNn(x).

Then, for every ϵ > 0, there exist A,α > 0 such that P
(
dist

(
x̂
(M)
∗ , X∗

)
> ϵ
)
≤

Ae−αM , M ∈ N.

Finally, we note that ÊIFNn is differentiable with respect to x, provided that

µk,n and Σk,n, k = 1, . . . , K, are all differentiable. Thus, ÊIFNn can be maximized

using a gradient-based deterministic optimization algorithm such as L-BFGS-B

(Byrd et al., 1995), with multiple restarts.

5.4.4 Asymptotic Consistency of EIFN without Dense

Measurements

To shed light on the convergence properties of the expected improvement acquisi-

tion function under our statistical model, we prove that, under suitable regularity
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conditions, EIFN is asymptotically consistent, meaning that it finds the global

optimum of the objective function as the number of evaluations grows to infin-

ity. This builds on results shown for the classical expected improvement (Vazquez

and Bect, 2010; Bect et al., 2019) and the expected improvement for composite

functions (Astudillo and Frazier, 2019), and we rely on similar assumptions. This

result is stated in Theorem 5.1 below and its proof can be found in Section C.2.

Theorem 5.1. Suppose that xn+1 ∈ argmaxx∈X EIFNn(x) for all n. Then, under

regularity conditions stated precisely in Section C.2, f ∗
n → maxx∈X f(x) as n→∞

almost surely under the prior distribution on h1, . . . , hK.

Significant novelty in our proof arises from the fact that EIFN’s measurements

are not necessarily dense in X. In nearly all existing work, consistency of Bayesian

optimization methods is shown by first showing that the measurements are dense in

the objective’s domain (see, e.g., Vazquez and Bect 2010). Surprisingly, the func-

tion network structure may allow us to exclude certain regions of X as suboptimal

after only finitely many measurements, allowing our method to be consistent with-

out measuring everywhere. Such ability gives insight into EIFN’s strong empirical

performance compared to methods ignoring function network structure. As stated

in Proposition 5.2 below, we provide a function network where EIFN provides a

consistent estimate of the global optimum without sampling densely.

Proposition 5.2. There exists a function network (detailed in Section C.3) in

which EIFN is consistent but whose measurements are not necessarily dense in X.
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5.5 Numerical Experiments

We compare the performance of our algorithm (EIFN) against the classical ex-

pected improvement (EI), i.e., the expected improvement under a Gaussian pro-

cess model over f . We also compare with the performance of two other standard

algorithms: the algorithm that chooses the points to evaluate uniformly at random

over X (Random); and the knowledge gradient (KG) (also under a Gaussian pro-

cess model over f), a more sophisticated acquisition function that often delivers a

better performance than the expected improvement (Wu and Frazier, 2016). The

problems in Section 5.5.2 and Section 5.5.3 fall within the framework of Astudillo

and Frazier (2019) and we include its proposed EICF algorithm as a benchmark.

All algorithms were implemented in BoTorch (Balandat et al., 2020).

We evaluate on 4 synthetic problems and 5 real-world problems. These are de-

scribed below or in Section C.4, with the supplement describing a manufacturing

problem building on Section 5.1, a COVID-19 testing problem building on Sec-

tion 5.5.3, and a robot control problem similar to the one described in Section 5.5.2.

In all problems, a first stage of evaluations is performed using 2(d+1) points chosen

uniformly at random over X. A second stage (pictured in plots) is then performed

using each algorithm. Error bars in Figure 5.2 show the mean of the best objective

value observed so far, plus and minus 1.96 times the standard deviation divided by

the square root of the number of replications. Since the difference in performance

in some of our experiments is better appreciated in a logarithmic scale, we also

include plots showing the log10-regret for such experiments in Figure 5.3. Each

experiment was replicated 30 times. Experimental setup details and runtimes are

available in the supplement. Code to reproduce our numerical experiments can be

found at https://github.com/RaulAstudillo06/BOFN.
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5.5.1 Synthetic Test Functions

We create synthetic test problems by arranging standard test functions from the

global optimization literature (Jamil and Yang, 2013) into function networks.

These explore a variety of network structures in an easy-to-reproduce form, and

are named after the standard test function used to define the function network.

We describe these briefly here and then in full detail in Section C.4.

Alpine2 and Rosenbrock both arrange K nodes in series, where each node

except the first node takes the output of the previous node as input. Additionally,

in Alpine2, each node takes a distinct dimension of the decision vector x as input.

In Rosenbrock, x1 and x2 are inputs to the first node, x2 and x3 are inputs to the

second, and so on. These network architectures arise in manufacturing problems

like the example in Section 5.1, as well as business operations with queues like

boarding an aircraft or fulfilling drive-through orders. For Alpine2 we set K = 6,

and for Rosenbrock we set K = 4.

Ackley has 3 nodes. The first two nodes each take the same 6-dimensional

input. Their outputs are passed to the third node that produces the final output.

This type of function network arises in algorithm design for two-sided markets (Li

et al., 2021), like Uber and AirBnB, where the first node simulates an intervention’s

effect on riders (or guests), the second simulates its effect on drivers (or hosts),

and the third simulates the matching process where riders and drivers (or guests

and hosts) interact to produce transactions.

Drop-Wave has two nodes. The first node takes a two-dimensional vector x

as input. This node’s output is passed to the second node, which produces the

objective value. This network architecture is representative of multidisciplinary
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Figure 5.2: Top: Results on synthetic problems that adapt widely used synthetic
test functions into function networks. Bottom: Results on realistic problems:
manufacturing line, design of testing protocols for COVID-19, fetch-and-reach with
a robotic arm, and calibration of an epidemic model. EIFN substantially improves
over benchmark methods, with larger improvements for problems with higher-
dimensional decision vectors and more nodes.
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Figure 5.3: Results on four of our test problems. In contrast with Figure 5.2 above,
which shows the best objective value found, here we plot the log10-regret.

engineering design (Benaouali and Kachel, 2019), for example in aerospace, where

a small number of distinct black-box simulators simulate processes governed by

physical laws that affect each other through a small number of channels, such

as an aircraft engine simulation (the first node) determining heat generated while

flying, which is then inputted to a temperature-dependent simulation of mechanical

stress on the aircraft’s frame (the second node).
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5.5.2 Fetch-and-Reach with a Robotic Arm

This test problem is obtained by adapting the Fetch environment from OpenAI

Gym (see Plappert et al. (2018)). The goal is to move the gripper of a robotic arm

to a target location with only three movements. We formulated this problem as a

function network with 3 nodes, each representing a movement of the robotic arm.

Each of these nodes takes as input the current location of the gripper along with

a vector of forces to be applied to the robotic arm in that step, and produces as

output the location of the arm after this movement is complete. (Note that the

output of each node is 3-dimensional, and thus, this can also be thought of as a

function network with 9 single-output nodes). The objective to minimize is the

distance between the gripper and the target in the final step. Figure 5.4 shows an

animation of this problem.

We formalize the above problem as follows. Let zinit, ztarget ∈ R3 denote the

object’s initial and target locations, respectively. At each time step, t, we choose

the vector of forces to be applied to the robotic arm xt ∈ [−1, 1]3. After this

movement, the location of the object becomes zt+1. The goal is to choose xt for t =

1, . . . , T to minimize ∥ztarget− zT∥2. We set zinit = (0, 0, 0), ztarget = (−12, 13, 0.2),

and T = 3. This can be interpreted as a function network by associating each time

step with a triplet of node functions ht = (ht,1, ht,2, ht,3) which take xt as input

and produce xt+1 = ht(xt) as output.

A very similar experiment to the one described above can be found in Sec-

tion ??. It considers a variation of the active learning for robot pushing problem

introduced by Wang and Jegelka (2017) whose goal is to teach a robot to push

an object to a predetermined target location. As in the experiments here, EIFN

outperforms other methods significantly, including EICF.
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Figure 5.4: A sequence of screenshots showing three consecutive movements per-
formed by the robotic arm described in Section 5.5.2.

5.5.3 Calibration of an Epidemic Model

Here we consider calibration of compartmental stochastic models to data, a widely-

used tool in epidemiology, medical modeling, and ecology (Sandberg, 1978). Func-

tion networks are well-suited to exploit the structure of such models. We focus

on the calibration of a specific epidemic model for influenza, building toward a

COVID-19 mitigation benchmark in the next section. We first describe the epi-

demic model, then the calibration problem, and, finally, formulation as a function

network.

SIS Epidemiological Model: We calibrate to data a widely used epidemi-

ological model, the SIS model (see, e.g., Garnett 2002), that models diseases like

influenza capable of reinfecting individuals multiple times. In this model, individ-

uals either do not have the disease and are “susceptible” (S) or have the disease

and are “infectious” (I). We consider a SIS model of two interacting populations,

where infections occur at population-dependent rates.

The model is dynamic, with time indexed by t = 0, 1 . . . , T . At the beginning

of each time period t, the fraction of population i ∈ {0, 1} that is infectious is

Iit. We assume each population is of equal size, N . During this time period,

each person in group i comes into close physical contact with βi,j,t people from
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group j. When this contact is between an infectious person and a susceptible

one, it infects the susceptible person. A fraction Ijt of the people from group j

involved in such interactions are infectious and a fraction (1−Iit) from group i are

susceptible. A number of new infections in group i result, N(1− Iit)βi,j,tIjt. As a

fraction of group i’s population, this is (1−Iit)βi,j,tIjt. Summing across j, we have

(1− Iit)
∑

j βi,j(t)Ijt new group i infections. At the same time, infections resolve

at a rate of γ per period. This results in a decrease in the infectious population in

group i of γIit. Putting this together, the number of infectious individuals in group

i at the start of the next time period is Iit+ 1 = Iit(1− γ)+ (1− Iit)
∑

j βi,j,tIjt.

Calibration: where 0 ≤ t < T and i, j ∈ {1, 2}. We calibrate the parameters

β⃗ = (βi,j,t : i, j, t) while fixing γ = 0.5 and Ii0 = .01 (for both i). We simulate

a trajectory of infections from t = 0 up to T = 3, using a held-out value for β⃗.

We let Iobsi,t denote the fraction of group i observed to be infected at time t in

this trajectory. We then search for the vector β⃗ that minimizes the mean squared

error between this trajectory and the SIS model predictions when passed to the

SIS model. Letting Iit(β⃗) indicate this predicted value, the goal is to minimize the

mean-squared error (MSE), MSE(β⃗) :=
∑T

t=1(I
obs
i,t − Iit(β⃗))2. We do not include

t = 0 since Ii0(β⃗) is the same for all β⃗.

Formulation as a Function Network: We encode this as a function network

using 2T + 1 nodes, as illustrated in Figure 5.5. For each time period t and each

group i, a node takes input It := (Ijt : j = 0, 1) and βt := (βj,j′,t : j, j
′ ∈ {0, 1})

and produces output Iit+ 1. (For t = 0, the input I0 is not needed since this is

the same for all β⃗.) Then, one additional node takes the output of the other nodes

(Iit : i = 0, 1, t = 1, . . . , T ) as its input and produces the sum of squared errors∑T
t=1(I

obs
i,t − Iit(β⃗))2 as output. We treat this final node as known (its Gaussian
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Figure 5.5: Function network for the (left) epidemic calibration problem in Sec-
tion 5.5.3 and (right) the COVID-19 pooled testing optimization problem described
in the supplement.

process prior has a kernel of 0).

EICF benchmark: The fact that the final node in this problem (denoted

“MSE” in Figure 5.5) has known structurre permits comparing against the EICF

method for Bayesian optimization of composite functions (Astudillo and Frazier,

2019) as a benchmark. EICF is substantially less general than our method (EIFN):

it is restricted to settings with one time-consuming black-box multi-output node

that provides input to one fast-to-evaluate node with a known structure. To apply

EICF to this problem, the single black-box multi-output node takes β⃗ as input

and produces the vector (Ii,t(β⃗) : i, t) as output. This output is then supplied to

the “MSE” node. This approach ignores the fact that Ii,t does not depend on βt′ ,

t′ > t, and depends only indirectly on βt′ , t < t through Ij,t−1, j = 1, 2.

5.5.4 Discussion

Across the wide range of problems considered, EIFN significantly improves query

efficiency over standard Bayesian optimization methods that ignore the function
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network structure of evaluations. The benefits range from a 5% improvement in

the value of the best point found on the Drop-Wave and manufacturing problems

to several orders of magnitude in the Rosenbrock and epidemic model calibration

problems.

The largest benefit arises when the control input is high-dimensional but the

input to individual nodes is low-dimensional. On the epidemic model calibration

problem, we see EICF (Astudillo and Frazier, 2019) outperforming EI and KG by

several orders of magnitude, and EIFN outperforming EICF by several additional

orders of magnitude. As noted above, EICF can be seen as a special case of

EIFN using a less informative function network that hides observations from some

nodes. This is consistent with observations of function network structure allowing

substantial improvement in query efficiency and observing more of the internal

function network structure providing more value

5.6 Conclusion

We introduced a novel Bayesian optimization approach for objective functions de-

fined by a series of expensive-to-evaluate functions arranged in a network so that

each function takes as input the output of its parent nodes. These objective func-

tions arise in a wide range of application domains. However, existing methods

cannot leverage this structure. Our approach models the outputs of the functions

in this network instead of only the objective function, as is standard in Bayesian

optimization. Our experiments show that, by doing so, this approach can dramat-

ically outperform standard Bayesian optimization methods.

Though we see substantial benefits from our approach, there are limitations.
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First, it requires more computation than standard Bayesian optimization meth-

ods, as explored in the supplement. (When the objective is time-consuming, the

improved query efficiency more than makes up for the additional computation re-

quired.) Second, while we have demonstrated our method in problems with up

to 9 nodes, and computational speed would support more, our method does not

(yet) scale to hundreds of nodes. Third, while we show consistency, it would be

instructive to complement our empirical results showing fast convergence with a

theoretical understanding of convergence rates. Existing approaches to prove con-

vergence rates for the classical expected improvement heavily rely on properties

of its analytical expression (Bull, 2011; Ryzhov, 2016), and thus are not directly

generalizable to our setting. This is, however, an exciting direction for future

work.
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CHAPTER 6

MULTI-ATTRIBUTE BAYESIAN OPTIMIZATION WITH

PREFERENCE INFORMATION

This chapter is based on Astudillo and Frazier (2020)

6.1 Introduction

This chapter introduces a novel approach to multi-attribute Bayesian optimization

on behalf of a decision-maker (DM) that provides partial preference information.

We assume the DM has a latent utility function over attribute vectors encoding the

preference information provided. As we shall see later, this gives rise to a composite

objective function where the inner function maps decision variables to attribute

vectors, and the outer function is given by the DM’s latent utility function, which

maps attribute vectors to utility values. Such a composite structure allows us to

leverage some of the techniques developed in previous chapters. However, since

the utility function is latent, several new conceptual and computational challenges

arise.

To motivate our approach, we introduce an example: helping a cancer pa-

tient (the “DM”) find the best treatment. Cancer treatments exhibit a range of

efficacies, side effects, and financial costs (Aning et al., 2012; Wong et al., 2013;

Marshall et al., 2016), referred to here as “attributes”. Suppose a patient considers

k real-valued attributes when selecting a cancer treatment. In addition, suppose

a time-consuming-to-evaluate black-box computational simulator can use the pa-

tient’s medical history to compute the attributes, h(x) ∈ Rk, of treatment x. The
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patient has an implicit preference over these attributes, and our goal is to help her

find her most preferred treatment by querying our simulator.

One existing approach, pursued within preference-based reinforcement learning

(Wirth et al., 2017), is to first learn a point estimate of the patient’s preferences

(Dewancker et al., 2016; Abbas, 2018) and then optimize assuming this point es-

timate is correct. We call this the “point-estimate approach”. This approach

asks the patient for her preference between attribute vectors h(x) and h(x′) cor-

responding to pairs of treatments x and x′, and uses this information to learn a

utility function ĝ : Rk → R, e.g., using preference learning with Gaussian pro-

cesses (Chu and Ghahramani, 2005), such that the judgements are as consistent

as possible with the estimated utility differences ĝ(h(x))− ĝ(h(x′)). It then solves

maxx ĝ(h(x)) using a method for optimizing time-consuming-to-evaluate black-box

functions, such as Bayesian optimization (Bayesian optimization) (Frazier, 2018),

assuming that the estimated utility function is correct. This approach, however,

is not robust to residual uncertainty in preference estimates.

To better illustrate that becoming robust to uncertainty in preferences can

improve performance, suppose that preference learning suggests that the patient’s

true utility function is close to one of L possible functions {gℓ}Lℓ=1. Then, a better

approach would be to offer the patient a set of treatments {x∗
ℓ}Lℓ=1, where x∗

ℓ ∈

argmaxx gℓ(h(x)), and let her choose among them. This will provide near-optimal

utility to the patient while optimizing for a single point estimate of the utility

function will not. While this approach improves over the standard approach in

the utility it provides, it requires solving L optimization problems with a time-

consuming-to-evaluate objective, which becomes computationally infeasible as L

grows. Our approach (described below) delivers similar utility gains using fewer
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queries to the objective function.

Another approach, which can be used when each attribute is a quantity that

the patient wants to be as large (or small) as possible, is to use multi-objective

Bayesian optimization (Knowles, 2006; Abdolshah et al., 2019) to estimate the

Pareto frontier. This approach, however, typically does not use interaction with

the patient to focus optimization on the parts of the Pareto frontier most likely

to contain the patient’s preferred solution. Intuitively, such information could

accelerate optimization, especially when moderate or large numbers of attributes

(> 3) create high-dimensional Pareto frontiers and lead to many Pareto optimal

solutions.

Motivated by the shortcomings of existing approaches, we propose optimization

with preference learning, which learns preferences from the DM’s feedback and

acknowledges uncertainty in these learned preferences. In contrast with the point-

estimate approach, our approach is significantly more robust to residual preference

uncertainty because its optimization actions are appropriate for a range of plausible

utility functions. In contrast with multi-objective optimization approaches, learned

preferences allow our approach to use fewer objective function queries by focusing

optimization on portions of the attribute space most likely to be preferred by

the DM. Our approach, therefore, fills an important gap between today’s single-

objective optimization approaches, which assume perfect knowledge of preferences,

and multi-objective optimization approaches, which do not provide a principled

way to accommodate partial preference information.

We develop optimization with preference learning within the specific context of

Bayesian optimization. First, we use pairwise judgments from the DM to form a

Bayesian posterior distribution over her utility function and model the attributes
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h with a multi-output Gaussian process. We then use one of two novel acquisition

functions, the expected improvement under utility uncertainty (EIUU) or Thompson

sampling under utility uncertainty (TSUU), to iteratively choose designs x at which

to evaluate h. Optionally, during optimization, additional DM judgments on the

evaluated designs may be incorporated into our posterior distribution on the utility.

At the conclusion of optimization, a menu of designs is shown to the DM, who

makes a final selection.

Our proposed acquisition functions, EIUU and TSUU, generalize existing ac-

quisition functions to our setting. EIUU is more challenging to maximize than its

classical counterpart. However, we provide a simulation-based method for com-

puting an unbiased estimator of its gradient, which we use within a multi-start

stochastic gradient optimization method.

The reminder of this paper is organized as follows. We first formalize our

problem setting in Section 6.2, before defining the EIUU acquisition function in

Section 6.3, and reviewing other related work in Section 6.4. Section 6.5 presents

numerical experiments, and Section 6.6 concludes.

6.2 Problem Setting

We now formally describe our problem setting.
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6.2.1 Designs and Attributes

We assume that both designs and attributes can be represented as vectors. More

concretely, we assume that the space of designs can be represented as a compact set

X ⊂ Rd, and attributes are given by a derivative-free time-consuming-to-evaluate

black-box continuous function, h : X → Rk. As is common in Bayesian optimiza-

tion, we assume that X is a simple set such as a hyperrectangle or a polytope, and

that d is not too large (< 20).

6.2.2 Decision-Maker’s Preferences

We assume that there is a DM whose preference over designs is characterized by

the the designs’ attributes through a utility function, g : Rk → R. Thus, the DM

prefers a design x over x′ if and only if g(h(x)) ≥ g(h(x′)). Therefore, of all the

designs, the DM most prefers one in the set argmaxx∈X g(h(x)). As is standard

in preference learning (Fürnkranz and Hüllermeier, 2011), we assume that the

DM can provide ordinal preferences between two designs x and x′ when shown

previously evaluated attribute vectors h(x) and h(x′).

6.2.3 Interaction with the Decision-Maker and Computa-

tional Model

In our approach, an algorithm interacts sequentially with a human DM and a

time-consuming-to-evaluate objective function (typically a computer model). The

algorithm interacts with the computational model by selecting a design x and
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evaluating h(x). We let xn indicate the n-th point at which we evaluate h. As

is standard in Bayesian optimization, the first set of evaluations of h is chosen

uniformly at random or according to a space-filling design over the feasible domain

(Parker, 2016), and subsequent evaluations are guided by an acquisition function

described below in Section 6.3.

The algorithm interacts with the DM by receiving ordinal preferences between

pairs of attribute vectors. We index interactions with the DM by m, letting ym and

y′m refer to the attribute vectors queried in this interaction, and am ∈ {−1, 0, 1}

indicating the DM’s response, where am = −1 indicates a preference for y′m, am = 0

indicates indifference, and am = 1 indicates preference for ym. We let mn be the

number of design pairs evaluated by the DM by the completion of the nth run

of the computational model. We envision that the ym and y′m would typically

be the attribute vectors for previously evaluated designs, h(xn) and h(xn′), where

m ≥ max(mn,mn′).

For concreteness, our numerical experiments assume that, before each evalua-

tion of h, the DM provides feedback on one pair of designs chosen uniformly at

random from among those previously evaluated. Our framework easily supports

other patterns of interaction. For example, it supports a setting where the DM

provides feedback in a single batch after the first-stage evaluations of the com-

putational model are complete, either over random previously evaluated attribute

vectors or using a more sophisticated and query-efficient selection of attribute vec-

tors (Lepird et al., 2015). It also supports a setting in which the DM provides

feedback at a random series of time points on pairs of previously evaluated at-

tribute vectors of their choosing.

80



6.2.4 Statistical Model over h

As is standard in Bayesian optimization, we place a (multi-output) Gaussian

process prior on h (Alvarez et al., 2012), characterized by a mean function,

µ0 : X → Rk, and a positive definite covariance function, K0 : X × X → Rk×k.

Thus, after observing n evaluations of h at points x1, . . . , xn, the estimates of the

designs’ attributes are given by the posterior distribution on h, which is again a

multi-output Gaussian process with mean function µn : X → Rk and covariance

function Kn : X × X → Rk×k, which can be computed in closed form in terms of

µ0 and K0 (Liu et al., 2018).

6.2.5 Statistical Model over g

We use Bayesian preference learning (Chu and Ghahramani, 2005; Lepird et al.,

2015) to infer a posterior probability distribution over the utility function, g, given

preferences expressed by the DM. Although this method is standard in the litera-

ture, we describe it here for completeness.

We use a parametric family of utility functions {g(·; θ) : θ ∈ Θ}, (following, for

example, Akrour et al. 2014; Wirth et al. 2016); a prior probability distribution over

θ, p0; and a likelihood function L giving the conditional probability L(am; g(ym; θ)−

g(y′m; θ)) of the DM expressing preference am in response to an offered pair of

attribute vectors ym, y
′
m with utility difference g(ym; θ) − g(y′m; θ). The posterior

distribution over θ after feedback on m pairwise comparisons, written pm(θ), is

then given by Bayes’ rule:

pm(θ) ∝ p0(θ)
∏
m

L(am; g(ym; θ)− g(y′m; θ)).
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In our approach, we rely only on the ability to sample from this posterior distri-

bution.

The most widely used parametric family of utility functions is linear func-

tions, g(y; θ) = θ⊤y (Wirth et al., 2017), with other examples including linear

functions over kernel-based feature spaces (Wirth et al., 2016; Kupcsik et al.,

2018) and deep neural networks (Christiano et al., 2017). Commonly used like-

lihood functions include probit and logit (Wirth et al., 2017). In our numer-

ical experiments, for simplicity, we assume fully accurate preference responses,

i.e., L(a; ∆) = 1{a = sign(∆)}, with parametric families and priors described

below. Although we assume parametric utility functions, conceptually, our ap-

proach generalizes to handle non-parametric Bayesian preference learning (Chu

and Ghahramani, 2005). However, this poses additional computational challenges

as our approach internally performs optimization given samples of the utility func-

tion, which can be slow for non-parametric models. Such an extension is discussed

in Chapter 7.

6.2.6 Measure of Performance

We suppose that, after N evaluations of the computational model (and mN judge-

ments on attribute vector pairs), the DM selects her most preferred design among

all evaluated designs. Thus, the utility generated, given θ, is

max
i=1,...,N

g(h(xi); θ), (6.1)

and we wish to adaptively choose designs to evaluate, x1, . . . , xN , to maximize the

expected value of (6.1),

E

[
max

i=1,...,N
g(h(xi); θ)

]
, (6.2)
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where the expectation is taken over the prior on θ and the randomness in x1, . . . , xN

(induced by the random first stage of samples and randomness in the DM’s re-

sponses).

The full Bayesian optimization with preference learning loop is summarized in

Algorithm 3.

Algorithm 3 Bayesian optimization with preference learning

Require: Prior over θ; Gaussian process prior over h.
1: Evaluate a few designs uniformly at random.
2: for n = 0, . . . , N − 1 do
3: Choose yn+1, y

′
n+1 uniformly at random between attributes of previously eval-

uated designs.
4: Observe preference information, an, and update posterior distribution on θ.

5: xn+1 ← argmaxx∈X EIUUn(x).
6: Observe evaluation of h at xn+1, and update posterior distribution on h.
7: end for
8: return Pareto front of {h(x1), . . . , h(xN)}.

6.3 Acquisition Functions

We propose two novel acquisition functions, the Expected Improvement under

Utility Uncertainty (EIUU), and Thompson Sampling under Utility Uncertainty

(TSUU), for selecting points at which to query h. Most of our development and

analysis focus on EIUU, since this is the more difficult of the two to optimize, and

this acquisition function performs best in numerical experiments. Therefore, the

description of TSUU is deferred to Section D.3.
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6.3.1 Expected Improvement under Utility Uncertainty

Expected improvement is arguably the most popular acquisition function in

Bayesian optimization. It has been successfully generalized for constrained (Gard-

ner et al., 2014) and multi-objective optimization (Emmerich et al., 2006) and we

next show that it can be naturally generalized to our setting as well by extending

expected improvement’s one-step optimality analysis (Jones et al., 1998; Frazier,

2018).

After evaluating designs x1, . . . , xn, the utility obtained by the DM when she

selects her most preferred design among this set is

g∗n(h; θ) := max
i=1,...,n

g(h(xi); θ).

On the other hand, if we evaluate one more design, x, the utility obtained by the

DM increases by

max {g(h(x); θ), g∗n(h; θ)} − g∗n(h; θ)

= {g(h(x); θ)− g∗n(h; θ)}
+ .

This difference measures improvement from sampling x. Thus, a natural sampling

policy is to evaluate the design that maximizes the expected improvement

EIUUn(x) := En

[
{g(h(x); θ)− g∗n(h; θ)}

+] , (6.3)

where the expectation is over both h(x) and θ, and En indicates that the expecta-

tion is computed with respect to their corresponding posterior distributions given

the previous computational evaluations, h(x1), . . . , h(xn), and DM’s responses,

a1, . . . , amn .

We call EIUU the expected improvement under utility uncertainty and refer to

84



the above policy as the EIUU policy. By construction, this sampling policy is

one-step Bayes optimal.

6.3.2 Computation and Maximization of EIUU

In contrast with the standard expected improvement, EIUU cannot be computed

in closed form. However, as we show next, it can still be efficiently maximized.

First, we introduce additional notation. Making a slight abuse of notation, we

denote Kn(x, x) by Kn(x). We also let Cn(x) be the lower Cholesky factor of

Kn(x).

We note that, for any fixed x ∈ X, the time-n posterior distribution of h(x) is

normal with mean µn(x) and covariance matrix Kn(x). Therefore, we can express

h(x) = µn(x) + Cn(x)Z, where Z is a k-variate standard normal random vector,

and thus

EIUUn(x) = En

[
{g(µn(x) + Cn(x)Z; θ)− g∗n(h; θ)}

+] .
This implies that we can compute EIUUn(x) using Monte Carlo as summarized in

Algorithm 4.

Algorithm 4 Computation of EIUU

Require: Point to be evaluated, x; number of Monte Carlo samples, I.
1: for i = 1, . . . , I do
2: Draw samples θ(i) and Z(i), and compute α(i) :={

g(µn(x) + Cn(x)Z
(i); θ(i))− g∗n(h; θ

(i))
}+

.
3: end for
4: Estimate EIUUn(x) by

1
I

∑I
i=1 α

(i).

In principle, the above is enough to maximize EIUU using a derivative-free

global optimization algorithm (for non-expensive functions). However, we could
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optimize EIUU more efficiently if we were able to leverage derivative information;

this is the case using the derivative information we construct in the following

proposition.

Proposition 6.1. Under mild regularity conditions, EIUUn is differentiable almost

everywhere, and its gradient, when it exists, is given by

∇EIUUn(x) = En [γn(x, Z; θ)] ,

where the expectation is over θ and Z, and

γ(x, Z; θ) =


0, if g(µn(x) + Cn(x)Z; θ) ≤ g∗n(h; θ)

∇g(µn(x) + Cn(x)Z; θ), otherwise.

where the gradient ∇g(µn(x) + Cn(x)Z; θ) is with respect to x.

Thus, γ provides an unbiased estimator of ∇EIUU which can be used within

a gradient-based stochastic optimization algorithm, such as stochastic gradient

ascent, to find stationary points of EIUU. We may then start stochastic gradient

ascent from multiple starting points and use simulation to evaluate the EIUU for

each and select the best. By increasing the number of starting points, we may find

a high-quality local optimum and asymptotically find a global optimum.

A formal statement and proof of Proposition 6.1 can be found in Section D.1.

6.3.3 Computation of EIUU when g is Linear

While the above approach can be used for efficiently maximizing EIUU for general

utility functions, we can make maximization even more efficient for linear utility

functions, the most widely used class in practice.
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Proposition 6.2. Suppose that Θ ⊂ Rk and g(y; θ) = θ⊤y for all θ ∈ Θ and

y ∈ Rk. Then,

EIUUn(x) = En [∆n(x; θ)Φ(ζ) + σn(x; θ)φ(ζ)] ,

where the expectation is over θ, ∆n(x; θ) = θ⊤µn(x) − g∗n(h; θ), σn(x; θ) =√
θ⊤Kn(x)θ, ζ = ∆n(x;θ)

σn(x;θ)
, and φ and Φ are the standard normal density function

and cumulative distribution function, respectively.

The result above shows that when each g(·; θ) is linear, the computation of

EIUU essentially reduces to that of the standard expected improvement, modulo

integrating the uncertainty over θ. In particular, the uncertainty with respect to Z

can be integrated out. Moreover, in this case, one can also derive a similar result

to Proposition 6.1 for computing the gradient of EIUU in which the explicit depen-

dence on Z is eliminated as well. A formal statement and proof of Proposition 6.2

can be found in Section D.2.

6.4 Additional Related Work

The introduction discusses the two lines of most closely related work: the

point-estimate approach pursued within preference-based reinforcement learning

(PbRL), and multi-objective Bayesian optimization.

The most closely related work in PbRL is utility-based PbRL using trajectory

utilities (Wirth et al., 2017). This variant of PbRL seeks to design a control

policy to maximize the utility of a human subject using features computed from

trajectories. Work in this area includes Akrour et al. (2014); Wirth et al. (2016).
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Unlike our work, the uncertainty in utility function estimates is not considered

when performing optimization.

Multi-objective Bayesian optimization includes Knowles (2006); Bautista

(2009); Binois et al. (2015); Shah and Ghahramani (2016); Feliot et al. (2017);

Garrido-Merchán and Hernández-Lobato (2019). Multi-objective optimization

cannot easily incorporate prior information about the DM’s preferences, though

several attempts have been made, mostly through modified Pareto-dominance cri-

teria or weighted-sum approaches (Cvetković and Coello, 2005; Zitzler and Künzli,

2004; Rachmawati and Srinivasan, 2006). Most of this work is outside the Bayesian

optimization framework, with only three exceptions, which we describe below,

known to us.

Feliot et al. (2019) proposes a weighted version of the expected Pareto hy-

pervolume improvement approach (Emmerich et al., 2006) to focus the search on

certain regions of the Pareto front. However, no method is provided for choos-

ing weights from data, in contrast with our approach’s ability to learn from DM

interactions. Moreover, this method suffers the same computational limitations

of the standard expected Pareto hypervolume improvement approach, limiting its

applicability to at most three objectives (Garrido-Merchán and Hernández-Lobato,

2019). Abdolshah et al. (2019) also proposes a weighted version of the expected

Pareto hypervolume improvement approach to explore the region of the Pareto

frontier satisfying a preference-order constraint over the objectives. Finally, Paria

et al. (2019) proposes an approach based on random scalarizations. In contrast

with our approach, no method is available for estimating the distribution of these

scalarizations from data.

Another related literature is preferential Bayesian optimization (González et al.,
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2017). Preferential Bayesian optimization has been applied to realistic material de-

sign in computer graphics Brochu et al. (2010) and optimization of a parameterized

control policy for robotic object handover in Kupcsik et al. (2018). To apply pref-

erential Bayesian optimization in our setting, we would choose pairs of treatments

x and x′, evaluate our computational model h(x) and h(x′) for each, and obtain

feedback from the DM on which treatment is preferred. Pairs of treatments would

then be chosen to best support the goal of finding the DM’s preferred design. Crit-

ically, these methods do not use the attributes, h(x), except to present them to the

DM, but instead learn preferences directly as a function of x. Thus, these methods

tend to require many queries of the DM (Wirth, 2017; Pinsler et al., 2018). Our

approach leverages attribute observations to be more query efficient.

Our work is also related to a line of research on adaptive utility elicitation

(Chajewska and Getoor, 1998; Chajewska et al., 2000; Boutilier, 2002; Boutilier

et al., 2006). Unlike in classical utility elicitation (Farquhar, 1984; Abbas, 2018),

which has accurate estimation as its final goal, this work elicits the DM’s utility

function with the final goal of finding a good decision, even if this leaves residual

uncertainty about the utility function (Braziunas, 2006). However, this work as-

sumes that attributes are inexpensive to evaluate and that the space of designs is

finite, preventing its use in our setting.

Our proposed EIUU acquisition function is a natural generalization of the clas-

sical expected improvement acquisition function in standard Bayesian optimization

(Močkus, 1975; Jones et al., 1998). EIUU also generalizes the expected improve-

ment for composite functions dis, which can be obtained as a special case when g

is known.

Our work is also related to Frazier and Kazachkov (2011), which pursued a sim-
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ilar approach for the pure exploration multi-attribute multi-armed bandit problem

with linear utility functions and without iterative interaction with the DM. Finally,

an earlier version of this work, which considered linear utility functions only and

no iterative interaction with the DM, appeared at Astudillo and Frazier (2017).

6.5 Numerical Experiments

We compare the performance of our sampling policies (EIUU and TSUU) against

the policy that chooses the points to sample uniformly at random (Random), and

ParEGO (Knowles, 2006), a popular Bayesian optimization algorithm for multi-

objective Bayesian optimization. To understand the benefit obtained from pref-

erence information within our proposed sampling policies, we also report their

performance without preference learning, i.e., where the distribution of θ remains

equal to its prior distribution throughout all evaluations of h. In the plots, we

distinguish from our sampling policies with preference learning by appending the

subindex npl (which stands for “no preference learning”).

In all problems, an initial stage of evaluations is performed using 2(d + 1)

points chosen uniformly at random over X. A second stage (pictured in plots) is

then performed using the given sampling policy. For our algorithms, the outputs

of h are modeled using independent Gaussian process prior distributions. All

Gaussian process models in our experiments have a constant mean function and

ARD Mateŕn covariance function with smoothness parameter equal to 5/2; the

associated hyperparameters are estimated under a Bayesian approach. As proposed

in Snoek et al. (2012b), for all algorithms, except TSUU, we use an averaged

version of the acquisition function obtained by first drawing 10 samples of the
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Gaussian process hyperparameters, computing the acquisition function conditioned

on each of these hyperparameters, and then averaging the results; for TSUU, a

single sample of the Gaussian process hyperparameters is used.

In all problems and for each replication, we draw one sample θtrue from the

prior distribution to obtain a true underlying utility function, g(·; θtrue) which is

used to obtain the preference information from the DM. The performance of the

algorithms is reported with respect to this true underlying utility function.

Our code and experiments are available at https://github.com/RaulAstudillo06/

BOPL.

6.5.1 Synthetic Test Functions

The first three problems use well-known test functions drawn from the evolutionary

multi-objective evolutionary optimization literature (Van Veldhuizen and Lamont,

1999; Deb et al., 2005; Knowles, 2006). We define these functions in Section D.5.

The results of these experiments are shown on a logarithmic scale in Figure 6.1.

In these three test problems, EIUU and TSUU substantially outperform Random

and ParEGO. In the first and third problems, EIUU outperforms TSUU, whereas,

in the second, the opposite occurs. Throughout these problems, EIUU greatly ben-

efits from preference information. TSUU also benefits from preference information,

especially in the first two problems
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DTLZ1a with a Linear Utility

A general form of this test function was first introduced in Deb et al. (2005). The

version we use was defined in Knowles (2006). This function has k = 2 attributes

and is defined over X = [0, 1]6. In this experiment, we use a linear utility function

g(y; θ) = θy1 + (1− θ)y2, and let the prior distribution on θ be uniform over [0, 1].

DTLZ2 with a Quadratic Utility

This function was first introduced in a general form in Deb et al. (2005). We use

a concrete version of this function with k = 4 attributes defined over X = [0, 1]5.

Here, we use a quadratic utility function g(y; θ) = −∥y − θ∥22, where θ is uniform

over Θ, and Θ consists of 8 points lying in the Pareto front of h, obtained as

Θ =

{
h(x) : xi ∈

{
i− 1

3
,
i

3

}
, i ≤ 3, x4, x5 = 0.5

}
.

We envision that, in practice, such a utility function could be used for finding

designs with attributes as close as possible to an uncertain vector of “ideal” at-

tributes, which could take a range of values depending on the type of DM in

question.

VLMOP3 with an Exponential Utility

This test function first appeared in Van Veldhuizen and Lamont (1999). It has

k = 3 attributes and is defined over X = [−3, 3]2. Here, we use an exponential

utility function

g(y; θ) =
1

3

3∑
j=1

1− exp(−θyj)
θ

,

and let the prior on θ be uniform over [0.1, 0.5].

92



We note that, when θ → 0 from the right, the solution that maximizes g(h(·); θ)

converges to the solution that maximizes 1
3

∑3
j=1 hj (neutral risk), whereas when

θ → ∞, it converges to the one that maximizes minj=1,2,3 hj (worst-case risk).

Therefore, if h1(x), . . . , hk(x) denote the outcome of an event under k plausible

scenarios with known likelihoods p1, . . . , pk (in the above example (pj = 1/k, j =

1, . . . , k), this utility function provides a natural way to optimize the (expected)

utility of a DM with uncertain (constant absolute) risk aversion with respect to

this outcome.
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Figure 6.1: Average performance over 50 replications on the test problems de-
scribed in Section 6.5.1. The left panel shows the results for DTLZ1a with a linear
utility; the middle panel shows the results for DTLZ2 with a quadratic utility; and
the right panel shows the results for VLMOP3 with an exponential utility.

6.5.2 Portfolio Simulation Optimization

In this test problem, we use our algorithm to tune the hyper-parameters of a

trading strategy to maximize the return of a DM with an unknown risk aversion

tolerance. We envision this as modeling a financial advisor with many clients,

each requiring customized financial planning based on their own portfolio and

risk tolerance. Using choices made by past clients about which financial product

they prefer, the financial advisor may form a probability distribution over utility

functions to use when using a computationally expensive simulation to develop a

menu of options to show a new client.
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We use CVXPortfolio (Boyd, 2017) to simulate and optimize a portfolio’s evolu-

tion over four years, from Jan. 2012 through Dec. 2015, using open-source market

data; the details of the simulation can be found in §7.1 of Boyd (2017). Here, h

has two outputs, the mean and (minus the) standard deviation of the daily re-

turns. We use a non-standard utility function that sets g(y; θ) to y1 if θ ≤ y2 and

∞ otherwise. This recovers the constrained optimization problem that maximizes

h1(x) subject to the constraint that θ ≤ h2(x). Analogous to the case of linear

utility functions, discussed in Proposition 6.2, it can be shown that for this class

of utility functions, EIUU admits an expression similar to that of the constrained

expected improvement (Gardner et al., 2014).

Thus, in this setting, we wish to maximize the average return subject to an

unknown constraint on the DM’s risk tolerance level, θ, which we assume is uni-

form over [−2,−10] (recall that h2 is minus the standard deviation). The hyper-

parameters to be tuned are the trade, hold, and risk aversion parameters over

the domains [0.1, 1000], [5.5, 8.], and [0.1, 100], respectively. Results are shown in

Figure 6.2. Here, the optimal solution is unknown, so we report the utility value

instead. As before, EIUU substantially outperforms Random and ParEGO and is

followed in performance by TSUU. Both EIUU and TSUU benefit from preference

information.

6.5.3 Optimization of Ambulance Bases

In this test problem, we optimize the location of three ambulance bases accord-

ing to the distribution of the response times. We consider k = 5 attributes,

representing the number of response times falling within some given time inter-

vals, and assume a DM considers these attributes to choose the ideal locations
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of the ambulance bases. We let hj be number of response times falling within

(5(j − 1) minutes, 5j minutes], j = 1, . . . , 4, and h5 be the number of those falling

within the interval (20 minutes,∞). Due to the nature of these attributes, which

are positive, we model their logarithms as Gaussian processes instead of the at-

tributes directly. We then use the utility function

g(y; θ) =
5∑

j=1

θj
exp yj∑5
i=1 exp yi

,

which corresponds to a linear utility function over the fraction of response times

within the various intervals. Here, θ is taken to be uniform over the set Θ = {θ :

θ1 ≥ · · · ≥ θ5 ≥ 0 and
∑5

j=1 θj = 1}.

Results of this experiment are shown in Figure 6.2. As before, EIUU substan-

tially outperforms Random and ParEGO and is followed in performance by TSUU.

In contrast with all other test problems, however, neither EIUU nor TSUU seem

to benefit from preference information. A closer inspection of the data obtained

from this experiment shows that a highly concentrated region of designs has a high

utility value for a wide range of values of θ, which explains this behavior. This

also suggests that our sampling policies can find robust designs if they exist.
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Figure 6.2: Average performance over 100 and 75 replications on the portfolio sim-
ulation optimization and optimization of ambulance bases test problems described
in Section 6.5.2 and Section 6.5.3, respectively.
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6.6 Conclusion

We introduced multi-attribute Bayesian optimization with preference learning, a

novel approach for black-box global optimization of expensive physical or computa-

tional experiments with multiple attributes that allows us to accommodate partial

preference information in a principled way. By leveraging preference information,

our approach is more efficient than multi-objective optimization approaches. By

acknowledging uncertainty in the DM’s preferences, our approach is more flexible

and robust than single-objective optimization approaches that use a point estimate

of the DM’s utility function. There are several relevant directions for future work,

such as developing more sophisticated policies for selecting the pairs of attributes

to be shown to the DM, and using nonparametric models for estimating the DM’s

utility function.
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CHAPTER 7

PREFERENCE EXPLORATION FOR MULTI-ATTRIBUTE

BAYESIAN OPTIMIZATION

This chapter is based on Jerry Lin et al. (2022)

7.1 Introduction

This chapter focuses on a common practical problem faced by decision-makers

(DMs) who wish to apply Bayesian optimization to time-consuming experiments

with multiple attributes of interest. DMs have unknown preferences over attributes

that can be elucidated via a limited set of interactions with the DM, and we wish to

gather information through such interactions to support efficient experimentation.

Such problems commonly arise in A/B testing (Bakshy et al., 2018) and simulation-

based design (Maddox et al., 2021).

There are several possible approaches to Bayesian optimization with multiple

attributes in the literature, each with its own desiderata in our context. One

approach is to have the DM express a fully-determined trade-off over attributes

via a function combining these attributes into a single real-valued performance

measure and to perform single-objective Bayesian optimization with this function.

Unfortunately, DMs are often unable to do this (Lepird et al., 2015).

A second approach is multi-objective Bayesian optimization (MOBO) (Hakanen

and Knowles, 2017; Feliot et al., 2019; Abdolshah et al., 2019). MOBO aims to

identify the entire feasible Pareto front but is typically inefficient because DMs are

often interested only in a particular part of the Pareto front (Wang et al., 2017).
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A third approach directly presents a DM set of q designs (most commonly,

pairs, i.e., q = 2) and asks the DM to express their preference over the sets. This

data is used to model the DM’s preferences over the designs directly (Brochu et al.,

2008; Brochu, 2010; González et al., 2017; Siivola et al., 2020). We broadly refer

to these methods as preferential Bayesian optimization (PBO).

PBO methods can be implemented in our context by performing time-

consuming experiments for the designs in the sets selected by a PBO algorithm

and then presenting their attributes to the DM for comparison. However, such an

approach would be inefficient regarding time, experiment resources, and DM atten-

tion since DMs must wait for experiment results to complete to further input their

preferences, which can be disruptive and time-consuming. While higher through-

put is possible if many designs are simultaneously evaluated simultaneously (Siivola

et al., 2020), the time-consuming experiments limit the rate at which additional

information can be gathered about the DM’s preferences. Instead, we might learn

more with less DM time via queries generated in real time using existing or hypo-

thetical attributes based on previously observed experimental data.

To overcome the drawbacks of the abovementioned approaches, we propose a

novel human-in-the-loop algorithmic framework for optimizing multiple attributes

called Bayesian optimization with preference exploration (BOPE). In this frame-

work, attributes arise from a time-consuming-to-evaluate function h : Rd → Rk,

and the DM’s preferences can be viewed as originating from a utility function

g : Rk → R, which is unknown but can be learned through the DM’s responses to

queries in the form of comparisons between attributes1. The goal is to solve

max
x∈X

g(h(x)), (7.1)

1For simplicity we consider pairwise comparisons, but generalizing BOPE to other comparisons
is straightforward.
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where X ⊂ Rd is the design space, using a limited number of queries to the DM

and experiments (i.e., evaluations of h).

To do so, our framework iterates between two stages: preference exploration

and experimentation. During a preference exploration stage, an algorithm (a pref-

erence exploration strategy) generates a query consisting of two attribute vectors

(elements of Rk) for the DM to compare. Then, the DM states their preferred at-

tribute, and another query is presented in real time based on the result. Attribute

vectors in these queries need not be generated by evaluating h. However, as we will

see later, leveraging the available knowledge about h can significantly improve per-

formance. During an experimentation stage, an experimentation strategy chooses

a batch of points in the design space at which h is evaluated. In a preference ex-

ploration stage, previous DM queries and past experiment evaluations are used to

choose the attribute vectors about which DM preference is elicited. Similarly, in a

experimentation stage, all information gathered by this point is used to determine

the design points that will be evaluated.

This approach provides four benefits. First, relative to PBO, it supports models

that decompose the latent objective function into separate models of the attributes

and the DM’s preferences over these attributes. This can improve prediction rela-

tive to PBO. Second, it supports greater flexibility than PBO when selecting user

queries. Queries can be selected adaptively after each batch of experiments and can

include hypothetical attributes generated via a predictive model of h, or attributes

of designs evaluated at previous points in time. Third, relative to MOBO, learned

preferences allow focusing experimental attention on the relevant portion of the

Pareto front, reducing the number of experiments needed. Finally, in comparison

with MOBO, our approach automatically handles non-monotone preferences over
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Figure 7.1: Preference exploration for a problem with a two-dimensional attribute
space. The heatmap illustrates the DM’s utility function g(y) and the blue line
circumscribes the space of possible attributes achievable by h(x) for any design
x ∈ X. Evaluation of h(·) is time-consuming. Our framework aims to collect
preference data to support Bayesian optimization of g(h(·)) with the aid of proba-
bilistic surrogate models of attributes (h) and DM utilities (g). ×s show attribute
vectors presented to the DM by EUBO-h̃, over multiple iterations. Each iteration
queries regions likely to be of the highest utility to the DM according to g within
search sets defined by independent sample paths h̃ from h (dashed loops). This
procedure helps learn a g that may be used to select high-utility experiments.

attributes. This might arise, e.g., when designing a material that should neither

be too stiff nor too flexible or in drug discovery when a chemical’s concentration

in the blood should fall near a target.

This new workflow includes a key challenge unaddressed by prior work: how

should preference information be gathered to best support optimization in such

real-world contexts? Responding to this question, we examine several preference

exploration strategies and show that the most successful ones leverage information

about the posterior distribution of attributes achievable under h. Finally, we

develop a one-step Bayes optimal preference exploration strategy for collecting

preference information to solve (7.1).

100



Figure 7.1 illustrates one of our proposed preference exploration strategies,

EUBO-h̃. Rather than performing preference learning across all possible attribute

vectors, which would take many queries, EUBO-h̃ focuses on queries comparing

attributes that are likely to be achievable. This guides experiments toward regions

of high utility to the DM in a small number of queries.

Contributions Our contributions are as follows:

• We propose Bayesian optimization with preference exploration (BOPE),

a novel human-in-the-loop framework for Bayesian optimization of time-

consuming experiments that generate vector-valued attributes over which

a DM has unknown preferences. This framework reduces experimental cost

and DM time over existing MOBO and PBO approaches.

• We develop a principled preference exploration strategy for adaptively se-

lecting queries to present to the DM. The DM’s answers to these queries

localize the parts of the achievable region of attributes that are important

to the DM, and enable the selection of high-utility designs to evaluate via

experimentation.

• We evaluate our approach on synthetic and real-world simulation prob-

lems, such as multi-objective vehicle design, demonstrating that preference

exploration-based approaches significantly outperform MOBO, PBO, and

other natural baselines.
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7.2 Additional Related Work

A related stream of research has developed techniques for efficient elicitation of

the DM’s preferences over attributes that are known a priori without the need

for expensive evaluation. (Chajewska et al., 2000; Boutilier, 2002; Fürnkranz and

Hüllermeier, 2003; Chu and Ghahramani, 2005; Viappiani and Boutilier, 2010;

Dewancker et al., 2016). While we leverage ideas from these works, they are not

directly applicable in our setting, where attributes are unknown and expensive to

evaluate. Additionally, most of this literature assumes a finite number of attribute

vectors, while our space of potential attributes is uncountably infinite.

Our work builds on Astudillo and Frazier (2020), which considers sequential

Bayesian optimization of vector-valued functions on behalf of a DM with unknown

preferences using the same decomposition of attributes and utilities considered here

and proposes a strategy for the experimentation stage only. This work also builds

off of a previous workshop paper by Lin et al. (2020) which considers a similar

problem setup as Astudillo and Frazier (2020) but focuses on batch-based pref-

erence exploration and experimentation to support the types of workflows found

in industry A/B testing settings. The present paper formalizes this setup and

provides a principled solution to the problem.

Finally, due to the composite structure of problem (7.1), our work is also related

to Bayesian optimization of composite objective functions (Astudillo and Frazier,

2019, 2021a,b), and we leverage similar computational techniques.
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7.3 Bayesian Optimization with Preference Exploration

Here, we describe our framework, including the workflow and core models, and

introduce key considerations for designing strategies for preference exploration and

experimentation.

7.3.1 Workflow

In our framework, the goal is to find a solution to (7.1) by learning the func-

tions g and h while alternating between two stages: preference exploration and

experimentation.

A preference exploration stage is a short uninterrupted period of time in which

the DM interactively expresses preferences over multiple pairs of attribute vectors

that do not involve the collection of new values from h. We refer to the pair of

attribute vectors presented to the DM as a query and to the DM’s answer as the

response.

An experimentation stage is a period of time in which one or more evaluations

of the attribute function h are performed, typically in parallel. Our presentation

assumes that preference exploration and experimentation stages alternate. As a

particular case, this can include situations where preference exploration is per-

formed only once after an initial round of experimentation to take the human out

of the loop for subsequent experiments. For example, in the context of internet ex-

perimentation, an experimentation stage would entail running a batch of A/B tests

in parallel and a preference exploration stage could be an interactive session with

a data scientist where pairs of (potentially hypothetical) experimental attributes
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are compared.

Once all preference exploration and experimentation stages are complete, the

DM is shown the attribute vectors for all experiments that have been performed,

and the DM selects their preferred design.2

7.3.2 Attribute and Preference Models

We utilize two probabilistic surrogate models, one for the attribute function, h,

and one for the utility function, g.

To model the attribute function, h, we use a multi-output Gaussian process,

h, characterized by a prior mean function µf
0 : X → Rk, and a prior covariance

function, Kf
0 : X×X→ Rk×k. Given a dataset of n (potentially noisy) observations

of the attribute function, Dn = {(xi, yi)}ni=1, the probabilistic surrogate model of

h is then given by the posterior distribution of h given Dn, which is again a multi-

output Gaussian process with mean and covariance functions µf
n : X → Rk and

Kf
n : X× X→ Rk×k that can be computed in closed form in terms of µf

0 and Kf
0 .

The utility function, g, is also modeled using a Gaussian process, g, which again

requires specifying a prior mean function, µg
0 : Rk → R, and a prior covariance

function, Kg
0 : Rk × Rk → R.

Given a query (y1, y2) constituted by two attribute vectors, we let r(y1, y2) ∈

{1, 2} indicate whether the DM preferred the first or second attribute vector of-

fered. Following Chu and Ghahramani (2005), we assume that the DM’s responses

2In practice, the learned utility may be used to rank these items in advance to reduce the
cognitive burden of sorting through all evaluated designs.
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are distributed according to a probit likelihood of the form

P(r(y1, y2) = 1 | g(y1), g(y2)) = Φ

(
g(y1)− g(y2)√

2λ

)
,

where λ is a hyperparameter that can be estimated along with the other hyperpa-

rameters of the model, and Φ is the standard normal CDF.

In our experiments, we use the Laplace approximation suggested by Chu and

Ghahramani (2005), which results in an approximate posterior of g that is again

a Gaussian process. When we have observed the results of m queries, Pm =

{(y1,j, y2,j, r(y1,j, y2,j))}mj=1, we let µg
m and Kg

m refer to the mean and covariance

functions of this approximate Gaussian process posterior.

7.3.3 Preference Exploration Strategies

Preference exploration strategies aim to select queries (y1, y2) ∈ Y × Y, where

Y ⊆ Rk, so as to best support experiment selection. Here, we introduce three

classes of preference exploration strategies investigated in this work.

Preference Exploration Strategies That Learn Preferences Over a Prior

Region of Interest Our first class of preference exploration strategies requires

choosing a prior set Y likely to contain most or all of the achievable region h(X) =

{h(x) : x ∈ X}, so that preferences over Y are highly informative of preferences

over h(X). It then chooses queries to learn DM preferences over Y. In the simplest

case, Y can be a hyperrectangle bounding a likely minimum and maximum for each

attribute provided by the DM. Alternatively, Y could be estimated via a meta-

analysis of related experiments and could also incorporate information about how

attributes covary across experiments.
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There is a tradeoff in choosing the bounds of Y. Choosing Y to be too small

risks excluding relevant potential attributes. On the other hand, choosing Y to be

much larger than h(X) can cause over-exploration of areas not relevant to the opti-

mization task. This may occur, for example, with hyper-rectangular Y if correlated

attributes make h(X) much smaller than Y.

Two policies for generating queries to learn preferences over Y are: selecting

queries uniformly at random over Y×Y, and selecting queries by maximizing an ac-

tive learning acquisition function such as Bayesian active learning by disagreement

(BALD) (Houlsby et al., 2011) over Y× Y.

Preference Exploration Strategies That Leverage Direct Experimental

Data Another class of preference exploration strategies samples many plausible

achievable regions based on data from h. For each region Y, it seeks to learn the

DM’s preferences over Y. Learning these preferences allows us to eventually learn

the best point in the truly achievable region, despite not knowing this region.

Probabilistic surrogate models provide a natural mechanism for sampling plau-

sible achievable regions. In many preference exploration strategies considered here,

for each preference query, a Gaussian process sample path h̃ is first drawn from

h, implying an associated achievable region Y = h̃(X). Then a query is designed

to improve our knowledge of the DM’s most preferred design in Y. Compared to

the former class of preference exploration strategies that learn preferences over a

prior region of interest, this approach aims to reduce the number of queries needed

by learning a separate ranking over many smaller sets Y. Furthermore, as we

learn more about the achievable region through experimentation, the sequence of

sampled sets Y concentrates, further reducing the size of the query space.
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We consider three strategies for learning preferences over Y = h̃(X): random

search, BALD, and a novel acquisition function called EUBO, which is introduced

in Section 7.4.1 and aims to find the best query over a known set of attributes. Sec-

tion 7.4.3 also derives an approximation of a one-step optimal acquisition function

for BOPE that has a similar structure but uses a different choice of Y.

Optimization of Preference Exploration Acquisition Functions Several

of the preference exploration strategies discussed above require optimizing an

acquisition function α over Y × Y. In several cases, Y can be written as

Y = {h(x) : x ∈ X} for some deterministic function h. This makes opti-

mization convenient, since is allows for optimization over a known domain, X:

argmaxy1,y2∈Y α(y1, y2) = argmaxx1,x2∈X α(h(x1), h(x2)). Thus, to find the max-

imizer of α(y1, y2) over y1, y2 ∈ Y, it is sufficient to find the maximizer of

α(h(x1), h(x2)) over x1, x2 ∈ X.

7.3.4 Experiment Selection Strategies

Here, we discuss the strategy used to select the designs at which h is evaluated dur-

ing the experimentation stages. Since our work focuses on preference exploration

strategies, we restrict our attention to a single experiment selection strategy. We

propose a generalization of the expected improvement under utility uncertainty

(EIUU) acquisition function, introduced by Astudillo and Frazier (2020), to sup-

port noisy and parallel evaluations with a non-parametric utility model g. This

acquisition function integrates over the uncertainty of both h and g when selecting

the design points.
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Formally, for a batch of q points x1:q = (x1, . . . , xq) ∈ Xq, this acquisition

function is defined by

qEIUU(x1:q) = Em,n

[
{max g(h(x1:q))−max g(h(Xn))}+

]
,

where Em,n[·] = E[· | Pm,Dn] denotes the conditional expectation given the data

from m queries and n experiments, {·}+ denotes the positive part function, and,

making a slight abuse of notation, we define max g(h(x1:q)) = maxi=1,...,q g(h(xi))

and max g(h(Xn)) = max(x,y)∈Dn g(h(x)).

qEIUU can be straightforwardly implemented as a Monte Carlo acquisition

function by applying the reparametrization trick to both h and g, and optimized

via sample average approximation (SAA) (Wilson et al., 2018b; Balandat et al.,

2020). We refer the reader to Section E.1 for more details on the implementation

of qEIUU.

7.4 One-Step Optimal Preference Exploration

Here we present a principled preference exploration strategy derived using a one-

step Bayes optimality analysis. We begin by describing a one-step optimal strategy

for learning preferences over a known set of attribute vectors and results regarding

its efficient computation. We then propose a one-step optimal preference explo-

ration strategy that formally accounts for uncertainty over the set of achievable

attributes. This strategy is not practical for real-time learning, but we provide a

faster principled approximation using insights developed in the case with known

achievable attributes.
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7.4.1 Preference Exploration over a Known Set of At-

tributes

Here we assume that the space of achievable attributes is known and denote it by

Y.

To motivate our acquisition function, we ask the following rhetorical question:

If we had to offer a single attribute vector y∗ ∈ Y to the DM using the available

information so far, what would the right choice be? We argue that a sensible

choice is y∗ so that the expected utility received by the DM is maximal; i.e., y∗ ∈

argmaxy∈Y Em[g(y)], where Em denotes the conditional expectation given Pm (i.e.,

Em[·] = E[· | Pm]). Following this logic, if we were allowed to ask an additional

query (y1, y2) and observe the DM’s response r(y1, y2), y
∗ would now be chosen so

that y∗ ∈ argmaxy∈YEm+1[g(y)], where Em+1[·] = E [· | Pm ∪ {(y1, y2, r(y1, y2))}].

Thus,

max
y∈Y

Em+1[g(y)]−max
y∈Y

Em[g(y)]

quantifies the difference in (expected) utility obtained by the DM due to the ad-

ditional query. Our acquisition function can now be defined as the expectation of

this difference given the information available so far; i.e.,

V (y1, y2) = Em

[
max
y∈Y

Em+1[g(y)]−max
y∈Y

Em[g(y)]

]
,

where the dependence of the right-hand-side on (y1, y2) is made implicit by our

notation Em+1[·] = E [· | Pm ∪ {(y1, y2, r(y1, y2))}]. We also note that the term

maxy∈Y Em[g(y)] does not depend on (y1, y2) and thus can be disregarded when

maximizing V . This acquisition function can be considered to be in the knowledge

gradient family of acquisition functions (Frazier, 2018) because it values informa-

tion according to its impact on the maximum posterior expected utility.
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Expected Utility of the Best Option

The acquisition function V defined above is challenging to maximize directly due

to its nested structure, as is typical of knowledge gradient acquisition functions.

Fortunately, the following theorem shows that maximizing V is equivalent to max-

imizing another acquisition function that is easier to optimize.

We define the expected utility of the best option (EUBO),

EUBO(y1, y2) = Em [max{g(y1), g(y2)}] ,

where the expectation is over the posterior of the DM utility g at the time the

query is chosen. V and EUBO are related via the following result.

Theorem 7.1. If λ = 0, and the posterior mean µg
m and posterior covariance Kg

m

are both continuous, then

argmax
y1,y2∈Y

EUBO(y1, y2) ⊆ argmax
y1,y2∈Rk

V (y1, y2)

and the left-hand side is non-empty.

Thus, the above result shows that, when DM responses occur without error,

one can find a maximizer of V by maximizing EUBO instead, which, as we argue

below, is a significantly simpler task. While this holds for λ = 0 only, the following

result shows that maximizing EUBO yields a high-quality solution even if λ > 0.

Theorem 7.2. Denote V as Vλ to make the dependence on λ explicit, and let

(y∗1, y
∗
2) ∈ argmaxy1,y2 EUBO(y1, y2). Then,

Vλ(y
∗
1, y

∗
2) ≥ max

y1,y2∈Y
V0(y1, y2)− λC,

where C = e−1/2/
√
2.
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Theorem 7.2 provides a lower bound on the acquisition value of a maximizer of

EUBO evaluated at V in the presence of comparison noise. The proofs of Theorems

1 and 2 can be found in Section E.2.

Maximizing EUBO is easier than V for two reasons. First, computing EUBO

does not require solving the inner optimization problem maxy∈Y Em+1[g(y)] re-

quired by V . Second, EUBO can be expressed in closed form under the approxi-

mate Gaussian posterior of g implied by the Laplace approximation, as shown in

Section ??.

7.4.2 Preference Exploration under an Unknown Set of

Achievable Attributes

We now describe a preference exploration strategy that formally considers uncer-

tainty on the set of achievable attributes. To support our analysis, here we assume

that evaluations of the attribute function are noise-free.

As in the previous subsection, we derive a preference exploration strategy using

a one-step optimality analysis. Formally, this strategy selects the query (y1, y2)

that is optimal with respect to the following sequence of actions (which constitute

one step):

1. Select query (y1, y2) ∈ Rk × Rk and observe DM’s response r(y1, y2),

2. Select design x ∈ X and observe attribute h(x),

3. Obtain reward maxi=1,...,n+1Em+1,n+1[g(h(xi))], where we define xn+1 = x

and Em+1,n+1[·] denotes E [· | Pm ∪ {(y1, y2, r(y1, y2))} ,Dn ∪ {(x, h(x))}].
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The optimal query can be found by solving maxy1,y2∈Rk W (y1, y2), where

W (y1, y2) = Em,n[ max
xn+1∈X

Em+1,n[ max
i=1,...,n+1

Em+1,n+1[g(h(xi))]]]

and Em+1,n[·] = E [· | Pm ∪ {(y1, y2, r(y1, y2))} ,Dn]

This strategy is similar to the one described in the previous subsection. How-

ever, two key differences originate due to the set of achievable attributes being

unknown. First, there is an additional action between query selection and reward

collection. Here, one additional evaluation of the attribute function is performed,

thus enforcing the need to gather preference information to support experimenta-

tion (i.e., evaluations of the attribute function). Second, since the set of achievable

attributes is unknown, the reward is computed over the attributes observed so far

only.

7.4.3 Efficient Approximate Maximization of W via a

Single-Sample Approximation

Unsurprisingly, W is hard to compute and optimize due to its nested structure. In

principle, one could aim to adapt optimization strategies for lookahead acquisition

functions (see, e.g., Balandat et al. 2020; Jiang et al. 2020b). However, these meth-

ods are quite computationally expensive, with run times on the order of several

minutes per acquisition, making them impractical for real-time preference explo-

ration. Instead, we derive an efficient approximate optimization scheme based on

a single-sample approximation of W with respect to the uncertainty on h(xn+1).

Leveraging the approximate Gaussian process distribution over g induced

by the Laplace approximation, we write Em+1,n+1[g(h(xi))] as µg
m+1(h(xi)) for
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i = 1, . . . , n + 1,3 and define µ∗
m+1,n = maxi=1,...,n µ

g
m+1(h(xi)). Applying the

reparametrization trick on h(xn+1), W can be rewritten as

W (y1, y2) = Em,n[max
x∈X

Em+1,n[max{µ∗
m+1,n, µ

g
m+1(ζn(x;Z))}]],

where ζn(x;Z) = µh
n(x) +Ch

n(x)Z, C
f
n(x) is the lower Cholesky factor of Kh

n(x, x),

and the (conditional) distribution of Z is the standard normal. In the expression

above, the inner expectation is over Z and the outer expectation is over r(y1, y2).

If we approximate the expression above using a single sample from Z, which we

denote by Z̃, and making a slight abuse of notation, we obtain the approximation

W (y1, y2) ≈ W (y1, y2; Z̃), where

W (y1, y2; Z̃) = Em,n[max
x∈X

max{µ∗
m+1,n, µ

g
m+1(ζn(x; Z̃))}],

and Z̃ is deterministic in the expectation above. Moreover, since ζn(xi; Z̃) =

h(xi) for previously evaluated points i = 1, . . . , n, maxx∈X µ
g
m+1(ζn(x; Z̃)) ≥

µ∗
m+1,n and thus maxx∈X max{µ∗

m+1,n, µ
g
m+1(ζn(x; Z̃))} can be simplified to

maxx∈X µ
g
m+1(ζn(x; Z̃)). Thus,

W (y1, y2; Z̃) = Em,n[max
x∈X

µg
m+1(ζn(x; Z̃))].

We can now use the machinery developed in Section 7.4.1 to efficiently max-

imize W (y1, y2; Z̃). Concretely, if we let Y = {ζn(x; Z̃) : x ∈ X}, it follows from

Theorem 7.2 that argmaxy1,y2∈Y EUBO(y1, y2) ⊆ argmaxy1,y2∈Y W (y1, y2; Z̃) when

λ = 0. Analogously, Theorem 7.2 provides a guarantee on the quality of a query

in argmaxy1,y2∈Y EUBO(y1, y2) when λ > 0. We call the resulting preference explo-

ration strategy EUBO-ζ.

3We leverage this closed form expression to simplify our notation but this is not critical. Our
analysis holds even if Em+1,n+1[g(h(xi))] does not have a closed form expression.
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Figure 7.2: Mean utility of designs chosen according to maximum posterior pre-
dictive mean after a given number of pairwise comparisons during the first stage
of preference exploration. CIs are ±2 standard errors of the mean across 100 sim-
ulation replications.

While EUBO-ζ is derived as an approximation of a one-step optimal strategy, it

has a structure similar to that of the strategies discussed in Section 7.3.3: it builds

a set Y using h and then selects a query in Y × Y by maximizing an acquisition

function. This perspective leads us to consider the preference exploration strategy

that chooses queries by maximizing EUBO(y1, y2) over y1, y2 ∈ h̃(X). We call the

resulting strategy EUBO-h̃. This variation of EUBO provides a more intuitive

interpretation than EUBO-ζ.

7.5 Numerical Experiments
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Figure 7.3: Max utility achieved by interleaving batches of preference exploration
and experimentation. “True Utility” shown in black represents an approximate
upper bound on the performance achievable obtained via Bayesian optimization
with known utility. CIs are ±2 standard errors of the mean across 30 simulation
replications.
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We evaluate our proposed strategies on real-world and synthetic attribute func-

tions as well as several utility functions. The main text considers four test prob-

lems: vehicle safety (d = 5, k = 3) (Liao et al., 2008; Tanabe and Ishibuchi, 2020),

DTLZ2 (Deb et al., 2005) (d = 4, k = 8), OSY (d = 6, k = 8) (Deb and Jain,

2013), and car cab design (d = 7, k = 9) problems (Tanabe and Ishibuchi, 2020).

These test problems are matched with several utility functions: linear and piece-

wise linear utilities, the product of Kumaraswamy distribution CDFs, modeling

soft constraints, and the L1 distance from a Pareto-optimal point. All test prob-

lems are described in detail in Section E.5. Results are qualitatively similar to

those presented here. Table E.3 summarizes all test attribute and utility functions

considered in this work.

With these attribute and utility functions, we perform three types of simulation-

based experiments. Section 7.5.1 considers a single preference exploration stage.

With data from a single batch of experiments, we train a surrogate attribute model

h, then use preference exploration strategies to identify high utility designs in a sin-

gle preference exploration stage. Section 7.5.2 considers the case in which multiple

preference exploration and experimentation stages are interleaved, and evaluates

the maximum utility found over several rounds of BOPE for each preference ex-

ploration strategy. Finally, Section 7.5.3 considers a setting in which all preference

exploration occurs in a single stage, and this is followed by multiple batches of

experimentation without further intervention from the DM. All simulations com-

pare EUBO-based preference exploration strategies against several other prefer-

ence exploration strategies. Unless otherwise noted, we use the qEIUU experiment

selection strategy.

To emulate noise in preferences expressed by human DMs, simulated DMs in
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all experiments select the option with lower utility 10% of the time. In Section

E.4.5, we also experiment with a different probit comparison error and observe

similar results.

Complete simulation results with further baselines, test problems, and settings

are available in Section E.4.

Acquisition strategies for preference exploration. We examine several pref-

erence exploration strategies described in Section 7.3.3. This includes EUBO-ζ and

methods selecting queries from one of two sets Y: (i) a hyper-rectangle Y0 bound-

ing h(X), and (ii) h̃(X). Y0 is constructed to be the smallest hyper-rectangle that

contains h(X), estimated via 108 Monte Carlo samples from X. Thus, Y0 pro-

vides an optimistic baseline of a DM that can perfectly characterize the upper and

lower (box) bounds of h. h̃ is sampled from the posterior on h via random Fourier

features with 512 basis functions (Rahimi and Recht, 2007).

To select queries from these two sets Y, we consider random search, BALD,

and EUBO. We name these algorithms via their sampling strategy and choice of

Y: Random-Y0 and Random-h̃, and similarly for EUBO and BALD. BALD-Y (for

both choices of Y) is estimated via quasi-Monte Carlo (QMC), and selects designs

x ∈ X to reduce the posterior uncertainty of g over Y. Variants of EUBO are

computed using the closed-form expression derived in Section E.2.2.

All algorithms are implemented in BoTorch (Balandat et al., 2020). All acquisi-

tion functions are optimized via SAA using L-BFGS-B. We use a Matérn 5/2 ARD

covariance function for the attribute model and RBF ARD kernel for the preference

model. We refer the reader to Section E.3 for additional implementation details.
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7.5.1 Identifying High-Utility Designs with Preference Ex-

ploration

We first examine how the proposed preference exploration strategies identify design

points whose attributes have high utilities during a single preference exploration

stage. We first evaluate the attribute function at a batch of quasi-random design

points and fit a multi-output Gaussian process to the observed data. Attribute

functions with five or fewer input dimensions receive 16 initial designs, and the

remainder receives 32. We then initialize the preference model using pairs of ran-

dom designs from the initial batch for the first 2k pairwise comparisons, followed

by comparisons acquired via preference exploration strategies. The attribute sur-

rogate model remains unchanged.

We plot the true utility of our best guess at the utility-optimal design after

every 5 pairwise comparisons. To do so, we maximize E[g(h(x))] over x ∈ X where

the expectation is taken under the posterior given all available query responses

and experiment results. We maximize following a SAA approach, sampling over

realizations of g(h(x)). This provides the design x̂ with the maximum posterior

mean. We plot g(h(x̂)) as the utility earned by a given preference exploration

method after a given number of pairwise comparisons.

Figure 7.2 shows results. EUBO-ζ and EUBO-h̃ perform at least as well as

baseline strategies across all test problems on anytime performance, while BALD-h̃

achieves competitive but slightly inferior performance. EUBO-Y0 tends to over-

explore attributes that are not achievable under h(X), leading to models of g that

are progressively less accurate estimates of the posterior maximizer of g(h(·)).

117



7.5.2 Multiple Preference Exploration Stages
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Figure 7.4: Max utility achieved a single round or multiple rounds of preference
exploration after the last experimentation batch. Attributes are only marginally
improved through the use of multiple preference exploration stages for EUBO-
based acquisition functions. However, PBO-based strategies benefit greatly from
the ability to elicit preferences across multiple rounds of experimentation. The
opposite effect is seen for active learning strategies, which benefit most from con-
ducting all learning upfront. Plots show the mean ±2 standard errors of the mean
for 30 simulation replicates.

We evaluate our proposed methods in a full BOPE loop with alternating rounds

of experimentation and preference exploration. After each experimentation stage,

a preference exploration stage is performed using a preference exploration strat-

egy. The learned preference model is then used to select designs for subsequent

experiments. Each preference exploration stage elicits 25 pairwise comparisons

from the DM. This occurs over 3 rounds of experimentation, leading to a total of

75 comparisons.

Following the previous subsection, the first experimentation stage uses 32 points

generated with a Sobol sequence for higher-dimensional attribute functions (d > 5),

and 16 otherwise. For each subsequent batch, preference exploration is performed,

a batch of 16 (or 8 for the vehicle safety problem) design points are generated for

each subsequent experimentation stage (i.e., batches 2 - 4). Preference exploration

strategies are used in combination with qEIUU to select designs in batches 2-4. In

addition to high-performing baselines examined in Section 7.5.1, we include a few

additional baselines.
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We adapt PBO to the BOPE setting as follows: For preference exploration,

we repeatedly apply PBO acquisition functions to the results of previous exper-

iments to elicit DM’s responses over previously observed attributes: (yi, yj) with

yi, yj ∈ {y : (x, y) ∈ Dn)}. A standard Gaussian process model with a Laplace

approximation is used to directly model the latent objective value; i.e., the map-

ping x 7→ g(h(x)). We consider an adaptation of Thompson sampling, a popular

acquisition function used in the PBO literature (Siivola et al., 2020). This strategy

is performed by selecting x ∈ Dn with the value based on independent samples

from the posterior distribution of the latent objective. We refer to this strategy

as PBO TS. Experiments are selected via a Monte Carlo implementation of the

noisy expected improvement acquisition function (Letham et al., 2019), qNEI. We

also considered a PBO acquisition function based on EUBO, but the results were

similar to those of PBO TS.

We additionally consider the multi-objective optimization algorithm qN-

ParEGO (Daulton et al., 2020), single-objective Bayesian optimization with the

ground truth utility function (True Utility), and a strategy where we experiment

with random Sobol design points, which are approximate upper and lower bounds

on a preference exploration strategy’s performance. The True Utility is optimized

with qNEI using a compositional objective (Astudillo and Frazier, 2019; Balandat

et al., 2020).

Figure 7.3 shows that in all test functions presented here, Bayesian optimization

using EUBO-ζ and EUBO-h̃ consistently achieves the highest utility, only second

to the ground truth utility. In our experiments, we find that PBO-TS does not

achieve the same level of performance as preference exploration acquisition func-

tions. We also consider preference exploration acquisition functions that perform
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search directly in the entire Y0 domain (see Section E.1 for details). Similar to

the previous set of experiments, search directly in Y0 tends to perform worse than

search in h̃(X).

7.5.3 Single Preference Exploration Stage

DM interruptions are costly in practice. Therefore, we consider the case in which

an initial experimentation stage takes place, followed by a single 75-comparison

preference exploration stage, after which experimentation proceeds in 3 batches of

the same size as Section 7.5.2.4

While performing preference exploration only once minimizes DM interrup-

tions, it may adversely impact the optimization since all learning occurs using a

surrogate built from a small amount of initial random design points. Figure 7.4

compares the maximum utility achieved after performing four batches of experi-

mentation, when performing all preference exploration after the first batch, ver-

sus performing preference exploration between rounds of experimentation. For all

preference exploration-based methods, the maximum utilities achieved are not sta-

tistically different in both settings, suggesting they are robust to different levels of

preference exploration interactivity under our experimental setting. On the other

hand, we observe rather significant improvements in maximum utility achieved

with multiple preference exploration stages for PBO-TS. In this case, we see that

the best value achieved plateaus quickly after the second batch of experimentation

(Figure E.4).

4The single preference exploration stage approach makes it feasible to use smaller batch sizes or
fully sequential optimization, but we use identical batch sizes to allow for more direct comparison.
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7.6 Conclusion

Bayesian optimization is a prominent method for sequential experimental design,

often promising to “take the human out of the loop” (Shahriari et al., 2015). How-

ever, in practice, human DMs often struggle to describe the objective they wish

to optimize. This work proposes a novel human-in-the-loop Bayesian optimization

framework with interleaved preference exploration stages called Bayesian optimiza-

tion with preference exploration, where humans and algorithms collaborate to learn

DMs’ preferences over plausible attributes for a particular black-box optimization

task.

We propose EUBO, a simple and computationally efficient algorithm for explor-

ing and learning the DM’s preferences. These learned preferences, in turn, enable

an efficient search for designs whose outputs have high utilities via Bayesian op-

timization. We show that EUBO-ζ is an approximate one-step optimal policy for

learning a DM’s preferences with respect to our current knowledge of both the

DM’s utility function and the attribute function, which allows us to focus pref-

erence exploration on the most relevant parts of the attribute space with respect

to the current data. EUBO provides query efficiency improvements relative to

benchmark methods, finding higher utility designs while consuming less DM time

and requiring fewer experiments.

This work suggests areas for future research. Real-time performance was en-

abled by approximate versions of the preference model and the optimal one-step

optimal strategy W . State-of-the-art models such as SkewGPs (Benavoli et al.,

2021) and more accurate approximations of W could potentially improve prefer-

ence exploration sample complexity while still supporting real-time interaction.

BALD-h̃ is a strong and fast baseline, suggesting that new information-theoretic
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preference exploration strategies could perform well in the BOPE framework.
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CHAPTER 8

CONCLUSION

Bayesian optimization has been broadly successful. However, many important

problems are still out of its reach due to the generality with which classical meth-

ods treat the objective function. Motivated by this and the broad range of ap-

plications where composite objective functions arise, this dissertation developed

a general framework to exploit composite structure within Bayesian optimization.

The resulting methods produce some of the most impressive performance improve-

ments reported in the literature and unlock several new applications, effectively

expanding the frontiers of Bayesian optimization. At the same time, however, this

research area is still in its infancy, and there are many exciting directions for future

work, as we describe below.

• Applications: Applying these methods in important and novel applica-

tions can provide significant benefits while at the same time inspiring new

methodological questions. Materials design, robotics, and drug discovery are

exciting areas where these methods are likely to provide benefits.

• Other structural properties: Working on novel applications is likely to

identify other broad classes of structural properties and inspire novel methods

that productively exploit such structures. .

• Computational efficiency: While these methods are highly sample-

efficient, they typically come at an additional computational cost that in-

creases with the amount of information leveraged. This poses a challenge to

apply them to highly-structured large-scale problems. Leveraging a known

correlation structure between constituents that allows for faster predictive

computations (see, e.g., Maddox et al. 2021) or intelligently selecting which
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constituents to model individually and which to aggregate are promising ap-

proaches to make these methods more computationally efficient.

• Theory: While this dissertation sheds some light on why exploiting compos-

ite objective functions can be beneficial, there is much to be done to deepen

our theoretical understanding of these methods by deriving regret bounds,

convergence rates, and understanding how problem structure determines the

value derived from our approach. For example, when does this approach

perform better than standard Bayesian optimization?

• Extensions to other frameworks: Exploiting known structure about an

underlying system of interest and user preferences over the attributes of such

a system to improve performance are by no means ideas exclusive to the

Bayesian optimization framework. In the future, it would be interesting to

explore these ideas in other frameworks such as reinforcement learning and

deep learning.
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APPENDIX A

APPENDIX TO CHAPTER 3

A.1 Unbiased Estimator of the Gradient of EICF

In this section we prove that, under mild regularity conditions, EICFn is differen-

tiable and an unbiased estimator of its gradient can be efficiently computed. More

concretely, we prove the following.

Proposition A.1. Suppose that g is differentiable and let X0 be an open subset of

X so that µn and Kn are differentiable on X0 and there exists a measurable function

η : Rm → R satisfying

1. ∥∇g (µn(x) + Cn(x)z) ∥ < η(z) for all x ∈ X0, z ∈ Rm,

2. E[η(Z)] <∞, where Z is a m-variate standard normal random vector.

In addition, suppose that for almost every z ∈ Rm the set {x ∈ X0 :

g (µn(x) + Cn(x)z) = f ∗
n} is countable. Then, EICFn is differentiable on X0 and

its gradient is given by

∇EICFn(x) = En [γn(x, Z)] ,

where the expectation is with respect to Z and

γn(x, z) =


∇g (µn(x) + Cn(x)z) , if g (µn(x) + Cn(x)z) > f ∗

n,

0, otherwise.

Proof. Since g is differentiable and µn andKn are differentiable on X0, for any fixed

z ∈ Rm the function x 7→ g (µn(x) + Cn(x)z) is differentiable on X0 as well. This
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in turn implies that the function x 7→ {g (µn(x) + Cn(x)z) − f ∗
n}+ is continuous

on X0 and differentiable at every x ∈ X0 such that g (µn(x) + Cn(x)z) ̸= f ∗
n, with

gradient equal to γ(x, z). From our assumption that for almost every z ∈ Rm

the set {x ∈ X : g (µn(x) + Cn(x)z) = f ∗
n} is countable, it follows that for almost

every z the function x 7→ {g (µn(x) + Cn(x)z) − f ∗
n}+ is continuous on X0 and

differentiable on all X0, except maybe on a countable subset. Using this, along

with conditions 1 and 2, and Theorem 1 in L’Ecuyer (1990), the desired result

follows.

We end this section by making a few remarks.

• If µ and K are differentiable on int(X), then one can show that µn and Kn

are differentiable on int(X) \ {x1, . . . , xn}.

• If one imposes the stronger condition E[η(Z)2] <∞, then γn has finite second

moment, and thus this unbiased estimator of ∇EICFn(x) can be used within

stochastic gradient ascent to find a stationary point of EICFn (Bottou, 1998).

• In Proposition A.1, the condition that for almost every z ∈ Rm the set

{x ∈ X0 : g (µn(x) + Cn(x)z) = f ∗
n} is countable, can be weakened to the

following more technical condition: for almost every z ∈ Rm, every x ∈ X0

and every i ∈ {1, . . . , d}, there exists ϵ > 0 such that the set {x+ hei : |h| <

ϵ and g (µn(x+ hei) + Cn(x+ hei)z) = f ∗
n} is countable, where ei denotes

the i-th canonical vector in Rd.

A.2 EICF and EI do not Coincide when g is Linear

Recall the following result that was stated in the main paper.
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Proposition A.2. Suppose that g is given by g(y) = w⊤y for some fixed w ∈ Rm.

Then,

EICFn(x) = ∆n(x)Φ

(
∆n(x)

σn(x)

)
+ σn(x)φ

(
∆n(x)

σn(x)

)

The resemblance of the above expression to the classical EI acquisition function

may make one think that, in the above case, EICF coincides with the classical EI

under an appropriate choice of the prior distribution.

Indeed, suppose that we set a single-output GP prior with mean w⊤µ(x) and

covariance function w⊤Kn(x)w of f (and fix its hyperparameters), then

E
[{

w⊤h(x)− f ∗
n

}+ | xi, w
⊤h(xi) = yi : i = 1, . . . n

]
= E

[
{f(x)− f ∗

n}
+ | xi, f(xi) = yi : i = 1, . . . n

]
.

However, if we condition on h(xi) rather than w⊤h(xi) in the left-hand side,

then the equality is no longer true, even if the values on which we condition satisfy

w⊤h(xi) = yi:

E
[{

w⊤h(x)− f ∗
n

}+ | xi, h(xi) : i = 1, . . . n
]
̸= E

[
{f(x)− f ∗

n}
+ | xi, f(xi) = yi : i = 1, . . . n

]
.

Thus, even if we initiate optimization using EICF and a parallel optimization

using EI with a single-output Gaussian process as described above, their acquisition

functions will cease to agree once we condition on the results of an evaluation.

A.3 Probability of Improvement for Composite Functions

In this section, we formally define the probability of improvement for composite

functions (PICF) acquisition function and specify its implementation details used

within our experimental setup.
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Analogously to EICF, PICF is simply defined as the probability of improvement

evaluated with respect to the implied posterior distribution on f when we model

h as a multi-output GP:

PICF(x) = Pn (g(h(x)) ≥ f ∗
n + δ) ,

where Pn denotes the conditional probability given the available observations at

time n, {(xi, h(xi))}ni=1, and δ > 0 is a parameter to be specified. As we did with

EICF, we can express PICF(x) as

PICF(x) = Pn (g(µn(x) + Cn(x)Z) ≥ f ∗
n + δ) ,

where Z is a m-variate standard normal random vector under the time-n posterior

distribution.

We can further rewrite PICF(x) using an indicator function I as

PICF(x) = En [I{g(µn(x) + Cn(x)Z) ≥ f ∗
n + δ}] ,

which implies that PICF can be computed with arbitrary precision following a

Monte Carlo approach as well:

PICF(x) ≈ 1

L

L∑
ℓ=1

I
{
g
(
µn(x) + Cn(x)Z

(ℓ)
)
≥ f ∗

n + δ
}
,

where Z(1), . . . , Z(L) are draws of an m-variate standard normal random vector.

However, an unbiased estimator of the gradient of PICF cannot be computed

following an analogous approach to the one used with EICF. In fact, ∇I{g(µn(x)+

Cn(x)Z) ≥ f ∗
n + δ} = 0 at those points for which the function x 7→ I{g(µn(x) +

Cn(x)Z) >≥ f ∗
n+δ} is differentiable. Thus, even if∇I{g(µn(x)+Cn(x)Z) ≥ f ∗

n+δ}

exists, in general

∇PICF(x) ̸= En [∇I{g(µn(x) + Cn(x)Z) ≥ f ∗
n + δ}] ,
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unless ∇PICF(x) = 0.

In our experiments, we adopt a sample average approximation Kim et al. (2015)

scheme for approximately maximizing PICF. At each iteration we fix Z(1), . . . , Z(L)

and choose the next point to evaluate as

xn+1 ∈ argmax
x∈X

1

L

L∑
ℓ=1

I
{
g
(
µn(x) + Cn(x)Z

(ℓ)
)
≥ f ∗

n + δ
}
,

where L = 50 and δ = 0.01. We solve the above optimization problem using the

derivative-free optimization algorithm, CMA-ES Hansen (2016).

A.4 Description of Langermann and Rosenbrock Test

Problems

The following pair of test problems are standard benchmarks in the global opti-

mization literature. In this section, we describe in detail how they are adapted our

setting, i.e., how we express them as composite functions.

A.4.1 Langermann Function

The Langermann function (Jamil and Yang, 2013) is defined by f(x) = g(h(x))

where

hj(x) =
d∑

i=1

(xi − Aij)
2, j = 1, . . .m,

g(y) = −
m∑
j=1

cj exp(−yj/π) cos(πyj).
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In our experiment we set d = 2, m = 5, c = (1, 2, 5, 2, 3),

A =

3 5 2 1 7

5 2 1 4 9

 ,

and X = [0, 10]2.

A.4.2 Rosenbrock Function

The Rosenbrock function (Jamil and Yang, 2013) is

f(x) = −
d−1∑
j=1

100(xj+1 − x2
j)

2 + (xj − 1)2

We adapt this problem to our framework by taking d = 5 and defining h and g by

hj(x) = xj+1 − x2
j , j = 1, . . . , 4,

hj+4(x) = xj, j = 1, . . . , 4,

g(y) = −
4∑

j=1

100y2j + (yj+4 − 1)2.

A.5 Asymptotic Consistency of EICF

A.5.1 Basic Definitions and Assumptions

In this section we prove that, under suitable conditions, the expected improve-

ment sampling policy is asymptotically consistent in our setting. In the standard

Bayesian optimization setting, this was first proved under quite general conditions

by Vazquez and Bect (2010). Later, Bull (2011) provided convergence rates for

several expected improvement-type policies both with fixed hyperparameters and
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hyperparameters estimated from the data in suitable way. Here, we restrict to

prove asymptotic consistency, under fixed hyperparameters, following a similar

approach to Vazquez and Bect (2010). In particular, we provide a generalization

of the No-Empty-Ball (NEB) condition, under which the expected improvement

sampling policy is guaranteed to be asymptotically consistent in our setting. In

the reminder of this work {xn}n∈N denotes the sequence of points at which h is

evaluated, which is not necessarily given by the expected improvement acquisition

function, unless explicitly stated.

Definition A.1 (Generalized-No-Empty-Ball property). We shall say that a ker-

nel, K, satisfies the Generalized-No-Empty-Ball (GNEB) property if, for all se-

quences {xn}N in X and all x̃ ∈ X, the following assertions are equivalent:

1. x̃ is a limit point of {xn}n∈N.

2. There exists a subsequence of {Kn(x̃)}n∈N converging to a singular matrix.

We highlight that, if K is diagonal, i.e. if the output components are inde-

pendent of each other, the GNEB property holds provided that at least one of

its components satisfies the standard NEB property. In particular, the following

result is a corollary of Proposition 10 in Vazquez and Bect (2010). Suppose K is

diagonal and at least one of its components has a spectral density whose inverse

has at most polynomial growth. Then, K satisfies the GNEB property. Thus,

the GNEB property holds, in particular, if K is diagonal and at least one of its

components is a Matérn kernel (Stein, 2012).

Now we introduce some additional notation. We denote by H to the the re-

producing kernel Hilbert space associated with K (Alvarez et al., 2012). As is

standard in Bayesian optimization, we make a slight abuse of notation and denote

131



by h both a fixed element of H and a random function distributed according to a

Gaussian process with mean µ and kernel K (below we assume µ = 0); we shall

explicitly state whenever h is held fixed. As before, we denote Kn(x, x) by Kn(x).

Finally, we make the following standing assumptions.

1. X is a compact subset of Rd, for some d ≥ 1.

2. The prior mean function is identically 0. Would it be possible to relax this

assumption about the prior mean? Some reviewers may be fine with it, but

others might complain that it is not necessarily true in some applications.

Even if we can’t relax it, is there some way to comment on whether the

assumption is important?

3. K is continuous, positive definite, and satisfies the GNEB property.

4. g : Rm → R is continuous.

5. For any bounded sequences {an}n∈N ⊂ Rm and {An}n∈N ⊂ Rm×m,

E[supn |g(an + AnZ)|] < ∞, where the expectation is over Z and Z is a

m-dimensional standard normal random vector.

The assumption that g is continuous guarantees that f = g ◦ h is continuous,

provided that h is continuous as well. Moreover, in this case, since X is compact,

f attains its maximum value in X; we shall denote this maximum value by M , i.e.,

M = maxx∈X f(x).

A.5.2 Preliminary Results

Before proving asymptotic consistency, we prove several auxiliary results. We begin

by proving that EICFn is continuous.
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Proposition A.3. Instead of →, it is better to use 7→ for function definitions. Is

that standard? I’ve always seen :→, and 7→ is used to specify the decision rule.

For any n ∈ N, the function EICFn : X→ R defined by

EICFn(x) = E[{g (µn(x) + Cn(x)Z)− f ∗
n}+],

where the expectation is over Z and Z is a m-dimensional standard normal random

vector, is continuous. In the expectation, do we want a subscript n? Or are we

assuming that we always are conditioning on the time-n posterior when we take an

expectation. Yeah, since somehow we are fixing the sequence {xn}n in advance, we

think of µn(x) and Kn(x) as deterministic. Is there a good way to say this without

making it confusing?

Proof. Let {x′
k}k∈N ⊂ X be a convergent sequence with limit x′

∞. Have we defined

Cn? Also, to say that K continuous implies µn and Cn are continuous, aren’t there

several steps there? For example, there is a result we cite in an older paper in

Jialei’s parallel EI paper that says that the Cholesky decomposition is a continuous

function. We defined Cn in the main paper. Since K is continuous, µn and Cn are

both continuous functions of x, and thus µn(x
′
k)→ µn(x

′
∞) and Cn(x

′
k)→ Cn(x

′
∞)

as k → ∞. Moreover, since g is continuous too, it follows by the continuous

mapping theorem (Billingsley, 2013) that

{g(µn(x
′
k) + Cn(x

′
k)Z)− f ∗

n}+ → {g(µn(x
′
∞) + Cn(x

′
∞)Z)− f ∗

n}+

almost surely as k →∞.

Now observe that

{g(µn(x
′
k) + Cn(x

′
k)Z)− f ∗

n}+ ≤ sup
k
|g(µn(x

′
k) + Cn(x

′
k)Z)|+ |f ⋆

n|.
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Moreover, the sequences {µn(x
′
k)}k∈N and {Cn(x

′
k)} are both convergent (with finite

limits) and thus are bounded. Hence, the above inequality, along with assumption

5 and the dominated convergence theorem (Williams, 1991), imply that

E[{g(µn(x
′
k) + Cn(x

′
k)Z)− f ∗

n}+]→ E[{g(µn(x
′
∞) + Cn(x

′
∞)Z)− f ∗

n}+],

as k →∞, i.e., EICFn(x
′
k)→ EICFn(x

′
∞). Hence, EICFn is continuous.

Lemma A.1. Let {xn}n∈N and {x′
n}n∈N be two sequences in X. Assume that

{x′
n}n∈N is convergent, and denote by x′

∞ its limit. Then, each of the following

conditions implies the next one:

1. x′
∞ is a limit point of {xn}n∈N.

2. Kn(x
′
n)→ 0 as n→∞.

3. For any fixed h ∈ H, µn(x
′
n)→ h(x′

∞) as n→∞.

Proof. First we prove that 1 implies 2. If x′
∞ is an element of {xn}n∈N, say x′

∞ =

xn0 , then, for n ≥ n0, we have

Kn(x
′
n) ≲ Kn0(x

′
n)→ Kn0(x

′
∞) = Kn0(xn0) = 0,

where we use Lemma A.5 and the fact that Kn0 is continuous. Now assume x′
∞ is

not an element of {xn}n∈N. Let {xkn}n∈N be a subsequence of {xn}n∈N converging

to x′
∞ and let mn = max{kℓ : kℓ ≤ n}. Then, by Lemmas A.3 and A.4 we obtain

Kn(x
′
n) = Cov(h(x′

n)− µn(x
′
n)) ≲ Cov(h(x′

n)− h(xmn)).

Finally, since x′
∞ is not an element of {xn}n∈N, mn → ∞, and it follows from the

continuity of K that

Cov(h(x′
n)− h(xmn)) = K(x′

n, x
′
n) +K(xmn , xmn)− 2K(x′

n, xmn)→ 0,
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and thus Kn(x
′
n)→ 0.

Now we prove that 2 implies 3. Using the Cauchy-Schwarz inequality in H, we

obtain

∥h(x′
n)− µn(x

′
n)∥2 ≤ ∥Kn(x

′
n)∥

1
2
2 ∥h∥H,

Thus,

∥h(x′
∞)− µn(x

′
n)∥2 ≤ ∥h(x′

∞)− h(x′
n)∥2 + |h(x′

n)− µn(x
′
n)∥2

≤ ∥h(x′
∞)− h(x′

n)∥2 + ∥Kn(x
′
n)∥

1
2
2 ∥h∥H → 0

since h is continuous.

Lemma A.2. Suppose that h ∈ H, and {xn}n∈N is a (measurable) sequence

with xn+1 ∈ argmaxx∈X EICFn(x), n ∈ N. If νn = maxx∈X EICFn(x), then,

lim infn→∞ νn → 0.

Proof. Fix h ∈ H and let {xn}n∈N be the sequence of points generated by the

expected improvement policy, i.e., xn+1 ∈ argmaxx∈X EICFn(x). Let x̃ be a limit

point of {xn}n∈N and let {xkn}n∈N be any subsequence converging to x̃. Consider

the sequence {x′
n}n∈N given by x′

n = xkℓ for all kℓ−1 ≤ n < kℓ, n ∈ N. Clearly,

x′
n → x̃, and thus Lemma A.1 implies that µn(x

′
n) → h(x̃) and Kn(x

′
n) → 0. In

particular, Was this intentional that x′
kn−1 = xkn? Or is dropping the −1 a typo?

I think this is correct. Since kn − 1 satisfies kn−1 ≤ kn − 1 < kn, by definition

x′
kn−1 = xkn µkn−1(x

′
kn−1) → h(x̃) and Ckn−1(x

′
kn−1) → 0, i.e., µkn−1(xkn) → h(x̃)

and Ckn−1(xkn) → 0. Moreover, {f ∗
n}n∈N is a bounded increasing sequence, and

thus has a finite limit, f ∗
∞, which satisfies f ∗

∞ ≥ f(x̃) as x̃ is a limit point of {xn}n∈N

and f is continuous.

The sequences {µkn−1(xkn)}n∈N and {Ckn−1(xkn)}n∈N are convergent and thus

bounded. Hence, from assumption 5 and the dominated convergence theorem we
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obtain that

E
[
{g(µkn−1(xkn) + Ckn−1(xkn)Z)− f ∗

kn−1
}+
]
→ E

[
{g(h(x̃))− f ∗

∞}+
]

= E
[
{f(x̃)− f ∗

∞}+
]
= 0,

but

νkn−1 = E
[
{g(µkn−1(xkn) + Ckn−1(xkn)Z)− f ∗

kn−1
}+
]
,

and thus the desired conclusion follows.

A.5.3 Proof of the Main Result

We are now in position to prove that the expected improvement acquisition func-

tion is asymptotically consistent in the composite functions setting.

Theorem A.1 (Asymptotic consistency of EICF). Assume that the covariance

function, K, satisfies the GNEB property. Then, for any fixed h ∈ H and

xinit ∈ X, any (measurable) sequence {xn}n∈N with x1 = xinit and xn+1 ∈

argmaxx∈X EICFn(x), n ∈ N, satisfies f ∗
n →M .

Proof. First note that if {xn}n∈N is dense in X, then, by continuity of f , f ∗
n →M .

Thus, we may assume that {xn}n∈N is not dense in X. For the sake of contradiction,

we also assume that f ∗
∞ := limn→∞ f ∗

n < M , which implies that we can find ϵ > 0

such that f ∗
∞ ≤M − 2ϵ.

Since {xn}n∈N is not dense in X, there exists x⋆ ∈ X that is not a limit point

of {xn}n∈N. Applying the Cauchy-Schwarz inequality in H, we obtain

∥µn(x⋆)− h(x⋆)∥2 ≤ ∥Kn(x⋆)∥
1
2∥h∥H ≤ ∥K(x⋆)∥

1
2
2 ∥h∥H,
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where in the last inequality we use that the sequence {Kn(x⋆)}n∈N satisfies

Kn+1(x⋆) ≲ Kn(x⋆) ≲ K(x⋆) for all n ∈ N. It follows that both sequences

{µn(x⋆)}n∈N and {Kn(x⋆)}n∈N are bounded and thus we can find convergent subse-

quences {µkn(x⋆)}n∈N and {Kkn(x⋆)}n∈N, say with limits µ⋆ and K⋆, respectively.

The GNEB property implies that K⋆ is nonsingular. Let C⋆ be the upper cholesky

factor of K⋆ and let Sϵ = {y ∈ Rm : M−ϵ ≤ g(y) ≤M}. By continuity of g, Sϵ has

positive Lebesgue measure, and since K⋆ is nonsingular, µ⋆+C⋆Z is a multivariate

normal random vector with full support. Hence, P(µ⋆+C⋆Z ∈ Sϵ) > 0. Moreover,

E
[
{g(µ⋆ + C⋆Z)− f ∗

∞}+
]
≥ E[ϵI{µ⋆ + C⋆Z ∈ Sϵ}]

= ϵP(µ⋆ + C⋆Z ∈ Sϵ) > 0.

Finally, using Fatou’s lemma we obtain

lim inf
n→∞

E
[
{g(µkn(x⋆) + Ckn(x⋆)Z)− f ∗

kn}
+
]
≥ E

[
{g(µ⋆ + C⋆Z)− f ∗

∞}+
]
> 0,

i.e., lim inf
n→∞

EICFkn(x⋆) > 0, which contradicts lemma A.2.

A.6 Auxiliary Results

Here we state some basic results on multi-output Gaussian processes. Most of them

are simple generalizations of well-known facts for single-output Gaussian processes

but are included here for completeness.

Lemma A.3. Suppose that the sequence {xn}n∈N is deterministic. Then, for any

fixed x ∈ X

Kn(x) = Cov(h(x)− µn(x)).
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Proof. This result may seem obvious at first sight, but it requires careful interpre-

tation. By definition we have

Kn(x) = Covn(h(x)− µn(x)),

but we claim that, indeed,

Kn(x) = Cov(h(x)− µn(x)),

i.e., the same equality holds even if we do not condition on the information available

at time n. To see this, it is enough to recall that Kn(x) only depends on x1, . . . , xn,

but not on the values of h at these points. Thus, the tower property of the

expectation yields

Kn(x) = E[Kn(x)]

= E
[
En

[
(h(x)− µn(x))(h(x)− µn(x))

⊤]]
= E

[
(h(x)− µn(x))(h(x)− µn(x))

⊤]
= Cov(h(x)− µn(x)),

where in the last equality we use that E[h(x)− µn(x)] = 0, which can be verified

similarly:

E[h(x)− µn(x)] = E [En[h(x)− µn(x)]] = E [0] = 0.

We emphasize that the sequence of points generated by the expected improve-

ment acquisition function is deterministic once h (the function to be evaluated,

not the Gaussian process) is fixed and thus satisfies the conditions of lemma A.3.

Should we clarify this above when there is a potential for tie-breaking when choos-

ing the point with maximal EI?
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Lemma A.4. For any x ∈ X, n ∈ N and i ∈ {1, . . . , n},

Cov(h(x)− µn(x)) ≲ Cov(h(x)− h(xi)).

Proof. By the law of total covariance, we have

E [Covn(h(x)− h(xi))] +Cov (En[h(x)− h(xi)]) = Cov(h(x)− h(xi)),

which implies that

E [Covn(h(x)− h(xi))] ≲ Cov(h(x)− h(xi)),

Moreover, conditioned on the information at time n, both µn(x) and h(xi) are

deterministic. Hence,

Covn(h(x)− µn(x)) = Covn(h(x)− h(xi)),

but by lemma A.3 we know that Covn(h(x) − µn(x)) = Cov(h(x) − µn(x)), and

thus E[Covn(h(x)− h(xi))] = Cov(h(x)−µn(x)), which completes the proof.

Lemma A.5. For any fixed x ∈ X and n ∈ N,

Kn+1(x) ≲ Kn(x) ≲ K(x)

Proof. Let K0 = K. The standard formula for the posterior covariance matrix

applied to the case where only one additional point is observed yields

Kn+1(x) = Kn(x)−Kn(x, xn+1)Kn(xn+1, xn+1)
−1Kn(xn+1, x)

for all n ≥ 0, from which the desired conclusion follows.

Lemma A.6. For any fixed h ∈ H, n ∈ N and x ∈ X,

∥h(x)− µn(x)∥2 ≤ ∥Kn(x)∥
1
2
2 ∥h∥H,

where ∥Kn(x)∥2 denotes the spectral norm of the matrix Kn(x).
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APPENDIX B

APPENDIX TO CHAPTER 4

B.1 Computational complexity

In this section, we analyze the computational complexity of using ρKG to pick the

n-th candidate to evaluate. For simplicity, we ignore the multiple restart points

used for optimization, and present the analysis for a single restart point. The

resulting complexity involves terms for number of L-BFGS-B (Byrd et al., 1995)

iterations performed. These terms can be adjusted to account for the cost of

multiple restart points.

In this analysis, we assume that evaluating the GP prior mean and kernel

functions (and the corresponding derivatives) takes O(1) time. We break down

the computations into several parts and analyze them one by one.

An iteration starts by fitting the GP hyper-parameters using maximum a poste-

riori (MAP) estimation with Q1 iterations of L-BFGS-B algorithm. Each iteration

requires calculating the likelihood of the data, which requires computing

An = Σ0(x1:n, w1:n, x1:n, w1:n) + diag(σ2(x1, w1), . . . , σ
2(xn, wn))

(O(n2) kernel evaluations), its Cholesky factor and inverse (O(n3)), and solving

a triangular set of equations (O(n2)); putting the total cost of fitting the GP at

O(Q1n
3).

We can use the Cholesky factor of An and the inverse A−1
n computed in the

previous step to calculate the posterior mean and variance at the candidate point

at a cost of O(n2), which are then used to draw K fantasy observations at a cost
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of O(K).

Let An+1 be the matrix obtained by adding An one row and column corre-

sponding to the candidate (xn+1, wn+1) at a cost of O(n). Using the pre-computed

Cholesky factor of An, we can compute the Cholesky factor of An+1 at a cost of

O(n2). The inverse A−1
n+1 can also be obtained from A−1

n at a cost of O(n2). Note

that An+1 is identical for each fantasy model.

For each fantasy model, we need to compute the posterior mean and covariance

matrix for the L points (x,w1:L), on which we draw the sample paths. Given A−1
n+1,

we first compute Σ0(x
i, w1:L, x1:n+1, w1:n+1)A

−1
n+1 at a cost of O(Ln2), then use it

to compute the mean vector and the covariance matrix at a total cost of O(L2n).

To sample from the multivariate normal distribution, we also need the Cholesky

factor of the covariance matrix, which is obtained at a cost of O(L3). Repeating

this for each fantasy, we obtain all K mean vectors, covariance matrices and the

Cholesky factors at a total cost of O(KL[n2 + Ln+ L2]).

Given the mean vector and the Cholesky factor of the covariance matrix, we

can draw a sample of F (xi, w1:L) at a cost of O(L2). This results in a total cost of

O(KML2) to generate all samples. The sorting and other arithmetic operations

needed for computing ρ, given the sample paths, cost O(L2) per sample-path, thus

introducing no additional terms.

Note that each iteration of L-BFGS-B performs a bounded number of line

search and a bounded number of function evaluations. Thus, if we use Q3 iterations

of L-BFGS-B to solve the inner optimization problem, this translates to a total

computational cost of O(Q3KL[n2 + Ln + L2 +ML]) for the inner optimization

of all K fantasies.

141



If we then use Q2 iterations of L-BFGS-B to optimize the acquisition function,

we end up with a total cost of O(Q2Q3KL[n2 +Ln+L2 +ML]) for optimization,

and a total cost of O(Q1n
3 + Q2Q3KL[n2 + Ln + L2 + ML]) to pick the n-th

candidate to evaluate, including the cost of fitting the GP model.

B.2 The SAA Problem

In this work, we use the SAA approach (Kleywegt et al., 2002; Kim et al., 2015)

to optimize ρKG and ρK̃G, and take advantage of the higher efficiency offered

by deterministic optimization algorithms. The SAA approach trades a stochas-

tic optimization problem with a deterministic approximation, which can be effi-

ciently optimized. Suppose that we are interested in the optimization problem

minx Eω[h(x, ω)]. The corresponding SAA problem is given by

min
x

1

S

S∑
i=1

h(x, ωi),

where ω1:S are fixed realizations of ω. It is well known that the (expected) optimal

value of SAA lower bounds the original problem, and that it is consistent as S →

∞.

In the case of ρKG, the SAA problem cannot be written out explicitly, due to

the sorting operation in the estimation of risk measures. However, the SAA prob-

lem and the corresponding gradient can still be obtained following an algorithmic

approach, as explained in Algorithm 5. The key to obtaining the SAA problem is

using the reparameterization trick (Wilson et al., 2018a) to write out the complex

multivariate normal random variables as deterministic functions of a standard nor-

mal random vector and the mean and covariance functions of the corresponding

GP model.
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Algorithm 5 SAA of ρKG

1: Input: The candidate (x,w), the solutions to the inner problems x0
∗ and xi

∗,
K,M,L.

2: Fix the set W̃ = w1:L, as well as the realizations of the random variables Zi
0,

Z0j
L and Zij

L , for i = 1 : K, j = 1 : M .
3: Use Zi

0 to obtain the fantasy GPi
f and its parameters µi

f ,Σ
i
f as in equation

(B.1).
4: For sake of brevity, use GP0

f , µ
0
f ,Σ

0
f to refer to the current GP, µn,Σn.

5: for i = 0:K and j=1:M do
6: Draw a sample of F (xi

∗, w1:L) from GPi
f as F̂ ij(xi

∗, w1:L) = µi
f (x

i
∗, w1:L) +

Ci
fZ

ij
L where Ci

f is the Cholesky factor of Σi
f (x

i
∗, w1:L, x

i
∗, w1:L).

7: Use the sample F̂ ij(xi
∗, w1:L) with appropriate operations to get rij(xi

∗), as
explained in Section 4 of the paper. The corresponding gradient is then
given by ∇(x,w)r

ij(xi
∗).

8: end for
9: Set ρ̂KGn(x,w) =

1
M

∑M
j=1 r

0j(x0
∗)− 1

KM

∑K
i=1

∑M
j=1 r

ij(xi
∗).

10: Set ∇(x,w)ρ̂KGn(x,w) = − 1
KM

∑K
i=1

∑M
j=1∇(x,w)r

ij(xi
∗).

11: Return: ρ̂KGn(x,w) as the acquisition function value, and ∇(x,w)ρ̂KGn(x,w)
as the corresponding gradient.

Let Zi
0, Z

ij
L be fixed realizations of the standard normal random vectors of

dimension 1 and L respectively. The fantasy GP model, GPi
f , can be obtained as

a continuous function of (x,w) (?) as

µi
f (x

′, w′) = µn(x
′, w′) +

Σn(x
′, w′, x, w)√

Σn(x,w, x, w) + σ2(x,w)
Zi

0,

Σi
f (x

′, w′, x′′, w′′) = Σn(x
′, w′, x′′, w′′)− Σn(x

′, w′, x, w)Σn(x,w, x
′′, w′′)

Σn(x,w, x, w) + σ2(x,w)
.

(B.1)

For positive definite matrices, the Cholesky factor is unique, and can be viewed as

a differentiable function of the matrix (Murray, 2016). In light of this fact, we can

view the sample

F̂ ij(xi, w1:L) = µi
f (x

i, w1:L) + Ci
fZ

ij
L

as a deterministic and continuous function of both (x,w) and xi. For fixed (x,w),

xi
∗ can then be obtained, again using an SAA approach, by solving

xi
∗ = argminxi

1

M

M∑
j=1

rij(xi); (B.2)
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which is then used to obtain the SAA problem for ρKG:

ρ̂KGn(x,w) =
1

M

M∑
j=1

r0j(x0
∗)−

1

KM

K∑
i=1

M∑
j=1

rij(xi
∗).

The only possible gap left in the continuity / differentiability of ρ̂KG is the con-

tinuity of rij(xi) as a function of F̂ ij(xi, w1:L). This is conceptually identical to

the continuity and almost sure differentiability of maximum of a finite number of

continuous functions, where the maximizer only changes in the case of equality.

In equation 3 of the paper and the preceding ordering, the ordering changes only

in case of equality, which is a probability zero event. Thus, the resulting rij(xi) is

differentiable with probability one.

B.3 Gradients of rij

In this section, we make explicit the definition of the gradient∇xirij(xi). In Section

4 of the paper, for a generic sample F̂ (x,w1:L), we define

v̂(x) := F̂ (x,w(⌈Lα⌉)) and ĉ(x) :=
1

⌈L(1− α)⌉

L∑
j=⌈Lα⌉

F̂ (x,w(j)),

as the corresponding MC samples of VaR and CVaR respectively. For rij, using

the reparameterization trick, we can write the corresponding samples of F as,

F̂ ij(xi, w1:L) = µi
f (x

i, w1:L) + Ci
fZ

ij
L ,

and the corresponding rij(xi) as

v̂ij(xi) := F̂ ij(xi, w(⌈Lα⌉)) and ĉij(x) :=
1

⌈L(1− α)⌉

L∑
j=⌈Lα⌉

F̂ ij(xi, w(j)),

where the ordering of w(·) depends on the particular realization of F̂ ij(·, ·) as well

as the value of xi. For fixed base samples Zij
L , this is a deterministic function of
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µi
f , C

i
f and xi; where µi

f , C
i
f are differentiable in xi, as well as (x,w). Keeping the

ordering of w(·), the gradient can then be written as

∇xi v̂ij(xi) := ∇xiF̂ ij(xi, w(⌈Lα⌉)) and ∇xi ĉij(x) :=
1

⌈L(1− α)⌉

L∑
j=⌈Lα⌉

∇xiF̂ ij(xi, w(j)),

where ∇xiF̂ ij(xi, w(·)) is given by the corresponding element of

∇xiF̂ ij(xi, w1:L) = ∇xiµi
f (x

i, w1:L) +∇xiCi
fZ

ij
L .

The treatment of gradient ∇(x,w)r
ij(xi) is identical to the one presented here. Ad-

ditional discussion on the theoretical properties of these gradients can be found in

Section B.6 of this supplement.

B.4 Two-Time Scale Optimization

Before starting the discussion on the TTS approach, it is helpful to define the term

“raw samples”. In many settings as well as in this paper, non-convex functions are

optimized using a multi-start gradient-based approach. Multi-start optimization

requires selecting a set of restart points, which are typically randomly drawn from

the solution space in the absence of domain-specific knowledge. A gradient-based

algorithm then performs optimization starting from each of these restart points,

which has a cost that is linear in the number of restart points. Raw samples

offer an alternative way of selecting these restart points: Consider drawing a large

number of points randomly from the solution space; then, instead of performing

gradient-based optimization starting from each of these points, consider evaluating

the objective function once for each point and then selecting a subset of them, from

which to start gradient-based optimization, via a stochastic soft-max approach. We

call this larger number of randomly selected points raw samples and we refer to the
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points selected for gradient-based optimization as restart points. This approach is

better able to select high-quality restart points from which to perform gradient-

based optimization, without the need for domain-specific knowledge. This enables

us to use a smaller number of restart points for optimization while still providing

a high-quality global solution.

Among state-of-the-art BO algorithms, knowledge gradient (KG) algorithms

are on the more expensive side due to their underlying nested optimization struc-

ture. Although the added computational cost is typically justified by the superior

sampling efficiency they offer (see ?Balandat et al. 2020 for numerical compar-

isons), reducing the computational cost would make KG algorithms applicable in

much broader settings.

To reduce the computational cost of KG optimization, Balandat et al. (2020)

proposes a one-shot optimization approach, which converts the dX dimensional

nested optimization problem of the KG acquisition function,

max
x

1

K

K∑
i=1

max
xi

µi
f (x

i),

into a single (K + 1)dX dimensional optimization problem:

max
x,xi,i=1,...,K

1

K

K∑
i=1

µi
f (x

i).

The objective function of the one-shot problem is substantially cheaper to evaluate,

since it does not require solving an optimization problem. Moreover, this new

problem is deterministic and smooth, allowing the use of efficient gradient-based

algorithms such as L-BFGS-B. However, the one-shot problem is again non-convex,

and its large dimension makes it challenging to solve to global optimality.

Using a gradient-based approach, the one-shot problem is optimized locally

from a given set of restart points, resulting in a locally optimal solution. In par-
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ticular, the choice of some of the xi can be locally optimal, in contrast with the

globally optimal value for xi found by a nested optimization approach with suffi-

ciently many restarts. If K is large, and the majority of the inner solutions are at

their global optimum, the solutions that are not globally optimized do not signifi-

cantly affect the algorithm’s performance. However, getting the majority at their

global optimum requires starting with a large number of raw samples.

In the classical BO setting, because evaluations of µi
f (x

i) are cheap, one can

afford to evaluate the one-shot acquisition function at a large number of (carefully

crafted) raw samples, and select a good set of restart points for optimization.

As K increases, both the number of raw samples and the restart points need to

increase as well. When the acquisition function evaluations (even without the inner

optimization) are significantly more expensive than in the classical setting (e.g.,

ρKG requires evaluating 1
M

∑M
j=1 r

ij(xi)), one is restricted to a relatively small

number of raw samples, which requires using a small K (≈ 10) to achieve a good

performance within a reasonable time.

Consider extending this approach to our setting, where we jointly maximize

over candidates (x,w) and xi, i = 1, . . . , K, and µi
f (x

i) is replaced by the posterior

mean of ρ[F (x,W )]. Since this posterior mean is more expensive to evaluate than

µi
f (x

i), it becomes computationally burdensome to use a large number of raw

samples. Using few raw samples, unfortunately, can also cause problems: a good

candidate (x,w) can appear poor because many of its xi are at local optima; while

a poor candidate (x,w) can outperform it because more of its xi happened to reach

globally optimal values. In such a scenario, the one-shot approach will recommend

the bad candidate with the large acquisition function value, leading to a poor

sampling decision. This so-called instability became an issue with the one-shot

147



implementation of ρKG in our preliminary testing and led to a search for a more

stable alternative.

In this paper, we propose two time scale optimization (TTS), a novel approach

for optimizing KG type of acquisition functions that addresses the issues raised

here about the one-shot approach while still providing significant computational

savings. The main idea behind the TTS approach is that the objective of the

inner optimization problem is a continuous function of the candidate; and the

optimal inner solution changes only a small amount between iterations when we

update the candidate using a gradient-based algorithm. Thus, the solution to

the inner problem obtained with the previous candidate provides a high quality

approximation of the acquisition function value and its gradient. TTS optimization

leverages this observation to provide computational savings by solving the inner

optimization problem once every T iterations, and reusing the obtained solution

in between. We provide a detailed description of TTS in Algorithm 6. We note

that L-BFGS-B performs multiple line searches within an iteration, and evaluates

the solution found at the end of each line search. The description of Algorithm6

treats each line search as an iteration of L-BFGS-B, and the candidate (x(t), w(t))

is updated at the end of each line search. This essentially means that we optimize

the inner solution at every T -th evaluation of the ρKG and not necessarily at every

T -th iteration of L-BFGS-B.

In the algorithm description, the parameter T is the TTS-frequency that de-

termines how often the inner problem is solved. If T = 1, the TTS optimization

reduces to the standard nested optimization. In numerical testing, we observed

that the TTS optimization reduces the cost of optimizing ρKG roughly by a fac-

tor of T . In our experiments, we used T = 10 without any noticeable change in
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Algorithm 6 Two time scale optimization of ρKG

Input: Q2, Q3,M,K,L, α, starting candidate (x(0), w(0)), and TTS-frequency
T .
for t = 0 to Q2 − 1 do
Generate the fantasy models GPi

f , i = 1, . . . , K using the candidate
(x(t), w(t)).
for i = 1 to K do
if t mod T = 0 then
Generate a set of random restart points for optimization of i-th inner
problem. Include the previous solution xi(T ) if available.
Use Q3 iterations of the multi-start L-BFGS-B algorithm to optimize i-th
inner problem, and set xi(T ) as the optimizer.

end if
Return xi(T ) as the solution to i-th inner problem

end for
Set − 1

KM

∑K
i=1

∑M
j=1∇(x,w)r

ij(xi(T )) as the gradient at the current candidate.

Do an iteration of L-BFGS-B using this gradient to obtain the new candidate
(x(t+ 1), w(t+ 1)).

end for
Return: (x(Q2), w(Q2)) as the next candidate to evaluate.

algorithm performance. We emphasize that TTS optimization can be used with

other BO algorithms that involve a nested optimization, including all knowledge

gradient type acquisition functions.

We mentioned earlier that the TTS optimization would address the instability

we faced with the one-shot optimization. Going back to our example with one

good and one bad candidate, TTS, by periodically solving the inner problem glob-

ally for each candidate, ensures that each candidates acquisition function value is

calculated using a global solution, reducing the chances of misidentifying the bad

candidate as the better one.

We conclude by noting that the TTS implementation presented here is a prim-

itive one, with room for improvement. We would also like to point out that our

discussion of one-shot optimization is mostly an observational one, based on cer-
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tain shortcomings we faced. An in-depth comparison and further development of

the two optimization methods is left as a subject for future research.

B.5 Experiments

B.5.1 Algorithm Parameters

• Common parameters: Each algorithm is optimized using the L-BFGS-B

algorithm (Byrd et al., 1995) (except for Covid-19 where we use SLSQP

(Kraft, 1988) due to the linear constraint on the decision variables), with

10× (dX+dW) random restart points which are selected from 500× (dX+dW)

raw samples. We use low-discrepancy Sobol sequences (Owen, 1998) to gen-

erate the raw samples. The restart points are selected using a sof-=max

heuristic implemented in the BoTorch package (?), which assigns each raw

sample a weight that is an exponential factor of its acquisition function value,

then selects the restart points with probability proportional to this weight.

• EI: Does not have any specific parameters.

• MES: A set of 500× (dX + dW) randomly drawn points is used to discretize

the design space, and the max values are sampled over this discretization

using the Gumbel approximation. We draw 10 max value samples over the

discretization, and use 128 fantasies to compute the approximate information

gain from using the candidate.

• KG: We use the one-shot KG implementation with 64 fantasies.

• UCB: We use parameter β = 0.2, i.e. the acquisition function is given by

UCB(x) = µn(x) +
√

0.2Σn(x, x).
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• ρKG and ρK̃G: We use K = 10 fantasy models for optimization and K = 4

fantasy models to evaluate the raw samples; and generate M = 10 sample

paths per fantasy model. For the inner optimization problem of ρKG, we

use 5× dX random restart points selected from 50× dX raw samples. We use

TTS optimization with T = 10.

All fantasy models and sample paths are generated using low-discrepancy Sobol

sequences (Owen, 1998). For our algorithms, we observed a small improvement

when increasing the number of fantasy models, however, this comes with a linear

increase in run time and memory usage. We used a smaller number of fantasy

models to evaluate the raw samples, as this reduces the computational cost without

affecting performance. The number of sample paths were chosen rather arbitrarily,

since the majority of computational effort is spent pn calculating the Cholesky

factor, which is then used for generating all sample paths. We observed very

similar performance with M = 4, 10 and 40; and decided to use M = 10 rather

arbitrarily.

B.5.2 GP Model and Fitting

We use the “SingleTaskGP” model from the BoTorch package (?) with the given

priors on hyper-parameters, which, quoting from the documentation, “... work best

when covariates are normalized to the unit cube and outcomes are standardized

(zero mean, unit variance)”. We use the Matérn 5/2 kernel and fit the hyper-

parameters using MAP estimation.

We project, i.e., scale, the function domain X × W to the unit hypercube

[0, 1]d
X+dW , and all the calculations are done on the unit hypercube. For calcu-
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lations involving the GP, we use the “Standardize” transformation available in

BoTorch, which transforms the outcomes (observations) into zero mean, unit vari-

ance observations for better compatibility with the hyper-parameter priors.

B.5.3 Synthetic Test Problems

Figure B.1: The VaR objective of Branin Williams function. Left to right, full
domain and close-ups of the optimal region. It is notable that the objective function
is quite flat across most of its domain, making it challenging to identify the optimal
solution using a small number of evaluations.

The first two problems we use are synthetic test functions from the BO litera-

ture. The first problem is the 4 dimensional Branin-Williams problem formulated

in ?. For x ∈ [0, 1]4, the function is defined as y(x) = yb(15x1−5, 15x2)×yb(15x3−

5, 15x4), where

yb(u, v) =

(
v − 5.1

4π2
u2 +

5

π
u− 6

)2

+ 10

(
1− 1

8π

)
cos(u) + 10.

The function is observed with additive Gaussian noise with a standard deviation

of 10. The decision variables are x1 and x4, and the environmental variables are

w = (x2, x3). The set W of size 12 and the corresponding probability distribution

are given in Table B.1.

The problem is originally formulated for the expectation objective, however,

here we consider the minimization of VaR at risk level α = 0.7. A plot of the VaR

objective of the Branin Willams function is found in Figure B.1.
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The second problem we consider is f6(xc, xe) function from Marzat et al. (2013)

given by

f6 (xc, xe) = xe1

(
x2
c1 − xc2 + xc3 − xc4 + 2

)
+ xe2

(
−xc1 + 2x2

c2 − x2
c3 + 2xc4 + 1

)
+ xe3

(
2xc1 − xc2 + 2xc3 − x2

c4 + 5
)
+ 5x2

c1 + 4x2
c2 + 3x2

c3 + 2x2
c4 −

2∑
i=1

x2
ei,

where xc ∈ [−5, 5]4 are the decision variables and xe ∈ [−2, 2]3 are the environ-

mental variables. The function is evaluated with additive Gaussian noise with a

standard deviation of 1. We formulate this problem for minimization of CVaR at

risk level α where w = xe has a continuous uniform distribution over its domain.

For the computation of ρKG and ρK̃G, we use a randomly drawn W̃ of size 40 at

each iteration, and use randomly drawn W̃ of size 8 for evaluating CVaR[F (x,W )]

in benchmarks.

B.5.4 Experiment Details

We initialize the GP model for the benchmark algorithms using 2dX + 2 random

samples of xj ∈ X, and evaluate (or estimate) ρ[F (xj,W )] using evaluations of

F (xj, w), w ∈ W̃ where W̃ is the set corresponding to the benchmark algorithms

as described below. For ρKG and ρK̃G, we use equivalent number of evaluations

of F (x,w), using (xj, wj) randomly drawn from X ×W. Each replication of the

experiments uses a new draw of the samples; and the samples are synchronized

across different algorithms.

In what follows, we describe the use of W in each experiment. Note that all

random sets W̃ are independently re-drawn at each iteration.

1. Branin-Williams: The set W and the corresponding probability distribution
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Table B.1: Probability distribution of x2 and x3 in Branin Williams problem.

x3

0.2 0.4 0.6 0.8

x2

0.25 0.0375 0.0875 0.0875 0.0375
0.5 0.0750 0.1750 0.1750 0.0750
0.75 0.0375 0.0875 0.0875 0.0375

is given in Table B.1. Our algorithms use the full set W in the inner compu-

tations, and all the benchmarks evaluate VaR0.7[F (x,W )] using the full W,

thus using 12 evaluations per iteration.

2. f6(xc, xe): The set W is the hyper-rectangle [−2, 2]3 with a continuous uni-

form distribution. At each iteration of our algorithms, we sample a subset

W̃ of size 40, and use this for the inner computations. The w component of

the candidate is not restricted to this subset W̃, and can take any value in

W. For each evaluation of the benchmarks, we sample a subset W̃ of size

8, and calculate CVaR0.75[F (x,W )] on this set, thus using 8 evaluations per

iteration.

3. Portfolio optimization: The set

W = {w ∈ R2 : w1 ∈ [10−4, 10−2], w2 ∈ [10−4, 10−3]}

gives the range of bid-ask spread (w1) and the borrowing cost (w2), and

W follows a uniform distribution on W. For the inner computations of our

algorithms, we use a randomly drawn subset W̃ of size 40, and use a subset

W̃ of size 10 for benchmark evaluations of VaR0.8[F (x,w)], thus using 10

evaluations per iteration.
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4. COVID-19: The set W of initial disease propensity is given by

W =

w ∈ R3 :

w1 ∈ {0.001, 0.0025, 0.004},

w2 ∈ {0.002, 0.004, 0.006},

w3 ∈ {0.002, 0.005, 0.008}


with the probability distribution given by

PW (W = w) = 2−8+1(w1=0.0025)+1(w2=0.004)+1(w3=0.005).

For the inner computation of ρK̃G, we use the full set W. For evaluations

of the benchmarks, we draw a random sample W̃ of size 10 and use this to

calculate CVaR0.9[F (x,W )], thus using 10 evaluations per iteration.

The output of the Covid-19 simulator is stochastic with a large variation. To

enable fair comparison between the algorithms, we fix a set of 10 seeds, and

each function evaluation is done using a randomly selected seed from this

set. The reported performance is computed as the average performance of

using all 10 seeds.

We ran the benchmark algorithms EI, MES, KG, UCB and random for 100

replications in each experiment. For ρ−random and ρK̃G, we ran 50 replications

in each experiment, and ρKG was run for 30 replications in each experiment.

B.5.5 Results

In the main body of the paper, we present the results using a moving average

window of 3 iterations, to smooth out the oscillations and make the plots easier to

read. In Figure B.2, we present the non-smoothed plots to complement the moving

averages presented in the paper.
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The comparatively larger variance of our algorithms is attributed to: (i) our

methods reporting a new solution ∼10x more frequently (after each evaluation of

F (x,w), rather than an evaluation at many w), leading to more points in the plot;

(ii) our methods having fewer replications than the benchmark algorithms.
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Figure B.2: Top: The log optimality gap in Branin Williams with VaR (left) with
CVaR (middle), and f6(xc, xe) (right). Bottom: The returns on Portfolio problem
(left), the cumulative number of infections in the COVID-19 problem (middle) and
the legend (right). The plots are plotted against the number of F (x,w) evaluations.

B.5.6 Results Comparing Algorithm Run Times

In Figure B.3, we present plots that show the total time it takes for the algorithms

to reach a given optimality gap threshold, as a function of the cost of a single

evaluation of the function F (x,w). The plots make clear the advantage of using

our acquisition functions, instead of the benchmarks studied in the paper, even

with only moderately expensive function evaluations. The Branin Williams and

f6(xc, xe) were chosen since the results for these experiments allow for a meaningful

comparison; and that they are representative as, roughly speaking, the least and
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Figure B.3: Left: Time to reach an optimality gap of 320 on the Branin Williams
problem with CVaR objective. Right: Time to reach an optimality gap of 1 on
the f6(xc, xe) function. The plots show the total run time vs the time per a single
evaluation of the function F (x,w).

the most computationally intensive in terms of acquisition function optimization,

respectively, of all the numerical examples presented in the paper. It is seen that

in f6(xc, xe), the ρKG algorithm is quite expensive to optimize, and is not a good

contender unless the function evaluations are expensive enough. However, for both

examples, ρK̃G proves to be a better option than all the benchmarks, even when

the function evaluations take only a few minutes.

B.6 Proofs of Theoretical Results

This section is dedicated to showing that the derivative estimators we propose in

this paper are asymptotically unbiased and consistent. Here, we only present the

proofs for the case of dW = 1.

The derivative of a GP is again a GP (see Wu et al. 2017b and section 9.4 of

?). If we model F (x) as a GP with mean and covariance functions µ,Σ, then F

and ∇F follow a multi output GP with mean and covariance functions given by
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(Wu et al., 2017b)

µ̃(x) = (µ(x),∇µ(x))⊤ and Σ̃(x, x′) =

 Σ(x, x′) ∇Σ(x, x′)

∇Σ(x′, x)⊤ ∇2Σ(x, x′)

 ;

where ∇Σ and ∇2Σ are the Jacobian and Hessian of the covariance function. We

note that, although this result is found in the literature without any assumptions

on the GP, it in fact requires the GP to possess differentiable sample paths. For

example, the Brownian motion is a well known example of a GP that has nowhere

differentiable sample paths, thus violates this framework. To this end, we refer the

reader to Adler and Taylor (2007) for precise conditions on the differentiability of

the GP sample paths, and assume that these conditions are satisfied.

Remark B.1. Before discussing the assumptions below, we note that the assump-

tions listed here are more restrictive than needed. The main results we build on

require certain conditions on the distribution of the function in a neighborhood

of its VaR. However, when the function is drawn from a GP, it is impossible to

know where this neighborhood, which would be different for each draw, might be,

and thus it is impossible to impose assumptions on such an unknown and ever

changing neighborhood. The main purpose of the results presented here is to show

that there indeed exists a set of conditions under which our claims hold. However,

we are confident that our algorithms are applicable in much broader settings, even

when no such assumption can be verified.

We assume that the kernel Σ̃ of the joint GP of the function and its derivative

is strictly positive definite; and the random environmental variable W admits a

strictly positive and continuous density p(w) over its domain. (Note that this

assumption is easily satisfied by adding a small Gaussian noise to W .) Observe

that when the kernel is strictly positive definite, the sample paths of the GP
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are non-zero w.p.1., i.e. the equation F (x,w) = 0 has at most countably many

solutions, where F (·, ·) denotes a sample drawn from the GP.

Lemma B.1. Under conditions outlined above, for any t such that PW (F (x,W ) ≤

t) ∈ (0, 1), the CDF PW (F (x,W ) ≤ t) is continuously differentiable w.r.t. both x

and t; and the density ∂tPW (F (x,W ) ≤ t) is strictly positive for each x.

Proof. Since there are at most countably many points where the derivative is zero,

we can construct countably many distinct intervals Wi, i ∈ I where F (x,w) is

monotone (in w) in eachWi, andWi are such that PW (∪i∈IWi) = 1 and PW (Wi) >

0, i ∈ I. Then,

∂xPW (F (x,W ) ≤ t) = ∂x

∫
{w:F (x,w)≤t}

p(w)dw

= ∂x
∑
i∈I

PW (Wi)

∫
{w∈Wi:F (x,w)≤t}

p(w)

PW (Wi)
dw

=
∑
i∈I

∂xPW (Wi)

∫
{w∈Wi:F (x,w)≤t}

p(w)dw = (∗)

where the interchange of derivative and summation is justified as the sum is

bounded. From here on, we ignore the Wi that do not produce any root to the

equation F (x,w) = t, as the corresponding derivatives are zero. Since F (x,w) is

continuously differentiable and monotone in w in each Wi, by the inverse function

theorem (Rudin, 1976), there exists a continuously differentiable inverse function

F−1
i (t′;x) mapping t′ to w ∈ Wi for a given x. For the remaining Wi, define the

sets I+ and I− such that, I+ is the set of Wi that has F
−1
i (t;x) as the upper bound

of the integral and I− as the ones with the lower bound. For i ∈ I+, let w−
i be the
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lower bound of the integral, and similarly w+
i as the upper bound for I−. Then,

(∗) =
∑
i∈I+

∂x

∫ F−1
i (t;x)

w−
i

p(w)dw +
∑
i∈I−

∫ w+
i

F−1(t;x)

p(w)dw

=
∑
i∈I+

p(w)∂xF
−1
i (t;x)−

∑
i∈I−
−p(w)∂xF−1

i (t;x)

=
∑

i∈I+∪I−
p(w)∂xF

−1
i (t;x)

where the result follows by the Leibniz rule. Applying the same steps with ∂t, we

get

∂tPW (F (x,W ) ≤ t) =
∑

i∈I+∪I−
p(w)∂tF

−1
i (t;x).

Since p(w) is continuous and F−1
i (t;x) is continuously differentiable,

PW (F (x,W ) ≤ t) is continuously differentiable w.r.t. both x and t. Since p(w) is

strictly positive and the derivative is non-zero (and the CDF is a non-decreasing

function), it follows that ∂tPW (F (x,W ) ≤ t) is strictly positive, thus completing

the proof.

Proposition B.1. Under the conditions outlined above, for α ∈ (0, 1),

1

M

M∑
j=1

∇xv̂
j(x)

p−→ ∇xEn+1[VaRα[F (x,W )]]

as M,L→∞, where
p−→ denotes convergence in probability. Moreover, the gradient

∇xEn+1[VaRα[F (x,w)]] is continuous.

Proof. Let F (x,w)(ω) denote a sample path of the GP. As a sample path of the

GP, F (x,w)(ω) is continuously differentiable w.r.t. w w.p.1. By Lemma B.1, the

CDF PW (F (x,W ) ≤ t) is continuously differentiable w.r.t. both x and t, and the

density ∂tPW (F (x,W ) ≤ t) is strictly positive. Then, by Lemma 2 of Jiang and

Fu (2015),

lim
L→∞

E[∇xv̂(x)] = ∇xVaRα[F (x,W )]. (B.3)
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Since the gradient is also a GP defined in a compact space, ∇xF (x,w)(ω) is

bounded w.p.1., so is ∇xVaRα[F (x,W )]. Then, by Proposition 1 of Broadie and

Glasserman (1996),

∇xEn+1[VaRα[F (x,W )]] = En+1[∇xVaRα[F (x,W )]]. (B.4)

F (x,w) is bounded by the same argument as ∇xF (x,w), thus has finite second

moment. Therefore, the main result follows by an application of Chebyshev’s

inequality. The continuity of ∇xEn+1[VaRα[F (x,W )]] follows by Theorem 1 of

Jiang and Fu (2015) and the fact that both gradients are continuous as shown in

Lemma B.1.

Before going into the main result, we discuss the mapping from the candidate

point (x,w) to the sample F̂ ij(·, ·), the j-th sample path drawn from the i-th

fantasy GP model, GPi
f . Let’s start with the mapping from the candidate to the

mean and covariance functions of GPi
f . Let Zi be (a fixed realization of) the

standard normal random variable used to generate the fantasy. The mean and

covariance functions of GPi
f are given by:

µi
f (x

′, w′) = µn(x
′, w′) +

Σn(x
′, w′, x, w)√

Σn(x,w, x, w) + σ2(x,w)
Zi,

Σi
f (x

′, w′, x′′, w′′) = Σn(x
′, w′, x′′, w′′)− Σn(x

′, w′, x, w)Σn(x,w, x
′′, w′′)

Σn(x,w, x, w) + σ2(x,w)
,

where σ2(x,w) is the known observation noise level (see ? for more details). As-

suming that the prior mean and covariance functions are continuously differen-

tiable, µi
f and Σi

f are continuously differentiable w.r.t. the candidate (x,w).

For a given xi and finite set W̃ = {w1:L}, and a (realization of) L - dimensional

standard normal random vector Zij
L , the j-th sample path of i-th fantasy model is

generated as

F̂ ij(xi, w1:L) = µi
f (x

i, w1:L) + C(xi, w1:L)Z
ij
L , (B.5)
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where C(xi, w1:L) is the Cholesky factor of L × L covariance matrix

Σi
f (x

i, w1:L, x
i, w1:L). Since Σi

f is continuously differentiable w.r.t. the candidate,

so is C(xi, w1:L), making the sample F̂ ij(·, ·) continuously differentiable w.r.t. the

candidate (x,w).

The discussion above establishes continuous differentiability of the sample

F̂ ij(·, ·) w.r.t. the candidate (x,w) only for a finite collection of points (xi, w1:L).

However, to be able to use the analysis of Proposition B.1, we need continuous

differentiability of F̂ ij(x,w), w ∈ W which, with W being a continuous random

variable, is an infinite dimensional random variable. The concept of an infinite

dimensional standard Gaussian random variable, or a standard Gaussian random

function, is not well defined, and we can no longer use equation (B.5). In the

proposition below, we assume that F (·, ·) is indeed differentiable w.r.t. the candi-

date (x,w) and hope that this discussion justifies the assumption. Below, we use

u := (x,w) as the candidate to simplify the notation.

Proposition B.2. Under the conditions outlined above, and assuming that the

solution to the inner problem x∗ is unique w.p.1.,

1

K

K∑
i=1

− 1

M

M∑
j=1

∇uv̂
j(x∗

i )
p−→ ∇uEn[−min

x
En+1[VaRα[F (x,w)]] | u] (B.6)

as K,L,M →∞

Proof. Following the proof of proposition B.1 with ∇u replacing ∇x, we get

lim
L→∞

En+1[E[∇uv̂(x)]] = ∇uEn+1[VaRα[F (x,W )]].

By the assumption that x∗ is unique w.p.1. and the continuity of

∇uEn+1[VaRα[F (x,W )]] by proposition B.1, we can apply the envelope theorem

(Corollary 4, Milgrom and Segal 2002) to get

lim
L→∞

En+1[E[∇uv̂(x
∗)]] = ∇uEn+1[VaRα[F (x∗,W )]].
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Again by the arguments in the proof of proposition B.1, the gradient is continu-

ous and bounded w.p.1., thus applying Proposition 1 of Broadie and Glasserman

(1996), we get

lim
L→∞

En[En+1[E[∇uv̂(x
∗)]] | u] = ∇uEn[En+1[VaRα[F (x∗,W )]] | u]. (B.7)

Since the second moment of the estimators are bounded (see the proof of Propo-

sition B.1), the result follows by Chebyshev’s inequality.

Proposition B.3. The results presented in Propositions B.1 & B.2 extend to the

risk measure CVaR, i.e.

1

M

M∑
j=1

∇xĉ
j(x)

p−→ ∇xEn+1[CVaRα[F (x,W )]];

and

1

K

K∑
i=1

− 1

M

M∑
j=1

∇uĉ
j(x∗

i )
p−→ ∇uEn[−min

x
En+1[CVaRα[F (x,w)]] | u] (B.8)

as K,L,M →∞.

Proof. We have established in the proof of Proposition B.1 that ∇F (x,w) is

bounded, and that VaRα[F (x,W )] is continuously differentiable. Combining these

with the assumption that W is a continuous random variable, we can apply The-

orem 3.1 of Hong and Liu (2009) to get

∇CVaRα[F (x,W )] = E[∇F (x,W ) | F (x,W ) ≥ VaRα[F (x,W )]].

Since ∇F (x,W ) is continuous and bounded, it follows by bounded convergence

theorem (Durrett, 2010) that CVaRα[F (x,W )] is continuously differentiable. The

remaining arguments are identical to those of Propositions B.1 & B.2.

We conclude this discussion by noting that, while the proposition in the

main paper claims both asymptotic unbiasedness and consistency, the propositions

163



proved here only establish the consistency of the estimators, and the asymptotic

unbiasedness result is hidden within the proof argument. In the proof of Proposi-

tion B.1, combining the equations (B.3) and (B.4) gives us the asymptotic unbi-

asedness of the gradient estimators for the inner problem, where the interchange

of limit and expectation is justified by the dominated convergence theorem (Dur-

rett, 2010). Similarly, equation (B.7)) shows that the estimators for the candidate

optimization of ρKG are asymptotically unbiased.
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APPENDIX C

APPENDIX TO CHAPTER 5

C.1 Proof of Proposition 1

In this section, we provide a formal statement and proof of Proposition 1. We

begin by proving the following auxiliary result.

Lemma C.1. Suppose that g : RB1×...×BJ → R and vj : RA → RBj , j = 1, . . . , J,

are all Lipischitz continuous with Lipschitz constants Lg and Lvj , j = 1, . . . , J,

respectively. Then, the function f : RA → R defined by f(x) = g(v1(x), . . . , vJ(x))

is Lipschitz with Lipschitz constant Lf := Lg

∑
j=1,...,J Lvj .

Proof. We have

|f(x)− f(x′)| = |g(v1(x), . . . , vJ(x))− g(v1(x
′), . . . , vJ(x

′))|

≤ Lg∥(v1(x), . . . , vJ(x))− (v1(x
′), . . . , vJ(x

′))∥2

≤ Lg

J∑
j=1

∥vj(x)− vj(x
′)∥2

≤ Lg

J∑
j=1

Lvj∥x− x′∥2

= Lf∥x− x′∥2.

We are now in position to show Proposition 1, which can be seen as a simple

generalization of Theorem 1 in Balandat et al. (2020).
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Proposition C.1 (Proposition 1). Suppose that X is compact, and that the func-

tions µn,k, σn,k : R|I(k)| × R|J(k)| → R, k = 1, . . . , K, are Lipschitz continuous.

Let

x̂(M)
∗ ∈ argmax

x∈X
ÊIFNn

(
x;Z(1:M)

)
, X∗ = argmax

x∈X
EIFNn(x),

where {Zm}∞m=1 are independent standard normal random variables. Then, for

every ϵ > 0, there exist A,α > 0 such that P
(
dist

(
x̂
(M)
∗ , X∗

)
> ϵ
)
≤ Ae−αM for

all M .

Proof. Let Lµn,k
and Lσn,k

be the Lipschitz constants of µn,k and σn,k, respectively,

and consider the functions ĥn,k : R|I(k)| × R|J(k)| × R→ R, k = 1, . . . , K, given by

ĥn,k(xI(k), yJ(k), zk) = µn,k(xI(k), yJ(k)) + σn,k(xI(k), yJ(k))zk.

We note that, for any fixed zk, the function (xI(k), yJ(k)) 7→ ĥn,k(xI(k), yJ(k), zk)

is
(
Lµn,k

+ Lσn,k
|zk|
)
-Lipschitz.

Now consider the functions ĥn,1, . . . , ĥn,k : X× RK → R defined recursively by

ĥn,k(x, z) = ĥn,k

(
xI(k), ĥn,J(k)(x, z), zk

)
, k = 1, . . . , K.

Applying Lemma 1 repeatedly, we find that, for any fixed z ∈ RK , the functions

x 7→ ĥn,k(x, z), k = 1, . . . , K, are Lipschitz continuous with Lipschitz constants

Lĥn,k
(z), k = 1, . . . , K, defined recursively by

Lĥn,k
(z) =

(
Lµn,k

+ Lσn,k
|zk|
)1 +

∑
j∈J(k)

Lĥn,j
(z)

 , k = 1, . . . , K.

Let f̂n = ĥn,k and Lf̂n
= Lĥn,k

. Then, for any fixed z, the function x 7→ f̂n(x, z)

is Lf̂n
(z)-Lipschitz. Moreover, by definition, f̂n satisfies

EIFNn(x) = En

[{
f̂n(x, Z)− f ∗

n

}+
]
,
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where Z is a K-dimensional standard normal random vector and also

ÊIFNn

(
x;Z(1:M)

)
=

1

M

M∑
m=1

{
f̂n
(
x, Z(m)

)
− f ∗

n

}+

.

Now observe that Lf̂n
(z) is a polynomial in the variables |z1|, . . . , |zk| with

degree at most 1 for each variable. Since the folded normal distribution has finite

moment generating function everywhere Therefore, if Z is K-dimensional standard

normal random vector, then Lf̂n
(Z) has a finite moment generating function in a

neighborhood of 0.

An similar argument can be used to show that, for every x, f̂n(x, Z) has a finite

moment generating function in a neighborhood of zero. The desired result is now

a direct consequence of Proposition 2 in the supplement of Balandat et al. (2020),

which is in turn a consequence of Theorem 2.3 in Homem-de Mello (2008).

C.2 Proof of Theorem 1

In this section, we prove Theorem 1. Throughout this section, we let (xn : n)

denote the sequence of points at which the function network is evaluated. We

begin by introducing the following definition, which is analogous to Definition 2.1

in Bect et al. (2019).

Definition C.1. Let Fn be the sigma algebra generated by the function network

observations up to time n. The sequence (xn : n) is said to be a (non-randomized)

sequential design if xn is Fn−1-measurable for all n.

Throughout this section, we assume that (xn : n) is a sequential design. We

note, in particular, that if xn ∈ maxx∈X EIFNn−1(x) for all n, then (xn : n) is a

sequential design.
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Our proof relies on the following assumptions.

Assumption C.1. X is compact.

Assumption C.2. The prior mean and covariance functions of h1, . . . , hK, are

such that h1, . . . , hK are continuous almost surely.

Assumption C.3. The prior covariance functions of h1, . . . , hK are bounded.

Assumption C.4. With probability 1 under the prior, given h1, . . . , hK and a

sequential design (xn : n), there exists a function β(z) such that |f̂n−1(xn, z)| ≤

β(z) for all n and z and
∫∞
−∞ φ(z)β(z) <∞, where φ is the standard normal pdf.

Assumptions C.1, C.2, and C.3 are standard. Assumption C.4 is bespoke to

our arguments, but holds, for example, when the posterior mean of hK is uniformly

bounded. (This bound can depend on h1, . . . , hK .) This occurs, for example, when

each hk is in the reproducing kernel Hilbert space (RKHS) corresponding to the

prior covariance function. In particular, if hK is in this RKHS and the prior kernel

is bounded, then hK is bounded and there is a uniform bound (depending on the

RKHS norm of hK and the prior covariance) over the deviation between hK and

the sequence of posterior means resulting from our observations. The sum of these

two bounds and a term that is linear in z arising from the posterior standard

deviation term in the definition of f̂n−1(xn, z) provides β(z). We also believe that

Assumption C.4 holds more broadly.

Note that our proof does not rely on the no-empty-ball assumption (NEB) of

Vazquez and Bect (2010). Thus, our proof also extends the proof of Astudillo and

Frazier (2019) to a broader class of prior distributions.

As in the main paper, we refer to the “time-n” posterior, which is the condi-

tional distribution of h1, . . . , hK given (xm : m ≤ n) and (vk(xm) : k ≤ K,m ≤ n).
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En denotes expectation with respect to this conditional distribution, and Pn de-

notes the probability operator.

Recall the sampling procedure from Section 4.3 of the main paper. This defined

a function f̂(x, Z) that depended on the current posterior distribution, a point x

in the feasible domain, and a vector Z. When Z was generated as a standard

normal random variable, the distribution of f̂(x, Z) was the same as that of f(x)

under the current posterior. To support working with this over a sequence of

posterior distributions, we use f̂n(x, Z) to indicate this function calculated using

the posterior at time n. We similarly use the notation ĥk(x, Z) to represent the

function ĥn,k(x, Z) from the main paper computed with respect to the posterior at

time n.

Lemma C.2. f ∗
∞ := limn f

∗
n exists and is finite almost surely. Moreover, any limit

point x∞ of the sequence (xn : n) satisfies f(x∞) ≤ f ∗
∞.

Proof. The sequence (f ∗
n : n) is non-decreasing and bounded above by the random

variable f ∗ := maxx′∈X f(x
′). The random variable f ∗ is almost surely finite since

f is almost surely continuous (it is the composition of a collection of almost surely

continuous functions vk) and X is compact. Thus f ∗
∞ := limn f

∗
n exists and is finite

almost surely.

Let x∞ be the limit of a convergent subsequence (xnm : m) of (xn : n). Since f

is almost surely continuous,

f(x∞) = f(lim
m

xnm) = lim
m

f(xnm) ≤ lim
m

f ∗
nm+1 ≤ lim

m
f ∗
∞ = f ∗

∞.

Lemma C.3. Consider the almost sure event that hk is continuous for all k =

1, . . . , K. On this event, the function vk is continuous for all k = 1, . . . , K.
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Proof. We show this via induction. The base case, for k = 1, follows since h1

is continuous on the event considered, xI(k) is a continuous function of x, and

so v1(x) = h1(xI(k)) is the composition of two continuous functions and so is a

continuous function of x.

We now show the induction step. Fix k > 1. Suppose vk′(x) is continuous for

all k′ < k. applying the induction hypothesis for all k′ ∈ J(k) ⊆ {1, . . . , k − 1}

implies that vJ(k)(x) is continuous. Also xI(k) is a continuous function of x. Thus,

x 7→ (xI(k), vJ(k)(x)) is continuous. This and the fact that hk is continuous on

the event considered implies that vk(x) = hk(xI(k), vJ(k)(x)) is a composition of

continuous functions and so is continuous.

Lemma C.4. For each k = 1, . . . , K, the functions µn,k and σn,k converge point-

wise to some continuous functions µ∞,k and σ∞,k almost surely; moreover, this

convergence is uniform over compact subsets of R|I(k)| × R|J(k)|.

Proof. Fix k and consider the almost sure event that h1, . . . , hk−1 are continuous.

Condition on continuous realizations of h1, . . . , hk−1, thus fixing vJ(k) as well.

Let A be an arbitrary compact subset of R|I(k)| × R|J(k)| and define B =

{(xI(k), vJ(k)(x)) : x ∈ X}. B is compact by Lemma C.3 since x 7→ (xI(k), vJ(k)(x))

is continuous, X is compact, and the image of a compact set through a con-

tinuous function is compact. The observations of hk occur at input points

{(xn,I(k), vJ(k)(xn)) : n} ⊂ B.

Let C = A ∪B and note that C is compact. Then, by Proposition 2.9 in Bect

et al. (2019), µn,k and σn,k converge uniformly over C and thus also over A.

Lemma C.5. Let (xnm : m) be a convergent subsequence of (xn : n) with limit x∞.

Then, limm→∞ f̂nm−1(xnm , z) = f(x∞) for each z ∈ RK almost surely.
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Proof. All the convergence claims made in this proof are almost surely. First note

that Lemma C.4 implies that, for each k = 1, . . . , K, the function ĥn,k defined in

the proof of Proposition 1 converges to the function ĥ∞,k defined by

ĥ∞,k(xI(k), yJ(k), zk) = µ∞,k(xI(k), yJ(k)) + σ∞,k(xI(k), yJ(k))zk.

uniformly in (xI(k), yJ(k)) (but not necessarily zk). This in turn implies that, for

each k = 1, . . . , K, ĥn,k converges to the function ĥ∞,k defined recursively by

ĥ∞,k(x, z) = ĥ∞,k

(
xI(k), ĥ∞,J(k)(x, z), zk

)
uniformly in x ∈ X for each z ∈ RK .

We show the following two claims by induction on k:

1. σnm−1,k(xnm,I(k), ĥnm−1,J(k)(xnm , z))→ 0.

2. ĥnm−1,k(xnm , z)→ h(x∞).

We first show the induction step, where we assume the induction hypothesis is

true for all k′ < k and show it for k.

Each element of J(k) is strictly less than k and so the induction hypothesis

implies that ĥnm−1,J(k)(xnm , z) → vJ(k)(x∞). Moreover, since xnm → x∞, and

σn,k converges uniformly to σ∞,k, it follows that σnm−1,k(xnm,I(k), ĥnm−1,J(k)(xnm , z))

converges to σ∞,k(x∞,I(k), vJ(k)(x∞)). Similarly, ĥnm−1,k(xnm , z) converges to

ĥ∞,k(x∞, z) = ĥ∞,k

(
x∞,I(k), ĥ∞,J(k)(x∞, z), zk

)
= ĥ∞,k

(
x∞,I(k), vJ(k)(x∞), zk

)
= µ∞,k(x∞,I(k), vJ(k)(x∞)) + σ∞,k(x∞,I(k), vJ(k)(x∞))zk,
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where the second equation is obtained by noting that, since ĥnm−1,J(k)(xnm , z) →

vJ(k)(x∞) (by the induction hypothesis) and ĥnm−1,J(k)(xnm , z) → ĥ∞,J(k)(x, z), it

must be the case that ĥ∞,J(k)(x∞, z) = vJ(k)(x∞).

Now observe that σnm+1,k(xnm,I(k), vJ(k)(xnm)) converges to σ∞,k(x∞,I(k), vJ(k)(x∞)),

but σnm+1,k(xnm,I(k), vJ(k)(xnm)) = 0 for all m, and thus σ∞,k(x∞,I(k), vJ(k)(x∞)) =

0. This proves the first part of the induction step. Similarly, note that

µnm+1,k(xnm,I(k), vJ(k)(xnm)) converges to µ∞,k(x∞,I(k), vJ(k)(x∞)), but

µnm+1,k(xnm,I(k), vJ(k)(xnm)) = hk(xnm,I(k), vJ(k)(xnm))

= vk(xnm)→ vk(x∞).

This proves the second part of the induction step.

The proof of the base case (k = 0) is analogous except that J(k) = ∅ eliminates

terms that depend on k′ < k.

Lemma C.6. lim infn nEIFNn−1(xn) = 0 almost surely.

Proof. Since (xn : n) is contained in a compact set, it has a convergent subsequence,

(xnm : m).

Then, letting φ(z) be the standard normal probability density function,

lim
m→∞

EIFNnm−1(xnm) = lim
m→∞

∫ ∞

−∞

{
f̂nm−1(xnm , z)− f ∗

nm−1

}+

φ(z) dz

=

∫ ∞

−∞
lim

m→∞

{
f̂nm−1(xnm , z)− f ∗

nm−1

}+

φ(z) dz

by the dominated convergence theorem and Assumption C.4.
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By Lemmas C.2 and C.5,

lim
m→∞

{
f̂nm−1(xnm , z)− f ∗

nm−1

}+

= {f(x∞)− f ∗
∞}

+ = 0

for each z. Thus, limm→∞ EIFNnm−1(xnm) = 0, implying that lim infn EIFNn−1(xn) ≤

0. This and the fact that EIFNn−1(x) ≥ 0 for all x implies that

lim infn EIFNn−1(xn) = 0.

The following lemma considers a sequence of random variables In that we will

later take to be the random improvements generated within our statistical model

under the posterior after n measurements. The quantity E[I+n ] will then be the

EIFN under this posterior.

Lemma C.7. Consider a sequence of scalar random variables In. If

lim infn nP(In ≥ ϵ) > 0 for any given ϵ > 0, then lim infn nE[I
+
n ] > 0.

Proof. We have E[I+n ] ≥ ϵP(In ≥ ϵ). Thus, lim infn nE[I
+
n ] ≥ ϵ lim infnP(In ≥

ϵ) > 0.

We are now ready to prove Theorem 1.

Proof of Theorem 1. Pick any point x ∈ X. Since we choose to evaluate at the

point with largest EIFNn(x), EIFNn(x) ≤ EIFNn(xn+1) for each n.

Lemma C.6 then implies that there is a subsequence (nm : m) on which

limm EIFNnm(xnm+1) = 0. This and the fact that EIFNn(x) ≥ 0 imply that

limn EIFNnm(x) = 0. Thus, lim infn EIFNn(x) = 0.

Recall that EIFNn(x) = En[{f(x)− f ∗
n}

+]. Consider the conditional distribu-

tion of f(x) − f ∗
n under the time-n posterior. This is the same as the conditional
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distribution of f̂n(x;Z)− f ∗
n where only Z is random and the other quantities are

completely determined by the observations of the function network at x1, . . . , xn.

By taking In to be a random variable with the same distribution for each n, then

on any sequence of observations, Lemma C.6 and the contrapositive of Lemma C.7

imply that lim infn Pn(f(x)− f ∗
n ≥ ϵ) = 0 for each ϵ > 0.

Since the random variable f ∗
∞ defined in Lemma C.2 bounds each f ∗

n above,

Pn(f(x)−f ∗
n ≥ ϵ) ≥ Pn(f(x)−f ∗

∞ ≥ ϵ) and we have lim infnPn(f(x)−f ∗
∞ ≥ ϵ) = 0

for each ϵ > 0.

For any event W , (Pn(W ) : n) is a uniformly integrable martingale, and thus

converges almost surely to a limiting random variable P∞(W ), where P∞ is defined

as the conditional expectation with respect to the event (xn, vk(xn) : n < ∞, k ≤

K) (by Theorem 5.13 of Çınlar (2011)). TakingW to be the event that f(x)−f ∗
∞ ≥

ϵ, we have that Pn(f(x) − f ∗
∞ ≥ ϵ) has a limit, P∞(f(x) − f ∗

∞ ≥ ϵ). Moreover,

this limit must be the same as the lim inf, which we showed above was 0. Thus,

P∞(f(x)− f ∗
∞ ≥ ϵ) = 0.

Since this is true for each ϵ > 0, taking the limit as ϵ → 0 and using the

monotone convergence theorem shows

P∞(f(x) > f ∗
∞) = 0.

Taking the expectation under the prior and applying the law of conditional

expectation, we have that

0 = E [P∞(f(x) > f ∗
∞)] = E [E∞(1{f(x) > f ∗

∞})] = E [1{f(x) > f ∗
∞}] = P(f(x) > f ∗

∞).

Thus, the value of f(x) is almost surely less than or equal to the limiting value of

the sequence of best points found.
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Let X be a countable set that is dense in X. Such set exists because X is

compact. Then, because the countable union of events with probability zero also

has probability zero,

0 = P(f(x) > f ∗
∞ for some x ∈ X) = P

(
sup
x∈X

f(x) > f ∗
∞

)

Moreover, because f is almost surely continuous and X is dense in X,

supx∈X f(x) = supx∈X f(x) almost surely. Hence, P (supx∈X f(x) > f ∗
∞) = 0, which

concludes the proof.

C.3 Proof of Proposition 2

In this section we prove Proposition 2 by providing a function network and a set of

initial conditions where EIFN does not measure the optimization domain densely.

While the example we provide is very simple, we think such behavior also arises

in more complex networks.

Proposition C.2 (Proposition 2). There exists a function network in which EIFN

is consistent but whose measurements are not necessarily dense in X.

Proof. Let X = [0, 1] and consider a function network with two nodes h1 : X→ R

and h2 : X×R→ R where h2 is deterministic, given by h2(x, y) = max{1, y} − x,

and the objective function is given by f(x) = h2(x, h1(x)).

Suppose that h1 is drawn from a GP prior with a continuous mean function

and a bounded positive definite covariance function whose sample paths are almost

surely continuous. From this and the fact that h2 is deterministic and continuous,

it follows that Assumptions 2.1-2.3 in §2 are satisfied. Assumption 2.4 is also
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satisfied because h2 is bounded over X × R. Thus, Theorem 1 implies that EIFN

is consistent almost surely.

Let τ = inf{n ≥ 1 : h1(xn) > 1} be the first time that we measure a point

whose value for h1 is strictly greater than 1. (If we never measure such a point,

then τ is infinity.)

If P(τ < ∞) = 0 under EIFN, then this problem is one in which EIFN does

not measure densely. This is because there is a strictly positive probability that

supx∈[0,1] h1(x) > 1. Moreover, the fact that h1 is almost surely continuous implies

that on this event there is an non-empty interval on which h1(x) is strictly above

1 over the entire interval. If EIFN were to never measure in this interval then it

would not have measured densely. Thus, going forward, we assume P(τ <∞) > 0.

In fact, using a similar argument, we may assume P(τ < ∞, h1(0) < 1, h1(1) <

1) > 0.

For any x > xτ , we have f(x) ≤ 1−x < 1−xτ = f(xτ ) almost surely. Thus, any

such x is almost surely strictly suboptimal under the posterior and EIFNn(x) = 0

for all n ≥ τ .

Now let n ≥ τ and consider any unmeasured point x with 1 − x > f ∗
n;

such a point exists on the event under consideration since h1(0) < 1 implies

f ∗
n ≤ max{h1(0), 1 − minm≤n xm} < 1 and we make take x arbitrarily close to 0.

Because the prior covariance function is positive definite, the posterior probability

distribution over h1(x) has full support over the real line. Thus, in particular,

there is a strictly positive posterior probability that h1(x) ≥ 1. On this event,

f(x) = 1− x > f ∗
n and so EIFNn(x) is strictly positive.

It follows that EIFN would not measure at a point in the interval (xτ , 1], which
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concludes the proof.

C.4 Additional Details on the Numerical Experiments

C.4.1 Hyperparameter Estimation, Number of q-MC Sam-

ples, Runtimes, and Licenses

All GPs in our experiments have a constant mean function and ARD Matérn

covariance function with smoothness parameter equal to 5/2, which is a standard

choice in practice. The length scales of these GPs are estimated via maximum a

posteriori (MAP) estimation with Gamma priors.

We use M = 128 quasi-MC samples obtained via scrambled Sobol sequences

(see Balandat et al. (2020) for details) for computing the SAA of EIFN. We use

the same number of samples for EI-CF and 8 samples for KG. KG is maximized

following the one-shot approach proposed introduced by Balandat et al. (2020).

Under this approach, the dimension of the optimization problem that arises when

optimizing KG grows linearly with the number of samples and thus one is restricted

to a small number of samples. The average runtimes of the BO methods for each of

the problems are summarized in Table C.1. We emphasize that, while optimizing

EIFN is more expensive than optimizing EI, the additional computation required

by our method is compensated by its excellent performance, and is thus justified for

problems where each function network evaluation takes several minutes or more.

We also note KG becomes very expensive to optimize for problems with relatively
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high input dimension, and can be even more expensive than EIFN.

The BoTorch python package and the source code for the robot pushing problem

are both publicly available under a MIT licence. Our code is also publicly available

under a MIT license.

Table C.1: Average runtimes (seconds) per evaluation of the BO methods com-
pared. EI-CF is N/A in problems that lack the structure it requires for use: that
the objective is a composition of an inner black-box function and a outer known
non-linear function.

KG EI EI-CF EIFN

Drop-Wave 15.1 2.5 N/A 15.4
Rosenbrock, K = 4 23.6 4.16 N/A 122.2
Ackley 72.1 18.3 N/A 89.2
Alpine2, K = 6 84.1 22.5 N/A 215.6
Manufacturing 29.1 5.4 N/A 117.2
COVID-19 43.1 6.2 N/A 229.4
Robot 935.2 29.6 110.1 182.3
Calibration 1225.2 43.5 207.2 293.7

C.4.2 Details on Synthetic Test Problems

Here we describe in detail how each of the synthetic test functions is arranged as

a function network.

Alpine2

The Alpine2 test function (Jamil and Yang, 2013) is defined by

f(x) = −
K∏
k=1

√
xk sin(xk).
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We adapt this function to our setting by letting

h1(x1) = −
√
x1 sin(x1);

hk(xk, yk−1) =
√
xk sin(xk)yk−1, k = 2, . . . , K;

I(k) = {k}, k = 1, . . . , K; J(1) = ∅; and J(k) = {k − 1}, k = 2, . . . , K. In our

experiments, we set X = [0, 10]K , and consider K = 2, 4, and 6.

The network structure of this test function can be summarized as a series of

nodes where the output of each node is governed by one decision variable of its

own, and the output of the previous node.

Ackley

The Ackley test function (Jamil and Yang, 2013) has been widely used as a bench-

mark function in the BO literature. It is defined by

f(x) = 20 exp

−0.2
√√√√ 1

D

D∑
d=1

x2
d

+ exp

(
1

D

D∑
d=1

cos(2πxd)

)
− 20− e.

We adapt it to our setting by letting

h1(x) =
1

D

D∑
d=1

x2
d;

h2(x) =
1

D

D∑
d=1

cos(2πxd);

h3(y1, y2) = 20 exp (−0.2√y1) + exp (y2)− 20− e;

I(1) = I(2) = {1, . . . , D}; I(3) = ∅; J(1) = J(2) = ∅; and J(3) = {1, 2}. In our

experiment, we set X = [−2, 2]D, and D = 6.
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Rosenbrock

The Rosenbrock test function (Jamil and Yang, 2013) is also a widely used bench-

mark function in the BO literature. It is defined by

f(x) = −
D−1∑
d=1

100(xd+1 − x2
d)

2 + (1− xd)
2.

We adapt it to our setting by letting

h1(x1, x2) = −100(x2 − x2
1)

2 − (1− x1)
2;

hk(xk, xk+1, yk−1) = −100(xk+1 − x2
k)

2 − (1− xk)
2 + yk−1, k = 2, . . . , D − 1;

I(k) = {k, k+1}, k = 1, . . . , D−1; J(1) = ∅; and J(k) = {k−1}, k = 2, . . . , D−1.

In our experiments, we set X− [−2, 2]D, and consider D = 3, 5, and 7.

Drop-Wave

The Drop-Wave test function (Molga and Smutnicki, 2005) is highly multi-modal

and complex. It is defined by

f(x) =
1 + cos

(
12
√

x2
1 + x2

2

)
2 + 0.5 (x2

1 + x2
2)

.

We adapt it to our setting by taking

h1(x) =
√
x2
1 + x2

2;

h2(y1) =
1 + cos (12y1)

2 + 0.5y21
;

I(1) = {1, 2}; I(2) = ∅; J(1) = ∅; and J(2) = {1}. In our experiment, we set

X = [−5.12, 5.12]2.
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C.4.3 Manufacturing Throughput Maximization

Here we describe the manufacturing throughput manufacturing test problem. This

problem is similar in spirit to the biomanufacturing example in the introduction,

but focusing on more traditional manufacturing in which workproduct is discrete

rather than continuous. We have a manufacturing line with a series of stations

that perform operations: e.g., steel is cut to size, then bent to shape, then holes

are drilled, and finally the piece is painted. We consider “make-to-order’ in which

custom features of the part (e.g., color, size, orientation of the holes) require waiting

until a customer order arrives to begin processing the part.

Orders for parts arrive randomly according to a homogeneous Poisson process.

Orders move to the first station in the manufacturing line and enter a queue where

they wait. The first order in the queue requires a processing time exponentially

distributed with a service rate that decreases with the amount of resource devoted

to that station (e.g., more workers, better machines). Parts not being processed

wait in the queue until they arrive to the front of the queue. Once processed, a part

moves to the second station where it similarly waits in a queue until it is at the

front, then waits an exponential amount of time that depends on a second service

rate, which we can again control through staffing. This continues, with each part

completing service moving to the next queue until it has completed service at all

stations.

Our goal is to choose a collection of service rates, one for each station, to

maximize the number of parts finished in a fixed amount of time. We constrain

the sum of the service rates across the stations to represent a limit on total resources

that can be allocated.
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In our experiment, we consider a manufacturing line with 4 stations. The

objective to maximize is the throughput of the network in steady state, f(x),

where xi is the service rate of station i, over the feasible domain X = {x : 0 ≤

xi, i = 1, ..., 4, and
∑4

i=1 xi ≤ 1}. Let hi(xi, yi−1) be throughput of station i in

steady state given that the service rate of station is i is xi and station i − 1 has

throughput yi−1 in steady state. Then, our objective function can be written as

a function network by taking I(k) = {k}, k = 1, . . . , K; J(1) = ∅; and J(k) =

{k − 1}, k = 2, 3, 4. This network is illustrated in Figure C.1.

h1 h2 h3 h3

x1 x2 x3 x4

y1 y2 y3 y4

Figure C.1: Manufacturing line as a function network.

C.4.4 Optimization of Pooled Testing for COVID-19

Here we describe our COVID-19 testing benchmark problem, which considers re-

inforcement learning for large-scale testing to prevent the spread of COVID-19.

It builds on the model for infection dynamics described in the epidemic model

calibration problem in §5.3 of the main paper.

Overview We design an asymptomatic screening protocol for controlling the

spread of COVID-19 in a city. This approach regularly tests the entire population

to identify people who are infected but do not have symptoms and may be unknow-

ingly spreading virus. This approach has been employed successfully to control the

spread of COVID-19 among students at several US universities (Denny et al., 2020)

and also in Wuhan, China (Cao et al., 2020). To limit the resources needed for
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testing, we use pooled testing, which is described in detail in the supplement. This

has a parameter (the pool size) that, when increased, reduces the testing resources

used per person tested but also degrades test accuracy in a complex way that

depends on the prevalence of the virus in the population.

We simulate the effect of asymptomatic screening using pooled testing on a

single population, indexing time by t = 1, 2, 3. As in §5.3, we track the fraction

of the population that is infectious and susceptible. To model the immunity that

follows infection with COVID-19, an individual can be “recovered” (R), which

means that they were previously infected, are no longer infectious and cannot be

infected again. At the start of time period t, It is the fraction of the population

that is infectious, and Rt is the fraction that is recovered. The rest is susceptible.

During each period t, the entire population is tested using a pool size of xt.

A black-box simulator determines the accuracy of these tests and the testing re-

sources used (which depends on both xt and the prevalence It). Individuals testing

positive are isolated1 so that they cannot infect others during the period, and in-

fectious individuals missed in testing infect others. Lower accuracy results in more

individuals missed in testing. At the end of the period, all individuals in isolation

are modeled as having recovered and leave isolation. This process results in a loss

Lt incorporating infections, testing resources used, and individuals isolated. Our

goal is to choose the pool sizes x1, x2, x3 to minimize the total loss
∑

t Lt.

This is encoded as a function network in Figure 3 in the main paper. As

described above and in detail below, each time period performs a calculation that

takes the pool size xt and a bivariate description (It, Rt) of the population’s current

infection status. (The details of this computation is unknown to our function

1This is sometimes confused with quarantine: close contacts are quarantined, while positives
are isolated
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networks Bayesian optimization model.) It then produces as output a loss Lt and

the corresponding description (It+1, Rt+1) of the population’s infection status at

the start of the next period. The objective function is
∑

t Lt. The known form of

the final node
∑

t Lt is leveraged while the other nodes are treated as black boxes.

Given this overview of the problem, we now describe in detail how these black

boxes are computed.

Pooled Testing We first describe pooled testing in more detail. Pooled testing

is a method for testing a large number of people for the presence of virus or some

other pathogen (Cleary et al., 2021; Dorfman, 1943) in a way that reduces the

amount of resource (specifically, chemical reagent and machine time) required per

test performed compared with testing each person individually.

As in any COVID-19 test, we first collect a nasal or saliva sample from each

individual being tested. Each sample is placed in a separate tube of fluid. Pooled

testing relies on the ability to be able to test several people (a “pool”) simultane-

ously, returning a signal that tells us whether (1) no one in the pool is positive;

or (2) at least one person in the pool is positive. To accomplish this, a bit of fluid

from each sample in the pool is taken and mixed together. Then a single chemical

reaction (PCR, or polymerase chain reaction) is run to asses whether anyone in

the pool is positive.

We specifically consider square array pooled testing (Westreich et al., 2008).

This approach considers x2 saliva samples as occupying a x × x grid. Then, it

forms 2x pools: one pool from the samples in each row; and one from the samples

in each column. Pools are tested, as described above. If a sample’s row or column

pool tests negative, then that sample is considered free of virus. All other sam-
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ples (those whose row and column pool both test positive) are tested individually

using a chemical reaction performed on additional fluid from that sample. This is

illustrated in Figure 3 in the main paper.

The chemical reactions used to check for virus sometimes make errors: both

false negatives, in which a pool or individual sample including material from an

infected person tests negative; and false positives, in which a pool that does not

contain virus nevertheless is deemed positive. Moreover, the probability of a false

negative rises with the pool size (Cleary et al., 2021). This results in errors from the

overall pooled testing procedure, where an individual who is virus-free is deemed

positive (a false positive) or an individual who is infected with virus is deemed

negative (a false negative).

In addition to depending on the pool size, the probability of these two kinds of

errors (false positives and false negatives) in the overall testing procedure depends

on the prevalence, i.e., the fraction of the population infected. When prevalence is

high, there are sometimes two positive individuals providing fluid to a pool. This

increases the chance that the pool tests positive. Also, more poools contain positive

individuals, increasing the number of negative people whose row and column pools

both test positive. This increases the chance that an overall test of a virus-free

person will come back positive.

The level of resource used is proportional to the number of chemical reactions

performed. This also depends on the pool size and the prevalence If the prevalence

is small, then the number of chemical reactions used is approximately 1/(2x) since

the number of chemical reactions performed on individual samples is small. As

prevalence rises, larger pool sizes require more followup testing (because the pools

become likely to contain at least one positive individual) and smaller pool sizes
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become efficient.

Infection Dynamics without Pooled Testing As described above, time is

divided into discrete time points t = 1, 2, 3, each representing a distinct two-week

period. At the start of each period, the population is described by two numbers:

It, the fraction of the population that is infectious; and Rt, the fraction of the

population that is recovered and cannot be infected again. These numbers are both

in [0, 1]. The additional St = 1−It−Rt fraction of the population is susceptible, and

can be infected. Such divisions of a population into these three different groups

(susceptible, infectious, and recovered) is widely used in epidemiology (Frazier

et al., 2020).

We first describe our assumed infection dynamics in the absence of asymp-

tomatic screening. This is obtained by integrating continuous-time dynamics

within a given two-week period. We denote time strictly within a two-week period

by t+ u, where t is an integer and u ∈ (0, 1). During this period, we assume that

infectious individuals who were infectious at the start of the period remain so for

the full two weeks. Each comes into physical contact with other people at a rate of

β people per unit time. A fraction St are susceptible and become infected2. This

gives us the differential equation

d

ds
It+u = βStIt+u,

which has solution:

It+u = It exp(βStu).

At the end of the two week period, we then assume that all individuals who

2Note that we use St rather than St+u. This allows for analytical solution to the above
equation and does not substantially harm accuracy: in the regimes of importance for solving the
benchmark problem optimally, St begins close to 1 and It begins close to 0.
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were infectious at the start of the period convalesce and become recovered. Putting

this together, in the absence of asymptomatic screening, the resulting dynamics

would be:

St+1 = St − It exp(βSt) (C.1)

It+1 = It(exp(βSt)− 1) (C.2)

Rt+1 = Rt + It (C.3)

Although the details of these dynamics are different from those in §5.3, it results

in behavior that is qualitatively similar. In particular, if β is small enough, then It

shrinks to 0, but if it is large enough then the fraction of the population infected

grows to a high fraction over a small number of time periods.

In our implementation, we set β = (14/3) ln(2) ≈ 3.23, corresponding to an

epidemic that doubles in size every 3 days in the absence of any interventions.

We now incorporate the effect of asymptomatic screening.

Infection Dynamics with Pooled Testing Our simulation includes pooled

testing as follows. Pooled testing using the pool size xt is used at the start of

the period. As described above, its error rates (false positive and false negative)

and its efficiency depend on both the pool size and the prevalence (It). We use a

black-box computation using logic described above to calculate three quantities:

• αFP(xt, It), the fraction of virus-free individuals tested that test positive (i.e.,

the false positive rate for the overall pooled testing procedure);

• αTP(xt, It), the fraction of infected individuals tested that test positive (i.e.,

the true positive rate for the overall pooled testing procedure);
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• αC(xt, It), the number of chemical reactions performed across the entire pop-

ulation.

Individuals that test positive are immediately removed from the population

placed into isolation. This includes both infectious individuals (in particular,

a fraction (αTP(xt, It))It of the overall population) as well as susceptible and

recovered individuals who were incorrectly classified (fractions αFP(xt, It)St and

αFP(xt, It)Rt of the overall population respectively). Thus, the number of people

isolated in period t is,

Qt = αTP(xt, It)It + αFP(xt, It)(St +Rt).

This results in a term cQQt that is added to our loss, representing the social costs

of isolation.

Because some infectious individuals are in isolation, the number of new infec-

tions is smaller than in the setting described above without asymptomatic screen-

ing. This number is It(1−αTP(xt, It). Following the infection dynamics described

above, this results in an additional new It(1−αTP(xt, It)) exp(βSt) infections drawn

from the susceptible population. In addition, all individuals who were infectious

as the start of period t recover. Thus, our dynamics are:

It+1 = It(1− αTP(xt, It)) exp(βSt)

St+1 = St − It+1

Rt+1 = Rt + It

One may wonder about two modeling details. First, susceptible people who

are erroneously in isolation are nevertheless modeled as eligible for infection. Ad-

ditionally, recovered people are modeled as being tested, although in practice one
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might choose to not test these individuals. These assumptions have little impact

on outcomes because (1) false positive rates are small enough that the fraction of

the susceptible population in isolation is a very small fraction of the overal suscep-

tible population; (2) in the regimes where good solutions lie, few people are ever

infected, making the recovered population also small. Making these assumptions

simplifies the description and implementation.

The loss at time t is the sum of the social cost of isolation described above, the

cost of the testing supplies consumed cTαC(xt, It), and the social cost associated

with the new infections, cIIt+1.

Lt = cTαC(xt, It) + cQQt + cIIt+1.

C.5 Additional Numerical Experiment: Active Learning

for Robot Pushing

Here we describe one additional experiment. We consider a variation of the active

learning for robot pushing problem introduced by Wang and Jegelka (2017) whose

goal is to teach a robot to push an object to a predetermined target location. We

modify the problem by allowing the robot to push the object several times instead

of only once. We formalize this problem as follows. Let xinit, xtarget ∈ [−5, 5]2

denote the object’s initial and target locations, respectively. At each time step, t,

we choose the location of the robot’s arm, rt ∈ [−5, 5]2, and the duration of the

push, dt ∈ [1, 12]. The robot then moves its arm from rt in the current direction

of the object, xt, over dt units of time. After this push, the location of the object

becomes xt+1 (if the robot fails to push the object, xt+1 = xt). The goal is to

choose (rt, dt) for t = 1, . . . , T to minimize ∥xtarget − xT∥22. We set xinit = (0, 0),
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Figure C.2: Results from the experiment described in §C.5.

xtarget = (2.9, 1.6), and T = 3. This can be interpreted as a function network by

associating each time step with a pair of node functions pt,1 and pt,1 which take

(rt, dt, xt) as input and produce xt+1 = (pt,1(rt, dt, xt), pt,2(rt, dt, xt)) as output.

The results of this experiment are shown in Figure C.2. EIFN improves over

EI-CF and improves substantially over EI and Random.

C.6 Posterior Mean and Covariance Functions

In this section, we write explicit formulas for the posterior mean and covariance

functions of the GP distributions associated to the node functions, h1, . . . , hK .

To write this more simply, we define some additional notation. Given generic

vectors x ∈ RD and y ∈ RK , we define zk = (xI(k), yJ(k)) as the elements of these

vectors supplied as input to node k. Similarly, given a historical observation of

the values of the node functions yℓ = (v1(xℓ), . . . , vK(xℓ)), ℓ = 1, . . . , n, we define

zℓ,k = (xℓ,I(k), yℓ,J(k)). Using this notation, our posterior mean and covariance

functions can be written as

µn,k(zk) = µ0,k(zk) + Σ0,k (zk, z1:n,k) Σ0,k (z1:n,k, z1:n,k)
−1 (y1:n,k − µ0,k (z1:n,k)) ,
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and

Σn,k(zk, z
′
k) = Σ0,k(zk, z

′
k)−Σ0,k (zk, z1:n,k) Σ0,k (z1:n,k, z1:n,k)

−1Σ0,k (z1:n,k, z
′
k) ,

respectively.
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APPENDIX D

APPENDIX TO CHAPTER 6

D.1 Unbiased Estimator of the Gradient of EIUU

In this section we formally state and prove Proposition 1.

Proposition D.1. Suppose that g(·; θ), θ ∈ Θ is differentiable for all θ ∈ Θ and

let X′ be an open subset of X so that µn and Kn are differentiable on X′ and there

exists a measurable function η : Rk → R satisfying

1. ∥∇g(µn(x) + Cn(x)Z; θ)∥ < η(θ, Z) for all x ∈ X′, θ ∈ Θ and Z ∈ Rk.

2. E[η(θ, Z)] < ∞, where Z is a k-variate standard normal random vector

independent of θ, and the expectation is over both θ and Z.

Further, suppose that for almost every θ ∈ Θ and Z ∈ Rk the set {x ∈ X′ :

g(µn(x) +Cn(x)Z; θ) = g∗n(f ; θ)} is countable. Then, EIUU is differentiable on X′

and its gradient, when it exists, is given by

∇EIUU(x) = E [γ(x, θ, Z)] ,

where the expectation is over θ and Z, and

γ(x, θ, Z) =


∇g(µn(x) + Cn(x)Z; θ), if g(µn(x) + Cn(x)Z) > g∗n(f ; θ),

0, otherwise.

Proof. From the given hypothesis it follows that, for any fixed θ ∈ Θ and Z ∈ Rk,

the function x 7→ g(µn(x)+Cn(x)Z; θ) is differentiable on X′. This in turn implies

that the function x 7→ {g(µn(x) + Cn(x)Z; θ − g∗n(f ; θ)}+ is continuous on X′ and
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differentiable at every x ∈ X′ such that g(µn(x) + Cn(x)Z; θ ̸= g∗n(f ; θ), with

gradient equal to γ(x, θ, Z). From our assumption that for almost every θ and Z

the set {x ∈ X : g(µn(x) + Cn(x)Z; θ) = g∗n(f ; θ)} is countable, it follows that

for almost every θ and Z the function x 7→ {g(µn(x) + Cn(x)Z; θ − g∗n(f ; θ)}+ is

continuous on X′ and differentiable on all X′, except maybe on a countable subset.

Using this, along with conditions 1 and 2, and Theorem 1 in L’Ecuyer (1990), the

desired result follows.

We note that, if one imposes the stronger condition E[η(θ, Z)2] < ∞, then γ

has finite second moment, and thus this unbiased estimator of ∇EIUU(x) can be

used within stochastic gradient ascent to find a stationary point of EIUU (Bottou,

1998).

D.2 Computation of EIUU and its Gradient when U is

Linear

In this section we formally state and prove Propositions 2 and 3.

Proposition D.2. Suppose that g(y; θ) = θ⊤y for all θ ∈ Θ and y ∈ Rk. Then,

EIUU(x) = En

[
∆n(x; θ)Φ

(
∆n(x; θ)

σn(x; θ)

)
+ σn(x; θ)φ

(
∆n(x; θ)

σn(x; θ)

)]
where the expectation is over θ, ∆n(x; θ) = θ⊤µn(x) − g∗n(f ; θ), σn(x; θ) =√

θ⊤Kn(x)θ, and φ and Φ are the standard normal probability density function

and cumulative distribution function, respectively.

Proof. Note that

EIUU(x) = En

[
En

[{
θ⊤h(x)− g∗n(f ; θ)

}
+
| θ
]]

.
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Thus, it suffices to show that

En

[{
θ⊤h(x)− g∗n(f ; θ)

}
+
| θ
]
= ∆n(x; θ)Φ

(
∆n(x; θ)

σn(x; θ)

)
+ σn(x; θ)φ

(
∆n(x; θ)

σn(x; θ)

)
,

but this can be easily verified by noting that, conditioned on θ, the time-n posterior

distribution of θ⊤h(x) is normal with mean θ⊤µn(x) and variance θ⊤Kn(x)θ.

Proposition D.3. Suppose that g(y; θ) = θ⊤y for all θ ∈ Θ ⊂ Rk and y ∈ Rk, µn

and Kn are differentiable, and there exists a function η : Θ→ R satisfying

1.

∥∥∥∥(θ⊤∇µn(x)
)
Φ
(

∆n(x;θ)
σn(x;θ)

)
+

φ(∆n(x;θ)
σn(x;θ) )

2σn(x;θ)

∑m
i,j=1 θiθj∇Kn(x)i,j

∥∥∥∥ ≤ η(θ) for all

x ∈ X and θ ∈ Θ.

2. E[η(θ)] <∞.

Then, EIUU is differentiable and its gradient is given by

∇EIUU(x) = En

(θ⊤∇µn(x)
)
Φ

(
∆n(x; θ)

σn(x; θ)

)
+

φ
(

∆n(x;θ)
σn(x;θ)

)
2σn(x; θ)

m∑
i,j=1

θiθj∇Kn(x)i,j

 .

Proof. Recall that

En

[{
θ⊤h(x)− g∗n(f ; θ)

}
+
| θ
]
= ∆n(x; θ)Φ

(
∆n(x; θ)

σn(x; θ)

)
+ σn(x; θ)φ

(
∆n(x; θ)

σn(x; θ)

)
.

Moreover, standard calculations show that

∇
[
∆n(x; θ)Φ

(
∆n(x; θ)

σn(x; θ)

)]
=
(
θ⊤∇µn(x)

)
Φ

(
∆n(x; θ)

σn(x; θ)

)
+∆n(x; θ)φ

(
∆n(x; θ)

σn(x; θ)

)
∇∆n(x; θ)

σn(x; θ)
,

and

∇
[
σn(x; θ)φ

(
∆n(x; θ)

σn(x; θ)

)]
=

φ
(

∆n(x;θ)
σn(x;θ)

)
2σn(x; θ)

m∑
i,j=1

θiθj∇Kn(x)i,j + σn(x; θ)

[
−∆n(x; θ)

σn(x; θ)
φ

(
∆n(x; θ)

σn(x; θ)

)
∇∆n(x; θ)

σn(x; θ)

]

=
φ
(

∆n(x;θ)
σn(x;θ)

)
2σn(x; θ)

m∑
i,j=1

θiθj∇Kn(x)i,j −∆n(x; θ)φ

(
∆n(x; θ)

σn(x; θ)

)
∇∆n(x; θ)

σn(x; θ)
.
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Thus, En

[{
θ⊤h(x)− g∗n(f ; θ)

}
+
| θ
]
is a differentiable function of x, and its gra-

dient is given by

∇En

[{
θ⊤h(x)− g∗n(f ; θ)

}
+
| θ
]
=
(
θ⊤∇µn(x)

)
Φ

(
∆n(x; θ)

σn(x; θ)

)
+
φ
(

∆n(x;θ)
σn(x;θ)

)
2σn(x; θ)

m∑
i,j=1

θiθj∇Kn(x)i,j.

From conditions 1 and 2, and theorem 16.8 in Billingsley (1995), it follows that

EIUU is differentiable and its gradient is given by

∇EIUU(x) = En

[
∇En

[{
θ⊤h(x)− g∗n(f ; θ)

}
+
| θ
]]

i.e.,

∇EIUU(x) = En

(θ⊤∇µn(x)
)
Φ

(
∆n(x; θ)

σn(x; θ)

)
+

φ
(

∆n(x;θ)
σn(x;θ)

)
2σn(x; θ)

m∑
i,j=1

θiθj∇Kn(x)i,j

 .

We end by noting that if Θ is compact and µn and Kn are both continuously

differentiable, then

(θ, x)→

∥∥∥∥∥∥(θ⊤∇µn(x)
)
Φ

(
∆n(x; θ)

σn(x; θ)

)
+

φ
(

∆n(x;θ)
σn(x;θ)

)
2σn(x; θ)

m∑
i,j=1

θiθj∇Kn(x)i,j

∥∥∥∥∥∥
is continuous and thus attains its maximum value on Θ×X (recall that X is compact

as well). Thus, in this case conditions 1 and 2 are satisfied by the constant function

η ≡ max
(θ,x)∈Θ×X

∥∥∥∥∥∥(θ⊤∇µn(x)
)
Φ

(
∆n(x; θ)

σn(x; θ)

)
+

φ
(

∆n(x;θ)
σn(x;θ)

)
2σn(x; θ)

m∑
i,j=1

θiθj∇Kn(x)i,j

∥∥∥∥∥∥ .

D.3 Thompson Sampling under Utility Uncertainty)

Thompson sampling under utility uncertainty (TSUU) generalizes the well-known

Thompson sampling method (Thompson, 1933) to our setting. TSUU works as
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follows. It first samples θ from its posterior distribution. Then, it samples h from

its Gaussian process posterior distribution. The point at which it evaluates h next

is the one that maximizes g(h(x); θ) for the samples of h and θ. This contrasts

with the point-estimate approach in that it samples θ from its posterior rather

than simply setting it equal to a point estimate. For example, if we implemented

this point-estimate approach using standard Thompson sampling, we would sample

only h from its posterior and then optimize g(h(x); θ̂) where θ̂ is a point estimate,

such as the maximum a posteriori estimate. TSUU can induce substantially more

exploration than this more classical approach.

TSUU can be implemented by sampling h(x) over a grid of points if x is low-

dimensional. It can also be implemented for higher-dimensional x by optimizing h

with a method for continuous nonlinear optimization (like CMA, Hansen (2016)),

lazily sampling from the posterior on h each new point that CMA wants to evaluate,

conditioning on previous real and sampled evaluations. We use the latter approach

in our numerical experiments.

D.4 Exploration and Exploitation Trade-Off

One of the key properties of the classical expected improvement acquisition func-

tion is that it is increasing with respect to both the posterior mean and variance.

This means that it prefers to sample points that are either promising with respect

to our current knowledge or are still highly uncertain, an appealing property for

a sampling policy aiming to balance exploitation and exploration. The following

result shows that, under certain conditions, the EIUU sampling policy satisfies an

analogous property.
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Proposition D.4. Suppose that for every θ ∈ Θ g(·; θ) is convex and non-

decreasing. Also suppose x, x′ ∈ X are such that µn(x) ≥ µn(x
′) and Kn(x) ≳

Kn(x
′), where the first inequality is coordinate-wise and ≳ denotes the partial or-

der defined by the cone of positive semi-definite matrices. Then,

EIUUn(x) ≥ EIUUn(x
′).

Proof. Since Kn(x) ≳ Kn(x
′), we have that h(x)

d
= h(x′) + (µn(x)− µn(x

′)) +W ,

where W is a k-variate normal random vector with zero mean and covariance

matrix Kn(x)−Kn(x
′) independent of h(x′). Thus,

En

[
{g(h(x); θ)− g∗n(f ; θ)}+ | θ

]
= En

[
{g(h(x′) + (µn(x)− µn(x

′)) +W ; θ)− g∗n(f ; θ)}+ | θ
]

≥ En

[
{g(h(x′) +W ; θ)− g∗n(f ; θ)}+ | θ

]
= En

[
En

[
{g(h(x′) +W ; θ)− g∗n(f ; θ)}+ | θ, h(x

′)
]]

≥ En

[
{g(h(x′); θ)− g∗n(f ; θ)}+ | θ

]
,

where the first and second inequalities follow from the fact that the function y 7→

{g(y; θ)− g∗n(f ; θ)}+ is increasing and convex, respectively, along with Jensen’s

inequality. Finally, taking expectations with respect to θ yields the desired result.

This result implies, for example, that for linear utility functions, the EIUU

sampling policy exhibits the behavior described above. We also note, however,

that most utility functions used in practice are concave instead of convex.
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D.5 Synthetic Test Functions Definitions

D.5.1 DTLZ1a

A general form of this test function was first introduced in Deb et al. (2005). The

version we use was defined in Knowles (2006). It is defined over X = [0, 1]6, and

has k = 2 attributes given by

f1(x) = −0.5x1 ((1 + g(x))

f2(x) = −0.5(1− x1) ((1 + g(x)) ,

where

g(x) = 100

(
5 +

6∑
i=2

[
(xi − 0.5)2 − cos (2π(xi − 0.5))

])
.

The Pareto optimal set of designs consists of those such that xi = 0.5, i = 2, . . . , 6,

and x1 may take any value in [0, 1]. The Pareto front is a segment of the hyperplane

y1 + y2 = −0.5.

D.5.2 DTLZ2

This function was first introduced in a general form in Deb et al. (2005). In our

experiment, we use a concrete version of it with k = 4 attributes defined over
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X = [0, 1]5. The attributes are

f1(x) = − (1 + g(x))
3∏

i=1

cos
(π
2
xi

)
f2(x) = −(1 + g(x))

(
2∏

i=1

cos
(π
2
xi

))
sin
(π
2
x3

)
,

f3(x) = −(1 + g(x)) cos
(π
2
x1

)
sin
(π
2
x2

)
,

f4(x) = −(1 + g(x)) sin
(π
2
x1

)
,

where

g(x) =
5∑

i=4

(xi − 0.5).

.

D.5.3 VLMOP3

This test function first appeared in Van Veldhuizen and Lamont (1999). It is

defined over X = [−3, 3]2 and has k = 3 attributes given by

f1(x) = −0.5(x2
1 + x2

2)− sin(x2
1 + x2

2),

f2(x) = −
(3x1 − 2x2 + 4)2

8
− (x1 − x2 + 1)2

27
− 15,

f3(x) = −
1

x2
1 + x2

2 + 1
+ 1.1 exp

(
−x2

1 − x2
2

)
.
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APPENDIX E

APPENDIX TO CHAPTER 7

E.1 Details on Acquisition Functions

E.1.1 Implementation of qNEIUU

Here we describe our approach to compute and optimize the qNEIUU acquisition

function. Succinctly, we follow the approach of Balandat et al. (2020), which re-

places the original acquisition function optimization problem with a sample average

approximation (SAA). The samples used within this SAA are obtained by applying

the reparameterization trick (Wilson et al., 2018b) to the posterior distributions on

f and g. The approximate computation of EIUU used within SAA is summarized

in Algorithm 7. This is implemented in BoTorch (Balandat et al., 2020), and uses

Ng = 8 samples from g samples and Nf = 32 samples from f . As is standard for

BoTorch AFs, we use quasi-Monte Carlo samples obtained via scrambled Sobol’

sequences (Owen, 1998). Optimization is performed via L-BFGS-B.

E.1.2 Monte Carlo BALD

We leverage a novel MC implementation of BALD (Houlsby et al., 2011) that allows

us to reparameterize the optimization of BALD in the design, rather than outcome

space by propagating samples from f(x) through g into in our acquisition func-

tion. The computation of this acquisition function is summarized in Algorithm 8.

Here, Φ is the standard normal CDF and Hb is the binary entropy function. This
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Algorithm 7 Computation of qNEIUU

Require: X, a batch of q design points to evaluate (a q × d matrix);
Xobs, the set of n previously observed, potentially noisily observed points

(a n× d matrix);
f , a probabilistic surrogate model fitted on the experimental data D with

k outcomes;
g, a probabilistic preference model fitted on preference feedback dataset

P ;
Nf , Ng, the number of MC samples from f and g;

1: [Ỹ , Ỹobs]← Draw Nf samples fromf([x, xobs])
# Ỹ is a tensor of size Nf × q × k
# Ỹobs is a tensor of size Nf × p× k

2: [Ũ , Ũobs]← Draw Ng samples from g([Ỹ , Ỹobs])
# Ũ is a tensor of size Ng ×Nf × q
# Ũobs is a tensor of size Ng ×Nf × p

3: U∗
i,j ← maxℓ=1,...,q Ũi,j,ℓ

4: U∗
obs i,j ← maxℓ=1,...,n Ũobs i,j,ℓ

5: ∆i,j := {U∗
i,j − U∗

obs i,j}+
6: qNEIUU ← 1

NgNf

∑
i=1:Ng

∑
j=1:Nf

∆i,j

7: return qNEIUU

acquisition function is optimized via the standard BoTorch approach described in

the previous subsection.

Algorithm 8 MC-BALD with Y search space

Require: y1, y2, a pair of comparison design points to evaluate;
g, a probabilistic preference model
NMC , the number of MC samples;

1: µ, σ2 ← mean and var of g(y1)− g(y2)
2: zposterior ← Φ( µ√

σ2+1
)

3: hposterior ← Hb(zposterior)
4: s← Draw NMC samples from N(µ, σ2)
5: zsamples ← Φ(s)
6: hconditional ← Hb(zsamples).mean()
7: return hposterior − hconditional
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E.1.3 Uniform Sampling Over Y0

For the Uniform Random baseline, we need to empirically determine the bounds of

each outcome. To do so, we first sample a large number of random points (108 in

this case) in X ∈ X, and obtain an empirical sample of Y = h(X) by evaluating the

test response function. Then we are able to identify the empirical lower and upper

of h in Y, denoted as Ymin and Ymax respectively. Finally, we scale (up or down

depending on its sign and whether it’s lower or upper bound) Ymin and Ymax by

10% (or 20% if one side of the bound is 0) to include additional potential boundary

values that are not captured by our sampling scheme. This provides a generous

uniform prior over the achievable set when used as a baselines in our experiments.

E.2 Proofs of Theoretical Results

All probabilities and expectations in this section are with respect to the posterior

distribution on g given m DM queries. Previously we used the notation Em, but

here we drop the subindex m for brevity.

E.2.1 Proof of Theorem 1

Theorem E.1. Suppose that Y is compact, µg
m(y) and Kg

m(y, y) are continuous

functions of y, and λ = 0. Then,

argmax
y1,y2∈Y

EUBO(y1, y2) ⊆ argmax
y1,y2∈Rk

V (y1, y2), (E.1)

and the left-hand side is non-empty.
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Proof. We first observe that the left-hand side is non-empty since Y is compact

and EUBO is continuous. Continuity of EUBO follows directly from the continuity

of µg
m and Kg

m along with (E.5) (note that ∆Φ(∆/σ) + σφ(∆/σ) is continuous at

σ = 0).

Recall that

V (y1, y2) = E

[
max
y∈Y

E [g(y) | (y1, y2, r(y1, y2))]−max
y∈Y

E[g(y)]

]
.

Since maxy∈Y E[g(y)] does not depend on (y1, y2), we have

argmax
y1,y2∈Rk

V (y1, y2) = argmax
y1,y2∈Rk

W (y1, y2),

where

W (y1, y2) = E

[
max
y∈Y

E [g(y) | (y1, y2, r(y1, y2))]
]
.

Thus, it suffices to show that

argmax
y1,y2∈Y

EUBO(y1, y2) ⊆ argmax
y1,y2∈Rk

W (y1, y2). (E.2)

To show (E.2), we rely on an idea from Viappiani and Boutilier (2010). For

i ∈ {1, 2} let

y∗(y1, y2, i) ∈ argmax
y∈Y

E [g(y) | (y1, y2, i)] .

Below, we show that

EUBO(y∗(y1, y2, 1), y
∗(y1, y2, 2)) ≥ W (y1, y2). (E.3)

For generic y1, y2, we also have

EUBO(y1, y2) ≤ W (y1, y2) (E.4)

because the right-hand side is bounded below by replacing maxy E [g(y) | (y1, y2, r(y1, y2))]

by E[g(yr(y1,y2)) | (y1, y2, r(y1, y2))] in the definition of W , i.e., by using the item
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that the DM selected in the query as our estimate of the item that the DM most

prefers.

With these inequalities established, let (y1, y2) be in the right-hand side of

(E.2). Suppose for contradiction that (y1, y2) is not in the left-hand side of (E.2).

Then there must be some (ỹ1, ỹ2) such that W (ỹ1, ỹ2) > W (y1, y2).

Let ỹ∗i = y∗(ỹ1, ỹ2, i) for i = 1, 2. We have

EUBO(ỹ∗1, ỹ
∗
2) ≥ W (ỹ1, ỹ2)

> W (y1, y2)

≥ EUBO(y1, y2)

≥ EUBO(ỹ∗1, ỹ
∗
2).

The first inequality is due to (E.3), which we show below. The second is due to

our supposition for contradiction that (ỹ1, ỹ2) had a strictly larger value of W than

(y1, y2). The third is due to (E.4). The fourth is because (y1, y2) was chosen to

maximize EUBO over Y× Y and because ỹ∗i ∈ Y for both i = 1, 2.

This is a contradiction. Thus, it must be that (y1, y2) is also in the left-hand

side of (E.2).

It now remains to show that (E.3) holds. To this end, let y∗i = y∗(y1, y2, i).

Observe that

W (y1, y2) =
∑
i

P(r(y1, y2) = i)E[g(y∗i )|(y1, y2, i)]
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and g(y∗i ) ≤ max{g(y∗1), g(y∗2)} for both i = 1, 2. Thus,

W (y1, y2) =
∑
i

P(r(y1, y2) = i)E[g(y∗i )|(y1, y2, i)]

≤
∑
i

P(r(y1, y2) = i)E[max{g(y∗1), g(y∗2)}|(y1, y2, i)]

= E[max{g(y∗1), g(y∗2)}]

= EUBO(y∗1, y
∗
2).

E.2.2 Proof of Theorem 2

Here we prove Theorem 2. First we introduce additional notation and prove several

auxiliary lemmas.

Definition E.1. We define

EUBOλ(y1, y2) = E[g(yr(y1,y2))],

where r(y1, y2) is a random variable whose conditional distribution given g(y1) and

g(y2) is given by

P(r(y1, y2) = 1 | g(y1), g(y2)) = Φ

(
g(y1)− g(y2)√

2λ

)
,

and P(r(y1, y2) = 2 | g(y1), g(y2)) = 1−P(r(y1, y2) = 1 | g(y1), g(y2)).

Similarly, we also define

Vλ(y1, y2) = E

[
max
y∈Y

E [g(y) | (y1, y2, r(y1, y2))]−max
y∈Y

E[g(y)]

]
,

and

Wλ(y1, y2) = E

[
max
y∈Y

E[g(y) | (y1, y2, r(y1, y2))]
]
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The above definitions generalize the definitions of EUBO, V , and W to the

case where the DM’s responses are corrupted by probit noise.

The following inequality is key in our proof of Theorem 2.

Lemma E.1. For any fixed r1, r2 ∈ R and λ > 0,

Φ

(
r1 − r2√

2λ

)
r1 + Φ

(
r2 − r1√

2λ

)
r2 ≥ max{r1, r2} − λC,

where C = e−1/2/
√
2.

Proof. Without loss of generality we may assume that r1 ≥ r2. Then, we want to

prove that

Φ

(
r1 − r2√

2λ

)
r1 + Φ

(
r2 − r1√

2λ

)
r2 ≥ r1 − λC,

By recalling that Φ(t) = 1 − Φ(−t) for any t ∈ R, the inequality above can be

further rewritten as

Φ

(
r1 − r2√

2λ

)
r1 +

[
1− Φ

(
r1 − r2√

2λ

)]
r2 ≥ r1 − λC.

Arranging terms and letting s = (r1−r2)/
√
2λ, we obtain the equivalent inequality

C√
2
≥ s [1− Φ(s)] .

Thus, it suffices to show that the above inequality holds for any s ≥ 0. To this

end, recall that

Φ(s) =
1

2

[
1 + erf

(s
2

)]
,

where erf is the Gauss error function. Thus, the above inequality is equivalent to

C√
2
≥ s

2
erfc

(s
2

)
,

where erfc = 1 − erf is the complementary Gaussian error function. Using the

well-known inequality e−t2 ≥ erfc(t), which is valid for all t > 0 (see, e.g., Chang
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et al. (2011)), it suffices to show that

C√
2
≥ s

2
e−

s2

2 ;

i.e.,

1

2
e−

1
2 ≥ s

2
e−

s2

2 .

The above inequality can be easily verified by noting that the right-hand side

reaches its maximum value at s = 1.

The following result shows that the expected utility of a DM expressing re-

sponses corrupted by probit noise with parameter λ is close to that of a DM

expressing noiseless responses.

Lemma E.2. The following inequality holds for any y1, y2 ∈ Y and λ > 0:

EUBOλ(y1, y2) ≥ EUBO0(y1, y2)− λC,

where C is defined like in Lemma E.1.

Proof. Note that

E[g(yr(y1,y2)) | g(y1), g(y2)] = Φ

(
g(y1)− g(y2)√

2λ

)
g(y1)+

Φ

(
g(y2)− g(y1)√

2λ

)
g(y2).

Hence, from Lemma E.1 it follows that

E[g(yr(y1,y2)) | g(y1), g(y2)] ≥ max{g(y1), g(y2)} − λC.

The desired result can now be obtained by taking expectations over g(y1) and g(y2)

on both sides of the above inequality.

Our last lemma simply shows that the function Wλ dominates EUBOλ for any

λ > 0.
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Lemma E.3. The following inequality holds for any y1, y2 ∈ Y and λ > 0:

Wλ(y1, y2) ≥ EUBOλ(y1, y2).

Proof. We have

Wλ(y1, y2) = E

[
max
y∈Y

E[g(y) | r(y1, y2)]
]

≥ E
[
E[g(yr(y1,y2)) | r(y1, y2)]

]
= E[g(yr(y1,y2))]

= EUBOλ(y1, y2).

We are now in position to prove Theorem 2.

Theorem E.2. Let (y∗1, y
∗
2) ∈ argmaxy∈Y EUBO(y1, y2). Then,

Vλ(y
∗
1, y

∗
2) ≥ max

y1,y2∈Y
V0(y1, y2)− λC,

where C is defined like in Lemma E.1.

Proof. We have

Wλ(y
∗
1, y

∗
2) ≥ EUBOλ(y

∗
1, y

∗
2)

≥ EUBO0(y
∗
1, y

∗
2)− λC

= max
y∈Y

EUBO0(y1, y2)− λC

= max
y∈Y

W0(y1, y2)− λC,

where the first line follows from Lemma E.3, the second line follows from

Lemma E.2, the third line follows from the definition of (y∗1, y
∗
2), and the fourth line

follows from Theorem E.1. The desired result can now be obtained by subtracting

maxy∈Y E[g(y)] from both sides of the inequality.
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Closed Form Expression of EUBO Under a Gaussian Posterior

To compute EUBO in closed form, recall that µg
m and Kg

m are the mean and

posterior covariance of the approximate GP posterior after m queries. We rewrite

EUBO as

EUBO(y1, y2) = E[{g(y1)− g(y2)}+ + g(y2)]

= E[{g(y1)− g(y2)}+] + µg
m(y2).

Now let ∆(y1, y2) and σ2(y1, y2) be the mean and variance of g(y1)− g(y2):

∆(y1, y2) = E[g(y1)− g(y2)] = µg
m(y1)− µg

m(y2)

and

σ2(y1, y2) = Var[g(y1)− g(y2)]

= Kg
m(y1, y1) +Kg

m(y2, y2)− 2Kg
m(y1, y2).

Using the standard formula for the expectation of the positive part of a normal

random variable with a given mean and variance, and dropping y1, y2 from the

arguments to ∆ and σ for brevity, we get

E[{g(y1)− g(y2)}+] = ∆Φ

(
∆

σ

)
+ σφ

(
∆

σ

)
,

and thus

EUBO(y1, y2) = ∆Φ

(
∆

σ

)
+ σφ

(
∆

σ

)
+ µg

m(y2), (E.5)

where φ and Φ are the standard normal PDF and CDF, respectively.
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E.3 Simulation Design and Implementation Details

E.3.1 Choice of Batch Sizes and Number of DM Queries

Our simulation experiments are configured to mimic aspects of real-world experi-

ments in which DMs may wish to perform Bayesian optimization using preference

models. To do this, we rely on pilot studies related to early versions of the PE

strategies developed in this work. Participants in the pilots were data scientists

and ML engineers at Meta who routinely used Bayesian optimization to tune rec-

ommender system ranking policies. Standard A/B tests consider a large number

of number of initial design points that are on the order of 3-5x the number of

input dimensions, which motivates the initial batch sizes used in our simulation

experiments. Subsequent experiments tend to use approximately half the number

of points. To decide on what a sensible number of preference queries would be,

we analyzed data from the pilot study to find that participants spent on average

7.8-12.7 seconds to perform pairwise comparisons between between problems with

fairly large numbers of outputs (see Table E.1). Based on this, we would estimate

that it would conservatively take DMs around 15 minutes to perform 75 compar-

isons, or 5 minutes per PE stage if split across three rounds of experimentation.

Finally, we observed that the empirical error rate was approximately 10%, and so

we used this value for our DM noise model in the MT.
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Pilot d k Response mean (s) Response sd (s)

1 11 9 10.7 5.7
2 8 9 7.8 3.0
3 4 4 8.6 6.0
4 8 6 12.7 8.1
5 8 6 8.8 7.2

Table E.1: Summary statistics of input dimensionality (d), number of outcomes
(k), and response times of data scientists in seconds to pairwise preference learning
comparisons from pilot five studies.

E.4 Additional Simulation Results

E.4.1 Additional Test Problems

We consider additional simulation environments here. There are four outcome

and utility function combinations presented in the main paper and additional four

in the supplementary material, totalling eight simulation environments. These

include surrogates of real-world simulators (Vehicle Safety and Car Cab Design)

and widely used synthetic functions (OSY and DTLZ2), alongside various utility

functions. These test problems have 5-8 input dimensions (d), and 4-9 outcomes

(k). Table E.3 shows the full list of simulation environments we used in this paper.

Section E.5 describe those outcome and utility in detail.

E.4.2 Identifying High-Utility Designs with Preference Ex-

ploration

Figure E.1 Shows the experiment results for identifying high-utility designs with

PE for all suite of test problems. While most results hold similar to what we ob-
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serve in the main text, EUBO-ζ and EUBO-h̃ are performing dramatically better

compared to other methods in the OSY with exponential function sum with sig-

moid constraints problem. This is possibly because of the unique characteristic of

this problem where many points in Y are violating the constraints and result in

near-zero values. Comparing those near-zero utility values, while potentially help-

ful for learning the shape of utility functions within the achievable region, is not

necessarily contributing much to the identification of the maximizer of g(h(X)).
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Figure E.1: Simulation results for identifying high-utility designs with PE for all
suite of test problems. Plotted are values of the maximum posterior predictive
mean after a given number of pairwise comparisons during the first stage of pref-
erence exploration.

E.4.3 Multiple Preference Exploration Stages Stages

BOPE with multiple stages for additional test problems are plotted in Figure E.2.

Figure E.2 shows the results of BOPE with multiple PE stages, and the results

largely align what we observe in the main text where EUBO-ζ and EUBO-h̃ con-

sistently performing well across all problems.
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Figure E.2: BOPE performance with multiple PE stages for all benchmark prob-
lems. “True Utility”, the grey line on each plot, represents an approximate upper
bound on the performance achievable via Bayesian optimization with a known util-
ity function, blue and orange show our proposed methods, and other lines show
competing baseline methods. The top row includes outcome and utility functions
whose maximum utility achieved are plotted in the main paper in Figure 7.3 and
the bottom row shows maximum utility achieved for the additional set of outcome
and utility functions.

E.4.4 Single Preference Exploration Stage

Figure E.3 directly shows the differences in final outcomes achieved by each method

by comparing these two PE schemes. In addition to the insights from the main

text, one can also see that PE AFs that perform search of Y0, rather than based on

the posterior of f , tend to perform much better when all learning occurs upfront.

This makes intuitive sense, since Y0 is agnostic to any additional updated surrogate

models fn collected throughout the experimentation process.

Finally, Figure E.4 shows the full optimization trajectory for the single PE

stage case. From these plots it is apparent that PBO-based strategies make little

progress in the optimization goal after the second stage.
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Figure E.3: Maximum utility achieved after the last batch for BOPE with single
PE stage and multiple PE stages for all benchmark problems.

E.4.5 Probit Comparison Noise

In all simulation studies we have presented so far, we have been considering a

constant 10% error rate. However, it is plausible that DMs may make errors in

ways that vary with the utilities. Here, we consider the case where DMs are more

likely to make mistakes when utilities have similar values, and study the behavior

of the optimization strategies when such noise is present.

Concretely, we use the probit likelihood with noise level λ > 0 introduced in

Section 7.3.2. Thus, when the DM is presented with a query (y1, y2), y1 is chosen

with probability Φ
(

g(y1)−g(y2)√
2λ

)
and y2 is chosen with probability 1−Φ

(
g(y1)−g(y2)√

2λ

)
.

For each experiment we set λ so that the DM makes a comparison error with

probability 0.1 on average when presented with queries constituted by outcomes of

designs that are in the top decile of g(h(X)). Table E.2 shows the average empirical

comparison error rates observed under such probit noises.

Figure E.5 shows optimization performance for BOPE with multiple PE stages

for the four test problems presented in the main text using EUBO-h̃, EUBO-ζ,

BALD-h̃, PBO TS, and PBO EUBO. Similar to what we observe in the main text,
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EUBO-ζ and EUBO-h̃ perform the same or better than all other PE and PBO

baselines considered.
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Figure E.4: BOPE with a single PE stage full optimization trajectory for all bench-
mark problems.
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Figure E.5: BOPE with multiple PE stages under probit comparison noise.

Test Problem BALD-h̃ EUBO-h̃ EUBO-ζ PBO EUBO PBO TS

Vehicle safety, product of Kumaraswamy CDFs 12.8% 5.1% 10.0% 7.9% 7.8%
DTLZ2, L1 distance 3.0% 7.0% 6.9% 9.1% 4.1%
OSY, piece-wise linear 11.3% 14.0% 20.1% 15.8% 8.0%
Car cab design, piece-wise linear 12.1% 8.5% 17.9% 10.2% 7.3%

Table E.2: Empirical comparison error rate under probit noise levels considered in
this subsection.
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E.5 Outcome and Utility Functions

In this section, we describe all outcome and utility functions used in our simulation

studies.

E.5.1 Outcome Functions

DLTZ2

DTLZ2 function was first introduced by Deb et al. (2005), allowing for arbitrary

input dimension d and output dimension k subject to d > k. X = [0, 1]d. For a

DLTZ2 function f with k-dimensional output, we have:

m = d− k + 1

g(x) =
d−1∑
i=m

(xi − 0.5)2

fj(x) = −(1 + g(x))

(
k−j−1∏
i=1

cos
(π
2
xi

))
·

⊮j>1 sin
(π
2
xk−j−1

)

Vehicle Safety

This a test problem for optimizing vehicle crash-worthiness with d = 5 and k = 3.

X = [1, 3]5. We refer the readers to Tanabe and Ishibuchi (2020); Liao et al.

(2008) for details on function definition. During the simulation, we normalize each

component of f to lie between 0 and 1.
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Car Cab Design

We refer the readers to Deb and Jain (2013); Tanabe and Ishibuchi (2020) for de-

tails. Note that in the original problem, there are stochastic components which we

exclude in the experiments to obtain deterministic ground-truth outcome function.

During the simulation, we normalize each dimension of f to between 0 and 1.

OSY

We adapted the constrained optimization OSY problem (Osyczka and Kundu,

1995) into a multi-objective problem by treating all constraints as objectives. We

additionally flipped the signs of the two objectives of OSY such that all outputs

are intended to be maximized. This adaptation makes OSY to be an outcome

function with 6-dimensional inputs and 8-dimensional outputs.

E.5.2 Utility Functions

We consider several utility functions to capture several types of ways in which DMs

may weigh the observed objective values. For all outcome functions, we consider

piece-wise linear functions to represent constraint-like behavior and decreasing

marginal returns. We then designed four separate utility functions by taking the

characteristics of each individual test outcome function. Here we describe them in

detail.
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Piecewise Linear Function

We performed experiments on all test outcome functions using piece-wise linear

functions as their shapes correspond to real-world diminishing marginal returns

on outcomes and sharp declines in utility once constraints are violated. For a

k-dimensional input vector y, this utility function g is defined as

g(y; β1, β2, t) =
k∑

i=1

hi (yi)

where

hi (yi) =


β1,i · yi + (β2,i − β1,i)ti yi < ti

β2,i · yi yi ≥ ti

For DTLZ2 (d=8, k=4) problem, we set

β1 = [4, 3, 2, 1]

β2 = [0.4, 0.3, 0.2, 0.1]

t = [1, 1, 1, 1].

For vehicle safety problem, we set

β1 = [2, 6, 8]

β2 = [1, 2, 2]

t = [0.5, 0.8, 0.8].

For the car cab design problem, we set

β1 = [7.0, 6.75, 6.5, 6.25, 6.0, 5.75, 5.5, 5.25, 5.0]

β2 = [0.5, 0.4, 0.375, 0.35, 0.325, 0.3, 0.275, 0.25, 0.225]

t = [0.55, 0.54, 0.53, 0.52, 0.51, 0.5, 0.49, 0.48, 0.47]
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and the threshold parameter ti = 0.75 for all i.

For the OSY problem, we set

β1 = [0.02, 0.2, 10, 10, 10, 10, 10, 10]

β2 = [0.01, 0.1, 0.1, 0.1, 0.1, 0.1, 0.1, 0.1]

t = [1000,−100, 0, 0, 0, 0, 0, 0].

Linear Function

For the car cab design problem, we experiment with a linear utility function. For

a k-dimensional outcomes vector y, this utility function g is defined as

g(y; β) = βTy

Specifically, we set

β = [2.25, 2, 1.75, 1.5, 1.25, 1, 0.75, 0.5, 0.25].

Product of Kumaraswamy Distribution CDFs

Prior work on preference learning has utilized the Beta CDF to form utility func-

tions (Dewancker et al., 2016). The Beta CDF provides a convenient, bounded

monotonic transform that smoothly varies between increasing and decreasing

marginal gains with respect to their inputs. In this work, we utilize the Ku-

maraswamy CDF (Kumaraswamy, 1980; Jones, 2009), which behaves much like

the Beta CDF, but is differentiable. This allows us to optimize qNEIUU via gra-

dient ascent using the true utility function in Section 7.5. For the vehicle safety

problem, we experiment with the product of Kumaraswamy distribution CDFs as
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its utility function, representing that we wish to simultaneously achieve high utility

values along each individual dimension without sacrificing much on others. For a

k-dimensional input vector y, this utility function g is defined as

g(y; a,b) =
k∏

i=1

Fi (yi) ,

where Fi(·) is the CDF of a Kumaraswamy distribution with shape parameters ai

and bi.

Specifically, we set

a = [0.5, 1, 1.5]

b = [1, 2, 3].

L1 Distance

For the DTLZ2 problem, we additionally test a utility function using negative L1

distance from a Pareto-optimal point. This choice of utility function mimics the

scenario where the DM wish to keep the outcomes close to a specific desirable state

such as physiological measurements in medical applications.

For the DTLZ2 problem, we choose the Pareto-optimal point to be yPO =

DTLZ2(xPO) where xPO
i = 0.5 for all i.

Exponential Function Sum with Sigmoid Constraints

The OSY problem is originally a constrained optimization problem and we wish

design an utility function that can reflect this nature of this problem.
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For a k-dimensional outcomes vector y, we recall that the first two dimensions

y1 and y2 are objectives we wish to maximize and in the original OSY problems,

the remaining six constraints y3..8 need to be kept positive. To reflect these goals,

we first normalize the outputs of y1 and y2 to be between 0 and 1 using min-max

normalization. Given an outcome vector y, the utility function is then given by

g(y) = (exp(y1) + exp(y2))
8∏

j=3

S

(
50yj

min{−ymin
j , ymax

j }

)

where S is the sigmoid function; ymin
j and ymax

j are empirically determined lower

and upper bound of yj.

Outcome function Utility function d k Reference

Vehicle safety
Piecewise linear function

5 3
Liao et al. (2008)

Product of Kumaraswamy distribution CDFs Tanabe and Ishibuchi (2020)

DTLZ2
Piecewise linear function

8 4
L1 distance from Pareto-optimal point Molga and Smutnicki (2005)

OSY
Piecewise linear function

6 8
Exponential function sum with sigmoid constraints Osyczka and Kundu (1995)

Car cab design
Piecewise linear function

7 9
Deb and Jain (2013)

Linear function Tanabe and Ishibuchi (2020)

Table E.3: Complete list of outcome and utility function combinations. d and k
refers to input and output dimension of the test outcome function respectively.
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