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Advancements in genome sequencing technology and the development of pow-

erful evolutionary simulations have brought exciting new ideas to the forefront

of population genetic research, spanning both theoretical models and applica-

tions. Population genetics investigates how the patterns of genetic variation in

biological populations are shaped by various evolutionary processes, such as

natural selection, random genetic drift, and demographic events. One key goal

in population genetics is to develop and apply mathematical models that allow

us to interpret the distribution and temporal dynamics of genetic variants in a

population and to test evolutionary hypotheses. As population genomic data

becomes more widely available and detailed, the complexity of modeling has

also increased. In particular, there is a need to include much more realistic evo-

lutionary processes in our analyses. Since such processes are often difficult to

model mathematically, simulations have become an increasingly critical tool to

help us better understand the complicated interactions between such processes

and the signatures they are expected to produce in empirical genetic data.

In this thesis, I use extensive evolutionary simulations in concert with math-

ematical approaches to investigate the connection between population genetic

signatures and their underlying evolutionary processes. In Chapter 2, I first in-

vestigate a novel genetic mapping design called Bulk Segregant Analysis (BSA).

I derive an analytical solution to predict the genomic resolution at which the



causal variants associated with a selected trait in such experiments can be iden-

tified, and validate our results with simulations. In Chapter 3, I use simulations

of evolutionary scenarios with different models of natural selection to explore

the potential driving forces behind the observed signatures of positive selection

on the bam protein in Drosophila. These simulation results suggest a new model

to characterize the genetic interaction between bam and the endosymbiont bac-

terium Wolbachia pipientis, which could explain the signals of positive selection

observed at bam. In Chapter 4, I conduct a comprehensive demographic infer-

ence on the Drosophila melanogaster Global Diversity Lines (GDL) data set to test

different hypotheses about the demographic history of this species across five

continents. The result of this demographic inference can serve as a new null

model for the detection of positive selection in Drosophila melanogaster.
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CHAPTER 1

INTRODUCTION

1.1 Population Genetics

Population genetics is the study of the patterns and causes of genetic variabil-

ity in natural and experimental populations [19]. The development of high-

throughput sequencing technologies over the past two decades has enabled the

generation of vast amounts of genome sequencing data [74], which allows us

to characterize patterns of genetic variation in unprecedented detail. Today, we

can sequence thousands or even millions of individual genomes from humans

and other organisms. The resulting wealth of genomic data has facilitated crit-

ical advancements in population genetic research. For example, with the help

of sophisticated statistical and computational analyses, we can use such data to

link patterns of genetic variation at the population level to the processes creating

and maintaining such variation [131]. Population genomic studies can thereby

help us address a diverse array of important biological questions, ranging from

elucidating the processes underlying evolutionary dynamics to mapping the

genetic basis of phenotypic traits.

Evolutionary dynamics can involve various processes, such as mutation,

drift, selection, demographic events, recombination, biased gene conversion,

and meiotic drive. To quantify the resulting signatures these processes can leave

in population genomic data, we often rely on summary statistics such as genetic

diversity (π) [99], Tajima’s D [125], levels of linkage disequilibrium [12, 61, 116],

and the number of substitutions and polymorphisms at synonymous and non-

synonymous nucleotide sites [91]. However, different evolutionary forces can
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produce similar genetic signatures. Population bottlenecks and natural selec-

tion, for instance, can both induce a reduction of genetic diversity in a popula-

tion [38,39]. It is therefore important to incorporate stringent theoretical models

to disentangle the effects of the different driving forces underlying observed

genetic patterns. With more advanced sequencing technologies, we are able to

study much larger population samples, which empowers us to obtain a more

comprehensive and fine-grained picture of the evolutionary processes at play.

Not only can population genetic data help us better understand evolutionary

dynamics, we can also use it to identify genetic variants associated with partic-

ular phenotypic traits. Such efforts include genome-wide association studies

(GWAS) and genetic mapping experiments [141]. GWAS take advantage of a

large number of sequenced genomes collected from a genetically diverse popu-

lation. By measuring the phenotypic trait of interest for each sequenced individ-

ual, the genetic loci responsible for trait variation can be detected by regressing

genotype against phenotype. This can allow us to identify loci with a statis-

tically significant association with the phenotype [129]. In a genetic mapping

experiment, individuals of differing phenotypes are crossed, and the offspring

are sequenced and phenotyped [2, 95, 102, 103, 120]. Associations between indi-

vidual genotypes and the phenotype of interest can then be teased apart from

background noise via statistical analysis. The ability to produce abundant ge-

nomic data for such experiments has made genetic mapping approaches much

more powerful and practical.

Complementary to this “sequencing revolution”, the development of pow-

erful evolutionary simulations has become a second force in pushing the bound-

aries of modern population genetics. New simulation frameworks have be-

2



come an indispensable tool for understanding the population genetics of com-

plex evolutionary processes whose interactions cannot be predicted analyti-

cally [16,17]. Along with the increasing availability of population genomic data,

a widening collection of well-designed and customizable software packages has

been developed in recent years that can simulate evolutionary processes such as

mutation, recombination, natural selection and demography, and can also incor-

porate biologically realistic genetic models of phenotypic traits [60, 140]. These

simulations are typically used to generate “pseudo” genetic data under specific

scenarios that describe the evolutionary history of a population, which we can

then compare to the empirical observations or analytical predictions.

With the ability to generate practically “unlimited” amounts of genetic data,

simulations allow us to conduct many analyses that would not be feasible with

analytical approaches alone. For instance, we can test hypotheses about how

genetic variants might impact a phenotype by implementing different types of

genetic architecture for the phenotypic trait. We can simulate the evolution-

ary history of a population evolving under natural selection at multiple loci

and then manipulate its demography by including or excluding different de-

mographic events to investigate how such events might affect the genome both

individually and synergistically.

Not only can simulations reproduce the hypothetical evolution of natural

populations, but they can also be used to generate genetic data from theoretical

models. This can help us better understand the behaviors of such models and

to validate their predictions. For example, simulations based upon a particu-

lar theoretical framework could reveal patterns inconsistent with the empirical

data, which might then inspire the formulation of new theories. By manipulat-
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ing the complexity of our simulations, we can hone in on mathematical theories

that help us characterize specific genetic signatures and then use the simulations

to iteratively evaluate and refine these theories.

In this thesis, I present three orthogonally related projects that illustrate the

the power of combining large-scale population-level genomic data with sophis-

ticated evolutionary simulations. The first project will demonstrate how simu-

lations can foster the development of a mathematical model for Bulk Segregant

Analysis (BSA), a new genetic mapping approach based on deep sequencing of

populations that are first experimentally evolved and then artificially selected.

The second project will illustrate how detailed evolutionary simulations can

help us distinguish between potential driving forces that might underlie signals

of positive selection in the long-term evolution of the bam gene in Drosophila.

Finally, the third project will showcase how simulations can help us infer the

demographic history of a species from population-level genomic data.

1.2 Forward and Backward Evolutionary Simulations

There are two major categories of evolutionary simulation algorithms:

forward-in-time simulations (also known as individual-based simulations) and

backward-in-time simulations (also known as coalescent simulations) [5, 60,

140]. These algorithms differ in their implementation, capabilities, and com-

putational efficiencies, and are typically used to solve different types of prob-

lems. The forward-in-time approach is designed to start from an initial pop-

ulation and track its evolution over multiple generations using a specified ge-

netic model, potentially incorporating multiple evolutionary and demographic

4



processes. In theory, this approach is able to simulate evolutionary and de-

mographic scenarios of any complexity, including traits with complex ge-

netic architecture and sophisticated genotype-to-fitness maps. However, since

forward-in-time simulators keep track of every individual in the population

through time, they do require a significant amount of computational resources

and runtime.

In contrast to the forward-in-time approach, a coalescent simulator only

traces the history of an observed population sample backward in time. To do so,

it employs coalescent theory to construct the genealogy of a population sample

coalescing progressively back through time until reaching its most recent com-

mon ancestor. The probability of coalescence in this process is determined by

the characteristics and evolutionary history of the population sample. After the

coalescent tree has been generated, neutral mutations are added to the branches

following a mutational model specified by the user. The coalescent approach is

generally faster and requires much less memory compared to a forward-in-time

simulation since it only tracks the individuals in the genealogy of the sample.

However, it is also less flexible since it precludes the modeling of the complete

life history of each individual. As a result, a coalescent simulator is more suit-

able for inferential questions on longer time scales in which deviations from the

reproductive schemes assumed by the Wright-Fisher (WF) model [43, 136] are

minor, but it is generally not applicable to complicated evolutionary scenarios

with selection. Forward-in-time simulators, by contrast, can be much more ver-

satile and can be used to model any complex evolutionary process, but they are

better suited for simulating smaller populations on a shorter time scale. How-

ever, when larger populations and longer timescales need to be simulated, this

can still be achieved in forward simulation through “rescaling” of the popula-
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tion parameters [54].

In this thesis, we use both types of simulators: forward-in-time simulations

are used in Chapter 2 to validate our mathematical results for the expected ge-

nomic resolution of a mapping experiment, and in Chapter 3 for simulating

evolution of the bam gene in Drosophila under different models of adaptation.

Coalescent simulations are used in Chapter 4 for inferring a new demographic

model of five global Drosophila populations.

One of the most powerful and popular forward-in-time simulators is the

SLiM forward genetic simulation framework [54–56, 94] developed in the

Messer lab. SLiM is a highly scriptable program that can be used to simulate

almost any arbitrary evolutionary scenario to fit users’ needs, and it is opti-

mized to be run relatively efficiently even though it is an individual-based sim-

ulator. Unlike more traditional forward-in-time simulation frameworks which

were implemented based on the WF model, SLiM allows the user to relax the

assumptions of this model to provide more flexibility for modeling more real-

istic scenarios involving explicit space, overlapping generations, age structure,

fitness-based survival, and much more. In this thesis, we take advantage of two

powerful features of SLiM: tree-sequence recording to investigate the geneal-

ogy of a population sample in Chapter 2, and nucleotide-based modeling to

simulate the evolution of amino acid sequences in Chapter 3. The tree-sequence

recording feature [70] stores the true local ancestry of all genomes in the popu-

lation. Neutral mutations can then be dropped on recorded tree sequence after-

wards, saving a tremendous amount of computational time and space, just as in

coalescent simulations. In Chapter 2, we use this feature to track the genealogy

of population samples at each genomic position to pinpoint the exact location
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of crossover events in a genetic mapping experiment, which allows us to vali-

date our mathematical results for the predicted mapping resolution of such an

experiment. The second key feature, nucleotide-based simulation, supports the

simulation of an explicit nucleotide sequence for every genome in the popula-

tion, under the user’s chosen nucleotide-based mutational models. In Chap-

ter 3, we make use of this feature to explicitly model natural selection on the

bam gene in Drosophila. We simulate the evolution of the bam sequence starting

from its putatively ancestral genome sequence, under the empirically observed

transition and transversion rates, using complex selection schemes based on

changes in the physicochemical properties of its amino acids. The flexibility of

SLiM empowers us to model realistic sequence evolution at a level which has

not been achieved before and provides new insights into how one can simulate

evolutionary dynamics based on sequence properties.

For the backward-in-time simulations in Chapter 4, we use fastsimcoal2

[34, 35], a continuous-time coalescent simulator that can also be used to con-

duct robust demographic inference from population genomic data. It was first

built as a coalescent-based simulation program that simulates a large number

of genetic markers across long genomic segments with arbitrary recombination

patterns under complicated demographic scenarios [35]. Because of its compu-

tational efficiency, it was further developed to infer demographic history using

empirical SNP data based on the site frequency spectrum (SFS) [34]. After com-

pleting the coalescent simulations for a given demographic model, fastsimcoal2

calculates the composite multinomial likelihood of the expected SFS obtained

from these simulations, and determines the best demographic parameters (e.g.

population size change and divergence time) such that the likelihood function

is maximized. After the best parameters for each demographic model are in-
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ferred, we can run predictive simulations using these parameters to check how

well each model fits the empirical data based on simulation outcomes. We uti-

lize this simulation framework to compare and evaluate the performance of dif-

ferent demographic models in recapitulating the patterns of the empirical data

and refine the models until they provide the best fit.

The individual-based and coalescent-based simulation frameworks are each

well suited to tackle different kinds of problems in population genetics. Both

of these approaches allow us to to generate large amounts of genetic data, use

statistical analyses to help us validate our analytical theories, understand the

evolutionary processes behind various genetic signatures, and predict the de-

mographic history of natural populations.

1.3 Genetic Mapping using Bulk Segregant Analysis

Over a century ago, scientists discovered that traits are inherited from parents to

offspring according to Mendel’s laws as a result of variations in specific genes.

This finding sparked the development of methods for localizing the genes un-

derlying a given phenotypic trait – a problem that is generally referred to as

genetic mapping. The origin of genetic mapping can be traced back to the

linkage analysis proposed by Sturtevant (1913) [124], which involved crossing

two strains of fruit flies with contrasting phenotypes that also differed in many

known DNA variants. These variants were then used as genetic markers to

identify the chromosomal regions that contain genes controlling the trait. Due

to meiotic recombination, the markers showing correlated segregation with the

trait in the offspring generations should lie nearby in the genome. These mark-
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ers can then be used to construct a linkage map to locate the genes underlying

the trait of interest.

The advent of next-generation sequencing technology made it possible to

connect genetic linkage maps to the underlying DNA sequence and even the

causal variants responsible for many traits based on their genomic positions

[74]. Such mapping studies usually involve generating two pools of individu-

als with differing traits through experimental crossings from specific parental

strains, and then sequencing their genomes to identify the genetic mutations

associated with the trait that segregate in each pool. Bulk Segregant Analysis

(BSA) [95] is a relatively new technique for this purpose, which has already

been widely used in plants and insects to map genes associated with different

phenotypes [13, 33, 79, 88, 103, 119]. Unfortunately, like most genetic mapping

approaches, BSA suffers from the problem of a rather low genomic mapping

resolution (i.e., this method typically detects a large genomic region in which

the causal variants are located, but cannot pinpoint the relevant loci more pre-

cisely). This is because recombination is not always very effective at breaking

up linkage between a causal variant and nearby genetic variants in the genome.

At present, we do not have a good understanding of what factors determine this

mapping resolution.

In Chapter 2 (published as Shen and Messer (2022) [114]) of this thesis, I

approach this problem by deriving a mathematical framework that can predict

the expected mapping resolution of a BSA experiment based on coalescent the-

ory. Extensive simulations of such experiments are then used to validate these

mathematical results, to test how they are affected by violations of the model’s

assumptions, and to explore how the approach can be extended to other exper-
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imental designs. The derived results can help biologists optimize their experi-

ments beforehand by tuning respective parameters to improve mapping resolu-

tion.

1.4 Modeling Evolution under Positive Selection

Patterns of DNA sequence variation within and between species are greatly im-

pacted by the evolutionary forces that have acted on genomes in the past. Many

statistical tests have been developed to detect departures from neutral evolu-

tion, such as the dN/dS test [49, 73, 76, 98] and the McDonald-Kreitman test

(MKT) [36,91]. The dN/dS test utilizes divergence information between species

by comparing the rate of substitutions at synonymous sites (dS, presumably

neutral), to the rate of substitutions at nonsynonymous sites (dN, possibly ex-

periencing selection). The ratio dN/dS is expected to be larger than 1 if natural

selection promotes amino acid changes, but less than 1 if amino acid changes are

suppressed by selection. One problem with this test is that even when dN/dS

is less than 1, the amino acid substitutions that did occur could still have been

adaptive. Thus, the test will only be able to detect positive selection when it

is so frequent that adaptive substitutions occurred at a higher rate than neutral

ones.

The MKT solves this problem by taking both polymorphism data within a

species and divergence data between species into account. In particular, this test

compares the ratios of nonsynonymous and synonymous fixed differences be-

tween species to those segregating as polymorphisms within the focal species,

using a 2x2 contingency test [91]. Synonymous mutations serve as approxima-
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tion for neutral evolution, while an excess of nonsynonymous substitutions be-

tween species is usually interpreted as evidence of natural selection accelerating

the fixation of beneficial amino acid changes. The fraction of adaptive nonsyn-

onymous substitutions among all nonsynonymous substitutions (α) can also be

estimated from the MKT [36]. Even though signatures of positive selection have

been successfully detected using this test in many empirical studies, we still do

not completely understand its power to detect selection under different selec-

tion schemes, and we do not usually know exactly what kind of evolutionary

forces caused the signatures of positive selection in most empirical examples.

In some cases, signatures of positive selection are caused by organisms

adapting to their environment, with the driving forces of selection being con-

stant over time. However, there are also certain kinds of adaptations which are

promoted by interactions with other organisms. In such cases, selection is a

more dynamic process. For example, two organisms could undergo coevolu-

tion, where a change in one affects the fitness of the other. Such interactions

could be genetic conflicts between species for evolutionary supremacy [92] or

mutualistic interaction to protect one other [44].

In Chapter 3 (posted as a preprint at Shen et al. (2022) [115]), I specifically

investigate evolutionary dynamics of the bag of marble (bam) gene in Drosophila to

understand its possible interactions with the endosymbiont bacterium Wolbachia

pipientis that led to the signatures of positive selection found in empirical data.

I propose two models for the potential interactions between the two organisms:

a Conflict model and a Buffering model. Using extensive genetic simulations to

explore the genetic changes that occur over time under these two evolutionary

models, I investigate which model can better explain the observed signatures of
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positive selection at the bam gene. Simulation studies of these two models can

shed light on new interpretations of observed signals of positive selection in

different species and provide a new perspective on the process of coevolution.

1.5 Demographic Inference of Natural Populations

The goal of demographic inference is to reconstruct how a population has his-

torically changed in size. Events of particular interest could include population

expansion, contraction, bottleneck, population split and admixture. Such de-

mographic events can leave distinct patterns in the genetic variation of the pop-

ulation. As population genomic data becomes more easily available for various

study systems, it has become routine to infer their demographic histories from

such data. Accurate demographic inference can not only reveal the intriguing

evolutionary history of natural populations in the past, but is also important for

constructing appropriate null models of neutral evolution against which other

scenarios (such as selection) can be tested [6, 64].

One common approach is to use coalescent simulations to infer the demo-

graphic history of a study system, focusing on patterns of neutral genetic vari-

ation [34]. The key idea of this approach is to first simulate genetic data under

different demographic models (assuming neutral evolution) and then compare

the simulation data with the observed data at presumably neutral sites using

summary statistics that can describe different characteristics of the population

sample. The parameters of the model are then optimized until the model best

recapitulates the summary statistics of the observed data.

In Chapter 4 of this thesis, I conduct demographic inference on five world-
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wide populations of the model organism Drosophila melanogaster using popula-

tion genomic data from the Global Diversity Lines (GDL) data set. I test the

robustness of our inference on different sets of genomic sites, exploit various

single-population models to characterize population size changes, and even-

tually incorporate all five populations into one comprehensive model, which

offers new insights into the evolutionary history of this species.
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CHAPTER 2

PREDICTING THE GENOMIC RESOLUTION OF BULK SEGREGANT

ANALYSIS

2.1 Abstract

Bulk segregant analysis (BSA) is a technique for identifying the genetic loci that

underlie phenotypic trait differences. The basic approach is to compare two

pools of individuals from the opposing tails of the phenotypic distribution, sam-

pled from an interbred population. Each pool is sequenced and scanned for al-

leles that show divergent frequencies between the pools, indicating potential as-

sociation with the observed trait differences. BSA has already been successfully

applied to the mapping of various quantitative trait loci in organisms ranging

from yeast to maize. However, these studies have typically suffered from rather

low mapping resolution, and we still lack a detailed understanding of how this

resolution is affected by experimental parameters. Here, we use coalescence the-

ory to calculate the expected genomic resolution of BSA for a simple monogenic

trait. We first show that in an idealized interbreeding population of infinite

size, the expected length of the mapped region is inversely proportional to the

recombination rate, the number of generations of interbreeding, and the num-

ber of genomes sampled, as intuitively expected. In a finite population, coales-

cence events in the genealogy of the sample reduce the number of potentially

informative recombination events during interbreeding, thereby increasing the

length of the mapped region. This is incorporated into our model by an effective

population size parameter that specifies the pairwise coalescence rate of the in-

terbreeding population. The mapping resolution predicted by our calculations
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closely matches numerical simulations and is surprisingly robust to moderate

levels of contamination of the segregant pools with alternative alleles. Further-

more, we show that the approach can easily be extended to modifications of the

crossing scheme. Our framework will allow researchers to predict the expected

power of their mapping experiments, and to evaluate how their experimental

design could be tuned to optimize mapping resolution.

2.2 Introduction

The advent of easy and affordable genome sequencing has enabled powerful

genetic mapping approaches. In addition to advancing our understanding of

the molecular basis of phenotypic traits, such approaches can have important

practical applications. For example, genetic mapping can help us identify vari-

ants that underlie human diseases [2], localize genes associated with favorable

traits in plant or animal breeding [48, 135], and detect the loci responsible for

drug or pesticide resistance [4, 105, 106].

Various techniques have been developed for this purpose, ranging from clas-

sical linkage mapping to genome-wide association studies (GWAS), with nu-

merous extensions or combinations of these approaches that are often tailored

towards specific applications. Which particular technique is best suited for a

given problem can depend on a variety of factors, such as the genetic architec-

ture of the trait, the specific biology of the study system, the resources available

for experiments and sequencing, and the mapping resolution desired.

In species that can be experimentally crossed, classical linkage mapping

has proven a powerful technique for detecting quantitative trait loci (QTL)
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[86, 89, 101, 141]. One example of classical linkage mapping is backcross map-

ping, which involves the generation of an F1 cross from two parental strains of

contrasting phenotypes. The F1 offspring are then backcrossed to the parental

strains, and the resulting progeny are phenotyped for the trait of interest and

genotyped at a set of marker loci distributed across the genome. By scanning

for markers with an inheritance pattern that correlates with the trait, one can

localize the segments of the genome on which causal variants could reside. This

method has long been the primary genetic mapping technique, yet it tends to

attain rather low genomic resolution (i.e., the length of the identified genomic

region in which the causal locus must be contained but cannot be more precisely

pinpointed). This is because the segments linked to the parental strains are typ-

ically quite long due to the limited number of recombination events in a single

cross.

GWAS is an alternative approach for QTL mapping in which a large number

of individuals from a genetically diverse population are genotyped at a dense

set of SNP markers, or by whole genome sequencing, and phenotyped for the

trait of interest [129]. The QTL responsible for trait variation can then be iden-

tified by regressing SNP genotypes against the phenotype. The genomic reso-

lution of this approach is limited in principle only by the density of SNP mark-

ers and the genomic distance over which linkage disequilibrium decays in the

mapped population. As a result, GWAS can sometimes detect even individual

causal SNPs. However, the trait of interest needs to exhibit sufficiently high lev-

els of additive genetic variation for GWAS to work, and detection power tends

to be limited for causal variants that segregate at low population frequency. In

addition, due to the large number of SNPs tested, the thresholds for calling sta-

tistical significance can be quite high.
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Bulk segregant analysis (BSA) is a mapping approach that combines ideas

from linkage mapping and GWAS [95]. Like classical linkage mapping, a typical

BSA design starts from two parental strains of contrasting phenotypes. These

strains are then crossed to generate an F1 population that is further interbred

for several generations while maintaining a sufficiently large population size

to allow recombination to break up linkage from the two parental strains. In

the final generation, two pools of individuals are selected from the tails of the

phenotypic distribution, and each of these pools is sequenced. The alleles re-

sponsible for trait differences (as well as any alleles linked to them) should then

exhibit significant frequency differences between the two pools, while alleles at

other loci should be present in both pools at similar frequencies.

In contrast to both GWAS and classical linkage mapping, BSA does not re-

quire the sequencing of individual genomes, since only the overall allele fre-

quencies in the two pools are relevant. This allows the use of more economic

sequencing approaches such as Pool-seq [110]. The resolution of BSA is still ex-

pected to be considerably lower than GWAS because the number of generations

over which the population is interbred will be limited. For longer experiments,

the effects of drift could also become problematic [102]. However, BSA can still

be used for detecting QTL where causal alleles are segregating at low frequency

in the population, as long as they are present in one of the parental strains. This

could be an important factor for applications such as the mapping of drug or

pesticide resistance mutations.

Conceptually, BSA is similar to “introgression mapping” [32,111], where the

population is repeatedly selected for the phenotype of the first parental strain

in every even generation of the experiment. The surviving individuals are then

17



back-crossed to the second parental strain and the resulting offspring are in-

terbred without selection in every odd generation. Under this approach, the

population at the end of the experiment should be genetically similar to the first

parental strain in the genomic regions that surround causal QTL, while it should

be similar to the second parental strain for the rest of the genome. Note, how-

ever, that this approach can require a considerably higher experimental effort

than BSA. BSA has already been successfully applied in various contexts. For

example, implementations of this approach have been used to identify DNA

markers linked to disease-resistance genes in lettuce [95] and pest-resistance

genes in crops [119], to study horizontal gene transfer in Tetraychus urticea [13],

to locate QTLs associated with drought resistance in maize [103], and to map

the genetic basis of various complex traits in yeast and Drosophila [33, 79, 88].

Despite these successful applications, one practical shortcoming of BSA is

that, depending on the experimental design, it tends to produce very wide

peaks of significance, which in previous studies have sometimes extended over

hundreds of kilobases [138] or even several megabases [120]. This is particu-

larly problematic because we do not currently have a good understanding of

how the expected mapping resolution is determined by biological and experi-

mental parameters. Simulation studies have shed some light on this issue and

demonstrated that more generations of interbreeding, a larger population size

during interbreeding, and deeper sequencing can all improve mapping resolu-

tion, while the size of the selected pools apparently has less of an impact [102].

Nevertheless, it would still be desirable to have an analytical understanding of

exactly how all of these factors influence mapping resolution; this would allow

us to predict the expected resolution for a given experiment, and to assess which

factors one should tune to optimize the mapping resolution most economically.
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In this study, we employ coalescence theory to develop an analytical frame-

work for calculating the expected mapping resolution of a BSA experiment.

Our results reveal how the recombination rate of the study organism, the effec-

tive population size during interbreeding, the overall length of the experiment,

and the number of genotyped individuals combine to determine the maximally

achievable mapping resolution for a trait with a simple genetic architecture.

2.3 Results

To develop a theoretical understanding of the expected mapping resolution of a

BSA experiment, it will be instructive to first consider a highly idealized model

of a phenotypic trait determined by a single QTL which we assume has two

segregating alleles: A and a. We further assume that recombination occurs at a

uniform rate r per bp along the chromosome, which we model by a Poisson pro-

cess. We neglect gene conversion and assume that recombination events always

result in crossover. Starting from the two parental inbred strains (“blue” and

“red”) which we assume have genotypes AA and aa at the QTL, a BSA experi-

ment is performed for t generations of interbreeding, as outlined in Figure 2.1A.

At the end of the experiment, we select two samples from the interbred pop-

ulation, such that the first sample contains s chromosomes of genotype A, while

the second contains s chromosomes of genotype a. This could be achieved, for

example, by selecting s/2 individuals that are homozygous for A as the first sam-

ple, and another s/2 individuals that are homozygous for a as the second sample

if we can accurately identify such homozygotes based on their phenotype alone.

Each of the two samples is then sequenced individually. Note that this may re-
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Figure 2.1: Illustration of a BSA experiment. (A) Our model assumes a trait
determined by a single QTL with two different alleles (A, a). The starting point
of the experiment are two inbred parental strains, represented by red and blue
chromosomes. The blue strain carries the A allele and the red carries the a allele.
An F1 population is created and interbred for t generations. At the end of the
experiment, two pools of individuals are selected such that the first comprises
only AA individuals and the second only aa individuals. The mapping resolu-
tion is determined by the length of the region surrounding the QTL for which all
chromosomes in the AA-pool still have blue ancestry, while all in the aa-pool still
have red ancestry. (B) Mapping resolution in a simulated BSA experiment for a
QTL located at the center (red line) of a 10 Mb-long chromosome (only showing
the genomic segment between 3.5 Mb and 6.5 Mb in figure). Interbreeding was
modeled for 10 generations in a population of 100 individuals with a uniform
recombination rate of 1.0 cM/Mb. Two pools of 10 AA and 10 aa individuals
were selected at the end of the experiment. The blue curve shows the G′ statis-
tic estimated from marker SNPs. The peak in G′ around the QTL indicates the
region where all chromosomes in the AA/aa pools still have blue/red ancestry,
which extends for ∼ 0.5 Mb.

quire the phenotyping of many more than s individuals in an actual experiment

(thus, the size of the phenotyped population could be substantially larger than
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the bulk size). Furthermore, there will typically be some level of contamination

of the segregant pools with alternative alleles (e.g., due to phenotyping errors,

incomplete heritability, or when heterozygotes cannot be reliably distinguished

from the homozygotes by phenotype alone). However, it will nonetheless be in-

structive to study an idealized model with uncontaminated pools first. We will

then investigate below how results are affected by different levels of contami-

nation.

As a consequence of recombination during interbreeding, each of the chro-

mosomes sampled at the end of the experiment should be a mosaic of red and

blue ancestry segments. However, there should be a region surrounding the

QTL where all chromosomes in the AA-pool still have blue ancestry, while all

in the aa-pool still have red ancestry. The maximally achievable mapping reso-

lution is determined by the size of this region (assuming that there is only one

such region in the sample). Note that in real-world experiments the ancestry

breakpoints will not be directly observable. Instead, their location can only be

inferred approximately through marker SNPs that allow one to distinguish an-

cestry from the two founding strains. The genomic density of such marker SNPs

thus places a practical limit on the achievable mapping resolution; however, this

should not be problematic as long as the average distance between differentiat-

ing sites remains short compared to the mapping resolution predicted by our

calculations.

Several summary statistics have been developed to identify these regions of

contrasting ancestry between the segregant pools, typically based on the detec-

tion of allele frequency differences at marker SNPs. Examples for such statis-

tics include ancestry difference (Ad) [102], ∆(SNP-index) [41], and a modified
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G-statistic (G′) [88]. An illustration of this mapping problem is provided in Fig-

ure 2.1B, where we show G′ estimated along a chromosome in a simulated BSA

experiment.

The goal of our theoretical analysis will be to calculate the expected length of

the region where all chromosomes in the AA-pool still have blue ancestry, while

all in the aa-pool still have red ancestry. For this purpose, let us define D as

the distance to the closest “ancestry breakpoint” (defining a point where ances-

try changes between blue and red in a chromosome) located downstream of the

QTL among all chromosomes in the samples (Figure 2.2A). Due to symmetry,

the expected length of the mapped region will then be simply 2E[D], where E[D]

denotes the expectation value of D (we will neglect edge effects when a QTL is

located close to the start/end of the chromosome). This length determines the

expected mapping resolution of the BSA experiment (with “shorter” expected

mapping tract lengths corresponding to “higher” resolution). Note that the ac-

tually achievable resolution will likely be lower in practice than predicted by

our theory due to the need to rely on marker SNPs as proxies for ancestry, as

well as other experimental factors such as sequencing errors.

Our general approach for the calculation of E[D] is to trace the lineages

of all sampled chromosomes back to the two parental strains, and then study

how ancestry breakpoints have been generated along this genealogy (Figure

2.2B). Note that due to recombination events, local genealogies will vary as one

moves along the chromosomes of the samples, constituting the so-called “tree

sequence” [69]. However, at any given position, there will be exactly one ge-

nealogy. Thus, the lineage of any given sampled chromosome at that position

can be traced back all the way to a single chromosome in the F0. If this happens
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to be a red chromosome, the sampled chromosome will be assigned red ancestry

at this position, otherwise it will be assigned blue ancestry.

Each ancestry breakpoint in a sampled chromosome stems from a crossover

event in one of its ancestors. Importantly, this must have been an ancestor that

carried a blue ancestry segment around the crossover location in one of its chro-

mosomes, and a red one in the other (Figure 2.2B). By contrast, crossover events

at positions where an individual carries either two blue or two red ancestry seg-

ments around the crossover location will never create new ancestry breakpoints.

2.3.1 Infinite population model

We initially want to assume an idealized model of an interbreeding population

of infinite size. This is for two reasons: first, we want to be able to neglect

coalescence events when tracing back the lineages from the chromosomes in

our sample to the chromosomes in parental strains. Second, we want to be able

to neglect any changes in allele frequencies over the course of the experiment

due to random genetic drift.

Let us first consider a short BSA experiment where the population is already

sampled in the F2. Since all individuals in the F1 carry one red and one blue

chromosome, all recombination events in this generation should create new an-

cestry breakpoints. We model a uniform recombination rate (r) per base pair. In

2s sampled chromosomes from the F2 (representing the combined two pools),

the overall rate (R) at which new ancestry breakpoints have been created per bp

in this generation is therefore simply R = r × 2s.
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Figure 2.2: Resolution of a BSA experiment. (A) We define D as the distance
between the QTL and the first ancestry breakpoint downstream of the QTL in
all samples. (B) Example of a full pedigree of an individual from the F3. All
crossover events that have occurred along its pedigree are also shown. Only
those crossover events occurring in individuals that carried red and blue ances-
try at the location of the crossover actually generated new ancestry breakpoints,
and every breakpoint observed in the sampled chromosome can be traced back
to such a specific crossover event in the pedigree.

Assuming R ≪ 1, we can model these events by a Poisson process along the

chromosome. The distance D to the closest ancestry breakpoint downstream of

the QTL in all sampled chromosomes should then be an exponential random

variable with cumulative density function P(D ≤ d) = 1 − e−Rd and expectation

value E[D] = 1/R = 1/(2rs).

We can directly extend this process to chromosomes sampled from the F3,

but here things become a bit more complicated. This is because the parents of

the sampled individuals are no longer guaranteed to carry one red and one blue

chromosome. Instead, according to Hardy-Weinberg equilibrium, the probabil-

ity that a randomly picked individual from the F2 at any given genomic position

will carry chromosomes with different ancestry is only 1/2. Thus, only half of
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the crossover events during meiosis are actually expected to create new ancestry

breakpoints in this generation, and the overall rate at which new ancestry break-

points are created per bp is therefore R = rs. Since we neglect drift in the infinite

population model, this should be the same fraction for all future generations.

The infinite population model also ensures that no two sampled chromo-

somes will ever share a parent or grandparent with each other. Consequently,

we can model individual ancestral lineages completely independently of each

other (Figure 2.3A). In 2s chromosomes sampled from the F3, the overall rate

(R) at which new ancestry breakpoints have been generated per bp is therefore

simply the sum of the individual rates over the 2s lineages and the two parental

generations: R = 2rs + rs = 3rs. Every additional generation of crossing will

further increment this rate by rs. Thus, after t generations of interbreeding, the

overall rate will be R = rst. Assuming R ≪ 1, we can again model these events

by a Poisson process along the chromosome, yielding:

E[D] =
1
R
=

1
rst
. (2.1)

Because the situation upstream and downstream of the QTL is symmetric,

the expected resolution of the BSA experiment in this infinite population mode

is then simply 2E[D] = 2/(rst) bp. Thus, it is inversely proportional to the prod-

uct of the recombination rate, sample size, and length of the experiment. This

result is very intuitive; all that matters is the overall rate at which new ancestry

breakpoints are generated along the lineages of the sample.
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2.3.2 Finite population model

In the infinite population model, every ancestry breakpoint present in the sam-

pled chromosomes traces back to a unique crossover event along the genealogy

of the sample. In a finite population, different chromosomes can share a break-

point that traces back to the same crossover event in a common ancestor. In

that case, we can no longer describe the genealogy of the samples by 2s distinct

lineages through the interbreeding phase, since individual lineages could have

merged (Figure 2.3B).

An important consequence of this is that the average “length” of the sam-

ple’s genealogy will be shorter in a finite population compared to our infinite

population model, where it was simply 2st. In general, this should reduce the

number of ancestry breakpoints captured in the sample, thereby increasing the

length of the mapped region.

To derive an analytic expression for the mapping resolution in a finite popu-

lation, let us assume that we can model it as a diploid Wright-Fisher population

with coalescence effective population size Ne. Let x(i) denote the number of

ancestral lineages at a given genomic position in the genealogy of the sampled

chromosomes in generation i (Figure 2.3B). We can calculate how x(i) is expected

to change between consecutive generations, applying a result from the theory

of occupancy distributions [63]:

E[x(i − 1)] = 2Ne

1 − (
1 −

1
2Ne

)x(i) . (2.2)

Evaluating this equation recursively, starting from x(t) = 2s, then allows us to

calculate the expectation values of x(i) all the way back to i = 2.

As in the infinite population model, every crossover event in the F1 will cre-
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Figure 2.3: Infinite and finite population models. (A) In the infinite population
model, all lineages descend independently and the overall length of the geneal-
ogy of 2s sampled genomes is simply 2st. (B) In the finite population model, by
contrast, lineages can coalesce in ancestors of the sample, reducing the expected
overall number of ancestors in previous generations and thereby the expected
length of the genealogy.

ate a new ancestry breakpoint, while this should be true for only half of such

events in subsequent generations. Together with the above result for x(i), this

allows us to calculate the overall rate (R) at which new ancestry breakpoints are

generated per bp along the genealogy of all sampled chromosomes:

R = rx(2) +
r
2

t∑
i=3

x(i). (2.3)

Since E[x(i)] < 2s for all i < t, this rate will be smaller than the corresponding

rate R = rst of the infinite population model.

One important assumption underlying Eq. (2.3) is that the population fre-

quencies of red and blue alleles still remain constant at 50% over the course of
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the experiment, so that from the F2 onward, the probability that a randomly

chosen individual carries both a red and a blue ancestry segment at any given

genomic position remains at 0.5. However, random genetic drift should lead to

a decay of heterozygosity (H) over time according to H ∝ e−
t

4Ne , and the prob-

ability that an individual carries ancestry segments from both parental strains

at a given genomic position is expected to decrease at a similar rate. Since we

neglect this effect, Eq. (2.3) should still overestimate R, although much less so

than in the infinite population model. This should primarily be a problem for

very long BSA experiments with small Ne where t ≪ 4Ne does not hold.

As long as R ≪ 1, we can again model the creation of new ancestry break-

points by a Poisson process along the chromosome. The distance D to the closest

ancestry breakpoint downstream of the QTL captured in the sample will then

be an exponential random variable with expectation value:

E[D] =
1
R
=

1
rx(2) + r

2

∑t
i=3 x(i)

. (2.4)

This result provides an analytic solution for the expected mapping resolu-

tion of a BSA experiment with an interbreeding population of effective size Ne.

However, its calculation requires iterative evaluation of Eq. (2.2), and we are not

aware of any closed-form solution for this recursion. Even though all elements

of x(i) can be easily calculated with the help of a computer, this may not be par-

ticularly helpful in allowing us to understand how individual parameters are

expected to affect the mapping resolution. To address this issue, we will make

use of a previously suggested deterministic approximation for x(i), which can

be obtained by mapping the recursion to a differential equation [21, 52, 62, 90]:

x(i) ≈
2s

2s − (2s − 1)e−
t−i

4Ne

. (2.5)
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We will further replace the summation in Eq. (2.3) by an integral over the t gen-

erations of the experiment, yielding:

R ≈
r
2

∫ t

0
x(y)dy = 2Ner ln

(
2s

[
e

t
4Ne − 1

]
+ 1

)
. (2.6)

Note that this integration assumes that recombination events along the ge-

nealogy create ancestry breakpoints with a uniform probability of 1/2 in every

generation (not just from the F2 onward). This assumption is obviously incor-

rect for individuals in the F1, where every recombination event will generate a

new ancestry breakpoint. However, by extending our integration back to the

F0, where recombination events never generate new ancestry breakpoints, we

effectively compensate for this effect, at least as long as E[x(0)] ≈ E[x(1)]. This

yields an expected mapping resolution of:

E[D] ≈
1

2Ner ln
(
2s

[
e

t
4Ne − 1

]
+ 1

) . (2.7)

In the following, we will refer to Eq. (2.4) as the “recursion” solution, while

the approximation presented in Eq. (2.7) will be referred to as the “integration”

solution.

2.3.3 Limiting cases

We now want to take a closer look at the expected mapping resolution derived

in Eq. (2.7) and discuss how it relates to the result from the infinite population

model. First, as we already mentioned above, our approach relies on the as-

sumption that t ≪ 4Ne, as drift would otherwise be strong and heterozygosity

would be expected to decay noticeably over the course of the experiment. This

assumption specifies a regime where the probability that a given pair of lineages
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coalesce over the course of the experiment is still small (since the expected time

to pairwise coalescence should be 2Ne generations). Given t ≪ 4Ne, we can

perform a Taylor series approximation to the exponential in Eq. (2.7):

ln
(
2
[
e

t
4Ne − 1

]
+ 1

)
≈ ln

(
st

2Ne
+ 1

)
⇒ E[D] ≈

1

2rNe ln
(

st
2Ne
+ 1

) . (2.8)

This approximation allows us to better understand how the infinite and fi-

nite population models differ from each other. In the infinite population model,

mapping resolution was simply inversely proportional to the product of recom-

bination rate (r), sample size (s), and number of generations (t) of the experi-

ment. In the finite population model, mapping resolution is still inversely pro-

portional to the recombination rate, but the effects of sample size and experi-

ment length are now attenuated by a logarithm. Consequently, increasing those

parameters is no longer expected to improve mapping resolution as effectively

as in the infinite population model. We further note that sample size and gener-

ations enter Eq. (2.8) only in terms of the product s× t. Varying each of these two

parameters by the same factor is therefore expected to produce a similar impact

on the expected mapping resolution (as long as t ≪ 4Ne still holds). In practice,

this means that running an experiment twice as long, for instance, should yield

the same benefit as doubling the sample size.

Eq. (2.8) also reveals where the effects of a finite population start to become

substantial. When st ≪ 2Ne, we can further approximate
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ln
(

st
2Ne
+ 1

)
≈

st
2Ne

⇒ E[D] ≈
1

rst
. (2.9)

Thus, the infinite and finite population models converge in this regime. The

two models will increasingly diverge from each other as st becomes of the same

magnitude as 2Ne. The condition st ≪ 2Ne should typically be much stricter

than t ≪ 4Ne, our essential assumption for the finite population model, unless

sample size is very small. The former effectively assumes that there are only

very few coalescence events among the genealogy of all sampled chromosomes,

whereas the latter only assumed that coalescence was unlikely between any two

sampled chromosomes.

Figure 2.4 illustrates the behavior of our analytical solutions for the finite and

infinite population models as a function of the product st, and, in the finite pop-

ulation model, for different values of Ne. As predicted, both models converge

when st ≪ 4Ne. Compared to the infinite population model, increasing st pro-

vides only diminishing returns for improving mapping resolution in the finite

population model. Lower Ne values generally decrease mapping resolution.

2.3.4 Numerical validation

To evaluate the accuracy of our mathematical results, we conducted individual-

based simulations of a BSA experiment (see Methods). Specifically, we modeled

an experimental setup as described in Figure 2.1A, assuming a trait that is deter-

mined by a single QTL located on a 100 Mb-long chromosome. We assumed a

uniform recombination rate of r = 1e − 8 per bp and generation (i.e., 1 cM/Mb),
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Figure 2.4: Mathematical predictions of expected genomic resolution for the
infinite and finite population models. Blue dots show the prediction by the
infinite population model according to Eq. 2.1; red dots show the prediction
by the finite population model according to Eq. 2.6 for 3 different values of Ne.
Recombination rate was set to r = 1e − 8 per bp. To vary st in these equations,
we fixed t = 2 and then varied s from 2−1024. The infinite and finite population
models converge as st becomes much larger than 2Ne, as predicted by our theory.

which we did not vary in our simulations because mapping resolution should

always be inversely proportional to r. The parameters we did vary were the

sample size (s), the effective population size (Ne), and the number of genera-

tions of interbreeding (t).

Figure 2.5 shows the comparisons between these simulations and our ana-

lytical results given by Eq. (2.1), (2.4), and (2.7) over a broad range of parameter

values (Ne varying between 10− 1000, s varying between 2− 1024, and t varying

between 2 − 20). For each parameter setting, we estimated D over 5000 simu-

lations. The resulting distributions are shown by box-and-whisker plots. Note

that these distributions tend to have rather pronounced positive skews, such

that their means tend to be much larger than their medians. Our mathematical

predictions are given in the form of expectation values for D, and thus need to

be compared to the mean values of the simulation data, not the medians.

The simulation results show excellent agreement with our recursion solu-
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Figure 2.5: Comparison between mathematical results and simulations. A sin-
gle QTL located on a 100 Mb-long chromosome with a uniform recombination
rate of 1 cM/Mb was modeled. Box plots show the distribution (quartiles) of
D estimated over 5000 simulation runs for each given parameter setting. The
top/bottom whiskers represent the highest/lowest datum within the 1.5 in-
terquartile range of the upper/lower quartile. Blue lines show the means of
the data, which tend to be much larger than the medians. Symbols show the
expected resolutions for the infinite (green) and finite (red/orange) population
models according to Eq. (2.1) and (2.4/2.7), respectively. Green dots are difficult
to see in the lower left panel because they are almost completely overlaid by
the red dots. Note that these mathematical predictions should be compared to
the means of the simulations (blue lines), not the medians. In the top row, we
varied Ne while keeping t = 10 constant. In the bottom row, we varied t while
keeping Ne = 100 constant.

tion for the finite population model provided in Eq. (2.4). As already discussed

above, the solution from the infinite population model provided in Eq. (2.1)

constitutes an upper bound for the maximally achievable mapping resolution.

Consistent with analytical predictions, the finite and infinite models converge

when st ≪ 4Ne, and the infinite population model increasingly overestimates

mapping resolution as the condition st ≪ 4Ne becomes violated.

The integration approximation of the finite population model we derived in
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Eq. (2.7) generally works well for small and moderate sample sizes, but tends

to underestimate mapping resolution when s approaches Ne in magnitude. It

also breaks down when t is very small (as can be seen in the lower left panel for

t = 2, where the integration approximation actually becomes less accurate than

the infinite population model). This is a consequence of the use of a continuous

integration in Eq. (2.6), which underestimates the total tree length when the

number of discrete generations is small. However, in this small t regime, the

recursion solution, which is most accurate, can also be easily evaluated due to

the need for only few recursion steps.

2.3.5 Extension to alternative crossing schemes

Our analytical approach for calculating E[D] is straightforward to extend to

variations of the experimental design, such as alternative crossing schemes. The

key parameters that need to be ascertained for a given design are the rate ρ(i)

at which new ancestry breakpoints are generated per bp in the gametes that

will make up the individuals in generation i, together with E[x(i)], the expected

number of ancestral lineages present in the sample’s genealogy in that genera-

tion. The expected mapping resolution is then given by a direct generalization

of Eq. (2.3):

E[D] =
1∑t

i=2 ρ(i)E[x(i)]
. (2.10)

In the standard BSA design, we had ρ(2) = r and ρ(i > 2) = r/2, with E[x(i)]

calculated recursively by Eq. (2.2) using the coalescence effective size Ne of the

interbreeding population. In the following, we will illustrate how this approach

can be applied to two modifications of the standard BSA design.
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The first approach is introgression mapping (IM) for a monogenic trait, il-

lustrated in Figure 2.6 (left). Here, AA homozygotes are selected in every even

generation of the experiment (the approach thus relies on our ability to do so

effectively). These individuals are then backcrossed to the aa parental strain.

The resulting offspring are interbred without selection in every odd generation,

after which the cycle starts anew. At the end of the experiment, s individuals

of genotype AA are selected and sequenced. Their genomes should then resem-

ble the AA strain across a genomic region that surrounds the causal QTL, while

resembling the aa strain throughout the rest of the genome.

During the odd generations of an IM experiment, all individuals should be

Aa heterozygotes at the QTL, and thus carry one red and one blue ancestry seg-

ment across some region surrounding it. These segments will become shorter

and shorter due to recombination events as the experiment progresses. The rate

at which new ancestry breakpoints are created close to the QTL, during the odd

generations, should therefore be twice that of a standard BSA experiment, while

it will be zero in all even generations (when all surviving individuals will be AA

homozygotes at the QTL). When averaged over the whole experiment, new an-

cestry breakpoints in the vicinity of the QTL should hence arise at a rate of r/2,

similar to the BSA design.

However, due to the selection step for AA homozygotes in the even gener-

ations, the coalescence rate in the IM design should be higher as compared to

a standard BSA design with an interbreeding population of comparable size,

given that only 1/4 of the population should be AA homozygotes. Thus, the

value of Ne will need to be adjusted in Eq. (2.2). A reasonable approximation

would be to use the harmonic mean between odd and even generations, yield-
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Figure 2.6: Extension of our theory to two different crossing schemes. In the
introgression mapping (IM) scheme shown in the left panels, AA homozygotes
are selected in even generations and then backcrossed to the aa founding strain.
The resulting offspring are interbred without selection in odd generations. At
the end of the experiment, AA homozygotes are sequenced. The bottom-left
panel shows that the distributions of D values in simulated IM experiments
conform well to our analytical predictions (see Methods). The heterozygote se-
lection (HS) scheme shown in the right panels is similar to the standard BSA
design, except that only Aa heterozygotes are allowed to reproduce in every
generation. Our theory again accurately predicts the expected mapping resolu-
tion under this design (bottom-right panel).
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ing Ne = 0.4N′, where N′ is the coalescence effective population size of the inter-

breeding population in a scenario where no selection and introgression would

be performed. Figure 2.6 confirms that this approach produces an accurate an-

alytical prediction for the expected mapping resolution in an IM experiment.

This example illustrates how our theory can help evaluate the expected per-

formance of alterations to an experimental design. For the IM design in par-

ticular, the fact that ρ(i) should be comparable to a standard BSA design when

averaged over the entire experiment, while Ne should be smaller, suggests that

an IM design for a monogenic trait should generally have lower resolution than

BSA, confirming previous simulation results [102]. Yet, there may be other ad-

vantages of IM. For example, this design ensures that A and a alleles are kept

at 50% frequency throughout the experiment, thereby eliminating any potential

effects of drift or selection at the QTL that could exist in a standard BSA design.

The second alternative design we want to discuss is heterozygote selection

(HS) for a monogenic trait, illustrated in Figure 2.6 (right). In this approach,

only Aa heterozygotes are selected for reproduction in every generation (again

assuming that we can do so effectively). This should double the rate of ancestry

breakpoint generation in the vicinity of the QTL as compared to a standard BSA

design, so that ρ(i) = r for all generations i ≥ 2. However, the effective popu-

lation size will again be reduced due to the selection step. Here, a reasonable

approximation should be that Ne is about 1/2 of that in a standard BSA design

with an interbreeding population of comparable size, given that about half of

the population are expected to be Aa heterozygotes at any point. Our simula-

tions confirm that this approach again produces an accurate analytical predic-

tion for the expected mapping resolution in an HS experiment (Figure 2.6).
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In principle, due to the higher rate of ancestry breakpoint generation, the

HS design could therefore yield a mapping resolution for a monogenic trait that

is up to two times better than a standard BSA design, as long as this is not

outweighed by the concomitant reduction in Ne. Note that, as with IM, the HS

design maintains the frequency of A and a alleles at 50%.

2.3.6 Pooled sequencing data

Our calculations have so far assumed full sequence information for all sampled

chromosomes. The sequencing data in an actual BSA experiment, however, will

often be comprised of short-reads from pooled samples [110]. For such “Pool-

seq” data, the specific set of chromosomes sequenced at any given position will

thus vary along the genome, unless the sequencing coverage level is so high that

each chromosome is covered by at least one read at most positions. This raises

an important practical question: for a BSA experiment with Pool-seq data, is the

number of sampled chromosomes (2s) or the sequencing coverage level (C) the

more critical factor in determining mapping resolution?

Our calculations makes a clear prediction. Since mapping resolution is ul-

timately limited by the ancestry breakpoints present in the sampled chromo-

somes, sample size will be the key limiting factor. In larger samples, there is

simply a better chance to capture more breakpoints that are closer to the QTL.

In fact, even when coverage is low compared to sample size, it may still be pos-

sible to achieve a mapping resolution close to what would be predicted by our

equations for the given sample size. Consider, for example, two SNPs that are

both close to the QTL yet separated from each other by a distance larger than the
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typical read length. In the Pool-seq data, we will then likely find different sets

of chromosomes being captured by reads at each SNP. Each such SNP can there-

fore provide another chance to observe a read with ancestry from the opposite

strain. As long as the read length is much shorter than the expected mapping

resolution, this provides a large number of trials to detect alternative ancestries

as we move away from the QTL, which could make up for the limited number

of chromosomes sequenced at each individual locus.

To test this prediction, we simulated BSA experiments with either full se-

quencing data of a sample of size 2s = 40, or Pool-seq data of C = 40x coverage

from a much larger sample of size 2s = 400. We denote sample size here by

2s instead of s, since we want to compare a coverage equivalent to the number

of chromosomes sequenced at each position in the full sequencing approach.

Note, however, that generating full sequencing data for a sample of 40 chro-

mosomes would actually require an overall sequencing coverage substantially

higher than 40x with current sequencing technologies.

Figure 2.7A shows that the Pool-seq approach can indeed achieve a much

higher resolution than the full sequencing approach, despite a comparable num-

ber of chromosomes sequenced per site. One can also see how this is a result of

the stochastic nature in which Pool-seq captures reads from different chromo-

somes as one moves along the sequence, which generates noise in the G′ curve.

The QTL can be more precisely localized in the Pool-seq approach because due

to the much larger sample size, the region around the QTL in which one never

observes reads from both parental strains in the same pool is much shorter as

compared to the G′ peak in the full sequencing approach with the smaller sam-

ple size.
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Figure 2.7: Full genome sequencing versus Pool-seq. (A) G′ statistics estimated
in two simulated BSA experiments that modeled a single QTL at the center of a
100 Mb-long chromosome, with Ne = 100, t = 10, and r = 1e − 8. The left plot
shows full genome sequencing of a sample of size 2s = 40. The right plot shows
Pool-seq with 40x coverage of a sample of size 2s = 400. The peak lengths of G′

were 2.56 Mb (left) and 0.35 Mb (right) in these two simulations, respectively.
(B) The box plots show the distributions of G′ peak lengths estimated across
1,000 simulation runs under each of three experimental setups: full-genome
sequencing of samples of size 2s = 40 (left), Pool-seq with 40x coverage of
samples of size 2s = 400 (center), and full-genome sequencing of samples of
size 2s = 400 (right). Remarkably, the Pool-seq experiment with C = 40x and
2s = 400 yields a resolutions that is almost as good as the full-sequencing ex-
periment with 2s = 400, despite having less than 10% of chromosomes actually
genotyped at each locus, on average. Note that the lower whiskers of the three
box plots are all at approximately 100 kb, specifying the maximally achievable
resolution in our simulations given the smoothing procedure together with the
fact that G′ was estimated from marker SNP placed at equidistant intervals of
10 kb along the chromosome.

This result is not just observed in one specific simulation run, but holds more

generally for the distribution of peak lengths for the G′ statistic, estimated over

1000 simulations (Figure 2.7B). We find that the average peak length for the

Pool-seq approach with 2s = 400 and 40x is almost 10 times shorter than for the

full sequencing approach with 2s = 40. In fact, the Pool-seq approach yields

a resolution that is just slightly worse than that of a full sequencing approach

of the whole sample of size 2s = 400, which would require substantially more

sequencing effort. Interestingly, our results suggest that longer reads in a Pool-

seq approach would actually perform worse in such situations, as this would

increase the distance over which the set of sequenced chromosomes would re-
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main correlated.

2.3.7 Impact of phenotyping inaccuracy

The arguably most unrealistic assumptions made in our calculations is the lack

of contamination of the segregant pools by alternative alleles, which would re-

quire a perfect ability to assess QTL genotype by phenotype. In practice, factors

such as incomplete heritability or heterozygotes showing a similar phenotype as

one of the homozygotes will likely result in some level of contamination in most

experiments. We would expect that such contamination can decrease the actual

mapping resolution as compared to an experiment with perfect phenotyping.

To examine the magnitude of this effect, we compared the distributions of G′

peak lengths in simulated BSA experiments with different levels of contamina-

tion by alternative alleles (Figure 2.8A). Intriguingly, even when 40% of individ-

uals in each pool were heterozygotes, this still increased the mean peak length

only marginally (by just a few percent). Thus, the results we derived for the ex-

pected mapping resolution under the assumption of no contamination should

still be reasonably accurate in these scenarios.

The reason for this apparent robustness to contamination by alternative al-

leles can be seen in Figure 2.8B, where G′ curves are shown for individual sim-

ulation runs with 0% versus 40% contamination by heterozygotes in each pool.

While higher contamination rate clearly decreases the height of the G′ peaks

around the QTL, peak widths are much less affected. This makes sense given

the definition of G′, which essentially measures allele-frequency differences be-

tween the segregant pools. Even with 40% contamination in each pool, allele
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Figure 2.8: The impact of heterozygote contamination on BSA experiments.
(A) Box plots show the distributions of G′ peak lengths as a function of the
heterozygote contamination rate in the segregant pools, estimated from 1000
simulation runs for each rate. We assumed equal percentages of heterozygotes
in both pools, with no contamination by homozygotes of the alternative allele.
Mean G′ peak lengths are surprisingly robust to contamination levels as high as
60%. Note that simulation means are systematically higher than medians, es-
pecially for the highest tested contamination level of 80%, indicating that mean
values are likely driven by long tails of the distributions. As in Figure 2.7B,
the lower whiskers always extend to the maximally achievable resolution of
approximately 100 kb given our smoothing procedure and distance between
marker SNPs. (B) The curves show tricube weighted G′ values for 10 simulation
runs each for a scenario without heterozygote contamination and a scenario
with a heterozygote contamination rate of 40%. Bold segments of the curves
specify the identified peaks. Contamination lowers the average height of the G′

peaks but their average length is much less affected. For the 0% scenario, peak
lengths ranged from 0.10−0.83 Mb in our simulations, as compared to 0.12−1.02
Mb for the 40% scenario.

frequencies at the causal locus should still segregate at a ratio of 20:80 between

the two pools, as compared to a ratio of 0:100 with no contamination, and a ra-

tio of 50:50 for the genomic background. As one moves away from the QTL,

this signal will decay at a similar rate as for the scenario without contamina-

tion. Thus, as long as contamination is not yet so high that it becomes difficult

to discern the peak from background noise, the expected peak size will remain

similar. Note that the same line of reasoning, in principle, should also hold for

the presence of heterozygous SNPs in the two founding strains.
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2.3.8 Comparison with experiments

To further validate the accuracy of our mathematical predictions, we compared

the mapping resolution predicted by Eq. (2.10) with the empirical resolution

achieved in two recent BSA experiments. The first experiment was a mapping

study of the genetic markers for intramuscular fat in Wagyu cattle [144], which

identified a genomic candidate region of length ∼ 5 Mb (between positions

24.8 − 29.6 Mb on chromosome 23). In this modified introgression mapping ex-

periment, female Chinese Waygu beef cattle were hybridized with sperm from

a single male Japanese Wagyu bull, and the progeny population was repeatedly

back-crossed with sperm from the same bull until the F3. A sample of s = 13 cat-

tle were collected from the F3 and their genomes were sequenced at an average

of 10x coverage per individual.

The average recombination rate across 29 bovine chromosomes in beef cat-

tle has been estimated at 1.23 cM/Mb (i.e., r = 1.23e − 8) [133]. The effective

population size of the experiment is unknown but can be roughly calculated as

Ne = 4N f Nm/(N f +Nm), where Nm = 1 is the number of male individuals through-

out the whole experiment and N f is the number of female individuals randomly

selected in each generation. Since N f ≫ Nm, a reasonable approximation would

be Ne ≈ 4. Besides, under the given parameters, even when Ne is varied over

a broad range it will only have a minor impact on the predicted mapping reso-

lution. In particular, for the given experimental design with t = 3, s = 13, and

r = 1.23e− 8, Eq. (2.10) predicts that the expected peak size should be E[D] = 3.9

Mb for Ne = 4, 2.2 Mb for Ne = 100, and 2.1 Mb for Ne = 1500. Thus, the average

overall peak length 2E[D] should be roughly 4 − 8 Mb even across this wide

range of Ne values. Given the generally high variance in peak lengths, this is in
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good agreement with the observation of a 5 Mb-long genomic region detected

in the experiment.

The second experiment was a mapping study for pyrethroid resistance in

the house fly Musca domestica [46]. In this experiment, flies from a susceptible

male strain and a resistant female strain were crossed and the progeny interbred

until the F6, with the interbreeding population ranging in size from ∼ 5, 000 flies

in the F2 to ∼ 9, 000 flies from the F3 on. The effective population size is again

unknown, but should presumably be somewhere within the range of 1, 000 −

5, 000. At the end of the experiment, two pools of 100 completely resistant and

100 completely susceptible flies were selected, and each pool was sequenced

with 30 − 40x coverage using a Pool-seq approach. Assuming a standard BSA

design with an average recombination rate for house flies of r = 0.74e − 8 [42], a

sample size of s = 200, and t = 6 generations of interbreeding, our calculations

predict an expected genomic resolution between E[D] = 0.14 Mb for Ne = 1000,

and E[D] = 0.12 Mb for Ne = 5, 000.

The highest peak in this study was located on chromosome 3, with the maxi-

mum G′ value observed at position 4,459,036 bp. This falls inside the Vssc gene,

which harbors both the kdr and skdr mutations that have previously been iden-

tified to confer resistance to pyrethroids. In particular, the position of the max-

imum G′ value was 87 kb from the kdr mutation and 82 kb from the skdr muta-

tion. Both mutations were present in 100% of the reads for the resistant pool, yet

observed at only low frequency in the susceptible pool. Again, these numbers

are in good agreement with our mathematical prediction of an expected map-

ping resolution of roughly 100 − 150 kb for the given experimental parameters.
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2.4 Materials and Methods

2.4.1 Simulations of BSA experiments

Simulations of BSA experiments were implemented in the SLiM evolutionary

simulation framework (version 3.5) [56]. We modeled a single QTL located on a

100 Mb-long chromosome. Each experiment was initialized with two homozy-

gous parental strains (denoted as AA and aa strains). The F1 was always seeded

with 1000 males from the AA strain and 1000 females from the aa strain. The

population was then interbred over t discrete, non-overlapping generations, us-

ing SLiM’s default Wright-Fisher model without selection. While the total num-

ber of individuals was kept constant at 2000 in each generation, only Ne ran-

domly chosen individuals were actually allowed to mate and reproduce in each

generation. Recombination occurred at a uniform rate of r = 1e− 8 per bp along

the chromosome (corresponding to 1 cM/Mb) in all simulations.

For the comparisons of analytical vs simulation results in the standard BSA

design (Figure 2.1A), as well as the heterozygote selection (HS) scheme (Fig-

ure 2.6), we used SLiM’s tree-sequence recording feature [54] to track the ances-

try at each position in each genome. This allowed us to directly identify ancestry

breakpoints in the sampled chromosomes without having to model any marker

SNPs for such inference.

For the simulations of the introgression mapping (IM) scheme (Figure 2.6),

we modeled SNPs placed at equidistant intervals of 10 kb along the chromo-

some to differentiate ancestry from the two parental strains. While this ap-

proach only allows for indirect and approximate inference of ancestral break-
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point locations, it should not pose a limiting factor given that the mapping

resolution was typically several orders of magnitude larger than the distance

between marker SNPs.

For the simulation of a short-read Pool-seq experiment (Figure 2.7), we used

marker SNPs placed at equidistant intervals of 1 kb along the chromosome.

Here, we assumed that every SNP provided an independent locus where a new

set of C chromosomes was genotyped from the 2s chromosomes present in each

sample. These chromosomes were chosen randomly with replacement.

The SLiM models for simulations, Python scripts for data analysis, and all

other relevant files are available at: https://github.com/runxi-shen/Predict-

Genomic-Resolution-of-BSA. We also provide a simple python script pre-

dict bsa resolution.py for calculating the expected genomic resolution of a BSA

experiment according to our equations, given the experimental design and pa-

rameters. A detailed documentation of these scripts and instructions for how to

use them for different experimental designs are explained in the file REAME.md,

which is also provided on the Github repository.

2.4.2 Calculation of G′

We calculated G′ from SNPs placed at equidistant intervals of 10 kb (or 1 kb

for the Pool-seq experiments) along the chromosome to differentiate ancestry

from the two parental strains. These calculations followed the procedure de-

scribed in [88]. Smoothed curves were obtained by a weighted sum of all SNPs

within the window bracketing the focal SNP, where the weight of each SNP

was obtained by a Nadaraya-Watson kernel regression [130]. For peak calling
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in Figures 2.7 and 2.8, we used the 99.9th percentile of all G′ values along the

chromosome as the significance threshold [143]. All SNPs with G′ values above

this threshold were considered part of the peak, with the size of the peak deter-

mined by the distance between its leftmost and rightmost SNPs.

2.5 Discussion

BSA has become an increasingly popular technique for mapping the genetic ba-

sis of phenotypic traits. Previous studies have used simulations to study how

the genomic resolution of BSA is affected by key experimental parameters such

as sample size and number of generations of interbreeding [102]. However, a

truly quantitative understanding has so far remained elusive. In this study, we

were able to derive a mathematical prediction for the expected mapping resolu-

tion of a BSA experiment. We have further demonstrated how our framework

can be extended to modifications of the experimental design, such as introgres-

sion mapping or selection for heterozygotes.

Our approach is based on the insight that the mapping resolution of a BSA

experiment is ultimately limited by the length of the genomic region surround-

ing the QTL in which all sequences in each sampled pool still share the ancestry

of the respective parental strain. This region is delimited by the two closest

ancestry breakpoints observed upstream and downstream of the QTL. We mod-

eled the occurrence of such breakpoints by a Poisson process along the chromo-

some, with its rate determined by two factors: the expected length of the sam-

ple’s genealogy at any given genomic position, and the expected rate at which

new ancestry breakpoints were generated along this genealogy from the ances-
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tors to the sample. Both factors combine to determine the expected mapping

resolution according to Eq. (2.10).

Our solution sheds light on the possible avenues for improving mapping

resolution. First, the rate of ancestry breakpoint generation could be increased.

While this rate is obviously bounded by the recombination rate of the organism,

only recombination events in individuals that carry ancestry segments from

both parental strains at the crossover location actually generate new ancestry

breakpoints. Thus, one could seek to increase the frequency of such individuals;

this is the rationale behind the “heterozyogte selection” strategy we discussed

above. Second, the length of the sample’s genealogy could be increased. In

principle, this could be achieved by including more generations of inbreeding,

using a larger sample size (and thus a larger number of phenotyped individu-

als), or achieving a lower coalescence rate during the experiment (which would

typically require a larger population size during interbreeding). Exactly how

these parameters play out will depend on the specific experimental setup.

In Eq. (2.7), we provided an approximate solution for the maximal mapping

resolution of a standard BSA experiment. This solution requires specification

of the coalescence effective population size (Ne) of the interbreeding population

that determines the pairwise coalescence rate in the genealogy of the sample.

In practice, the value of Ne will typically be smaller than the actual number

of individuals present in the interbreeding population, especially when there

is high variance in offspring number among individuals [18]. While various

methods have been developed for inferring Ne of experimental populations [3,

65, 84, 134], such inference may be non-trivial, and it may thus be unclear how

to choose the appropriate value for this parameter; at a minimum, however, the
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population size of the interbreeding population constitutes an upper bound for

Ne. Our analysis suggests that Ne should generally be kept as large as possible

throughout the experiment to optimize mapping resolution.

For the sake of mathematical tractability, we have focused on a rather sim-

plistic model of a trait controlled by a single QTL. For traits determined by mul-

tiple loci, overlap between signals could become a problem [102], and it may

no longer be possible to select for individuals that are homozygous at all QTLs.

In such cases, we expect that our results can only provide a lower bound to the

achievable mapping resolution.

Our approach further assumed that recombination rate is uniform along

the chromosome, but it would be rather straightforward to incorporate non-

uniform recombination rates. In particular, recombination events would then

need to be modeled by an inhomogeneous Poisson process in Eq. (2.3), so that

R, and thus also E[D], would become a function of genomic position. Intuitively,

one would expect higher mapping resolution in regions of higher recombination

rate, and vice versa.

Another simplification of our modeling is perfect sequencing data, while any

real-world experiment will likely suffer from some level of imperfect estimation

of pool allele frequencies due to sequencing errors or low coverage. This should

increase ”noise” in summary statistics such as G′, possibly making it more diffi-

cult to delimit or even identify individual peaks when they no longer stand out

against the fluctuations observed along the genomic background. Such noise

could be particularly problematic when the segregant pools also have high lev-

els of contamination by alternative alleles, as we have shown that this can lower

the expected height of the peaks (Figure 2.8).
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In the early days of molecular genetics, the precision one could hope to

achieve in a mapping experiment was typically limited by the ability to geno-

type a sufficient number of individuals at a sufficiently dense set of marker loci.

With the sequencing revolution, this constraint has fundamentally shifted. To-

day, it is often feasible to obtain whole-genome sequencing data for samples

of several hundreds or even thousands of individuals. Consequently, it is be-

coming more relevant to understand which other factors fundamentally limit

mapping resolution under a given experimental design. By providing a math-

ematical prediction for the expected mapping resolution of a BSA experiment,

based on coalescence theory, we were able to shed light on how individual pa-

rameters combine, qualitatively and quantitatively, to place a fundamental limit

on mapping resolution. From an experimentalists’ perspective, another advan-

tage of our mathematical approach over existing simulation-based alternatives

is not needing to run large computationally-intensive simulations for predict-

ing the expected mapping resolution. We hope that these results can not only

help scientists to set realistic expectations for the power of their planned ex-

periments, but also to identify which strategies would allow them to optimize

their study design most efficiently and economically. Finally, we hope that the

conceptual approach that underlies our calculations can be extended to other

genetic mapping strategies.
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CHAPTER 3

A MODEL OF FUNCTIONALLY BUFFERED DELETERIOUS MUTATIONS

CAN LEAD TO SIGNATURES OF POSITIVE SELECTION

DISTINGUISHABLE FROM AN EVOLUTIONARY CONFLICT MODEL

3.1 Abstract

Selective pressures on DNA sequences often result in signatures of departures

from neutral evolution that can be captured by the McDonald-Kreitman (MK)

test. However, the nature of such selective forces mostly remains unknown to

the experimentalists. Here we use the bag of marbles (bam) gene in Drosophila to

investigate different types of driving forces behind positive selection. We ex-

amine two evolutionary models for bam. The Conflict model originates from a

conflict of fitness between Drosophila and Wolbachia that causes reciprocal adap-

tations in each, resulting in diversifying selection on the bam protein. In the

alternative Buffering model, Wolbachia protects bam from deleterious mutations

during an infection and thereby allows such mutations to accumulate and even

fix in the population. If Wolbachia is subsequently lost from the species, muta-

tions that revert the gene back towards its original biological function become

advantageous. We use simulations to show that both models produce signals

of positive selection, though the levels of positive selection under the Conflict

model are more easily detected by the MK test. By fitting the two models to the

empirical divergence of D. melanogaster from an inferred ancestral sequence, we

found that the Conflict model reproduced strong signals of positive selection

like those observed empirically, while the Buffering model better recapitulated

the physicochemical signatures of the amino acid sequence evolution at bam.
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Our demonstration that the Buffering model can lead to positive selection sug-

gests a novel mechanism that needs to be considered behind observed signals

of positive selection on protein coding genes.

3.2 Introduction

Patterns of DNA sequence variation within and between species have increas-

ingly been used to infer the evolutionary forces that have acted on genes and

genomes. Over the past three decades, many tests of fit to a model of neutral

evolution have been developed, with one of the most widely applied being that

proposed by McDonald and Kreitman [91] and referred to as the McDonald-

Kreitman (MK) test. The basis of this test is a comparison of the ratios of non-

synonymous and synonymous fixed differences between species to those seg-

regating as polymorphisms within species using a 2x2 contingency test (e.g.,

Fisher’s Exact Test, Chi-Square test, or G-test). Synonymous variation acts as a

proxy for neutral variation (or at least variation that does not directly alter the

protein sequence of genes), with an excess of nonsynonymous fixed differences

between species typically interpreted as evidence that some form of natural se-

lection has accelerated the fixation of advantageous amino acid replacements.

This pattern is often referred to as positive selection and is interpreted to mean

that natural selection has been fine tuning the protein function of the gene or

responding to a changing function, and/or that the gene is involved with intra-

or inter-genomic conflict [92]. Although the MK test has been found previously

to have low power to detect positive selection, particularly when applied to sin-

gle genes [1,142], there are many empirical reports in the literature of significant

departures in the direction of positive selection [36]. The obvious question from
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the experimentalist’s perspective is what evolutionary mechanisms are driving

such signatures of positive selection.

We have studied the population genetics of two Drosophila genes that are crit-

ical for gametogenesis in D. melanogaster (bag of marbles, bam, and Sex-lethal, Sxl)

and they both show evidence, using the MK test, of episodic bursts of positive

selection [10, 11, 45]. These genes genetically interact with the endosymbiont

bacteria Wolbachia pipientis in that Wolbachia rescues the reduced fertility of a

partial loss-of-function bam mutant and the reduced egg production of multiple

partial loss-of-function Sxl mutants [14, 44, 122]. The bursts of positive selec-

tion in bam in only certain lineages of Drosophila is consistent with the episodic

nature of bacterial infections and the heterogeneous presence of Wolbachia re-

ported across the genus [93,107,128]. These observations, along with the knowl-

edge that functional divergence in bam is seen primarily in females, and that

maternally-inherited Wolbachia physically resides in the germarium and manip-

ulates reproduction of its host [44] led Bauer DuMont et al. (2007) [10], Flores et

al. (2015a) [45] and Flores et al. (2015) [44] to propose that evolutionary conflict

between the host (D. melanogaster) and Wolbachia over the control of reproduc-

tion may drive the observed positive selection at bam.

Here, we explore the dynamics of protein sequence evolution under two

evolutionary models that we hypothesize could be responsible for the burst of

positive selection we see at bam. The first is a classic arms race conflict model.

In this model, we assume that Wolbachia infection is detrimental to a germline

reproductive process in which bam is involved. For example, Wolbachia may

manipulate bam in a way counterproductive to the fitness of the fly. Under arms

race dynamics, we would expect positive selection to favor diversifying amino

53



acids in bam that result in Drosophila’s escape from the deleterious impact of

Wolbachia on their fitness. We term this the Conflict model. Note that while

we model this as an evolutionary conflict, selection associated with a strong

directional shift in function would be similar in outcome in many ways.

Secondly, we propose and evaluate a new model of interaction that is based

on the nature of the observed genetic interactions of Wolbachia with bam and Sxl.

Wolbachia partially rescues the fertility defects of a single amino acid replace-

ment hypomorphic mutant of bam [14, 44] as well as for several hypomorphic

alleles of Sxl [122] in D. melanogaster. We posit that in the presence of Wolbachia,

slightly deleterious mutations may accumulate in the bam gene without signif-

icantly reducing bam’s function. When Wolbachia is lost from the population,

there is positive selection for new nonsynonymous mutations that return the

bam protein sequence to its initial, and assumed optimal, functional state. We

term this model the Buffering model, as the effects of deleterious mutations are

“buffered” during periods of infection by Wolbachia.

We carry out evolutionary simulations to explore the population genetic con-

sequences for sequence evolution at bam for both conflict and buffering interac-

tions between the endosymbiont Wolbachia and the Drosophila host. With these

models, we first reaffirm the resultant adaptive evolution of a theoretical arms

race conflict and assess the likelihood that the alternative buffering type of inter-

action can also result in signatures of positive selection detectable with the MK

test. We then evaluate the robustness of these models to variation in selection

coefficients and duration of Wolbachia infection, and test our ability to distin-

guish between the two models using a measure of amino acid similarity [96].

Finally, using model parameters tuned to the observed sequences of bam in D.

54



melanogaster, we evaluate evidence from the observed sequence divergence of

bam in D. melanogaster compared to its common ancestor with D. simulans to see

if we can discriminate as to which model (Conflict or Buffering) better captures

the signatures of the bursts of positive selection observed at bam.

3.3 Materials and Methods

3.3.1 Simulation setup using SLiM

The evolution of bam was simulated under a Wright-Fisher model using

nucleotide-based simulation in SLiM 3.5 [54,56]. We inferred the ancestral DNA

sequence of the exons in bam (1338 nucleotides) for D. melanogaster and D. sim-

ulans using maximum likelihood with codeML v4.8 [139]. Briefly, alignments

of seven Drosophila coding sequences were made using PRANK v.170427 [85],

including sequences of D. melanogaster, D. simulans, D. sechellia, D. yakuba, D.

erecta, D. eugracilis, and D. pseudoobscura. The alignment was input in codeML

and an ancestral sequence was estimated by maximum likelihood for the com-

mon ancestor of D. melanogaster and D. simulans, using the other species’ se-

quences as outgroup references. The estimated common ancestral nucleotide

sequence was then used in SLiM as the starting sequence for the entire popula-

tion in each simulation.

The evolutionary parameters in the simulations were based on empirical es-

timates and then scaled to make the simulations run efficiently (summarized in

Table 3.1). The reported evolutionary parameters from empirical observations

were an effective population size (Ne) of 1e6 [15], an overall mutation probabil-
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ity (µ) of 2.8e − 9 per nucleotide per generation [67], an average recombination

rate (ρ) of 1e − 8 per nucleotide per generation [27] and a divergence time t

of 25 million generations (2.5 million years assuming 10 generations per year)

from the common ancestor to each species [109]. These parameters were then

scaled down by 1,000 to run more efficient simulations by using a smaller pop-

ulation and shorter simulation time while keeping the key products, Neµ, Neρ

and Ne/t constant to approximate the same evolutionary process [56]. Hence, in

each Wright-Fisher simulation, we have 1) a scaled population size Ne of 1,000

diploid individuals, 2) a mutation matrix representing a Kimura (1980) model

with transition rate α and transversion rate β of 1.88e − 6 and 0.47e − 6 respec-

tively (calculated from a scaled mutation rate µ = 2.8e − 6 and an observed 2:1

transition:transversion ratio in the sequences [68]), 3) a scaled recombination

rate ρ of 1e − 5 and 4) 25,000 scaled generations for the divergence time t. We

simulated bam as a single contiguous exon, though in reality there are two short

introns (61 and 64 bp). The effect of excluding these introns had a negligible

impact on the rate of recombination.

Parameter 𝑁! 𝜌 𝜇 𝑡

Empirical Estimate 1.0e6 1.0e-8 2.8e-9 2.5e7

Scaled Estimate (simulation) 1.0e3 1.0e-5 2.8e-6 2.5e4

Table 3.1: Empirical (biological) estimates for evolutionary parameters and
scaled estimates used for simulation. Ne: effective population size; ρ: recombi-
nation rate; µ: mutation rate; t: time in unit of generation.

We observed 85% of the codons in bam encode the same amino acids in both

D. melanogaster and D. simulans reference sequences, likely due to functional

constraints (example classifications are show in Table 3.2). Thus, we used this
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metric as a baseline in our initial simulations and first randomly sampled 75% of

the codons among the 1338 nucleotide sites from the identical amino acids in the

ancestral sequence to be constrained to the original amino acids. The rest of the

identical amino acids (10% of the total amino acids) were assumed to be under

completely neutral evolution, while the other 15% unidentical amino acids were

under selection based on the setup of our models. A nonsynonymous mutation

in the conserved codons was always assigned a selection coefficient s = −0.1, so

that it would undergo strong purifying selection (Nes = -100 in our simulations).

Note that the fitness of an individual in SLiM is calculated multiplicatively as

(1 + s) when it carries a homozygous mutation of selection coefficient s and

(1 + hs) when the mutation is heterozygous, where h is the dominance coeffi-

cient. In all our simulations, the dominance coefficient of any mutation was set

to a constant of 0.5. A mutation in the neutral codons was always assigned a

selection coefficient s = 0.

Type 1 2 3 4

D. melanogaster R P G -

D. simulans R P (63) and S (5) A F

Predicted ancestral R P A F

Assigned status Conserved Conserved Not conserved Not conserved

Table 3.2: Classification approach for assigning conserved and not conserved
status to each position in the alignment of D. melanogaster and D. simulans
DNA sequences. Conserved sites are assigned the selection coefficient s = -
0.1 in the simulations. Type 1-4 show the four types of amino acid sites that
were considered. Type 1 sites were classified as conserved and had identical
amino acids in both species. Type 2 sites were also classified as conserved when
polymorphic in one species with the major allele identical to that in the other
(numbers in parentheses denoted the hypothetical allele counts in a population
sample). Type 3 has a substitution and Type 4 has an indel, with both being thus
classified as not conserved sites.

Each simulation run began with a neutral “burn-in” period of 20,000 simu-
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lation generations (= 20 × scaled Ne) to accumulate genetic variation consistent

with an equilibrium state of mutation-drift balance before non-neutral dynam-

ics started. Note that during this neutral period, mutations occurring at the

conserved sites were still assigned a selection coefficient of s = −0.1 to retain the

functionally constrained amino acid positions. At the end of the neutral “burn-

in” period all new variations (fixations and polymorphisms) were retained in

the simulation. However, the “reference sequence” in SLiM that is used to track

the substitutions in the population and to assign selection coefficients in the

upcoming non-neutral phases of the simulation, was manually reset to the orig-

inal estimated ancestral sequence inferred from PAML. We did this so the selec-

tion coefficients of subsequent new mutations would be based on the particular

amino acid change encoded by the new mutation compared with the original

inferred ancestral sequence.

For each selection phase of the simulations, the absolute value of selection

coefficient |s| for each positively or negatively selected mutation in the 15% of

codon sites under selection was fixed for the duration of each simulation. The

beneficial mutations were assigned a selection coefficient of s > 0 while delete-

rious mutations had a selection coefficient s < 0. To determine the fitness effect

of each mutation, we explored several correlated measures of amino acid sub-

stitutions [50,58,96]. We used the amino acid matrix of Miyata et al. (1979) [96],

which captures the primary features of biochemical and physical differences

between amino acid pairs but does not take empirical protein sequence con-

servation into account, since some of our changes were going to be positively

selected, and not conserved. We henceforth refer to the pairwise measures from

the Miyata matrix as “Miyata scores (MS)” and use them to determine whether

a mutation is neutral (synonymous, no change in the encoded amino acid) or
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under positive or negative selection (nonsynonymous, MS between the original

amino acid and the mutated amino acid , 0) in each selection scenario. Be-

low, we will use a shorthand for MS calculations as follows, with, for example,

MS between the current amino acid and the mutated amino acid represented as

MS (AAcur, AAmut).

3.3.2 Selection regimes

Wolbachia infections have been observed to be temporally dynamic in host pop-

ulations, being lost at times and then regained, even from another species of

Drosophila [93, 107, 128]. Thus, each model has two selection phases: one with

selection parameters to represent a period of Wolbachia infection and another to

represent a period of Wolbachia absence in the population. There are four differ-

ent selection schemes: 1a) Wolbachia-infection phase in the Conflict model, 1b)

Wolbachia-absence phase in the Conflict model, 2a) Wolbachia-infection phase in

the Buffering model, and 2b) Wolbachia-absence phase in the Buffering model.

The phases of infection and absence of Wolbachia alternated in each model,

which simulated the periodic occurrence of Wolbachia in natural populations.

To keep the simulations simple, we assume that Wolbachia infection and loss

is instantaneous throughout the entire population and that there are no other

effects of Wolbachia on the host beyond which we are modeling.

The Conflict model was implemented based on a traditional arms race

model. In the Wolbachia-infection phase, we assume that Wolbachia’s presence

drives the positive selection of Drosophila by favoring the nucleotide changes

that lead to biochemically more diversified amino acids to “escape” the present
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function which may be targeted by Wolbachia’s harmful impact. In this case, all

the nonsynonymous mutations that give rise to biochemically different amino

acids from the current states (MS (AAcur, AAmut) > 0) were positively selected for,

with selection coefficients s > 0 (Figure 3.1, top). In the Wolbachia-absence phase

of the Conflict model, there is no evolutionary conflict between bam and Wol-

bachia and thus no selective pressure on the host to adapt. Under these con-

ditions, we assume that the current amino acid sequence functions adequately

such that the DNA sequences in the population remain largely unchanged and

the bam gene is under purifying selection to preserve the present amino acid se-

quences. In this case, nonsynonymous mutations leading to amino acid changes

(MS (AAcur, AAmut) > 0) are considered deleterious with selection coefficients

s < 0 (Figure 3.1, top).

The second evolutionary model, the Buffering model, is built on the ob-

servation that Wolbachia offers a functional buffer for deleterious mutations in

bam and rescues what would be reduced fertility of its host in the absence of

Wolbachia. During the Wolbachia-infection phase, Wolbachia somehow function-

ally alleviates the deleterious effects of certain nonsynonymous mutations and

makes them effectively neutral. Under this scenario, mutations leading to di-

vergent amino acids different from the ancestral state (MS (AAanc, AAmut) > 0)

are all regarded as neutral (Figure 3.1, bottom) and thus can accumulate, al-

beit slowly due to drift alone. If Wolbachia infection is lost, these previously

buffered mutations are now deleterious, and new mutations leading to amino

acids that converge back towards the initial amino acid ancestral states are fa-

vored as there is selective pressure for bam to regain its original optimal func-

tion. In this case, a mutation that converts the current amino acid to a mu-

tated amino acid that is biochemically more similar to the ancestral amino acid
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(MS (AAanc, AAmut)–MS (AAanc, AAcur) < 0) is beneficial with a selection coefficient

s > 0, while divergent mutations (MS (AAanc, AAcur)–MS (AAanc, AAcur) > 0) are

deleterious with selection coefficients s < 0 (Figure 3.1, bottom).

s = 0

MS (AAanc , AAmut) – MS (AAanc , AAcur) < 0 
s > 0

MS (AAanc , AAmut) – MS (AAanc , AAcur) > 0 
s < 0

MS (AAcur , AAmut) > 0 
s > 0

MS (AAcur , AAmut) > 0 
s < 0

-Wolbachia+WolbachiaNeutral burn-in

(Ancestral sequence)
Simulation generation 

20,000

Conflict

Simulation generation 
45,000

Buffering

Figure 3.1: Simulation setup for Conflict and Buffering Base models. Selection
on new nonsynonymous mutations (mutated amino acid, AAmut) is determined
by their Miyata score (MS) to the appropriate reference amino acid (the current
amino acid, AAcur, or the ancestral amino acid, AAanc).

The above models capture two types of potential driving forces behind the

signatures of positive selection observed on the bam gene. However, these mod-

els make many idealized assumptions about amino acid evolution based on

Miyata scores and thus are regarded as the “Base” models. For instance, in

the Conflict model, any nonsynonymous mutation would be positively selected

during the presence of Wolbachia. However, mutations that lead to biochemi-

cally similar amino acids with homogeneous functions may not bear such strong

selective advantages compared to the original ones and could be regarded as

almost neutral, while the mutations giving rise to extremely dissimilar amino

acids may completely lose their original functionality and thus be deleterious.

To incorporate these more realistic biological assumptions, we set up additional

“Complex” models based on empirical observations to determine whether a

mutation would be neutral, beneficial, or deleterious. For example, Demogines
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et al. (2013) [30] identified adaptively evolving sites in the transferrin receptor

gene TfR1 in wild rodents to include amino acids R, K, N, I, and T, which corre-

sponds with pairwise Miyata scores ranging from 0.4 to 3.37. Likewise, Charron

et al. (2008) [20] propose sites in the plant gene eIF4E to be in an arms race con-

flict with viral proteins, which includes those with amino acids L, P, and A that

give pairwise Miyata scores ranging from 0.06 to 2.76. We found that the Miyata

scores for all proposed positively selected residues in these studies ranged from

0.05 to 3.37, with the majority of scores falling between 1.5 and 2.5.

With the above proposition, in the complex Conflict model when Wolbachia

is present, nonsynonymous mutations that give rise to biochemically similar

amino acids (0 < MS (AAcur, AAmut) ≤ 1) are regarded as neutral with selection

coefficients s = 0 (Figure 3.2, top); mutations leading to mildly different amino

acids (1 < MS (AAcur, AAmut) ≤ 3) are considered beneficial with selection coef-

ficients s > 0 (Figure 3.2, top); and mutations become deleterious with selec-

tion coefficients s < 0 when they generate extremely dissimilar amino acids

(MS (AAcur, AAmut) > 3) (Figure 3.2, top), as they are likely to disrupt the bio-

logical function of bam. These cutoffs are consistent with the range of Miyata

scores found at sites that are proposed to be adaptively evolving in response to

an evolutionary conflict. In the Wolbachia-absence phase in the complex Con-

flict model, to preserve the current amino acid sequences, we still assume that

mutations leading to similar amino acid changes (0 < MS (AAcur, AAmut) ≤ 1) are

considered neutral, but any mutation that causes a dissimilar amino acid change

(MS (AAcur, AAmut) > 1) is deleterious with a selection coefficient s < 0 (Figure 3.2,

top).

Unlike the complex Conflict model, we have insufficient empirical observa-
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tions to guide our selection cutoffs for a complex Buffering model. For sim-

plicity, we adopted the same selection schemes used in the complex Conflict

model to represent one biologically plausible possibility for the interaction.

When Wolbachia is infecting in the complex Buffering model, any mutation that

gives rise to a mildly biochemically different amino acid from the ancestral state

(0 < MS (AAanc, AAmut) ≤ 3) is regarded as neutral with selection coefficients s = 0

(Figure 3.2, below) due to the protection by Wolbachia. However, mutations are

considered deleterious with selection coefficients s < 0 when they generate ex-

tremely dissimilar amino acids (MS (AAanc, AAmut) > 3) (Figure 3.2, bottom), since

they are likely to disrupt the biological function of bam. When Wolbachia is lost

from the population, only mutations that converge back towards the biochemi-

cal characteristics of the initial ancestral state relative to the current amino acid

are favored (MS (AAanc, AAmut)–MS (AAanc, AAmut) < −1) with a selection coefficient

s > 0, while the more divergent mutations (MS (AAanc, AAmut)–MS (AAanc, AAcur) >

1) are deleterious with a selection coefficient s < 0 (Figure 3.2, bottom). Any

mutation in between (−1 ≤ MS (AAanc, AAmut)–MS (AAanc, AAcur) ≤ 1) is consid-

ered neutral (s = 0) since it does not cause a radical functional change in the

amino acid to increase or decrease the fitness of an individual. Below, we test

the evolution of bam under both the “base” and “complex” models to investi-

gate how implementation of different fitness parameterizations for the base and

the complex Miyata score ranges affect our simulation results.

3.3.3 Simulation parameters

We focused on investigating the impacts of two key parameters on the evolu-

tion of the Drosophila species in each of the proposed models: 1) the magnitude
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MS(AAanc , AAmut) > 3 
s < 0

MS(AAanc , AAmut) – MS(AAanc , AAcur) < -1
s > 0

MS(AAanc , AAmut) – MS(AAanc , AAcur) > 1
s < 0

1 < MS(AAcur , AAmut) ≤ 3
s > 0 MS(AAcur , AAmut) > 1

s < 0MS(AAcur , AAmut) > 3 
s < 0

-Wolbachia+WolbachiaNeutral burn-in

(Ancestral sequence)
Simulation generation 

20,000

Conflict

Simulation generation 
45,000

Buffering

Figure 3.2: Simulation setup for Conflict and Buffering Complex models. Se-
lection on new nonsynonymous mutations (mutated amino acid, AAmut) is de-
termined by their Miyata score (MS) to the appropriate reference amino acid
(the current amino acid, AAcur, or the ancestral amino acid, AAanc). The cutoffs
of Miyata scores to determine the selection coefficients are chosen based on em-
pirical observations.

of the selection coefficient for both beneficial and deleterious mutations, and

2) the length of alternating Wolbachia-infection and Wolbachia-absence phases in

each model in which the different selection phases occur. The absolute values

of selection coefficients included |s| = 0.1, |s| = 0.01, and |s| = 0.001, resulting in

Ne|s| = 100, Ne|s| = 10, and Ne|s| = 1 respectively, where Ne|s| = 1 can be consid-

ered effectively neutral. The lengths of different selection phases varied from

equal periods of 12,500, 6,250, and 3,125 simulation generations (correspond-

ing to one, two, and four Wolbachia infection-loss cycle(s) respectively in a total

divergence time of 25,000 simulation generations). For each set of parameter

combinations, we ran 50 independent simulations and performed downstream

analyses including the MK test, inferences of α (the proportion of amino acid fix-

ations driven by positive selection, [118]), and Miyata score differences between

the ancestral and evolved sequences. All these downstream analyses were con-

ducted every 3,125 simulation generations (the shortest phase length in our sim-
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ulation setup) after the neutral burn-in period, by comparing the “reference se-

quence” in SLiM to the common ancestral sequence of D. melanogaster and D.

simulans. For the MK test, 100 diploid individuals were randomly sampled from

the population and nonsynonymous and synonymous fixations (relative to the

inferred ancestral sequence) and polymorphisms present were tabulated.

3.3.4 Analyses of simulated sequences

The MK test was used to evaluate departures from an equilibrium neutral model

consistent with positive selection and was implemented with a custom script

modified from the iMKT package [97] to include mutations at 2-fold degen-

erate sites which the standard iMKT package implementation ignores. Poly-

morphisms and divergences found at 4-fold degenerate sites were considered

synonymous and those found at 0-fold degenerate sites were considered non-

synonymous. If there was a polymorphism or divergence at a 2-fold site, the site

was classified based on the synonymous or nonsynonymous nature of the resul-

tant amino acid. Any sites in codons with a change at more than one position

were rare in our simulations and ignored. The Fay et al. (2001) [40] correction

for low frequency polymorphisms was applied, counting only polymorphisms

> 5% frequency to avoid including deleterious variation segregating in the pop-

ulations. Significance of the MK test was determined by Fisher’s exact test.

An estimate of the proportion of amino acid causing nonsynonymous substi-

tutions driven to fixation by positive selection (α = 1 − (DsPn)/(DnPs)) was cal-

culated from the input values of the MK test following Smith and Eyre-Walker

(2002) [118]. We also calculated the “true α” in the simulations by tracking the

actual fraction of nonsynonymous substitutions in bam that were driven to fix-

65



ation by positive selection in the simulation. Since the selection coefficient of a

mutation could change as Wolbachia was gained and lost from the population,

any mutation that once had a selection coefficient s > 0 and was eventually

fixed in the population was regarded as being driven to fixation by positive

selection. As with the estimated iMKT α, the true α is calculated for each sim-

ulation from the observed substitutions relative to the ancestral sequence. The

average Miyata score calculated for each amino acid change between the simu-

lated, evolved sequence and the ancestral sequence was used as an assessment

of physicochemical similarity between the two sequences.

3.4 Results

3.4.1 Conflict and Buffering Base models

We first used the Conflict and Buffering Base models described above to simu-

late the cyclic pattern of Wolbachia infection and loss in the Drosophila popula-

tion. In the Conflict Base model, nonsynonymous mutations underwent posi-

tive selection in the presence of Wolbachia infection but were negatively selected

in the absence of Wolbachia. In the Buffering Base model, nonsynonymous mu-

tations experienced neutral evolution in the Wolbachia-infection phase but were

positively or negatively selected in the Wolbachia-absence phase.

The patterns of true α’s were clearly indicative of positive selection in the

Conflict Base model phase with Wolbachia with the strongest selection (Ne|s| =

100, Figure 3.3A, row 1). The elevated true α’s persisted though with a slow

decline during the subsequent Wolbachia-free phase. The Buffering Base model
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showed a positive, though much lower, α that emerges in the first Wobachia-

absence phase (Figure 3.3B, row 1), consistent with our intuition of positive se-

lection to return to a more functional bam protein without the deleterious mu-

tation buffering by Wolbachia. This pattern was also most evident with strong

selection. Among all the selection coefficients for both the Conflict model and

Buffering model, the true α’s stayed high or increased in the phases where pos-

itive selection is expected and stayed constant or decreased in the phases of

neutral evolution and purifying selection.

In the Conflict Base model, the average of iMKT estimates of α were almost

all positive for selection coefficients with Ne|s| > 1 and showed clear periodic

changes as Wolbachia comes in and out of the population across all three phase

lengths (Figure 3.3A, row 2). Surprisingly, the magnitude of the iMKT α’s in-

creased in the phase without the imposed positive selection. This unexpected

increase is explained by the change of nonsynonymous polymorphisms (Pn) in

the population. In the Wolbachia-infection phase, both Dn and Pn accumulated

due to the positive selection of nonsynonymous mutations, as expected; how-

ever, after the sudden change to the Wolbachia-absence phase, Dn was largely

unchanged while Pn experienced a sudden decrease as nonsynonymous mu-

tations were all selected against (Figure 3.3A, row 4). Given the equation for

calculating the iMKT α (α = 1− (DsPn)/(DnPs)), the iMKT estimate of α therefore

increased in the phase with the implemented purifying selection that followed

the positive selection. For the effectively neutral case of Ne|s| = 1, the iMKT α’s

in the Conflict Base model fluctuated around 0.

In the Buffering Base model across all selection coefficients, the iMKT α’s

were mostly negative across the whole simulation, but changes in magnitude
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are evident in different selection phases, e.g., iMKT α decreased during neutral

phases (Wolbachia present) but increased in phases with selection (Wolbachia ab-

sent) (Figure 3.3B, row 2). These observed negative iMKT estimates of α were

due to the contributions from both Dn and Pn. In the initial Wolbachia-infection

phase of the Buffering model, nonsynonymous polymorphisms were negatively

selected in the constrained codons and neutrally buffered by Wolbachia in the

codons under selection, with few such mutations in the latter category going

to fixation, explaining the negative iMKT α’s in the initial phases (Figure 3.3B,

row 4). Following this “buffering” period, a subset of nonsynonymous muta-

tions was selected for. However, the number of nonsynonymous mutations that

could be positively selected in the Buffering Base model was much less than

those in the Conflict Base model, leading to a smaller Dn and thus a smaller

(possibly < 0) iMKT α, even when positive selection was present. While a peri-

odicity of iMKT estimated α’s was observed in both models, the small number

of polymorphisms and fixed differences made these estimates only vaguely re-

flective of the true α’s.

The box plots of differences between the true and iMKT α’s were used to

evaluate the accuracy of iMKT α’s. In general, iMKT α’s systematically underes-

timate the true α’s due to the presence of deleterious polymorphisms [37,40,94].

For the Conflict Base model with effectively neutral evolution (Ne|s| = 1), iMKT

α’s usually underestimated the true α’s (Figure 3.3A, row 3). However, under

stronger selection (Ne|s| ≥ 10), iMKT α’s underestimated the true α’s only during

the Wolbachia-infection phase; there was good accuracy in iMKT α’s estimation

when Wolbachia was lost, which reflected the delay in detecting selection based

on changing Pn as previously explained. In the Buffering Base model, iMKT α’s

also tended to underestimate the true α’s (especially with Ne|s| ≥ 10 in the later
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Wolbachia-infection phases), with the box plots distributed above 0.

For the Conflict Base model, the pattern of the true α’s and the iMKT α’s was

not dramatically influenced by the magnitude of the selection coefficient (Ne|s| ≥

10) and the varying lengths of the infection/absence periods that we examined.

In contrast, for the Buffering Base model, longer Wolbachia infection periods

resulted in larger true α’s, presumably due to the greater time to accumulate

buffered deleterious mutations in the presence of Wolbachia. Nevertheless, the

length of Wolbachia infection and absence periods had only a minor impact on

the final magnitude of Dn, Ds, Pn, and Ps observed at the end of the simulations

(Figure 3.3A and B, row 4). Only Pn show dramatic periodic fluctuations due to

the cyclic infection and absence periods.

Additionally, we looked at the distributions of p-values in iMKT (FWW cor-

rection, SNPs frequency > 5%) and the correlation between iMKT α’s and their

corresponding p-values at the end of the simulation. In general, a statistically

significant rejection of neutrality in the direction of positive selection was more

likely to be detected with the iMKT in the Conflict Base model than in the Buffer-

ing Base model with the iMKT, since the values of the key MK test parameter

Dn are generally much larger in both Wolbachia-infection and Wolbachia-absence

phases in the Conflict model. This increased magnitude of Dn provided more

statistical power in Fisher’s exact test (Figure 3.5A). On the other hand, even

under the strongest selection in our simulations, the MK test could hardly detect

any statistically significant signals of positive selection in the Buffering model,

likely due in part to the modest length of the bam gene (Figure 3.5B). Overall,

smaller p-values were always associated with larger iMKT α’s, and all the sig-

nificant p-values (< 0.05) were associated with iMKT α’s close to 1.0 across all
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Figure 3.3: MK test results of simulations for two base models. (A) Conflict
model; (B) Buffering model. Each panel shows MKT analyses with different
selection coefficients of Ne|s| = 100, Ne|s| = 10, and Ne|s| = 1 graphed across alter-
nating phases (phase length = 12,500, 6,250, 3,125 and simulation generations)
of Wolbachia infection (Wol+, dark grey) and Wolbachia absence (Wol-, light grey)
post-burn-in period. In each panel, row 1: the average true α in the simulations;
row 2: the average iMKT α in the simulations (FWW correction, SNPs frequency
> 5%); row 3: the distributions of differences between the true and iMKT α ev-
ery 3,125 simulation generations; row 4: The average of each iMKT component
(Dn, Ds, Pn, Ps).

selection coefficients (data not shown).

All together, these results demonstrated that α estimated from iMKT identi-

70



fied departures from neutrality in the direction of positive selection in the Con-

flict Base model but not reliably in the Buffering Base model. The phase without

imposed positive selection in the Conflict model introduced a cyclical pattern

of the iMKT α (but not the true α). The iMKT α was basically unreliable in

all phases of the Buffering model. Lastly, the MK test parameter Dn reached a

higher magnitude in the Conflict model, which was reflected in the smaller p-

value statistics, suggesting greater power to detect positive selection with the

MK test in the Conflict model than in the Buffering model.

3.4.2 Conflict and Buffering Complex models

We next implemented the models with a more complex parameterization of se-

lection coefficients based on Miyata scores. The MK test results for these Con-

flict and Buffering Complex models closely resembled those for the Base mod-

els. Since we narrowed down the Miyata score range for the positively selected

nonsynonymous mutations in both complex models by introducing neutral and

deleterious ranges, we observed lower true α’s for both the Conflict and Buffer-

ing Complex models compared to their Base models (Figure 3.4A and B, row 1).

For the Buffering Complex model, this difference was particularly pronounced,

with a barely perceptible increase in true α for even the strongest selection sce-

nario of Ne|s| = 100. The patterns of iMKT α’s and box plots for the difference

between the true and iMKT α’s were similar between Complex and Base models

(Figure 3.4A and B, row 2 and 3). The total number of Dn did not reach the same

magnitude at the end of simulation for the Conflict Complex model as it did

in Conflict Base model across different phase lengths and selection coefficients.

However, Dn had a slight increase in the Buffering Complex model compared
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with the Buffering Base model, potentially due to the introduction of the neu-

tral region leading to a small number of additional nonsynonymous fixations

by genetic drift alone (Figure 3.4A and B, row 4). The distributions of p-values

were also similar between the Complex and Base cases (Figure 3.5C and D).

3.4.3 Distributions of Miyata scores

We expect amino acid substitutions to be more diversified in the Conflict model

than in the Buffering model in both the Base and Complex cases, as the former is

based on the premise of a sequence evolving away from the ancestral sequence

and the latter is based on the premise of a sequence evolving toward the ances-

tral sequence. To assess this, we calculated Miyata scores between each amino

acid substitution and its ancestral amino acid throughout the simulations.

For both the Base and Complex cases, the distributions of Miyata scores per

amino acid from the Conflict and Buffering models were most distinguishable

from each other in the strongest selection scenario at Ne|s| = 100. Here, the

interquartile ranges of Miyata score distributions of the two models were com-

pletely separated at the end of simulations (Figure 3.6A and B, row 1), but they

were basically indistinguishable from each other throughout the simulations

when the selection is the weakest at Ne|s| = 1 (Figure 3.6A and B, row 3).

For Ne|s| = 10, the distributions of Miyata scores overlap more in the Base

case compared with the Complex case (Figure 3.6A and B, row 2) because the

positively selected mutations had a higher concentration of Miyata scores be-

tween 1 and 3 in the Complex case, which made the differences between Miyata

scores more prominent. The same results can be observed in the strongest se-
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Figure 3.4: MK test results of simulations for two complex models. (A) Con-
flict model; (B) Buffering model. Each panel shows MKT analyses with different
selection coefficients of Ne|s| = 100, Ne|s| = 10, and Ne|s| = 1 graphed across alter-
nating phases (phase length = 12,500, 6,250, 3,125 and simulation generations)
of Wolbachia infection (Wol+, dark grey) and Wolbachia absence (Wol-, light grey)
post-burn-in period. In each panel, row 1: the average true α in the simulations;
row 2: the average iMKT α in the simulations (FWW correction, SNPs frequency
> 5%); row 3: the distributions of differences between the true and iMKT α ev-
ery 3,125 simulation generations; row 4: The average of each iMKT component
(Dn, Ds, Pn, Ps).

lection simulations, where the distance between interquartile ranges was also

larger in the Complex cases than in the Base cases.
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Figure 3.5: Distributions of iMKT p-values. iMKT p-values (FWW correction,
SNPs frequency > 5%) for simulation runs with Wolbachia phase = 12,500 sim-
ulation generations and Ne|s| = 100, 10, 1 for the simulated models at 45,000
simulation generation. The vertical red line denotes p-value = 0.05. Note that
distributions are normalized to have an area of 1 under the histograms. (A)
Conflict base model; (B) Buffering base model; (C) Conflict complex model; (D)
Buffering complex model.

In summary, we are better able to distinguish between the Conflict and

Buffering models using Miyata score distributions when there is strong se-

lection, and when there is a more complicated parameterization of selection

scheme as in the Complex models. Different infection/absence phase lengths

did not have a large impact on the average Miyata scores across the simulations.

3.4.4 Comparison with the empirical data

To evaluate which model in our analysis better captures bam’s observed patterns

of sequence evolution within and between natural populations of Drosophila, we

first performed our MK test on a population sample (n = 89) of D. melanogaster

[78], using divergence to the predicted common ancestral sequence with D. sim-

ulans as the outgroup and a randomly sampled sequence as the reference se-

quence used in the iMKT estimate. Analysis of these data reject neutrality in
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Figure 3.6: The distribution of Miyata scores per amino acid substitution.
Miyata scores per amino acid substitution across multiple runs for substitutions
between the consensus sequence at the end of a given simulation generation
and the ancestral sequence. Data is shown for both the Conflict model (dark
grey) and Buffering model (light grey) at every 3,125 simulated generations post
burn-in for different phase lengths.

the direction of positive selection using the MK test with a p = 0.00015 and α

estimated to be 0.91 (FWW correction, SNPs > 5%). We used the number of non-

synonymous substitutions per nonsynonymous site (dN) calculated from iMKT

results as the summary statistic to tune selection parameters of the two simula-

tion models with only one Wolbachia infection-loss cycle.

While examining polymorphism levels would seem important to distinguish

between Conflict and Buffering models, these levels are very sensitive to the

length of Wolbachia infection and absence as we have modeled it, for example,

due to the strong purifying selection occurring in the Conflict model when Wol-
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Figure 3.7: Heatmap of log2[(S imulation dN)/(Observed dN)] for four models to
fit the empirical data. For each model, average dN was calculated across 50
simulation runs per each pair of conserved-site ratio and selection-site ratio to
find the combination of parameters best fitting the empirical dN. Red boxes
highlight the pairs of parameters used to investigate which model is preferred
to recapitulate the observed data in iMKT and Miyata score analysis.

bachia is lost. Thus, determining the time point for sampling is problematic for

the empirical data as we do not know for a species that is infected with Wol-

bachia how long it has been infected, nor do we know for uninfected species

when the last time they were infected (or even if they were). The problematic

effect of this timing choice on Pn and Ps can be seen in Figure 3.3 and Figure 3.4.

As Dn is less sensitive to the sampling time points and represents the number

of amino acid changes in bam, we chose to only use this parameter to evaluate
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how well our models fit to empirical data.

Applying our custom iMKT script to our empirical sequence data, we found

that iMKT Dn = 34 and dN = 0.033 for the empirical D. melanogaster population.

We initially found that Conflict models always predicted a much higher Dn than

the empirical observation, while Buffering models often exhibited a much lower

Dn. Such results showed the initially assumed ratio of codons under selection

(RS = 15%) and ratio of codons under constraints (RC = 75%) could not repro-

duce similar results for the evolution of amino acids for either model. Thus, we

chose to tune these two ratios of selected and constrained codons (RS and RC)

under different strengths of positive selection (Ne|s| = 100, 10, 1) and explore

under which parameter settings could we fit the empirical dN in each of our

proposed models. When we achieved a matching dN, we then compared the

Miyata scores per amino acid change in the observed data and our simulation

results and see whether a Conflict or a Buffering model is more similar to our

observations.

For each selection coefficient s, we first ran simulations using RS and RC

both sampled from a uniformly distributed grid of nine points ranging from 0

to 0.8, since the maximum proportion of conserved codons is 0.85, and assessed

the resulting dN. Preliminary simulations revealed that for the Conflict models,

dN was consistently more than two-fold overestimated for any proportion of

selected sites greater than 0 (e.g., RS > 0, data not shown). Therefore, we refined

the Conflict model grid search for RS to a uniform grid of 6 points from [0, 0.1],

while keeping the full grid range for RC. For the Buffering models, we kept the

full range of the RS grid as we did find parameters that fit the observed dN. For

each pair of parameters for all models, we ran 50 simulations and calculated
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the mean of dN ( ˜dN) across the runs. We then compared the difference between

the empirical dN and ˜dN. The best pair of RS and RC was the one that led to

the smallest difference between ˜dN and the empirical dN under each selection

coefficient s.

For the models with selection coefficient Ne|s| = 1, all combinations of the two

ratios reproduced similar results consistent with effective neutrality (Figure 3.7).

For moderate or strong selection, the best-fit parameters are shown in Table 3.3.

Ne|s| RS RC

Conflict Base
10 0.02 0.5

100 0.02 0.6

Buffering Base
10 0.6 0.1

100 0.6 0

Conflict Complex
10 0.08 0.6

100 0.04 0.7

Buffering Complex
10 0.2 0.5

100 0.4 0.2

Table 3.3: RS and RC parameters for the Conflict and Buffering Base and Com-
plex models with Ne|s| = 10 and 100 best fit the empirical data.

3.4.5 Analyses of Conflict and Buffering models best fitting the

empirical data

To evaluate how well the Conflict and Buffering models implemented with the

best-fit pairs of RS and RC recapitulate the empirical data for D. melanogaster,
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we performed the same iMKT analysis and Miyata score analysis for the result-

ing simulations. Positive true α’s were observed in the Conflict Base, Buffering

Base and Conflict Complex models across different phase lengths, indicating

that positive selection was present under these scenarios. However, iMKT could

only identify positive selection by α and statistically significant p-values in the

two Conflict models with strong selection at Ne|s| = 100. Moderate selection at

Ne|s| = 10 in the Conflict models or any levels of selection in the two Buffering

models was not detected by iMKT p-values or inferred α (Figure 3.8).

In addition, we calculated the empirical per-site Miyata scores between the

current D. melanogaster sequences and their predicted common ancestral se-

quence shared with D. simulans, and compared it with the distributions of per-

site Miyata scores simulated from the best-fit RS and RC at different time points.

The end of the simulations at 45,000 scaled generations represents the actual di-

vergence time between the ancestral sequence and the extant D. melanogaster

and D. simulans species. At this time point, the interquartile ranges of Miyata

scores of the Conflict and Buffering models have separated from each other,

with fully non-overlapping interquartile distributions in the Complex models.

In all models, the per-site Miyata score of D. melanogaster are located closer to

the center of the distributions from the Buffering models than to the center of

distributions from the Conflict models (Figure 3.9).

In summary, the best-fit Conflict models with strong selection reproduced

the most significant iMKT p-values and high estimates of α like that observed

in the D. melanogaster sample, but the Miyata-score analysis indicated the Buffer-

ing models as a better fit for the evolution of the amino acids’ biochemical prop-

erties. It is important to note that while the average iMKT α is extremely close to
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zero for all Buffering models, the lower whiskers on the box plots in fig 8B and

8C show that high iMKT inferred α’s can, although infrequently, occur under

the Buffering models as well.

3.5 Discussion

The increasing availability of DNA sequence datasets for diverse genes,

genomes and organisms has led experimentalists to scan genes and genomes for

footprints of natural selection. Using tests like the MK test, a striking number

of cases of departures from neutrality have been revealed [36]. In some cases,

statistical evidence of strong positive selection can be easily associated with a

proposed causal factor (e.g., genes involved in antiviral immunity or in mating

behavior, [92]). In other cases, the driving factor is less clear.

In this study, we proposed two different models, the Conflict model and

the Buffering model, to investigate different types of driving forces behind the

signatures of positive selection at bam, motivated by its biological interactions

with Wolbachia. The Conflict model is based on an arms race dynamics previ-

ously proposed to model the interactions between competing symbiotic species,

which positively selected diversified amino acids. The alternative Buffering

model we newly propose in this paper is based on another possible interaction

between bam and Wolbachia, in which Wolbachia protects bam from the effects

of deleterious mutations that can therefore accumulate during the Wolbachia in-

fection phase by drift (equivalent to the relaxation of functional constraints for

amino acid mutations). When Wolbachia is lost, the constraints are reimposed

and amino acids similar to bam’s ancestral state are selected for.
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We used simulations to study the evolutionary process involved in each

model and found that both models can generate positive selection as measured

by the true α. A positive true α in the Conflict Base and Complex models aligns

with our expectations of the represented interaction. More interestingly, the

positive true α in the Buffering models reveals that Wolbachia need not function

as a reproductive parasite in conflict with bam to drive positive selection in the

host gene.

However, we must highlight the difference in the Buffering model’s ability

to generate positive selection and our ability to detect it. We found that in all

simulations, the iMKT α generally underestimated the true α. This underesti-

mation had a minimal effect on our interpretation of evolution in the Conflict

models, as the true α was very large in all simulations outside of those with

the weakest selection (Ne|s| = 1). On the other hand, with a maximum true α

(∼0.25) in the Buffering models’ simulations, an underestimation led to a weak

or absent signal of positive selection detectable by iMKT, which could further

be confounded by statistical noise. Such findings highlight some limitations of

the MK test that are consistent with the findings of others [1, 37, 40, 68, 94, 142].

Nevertheless, even with these limitations, the iMKT could still infer high α’s,

representing detection of positive selection, in some simulation runs under the

Buffering models.

The Buffering models require the fixation of Wolbachia-buffered deleterious

nonsynonymous mutations by drift for there to be resulting positive selection

during a subsequent phase without Wolbachia. This effect is seen across the three

different infection lengths that we simulated in the Buffering Base model. Thus,

longer Wolbachia infection phases will increase the chance of detecting positive
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selection in a subsequent Wolbachia absence phase, though never to the level

resulting from Conflict models. The average length of Wolbachia infection time

is unknown for Drosophila, but a few studies have documented the minimum

length of current Wolbachia infections. These include two independent studies

that found the wMel Wolbachia variant to have been in D. melanogaster for 79,000

and 80,000 Drosophila generations thus far [23, 107]. These time periods are

shorter than what we have simulated, but there is evidence to suggest turnover

of Wolbachia variants that could act as a longer standing infection period than

currently documented [75,108]. Thus, Wolbachia infection of the length we have

simulated, and with it a potential for subsequent positive selection, is not out of

question.

In addition to phase lengths affecting the Buffering model results, popula-

tion size could also play a large role. Because drift during the Wolbachia infection

phase is what allows the buffered deleterious nonsynonymous mutations to fix,

this model will likely lead to stronger signatures of positive selection for species

with smaller Ne than this large population size Drosophila species since the time

to fixation of neutral mutations is approximately 4Ne generations [72].

To better evaluate the fit of the observed data from D. melanogaster to the

predictions of the Conflict and Buffering models, we tuned the simulation se-

lection parameters of both models to fit the observed nonsynonymous sequence

divergence per nonsynonymous site (dN) between D. melanogaster and the in-

ferred common ancestor with D. simulans. Explorative simulations are reflected

in the empirically tuned simulations. Only the tuned Conflict model recapitu-

lated the statistically significant positive iMKT α’s that we observed for the D.

melanogaster population. As in the general Buffering results discussed above,
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the tuned Buffering model can result in evidence of positive selection as in-

dicated by a true α under certain conditions, but we can rarely detect it with

the iMKT in bam with statistical significance. Interestingly, for the Miyata score

analysis, we found that the Buffering models better fit our empirical data, as the

Conflict models predicted greater amino acid diversity (assessed by the Miyata

score) than we observe. Thus, combining these two results, we suggest that the

Buffering model is a possible explanation behind the observed evolution in the

D. melanogaster bam gene on the rare occasion that the iMKT is significant in the

direction of positive selection. Nevertheless, a p-value less than or equal to 0.05

for the empirical MKT result is the typical criteria used by experimentalists to

infer a departure from an equilibrium neutral model. Thus, with the current

assumptions of our models, the Conflict model of an arms race between Wol-

bachia and bam is still the better explanation for the signature of selection that

we observe at bam.

We note that the best fit results for all models come with parameterizations

that include a considerable proportion of neutral sites. This suggests that our

model is missing important subtleties behind the evolution of bam. For instance,

we have only used fixed selection coefficients throughout our simulations to

model the selection coefficients for both beneficial and deleterious mutations,

while they could actually be drawn from some distribution. The cutoffs of Miy-

ata scores to determine the characteristics of each mutation were also fixed and

thus could also involve more customization based on the properties and func-

tions of actual amino acids as well. It is also possible that a mixture of Conflict

and Buffering models may be operating, with each driving evolution at a subset

of sites. Importantly, while the underlying simplified assumptions as imple-

mented in our models give them only a limited ability to capture the full details
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of the evolutionary processes, our simulations do demonstrate that the Con-

flict models have enough power to generate statistically significant signatures

of positive selection at bam.

With regard to resolving the evolutionary interactions between bam and Wol-

bachia in Drosophila, it will now be important to explore other experimental ev-

idence with respect to potential conflict, change in function or buffering. For

example, we could test for evidence of positive selection in Wolbachia genes, as

positive selection in Wolbachia is expected under the Conflict model where Wol-

bachia would co-evolve with bam to continue its impact on Drosophila fertility.

There is already some evidence of positive selection at a few genes across dif-

ferent Wolbachia strains of arthropods and nematodes [7, 8] but a much more

thorough analysis of closely related Wolbachia strains infecting D. melanogaster

is needed. To test for a conflict-like interaction between germline stem cell

genes and Wolbachia, signals of selection in Wolbachia need to be examined solely

within the Drosophila genus, since Wolbachia has a very different relationship

with its nematode hosts [126].

While our modeling study was motivated by the bursts of positive selection

at bam and Sxl in Drosophila and the experimental interactions between Wol-

bachia and hypomorphs at these genes, both the Conflict model and the Buffer-

ing model should be investigated when we try to understand the signals of

positive selection at other genes in Drosophila. Considering that Wolbachia in-

fects some 50% or more of all arthropods [59,132,145], this means that there are

potentially many yet undiscovered cases of strong episodic positive selection in

other species. Genes of a greater length than bam are of particular interest as

there is potentially more statistical power to detect positive selection resulting
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from the Buffering model.

We also want to emphasize that a fit to the Conflict compared to the Buffer-

ing model does not by itself imply a conflict drives the positive selection ob-

served. A change in function that favors diversification of the protein-coding

gene would also give similar results because, like the Conflict model, selection

to refine a new function would likely favor positive selection for physicochem-

ically different amino acids, which is selection for increasingly diverse Miyata

scores. A recent analysis of CRISPR/Cas-9 generated nulls in five Drosophila

species raises this possibility for bam [14]. Whether the observed changes in

function are associated with conflict with Wolbachia remains an open question

as the two are not mutually exclusive.

Ultimately, we suggest that the Buffering model is a new entry to the suite

of models that need to be considered in cases where molecular population ge-

netic evidence is found for departures from selective neutrality consistent with

positive selection. The Buffering model is a framework that could apply to pop-

ulations that experience cycles of higher mutational loads, followed by positive

selection. This is observed in seasonally small populations, where a drop in

population size allows the fixation of some deleterious alleles that are subse-

quently purged from the population. Additionally, populations in changing en-

vironments may experience higher mutational loads at the onset of the change.

This phenomenon would be similar to that of antagonistic pleiotropy, in which,

for our case, one environment is more tolerant of various alleles, allowing some

alleles to fix that would be considered deleterious in the subsequent environ-

ment. In the subsequent environment, positive selection favors new mutations

that return the gene to its optimum sequence [22].
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Figure 3.8: MK test results of simulations for best-fit models for D.
melanogaster. (A-D) MK test α analysis of each model with different selection
coefficients of Ne|s| = 100, Ne|s| = 10 graphed at phase length = 12,500 simula-
tion generations of Wolbachia infection (Wol+, dark grey) and Wolbachia absence
(Wol-, light grey) post-burn-in period. (A) Conflict Base model; (B) Buffering
Base model; (C) Conflict Complex model; (D) Buffering Complex model. In
each panel, column 1: the average true α in the simulations; column 2: the
average iMKT α in the simulations (FWW correction, SNPs frequency > 5%);
column 3: the distributions of differences between the true and iMKT α every
3,125 simulation generations; column 4: The average of each iMKT component
(Dn, Ds, Pn, Ps). (E-H) Distributions of iMKT p-values. iMKT p-values (FWW
correction, SNPs frequency > 5%) for simulation runs with Wolbachia phase =
12,500 simulation generations and Ne|s| = 100, 10 for the simulated models at
45,000 simulation generation. The vertical red line denotes p-value = 0.05. Note
that distributions are normalized to have an area of 1 under the histograms. (E)
Conflict Base model; (F) Buffering Base model; (G) Conflict Complex model; (H)
Buffering Complex model.
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Figure 3.9: Distributions of Miyata score for the D. melanogaster samples
from the simulations with best-fit parameters. The boxplots are the distribu-
tions of Miyata scores for each model at every 3,125 generation. (A) Conflict and
Base models; (B) Conflict and Buffering Complex model. The distributions are
compared with the observed summary statistics of D. melanogaster empirical
data (red horizontal line).
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CHAPTER 4

INFERRING THE DEMOGRAPHIC HISTORY OF DROSOPHILA

MELANOGASTER FROM THE GLOBAL DIVERSITY LINES

4.1 Abstract

Inferring the demographic history of natural Drosophila melanogaster popula-

tions has been one of the key topics in the population genetic research of this

model organism. The demography of D. melanogaster can elucidate how neutral

evolution impacted the genetic signatures observed in its population genomic

data, and also provide a null model for more accurate inferences of adaptation.

The origin of this fly species was located in sub-Saharan Africa, but it was as-

sumed to spread globally to other continents only recently. However, many

details of its expansion and colonization around the world, such as population

size changes and split timings, still remain debatable. In this chapter, we use

whole-genome data from five D. melanogaster natural populations to infer the

demographic history of this species in the past, specifically focusing on the pop-

ulation size change of each population. Our analyses demonstrate that a simple

constant-size population model suffices to characterize the genetic signatures of

out-of-Africa populations. We first apply this model in the demographic infer-

ence of each non-African population individually, and then use the same model

to characterize the combined demography of all five populations together. We

show that the constant-size model could recapitulate both genetic signatures

in individual populations and genetic differentiation between pairs of popula-

tions. Our analyses provide a new perspective to understand the demographic

history of non-African D. melanogaster populations.
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4.2 Introduction

Drosophila melanogaster originated in sub-Saharan Africa [29, 71, 77, 121] and has

since expanded beyond its ancestral range to inhabit all continents except for

Antarctica as a human commensal [57]. Previous studies on the demographic

history of this species have shown that it started to colonize Europe and Asia

about 12 - 20,000 years ago but was only recently introduced to the Americas

and Australia [29, 77].

To date, the precise demographic history of D. melanogaster populations in

Africa is still controversial: some studies inferred a population bottleneck us-

ing samples from Uganda, Zimbabwe and Zambia, but the timing and severity

of this bottleneck is debatable [31, 113, 117], while other researchers concluded

that a simple expansion model would suffice to explain the observed popu-

lation genetic signatures [6, 104]. For the non-African D. melanogaster popula-

tions, a substantial reduction in genetic variation has been observed in each of

them, and this has been attributed to their derivation from a single ancestral

population which involved potential bottlenecks during colonization [9]. For

instance, a potential bottleneck in the European population, associated with the

single ”out-of-Africa” expansion, was inferred to have occurred from around

6400 years ago [9] to around 16,000 years ago [83, 117, 127] without including

potential migration between Africa and Europe. Although some of these anal-

yses inferred similar bottleneck timings, they still obtained different estimates

for the duration of bottleneck and the ratio of the population size during and

after the bottleneck. Most of these initial studies only considered the demo-

graphic history of individual D. melanogaster populations. However, with the

development of new demographic inference methods such as ∂a∂i [53, 104] and
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fastsimcoal2 [34,35] that can conduct demographic inference by modeling multi-

ple populations together, scientists started to investigate a more comprehensive

demographic history of D. melanogaster across different geographic locations.

Laurent et al. (2011) [81] first proposed a three-population demographic model

using D. melanogaster samples from Africa, Europe and Asia and found Asian

and European populations shared a non-African most recent common ancestor

that existed about 2,500 years ago. Duchen et al. (2013) [31] conducted a com-

prehensive analysis of five possible demographic models for an Africa-Europe-

North America population trio and inferred admixture between Africa and Eu-

rope generated the North American population. More recently, Arguello et al.

2019 [6] extended these analyses to investigate demographic histories of sev-

eral population trios: Africa-Europe-Asia, Africa-Europe-North America, and

Africa-Europe-Australia. They found that including migration between popu-

lation pairs can significantly impact the estimated timings for population splits.

Even though many studies have revisited the demography of the ancestral

African population multiple times to investigate whether a bottleneck or an ex-

pansion model fit the empirical data better, they barely examined the individual

demography of the non-African population. In most studies, an exponential-

growth model was used to characterize the presumable founder event in each

non-African population [6, 31, 81]. However, Garud et al. (2020) [47] recently

found that an alternative three-population model for Africa, Europe, and North

America with constant population sizes in North America and Europe could

also fit the genomic data from Drosophila melanogaster Genetic Reference Panel

(DGRP) [87] in terms of summary statistics such as genetic diversity π [99] and

the nucleotide site frequency spectrum (SFS). This raised the question whether

the exponential-growth model is the most appropriate model to characterize
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the demography of non-African population. Another potential problem with

previous demographic analyses is that the inferences were only conducted on

a specific subset of genomic sites which were presumably neutral, yet there is

still considerable debate about the neutrality of selected genomic sites and de-

mographic inferences are likely biased by the choices of sites used in the analy-

ses [6, 25, 26, 64, 82, 100].

Here, we examine the demographic history of D. melanogaster populations

from five continents, focusing specifically on their population size changes. We

base our analyses on the Global Diversity Lines (GDL) data set [51], which pro-

vides high-quality, validated and uniformly generated genome-wide samples

from five geographically diverse D. melanogaster populations: Africa, North

America, Europe, Asia, and the South Pacific. The GDL data set allows us to

explore both the demography of each population individually and the integra-

tive history of all these populations combined together. We perform our demo-

graphic inferences based on four different sets of SNPs and test a comprehensive

set of models describing the population size change of each population. Our

analyses demonstrate that an expansion model best fits the African population

and a shrinkage model suffices to recapitulate genetic patterns of non-African

populations, which characterizes a single split from their respective ancestral

populations. We then incorporate these individual demographic histories into a

comprehensive model including all five populations based on the previous in-

ferences. This new model with constant-size non-African populations can also

provide a good fit to the empirical data.
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4.3 Materials and Methods

4.3.1 SNP dataset

The SNP data used for the demographic inferences was derived from the GDL

data set [51], a collection of 84 D. melanogaster lines from five populations around

the world: Beijing, China (15), Ithaca, USA (19), the Netherlands (19), Tasmania

(18) and Zimbabwe (13). They were inbred for 12 generations in the lab and

thus are largely homozygous, except for the regions associated with inversions

harboring lethal alleles that could not be made homozygous by inbreeding [51].

The lines are fully sequenced to an average depth of 12.5x per line, and indepen-

dent SNP validation was carried out demonstrating very high-quality calls. We

used the publicly available VCF file provided by Grenier et al. (2015) [51] for the

SNP calls. The demographic inferences were carrired out on four sets of SNPs

to investigate the robustness of our models and the inferred parameters: SNPs

located at 1) positions 8-30 bp in short introns ≤ 65 bp, 2) 4-fold degenerate sites,

3) the combination of 4-fold degenerate sites and bases 8-30 of short introns ≤

65 bp and 4) all the autosomal sites (excluding chromosome 4). The first three

classes of SNPs were chosen to minimize the impact of nonneutral evolutionary

forces, such as natural selection, on demography, and were regarded as the pre-

sumably “neutral” sites for demographic inference [25, 80, 100]. The first SNP

category (positions 8-30 bp in short introns ≤ 65 bp) was shown to be under the

least selective constraint as the most “neutral” set [100]. The last set of all the au-

tosomal SNPs were used as a reference to investigate the impact of selection on

parameter estimates. These subsets of SNPs were annotated using SnpEff [24]

with D. melanogaster’s r5.57 genome assembly, and output into VCF files using
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vcftools (v0.1.17; [28]). The number of SNPs in each set and its corresponding

total sites are listed in Table 4.1. Since all lines in the GDL were inbred with

high levels of homozygosity, the data set was treated as haploid by randomly

selecting one of two alleles across heterozygous sites [6, 51]. Missing genotypes

were imputed based on the population-specific allele frequency of the site if at

least half of the alleles were known.

Site Type Short Intron 4-fold Degenerate Short Intron + 4-fold Degenerate All Autosomal

Total Sites 332,923 2,363,710 2,696,633 96,606,862

Segregating
Sites

B 10,150 75,264 85,325 1,532,125
I 12,140 90,217 102,507 1,880,799
N 10,539 77,561 88,037 1,584,210
T 12,404 90,702 103,136 1,899,768
Z 17,127 127,492 144,641 2,523,761

Table 4.1: Numbers of total and polymorphic sites for four sets of SNPs used
in demographic inferences. Numbers of total genomic sites and segregating
sites for each SNP category in every population. Population names are abbrevi-
ated: B = Beijing, I = Ithaca, N = the Netherlands, T = Tasmania, Z = Zimbabwe.

4.3.2 Demographic inferences

Demographic parameters in each model were inferred by a simulation-

based composite-likelihood approach framework implemented in fastsimcoal2

(v2.6.0.3; [34, 35]). We used the folded SFS for our demographic inferences,

since we could not accurately infer the ancestral allele of each SNP: the pos-

terior probabilities assigned to the ancestral calls for our SNP data set decline

across the allele frequency bins, with a notable drop at frequencies ≥ 0.9 espe-

cially, which may cause erroneous polarization and thus result in incorrect esti-

mations of demographic parameters [6,51]. However, since fastsimcoal2 requires

the frequency of monomorphic sites to conduct accurate inferences, this num-

ber was calculated by subtracting the total number of segregating sites from the
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total number of investigated sites in each set of SNPs (Table4.1).

Each VCF file was converted to SFS as the input for fastsimcoal2 by custom

python scripts adopted from ∂a∂i [53, 104]. For each population, the SFS was

generated based on the sample size that maximized the number of SNPs by

using ∂a∂i’s “projection” function (Beijing: 13, Ithaca: 16, the Netherlands: 14,

Tasmania: 15, and Zimbabwe: 12) [6]. For the inference of each demographic

model in fastsimcoal2, we ran 50 replicates, each with 100,000 simulations and

40 expectation-maximization cycles as suggested by the software manual, and

fixed the mutation rate (µ) to 1.3 × 10−9 per base pair per generation [81] to es-

timate effective population sizes (Ne). For every parameter in the demographic

models, we searched for its optimal value that maximizes a model’s likelihood

across at least three orders of magnitude to exploit all the possible parameter

space.

4.3.3 Predictive simulations

We used coalescent simulations generated by fastsimcoal2 (v2.6.0.3; [34, 35]) to

carry out model comparisons and check how well a model fit the empirical

data. For each inferred model, we simulated 100 data sets under the parame-

ters that generated the maximum likelihood. Summary statistics such as genetic

diversity π per nucleotide site [99], Tajima’s D [125], nucleotide SFS and popu-

lation differentiation FS T [137] were calculated using ∂a∂i [53] to evaluate the

goodness-of-fit of each model to the empirical data.
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4.4 Results

4.4.1 Single-population models

The general principle of demographic inference is to start with a simple model

first and then gradually build up to more complex models. The simplest de-

mographic models for the populations in the GDL are the single-population

models. We inferred the demographic history of each population under six

different models to investigate their population size changes and divergence

time from their respective ancestral populations: the constant-size model, ex-

pansion model, shrinkage model, bottleneck model, exponential-growth model,

and founder-event model characterized by a population shrinkage followed by

exponential growth (Figure 4.1). Each of these six models was used for the de-

mographic inference of every GDL population. The best-fitting parameters of

each model were used to generate predictive simulations and then compared

with the empirical data in terms of π per nucleotide site, Tajima’s D, and the

SFS.

Constant
Size

Exponential 
Growth

Expansion Founder
Event

present

tim
e

Shrinkage Bottleneck

Figure 4.1: Schematics of the single-population demographic models. Six
demographic models for a single population were tested: the constant-size
model, expansion model, shrinkage model, bottleneck model, exponential-
growth model, and founder-event model. Widths of the population branches
suggest changes in population sizes (not to scale).
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For the African population, several previous studies have inferred a bottle-

neck prior to its expansion [31, 113, 117], while others found a simple expan-

sion model would suffice to characterize its population history [6,64,66,81,104].

Among our six tested models, the constant-size and shrinkage models had the

poorest fit to the African data across four different sets of SNPs when compar-

ing the distributions of simulated summary statistics with the empirical esti-

mates (data not shown). While the expansion, bottleneck, exponential-growth,

and founder-event models yielded much better fit, the distributions of sum-

mary statistics from predictive simulations were still mostly separated from the

empirical estimates across 4-fold degenerate, short intronic and 4-fold degen-

erate, and all autosomal SNPs. The means of summary statistics generated by

predictive simulations generally differed by ∼ 10% compared to the empirical

observations. Only the distribution of simulated summary statistics generated

by the demographic inference based on short intronic SNPs overlapped with

empirical estimates (Figure 4.2). As we can see from the schematic plots of the

inferred demographic histories, the demographic inferences from short intronic,

4-fold degenerate SNPs, and a combination of these two sets all yielded similar

parameter estimates in population size changes and their timings (Figure 4.5A).

The inferred parameters from all the autosomal SNPs, however, showed a more

recent expansion time and a smaller ancestral population size. The set of all

the autosomal SNPs was supposed to maximize our inference power due to

containing the most abundant genetic data, but it also appeared to introduce a

huge bias to inference accuracy presumably due to the inclusion of SNPs that

were not evolving neutrally. When comparing the inference results across mod-

els, we found that both the expansion and the exponential-growth models in-

ferred similar demographic histories in population size changes and their tim-
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ings, except for an additional parameter of exponential growth rate. To ensure

we exploit sufficient searching space for estimating parameters in our models,

we picked the initial value for each parameter from a broad range across sev-

eral orders of magnitude (e.g. for the expansion model, the starting value for

the timing of each population size change was chosen from a log-uniform dis-

tribution ranging from 1e2 to 1e6 generations ago). However, even under such

setups, we still obtained very similar estimated parameters, such as the timings

of population size changes, across different demographic models. For the bottle-

neck model specifically, the second population size change was always inferred

to occur close to the first population size change, which made the bottleneck

model converge to the expansion model (Figure 4.5A inset). Thus, the expan-

sion model could actually be regarded as equivalent to the exponential-growth

and bottleneck model owing to its smaller number of parameters. However, we

also found that a founder-event model can reproduce similar summary statis-

tics as the expansion model, but with different population parameter estimates,

which could potentially suggest a new hypothesis for the demographic history

of the African population.

For the Netherlands population, population size changes in the demo-

graphic models were supposed to capture its split from Africa [6, 31, 81, 83, 117,

127]. Since the population would have experienced a reduction in genetic di-

versity when deriving from its ancestral population, we assume the split event

could be parsimoniously modeled as a population shrinkage associated with

colonization. We were especially interested in comparing the shrinkage model

with previous models which assumed an exponential growth after a decrease in

population size (founder-event model). We found that both the shrinkage and

the founder-event model fit the SFS, π, and Tajima’s D well across all four sets

97



A C

B D

Figure 4.2: Predictive simulations for Zimbabwe population. Comparison of
observed summary statistics (SFS, π, and Tajima’s D; red) to predictive simula-
tion values (blue) under four demographic models with best-fitting parameters
for Zimbabwe population: (A) the expansion model, (B) the exponential-growth
model, (C) the bottleneck model and (D) the founder-event model. The SFS was
plotted in the log scale on the y-axis. The summary statistics were calculated on
four different sets of SNPs.

of SNPs in the Netherlands sample, and so did the bottleneck model. Predic-

tive simulations showed that all three models successfully reproduced similar

SFS as the empirical data and the distributions of π and Tajima’s D overlapped

with the observed values across different sets of SNPs (with the only exception

for the distributions of π predicted from all the autosomal SNPs, Figure 4.3).

The estimated parameters for effective population sizes and the timing for size

changes were similar to each other within each set of SNPs and between short

intronic and 4-fold degenerate SNPs, but they were different from the estimates

inferred based on all the autosomal SNPs potentially due to the inclusion of sites

impacted by selection (Figure 4.5B).
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Figure 4.3: Predictive simulations for the Netherlands and Beijing popula-
tions. Comparison of observed summary statistics (SFS, π, and Tajima’s D;
red) to predictive simulation values (blue) under three demographic models
with best-fitting parameters for the Netherlands and Beijing populations: (A)
the shrinkage model for Netherlands population; (B) the bottleneck model for
Netherlands population; (C) the founder-event model for Netherlands popula-
tion; (D) the shrinkage model for Beijing population; (E) the bottleneck model
for Beijing population; (F) the founder-event model for Beijing population. The
SFS was plotted in the log scale on the y-axis. The summary statistics were cal-
culated on four different sets of SNPs.

Similar patterns were also observed in the demographic inferences of Bei-

jing, Ithaca, and Tasmania populations. For these populations, We modeled the

population split from their common ancestor in Europe [6, 31, 81] using a re-
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Figure 4.4: Predictive simulations for Tasmania and Ithaca populations. Com-
parison of observed summary statistics (SFS, π, and Tajima’s D; red) to predic-
tive simulation values (blue) under three demographic models with best-fitting
parameters for the Netherlands and Beijing populations: (A) the shrinkage
model for Tasmania population; (B) the bottleneck model for Tasmania popu-
lation; (C) the founder-event model for Tasmania population; (D) the shrinkage
model for Ithaca population; (E) the bottleneck model for Ithaca population; (F)
the founder-event model for Ithaca population. The SFS was plotted in the log
scale on the y-axis. The summary statistics were calculated on four different sets
of SNPs.

duction in the population sizes. The shrinkage, bottleneck and founder-event

models recapitulated the summary statistics of each population for π, Tajima’s

D, and SFS (Figure 4.3, Figure 4.4). However, the estimated demography of
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each population was more sophisticated than those observed in Zimbabwe and

the Netherlands populations. In these three non-African populations, the de-

mographic inferences conducted on the short intronic and 4-fold degenerate

sites were robust within themselves across different models and between each

other, but the inferred parameters from all the autosomal SNPs were different

compared with the other sets, again suggesting that these parameter inferences

were not robust presumably due to selection acting on some of the SNPs. Even

though the demographic histories varied among these models, each popula-

tion still had similar inferences for the present Ne, which was also reflected by

a good fit to the observed π using predictive simulations. The observed SFS

and Tajima’s D aligned with the distributions obtained from simulations across

three models, which showed that different demographic histories could often

generate similar genetic signatures in the populations (Figure 4.3, Figure 4.4).

4.4.2 Five-population models

Based on the inference of population expansion for the ancestral-like Zimbabwe

population and the demography of non-African population in the GDL data set,

we next aimed to investigate a demographic model incorporating all five popu-

lations together. The population interactions among the five-population model,

such as population splits, admixture, and migration events, were set up based

on the evidence that D. melanogaster experienced a single out-of-Africa event

from Africa to Europe, and then from Europe to the other continents [6,9,31,81].

In our five-population model, the Zimbabwean population first experienced a

population expansion in the past, and then the Netherlands population split

from its ancestor in Africa. Following the population split of the Netherlands,
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Figure 4.5: Inferred demographic histories of Zimbabwe, Netherlands, Bei-
jing, Ithaca and Tasmania populations. Schematics of the demographic models
for each population were plotted by scaled population sizes and the timing of
demographic events based on their parameter estimates. The inset plots show
the zoom-in population size change in the bottleneck/shrinkage model. (A)
Zimbabwe population; (B) the Netherlands population; (C) Beijing population;
(D) Tasmania population; (E) Ithaca population.

Beijing, Tasmania, and Ithaca populations also started colonization at their new

locations by deriving from the Netherlands population sequentially. For the Tas-

mania and Ithaca populations, African admixture was introduced at the same
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time of their splits since it was assumed to be critical in shaping the genetic di-

versity in these populations [6,31,81]. We also included constant and asymmet-

ric migration between each pair of the five populations since their establishment

(Figure 4.6).

Zimbabwe

Tasmania

Ithaca

Netherlands

Beijing

tim
e

present
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Figure 4.6: Schematics of two five-population demographic models. (A) Five-
population constant-size model; (B) five-population exponential-growth model;
(C) pairwise asymmetric migration between each pair of populations and pop-
ulation color legend. In (A) and (B), width of the population branches suggest
population size changes (not to scale). Thick arrows represent population split
events and thin arrows represent the direction of admixture from one popula-
tion to the other among population branches. In (C), thin arrows indicate the
direction of continuous migration between each pair of populations.

Previous studies have modeled all non-African populations to experience

exponential growth since their colonization at new locations [6, 31, 81], so we

tested two models for these five populations. In these two models, Zimbabwe

population was always modeled with an expansion model, while the first

constant-size model assumed every non-African population maintained a con-

stant size after splitting from its respective ancestor and the second exponential-

growth model assumed each of them underwent an exponential growth (Fig-

103



ure 4.6). Our inference results showed that the split timings and population size

changes of non-African populations were estimated differently between these

two models: the constant-size model inferred earlier split timings and smaller

present effective population sizes, while the exponential-growth model esti-

mated more recent split timings, smaller ancestral population sizes and larger

present population sizes (Figure 4.9).

Predictive simulations were generated by the parameters with the maximum

likelihood in each model, which both exhibited good fit to the empirical data.

The constant-size model performed slightly better than the exponential-growth

model in fitting the empirical SFS, despite having fewer parameters. The results

were similar between these two model in reproducing empirical observations of

π, Tajima’s D, and FS T with simulations (Figure 4.7, Figure 4.8). Out of three dif-

ferent sets of SNPs (all the autosomal SNPs were excluded in the five-population

models due to its huge consumption of computational resources and runtime),

inferences on the short intronic SNPs performed the best and their predictive

simulation results closely aligned with the empirical estimates (Figure 4.7). The

accuracy of our inferences based on other categories of SNPs were compromised

since more sites potentially linked to or directly under selection were included

in those cases. In general, demographic inferences from both models performed

well in recapitulating the empirically estimated population summary statistics.

However, we still regarded the constant-size population model as the better

model to characterize the demography of the GDL populations since it was the

more parsimonious model with smaller number of parameters.
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Figure 4.7: Predictive simulations from two five-population models - single-
population summary statistics. Comparison of observed summary statistics
(SFS, π, and Tajima’s D; red) to predictive simulation values (blue) under
the five-population demographic models with best-fitting parameters: (A) the
constant-size model; (B) the exponential-growth model. The summary statistics
were calculated on three different sets of SNPs.

4.5 Discussion

In this study, we performed a comprehensive demographic inference for five

cosmopolitan populations of D. melanogaster from the GDL data set. Starting
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Figure 4.8: Predictive simulations from two five-population models - FS T .
Comparison of observed FS T ’s between pairs of populations (red) to predic-
tive simulation values (blue) under the five-population demographic models
with best-fitting parameters: (A) The constant-size model; (B) The exponential-
growth model. FS T was calculated on three different sets of SNPs.

with basic single-population models, we extensively tested six demographic

scenarios to infer the population history of population split events and size

changes after each population’s establishment. Under the single-population

models, we first identified the expansion model as our best model for the an-

cestral Zimbabwe population. For the other four out-of-Africa populations, a

simple population shrinkage model sufficed to characterize genetic patterns ob-

served in their population samples, consistent with a previous study that found

a constant-size population model could provide the best fit for a North Ameri-

can D. melanogaster sample from the DGRP data set [47]. In the five-population

models, we tested the exponential-growth and constant-size models for the out-

of-Africa populations and both models could recapitulate observed summary
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Figure 4.9: Inferred demographic histories of five GDL populations. Schemat-
ics of the demographic models plotted by scaled population sizes, timing of
population split and admixture events based on their parameter estimates in
two models: (A) the constant-size model and (B) exponential-growth model.
Constant and asymmetric migration between each pair of the five populations
since their establishment was also inferred but not shown here.

statistics in predictive simulations, with the constant-size model performing

slightly better than the exponential-growth model. These results also suggest

that a simple constant-size population model is sufficient to recapture the de-

mography of the GDL populations.

The fly lines sequenced in the GDL data set were initially used to exam-

ine population differences in genes and gene families, and were not regarded

as a perfect data set for demographic inference as they are inbred lines with

limited sample size in each population [6, 51]. However, they are also one of

the very few data sets that comprise a wide range of geographic origins span-

ning different continents, and therefore offer us a great opportunity to analyze

world-wide populations in a single model. The excess of homozygosity caused

by inbreeding deviated from binomial expectations made by the Wright-Fisher

model, which was the assumption of many demographic inference methods,
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and may affect estimates of demography. We minimized such biases by treating

every individual as a haploid, and randomly sampled only one allele from each

individual if it was heterozygous. To date, various computational tools have

been proposed to infer demographic parameters. One class of methods is based

on SFS data, such as f astsimcoal2 [34,35] and ∂a∂i [53]. The other class is extract-

ing information from haplotype data, like diCal2 [112,123]. Haplotype informa-

tion that takes linkage structure into account can indeed help us detect more re-

cent demographic events, but it also requires genetic segments of considerable

length for accurate inference. Due to the compactness of the D. melanogaster

genome, long haplotypes would inevitably include sites linked to regions un-

der selection, which violate the assumption of using only neutral sites in these

demographic methods. Besides, phasing of the individuals sampled in the GDL

could also be problematic as there were still multiple heterozygous blocks de-

tected in these inbred lines [51]. For all these reasons, we decided to use an

SFS-based method for our demographic inference in D. melanogaster. Since fast-

simcoal2 is more efficient in estimating demographic parameters among com-

plex demographic models that incorporate multiple populations compared with

∂a∂i, we eventually picked this software to perform our analyses.

We aimed to minimize the effect of selection on our demographic inferences

by excluding the sex chromosomes, which carry elevated rates of positive se-

lection [6], and by focusing on selected subsets of SNPs which are supposed

to be least affected by selection. However, we acknowledge that it would be

impossible to completely eliminate the effect of selection. To still obtain some

understanding of the robustness of our results, we compared the results across

multiple such sets of SNPs to test the impact of SNP choices on both model se-

lection and demographic parameters. The short intronic sites were supposed to
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contain the most neutral SNPs, with the 4-fold degenerate site to be the second

most neutral [25, 26, 82, 100]. By contrast, the set with all the autosomal SNPs

should contain a much larger number of non-neutrally evolving SNPs. Demo-

graphic inferences based on short intronic and 4-fold degenerate sites were not

so different from each other, but the set with all autosomal sites yielded much

smaller Ne estimates and also different timing of population size changes, which

was inferred to be much more recent than from the other sets. However, model

selection was still consistent across all these different sets of SNPs.

Lastly, even though we have tested a broad collection of models that incorpo-

rated populations from five continents, they were still highly idealized models

despite their rich parameter space. For instance, we assumed that the migration

rates between populations pairs were constant across time, whereas in reality, D.

melanogaster may have experienced a significant increase in recent rates of gene

flow rates as a human commensal insect due to increased human migrations

and travelling. Besides, even though the constant-size and exponential-growth

population models have shown good fit to our observed data, the actual his-

tory of population size changes is likely still much more complicated than we

have assumed. More complex models could presumably generate an even bet-

ter fit, but our aim in this study was to find the most parsimonious demographic

model that can already recapitulate the empirical data reasonably well. We be-

lieve that our results can shed light on a new perspective to understand the

demographic modeling for out-of-Africa D. melanogaster populations.
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CHAPTER 5

CONCLUSIONS AND FUTURE DIRECTIONS

In this thesis, I presented three projects. Each of them incorporated empirical

analyses, modeling, and the use of extensive simulations. In Chapter 2 [114], I

used coalescent theory to derive an analytical solution for the expected genomic

resolution of a new genetic mapping method called Bulk Segregant Analysis

(BSA). In particular, I found that mapping resolution can be improved by ei-

ther including more generations of interbreeding, sequencing more individu-

als, or maintaining a larger interbred population. The theory derived in this

project allows researchers to predict how much improvement they can expect

to achieve by varying each of these parameters before running their actual ex-

periments. However, I also acknowledged several limitations of my approach

due to a number of idealized assumptions. First, I focused on a monogenic trait

with a simple genetic architecture. For polygenic traits controlled by multiple

loci, I might expect to see overlapping signals that could reduce mapping res-

olution. Such traits may also violate the assumptions of homozygous alleles at

all loci controlling the phenotype. Thus, these results can only provide a lower

bound to the achievable genomic resolution for such traits. Secondly, I assumed

that the parental strains in F0 are homozygous at every genetic marker, which

could be impossible to achieve in practice. Lastly, this modeling assumed per-

fect sequencing data, whereas any real-world experiment would likely suffer

from some level of sequencing errors. This could create further noises in the al-

lele frequencies among the segregating pools. Future studies could investigate

more complex traits controlled by multiple loci and seek to better address the

aforementioned confounding factors. Nevertheless, this project showcased the

fruitful interaction between genetic simulations and mathematical analyses in
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population genetics. In fact, the project was originally inspired when I observed

interesting patterns in a large number of simulations of BSA experiments under

different parameter settings. The theoretical framework was then drafted from

intuitive guesses at first, and continuously improved by manipulating the pa-

rameters in our simulations. Eventually, I used the simulations again to validate

our proposed theory numerically.

In Chapter 3 [115], I explored the potential evolutionary forces driving sig-

natures of positive selection at the bam gene in Drosophila. I specifically pro-

posed two evolutionary models, the Conflict and Buffering models. Using ex-

tensive simulations, I explored the genetic signatures of these two models un-

der different parameterizations and found that both models can produce signa-

tures of positive selection. From the simulations, I could not only use statistical

tests such as MKT to detect signals of positive selection, but could also directly

keep track of whether a mutation had actually experienced positive selection or

not. Simulations can therefore reveal the true evolutionary processes underly-

ing each model, and compare them with the statistical tests to reject or accept

specific evolutionary hypotheses. As a result, I was able to discover that even

though positive selection was present under both models, the signals of positive

selection are generally more detectable by the MKT in the Conflict model than

in the Buffering model. The short length of bam limited the statistical power

of MKT and also constrained the number of available amino acid changes that

could revert back to the original states in the Buffering model. When I tuned

the parameters of each model to fit the empirical data, the Conflict model better

recapitulated the statistically significant positive iMKT results observed in the

real data, while the Buffering model only rarely reported such strong signals.

In the Miyata score analysis, only the Buffering model generated amino acid
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sequences with similar biochemical properties compared with the observed se-

quence, while the Conflict model predicted much greater amino acid diversity

than expected under the specific parameterization of the model using Miyata

scores. However, since a statistically significant MKT result is the typical crite-

rion to infer positive selection, the Conflict model is still assumed to be a rel-

atively better explanation for the signature of selection observed at bam. The

evolutionary processes underlying the genetic signatures are usually hard to

detect directly in empirical analyses, but genetic simulations can help us model

possible dynamics. In this project, I proposed new models to characterize the

potential driving forces behind signals of positive selection at bam, and proved

their plausibility using extensive simulations and successfully tuning the model

parameters to fit the empirical data. These analyses improved our understand-

ing of possible interactions between Wolbachia and bam and illustrated the capa-

bility of simulations to investigate such processes.

In Chapter 4, I made use of a specific D. melanogaster population genomic

dataset with samples from five continents to infer the demographic history of

this species. I first investigated the demographic history of each individual

population to understand their size changes in the past, and then inferred a

comprehensive model with all five populations that also incorporated popu-

lation splits, admixture events, and migration. The results from this analysis

challenged previous findings that all four out-of-Africa populations in the GDL

data set had experienced strong founder effects during their establishment by a

small number of individuals from a larger ancestral population, and then had

gone through exponential growth afterwards. However, as a human commensal

insect, the demographic history of D. melanogaster could be strongly correlated

with human activities, and they may have been brought to new continents by
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humans in considerable numbers. The assumption of strong founder effects fol-

lowed by exponential-growth may therefore not always be appropriate. Indeed,

the results from my demographic inference suggest that a simple constant-size

model suffices to characterize the out-of-Africa populations in the GDL. To val-

idate my results, I used the parameters inferred from the constant-size popula-

tion models to run extensive simulations using fastsimcoal2 and compared the

summary statistics of simulated populations with the empirical observations.

The constant-size model performed well in both individual single-population

inference and also the comprehensive five-population inference. In each case,

simulations under the constant-size models reproduced similar patterns of neu-

tral genetic diversity as observed in the GDL. My analyses suggest that previous

assumptions about the demographic history of D. melanogaster might need to be

refined, and demostrate how essential it is to evaluate the accuracy and robust-

ness of demographic inference results with simulations. Predictive simulations

can thereby not only be used to compare between models to pick the best, but

can also help us manipulate the key parameters of interest to better understand

how changes in the demographic models are expected to affect patterns of ge-

netic variation.
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Julien F Ayroles, Dianhui Zhu, Sònia Casillas, Yi Han, Michael M Mag-
wire, Julie M Cridland, Mark F Richardson, Robert R H Anholt, Maite
Barrón, Crystal Bess, Kerstin Petra Blankenburg, Mary Anna Carbone,
David Castellano, Lesley Chaboub, Laura Duncan, Zeke Harris, Mehwish
Javaid, Joy Christina Jayaseelan, Shalini N Jhangiani, Katherine W Jordan,
Fremiet Lara, Faye Lawrence, Sandra L Lee, Pablo Librado, Raquel S Lin-
heiro, Richard F Lyman, Aaron J Mackey, Mala Munidasa, Donna Marie
Muzny, Lynne Nazareth, Irene Newsham, Lora Perales, Ling-Ling Pu,
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