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This dissertation is concerned with the modeling and analysis of large-scale on-

line platforms, with a focus on the complexities that arise from their multi-agent

nature. Specifically, this thesis is interested in two aspects of platform opera-

tions: (i) understanding how current models fail to take into account important

facets of human behavior and interactions, and leveraging these insights to im-

prove upon state-of-the-art algorithms; and (ii) designing algorithms toward the

social good.

In broaching the first topic, this thesis illustrates the perils of the strong in-

formational and rationality assumptions typically imposed on human behavior

in a variety of settings, and, using tools from online learning and stochastic con-

trol, proposes simple and intuitive solutions with strong performance guaran-

tees. In regards to the second area of focus, this work considers how ride-hailing

services can be leveraged in conjunction with more traditional transportation

options for social welfare maximization objectives, and tackles operational and

market design aspects of this problem. In each of these areas of focus, we de-

velop efficient algorithms with provable guarantees that outperform state-of-

the-art methods on real-world datasets.



BIOGRAPHICAL SKETCH

Chamsi Hssaine was born and raised in the great city of Los Angeles, California.

She received her undergraduate degree in Operations Research and Financial

Engineering, with a minor in Applied Mathematics, from Princeton University

in 2016. Subsequently, she embarked upon her doctoral studies at Cornell Uni-

versity’s School of Operations Research and Information Engineering under the

supervision of Professor Siddhartha Banerjee. After graduating from Cornell

she will be a Simons-Berkeley Research Fellow, before joining the faculty in the

Data Sciences and Operations group at the University of Southern California’s

Marshall School of Business.

iii



ACKNOWLEDGEMENTS

When I began this thesis, little did I know that this section would be the most

difficult to write. These acknowledgements highlight the many individuals who

played a role in the success of my Ph.D.; the fact that simply writing these words

was an emotional experience is a testament to the lasting impact they have had

on me.

First and foremost, I would like to thank my advisor, Sid Banerjee, for having

made this thesis possible. It would be cliché and wholly insufficient to say that
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CHAPTER 1

INTRODUCTION

When the line of work that ultimately resulted in this thesis was initiated in

late Summer 2016, it was not an outlandish statement to say that online plat-

forms had secured a firm foothold in our day-to-day lives. What may perhaps

be surprising, however, is the extent to which these platforms are dominant in

2022. In the span of six years, Amazon’s market capitalization almost quadru-

pled, from $356 billion to over $1.4 trillion [235]; ride-hailing platforms Uber

and Lyft both IPO’d; and at its peak, gig economy labor accounted for 34% of

the United States workforce [42].

The prominence of these platforms, coupled with a set of challenging new

problems arising from the real-time, data-rich nature of these companies’ oper-

ations, have naturally led to a flurry of activity in the operations and EconCS

communities. Examples of questions to which these communities have devoted

significant efforts include: How should an online retailer price to optimize its revenue

in the presence of unknown demand? How should ride-hailing services match riders to

drivers to maximize throughput? How should gig economy platforms incentivize flexi-

ble workers to balance labor supply and demand?

Though these questions span a variety of application areas, with proposed

solutions drawing from vastly different methodologies, a key commonality is

that their complexity lies in the large-scale, multi-agent nature of the underly-

ing systems, in which humans and algorithms compete, collaborate, learn from,

and affect one another. As a result, central to making progress toward these

problems is a thorough understanding of the motivations of all stakeholders (be

they individuals, institutions, or society more generally). The following exam-
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ples are demonstrative of how improperly accounting for all parties’ incentives

can lead to undesirable outcomes:

• E-commerce: Though dynamic pricing under uncertainty is well-studied

in the literature, a critical assumption upon which much of the theory re-

lies is that sellers are monopolists, and that the only agents affected by a

pricing algorithm’s decisions are their customers. In practice, however,

sellers deploying these sophisticated algorithms are often operating in

competitive markets, with their algorithms affecting not only buyers, but

also each other. This fact has led policymakers to call for investigations

into “algorithmic collusion,” wherein pricing algorithms unwittingly con-

verge to anti-competitive outcomes to the detriment of consumer welfare

[50].

• Mobility marketplaces: As in the above example, much of the literature on

optimizing ride-hailing services’ matching and pricing operations treats

their market environment as a blackbox. However, the scale of these plat-

forms today has led many to start asking critical questions regarding the

broader societal context in which they operate. In addition to contribut-

ing to road congestion and pollution, recent studies, for instance, provide

evidence that ride-hailing platforms have contributed to the steep decline

in mass transit ridership in recent years [108]. Low-income communities

have felt the pain of this shift, with decreased ridership leading to deep

service cuts [221].

This thesis combines rigorous theory, data-driven approaches, and large-

scale optimization to derive practical solutions to the people-centric challenges

faced by these large-scale marketplaces. It takes a bottom-up approach in doing
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so, shedding light on two important questions:

(1) Where do existing models and algorithms for these platforms fail to take

into account important facets of human behavior and agent interactions,

and can we design simple policies that improve upon state-of-the art solu-

tions?

(2) Can we leverage interactions between agents in these highly coupled sys-

tems in order to benefit social welfare?

In broaching these two questions, this thesis makes contributions toward

fundamental questions to which the operations and EconCS communities have

devoted significant efforts — such as pricing under demand uncertainty — and

uncovers a new space of problems arising from emerging markets — such as

smart transit systems — that are ripe for exploration.

Before describing the research landscape of our two guiding questions, we

note that this thesis is perhaps nonstandard in its lack of focus on neither ap-

plication area nor methodological approach. We consider this to be a feature,

rather than a bug, of our work. From an applications perspective, the results in

this thesis demonstrate that, despite the fact that no two marketplaces are iden-

tical, each exhibiting a unique set of features worthy of focused study, having

a deep understanding of all stakeholder incentives is crucial to identifying fault

lines and developing appropriate solutions for these systems. From a method-

ological perspective, this thesis illustrates the challenges in learning, stochastic

control, large-scale optimization, and market design that are exacerbated by the

complex interactions that are a hallmark of modern online marketplaces. As a

result, drawing from a diversity of methodologies is a precondition to making
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headway toward these fundamental challenges. The work in this thesis does

just that: leveraging techniques from game theory, applied probability, statis-

tics, and optimization, it takes important steps in the study of these modern

socioeconomic systems.

1.1 On the Human-Algorithm Interface

A key challenge in deriving meaningful insights into the real-world systems

described above is in developing models that walk a delicate tightrope: mod-

els of human behavior must be rich enough to capture their most salient fea-

tures, but not so rich as to lose analytical tractability. The utility maximization

framework for agent decision-making — one of the crowning achievements of

classical economics — is by and large the primary modeling framework in the

theoretical analysis of online platform operations. Under this class of models,

individuals — typically assumed to be fully informed about their environment

— take actions to optimize some known (expected) utility function [100]. While

this framework is especially attractive due to the crisp insights that result from

these highly interpretable models, it is well-known that in reality, constrained

by a lack of time, information, and computational power, humans often make

suboptimal decisions. Herein lies the promise of behavioral economics, a field

dedicated to incorporating more realistic models of human decision-making,

such as satisficing behavior (wherein agents, rather than optimizing a utility

function, seek simply to satisfy some minimum target utility) [205], as well as

risk sensitivity [218].

Part I of this thesis seeks to understand how these alternative models, which
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have yet to permeate much of the literature on online platforms, impact our

traditional understanding of the algorithms underlying their operations. For

instance, in Chapter 2, we demonstrate the profound impact that boundedly

rational decision-making can have on a class of widely-used price experimenta-

tion algorithms, leading to potentially disastrous revenue outcomes for firms in

competitive settings.

Additionally, a linchpin of the algorithms developed for these platforms is

their adaptiveness to a changing environment. A grossly understudied conse-

quence of this adaptiveness is the substantial variability to which individuals

are subjected as a result. Under standard models of fully informed and per-

fectly rational behavior, this uncertainty is inconsequential to platform users,

who would simply care about their utility in expectation. And yet, there exists

ample evidence that the unpredictable decisions, which are at the root of these

algorithms’ strong performance guarantees in theory, significantly harm indi-

viduals in practice. This fact is perhaps most obvious within the context of la-

bor compensation on gig economy platforms, where flexible workers have little

insight into the algorithms that determine their earnings [203].

Similar in flavor to Chapter 2, Chapters 3 and 4 demonstrate that failure

to account for the impact of uncertainty on agent decision-making can lead to

undesirable outcomes, and propose models and algorithms to address this gap

in the literature.
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1.2 Societal Considerations

Whereas Part I of this thesis studies individual-level incentives, Part II turns its

attention to the mark these platforms leave on society, with a special focus on

smart transit systems, wherein on-demand transportation options such as ride-

hailing services are leveraged in conjunction with public transit to create hybrid

modes of transport.

Despite the increasingly important role played by Mobility on Demand

(MoD) services in today’s society, the intermingling of various modes of trans-

portation has yet to become the norm: by and large, if not using their personal

vehicles, commuters either choose to complete their trips in a low-capacity ride-

hailing vehicle, or opt for public mass transit options, each of these options

equipped with their respective benefits and disadvantages. On the one hand,

ride-hailing services have been lauded for their convenience, competitive pric-

ing, and the creation of flexible, gig economy jobs. On the other, these services

are associated with negative environmental impacts, chief of which being in-

creased emissions due to higher volumes of traffic congestion and vehicle-miles

traveled. Moreover, despite the fact that these options are often less expensive

than taxi services, they remain out of reach for lower-income populations, for

whom mass transit systems such as bus and subway services remain the most

accessible option. And, while these public transit systems are more affordable

and environmentally sustainable, they fail to adequately serve areas that are not

as densely populated. Further, due to their inability to dynamically adapt to

passenger demand, public transit vehicles are often overly packed during rush

hour and significantly underfilled in off-peak hours [93], an inefficiency from

which ride-hailing options do not suffer.
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In light of this, it should be clear that there exist potentially massive gains

from integrating the on-demand capabilities of ride-hailing services with the af-

fordability and sustainability of mass transit options in order to create a smarter

transportation system. The benefits of such a synergy have been uncovered

in both the academic literature [210], as well as in the wild, with ride-hailing

platforms such as Lyft experimenting with mass transit-like options in recent

years [121]. Indeed, the need for such integration has become all the more stark

in the past few years, when cities turned to microtransit as a means to address

the reduction in public transit services stemming from the coronavirus pan-

demic [134]. The value of real-time, adaptive hybrid transportation options that

retain both the convenience of ride-hailing and the sustainability of mass transit,

is perhaps best evidenced by New York City’s months-long overnight, for-hire

vehicle program for essential workers, discontinued in August 2020 due to high

costs [172]. The extremes of the mobility spectrum to which the Metropolitan

Transit Authority (MTA) turned as a stopgap in this relatively short period of

time typify the potential perils of relying of an unintegrated system: the free,

late-night for-hire vehicle program was a boon to essential workers who had

been deprived of a means to get to their shifts, but the city could not sustain

this as a long-term solution; mass transit solutions, though sustainable, were

not flexible enough to appropriately serve workers living in communities his-

torically underserved by these services [221]. The promise of integrated smart

transit systems lies in their potential to smoothly interpolate between these two

extremes.

Part II of this thesis focuses on developing theoretically sound and practi-

cally implementable solutions to two types of challenges a transit provider faces

in the design of such an integrated mobility ecosystem:
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(1) Operational challenges: How should a transit provider use on-demand ve-

hicles to feed into bus routes that adapt to changing demand?

(2) Market design challenges: What are the optimal price menus that incen-

tivize socially optimal commuter choice?

We further detail the contributions of Parts I and II of this thesis below.

1.3 Thesis Contributions

1.3.1 Part I Contributions

Algorithmic pricing and competition. In Chapter 2, we study a game of price

competition amongst firms selling homogeneous goods defined by the property

that a firm’s revenue is independent of any competing prices that are strictly

lower. This property is induced by any customer choice model involving both

utility-maximizing and boundedly rational choice from an adaptively determined

consideration set, encompassing a variety of empirically validated choice mod-

els studied in the literature. For these games, we show a one-to-one correspon-

dence between pure-strategy local Nash equilibria with distinct prices and the

prices generated by the firms sequentially setting local best-response prices in

different orders. In other words, despite being simultaneous-move games, they

have a sequential-move equilibrium structure. Although this structure is attrac-

tive from a computational standpoint, we find that it makes these games par-

ticularly vulnerable to the existence of strictly-local Nash equilibria, in which the

price of a firm is only a local best-response to competitors’ prices when a glob-
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ally optimal response with a potentially unboundedly higher payoff is avail-

able. We moreover show, both theoretically and empirically, that price dynam-

ics resulting from firms utilizing gradient-based dynamic pricing algorithms to

respond to competition may often converge to such an undesirable outcome.

To address this concern, we finally propose an algorithmic approach that in-

corporates global experimentation under certain regularity assumptions on the

revenue curves.

Impacts of algorithmic uncertainty. Having uncovered how boundedly ratio-

nal choice can lead to potentially disastrous outcomes for firms in competitive

settings in Chapter 2, in Chapter 3 we turn to how lack of information can impact

platform decision-making. Specifically, we study an organization’s problem of

finding fair optimal incentive schemes to minimize attrition, when faced with

agents who myopically base their participation decisions on limited informa-

tion with respect to their rewards. Our work uncovers a fundamental connec-

tion between fairness and the value of dynamism in the setting we consider.

Specifically, we show that, though static (i.e., nonadaptive) policies can be sub-

optimal from a profit maximization perspective, they are indeed asymptotically

optimal amongst the space of policies that fulfill a natural group fairness prop-

erty, which treats agents of different types (e.g., with different earnings sensitiv-

ities) similarly. This then implies that “high-performing” dynamic policies can

only achieve their true potential in discriminating between types.

Chapter 4 then examines the power of algorithmic uncertainty within the

context of online retailing. Specifically, we study a popular practice known as

opaque selling, in which a customer — rather than simply purchasing her pre-

ferred item — allows the retailer to pick which of her top two (or more) preferred
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products she receives. This practice was recently shown to yield significant in-

ventory cost savings via a fundamental connection to the balls-into-bins model,

one of the seminal models in theoretical computer science [85]. These findings,

however, fail to take into account an important fact: this flexibility comes at a

cost. Specifically, customers may not receive their preferred item, and as a result

must be compensated for this uncertainty via a discount. In this chapter, we

study the following question: How little flexibility does the retailer really need to

fully realize the benefits of flexibility? The answer to this question is, in short: Very

little. Leveraging the fundamental connection with the balls-into-bins model, in

this chapter we derive order-wise optimal opaque selling policies in a variety of

discounted regimes. In doing so, we contribute to the balls-into-bins literature

by showing that a simple policy that begins exerting flexibility toward the end

of the time horizon T (i.e., whenΘ(
√

T log T ) periods remain), suffices to achieve

an approximately balanced load across bins (i.e., a maximum load within O(1)

of the average load). Moreover, with a small amount of additional adaptivity, a

threshold policy achieves the same result, while only flexing in O(
√

T ) periods;

this matches a natural corresponding lower bound.

1.3.2 Part II Contributions

In the first chapter of Part II, we study real-time routing policies in smart transit

systems, wherein the platform has a combination of cars and high-capacity ve-

hicles (e.g., buses or shuttles) and seeks to serve a set of incoming trip requests.

The platform can use its fleet of cars as a feeder to connect passengers to its

high-capacity fleet, which operates on fixed routes. Our goal is to find the op-

timal set of (bus) routes and corresponding frequencies to maximize the social
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welfare of the system in a given time window. This generalizes the Line Plan-

ning Problem, a widely studied topic in the transportation literature, for which

existing solutions are either heuristic (with no performance guarantees), or re-

quire extensive computation time (and hence are impractical for real-time use).

To this end, we develop a 1 − 1/e − ϵ approximation algorithm for the Real-Time

Line Planning Problem, using ideas from randomized rounding and the General-

ized Assignment Problem. Our guarantee holds under two assumptions: (1) no

inter-bus transfers and (2) access to a pre-specified set of feasible bus lines. We

moreover show that these two assumptions are crucial by proving that, if either

assumption is relaxed, the Real-Time Line Planning Problem does not admit

any constant-factor approximation. Finally, we demonstrate the practicality of

our algorithm via numerical experiments on real-world and synthetic datasets,

in which we show that, given a fixed time budget, our algorithm outperforms

Integer Linear Programming-based exact methods.

Chapter 6 complements the results of Chapter 5 by considering the problem

of jointly pricing and designing a smart transit system, where the transit agency

(the platform) controls a fleet of demand-responsive vehicles (cars) and a fixed

line service (buses). The platform offers commuters a menu of options to travel

between origin and destination (e.g., a direct car trip, a bus ride, or a hybrid

combination of the two), and commuters make the utility-maximizing choice

within this menu, given the price of each trip option. The goal of the platform is

to determine the optimal set of trip options (modes) to display to commuters, the

prices for these modes, and the design of the transit network in order to max-

imize the social welfare of the system. In this chapter, we tackle the commuter

choice aspect of this problem, traditionally approached via computationally in-

tensive bi-level programming techniques. In particular, we develop a frame-
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work that efficiently decouples the pricing and network design problem: given

an efficient (approximation) algorithm for centralized network design without

prices, there exists an efficient (approximation) for decentralized network design

with prices and commuter choice. We demonstrate the practicality of our frame-

work via extensive numerical experiments on a real-world dataset, in which we

show the efficiency of pricing algorithm. We moreover explore the dependence

of system welfare, revenue, and demand on transfer costs, as well as the cost of

contracting with the on-demand service provider, and exhibit the welfare gains

that can be achieved from a fully integrated mobility system.
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CHAPTER 2

PSEUDO-COMPETITIVE GAMES AND ALGORITHMIC PRICING

2.1 Introduction

With recent advances in artificial intelligence methodologies, algorithmic pric-

ing in the face of unknown or uncertain demand has become ubiquitous in the

industry. While such algorithmic approaches are known to satisfy attractive

revenue guarantees in well-behaved, non-strategic environments, the outcomes

arising from such approaches in competitive settings remain poorly understood.

This chapter is motivated by the goal of understanding the nature of market out-

comes that may arise when multiple competing firms deploy automated pricing

algorithms while treating their market environment as a black-box.

The analysis of price competition has a long history in the literature. Dating

back to Bertrand’s seminal model, the typical approach used to study this ques-

tion has been generative: these analyses either specify a customer choice model (i.e.,

a fixed model for how firms’ pricing decisions translate to consumer choices),

or they directly specify a multi-firm demand function presumed to result from

such choices (e.g., linear demand, or multinomial logit demand). The resulting

game of price competition is then analyzed to postulate the nature of equilib-

rium outcomes that may arise. The fidelity of the resulting insights thus relies

on how well the customer choice model or the demand function captures the

Contents of this chapter are, at the time of writing, under review for publication and pub-
licly available as a preprint [128].
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way in which customers truly behave.

In contrast to such a generative approach, in this chapter we seek to ob-

tain general insights into outcomes of algorithmic price competition that are

applicable under a wide range of customer behaviors. We hence propose a dis-

criminative approach to analyzing price competition: rather than focusing on a

particular customer choice model, we focus on a certain fundamental property

satisfied by revenue functions resulting from a general class of customer choice

models, and study its implications on the outcomes of algorithmic price com-

petition. The attractive aspect of this approach is that our insights are robust

to deviations from any specific model of customer behavior within the class of

models that induce this property.

2.1.1 Summary of Contributions

Pseudo-competitive games. Our analysis focuses on the game of price com-

petition between N firms offering homogeneous products to a pool of customers,

where each firm chooses a price for its product, customers react to the offered

vector of prices via some choice model, and the resulting revenue functions sat-

isfy the following key property:

(Pseudo-competitive property) The revenue of firm A (as a function of

the vector of offered prices) is independent of any price that is strictly lower

than the price offered by A, conditional on that price being strictly lower.

This property may at first appear counterintuitive for games of price competi-

tion, and so it is instructive to verify it in the prototypical model of Bertrand
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competition [32, 80], where customers always buy from firms offering the low-

est price. Here, any firm offering a price strictly higher than the lowest price

has revenue 0, which is clearly independent of exactly what the lowest price is.

We henceforth refer to all such games of price competition as pseudo-competitive

games.

We argue that the pseudo-competitive property actually extends far beyond

the Bertrand model to encompass a wide range of settings. In particular, the

property arises naturally in settings that exhibit a widely studied and validated

feature of customer behavior: customers do not necessarily evaluate all alternatives

before making a purchase. This basic observation has been explained as a response

to search costs [209, 227], and has been highly influential in the marketing and

behavioral economics literature, where it has given rise to the notion of a con-

sideration set: a subset of firms that the customer inspects before making her

choice [51, 126, 120].

Formally, we define a class of customer choice models that we term the

adaptive consideration class and show that every such model induces a pseudo-

competitive game. In an adaptive consideration model, a customer sequentially

inspects the prices offered by the firms, and after each inspection, decides to

either inspect more firms or stop and pick the cheapest firm in her current con-

sideration set. The stopping rule can depend on the history of observations, and

may also be probabilistic. We discuss how this class of models thus subsumes

several well-studied customer choice models, such as stochastic consideration set

models wherein a customer picks the cheapest from a randomly chosen subset

of the firms (with choice probabilities shaped by marketing levers) [156], and

models based on the“satisficing” heuristic of [205, 206], wherein each customer
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goes through the firms in some random order until they find the first one whose

price is below some random threshold [219, 194, 176, 24, 3, 141, 106, 54, 187].

In addition to being induced by a large class of behavioral models defined

by adaptive consideration, pseudo-competitive games are closed under mixtures

(i.e., convex combinations). As an example, if each customer is (with some prob-

ability) either loyal to a specific firm, satisficing, or utility-maximizing, then the

resultant game of price competition is still pseudo-competitive.1 Thus, the re-

sulting games are more robustly specified.

Equilibrium structure and vulnerability to strictly-local Nash equilibria.

We next demonstrate that pseudo-competitive games possess an attractive

structural property: despite being simultaneous-move games, they have a

sequential-move equilibrium structure (reminiscent of a Stackelberg equilib-

rium). In particular, under a mild tie-breaking condition,we show that in these

games any local Nash equilibrium — price vectors where each firm’s price is a

local best-response to others — corresponds to an ordering over the firms, and

a corresponding sequence of undercutting locally-optimal prices. This result

provides a simple computational procedure for generating all equilibrium price

vectors in such games (and indeed, under the aforementioned tie-breaking con-

dition, it implies that there is only a finite set of such equilibria under mild

conditions).

On the flip side, we show that these games are highly vulnerable to the ex-

istence of strictly-local Nash equilibria. In these equilibria, there exists a firm

whose price is only a locally optimal best response to the other prices, when

1Indeed, this model is a special case of an adaptive consideration class; however the property
holds more generally for any pseudo-competitive game (Proposition 5).
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a different globally optimal response yielding a strictly higher revenue exists.

This vulnerability directly results from the pseudo-competitive property com-

bined with a natural cross-monotonicity property of revenue functions, wherein

a firm’s revenue is increasing in any other firm’s price. Given the variety of cus-

tomer choice models that pseudo-competitive games encompass, this suggests

the prevalence of strictly-local Nash equilibria in competitive settings. To illus-

trate our results, we rigorously analyze the game of price competition between

two firms with satisficing customers, and show that the loss in revenue to a firm

at a strictly-local optimum relative to the revenue at the global optimum, as well

as the pure-strategy Nash equilibrium, when one exists, can be unbounded at a

strictly-local Nash equilibrium.

Algorithmic pricing in pseudo-competitive games. Motivated by the grow-

ing popularity of gradient-driven online learning algorithms in the literature

as well as in practice, we investigate the performance of such algorithms in

pseudo-competitive games. In our main technical contribution, we show that

price dynamics under distributed online gradient ascent (OGA) [244] converge

to the set of local Nash equilibria under mild regularity assumptions. While it

is well known that such algorithms satisfy attractive guarantees on their time-

average performance under convexity [244, 201, 123], their convergence to an

equilibrium point is only known in rare cases. Such algorithms may fail to con-

verge even in convex settings despite the existence of a Nash equilibrium, and

instead may cycle [228, 162]. Our convergence result is all the more interesting

considering that our conditions for convergence encompass settings where the

revenue functions may not even be continuous, let alone concave. Such conver-

gence is attractive from a practical standpoint, as it implies that firms can learn
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to play an equilibrium in a decentralized fashion with limited knowledge about

their environment or the payoff functions.

However, we experimentally validate that this procedure frequently con-

verges to a strictly-local Nash equilibrium. A consequence of such convergence

is that it violates the attractive sublinear regret guarantees that these algorithms

possess in settings where the revenue functions are well-behaved (e.g., con-

cave). To address this concern, we finally propose a learning algorithm that can

be unilaterally adopted by a firm to provably avoid convergence to a strictly-

local optimum. This hierarchical gradient-based dynamic pricing scheme, which

we call Exp3-OGA, carefully combines local gradient-driven exploration with

global search. Interestingly, in our numerical experiments, we observe that dis-

tributed Exp3-OGA not only avoids convergence to a strictly-local Nash equi-

librium, but it also successfully converges to the pure-strategy Nash.

Further remarks and extensions. We note that pseudo-competitive games are

interesting in their own right from a game-theoretic perspective. There are only

a few classes of practically meaningful simultaneous-move games with continu-

ous action spaces for which we can reason about the existence of equilibria, e.g.,

potential games [192, 167], or supermodular games [214, 164]. Similarly, the

convergence of gradient-ascent dynamics is known for only these specific few

classes of games. It is thus notable that pseudo-competitive games are amenable

to both: our characterization gives a finite computational procedure for finding

all equilibria under mild conditions, in addition to the convergence of gradient-

ascent dynamics under mild regularity assumptions.
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A natural question is how one can leverage the insights generated from this

class of games for more general settings. In Appendix A.5.1, we show that our

insights are robust to mild heterogeneities in the product offerings of the firms,

allowing for the fact that a customer may value the products offered by the firms

differently. Specifically, we define the notion of ϵ-pseudo-competitive games,

defined by the property that a firm’s revenue is independent of all competing

prices that are at least ϵ-lower. By similar arguments as in the case of pseudo-

competitive games, we show that if the valuations of any customer across the

different products differ by at most ϵ, then any adaptive consideration class

of behavioral models results in an ϵ-pseudo-competitive game. We similarly

characterize the sequential move structure of all local Nash equilibria in which

the prices of all firms are at least ϵ-apart from each other. We thus expect our

insights to carry over to these games for small values of ϵ.

Finally, though models in the adaptive consideration class assume firms

have an infinite supply of items, in Appendix A.5.2 we give an example in which

a setting with capacitated firms satisfies the pseudo-competitive property. In par-

ticular, we argue that the seminal model of [142] (in which firms compete over

both price and quantity) also satisfies the pseudo-competitive property.

2.1.2 Chapter Organization

In the following section we survey relevant literature. In Section 6.3 we define

pseudo-competitive games, and present examples of customer choice models

that induce such a game. We characterize the equilibrium structure of pseudo-

competitive games in Section 2.4. We then consider a model of gradient-based
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algorithmic price competition, and in Section 2.5.1 present our main result on

its convergence to local Nash equilibria. We experimentally validate our results

in Section 2.5.2, and then propose and analyze a dynamic pricing procedure

to avoid convergence to a strictly-local Nash equilibrium in Section 2.5.3. We

conclude with a discussion of our results and their implications in Section 5.8.

We also discuss extensions in Appendix A.5, and include an illustrative analysis

of several features of pseudo-competitive games in the context of duopolistic

price competition with satisficing customers in Appendix A.2.

2.2 Related Work

Our study pertains to a wide range of models of customer choice studied in the

literature and their impact on competitive outcomes. We discuss the relevant

literature below.

Price competition under consumer search. Price competition between firms

offering homogeneous products has been extensively studied in the literature,

beginning with the seminal works of [32] and [80]. [209] brought attention to

the aspect of consumer search frictions: i.e., prices may be costly to observe and

hence customers may not be incentivized to exhaustively search for the best

price. Much of the subsequent work in this area strove to study the impact

of such costly search on competitive outcomes. [75] showed that the presence

of search costs may induce each firm to set the monopolistic optimal price at

the unique equilibrium. Several subsequent studies attempted to explain price

dispersion that is widely observed for homogeneous goods in practice (see, e.g.,

21



[182]) as an equilibrium outcome in the presence of consumer search behavior.

Prominent works in this literature include [196, 17, 230, 186, 44, 197, 48, 189, 74,

92]. See [30] and [7] for a comprehensive survey of the literature.

Related to the above, are models of price competition under ordered search,

where customers, rather than sequentially searching in a random order inde-

pendently of one another, search in a more coordinated fashion; see [11] for a

survey. For instance, in [12], there exists a prominent firm inspected first by all

customers, with the remaining firms searched in random order. Subsequently,

[9] and [243] assume customers inspect firms in an exogenously given order that

is the same across customers.

Our work differs from these prior works in two key ways. First, in these

works, the search behavior of customers arises endogenously in the model as

an optimal response to firms’ pricing behavior at equilibrium (with the excep-

tion of [230]). This rational expectations framework is motivated by long-term

environments where one may expect that customers’ search behavior will even-

tually be adapted to the equilibrium price outcomes that arise. In contrast, we

assume that the models for customer behavior in our setting are exogenously

defined, resulting in an equilibrium analysis pertaining only to the supply side.

Although this is a departure from the rational expectations framework, this as-

sumption allows us to address the wide variety of customer behaviors that are

expected to be encountered in practice. Indeed, the strength of the framework

of pseudo-competitive games comes from the fact that its insights do not per-

tain to a single model for customer behavior, but that they encompass a variety

of such models. For example, the search costs themselves may vary across the

population, which is not addressed in existing literature. Our assumption is also
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practical in fast-paced, short-term, algorithmic pricing environments where it is

unreasonable to expect customers to anticipate any information about the prices

set by the firms before the inspection. The second critical difference is that, in

contrast to these works, our main focus is on studying the emergence and struc-

ture of local Nash equilibria in price competition, which is of crucial importance

in light of recent advances in algorithmic pricing.

Customer behavior models. There have been several works studying cus-

tomer behavior models outside of the context of price competition. Of chief

relevance to our work are models where customers make a utility-maximizing

choice within a consideration set of firms that may be smaller than the entire

set of firms. The concept of a consideration set, also referred to as the evoked

set or relevant set, can be traced back to the works of [51] and [126]. Signif-

icant empirical evidence of the relevance of this concept to choice prediction

was found in [119]. Subsequently, such sets and their impact on various mar-

keting and operational decisions have been studied extensively in the literature;

see [202, 81, 158, 156, 90, 70, 8, 130].

An important practical model of adaptive formation of a consideration set

is the model of satisficing behavior in decision-making initially proposed by

[205, 206]. This model was subsequently rationalized in [219], and axiomatized

in [176] and [141]. Applied to the problem of product choice, a closely related

model is by [23], in which customers are satisficing with respect to the quality of

a product, i.e., they seek to purchase the cheapest product above a quality floor.

The satisficing heuristic or adaptive consideration heuristics in general can

arise when rational utility-maximizing customers explicitly incorporate search
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costs in evaluating prices for homogeneous options. As discussed above, [209]

originated the study of search costs on customer purchase behavior. One of

the first formal analyses of the optimal search problem was presented in the

classical work of [227], who derived an optimal policy that can be interpreted

as a satisficing policy with a variable threshold. [194] showed that satisficing

behavior arises as an optimal response when the decision-maker optimizes the

tradeoff between maximizing utility and minimizing the procedural complexity

of decision-making. [38] also considered a dynamic model of rational customer

choice that results in satisficing behavior. Such models have also been validated

experimentally: [54] presented empirical validation for the satisficing heuristic;

[107] also recently found empirical validation for threshold-based stopping cri-

teria in a field experiment studying search strategies amongst participants in

the classical secretary problem.

Algorithmic price competition. Although there exists a long line of work on

algorithmic pricing in the face of demand uncertainty in the monopolistic set-

ting (see [72] for a survey), the question of algorithmic pricing in the presence

of demand uncertainty and competition has been explored to a far lesser extent.

[50] consider a model of repeated price competition in which firms adopt a

general reinforcement learning approach to learn good prices in an unknown

demand environment, while explicitly incorporating the prices of their com-

petitors into the state of their algorithm. [65] observed that when demand is

determined by a linear model and firms use linear regression to estimate the

demand function parameters while ignoring the impact of competing prices,

firms’ prices can converge to limit points outside the set of Nash outcomes; e.g.,

in many cases, one obtains convergence to cooperative outcomes. [115] obtained
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a similar result when the firms instead deploy an optimistic exploration strat-

egy based on upper confidence bounds [15]. In these cases, convergence to the

cooperative outcome results from the coupling of the dynamics of the price up-

dates across firms. Such coupling is sensitive to the noise in the model, to the

choice of algorithm, and to the tuning of hyperparameters. While our work

joins these latter two papers in observing non-convergence to global Nash out-

comes in competitive settings, our model distinguishes itself in the fact that the

cause of such behavior is the existence of strictly-local Nash equilibria that at-

tract gradient-based dynamics.

Equilibrium learning in games. In general, it is well-known that distributed

gradient-based learning can fail to converge in games [162]. The first posi-

tive result in this regard was that of [191], who defined the notion of diagonal

strict concavity, a notion of concavity sufficient to guarantee both uniqueness of

the Nash equilibrium and convergence of distributed gradient dynamics to the

Nash outcome. More recently, [45] showed that under diagonal strict concav-

ity, no-regret learning based on mirror descent converges to the unique Nash

equilibrium with probability 1. In the same vein, [163] defined a new notion

of a variationally stable equilibrium that attracts gradient-based dynamics in

games that may not necessarily satisfy diagonal strict concavity. It is notable

that none of these regularity conditions are assumed to hold for the model for

which we show convergence of distributed gradient dynamics to a local Nash

equilibrium. In fact, our result encompasses cases where the revenue functions

may be discontinuous and non-convex; it is the sequential-move structure of a

local Nash equilibrium along with a certain gradient dominance condition that

yields convergence.
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Standard references for the theory of Online Convex Optimization (OCO)

and no-regret learning, including applications in games, include [58, 201, 123].

2.3 Preliminaries

We consider a non-atomic mass of customers seeking to buy one unit of a good

from one of N firms; for convenience, we henceforth refer to these as items. The

set of firms is denoted as N = [N] = {1, 2, , · · · ,N}. Given a vector of prices

p = (p1, · · · , pN) ∈ RN , the revenue of firm i is denoted as Ri(p), which, abusing

notation, we often denote as Ri(pi,p−i) when we wish to focus on its depen-

dence on firm i’s price. For convenience in defining the equilibrium notions,

we allow the revenue functions to be defined over RN (rather than restricting to

non-negative prices).

2.3.1 Pseudo-Competitive Games: Definitions and Examples

We introduce a new class of games of price competition, which we call pseudo-

competitive games, all of which share the following invariant: firms’ revenues are

unaffected by competitors who set a strictly lower price, conditional on those prices

being strictly lower. To formally define these games, we first introduce some

notation. Given a vector of prices p = (p1, . . . , pN) for the N firms and a price x, let

Sp(x) denote the set of firms whose price is at least x, i.e., Sp(x) =
{
i ∈ N : pi ≥ x

}
.

Example 1. Let N = {1, 2, 3, 4}, with p = (1, 3, 2, 0.5). Then, for firm 3, we have

Sp(2) = {2, 3}.
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Definition 2 (Pseudo-competitive game). An N-firm game of price competition is

said to be pseudo-competitive if, for all i ∈ N , and price vectors p and p′ such that

1. Sp(pi) = Sp′(pi), i.e., the same set of firms price at and above pi in p and p′, and

2. p j = p′j for all j ∈ Sp(pi), i.e., the higher-price firms set the same prices in p and

p′,

we have Ri(p) = Ri(p′).

Example 3. Consider the same setting as Example 1, and suppose firms’ revenue curves

induce a pseudo-competitive game. Let p′ = (0.75, 3, 2, 1.8). Then, for firm 3 we also

haveSp′(2) = {2, 3}. Moreover, the prices of firms 2 and 3 are the same in p and p′. Thus,

we have R3(p) = R3(p′). Informally, changes to prices lower than p3 = 2 have no impact

on the revenue of firm 3. We can similarly conclude for firm 2 that R2(p) = R2(p′).

The adaptive consideration class.

Whether or not a game of price competition is pseudo-competitive depends on

customers’ behavior in response to firms’ prices. In this regard, we next define

a general class of customer behavior models that subsumes several behavioral

models that have been proposed in the literature, and show that any model

in this class induces a pseudo-competitive game. We first present an informal

definition of this class below.

In an adaptive consideration model, the customer starts by inspecting a ran-

domly chosen firm and subsequently, after each inspection, chooses to either: (i)

expand her consideration set of firms, (ii) stop and pick the lowest-priced firm

in her current consideration set, or (iii) abandon the choice process. The choice
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after each observation, including which firm to inspect next, can be random,

and may depend arbitrarily on the history of firms and prices observed thus

far.2

Definition 4 (Adaptive consideration class). An adaptive consideration model of

customer choice from a set of firms N with prices p is defined by a sequence of random

maps (
ωt : Ht−1 → ∆

(
M(Ht−1) ∪U(Ht−1) ∪ ϕ

))
1≤t≤N

,

where,

1. H0 = ϕ, andHt for 1 ≤ t ≤ N is the history of firm and price pairs observed until

inspection round t, i.e., Ht = (F1, pF1 , F2, pF2 , · · · , Ft, pFt), where Fs ∈ N is the

firm inspected in round s and pFs is the observed price,

2. M(H0) = N and M(Ht) for 1 ≤ t ≤ N is the set of firms that have not been

inspected until round t, i.e., M(Ht) = N \ F1 ∪ · · · ∪ Ft (a choice in this set

implies that the customer chooses to expand the consideration set),

3. U(H0) = ϕ and U(Ht) for 1 ≤ t ≤ N is the set of firms that have

been inspected until round t that have the lowest price, i.e., U(Ht) ={
Fi : pFi = mini{pFi : i ≤ t}

}
(a choice in this set implies that the customer stops

and opts for the chosen firm), and,

4. ϕ is the null set, which additionally represents the option of abandoning the choice

process.

This model is a generalization of several choice models that have been pro-

posed in the literature. We present two specific examples below.
2We note that though the customer’s choice is defined via a dynamic interaction, the realized

choice is a “one-shot” mapping from a fixed vector of prices to a decision; in particular, in the
context of dynamic price adjustment as considered in Section 2.5, each customer interacts with
only one vector of prices, and exits the marketplace at the end of the period.
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1. Random consideration set model [156]. A customer first draws a consid-

eration set of firms N c ⊆ N according to some distribution over 2N . The cus-

tomer then chooses the firm with the lowest price within the consideration set

as long as it is lower than some customer-specific valuation V ∈ R≥0 (a “price

ceiling” or maximum willingness-to-pay) for the item, breaking ties arbitrarily.

In other words, she chooses an arbitrary firm from the set N c
p = {i ∈ N

c : pi =

min p, pi ≤ V}. A singleton consideration set N c ∈ {{1}, {2}, . . . , {N}} corresponds

to customers who are loyal to particular firms, while having every customer set

N c = N and V = ∞ results in the Bertrand model.

2. Satisficing customers [205]. Each customer is endowed with (a) a ranking

over the firms σ : [N] → N (such that σ(i) is the firm in rank i), and (b) a

satisficing threshold θ ∈ R≥0. The customer considers the firms sequentially

according to σ and buys from the first firm i for which her satisficing threshold

exceeds the price, i.e., θ ≥ pi, and leaves without buying if there is no such firm.

Another variant of this model is where the customer chooses the lowest-priced

firm if none of the prices are below her satisficing threshold. A general version

that includes both these variants is where a customer has a valuation V ≥ θ, and

if all firms fail to satisfice at θ, i.e., pi > θ for all firms, then she buys from the

lowest-priced firm as long as mini∈N pi ≤ V .

It is easy to see that the model of satisficing customers is an adaptive consid-

eration model in which the order in which the firms are inspected is chosen of-

fline and there is a single price threshold that determines whether a new firm is

inspected or the best price seen so far is chosen. Additionally, the random con-

sideration set model can be expressed as an adaptive consideration model by

considering the distribution of the sequence of firms inspected by the customer

under the random consideration heuristic and decomposing it across time into
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a product of history-dependent conditional distributions.

There are, moreover, several other natural deviations from these models that

fall under the adaptive consideration class. For instance, in the model of satis-

ficing customers, the satisficing threshold may increase with every failed in-

spection to capture the possibility that the customer becomes more amenable to

satisficing over time [205, 194].

The following results demonstrate the prevalence of pseudo-competitive

games.

Proposition 5. The pseudo-competitive property is closed under mixtures.

Proof. Fix λ ∈ [0, 1], and for i ∈ N let R1
i (p) and R2

i (p) be two revenue functions

satisfying the pseudo-competitive property. We show that Ri(p) ≜ λR1
i (p) + (1 −

λ)R2
i (p) also satisfies the pseudo-competitive property.

Formally, let p and p′ denote two price vectors such that pi = p′i , Sp(pi) =

Sp′(pi), and p j = p′j for all j ∈ Sp(pi). Then, by the pseudo-competitive property:

Ri(p) = λR1
i (p) + (1 − λ)R2

i (p) = λR1
i (p′) + (1 − λ)R2

i (p′) = Ri(p′),

and the claim is shown. □

Theorem 6. Any adaptive consideration model of customer behavior induces a pseudo-

competitive game.

Proof. We argue that the probability with which a firm, say firm i, is chosen by

a customer under this choice model remains unaffected by the price of any firm

that sets a strictly lower price. To see this, note that the event of firm i being cho-

sen by the customer is equivalent to the event where the customer stops further
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inspection at some 0 ≤ t ≤ N and picks firm i from her consideration set. Since

the stopping rule is history-dependent, the probability that a customer chooses

firm i only depends on the prices of firms F1, . . . , Ft. Moreover, by definition of

U(Ht), it must be that firm i is the lowest-priced firm of F1, . . . , Ft. Thus, the

probability that the customer chooses firm i is only affected by firms that set a

price at least as high as firm i. □

2.3.2 Equilibrium Notions

We assume that firms set prices in order to maximize their expected revenue in

response to their competitors’ prices. In particular, we consider a simultaneous-

move game for setting prices. To define our equilibrium notions, we introduce

some additional notation. For a closed subset U ⊆ R, we define BRi(p−i,U) =

arg maxp∈U Ri(p,p−i), i.e., BRi(p−i,U) is the set of firm i’s best response prices

within the set U to all other firms pricing at p−i. If the maximum is not at-

tained, then BRi(p−i,U) is defined to be the null set ϕ. Let V = [0, v̄] denote the

set of feasible prices for each firm. Here, v̄ ∈ R+ may represent the maximum

amount any customer is willing to pay for the item. The lower endpoint of the

interval is taken to be 0 for notational simplicity. With some abuse of notation,

we let BRi(p−i) = BRi(p−i,V) and Ri(p−i) = Ri(p−i,V). Finally, for a subsetU ⊆ R,

letU denote its closure. Our main solution concept of interest is the following.

Definition 7 (Local Nash Equilibrium). A price vector p = (p1, · · · , pN) constitutes

a local Nash Equilibrium (LNE) if there exist open neighborhoods Vi ⊆ R for i ∈ N ,

such that (i) pi ∈ Vi and, (ii) pi ∈ BRi(p−i,Vi) for all i ∈ N .

Informally, a price pair constitutes a LNE if each price is a “local” best re-
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sponse (i.e., a local maximum) to the other price. This can be refined (by requir-

ing prices to be “global” best responses) to obtain the standard game-theoretic

notion of a price equilibrium in pure strategies.

Definition 8 (Price Equilibrium). A price vector p = (p1, · · · , pN) constitutes a price

equilibrium if it forms a pure-strategy Nash equilibrium for the pricing game, i.e., if

pi ∈ BRi(p−i) for all i ∈ N .

It is clear from the above definitions that a price equilibrium is also a lo-

cal Nash equilibrium3, and for obvious reasons we will refer to it as a “global

Nash equilibrium” (GNE). When a local Nash equilibrium is not a global Nash

equilibrium, we call it a strictly-local Nash equilibrium.

2.4 Structure of Equilibria in Pseudo-Competitive Games

While pseudo-competitive games provide a natural model for studying price

competition, given their generality, it is unclear if they are amenable to tractable

analysis. Despite this, we provide a complete (computational) characterization

of their local Nash equilibria, when they exist.

2.4.1 Structural Characterization of Local Nash Equilibria

We first introduce some additional notation. For a price vector p ∈ VN and a

subset S ⊆ N , we let pS denote the vector of prices in which the prices of all

3To see this, note that we can always extend the closed set V = [0, v̄] to an open set Vϵ =
(−ϵ, v̄ + ϵ) for any ϵ > 0. Then if p is a (global) best-response in V, it is a best response in
Vϵ = [−ϵ, v̄ + ϵ] as well since the revenue at any prices outside the setV is at most 0.
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firms in S are preserved and those inN \S are set to 0. The revenue of firm i ∈ S

under such a price vector is then Ri(pS), which we often denote as Ri(pi,pS−i).

From the definition of pseudo-competitive games, it is then clear that for any

p ∈ VN , Ri(p) = Ri(pSp(pi)), where recall that Sp(p) =
{
i ∈ N : pi ≥ p

}
. Next, for

p ∈ V, we let Mi(p) denote firm i’s loyalist revenue at price p when every other

firm inN sets a price of 0 (i.e., Mi(p) = Ri(p,pϕ
−i)). The term “loyalist” informally

refers to the fact that it is the revenue obtained from those customers who buy

from firm i despite the lower prices offered by the other firms; in particular,

these are the customers who only had firm i in their consideration set when

they made their purchase decision.

We next define the notion of a valid order-price pair.

Definition 9 (Valid order-price pair). A valid order-price pair is a tuple (π,p) con-

sisting of an ordering of the firms π : [N]→ N (i.e., π(i) is the firm in rank i), and a set

of prices p ∈ VN such that the following conditions are satisfied:

1. 0 ≤ pπ(N) < pπ(N−1) < · · · < pπ(1) ≤ v̄.

2. pπ(1) is a local optimum of the “loyalist” revenue curve Mπ(1)(p) for p ∈ V.

3. For each i ∈ {2, · · · ,N}, let Si = {π( j) : j < i} denote the firms ranked higher than

i in ordering π. Then pπ(i) is a local maximum of the function Rπ(i)(p,pSi
−π(i)) in the

“undercutting” interval p ∈ [0, pπ(i−1)).

The following example illustrates this concept.

Example 10. Consider N = {1, 2, 3, 4}, with V = [0, 3]. Then p = (1, 2, 1.5, 0.5) is

aligned with ordering π = (2, 3, 1, 4), since p2 > p3 > p1 > p4. If additionally it is the

case that (i) 2 is a locally optimal price of firm 2 in the interval [0, 3] assuming all other
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firms price at 0, (ii) 1.5 is a locally optimal price of firm 3 against the price of firm 2,

assuming firms 1 and 4 price at 0, (iii) 1 is a locally optimal price of firm 1 against the

prices of firms 2 and 3, assuming firm 4 prices at 0, and (iv) 0.5 is a locally optimal price

of firm 4 against the prices of firms 1, 2 and 3, then (π,p) is a valid order-price pair.

We have the following characterization for the set of LNE in pseudo-

competitive games.

Theorem 11. Consider a pseudo-competitive game with N firms. A price vector p

belongs to a valid order-price pair if and only if it is a local Nash equilibrium with

distinct prices.

Proof. Suppose p belongs to a valid order-price pair. By definition of a pseudo-

competitive game, a firm’s revenue is independent of all prices below it, so if pπ(i)

is a local optimum of Rπ(i)(·,pSi
−π(i)), then it is also a local optimum of Rπ(i)(·,p−π(i)),

for all i ∈ [N]. Equivalently, it is a locally optimal best-response to p−π(i). Thus,

since prices are strictly ordered by definition of a valid order-price pair (hence

there is an open neighborhood around every price such that it is the locally

optimal price in the closure of that neighborhood), p is a local Nash equilibrium

with distinct prices for the firms.

We now show the other direction. Let p be any LNE with distinct prices for

the firms, and π the associated price ordering. Again, by definition of a pseudo-

competitive game, firm π(i)’s revenue is independent of all prices strictly be-

neath it – thus, if pπ(i) is a locally optimal best-response price to p−π(i), then it

must also be a locally optimal best-response price to pπ(1), . . . , pπ(i−1), assuming

all other firms price at 0, since all other firms price strictly below π(i). Equiva-

lently pπ(i) is a local optimum of Rπ(i)(·,pSi
−π(i)) over [0, pπ(i−1)). Thus (π,p) is a valid
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order-price pair, since all prices in p are distinct. □

In many games, it is the case that no local Nash equilibrium involves firms

setting equal prices. Thus, in these cases, all local Nash equilibria correspond

to valid order-price pairs (and vice versa). In particular, consider the following

assumption.

Assumption 1. For all i ∈ N and all p−i ∈ V
N−1, setting a price pi = p j for some firm

j , i is not a local optimum for firm i, i.e., for every j , i and for any open neighborhood

V j ⊆ R such that p j ∈ V j, we have pi < BRi(p−i,V j).

We then have the following corollary of Theorem 11.

Corollary 12. Consider a pseudo-competitive game with N firms in which Assump-

tion 1 is satisfied. Then a price vector p ∈ VN belongs to a valid order-price pair if and

only if it is a local Nash equilibrium.

We note that Assumption 1 is critical for the above result. For example, if all

customers consider all firms and choose the lowest priced firm (as in Bertrand

competition), then no valid order-price pair exists: the first firm in the ordering

sets the monopolistic optimal price and the second firm possesses no local best

response in the undercutting regime (since for every price ϵ lower, there is a

better price that is ϵ/2 lower). Despite this, a global Nash equilibrium exists in

which all firms price at 0.

Assumption 1 models settings where it is never, even locally, optimal for a

firm to set the same price as a competing firm; rather, either (a) it is better for the

firm to strictly undercut the other firm’s price since it yields access to a larger

market share, or (b) it is better to price strictly higher since the gain in market
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share by price-matching or undercutting is outweighed by the revenue loss from

setting too low a price to the customers who would have preferred the firm any-

way. The incentive (a) to strictly undercut in response to any competing price

p > 0 is a feature of a variety of models in which customers choose the cheapest

item within a consideration set (as in the case of the Bertrand model). However,

such an incentive may disappear when the competing price is too low (when it

is zero, for instance), in which case the gain in market share from undercutting

may be outweighed by the loss in revenue. This is where incentive (b) comes in:

in such cases, it should be better to set a price strictly higher than the competing

prices in the hopes of selling to a customer who will not consider the lower com-

peting prices. This latter incentive does not exist when every customer always

considers every firm, which is why the classical Bertrand model of price com-

petition does not satisfy Assumption 1. However, we can show that under mild

assumptions, the two customer choice models discussed in Section 2.3.1 (and

hence their mixtures) satisfy Assumption 1. Thus, in these models, Theorem 11

characterizes all LNE.

Proposition 13. Consider the random consideration set model of customer choice. Sup-

pose that the probability of including any item in the consideration set is in (0, 1). More-

over, suppose that whether or not an item is included in the consideration set is indepen-

dent of the willingness-to-pay V , where V has a cumulative distribution function (cdf)

F : R→ [0, 1], which is absolutely continuous with respect to the Lebesgue measure on

R. Then this model satisfies Assumption 1.

Proposition 14. Consider the model of satisficing customers. Suppose that the satis-

ficing threshold θ, also assumed to have absolutely continuous cdf, is independent of

the ordering σ in which the firms are inspected. Suppose also that there is a positive

mass of customers associated with each of the N! orderings of the firms. Then this model
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satisfies Assumption 1, irrespective of whether a customer abandons the choice process

or chooses the lowest-priced option when she fails to satisfice.

The proofs of the above propositions can be found in Appendix A.1.

2.4.2 Computational Consequences

Theorem 11 in conjunction with Assumption 1 implies that, if every ordering

over firms π corresponds to a unique set of prices p such that (π,p) form a valid

order-price pair, then determining equilibrium existence and computing equi-

libria can be easy. Consider the following assumption.

Assumption 2. For a firm i ∈ N , a set S ⊆ N \ {i}, and any p−i ∈ V
N−1, the revenue

function of firm i, Ri(pi,pS−i), is unimodal in the undercutting regime, defined to be

pi ∈ [0,min{p j; j ∈ S}) if S , ϕ and pi ∈ V if S = ϕ.

Under this assumption, it is straightforward to see that every ordering of

the firms in N corresponds to at most one valid order-price pair that can be ef-

ficiently computed in an iterative manner: one considers firms sequentially ac-

cording to ordering π, and calculates the best-response price in the undercutting

regime to the prices of all the firms that came before, assuming that every other

firm prices at 0. Since the undercutting regime is not necessarily a closed set,

such a price may not exist despite the unimodality assumption (as in the case of

Bertrand competition). If any firm in the ordering fails to find such a price, then

there exists no valid order-price pair corresponding to that order. Importantly,

each of these best-response calculations is simply a unimodal price optimiza-

tion problem in one dimension that can be solved efficiently under reasonable
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continuity assumptions.

Once valid order-price pairs corresponding to each of the N! possible or-

derings over firms are calculated, it can be efficiently checked if any of these

correspond to a global Nash equilibrium in the following fashion. Consider a

valid order-price pair (π,p). For each firm π(i), for i ∈ [N], compute the optimal

revenue attainable in each of the intervals [pπ(1), v̄], [pπ(2), pπ(1)), ..., [pπ(i−1), pπ(i−2)),

[pπ(i+2), pπ(i+1)), ..., [pπ(N), pπ(N−1)), [0, pπ(N)).If any of these optimal revenues is

strictly higher than the incumbent revenue at p, then the valid order-price pair

is not a global Nash equilibrium.

As an illustration of our insights into the equilibrium structure of pseudo-

competitive games, in Appendix A.2 we present an analysis of duopolistic price

competition with satisficing customers. In particular, we establish the follow-

ing: (i) there exist examples where all LNE are strictly local; (ii) under certain

regularity assumptions common in the monopolistic pricing literature, a GNE

is guaranteed to exist, despite the fact that the game of price competition is non-

convex; (iii) if a firm has a much larger market share than its competitor, one

of the local Nash equilibria is guaranteed to be strictly local; (iv) this strict LNE

may be highly unattractive, due to the existence of both unboundedly better

globally optimal responses and prices under the GNE.
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(a) (b) (c)

Figure 2.1: Cross-monotonicity in the duopoly setting with satisficing cus-
tomers. θ ∼ Unif[0, 1], λ1 = 5, λ2 = 1. Fig. 2.1a shows M2(p), firm 2’s “loyalist”
revenue function (i.e., its revenue from setting price p ∈ V when firm 1 sets a
price of 0). Figs. 2.1b and 2.1c show firm 2’s revenue curve when firm 1 sets
p1 = 0.2 and p1 = 0.4, respectively. Observe that firm 2’s revenue from under-
cutting p1 increases with p1.

2.4.3 Strictly-Local Nash Equilibria and Pseudo-Competitive

Games

We conclude the section by providing intuition for the emergence of potentially

unattractive strict LNE in pseudo-competitive games. In particular, we show

that the existence of strict LNE is intrinsically tied to the pseudo-competitive

property coupled with the property of “cross-monotonicity” of revenue curves,

a property generally expected to be satisfied in settings with perfect substitutes

which we define below.

Definition 15 (Cross-monotonicity). For i ∈ N , firm i’s revenue function is said to

be cross-monotonic if, for all pi ∈ R, Ri(pi,p−i) is non-decreasing in p−i, i.e., if p′
−i≥p−i

(component-wise), then Ri(pi,p′−i) ≥ Ri(pi,p−i).

We note that since the items offered by firms are perfect substitutes in the

setting we consider, this property is generally expected to be satisfied.

To see how the pseudo-competitive property coupled with cross-
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monotonicity leads to the emergence of strict LNE, consider the duopolistic set-

ting. By Theorem 11, the higher-priced firm — let i denote this firm — sets a

price that (locally) optimizes the loyalist revenue curve, denoted by pi. Now,

under the sequential-move structure described above, firm i’s competitor in-

creases its price from 0 to a locally optimal undercutting price, given pi. As p−i

increases, the revenue of firm i for all prices p ≤ p−i (weakly) increases due to

cross-monotonicity, as seen in Figures 2.1b and 2.1c. That is, as p−i increases,

the revenue curve seen by firm i is no longer the well-behaved loyalist revenue

curve, except locally at pi: the revenue curve in the region below p−i is “lifted”

as compared to the loyalist revenue curve. This is shown in Figures 2.1b-2.1c.

Because firm i does not observe this transformation locally due to the pseudo-

competitive property, it may be oblivious to the possibility of obtaining a poten-

tially higher revenue by undercutting firm −i, as observed in Figure 2.1c. As a

result, a strictly-local Nash equilibrium may arise.

2.5 Local Nash Equilibria and Algorithmic Price Competition

We next investigate the convergence properties of distributed gradient-ascent

dynamics in pseudo-competitive games.

2.5.1 Convergence of Online Gradient Ascent Dynamics

Notation. Recall that for a fixed p−i ∈ V
N−1 and S ⊆ N \ {i}, Ri(p,pS

−i) is the rev-

enue obtained by firm i at price p, when the prices of all firms in the set S are

preserved at their values in p−i and the rest are set to 0. For notational conve-
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nience, we adopt the convention that min{p j; j ∈ S} ≜ v̄ when S = ϕ. We will

be particularly interested in the revenue function Ri(p,pS
−i) in the undercutting

region p ∈ [0,min{p j; j ∈ S}), and hence, we will informally refer to this function

as the undercutting revenue curve in the upcoming discussion.

We next define gi(pi,p−i) = ∂Ri(p,p−i)/∂p
∣∣∣
p=pi

, assuming this partial gradi-

ent exists. For all S ⊆ N \ {i}, p−i ∈ V
N−1 and pi ∈ [0,min{p j; j ∈ S}), let

gi(pi,pS−i) = ∂Ri(p,pS
−i)/∂p

∣∣∣
p=pi

, i.e., gi is the partial gradient of the undercutting

revenue curve in the undercutting region of firms in S, once again assuming

that this gradient exists. We use p∗i (pS
−i) to denote the maximizer of the under-

cutting revenue curve Ri(·,pS−i) over p ∈ [0,min{p j; j ∈ S}), if the supremum is

indeed attained in this open set. When we say that p∗i (pS
−i) exists, we mean that

the supremum is attained at p∗i (pS
−i). For the sake of our discussion, we say that

a price vector p is aligned with ordering of firms π if pπ(1) > pπ(2) > . . . > pπ(N). We

present the formal algorithm in Algorithm 1.

Algorithm 1 Distributed online gradient ascent (OGA)
Input: Convex set V, time horizon T , learning rate schedule (ηt)0≤t≤T−1, initial

price p0 ∈ V

Output: Final price pT

for t = 0, . . . ,T − 1 do
for i ∈ N do

if pi,t , p j,t for all j , i then let fi(pi,t,p−i,t) = gi(pi,t,p−i,t)
else

Let S = { j ∈ N \ {i} : pi,t = p j,t}.
Define

f
i
(pi,t,p−i,t) = lim

pi↑pi,t
gi(pi, p j = p j,t ∀ j ∈ S,p−{S,i},t), and, (2.1)

f i(pi,t,p−i,t) = gi(pi,t, p j = 0∀ j ∈ S,p−{S,i},t). (2.2)

Then choose fi(pi,t, pi,t) = f i(pi,t,p−i,t) with probability 1/2 and
fi(pi,t,p−i,t) = f

i
(pi,t,p−i,t) with probability 1/2.

pi,t+1 =
[
pi,t + ηt fi(pi,t,p−i,t)

]
V
.
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Assumptions. We first make a set of assumptions that are standard in much

of the literature on the convergence of gradient ascent and its variants (see, e.g.,

[46]).

Assumption 3 (Regularity of undercutting revenue curves). The following holds

for all i ∈ N , S ⊆ N \ {i} and p−i ∈ V
N−1.

1. (Smoothness) gi(p,pS
−i) exists and is continuous for all p ∈ [0,min{p j; j ∈ S}).

Moreover, for all i ∈ N , if p and q are aligned with the same ordering,

|gi(p) − gi(q)| ≤ L∥p − q∥1, (2.3)

for some L > 0.

2. (Uniform boundedness of partial gradients) There exists a finite positive constant

G > 0 such that |gi(p,pS
−i)| ≤ G for all p ∈ R.

3. (Unimodality) If p∗i (pS
−i) exists, then

gi(p,pS−i)(p − p∗i (pS−i)) < 0 ∀ p ∈ [0,min{p j; j ∈ S}) \ {p∗i (pS−i)}. (2.4)

4. (Interiority of local optima) The following conditions hold at the boundary:

(a) if min{p j; j ∈ S} > 0, then gi(0,pS−i) > 0;

(b) if min{p j; j ∈ S} = v̄, then limp↑v̄ gi(p,pS
−i) < 0;

These conditions imply that if min{p j; j ∈ S} ∈ (0, v̄] and p∗i (pS
−i) exists, then

p∗i (pS
−i) ∈ (0, v̄).

5. (No flat regions away from undercutting optimum) If p∗i (pS
−i) exists, then there

exists a finite positive constant K such that

|gi(p,pS−i)| ≥ K|p − p∗i (pS−i)| ∀ p ∈ [0,min{p j; j ∈ S}). (2.5)
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We next make an assumption concerning the flatness of firms’ undercutting

revenue curves in orderings under which no LNE exists. Below, for an ordering

π, we abuse notation and let π(1 : l) denote the set of firms in rank 1 to l for

l ∈ [N]. For convenience, we additionally let π(1 : 0) denote the empty set ϕ, and

define pπ(0) ≜ v̄.

Assumption 4 (No vanishing gradient below a “partial” valid order-price pair).

Consider any ordering π, rank l ∈ [N], and “partial” valid-order price pair (π,p) that

satisfies:

pπ(l′) := arg max
0≤p<pπ(l′−1)

Rπ(l′)(p,pπ(1:l′−1)
−π(l′) ) for l′ ∈ {1, . . . , l}

(That is, suppose these l local suprema are attained.) Then, if the supremum is not

attained in the problem sup0≤p<pπ(l) Rπ(l+1)(p,pπ(1:l)
−π(l+1)), there exists c > 0 such that

gπ(l+1)(p,pπ(1:l)
−π(l+1)) ≥ c, ∀ p ∈ [0, pπ(l)), (2.6)

where π(1 : l) = {π(l′), l′ ∈ [l]}.

Note that for unimodal undercutting revenue curves, the gradient being

nonnegative in the undercutting regime is always implied if the supremum is

not attained. Assumption 4 further enforces that it is bounded away from zero,

but only when all higher-priced firms are at their respective local optima. We ex-

pect this mild assumption to hold in general. Indeed, the following proposition

establishes that both Assumptions 3 and 4 are satisfied in the duopolistic setting

with satisficing customers under mild conditions on the threshold distributions.

We defer its proof to Appendix A.3.

Proposition 16. Consider the model of satisficing customers in a duopoly. If the satis-

ficing threshold distribution has a monotone hazard rate and its density f is Lipschitz
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continuous, then the firms’ revenue functions and their respective gradients satisfy

Conditions 1-4 of Assumption 3, as well as Assumption 4. Moreover, if the satisfic-

ing threshold is uniformly distributed, or exponentially distributed with pM < v̄ < ∞,

then there are no flat regions away from the undercutting optimum (i.e., Condition 5 of

Assumption 3 is satisfied).

Our final assumption, which we term “gradient dominance,” relates the par-

tial gradients of firms’ respective revenue curves when their prices are within

some small neighborhood of each other.

Assumption 5 (Gradient dominance). For all i, j ∈ N , at least one of the following

two conditions is satisfied:

gi(pi = p, p j = 0,pS
−{i, j}) > lim

q↑p
g j(pi = p, p j = q,pS

−{i, j}) ∀S ⊆ N \ {i, j},

∀p−i, j ∈ V
N−2 s.t. min{pk; k ∈ S} > 0,

∀ p ∈ (0,min{pk; k ∈ S}) (2.7)

or

g j(pi = 0, p j = p,pS
−{i, j}) > lim

q↑p
gi(pi = q, p j = p,pS

−{i, j}) ∀S ⊆ N \ {i, j},

∀p−i, j ∈ V
N−2 s.t. min{pk; k ∈ S} > 0,

∀ p ∈ (0,min{pk; k ∈ S}). (2.8)

If Eq. (2.7) holds, we say that firm i gradient-dominates firm j; if Eq. (2.8) holds we

say that firm j gradient-dominates firm i.

Gradient dominance between two firms is intuitively connected to the local

incentive to slightly undercut another firm at any positive price (such an incen-

tive always exists for firms in competitive settings). To gain intuition, consider
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the duopolistic scenario in which the customers follow an adaptive consider-

ation heuristic that depends only on the prices set by the two firms and not

the identities of the two firms (in this scenario, the firms’ revenue functions are

symmetric, i.e., R1(p1, p2) = R2(p2, p1) for any p). Since slight undercutting is

expected to be locally beneficial from the revenue standpoint, the partial gradi-

ent of firm 2 as its price approaches the price of firm 1 from below, is generally

expected to be lower than firm 1’s partial gradient at that price, reflecting firm

2’s incentive to undercut. That is, firm 1 is expected to gradient-dominate firm

2. By a symmetric argument, firm 2 is expected to gradient-dominate firm 1 as

well. Now consider the asymmetric scenario where the customers have prefer-

ences over the firms, e.g., where firm 1 has a larger market share of customers

who prioritize it over firm 2 for inclusion in their consideration set. In this case,

the tendency of firm 1 to gradient-dominate firm 2 is expected to increase, since

firm 2 stands to gain more by undercutting and capturing some of that larger

market share. Thus, it is expected that gradient dominance holds even in these

asymmetric scenarios. The following proposition formalizes this intuition for

satisficing customers. Its proof can be found in Appendix A.3.

Proposition 17. Consider the model of satisficing customers in a duopoly. If the density

f of the satisficing threshold distribution is Lipschitz continuous and λ1 ≥ λ2, then the

firms’ revenue functions satisfy Assumption 5, where firm 1 gradient-dominates firm 2.

With our assumptions in hand, we have our main technical result.

Theorem 18. Suppose Assumptions 3, 4, and 5 are satisfied. Then, a local Nash equilib-

rium exists. Suppose moreover that the learning rate schedule under distributed OGA

(Algorithm 1) satisfies limT→∞
∑T

t=1 η
2
t < ∞, limT→∞

∑T
t=1 ηt = ∞. Then the price dy-

namics converge almost surely to a local Nash equilibrium.4

4Here, we assume that sellers use the same learning rate for technical simplicity. Our results
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We provide a proof sketch of the result, and defer a formal proof to Ap-

pendix A.3.

Proof sketch. Assumption 3 ensures that, given an ordering of firms, if the prices

of the other firms are approximately stable, the gradient-driven price trajectory

of any firm tracks the undercutting optimum given its position in the order-

ing. As a result, if the firms’ prices are aligned with an ordering corresponding

to a LNE, then for a small enough learning rate, the highest-priced firm is ex-

pected to converge to its optimal loyalist price. This is because it is essentially

running gradient ascent on its loyalist revenue curve without any competitive

concerns (due to the pseudo-competitive property). For a similar reason, once

the highest-priced firm has converged, the next firm in the ordering should con-

verge to the optimum of its undercutting revenue curve, and so on and so forth,

until all firms have converged. On the other hand, if firms’ prices are aligned

with an ordering under which no LNE exists, Assumption 4 ensures that the

prices exit this ordering. However, there exists the possibility that they may

re-enter these “bad” orderings later on. This is where we leverage the gradient

dominance condition of Assumption 5, which ensures that, when the step-size

is small enough, once the dynamics exit an ordering, they cannot subsequently

re-enter the same ordering. Since the number of orderings is finite, they even-

tually enter a stable ordering, implying both, that a LNE corresponding to that

ordering exists, and that the procedure converges to the LNE. □

should continue to hold when sellers use different learning rates satisfying these summability
conditions.
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2.5.2 Numerical Study: Duopolistic Price Competition with

Satisficing Customers

Although Theorem 18 guarantees that distributed OGA dynamics converge to

a local Nash equilibrium under certain conditions, it provides no guarantees as

to the specific local Nash equilibrium (e.g., a GNE versus a strict LNE) to which

the firms converge. In this section, we conduct a numerical case study for the

duopolistic setting with satisficing customers.

Experimental setup. We assume a Uniform [0, 1] distribution and Exponential

distribution with mean 1/2 for the satisficing thresholds. (As noted above, As-

sumptions 3-5 hold for these two threshold distributions.) We consider relative

market shares λ = λ1/λ2 ∈ {2, 3, 4, 5}. For each of these values of λ, the global

Nash equilibrium is unique, i.e., the minor LNE is strictly-local in both settings.

The firms run distributed OGA (Algorithm 1) to set prices. We assume that

firms use step size schedule ηt = 1/
(
G
√

t log(1 + t)
)
, where G is an upper bound

on the gradient of firms’ revenue functions.5 We run 100 replications of simu-

lations for each setting, in which the starting prices are generated uniformly in

[0, 1]. We illustrate our results in Figure 2.2.

Results. We find that in all replications, the price dynamics under distributed

OGA converge to a LNE in the case of uniformly distributed thresholds, thus

supporting our theoretical results. Figure 2.4a moreover shows that the dy-

5This learning rate schedule has the property that it satisfies the Robbins-Monro conditions
and also ensures a Õ(

√
T ) regret for each firm relative to the revenue obtained with the best

fixed price in hindsight against the sequence of prices chosen by the other firms, assuming that
the revenue curves are globally concave [123] (this concavity assumption is not satisfied in our
case).
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(a) Uniform thresholds (b) Exponential thresholds

Figure 2.2: Fraction of replications for which OGA dynamics converge to a LNE
and strict LNE, respectively.

namics frequently converge to the strict LNE (at least 40% of the time). Results

for exponentially distributed thresholds are similar, where we observe frequent

convergence to a strict LNE (Figure 2.4b). In this case, for higher values of rel-

ative market shares, though the price trajectories converge to a stable ordering

of the firms, the duration of the experiment (T = 104) is insufficient to observe

convergence to one of the two LNE in approximately 20% of replications. We

note that slower convergence relative to the uniform setting is to be expected as,

contrary to that setting, the firms’ revenue curves in the exponential setting are

not concave.

2.5.3 Escaping the Strictly-Local Equilibrium: A Hybrid Ap-

proach

In contrast to gradient-based algorithms that make local updates, a natural alter-

native would be to deploy a fully “global” online learning algorithm designed

for adversarial settings. One such example is the algorithm due to [140], which

discretizes the price space into a finite set of prices and runs the well-known
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Exp3 algorithm for multi-armed bandits (MAB) with adversarial rewards [16]

at each time step to choose between these prices. Under the assumption that a

firm’s revenue curve is Lipschitz continuous, this algorithm guarantees a regret

of O(T 2/3) with respect to the best fixed price in hindsight. Such a guarantee is

sufficient to preclude convergence to a strictly-local Nash equilibrium.

Despite this attractive guarantee, ignoring the local gradient information

comes at a cost. Our numerical experiments (Section 2.5.4) show that such an

algorithm doesn’t necessarily converge to a GNE, at least partly due to the dis-

cretization.6 In this section, we present a novel hybrid pricing algorithm that

not only precludes convergence to the strict LNE in pseudo-competitive games,

but also shows superior empirical performance with respect to convergence to a

GNE. Throughout this section, we make the following mild regularity assump-

tions regarding the firms’ revenue curves.

Assumption 6 (Continuity of the revenue functions). For each i ∈ N , Ri(p) is

continuous.

Assumption 7 (Regularity of the undercutting revenue curves). For any i ∈ N ,

S ⊆ N \ {i} and p−i ∈ V
N−1, Ri(p,pS

−i) is concave and differentiable over p ∈

[0,min{p j; j ∈ S}) if S , ϕ and p ∈ [0, v̄] if S = ϕ, with the gradient bounded by

finite positive constant G in absolute value.

The algorithm we propose is motivated by the fact that, from the perspective

of a firm, given an ordering π of the remaining N − 1 firms and a set of prices

p−i aligned with π, the only prices a firm needs to consider when responding

to its competitors are those that attain the optimal revenue attainable in each

6Indeed, it is well-known that no-regret dynamics are only guaranteed to converge to a coarse
correlated equilibrium, a relaxation of the pure-strategy Nash equilibrium [193].
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of the N intervals [pπ(1), v̄), [pπ(2), pπ(1)), . . . , [pπ(N), pπ(N−1)), [0, pπ(N−1)). It then suf-

fices to compare these N prices in order to find the firm’s best response. The

key obstacle to this task in an online setting, however, is that not only are the

undercutting revenue curves associated with each of these intervals changing,

but the intervals themselves are changing, as they depend on the prices set by the

firm’s competitors. We tackle this latter difficulty by showing that Assumptions

6 and 7 imply that a firm’s revenue curve can be expressed as a maximum of N

concave functions defined over the entire domainV. Proposition 19 formalizes

this idea. Below, we define pπ(0) ≜ v̄ for notational convenience.

Proposition 19. For each i ∈ N , and p−i ∈ VN−1, under Assumptions 6

and 7, Ri(p,p−i) can be expressed as the maximum of N concave revenue curves

(Gl
i(p,p−i))l∈{1,...,N}; i.e., for all p ∈ V,

Ri(p,p−i) = max
l∈{1,...,N}

Gl
i(p,p−i),

where, given the ordering π aligned with p−i, Gl
i(·,p−i) is such that

1. Gl
i(p,p−i) = Ri(p,pπ(1:l−1)

−i ) for p ∈ [pπ(l), pπ(l−1)];

2. Gl
i(·,p−i) is the line of slope G that passes through (pπ(l),Ri(pπ(l),pπ(1:l−1)

−i )) for p ∈

[0, pπ(l)];

3. Gl
i(·,p−i) is the line of slope −G that passes through (pπ(l−1),Ri(pπ(l−1),pπ(1:l−1)

−i )) for

p ∈ [pπ(l−1), v̄].

Proof. The fact that Gl
i(p,p−i), as defined, is concave for p ∈ V directly follows

from the concavity of the undercutting revenue curves and the fact that the

gradients of these curves are bounded in absolute value by G. The fact that

Ri(p,p−i) = maxl∈{1,...,N}Gl
i(p,p−i) then follows from the continuity of Ri(p). □
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(a) R2(p, 0.5) (b) G1
2(p, 0.5) and G2

2(p, 0.5)

Figure 2.3: Figures 2.3a and 2.3b illustrate the construction described in Propo-
sition 19, for the duopoly setting with satisficing customers, as well as the fol-
lowing inputs: θ ∼ Unif[0, 1], λ1 = 2, λ2 = 1, using G = 2. The orange curve
on the left shows firm 2’s revenue function when firm 1 sets p1 = 0.5. On the
right, the blue and green curves respectively show G1

2(p, p1) and G2
2(p, p1), the

two concave functions such that R2(p, p1) = maxl∈{1,2}Gl
2(p, p1).

Figure 2.3 illustrates the above proposition in the duopoly setting with sat-

isficing customers, with uniformly distributed satisficing thresholds.

Thus, in an online setting, a firm’s dynamic pricing problem can be decom-

posed into two tasks: (i) tracking the optima of each of these N functions as they

change over time, and (ii) choosing the best of these N optima. Such a decom-

position naturally lends itself to a hierarchical approach where we can leverage

tools from OCO for (i), and an adversarial MAB algorithm for (ii).

The algorithm. In line with the motivation discussed above, the algorithm we

propose maintains for each firm a separate (pseudo) price trajectory for each

of the N concave functions defined over V. (Note that each of these concave

functions may change over time as the prices set by the other firms change.) The

algorithm updates each of the N price trajectories in response to these changes

via OGA, and chooses a price to play corresponding to one of these trajectories

in each time step according to a standard Exp3 update. An additional difficulty

here is brought by the fact that the firm observes the gradient of the revenue
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function and the revenue only at the price that is offered. We tackle this challenge

via an “importance-weighting” approach commonly used in converting online

learning algorithms with complete feedback to ones with bandit feedback.

Algorithm 2 Exp3-OGA for a fixed firm i
Input: Price pi,0(l) and initial weight Wi,0(l) = 1 for each l ∈ {1, . . . ,N}, step-sizes

(ηi,t)0≤t≤T−1, and learning rate εi.
for t = 0, . . . ,T − 1 do

Choose price pi,t = pi,t(l) with probability

xi,t(l) = (1 − εi)
Wi,t(l)∑

0≤l′≤N−1 Wi,t(l′)
+
εi

N
, ∀ l ∈ [N].

Let li,t denote the price trajectory chosen firm i at time t.
Obtain revenue Ri(pi,t,p−i,t), and gl

i(pi,t,p−i,t), a subgradient of Gl
i(·,p−i,t) at

pi,t.
for l = 1, · · · ,N do

Define the importance-weighted revenue and gradient:

R̂l
i(pi,t(l),p−i,t) = 1

{
l = li,t

} Ri(pi,t(l),p−i,t)
xi,t(l)

(2.9)

ĝl
i(pi,t(l),p−i,t) = 1

{
l = li,t

} gl
i(pi,t(l),p−i,t)

xi,t(l)
(2.10)

Update price associated with function sequence l:

pi,t+1(l) =
[
pi,t(l) + ηi,t ĝl

i(pi,t(l),p−i,t)
]
V

(2.11)

Update weights Wi,t+1(l) = Wi,t(l) eεiR̂i(pi,t(l),p−i,t)/N .

We show that Exp3-OGA keeps the following notion of regret low.

Definition 20 (Hierarchical - Regret). The hierarchical-regret (h-regret) incurred

by a pricing algorithm used by firm i against a sequence of prices chosen by the other

firms (p−i,t)0≤t≤T−1 is defined as:

RH
i,T = sup

p∈V

max
1≤l≤N

T−1∑
t=0

Gl
i(p,p−i,t)

 − E
T−1∑

t=0

Ri

(
pi,t,p−i,t

) ∣∣∣∣∣∣∣ (p−i,0, . . . ,p−i,T−1

) .
This notion of regret is different from the classical notion of regret (i.e., the
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algorithm’s performance relative to the best fixed price in hindsight), as it com-

pares with the weaker benchmark of the best of the revenues obtained by choos-

ing the best fixed prices corresponding to each of the N different sequences of

concave functions seen by the firm (essentially swapping the max and the sum

operators). Although the benchmark is weaker, the difference in these bench-

marks disappears when the prices p−i,t are stable over time. Hence, a sublinear

h-regret is sufficient to preclude convergence to a strictly-local Nash equilib-

rium. The following result establishes that Exp3-OGA indeed guarantees sub-

linear h-regret.

Theorem 21. Consider a pseudo-competitive game that satisfies the conditions

in Proposition 19. Then, Algorithm 2 with learning rate εi = T−1/3
√

N ln N and step

sizes ηi,t =
v̄

Gi
T−2/3 for 0 ≤ t ≤ T − 1 guarantees that RH

i,T = O(T 2/3
√

N ln N) for all

i ∈ N .

Proof. For ease of notation, we let p−i,0:T−1 = (p−i,0, . . . ,p−i,T−1). By the Exp3 guar-

antee (Thm. 3.1 in [16]), we have:

E

T−1∑
t=0

Ri(pi,t,p−i,t)
∣∣∣∣∣ pi,t(l)∀ l ∈ [N], p−i,0:T−1

 ≥ max
l∈[N]


T−1∑
t=0

Ri(pi,t(l),p−i,t)

 − (e − 1)εiT

−
N ln N
εi

(2.12)

This guarantee states that a firm obtains almost as much revenue as it would

have by choosing to play in every timestep the best of the N price trajectories in

hindsight. By Proposition 19, we have

Ri(pi,t(l),p−i,t) = max
l′∈[N]

Gl′
i (pi,t(l),p−i,t) ≥ Gl

i(pi,t(l),p−i,t).
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Plugging this into (2.12):

E

T−1∑
t=0

Ri

(
pi,t,p−i,t

) ∣∣∣∣∣ pi,t(l)∀ l ∈ [N], p−i,0:T−1

 ≥ max
l∈[N]


T−1∑
t=0

Gl
i(pi,t(l),p−i,t)


−(e − 1)εiT −

N ln N
εi
. (2.13)

Taking the expectation over
{
pi,t(l)

}
l∈[N],0≤t≤T−1

, and applying Jensen’s inequal-

ity, we obtain:

E

T−1∑
t=0

Ri

(
pi,t,p−i,t

) ∣∣∣∣∣ p−i,0:T−1

 ≥ max
l∈[N]

E
T−1∑

t=0

Gl
i(pi,t(l),p−i,t)

∣∣∣∣∣ p−i,0:T−1


 − (e − 1)εiT

−
N ln N
εi
.

(2.14)

The following lemma establishes that, the algorithm’s regret with respect to

the best fixed price in hindsight, over each of these l trajectories, is low. We defer

its proof to Appendix A.4.

Lemma 22. For each l ∈ [N], given learning rate εi and step sizes ηi,t, for 0 ≤ t ≤ T −1,

Algorithm 2 guarantees:

sup
p∈V
E

T−1∑
t=0

Gl
i(p,p−i,t) −Gl

i(pi,t(l),p−i,t)
∣∣∣∣∣ p−i,0:T−1

 ≤ v̄2

ηi,T
+G2

i
N
εi

T−1∑
t=0

ηi,t.

Plugging this into (2.14), we obtain:

E

T−1∑
t=0

Ri

(
pi,t,p−i,t

) ∣∣∣∣∣ p−i,0:T−1

 ≥ max
l∈[N]

sup
p∈V

T−1∑
t=0

Gl
i(p,p−i,t)

 − v̄2

ηi,T
−G2

i
N
εi

T−1∑
t=0

ηi,t

−(e − 1)εiT −
N ln N
εi
.

(2.15)

Interchanging the max and sup operators, and taking εi and ηi,t as in the state-

ment of the theorem, we obtain the regret bound. □
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Discussion of the feedback assumption. In an online competitive setting, a

firm faces two sources of uncertainty: (i) uncertainty about the revenue func-

tion Ri, and (ii) uncertainty regarding its competitors’ future prices. In regard to

the latter uncertainty, Exp3-OGA satisfies an important desideratum for strate-

gic environments: it has an attractive performance guarantee that is robust to

the prices chosen by other firms. In regard to the former source of uncertainty,

there exist two informational extremes. One extreme involves a setting in which

firms have access to a model for how customers behave (e.g., through a com-

bination of prior experimentation, surveys, and domain-specific knowledge).

This allows the firm to glean the entire revenue function and its gradients at all

prices in the domain, whether or not the price was played, assuming that the

prices set by other firms are known. Thus, the only remaining uncertainty is

regarding the prices that will be chosen by the other firms. The other extreme

involves a setting in which a firm neither knows the revenue function nor can it

anticipate the prices set by the other firms. The only information it receives in a

particular pricing period is the revenue obtained at the price set in that period,

also known as bandit feedback, and the prices that were set by the other firms

in that period. The feedback assumption under Exp3-OGA is close to this latter

extreme, in that we do not assume the knowledge of the entire revenue function

Ri, but we assume that the revenue, as well as first-order feedback, are obtained

at the price set in each period. We nevertheless note that this feedback assump-

tion can be adapted to both informational extremes described above. In the full-

information setting, one can use the well-known Hedge algorithm to choose

between each of the N price trajectories and OGA to update each trajectory. In

this case, since gradients and revenues are observed for all price trajectories,

regardless of whether or not they are played, the “importance-weighting” ap-

55



(a) Uniform thresholds (b) Exponential thresholds

Figure 2.4: Expected L1-distance between the unique GNE and firms’ prices re-
sulting from the algorithm in [140] (dashed lines) and Exp3-OGA (Algorithm 2,
solid lines), respectively, as a function of T , for various values of λ1/λ2. For-
mally, the curves represent E

[∥∥∥(p1,T ,p2,T ) − (pM, BR2(pM))
∥∥∥

1

]
for different values

of relative market share λ1/λ2, where the expectation is taken with respect to the
joint distribution of (p1,T ,p2,T ).

proach is no longer necessary. In the bandit feedback setting, on the other hand,

one would continue to use Exp3 to choose between the price trajectories, and

use a Bandit Convex Optimization (BCO) algorithm to update the price trajec-

tories. BCO algorithms typically run OGA while leveraging random sampling

to construct gradient estimates from bandit feedback; such a BCO-to-OCO re-

duction is standard in the online learning literature [94, 123]. As a result, we

expect that a sublinear h-regret guarantee holds in both these extremes, thus

precluding convergence to a strictly-local Nash equilibrium.

2.5.4 Numerical Study: Convergence of Exp3-OGA

We conclude the section by numerically investigating the convergence proper-

ties of the price dynamics resulting from Exp3-OGA, for the same experimental

setup as that in Section 2.5.2. Our results can be found in Figure 2.4.

We observe that, for both uniform and exponential satisficing thresholds, the
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“discretize-then-Exp3” approach of [140] fails to converge to the global Nash

equilibrium. In the case of uniformly distributed thresholds, Exp3-OGA dy-

namics, however, exhibit relatively fast convergence to the GNE, as evidenced

by the low expected L1-distance to the final distribution of prices. In the set-

ting with exponentially distributed satisficing thresholds, Exp3-OGA dynamics

also approach the GNE, though at a slower rate than in the uniform threshold

setting. Note that we observed the same phenomenon in our investigation of

OGA dynamics, due to the fact the undercutting revenue curves are not con-

cave under exponential distributions — an assumption upon which the regret

guarantee for Exp3-OGA relies. These empirical results suggest that Exp3-OGA

has attractive convergence properties nonetheless. We leave the theoretical in-

vestigation of the convergence properties of Exp3-OGA to future work.

2.6 Conclusion

Motivated by a salient feature of a number of existing customer behavioral mod-

els, we introduced a broad class of games in which local Nash equilibria have a

simple and intuitive sequential-move structure – a fact that has important conse-

quences for (i) equilibrium computation, and (ii) price dynamics resulting from

gradient-based dynamic pricing.

A key insight of our work is related to the performance of gradient-based

learning algorithms for price optimization in competitive environments. Such

algorithms are attractive owing to their practicality and their desirable guaran-

tees on the regret [47]. Specifically, these guarantees imply that in competitive

settings, agents employing such algorithms in a distributed fashion, with little
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or no knowledge about other agents’ utilities, can still be guaranteed to achieve

low regret relative to the best response to the sequence of past actions of the

other agents. Owing to this desirable property, several recent papers have es-

poused the notion that players employing no-regret learning strategies is a more

realistic and practical alternative to the strong rationality assumptions tradition-

ally made in game theory [185, 150, 212, 98]. Our results show that strictly-local

Nash equilibria that arise in pseudo-competitive games frequently actuate the

failure mode of such gradient-based learning schemes. This shows that the reg-

ularity assumptions under which such algorithms enjoy provable regret guar-

antees are not just necessary due to pathological instances; rather, there exist

practical models of competitive environments for which these assumptions do

not hold and these algorithms can fail catastrophically. While we presented an

approach to address this concern in certain cases, further investigation is needed

into practical price experimentation strategies in more general settings. We are

optimistic that our insights and results would guide such pursuits.
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CHAPTER 3

OPTIMAL FAIR INCENTIVES FOR RETENTION

3.1 Introduction

Stakeholder retention is one of the most fundamental challenges faced by many

organizations. For instance, it was said of former IBM executive Buck Rodgers

that he “behaved as if every IBM customer were on the verge of leaving and

that [he’d] do anything to keep them from bolting” [190]. Indeed, though it is

conventional wisdom that continued growth is necessary to ensure the success

of a business, studies have routinely found that increasing customer retention

rates by 5% could lead to an increase in profits of up to 95% [103].

Of the many ways in which an organization can increase retention, one im-

portant lever it has at its disposal is that of monetary incentives. Such incentives

are used in many practical contexts:

• Customer-side retention by for-profit corporations: An oft-used practice

by cable providers is the use of discounts for customers looking to cancel

their subscription at the end of the cycle, with many companies going so

far as to have entire retention departments to which such calls are routed

[97, 183, 231].

• Supply-side retention for gig economy platforms: A stable supply of

flexible workers is crucial to meeting demand on these platforms. As a re-

Certain contents of this chapter are drawn from publicly available preprint [127].
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sult, these platforms (ride-hailing platforms being one such example) have

turned to bonus incentives to incentivize workers to remain active. For in-

stance, in light of the driver shortage due to the COVID-19 pandemic, in

2021 Lyft announced its intention to offer $800 bonuses to drivers to return

to the app, as well as covering the cost of rental cars [122].

• Non-profit organizations: Lotteries have been found to be extremely ef-

fective in incentivizing charitable giving in empirical studies [143]. In

practice, certain banks have set up programs, referred to in Germany as

Gewinnsparen, that enroll their clients for recurring donations for local

causes in exchange for a chance to win a cash amount [229]. Monetary

awards have also been found to effectively combat against volunteer attri-

tion, which plagues non-profit organizations across the board [76, 99].

In implementing these sorts of monetary incentives, one important concern

that a decision-maker faces is that of fairness, especially in light of the abundance

of examples in which algorithms deployed in the real world unintentionally dis-

criminate against protected groups [139]. Within the context of monetary incen-

tives for retention, a decision-maker may want to maximize her bang-per-buck

by paying individuals with different earnings sensitivities different amounts in

order to to minimize the cost of retaining them. Since individuals’ earnings

sensitivities correlate with protected classes such as gender [124], such uncon-

strained optimal policies would discriminate between classes.

Our work seeks to better understand the optimal design of monetary incen-

tives for repeated engagement, with a special focus on the fairness properties of

such incentives. Indeed, despite the pervasive use of such incentives in practice,

as well as extensive empirical work on their effectiveness in a variety of settings,
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to the best of our knowledge there have been few attempts to develop theoret-

ical insights on their design, let alone approaching them from an algorithmic

fairness perspective. We detail our contributions below.

3.1.1 Summary of Contributions

We consider a model wherein agents join the system in each (discrete-time) pe-

riod, and receive a (possibly random) reward to remain in the system in the

next period. At the end of the period, unaware of the underlying distribution from

which rewards are drawn, agents probabilistically make a decision based on

the reward received in the period to stay in the system, or leave once and for all.

Specifically, we assume that agents are partitioned into types defined by (i) their

sensitivity to rewards, formalized via a departure function that maps rewards

received to the probability of departing, and (ii) the rate at which they join the

system. This model, though simple, gives rise to a wide spectrum of models of

agent behavior. In particular, most of our results hold for any set of departure

functions, as long as these functions are non-increasing in the reward paid out

to an agent.

The decision-maker collects some revenue associated with the number of

agents in the system in each period, and incurs the cost associated with incen-

tivizing these agents to stay according to the chosen reward distribution (where

the support of this distribution is assumed to be an arbitrary finite set). The goal

of the decision-maker is to determine the optimal policy to maximize her long-

run average profit. As is common in classical stochastic control problems, the

infinite-horizon Markov Decision Process (MDP) associated with the decision-
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maker’s optimization problem suffers from the curse of dimensionality, which

motivates the task of finding near-optimal policies.

One natural approach a decision-maker may want to take to maximize her

profit is to learn, then discriminate: given the history of rewards paid out to

each agent, the decision-maker could try to estimate each agent’s type, and

“target” agents whom it believes would stay in the system for lower rewards.

Though we show via an example that such a policy can indeed perform arbi-

trarily well relative to a benchmark fluid-based static policy that draws rewards

independently and identically from the same distribution in each period, not

only is such explicit discrimination potentially problematic from a public rela-

tions standpoint, but it also runs counter to a fundamental principle of fairness,

known as group fairness, which at a high level requires that an algorithm treat

(reward) individuals belonging to different groups (e.g., demographic groups)

similarly.1 Avoiding this sort of egregious discrimination, the decision-maker

can then turn to dynamic policies that draw rewards i.i.d. from the same distri-

bution in each period, all the while actively managing the number of agents in

the system by varying the distribution across periods. We show that, even such

seemingly fair policies can insidiously discriminate by having different agent

types experience different reward distributions on average, across time.

In light of this, we impose two fairness constraints on the decision-maker’s

optimization problem: (i) agents must be paid from the same reward distribu-

tion in each time period, and (ii) different agent types must experience the same

reward distribution on average, over a long enough time horizon. In one of

our main contributions, we identify an asymptotically optimal policy amongst

1Within the field of machine learning, the notion of group fairness is typically defined via
statistical parity, wherein a classifier must assign subjects in protected and unprotected groups
to a class with equal probability.
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the space of all fair reward schemes in a large-market regime parametrized by

θ. Perhaps surprisingly, this policy is precisely the fluid-based heuristic. We

moreover show that this policy is fast-converging: not only does it converge to

the value of the fluid relaxation at a rate of O( 1
√
θ
), as is known to be the case

in many stochastic control problems, but under an additional mild technical

condition on the decision-maker’s revenue function, this convergence rate im-

proves to O( 1
θ
). As we later discuss, this is due to the fact that the system is

‘self-regulating’ in a certain sense, which strengthens the policy’s convergence.

While our policy satisfies these natural desiderata, computing it requires

solving a high-dimensional nonconvex optimization problem which is, a pri-

ori, nontrivial to optimize. In our second main technical contribution, we show

a surprising structural property of its optimal solution that allows us to effi-

ciently compute its optimal solution. In particular, independent of the size of the

reward set, the number of agent types, and their departure probabilities, there exists

a fluid-optimal reward distribution that places positive weight on at most two

rewards. This allows for an optimal solution to the relaxation to be found ef-

ficiently via exhaustive search over pairs of rewards, and then solving a KKT

condition consisting of a single equation in one variable for each pair.

3.1.2 Chapter Organization

In Section 6.2, we survey related literature. We then present the model and for-

mulate the decision-maker’s optimization problem in Section 6.3. Section 3.4 is

devoted to analyzing the fluid-based heuristic and proving its fast convergence

to the value of the fluid relaxation in a large-market regime. We show in Section

63



3.5 that the fluid-based heuristic is asymptotically optimal amongst the space

of all policies that satisfy a natural fairness property; while we also show the

existence of dynamic policies that outperform the fluid heuristic, these policies

are inherently discriminatory. We then prove asymptotic optimality of the fluid-

based heuristic amongst the space of all policies. We study the optimal policy

more generally for special cases of myopic agent behavior in Section 3.6.

3.2 Related work

Workforce capacity planning. Our work is related to the topic of workforce

capacity planning, which has a long history in the operations management lit-

erature (see, e.g., [69] for an excellent survey). Within this line of work, we

highlight papers that consider attrition and retention aspects of workforce plan-

ning. In contrast to our work, which focuses on the question of issuing mon-

etary incentives throughout an agent’s lifetime to retain them, these works are

concerned with hiring, promotion, and termination decisions. For example, mo-

tivated by the naval aviation system, early work by [110] considered optimal ac-

cession policies when aviators have a known and deterministic lifetime. More

recently, [129] studied optimal hiring, admission and training policies for junior

nurses, a profession in which attrition is pervasive, and as a result has been a

central focus of much of the workforce planning literature. In their model, a

fixed and exogenous fraction of the population leaves the system in each pe-

riod, whereas in ours the decision-maker aims to set incentives in order to affect

their retention. This work resembles ours in that agents are homogeneous, from a

skills’ perspective (though ours are heterogeneous with respect to their depar-

ture probabilities).
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A subset of the literature on workforce capacity planning is interested in

worker heterogeneity; however, most of these works focus on heterogeneity with

respect to skill set, not with respect to attrition. [4] considers such a model in

which workers turn over independently of the organization’s policy and the

state of the system, whereas [104] and [10] allow workers’ departure decisions

to depend on the state of the system, but not the decision-maker’s policy nor

their own history in the system. Most recently, [131] considered a more com-

plex model of hiring, dismissing and promoting when workers’ resignation de-

cisions depend on their “time-in-grade,” or lifetime, in the system.

Compensation in the gig economy. We mention the maturing stream of liter-

ature in operations management on matching of strategic supply and demand

in on-demand service platforms. A primary topic of focus has been the work-

ers’ capacity to self-schedule, i.e., the ability to decide when to work, given their

beliefs about future earnings [49, 113, 21, 56, 213, 236, 36, 148, 145]. These works

assume that workers know their expected earnings, and make the decision to

work on the platform based on this expectation. In contrast, we assume that

agents do not a priori know the incentive scheme: they join the system accord-

ing to an exogenous process, and make a memoryless, probabilistic decision to

remain on or depart given their type and the incentive paid out, which is in line

with models proposed for customer retention below.

Within the context of wages on gig economy platforms, in an empirical study

[26] find that, although women work for more hours on a platform, women’s

average hourly rates average about two-thirds of men’s rates, with significant

gaps persisting even after controlling for various features such as experience,

occupational category, and educational attainment. Despite these very real con-
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cerns, to the best of our knowledge the design of fair monetary incentives for

employee retention has yet to be broached in the operations literature.

Customer retention. We highlight the most closely related works here, as this

area has a rich history in the marketing literature (see, e.g., [13] for a survey).

To the best of our knowledge, none of these papers focus on designing fair cus-

tomer retention policies. On the contrary, the goal in these latter works is pre-

cisely to use differentiation in order to incentivize customers to stay. For exam-

ple, in a computational study [144] define a profit-based loss function to pre-

dict, for each customer, the financial impact of a retention intervention, ranking

customers based on the marginal impact of the intervention on churn, and post-

intervention profits. [2] develop theoretical insights around optimal retention

policies, in a setting where customer “types,” or sensitivities to interventions,

are known by the decision-maker, thus allowing for customer differentiation; in

their model, the optimal decision across the population decouples into optimal

decisions for each individual customer. A separate stream of work investigates

how capacity decisions affect service access quality, and customer retention as

a result [1, 101]. In contrast to the interventions we consider, which occur in

each period, in the settings these latter papers consider, the decision-maker is

constrained to make a single decision at the beginning of the time horizon.

Empirical work on effectiveness of monetary incentives. The effectiveness of

monetary incentives for retention is well-documented in the medical commu-

nity, within contexts other than employee and customer retention. For exam-

ple, empirical studies highlight their efficacy within the context of adherence to

medication [224, 138], weight loss and exercise [223, 160], postpartum compli-
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ance [208], and home-based health monitoring [200].

Algorithmic fairness. Finally, our work adds to the large and growing body

of work on the design of fair algorithms. We note that there is no universally

agreed-upon notion of fairness (see, e.g., [161] for a comprehensive overview

of the different notions of fairness that have been considered in the literature).

The notion of fairness that we choose to focus on is that of group fairness (as op-

posed to individual fairness [79]), which itself has no single definition. The one

closest to ours, that arises in the machine learning literature within the context

of group-fair classifiers, is statistical parity [66]. This requires that individuals in

both protected and non-protected groups have equal probabilities of being as-

signed to the positive predicted class; interpreting the set of rewards as possible

predicted classes, our fairness definition can be understood as a multidimen-

sional variant of statistical parity.

Some of the related literature on fair algorithms include pricing problems

with fairness constraints such as those studied by [63, 195] and [62]. However,

these do not model customer attrition. Further removed from our study are set-

tings in fair (online) resource allocation which have received significant recent

attention at the intersection of EconCS and operations research [207, 29, 5, 154].

3.3 Preliminaries

We consider a discrete-time, infinite-horizon model of an organization, which

we heretofore generically refer to as a system. In each period agents join the

system, receive a reward, and decide whether to stay in the system for future
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periods or leave. The decision-maker makes a profit, in each period, composed

of the revenue from the number of agents in the system, net of the cost of the

rewards paid out to agents. For example, within the employment context, an

agent corresponds to a worker performing a set of tasks in each period, with the

reward corresponding to a bonus incentive; an agent can similarly correspond

to a customer who enjoys service from her cable provider in a given period, with

the reward corresponding to a discount. We formalize each component of the

model below, beginning with some technical notation. For clarity of exposition,

we defer a lengthy discussion of modeling assumptions to the end of the section.

Technical notation. Throughout the paper, R+ =
{
x ∈ R | x ≥ 0

}
, R>0 ={

x ∈ R | x > 0
}
, and N+ =

{
i ∈ N | i ≥ 1

}
. For K ≥ 1, we let [K] = {1, . . . ,K}. We

use supp( f ) to denote the support of a given probability mass function f , i.e.,

supp( f ) =
{
x : f (x) > 0

}
, and |supp( f )| denotes the cardinality of its support. Fi-

nally, er is used to denote the unit vector in the direction of reward r.

Agents. We assume that there are K ∈ N+ types of agents, defined by (i) their

reward sensitivity, and (ii) the rate at which they join the system. Specifically,

for i ∈ [K], a type i agent is associated with a departure probability function ℓi :

Ξ 7→ (0, 1], where Ξ ⊂ R+ is a finite set of rewards from which the decision-

maker chooses to compensate its agents.2 We assume that ℓi is non-increasing

and known to the decision-maker. Let rmin = inf{r | r ∈ Ξ} and rmax = sup{r | r ∈ Ξ}.

We assume that the number of type i arrivals in period t, Ai(t), is drawn i.i.d.

(across types and periods) from a Pois(λi) distribution known to the decision-

maker, and let A(t) =
(
Ai(t), i = 1 ∈ [K]

)
.

2Heterogeneity in departure probability functions has also been considered in [174] in a sim-
ple model with two types.
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Periods. Period t ∈ N is defined by the following sequence of events: (i) for all

i ∈ [K], Ai(t) type i agents join the system; (ii) each agent w is in the system (e.g.,

enjoying service, or working, for the duration of the period), and collects a (pos-

sibly random) reward rw; (iii) having collected reward rw, agent w, unaware of

the reward distribution, departs from the system with probability ℓiw(rw), where

iw ∈ [K] denotes the type of agent w; otherwise, she remains in the system and

moves onto the next period. We assume that the agent’s decision to leave the

system is made independently from all other agents, and independently of her

prior history of rewards, i.e., agents make a decision based only on their most

recent experience; moreover, once an agent leaves, she does not return in a later

period.3

We use Di(t) to denote the number of type i departures at the end of period t,

with D(t) =
(
Di(t), i ∈ [K]

)
. Ni(t) denotes the number of type i agents in the system

in period t (and thus requiring payment), with N(t) =
(
Ni(t), i ∈ [K]

)
, and N(t) =∑

i∈[K] Ni(t). N(t) is based on the number of agents who were in the system in the

previous period and did not depart, as well as the number of new agents who

joined at the beginning of the current period. Given the described dynamics,

the state of the system is fully characterized by N(t), which evolves as

N(t + 1) = N(t) − D(t) + A(t + 1), ∀ t ∈ N.

Before specifying the decision-maker’s objective, we illustrate the extent to

which the structure of the reward scheme can affect system outcomes. The fol-

lowing example motivates the need for the decision-maker to carefully design

reward schemes when optimizing a desired objective.
3This latter assumption — that the agent is “lost for good” — assumption is standard in the

workforce planning and customer retention literature (see, e.g., [2], [10]).
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(a) Rewards and departure probabilities (b) Expected reward/number of agents

Figure 3.1: K = 1, λ = 10, and ℓ(r) = min
{
1, eα(−r+15)

}
, with α = 0.07. The blue,

orange, and green curves respectively show the steady-state supply of agents
induced by a fixed reward, a lottery, and normally distributed rewards, holding
the expected reward. For low expected rewards (µ ≤ 23), drawing rewards from
N(µ, σ̂2) maximizes agent supply; for µ > 23, a fixed reward is supply-optimal
(though not necessarily profit-optimal, depending on the revenue function).

Example 23. Let K = 1, λ = 10, and ℓ(r) = min
{
1, eα(−r+15)

}
, with α = 0.07. Holding

the expected reward µ fixed, we compare the expected number of agents in steady-state

for three different reward schemes: (i) agents deterministically receive reward µ, (ii) the

decision-maker runs a lottery with variance σ̂2 such that agents receive µ in expectation

(i.e., some agents receive the minimum reward of £15, and some “lucky” agents receive

a high reward which depends on µ and σ̂2), and (iii) the decision-maker draws rewards

from a Normal distribution with mean µ and standard deviation σ̂ = 11.2.

Figure 3.1 shows the dependence of system outcomes on the variability of the reward

scheme. For low expected reward, normally distributed rewards outperform the lottery

and deterministic reward, with these latter two inducing the same supply of agents. As

µ grows large, however, a fixed reward outperforms the other two reward schemes. In

particular, for µ = 35, a fixed reward induces approximately 30% more agents in the

system in steady state, as compared to a normally distributed reward. Clearly, such a

difference in magnitude can have a dramatic effect on profitability.
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We next specify the decision-maker’s objective and corresponding optimiza-

tion problem.

Objective. Given N(t), the total number of agents in period t, the decision-

maker obtains revenue R
(
N(t)

)
, where R : R+ 7→ R+. We assume that R is

time-invariant, and depends only on the total number of agents in the system,

rather than the type composition of the agent pool in each period. R is more-

over assumed to be Lipschitz continuous and differentiable over R>0, as well as

non-decreasing and concave.

Given {rw}
N(t)
w=1, the (possibly random) set of rewards paid out to agents in

period t, the period-t profit is given by:

Π(t) = R
(
N(t)

)
−

N(t)∑
w=1

rw.

Unless otherwise stated (in particular, we shall relax this assumption in Sec-

tion 3.5), we assume that if two agents of different types are in the system in the

same period, the distribution from which their rewards are drawn is identical.

We denote the distribution in period t by x(t) = (xr(t), r ∈ Ξ).

Let Π̂(t) denote the expected profit in period t, where the expectation is taken

over the randomness in the reward realizations. Then,

Π̂(t) = R
(
N(t)

)
− N(t)

∑
r

rxr(t)

 .
We formulate the decision-maker’s optimization problem as a discrete-time,

infinite horizon Markov Decision Process (MDP), where the objective is to max-

imize the long-run average profit.

Suppose the initial condition is N(0) = c0, c0 ∈ N
K . For any policy φ, let v(φ)
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denote the long-run average profit under φ. Formally:

v(φ) = lim
T→∞

1
T
E

 T∑
t=1

Π̂(t)
∣∣∣∣∣ N(0) = c0

 .
Given that the state space is exponential in the number of agent types, the

curse of dimensionality renders the goal of solving the MDP to optimality in-

tractable. As a result, we turn to the more attainable goal of designing asymp-

totically optimal policies in a so-called large-market limit. We formally define this

large-market scaling below.

Large-market limit. The regime we consider is defined by a sequence of sys-

tems parametrized by θ ∈ N+, with λθi = θλi for all i ∈ [K], and departure prob-

abilities
{
ℓi(·)

}
i∈[K] held fixed. We use Nθ(t) to denote the number of agents in

the system in period t in the scaled system, and Nθ the steady-state number of

agents in the system. In order to keep the cost and revenue of any given policy

on the same order, we define the normalized profit in the scaled system at time

t to be:

Π̂θ(t) = R
Nθ(t)
θ

 − Nθ(t)
θ

∑
r

rxr(t)

 .
We briefly motivate this choice of scaling via a newsvendor-like revenue

function. Suppose R(N) = min{N,D}, for all N ∈ N and some D > 0. Then,

scaling both demand and supply by θ, a more standard scaling in which we

simply divide R by θ would give us:

1
θ

R(Nθ) =
1
θ

min
{
Nθ, θD

}
= min

Nθ

θ
,D

 = R
Nθ

θ

 .
We moreover note that, with strictly concave and increasing R, a more stan-

dard scaling in which the revenue function is not normalized (i.e., R(Nθ) is
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not replaced with R(Nθ/θ)), yields a vacuous asymptotically optimal solution

x = ermin , and the objective going to −∞. Scaling the system in this manner over-

comes such vacuities. Finally, we remark that a constant additive loss in Π̂θ

translates to an Ω(θ) loss in the non-normalized profit θR(Nθ/θ) − Nθ(
∑

r rxr).

For θ ∈ N+, we let vθ(φ) denote the long-run average normalized profit of

policy φ.

We conclude the section with a discussion of our modeling assumptions.

3.3.1 Discussion of modeling assumptions

Memoryless agents. Two key related features of our model are that (i) agents

are unaware of the true distribution from which the rewards are drawn, and

(ii) they decide to stay or leave based only on the most recent reward. This

model captures the crucial fact that agents typically lack insight into the algo-

rithms that generate the decisions they receive (e.g., why an algorithm paid out

a reward in a given period, in our settings). Such a fact is well documented

in noncontractual settings such as gig economy platforms [203]. Moreover, the

memoryless assumption follows a long tradition of models that consider agent

attrition (also referred to as disengagement, in some settings) in the operations

literature. For instance, within the context of recommender systems, [31] and

[28] assume that the probability a user disengages with the recommendations

depends only on the quality of the most recent recommendation. [1] similarly

note that this sort of “recency effect” is typically assumed in the customer re-

tention setting, in models that link demand to past service levels [114, 125, 146].

[144] also consider memoryless customers in their churn prediction problem.
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We note that, in practice, there exist online forums and additional sources of

information that agents can turn to in order to improve their priors on incentive

schemes used historically by a decision-maker. Papers belonging to this line of

work do not capture this reality; our model follows in this tradition. Rather

than our model being an improvement on existing models of agent memory,

we leverage these models to gain insights into fairness considerations for these

well-studied systems, which is our main contribution.

We also highlight that the abstraction of a departure probability function is

general enough to allow for arbitrary rules of thumb, as long as they depend

only on the reward obtained by the agent in the most recent period, and are

non-increasing in this reward. In particular, one special case of this general

model of departure probabilities is a setting in which agents are endowed with

a reservation value and leave the system with a probability that’s proportional

to the difference between the reward received and their reservation value. The

model moreover implicitly allows for a base departure probability (which could

in theory arise from a utility maximization problem solved by the agent, inde-

pendent of the reward paid out at the end of the period), to then be modified by

the reward received. In addition, if the belief is that the reward has no impact

on the base probability, this too is captured by our model, by setting ℓi(r) to be a

constant for the appropriate type i.

We conclude the discussion of the memoryless assumption by noting that

the abstraction of a period is very general. For example, in a contractual em-

ployment setting, a period could be considered to be the length of the contract.

In a noncontractual setting (e.g., gig economy platform), a period could consti-

tute however long agents are believed to consider their earnings before making
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the decision to leave the system. In the setting where agents are customers, a

period would be the duration of the subscription contract.

Time-invariance of the revenue function. Another assumption upon which

our model relies is the fact that the revenue function depends only on the

number of agents in the system in a given period. In an employment set-

ting, for instance, the time-invariant assumption models a mature market, with

newsvendor-like dynamics. The work performed in the system can be viewed

as “low-skill,” in the sense that workers arriving to the system are homoge-

neous, and the decision-maker does not benefit from workers gaining skill

specificity with time. In the customer retention setting, on the other hand, sta-

tionarity of the revenue function is a fairly reasonable assumption within the

context of profit generated from the number of active subscribers (ignoring het-

erogeneity in subscription plans). We also note that, though the firm’s revenue

could depend on exogenous variables such as demand, we assume that the en-

vironment is stationary, and as such the revenue function we consider can be

interpreted as an expected revenue, with the expectation taken over the ran-

domness in all other variables of interest.

The reward distribution abstraction. The abstraction of a reward distribution

is not meant to imply that the firm should override the variability due to other

mechanisms underlying its operations, nor is it meant to imply that the firm has

control over all sources of variability which could affect agent earnings (e.g., the

weather, seasonal effects). However, by adjusting how they charge service fees,

pay bonus incentives, and match agents to tasks, organizations have significant

leverage over the reward distribution. Thus, to anchor this assumption to the
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reality of an organization’s complex operating mechanisms, one can imagine

computing an (approximately) optimal reward distribution, and using it as a

benchmark in terms of how to adjust agents’ rewards over time.

Exogenous arrival rate. Our model assumes that, in each period, agents join

the system independently of the incentive scheme (e.g., the bonus incentive)

determined by the decision-maker. For instance, this models a new subscriber

signing up for a period’s worth of service based on the base price of the service,

but not on the expectation of a discount in future periods. Similarly, salaried

workers may join a company for benefits specified in the contract, rather than

unpredictable bonus incentives. In an extreme setting, where the exogenous

arrival rate is very large, it may be true that the decision-maker’s optimal policy

is to never give out any bonus rewards. Though our model subsumes such an

uninteresting case, it also subsumes far more interesting settings, wherein the

exogenous arrival rate is small (or, equivalently, the base departure probability

is large), and thus bonus incentives are crucial to sustain a supply of agents.

3.4 Asymptotic Optimality of a Fluid-Based Heuristic

Throughout this section we design and analyze our heuristic policy. To do

so, we first turn our attention to the space of all static policies, which draw re-

wards from the same distribution in each period. In particular, we derive a

heuristic static policy from a fluid relaxation which serves as a natural upper

bound on the objective over the space of all static policies, denoted by Φ.

We begin by introducing some notation. Let ∆|Ξ| =
{
x ∈ [0, 1]|Ξ| :

∑
r xr = 1

}
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denote the space of all distributions over rewards. Suppose x denotes the distri-

bution associated with static policy φ, then we will at times abuse notation and

use φ and x interchangeably. We moreover define v⋆θ = supφ∈Φ vθ(φ).

Consider the following deterministic relaxation of the stochastic system: in

each period t, for all i ∈ [K], we observe λi arrivals and Ñi
∑

r ℓi(r)xr departures

of type i agents, where Ñi satisfies a stability constraint which ensures that, for

each type, the number of arrivals and departures are equal. That is, we must

have λi = Ñi
∑

r ℓi(r)xr for all i ∈ [K]. The resulting deterministic relaxation is

Π̃∗ := max
x∈∆|Ξ|,Ñ∈NK

R

∑
i

Ñi

 −
∑

r

rxr


∑

i

Ñi

 (FLUID-OPT)

s.t. λi = Ñi

∑
r

ℓi(r)xr.

3.4.1 Fast Convergence in the Large-Market Regime

Let x⋆ denote the optimal solution to FLUID-OPT, and let φ⋆ be the policy that

draws rewards according to x⋆ in every period. We note that, given the noncon-

vex structure of FLUID-OPT (see Proposition 32), it is a priori unclear whether

φ⋆ can be derived efficiently. For now, we focus on analyzing the performance

of φ⋆, and consider the problem of computing it in Section 3.4.2.

We first show that φ⋆ is asymptotically optimal amongst all static policies

under the large-market scaling we consider. In particular, we show that Π̃∗ sat-

isfies two desirable properties: (i) for all θ, Π̃∗ is an upper bound on the profit of

the optimal policy in the system parameterized by θ, (ii) there exists a constant

C > 0 such that the difference between Π̃∗ and the objective of x⋆ in the system

parameterized by θ is bounded above by C/θ (under a mild technical condition

on R; else, C/
√
θ).
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Π̃∗ as an upper bound. The following proposition motivates the use of an op-

timal solution to FLUID-OPT as a suitable policy to maximize the long-run av-

erage profit.

Proposition 24. v⋆θ ≤ Π̃
∗ for all θ ∈ N+.

Before proving the above proposition, we introduce some useful notation.

Given policy φ and θ ∈ N+, let Nθ := Nθ(∞) denote the steady-state number of

agents in the system of each type, and let πθ(φ) be the associated steady-state

distribution, if it exists. We moreover define Nθ =
∑

i∈[K] Nθi .

The upper bound follows almost immediately from the following lemma,

whose proof we defer to Appendix B.1.

Lemma 25. For any static policy φ defined by reward distribution x, a unique limiting

distribution exists. Thus, vθ(φ) = E
[
R

(
Nθ
θ

)
− Nθ
θ

(∑
r rxr

)]
.Moreover,

Nθ ∼ Pois

∑
i

θλi∑
r ℓi(r)xr

 .
Proof of Proposition 24. By Lemma 25,

vθ(φ) = E

R Nθ

θ

 −
∑

r

rxr

E Nθ

θ


≤ R

E Nθ

θ

 −
∑

r

rxr

E Nθ

θ

 (3.1)

= R

∑
i

λi∑
r ℓi(r)xr

 −
∑

r

rxr

∑
i

λi∑
r ℓi(r)xr

(3.2)

≤ FLUID-OPT, (3.3)

where (3.1) follows from concavity of R, (3.2) from Lemma 25, and (3.3) by taking

the supremum over all x ∈ ∆|Ξ|. Since the upper bound holds for arbitrary φ ∈ Φ,

v⋆θ = supφ∈Φ vθ(φ) ≤ Π̃∗. □
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Performance bound. We establish in Theorem 26 the standard O
(

1
√
θ

)
addi-

tive loss bound of the fluid relaxation-based policy. Under a mild additional

technical condition, we further prove that vθ(φ⋆) actually converges to Π̃∗ at a

linear rate. Let Λ =
∑

i
λi

ℓi(rmax) and Λ =
∑

i
λi

ℓi(rmin) .

Theorem 26. There exists a constant CL > 0 such that

vθ(φ⋆) ≥ Π̃∗ −
CL
√
θ
.

Proof. Let N⋆ be the random variable denoting the steady-state number of

agents in the system, induced by policy φ⋆. For ease of notation, let Λ⋆ =∑
i

λi∑
r ℓi(r)x⋆r

. By Lemma 25, N⋆ ∼ Poisson(θΛ⋆).

We first claim that it suffices to establish that

E

R (
N⋆

θ

) ≥ R
(
E

[
N⋆

]
θ

)
−

C
√
θ
,

since

vθ(φ⋆) − Π̃∗ =

E
R (

N⋆

θ

) − ∑
r

rx⋆r

 E [
N⋆

]
θ

 −
R

(
E

[
N⋆

]
θ

)
−

∑
r

rx⋆r

 E [
N⋆

]
θ


= E

R (
N⋆

θ

) − R
(
E

[
N⋆

]
θ

)
.

For all N∗, we have:

R
(
E

[
N⋆

]
θ

)
− E

R (
N⋆

θ

) = E R (
E

[
N⋆

]
θ

)
− R

(
N⋆

θ

) ≤ E ∣∣∣∣∣R (
E

[
N⋆

]
θ

)
− R

(
N⋆

θ

) ∣∣∣∣∣
≤ LE

[∣∣∣∣∣E [
N⋆

]
− N⋆

θ

∣∣∣∣∣] , (3.4)

where L denotes the Lipschitz constant of R. By Jensen’s inequality,E [∣∣∣∣∣E [
N⋆

]
− N⋆

θ

∣∣∣∣∣]2

≤ E

(E [
N⋆

]
− N⋆

θ

)2
 = 1
θ2

VarN⋆ =
Λ⋆

θ
≤
Λ

θ
,
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where Λ =
∑

i
λi

ℓi(rmax) . Plugging this into (3.4), we obtain:

R
(
E

[
N⋆

]
θ

)
− E

R (
N⋆

θ

) ≤ L
√
Λ
√
θ
.

□

Theorem 27. Suppose that R is twice-continuously differentiable over R>0, and that

there exists a constant α > 0 such that R′′(n) ≥ −θα for all n ∈
[

1
θ
,Λ

)
. Then, there exists

a constant C > 0 such that

vθ(φ⋆) ≥ Π̃∗ −
C
θ
.

It is easy to check that “reasonable” concave functions such as R(n) = nβ,

β ∈ (0, 1), and R(n) = log(1 + n) satisfy the conditions of Theorem 26.

Proof. Consider the following three events:

• E1 =
{
N⋆ ≥ E

[
N⋆

]
− c0 log θ

√
E [N⋆], N⋆ ≥ 1

}
• E2 =

{
N⋆ < E

[
N⋆

]
− c0 log θ

√
E [N⋆], N⋆ ≥ 1

}
• E3 =

{
N⋆ = 0

}
,

where c0 =
Λ−ε
√
Λ

e
2 , for some constant ε ∈ (0,Λ).

We first decompose the expected revenue under φ⋆ according to E1, E2, E3:

E

R (
N⋆

θ

) = E R (
N⋆

θ

) ∣∣∣∣∣E1

P(E1) + E
R (

N⋆

θ

) ∣∣∣∣∣E2

P(E2) + E
R (

N⋆

θ

) ∣∣∣∣∣E3

P(E3)

≥ E

R (
N⋆

θ

) ∣∣∣∣∣E1

P(E1) + E
R (

N⋆

θ

) ∣∣∣∣∣E2

P(E2). (3.5)

where (3.5) follows from non-negativity of R.
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For i ∈ {1, 2}, let Ii denote the interval corresponding to Ei. We leverage

the fact that R is twice-continuously differentiable over R>0, and apply Taylor’s

theorem to bound R
(

N⋆
θ

)
, for N⋆ ∈ Ii, i ∈ {1, 2}:

R
(

N⋆

θ

)
= R

(
E

[
N⋆

]
θ

)
+ R′

(
E

[
N⋆

]
θ

) (
N⋆ − E

[
N⋆

]
θ

)
+

1
2

R′′(ηi)
(

N⋆ − E
[
N⋆

]
θ

)2

(3.6)

for some ηi between N⋆
θ

and E[N⋆]
θ

, i.e., ηi ∈
[

1
θ

min
{
N⋆,E

[
N⋆

]}
, 1
θ

max
{
N⋆,E

[
N⋆

]}]
.

For ease of notation, we let I(N⋆, θ) denote this latter interval.

Plugging the above into (3.5), we obtain:

E

R (
N⋆

θ

) ≥ R
(
E

[
N⋆

]
θ

) (
P (E1) + P (E2)

)
+ R′

(
E

[
N⋆

]
θ

) ∑
i∈{1,2}

E

[
N⋆ − E

[
N⋆

]
θ

∣∣∣∣∣ Ei

]
P (Ei)

+
1
2

∑
i∈{1,2}

R′′(ηi)E


(
N⋆ − E

[
N⋆

])2

θ2

∣∣∣∣∣ Ei

P(Ei)

= R
(
E

[
N⋆

]
θ

) (
1 − P(E3)

)
+ R′

(
E

[
N⋆

]
θ

) ∑
i∈{1,2}

E

[
N⋆ − E

[
N⋆

]
θ

∣∣∣∣∣ Ei

]
P (Ei)

+
1
2

∑
i∈{1,2}

R′′(ηi)E


(
N⋆ − E

[
N⋆

])2

θ2

∣∣∣∣∣ Ei

P(Ei) (3.7)

Lemmas 28-31 allow us to complete the loss analysis. We defer their proofs

to Appendix B.1.

Lemma 28.

R′
(
E

[
N⋆

]
θ

) ∑
i∈{1,2}

E

[
N⋆ − E

[
N⋆

]
θ

∣∣∣∣∣ Ei

]
P (Ei) ≥ 0 ∀ θ.

Lemma 29. There exists a constant c1 > 0 such that, conditioned on E1,

R′′(x)E


(
N⋆ − E

[
N⋆

])2

θ2

∣∣∣∣∣ E1

P(E1) ≥ −
c1

θ
∀ x ∈ I(N⋆, θ).
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Lemma 30. There exists a constant c2 > 0 such that, conditioned on E2,

R′′(x)E


(
N⋆ − E

[
N⋆

])2

θ2

∣∣∣∣∣ E2

P(E2) ≥ −
c2

θ
∀ x ∈ I(N⋆, θ).

Lemma 31.

P(E3) ≤
1

eΛ
·

1
θ
.

Applying the above lemmas to (3.7), we obtain:

E

R (
N⋆

θ

) ≥ R
(
E

[
N⋆

]
θ

) 1 − 1
eΛ

1
θ

 − 1
2

(c1

θ
+

c2

θ

)
.

Defining C = R(Λ)
eΛ +

1
2 (c1 + c2), we obtain the theorem. □

At a high level, our system distinguishes itself from many systems consid-

ered in the classical stochastic control literature due to the fact that it is “self-

adjusting,” or, more specifically, “self-draining.” What we mean by this is that,

even though φ⋆ is a static policy, its effect on the system does in fact depend

on the current state: the higher the number of agents in the system, the more

agents depart from the system in the next period, on average. This directly

follows from the fact that the mean of a Binomial distribution is increasing in

the number of trials. Such a “self-draining” feature acts as self-regulation, pre-

venting the system from being overloaded with agents who yield little marginal

revenue relative to the reward paid out. On the other end of the spectrum, the

lower bound on R′′ for small values of x precludes exponentially steep func-

tions, for which the revenue loss could be large when there are few agents in

the system. We note that a similar “self-adjustment” phenomenon leading to

O
(

1
θ

)
-convergence was identified in [53], though for an entirely different setting.
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Numerical experiments.

We next illustrate the performance of φ⋆, which we refer to as the fluid heuristic,

relative to the optimal fixed reward and a lottery. We first describe the experi-

mental setup.

Reward schemes. We assume the revenue function is newsvendor-like: R(x) =

100 min
{
x, 150

}
for x ∈ R+. We let Ξ = {15, 16, . . . , 60} and consider three different

reward schemes: (i) the fluid-based heuristic, (ii) a lottery with variance σ̂2 such

that agents receive µ in expectation, with µ =
∑

r rx⋆r and σ̂ = 11.2, and (iii) a

fixed reward rdet (specifically, the optimal fixed reward).

Agent types. We let K = 3, with λ1 = λ2 = λ3 = 10/3, and consider the follow-

ing departure probability functions, depicted in Figure 3.2a:

1. type 1 agents: ℓ1(r) = min
{
1, eα1(−r+15)

}
, α1 = 7/100

2. type 2 agents: ℓ2(r) = −α2r + β2, α2 = 1/45, β2 = 4/3

3. type 3 agents: ℓ3(r) = −α3r2 + β3r + γ3, α3 = (1/2025), β3 = 2/135, γ3 = 8/9

Performance metric. Our performance metric is additive loss relative to FLUID-

OPT, an upper bound on the loss relative to v⋆θ (by Proposition 24). Formally, for

each of the three reward schemes φ described above, we compute Π̃∗ − vθ(φ), for

θ ∈ {1, . . . , 5 · 103}.

Recall, Π̃∗ is a constant independent of θ. Thus, constant loss (a desideratum

for more standard large-market scalings) can always trivially be achieved by
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(a) ℓi(r) vs. r, for i ∈ {1, 2, 3} (b) Additive loss vs. θ

Figure 3.2: Additive loss of the fluid (dark blue curve), deterministic (dark or-
ange curve), and lottery (green curve) heuristics.

paying out the minimum reward to agents. The desideratum here is an asymp-

totically optimal policy for which the additive loss converges to zero.

Results. We show the results (for 1,000 replications of simulations) in Fig-

ure 3.2b. These results illustrate the strong performance of the fluid heuristic for

this particular problem instance. In particular, we indeed observe that the fluid

heuristic converges to Π̃∗, as predicted by our theoretical results. Moreover, the

fluid policy outperforms the deterministic and lottery schemes, both of which

have performance loss bounded away from zero, i.e., they are not (asymptot-

ically) optimal. Further evidence of this behavior can be found in Figure 3.4

(Section 3.6), when we derive practical insights on the dependence of these re-

ward schemes on the structure of the departure probability function.

3.4.2 Structure and Computation of the Fluid Optimum

Leveraging a fluid relaxation to develop asymptotically optimal policies is a

classical approach in many stochastic control problems. In these models, not
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only is the fluid relaxation a natural upper bound, but it is also an attractive

candidate to develop good policies due to its tractability; in particular, the fluid

problem can typically be cast as either a linear or convex program. Unfortu-

nately, Proposition 32 establishes that FLUID-OPT does not inherit such a con-

venient structure.

Proposition 32. FLUID-OPT is, in general, non-convex.

Proof. Suppose R(Ñ) = Ñ, Ξ = {r, 0} for some r > 0, and K = 1. Moreover, let

ℓ1(0) = 1. For a given distribution x, let x denote the weight placed on r. We

abuse notation and let Π̂(x) denote the profit induced by x in the deterministic

relaxation. Then, the objective of FLUID-OPT evaluates to:

Π̂(x) = λ1
1 − rx

1 − (1 − ℓ1(r))x

=⇒
∂2

∂x2 Π̂(x) = 2λ1
(1 − ℓ1(r))(1 − ℓ1(r) − r)

(1 − (1 − ℓ1(r))x)3 > 0 ∀ r < 1 − ℓ1(r).

□

Thus, solving FLUID-OPT efficiently is a priori a difficult task given its high-

dimensional and non-convex nature. Though the issue of non-convexity is

typically circumvented via an exchange of variables [53], this approach fails

in our setting due to the nonlinearity in the total cost of employing Ñi agents,

Ñi
(∑

r rxr
)
, for i ∈ [K]. Further, the arbitrary heterogeneity in agent types (i.e.,

the lack of assumptions on
{
ℓi(r)

}
i∈[K] stronger than non-increasing in r), makes a

crisp characterization of the optimal solution seem elusive.

Despite these obstacles, our analysis in this section shows that it is possible

to derive tractable optimal solutions based on a surprising structural property:

regardless of both |Ξ| and K, FLUID-OPT has an optimal solution which assigns

85



positive weight to at most two rewards r1 and r2, i.e., xr2 = 1 − xr1 and xr = 0

for r < {r1, r2}. 4 Theorem 33 formalizes this result.

Theorem 33. For any instance of FLUID-OPT, independent of K and |Ξ|, there exists

an optimal solution x⋆ such that |supp(x⋆)| ≤ 2.

Theorem 33 presents a structural characterization of the fluid optimal so-

lution which has far-reaching implications for the analytical and computational

tractability of FLUID-OPT. In particular, suppose we fix r1, r2 ∈ Ξ and assume

supp(x⋆) = {r1, r2}, with x being the weight placed on r1, and 1 − x the weight

placed on r2. Then, FLUID-OPT becomes a one-dimensional problem in x, and

can be solved via the KKT conditions. This then implies that an optimal solu-

tion to the non-convex problem FLUID-OPT can be found efficiently by exhaus-

tively searching over
(
|Ξ|

2

)
possible pairs of rewards. Importantly, we leverage

this property to derive additional insights in Sections 3.5 and 3.6.

The proof of Theorem 33 relies on the following budgeted supply maximiza-

tion problem, which we term SUPPLY-OPT. For a fixed set of types, an instance

of SUPPLY-OPT is defined by a budget B ∈ R+ as follows:

max
x∈∆|Ξ|,Ñ∈NK

∑
i

Ñi (SUPPLY-OPT)

subject to

∑
r

rxr


∑

i

Ñi

 ≤ B

Ñi =
λi∑

r ℓi(r)xr
∀ i ∈ [K].

At a high level, SUPPLY-OPT simplifies FLUID-OPT by removing a degree of

freedom: namely, how much the decision-maker can spend to retain agents. Given
4We note that the ability to solve FLUID-OPT optimally is crucial to this latter result; were this

not the case, any constant-factor approximation to the fluid optimum would fail to converge to
the optimum.
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this added constraint, there are no longer two competing effects: the goal of the

decision-maker is to simply recruit as many agents as possible. Before proceed-

ing with the proof, we note that the introduction of SUPPLY-OPT is a conceptual

simplification, rather than a computational one. In particular, though the objec-

tive is now linear in Ñ, the budget constraint remains non-convex.

Lemma 34 formalizes the idea that SUPPLY-OPT is a useful proxy via which

one can characterize the fluid optimum of FLUID-OPT. Namely, it establishes

that that the optimal solution to FLUID-OPT inherits the same structure as that

of SUPPLY-OPT. We defer its proof — as well as the proofs of all subsequent

lemmas — to Appendix B.1.

Lemma 34. Suppose there exists n ∈ N+ such that, for all instances of SUPPLY-OPT,

there exists an optimal solution xS such that |supp(xS )| ≤ n. Then, there exists an

optimal solution x⋆ to FLUID-OPT such that |supp(x⋆)| ≤ n.

Thus, to prove the theorem, it suffices to show that for all instances

of SUPPLY-OPT there exists an optimal solution xS with the desired structure,

i.e. |supp(xS )| ≤ 2.

Let xS denote an optimal solution to SUPPLY-OPT. Based on the second con-

straint, we define Ñi(x) = λi∑
r ℓi(r)xr

, and Ñ(x) =
∑

i Ñi(x). Further, r̂(x) =
∑

r rxr is

used to denote an agent’s expected reward under x, and ℓ̂i(x) =
∑

r ℓi(r)xr the

expected departure probability of a type i agent under x. We moreover assume

that B is such that rminÑ(ermin) < B (i.e., the budget is large enough to serve all

agents with the minimum possible reward).

Finally, we introduce the concept of interlacing rewards. Intuitively, two re-

wards r < r′ interlace the budget B if a solution x = er spends at most B, while
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x′ = er′ spends more than B.

Definition 35 (Interlacing rewards). Consider an instance of SUPPLY-OPT. Re-

wards r and r′, r < r′, are said to interlace budget B if the following holds:

rÑ(er) ≤ B < r′Ñ(er′).

We also say that three rewards r, r′ and r′′ interlace if there exist two pairs of interlacing

rewards amongst r, r′ and r′′.

We present a simple, but useful, lemma upon which we repeatedly rely to

prove Theorem 33.

Lemma 36. Suppose distribution y is such that supp(y) = {r, r′} for some r > r′ ∈ Ξ,

with weights y on r and 1 − y on r′, y ∈ (0, 1). Then, r̂(y) and Ñ(y) are both non-

decreasing in y.

With these two lemmas in hand, we prove the theorem.

Proof of Theorem 33. We first consider the trivial case in which rmaxÑ(ermax) ≤ B.

In this case, the optimal solution for SUPPLY-OPT is to give out the maximum

reward with probability 1 (i.e., x = ermax). Thus, in the remainder of the proof, we

assume rmaxÑ(ermax) > B.

Any optimal solution xS to SUPPLY-OPT satisfies the budget constraint with

equality (else, we can strictly improve the solution by moving weight from a

low reward to a high reward, contradicting optimality of xS ). As a result, we can
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instead consider the following equivalent budgeted reward minimization problem:

min
x∈∆|Ξ|

∑
r

rxr (REWARD-OPT)

subject to

∑
r

rxr


∑

i

Ñi

=B (3.8)

Ñi =
λi∑

r ℓi(r)xr

We abuse notation and let xS denote an optimal solution to REWARD-OPT,

and suppose |supp(xS )| > 2. Algorithm 3 exhibits a procedure which either con-

tradicts optimality of xS , or iteratively reduces the size of the support of xS , all

the while maintaining feasibility — i.e., satisfying (5.2) — and never degrad-

ing the quality of the solution. Thus, we only need to show that Algorithm 3

maintains these two invariants and successfully terminates.

Algorithm 3 Support-reduction procedure
Input: optimal solution xS to REWARD-OPT such that |supp(xS )| > 2
Output: optimal solution x̃S such that |supp(̃xS )| = 2, or that xS is not optimal,

a contradiction.
x̃S ← xS

while |supp(̃xS )| > 2 do
Choose a set R = {r1, r2, r3} ⊆ supp(̃xS ) of interlacing rewards.
Construct a distribution y such that supp(y) = supp(̃xS ) \ {r⋆}, r⋆ ∈ R,
such that (i) r̂(y) = r̂(̃xS ) and (ii) Ñ(y) ≥ Ñ (̃xS ).
if Ñ(y) > Ñ (̃xS ) then

Return that xS is not optimal for REWARD-OPT, a contradiction.
x̃S ← y

As stated, the first step of each iteration of the algorithm implicitly relies

on the existence of three interlacing rewards. It is, however, a priori unclear

that such a set necessarily exists. Lemma 37 establishes that, as long as the

incumbent solution x̃S is feasible, existence of three interlacing rewards is, in

fact, guaranteed.
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Lemma 37. Suppose x̃S is feasible and |supp(̃xS )| > 2. Then, there exists a set R =

{r1, r2, r3} ⊆ supp(̃xS ) of interlacing rewards.

Next, Lemma 130 establishes that, given an incumbent feasible solution x̃S , it

is always possible to (weakly) increase the fluid number of agents by removing a

reward from the support of x̃S , all the while holding the expected reward fixed.

Moreover, one can do this such that at least two interlacing rewards remain in

the support of the newly constructed distribution.

Lemma 38. Consider a set R = {r1, r2, r3} ⊆ supp(̃xS ) with r1 > r2 > r3 interlacing.

Then, there exists a distribution y and r⋆ ∈ R such that (i) supp(y) = supp(̃xS ) \ {r⋆},

(ii) r̂(y) = r̂(̃xS ), (iii) Ñ(y) ≥ Ñ (̃xS ), and (iv) p, q ∈ R \ {r⋆} are interlacing.

Finally, Lemma 39 shows that either this new supply-improving solution y is

optimal, or it implies the existence of a feasible solution which strictly improves

upon xS , contradicting the assumption that xS was optimal in the first place.

Lemma 39. At the end of each iteration, either x̃S is optimal, or the algorithm has

correctly returned that xS was not optimal to begin with.

Lemmas 37, 130, and 39 together establish that, in each iteration of the pro-

cedure, both invariants are maintained. It remains to show that Algorithm 3

terminates. Suppose first that the algorithm returns that xS was not optimal

to begin with. In this case, the algorithm clearly terminates. In the other case,

termination follows since in each iteration of the algorithm, |supp(̃xS )| strictly

decreases. □

The tractable structure of the fluid optimum enables not only our numerical

experiments, but also allows us to gain additional analytical insights into special
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cases of myopic behavior. We extensively leverage this in Section 3.6.

3.5 Fair Policies and Discrimination by Type

Having established the asymptotic optimality of φ⋆ amongst the space of all

static policies, a natural question that arises is whether there exist time-varying

policies that improve upon φ⋆. In this section we show that all policies that do

so violate a natural fairness property that we define below (see Definition 45). In

order to analyze first-order differences between the policies we consider, in the

remainder of the paper we focus on a deterministic relaxation of the stochastic

system (see Remark 40 below).

When expanding the space of policies beyond static ones, one approach a

decision-maker could take would be in the flavor of learn, then discriminate: By

deploying machine learning algorithms to learn agents’ types, a decision-maker

can leverage this additional information to then pay agents of different types

different amounts. Our first result in this section confirms that such explicit

discrimination can indeed arbitrarily outperform our fluid heuristic. However,

this seems incompatible with our understanding of fairness, and could possibly

even be illegal, e.g., if a given type correlates with a protected class.

In an effort to avoid policies that learn, then discriminate, our second result

in this section analyzes a policy that pays agents from the same distribution in

each period, but is based on a fixed schedule of alternating reward distributions:

it pays one distribution in odd periods, another in even periods. We show that,

in the particular example considered, this policy also outperforms FLUID-OPT.

Interestingly, we find that this seemingly fair policy is still based on the same
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premise of discrimination: by steering the number of agents of different types to

vary between even and odd periods, it ensures that agents of one type are sys-

tematically favoured over agents of the other type. We refer to this more subtle

version of discrimination, which pays agents in the same period according to

the same distribution, as implicit discrimination.

Finally, in the main result of this section we show that it is no coincidence

that both of the examples that outperform FLUID-OPT involve discrimination:

for all policies, dynamic or static, that fulfill a closely related fairness property,

FLUID-OPT is a valid upper bound. A corollary of this result is that our fluid

policy is asymptotically optimal, in the sense of our large-market limit, among

all policies that fulfill the fairness property.

Remark 40. Mirroring the intuition of FLUID-OPT, our deterministic relaxation mod-

els a system in which, in each period t, a nonatomic mass of λi type i agents arrives.

When a unit mass of type i agents receives a reward r, a ℓi(r) fraction of the unit mass

departs from the system. In particular, for policies that discriminate only implicitly,

there are exactly Ñi(t)
∑

r ℓi(r)xr(t) departures of type i agents in period t. As a result,

Ñi(t) can be computed inductively as Ñi(t + 1) = Ñi(t)
(
1 −

∑
r ℓi(r)xr(t)

)
+ λi. One can

show that under the large-market limit defined in Section 3.4.1, the profit induced by the

policies we consider converges to their respective deterministic relaxations, via similar

arguments as those used to establish Theorem 26.

Explicit discrimination.

Proposition 41 formalizes the intuition described above, that policies that learn

agent types and target “cheaper” agents can greatly outperform fair static poli-
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cies. We say that such policies explicitly discriminate.

We first introduce some additional notation. Let Ñ(t) =
∑

i Ñi(t), for t ∈ N.

Given policy φ, we often use Ñφ(t) to emphasize the dependence on φ. We more-

over use Π̃(φ) to denote the long-run average profit induced by φ in the deter-

ministic relaxation of the stochastic system.

Proposition 41. Consider the setting with K = 2, Ξ = {0, v1, v2}, v1 < v2, and the

following departure probabilities:

ℓ1(r′) =


1 if r′ = 0

0 if r′ ∈ {v1, v2}

and ℓ2(r′) =


1 if r′ ∈ {0, v1}

0 if r′ = v2.

Moreover, let R(Ñ) = αmin{Ñ,D}, α > 2v2, and λ1 = D/4, λ2 = D/2. Then, there exists

a policy φb that explicitly discriminates such that

Π̃(φb) − Π̃(φs) = Ω(D),

where φs denotes the optimal static policy.

Proof. The proof is constructive. Consider the belief-based policy φb defined in

Algorithm 4.

Algorithm 4 Belief-based policy φb

for t ∈ N+ do
if Ñ(t − 1) + λ1 + λ2 < D then

Pay all new arrivals v1.
Label any agent that stays in the system a type 1 agent; and pay all
such agents v1 for all t′ > t.

Let t∗ = inf
{
t : Ñ(t − 1) + λ1 + λ2 ≥ D

}
.

if t ≥ t∗ then
Pay D − (λ1 + λ2) type 1 agents previously identified a reward v1,
and everyone else a reward of 0.
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We first derive the long-run average profit of φb:

Π̃(φb) = lim
T→∞

1
T

T∑
t=1

αmin{Ñ(t − 1) + λ1 + λ2,D} −
(
Ñ(t − 1) + λ1 + λ2

)∑
r

rxr(t)

= lim
T→∞

1
T

t∗−1∑
t=1


α −∑

r

rxr(t)

 (Ñ(t − 1) + λ1 + λ2

)
+

T∑
t=t∗

[
αD − v1(D − (λ1 + λ2))

]
= αD − v1(D − (λ1 + λ2)),

where the final equality follows from the fact that t∗ ≤ 4.

The following lemma helps to characterize the optimal objective attained by

any static policy.

Lemma 42. Suppose α > 2v2, and let Ñ s denote the number of agents induced by the

optimal static solution. Then Ñ s = D.

Thus, it suffices to show that:

min
{̂
r(xs1), r̂(xs2)

}
· D − v1(D − (λ1 + λ2)) = Ω(D),

where xsi denotes the static policy with support {0, vi} that induces D agents in

the system, for i ∈ {1, 2}. Let xsi denote the weight placed on vi by xsi , for i ∈ {1, 2}.

(As noted in the proof of Lemma 42, it is without loss of generality to consider

only these two types of distributions.)

Consider first xs1 . xs1 satisfies:

λ1

1 − xs1
+ λ2 = D ⇐⇒ xs1 = 1 −

λ1

D − λ2
.

Thus, we have:

r̂(xs1)D − v1(D − (λ1 + λ2)) = v1

(
1 −

λ1

D − λ2

)
D − v1(D − (λ1 + λ2))

= v1

(
D(D − (λ1 + λ2)) − (D − λ2)(D − (λ1 + λ2))

D − λ2

)
= v1
λ2(D − (λ1 + λ2))

D − λ2
= v1D/4.
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Consider now xs2 . Similarly, we have:

λ1 + λ2

1 − xs2
= D ⇐⇒ xs2 = 1 −

λ1 + λ2

D
.

Then,

r̂(xs2)D − v1(D − (λ1 + λ2)) = v2

(
1 −
λ1 + λ2

D

)
D − v1(D − (λ1 + λ2))

= (v2 − v1)(D − (λ1 + λ2))= (v2 − v1)D/4.

□

Implicit discrimination.

While belief-based policies are clearly beneficial from a profit maximization per-

spective, as argued above, the explicit discrimination seems objectionable on

moral — and possibly legal — grounds. This then begs the question whether

there exist policies that improve upon FLUID-OPT, under which the reward dis-

tribution is the same for all agents in each time period. To answer this question,

we turn to the space of cyclic policies, defined below.

Definition 43 (Cyclic policy). Policy φ is cyclic if there exists τ ∈ N+ such that

x(t + τ) = x(t) for all t ∈ N+. The smallest τ for which this holds is the cycle length of

policy φ, which we term τ-cyclic.

When making the distinction between a τ-cyclic policy φτ and another policy

φ, we sometimes use Ñτi (t), for i ∈ [K], t ∈ N+. We moreover use the wrap-around

convention that, for t′ ∈ {−(τ − 1), . . . , 0}, x(t′) := x(τ + t′).

Proposition 44 shows that such discrimination also successfully outperforms

static policies.
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Proposition 44. Suppose K = 2, and λ2 = λ, λ1 = 0.1λ, λ > 0. Let Ξ = {0, r}, for some

r > 0, with departure probabilities given by:

ℓ1(r′) =


0 if r′ = r

0.1 if r′ = 0
and ℓ2(r′) =


0.5 if r′ = r

1 if r′ = 0.

Suppose moreover that R(Ñ) = αÑ, α ∈ [0.7r, r).

Consider the cyclic policy φc of length 2 which alternates between the two rewards

in every period, i.e., the policy defined by (xr(t), t ∈ N+) such that:

xr(t) =


1 if t odd

0 if t even.

Then,

Π̃(φc) − Π̃(φs) = Ω(λ).

We defer the algebraic proof of Proposition 44 to Appendix B.2.1.

The cyclic policy described above engages in strategic reward slashing: it in-

duces a large number of type 2 agents to stay in the system every other period,

thus benefiting from their presence in the next period. In this next period, how-

ever, the decision-maker is able to retain all of its revenue as net profit by not

incentivizing agents to stay in the system. We moreover make the following im-

portant observation regarding this reward slashing policy: in expectation, type

1 and type 2 agents experience different reward distributions. In particular, we show

in Appendix B.2.1 that under φc, while a type 1 agent in expectation receives the

higher reward approximately 50% of the time, a type 2 agent is only paid the

higher reward 40% of the time in expectation.5

5This instance technically violates the assumption that ℓ(rmax) > 0. rmin = 0, ℓ2(rmin) = 1 and
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We highlight here that, in both examples constructed above, a reward of 0,

and high exogenous arrival rates were chosen for clarity of exposition. One

could similarly construct an example with rmin > 0, and significantly smaller

arrival rates (e.g., λ̃1 + λ̃2 = 0.01(λ1 + λ2)), with a significantly longer learning

period / period of building up the number of agents in the system. Thus, these

insights are not intrinsically tied to the exogenous arrival rate, or the presence

of “free” agents.

Asymptotic optimality of vθ(φ⋆) among non-discriminatory policies.

The above example demonstrates the existence of time-varying policies for

which in hindsight, different types of agents may realize that they were rewarded

differently on average. Driven by the principle that a decision-maker should

“treat similar individuals similarly” [79], we now define a class fair policies which

avoid these discriminatory outcomes.

Definition 45 (Fair policy). A policy φ defined by a sequence of reward distributions

(x(t), t ∈ N+) is said to be fair if, for all δ > 0, there exists τ0 ∈ N
+ such that for all

τ > τ0:∥∥∥∥∥ 1∑t′+τ
t=t′ Ñφi (t)

t′+τ∑
t=t′

Ñφi (t)x(t) −
1∑t′+τ

t=t′ Ñφj (t)

t′+τ∑
t=t′

Ñφj (t)x(t)
∥∥∥∥∥

1
< δ ∀ t′ ∈ N+, ∀ i, j ∈ [K].

(FAIR-POLICY)

Informally, a fair policy guarantees that, over any long enough time inter-

val, the expected reward distributions respectively observed by different agent

types do not differ too greatly. Note that cyclic policies are not, in general, fair,

ℓ1(rmax) = 0 were chosen for ease of exposition; one can similarly construct instances where
rmin > 0, ℓ2(rmin) = 1 − ϵ, and ℓ1(rmax) = ϵ for small enough ϵ > 0 such that reward slashing is
beneficial.

97



as we established above. Importantly, static policies are inherently fair, since all

agents draw rewards from the same distribution across all periods.

As of yet, all of the examples of dynamic policies that we have investi-

gated have either discriminated explicitly, by paying different agents different

amounts, or been unfair in the formal sense defined above. This then begs the

question: Do there exist fair dynamic policies that outperform our fluid-based heuris-

tic? The following theorem answers this question in the negative: the fluid-based

heuristic is asymptotically optimal amongst the space of all fair policies.

We first introduce some notation. We use Φ̂ to denote the space of all policies,

and let Φ̂ f denote the space of all fair policies. Moreover, let Π̃ f = supφ∈Φ̂ f Π̃(φ).

Recall, Φ denotes the space of all static policies.

Theorem 46. Suppose ℓi(rmin) = 1 for all i ∈ [K].6 Then, static policies are asymptoti-

cally optimal amongst the space of all fair policies. Formally,

sup
φ∈Φ

Π̃(φ) = Π̃ f .

As an immediate corollary to Theorem 46, we have that, when K = 1, static

policies are asymptotically optimal over the space of all policies.7

Corollary 47. Suppose K = 1 and that ℓ(rmin) = 1. Then, static policies are asymptoti-

cally optimal amongst the space of all policies. Formally,

sup
φ∈Φ

Π̃(φ) = sup
φ∈Φ̂

Π̃(φ).

Before proving the theorem, we introduce the notion of cyclic fairness.
6This assumption is for technical simplicity. The proof for the case that ℓi(rmin) < 1 for some

i ∈ [K] becomes much more cumbersome as reward slashing is then required over not one, but
Θ

(
log( λi

ℓi(rmax) )
)

periods.
7This follows from considering an arbitrary partition of agents when K = 1, defining them to

be of different types, and applying the above theorem.
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Definition 48 (δ-cyclic fairness). A τ-cyclic policy φτ defined by a sequence of reward

distributions (x(t), t ∈ [τ]) is said to be δ-cyclic fair if :∥∥∥∥∥ 1∑τ
t=1 Ñτi (t)

τ∑
t=1

Ñτi (t)x(t) −
1∑τ

t=1 Ñτj (t)

τ∑
t=1

Ñτj (t)x(t)
∥∥∥∥∥

1
< δ ∀ i, j ∈ [K].

(CYCLIC FAIRNESS)

In contrast to our main notion of fairness, cyclic fairness is only required to

hold over individual cycles of length τ, rather than for all intervals of length τ.

We proceed to the proof of the theorem, a consequence of the following two

lemmas, whose proofs we defer to Appendix B.2.2.

Lemma 49. Consider an arbitrary fair policy φ. Then, for all δ > 0, there exists a cyclic

policy φτ, for some τ ∈ N+, such that

1. Π̃(φτ) ≥ Π̃(φ) − δ, and

2. φτ is 2δ-cyclic fair.

Lemma 50. Fix τ ∈ N+, and consider any τ-cyclic policy φτ that is ϵ-cyclic fair, for

ϵ > 0. There exists a static policy φs such that

Π̃(φs) ≥ Π̃(φτ) −C0ϵ,

for some constant C0 > 0 that is independent of ϵ.

Proof of Theorem 46. Consider an arbitrary fair policy φ, and fix δ > 0. Consider

the cyclic policy φδ that satisfies the two conditions of Lemma 49. Then, we

have: Π̃(φδ) ≥ Π̃(φ) − δ. Moreover, by Lemma 50, since φδ is 2δ-cyclic fair, there

exists a static policy φs(δ) that yields profit within 2C0δ of φδ. Chaining these

facts together, we obtain:

Π̃(φs(δ)) ≥ Π̃(φδ) − 2C0δ ≥ Π̃(φ) − (1 + 2C0)δ.
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Since the inequality holds for all δ > 0, we find that for any fair policy φ we can

construct a static policy with objective arbitrarily close to that of φ. Taking the

supremum over all static policies we find that its objective must match that of

the supremum over all fair policies φ. □

3.6 Special Cases

In this section we leverage the tractable structure of the fluid optimum derived

in Section 3.4 to gain insights into optimal policies and market outcomes under

special cases of agent behavior. In particular, we illustrate how the convexity

structure of agents’ departure probability functions affect the decision-maker’s

profit given a particular policy.

The following example demonstrates that, depending on the specific struc-

ture of a agent’s departure probability function, not only does the average reward

of the compensation scheme affect the decision-maker’s profit, but so does the

variance of the reward distribution.

Example 51. We consider three different settings, with departure probability functions

as in Figure 3.2a. In each setting, K = 1, λ = 10, and the revenue function is given

by R(N) = 100 min{N, 50}. We consider the policy that draws rewards from a normal

distribution with mean µ and variance σ2, and study the effect of varying both of these

parameters on the decision-maker’s profit, for each of these settings. Our results are

shown in Figure 3.3.

For a type 1 agent with a convex departure probability function, holding average

reward µ fixed, profit is highly sensitive to the standard deviation of the reward distri-

bution. In particular, around µ = 37, there is a steep drop in profit between σ = 0 and
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(a) ℓ1(r) vs. r (b) Type 1 agent

(c) ℓ2(r) vs. r (d) Type 2 agent

(e) ℓ3(r) vs. r (f) Type 2 agent

Figure 3.3: Impact of reward variability on long-run average profit, K = 1, λ =
10,R(N) = 100 min{N, 50}, with r ∼ N(µ, σ2).

σ = 20. On the other hand, when ℓ2(r) is linear, for fixed µ, σ has no visible impact on

profit. Finally, for a type 3 agent with a concave departure probability function, for fixed

average reward, profit is increasing in the standard deviation of the reward distribution.
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We next investigate how the structure of ℓi(·) affects the fluid heuristic. We

first define the following notions.

Definition 52. The departure probability function of a type i agent is strictly convex

if:

ℓi(r2) < ℓi(r1) ·
r2 − r3

r1 − r3
+ ℓi(r3)

(
1 −

r2 − r3

r1 − r3

)
∀ r1 > r2 > r3 ∈ Ξ.

The departure probability function of a type i agent is strictly concave if:

ℓi(r2) > ℓi(r1) ·
r2 − r3

r1 − r3
+ ℓi(r3)

(
1 −

r2 − r3

r1 − r3

)
∀ r1 > r2 > r3 ∈ Ξ.

We next introduce the notion of dispersion of a reward scheme.

Definition 53 (Maximal and minimal dispersion). Consider any feasible distribu-

tion x to FLUID-OPT, and suppose supp(x) = {r, r′}, with r > r′. x is said to be

maximally dispersed if r = rmax and r′ = rmin. x is said to be minimally dispersed if

r and r′ are consecutive rewards in Ξ, or if x = er for some r ∈ Ξ.

The following proposition formalizes our high-level intuition by establish-

ing that the dispersion of the fluid-based policy φ⋆ vastly differs depending on

convexity of ℓi(·).

Proposition 54. If ℓi(·) is strictly convex for all i ∈ [K], then x⋆ is minimally dis-

persed. On the other hand, ℓi(·) is strictly concave for all i ∈ [K], then x⋆ is maximally

dispersed.

Proposition 54 tells us that, if ℓi(·) is strictly convex for all types, in the limit

where Ξ is a compact convex set, it is optimal for the decision-maker to guaran-

tee a fixed reward; in the other setting, the decision-maker should run a lottery.

The proof of Proposition 54 crucially relies on the two-reward structure of the

102



optimal static solution derived in Section 3.4.2, thus highlighting its importance

in terms of deriving insights into optimal compensation schemes for practical

special cases of agent behavior. The techniques leveraged for the proof follow

similar lines as that of Theorem 33; we defer it to Appendix B.3.

We next investigate whether these analytical insights when agents have ho-

mogeneous structure of departure probability functions port over to heteroge-

neous structures.

Numerical insights.

For the same experimental setup as that in Section 3.3, we investigate the com-

pensation schemes’ performance for three sets of arrival rates, so as to illustrate

their dependence on the composition of agent types. We consider arrival rates

(λ1, λ2, λ3) ∈
{
(10, 0, 0), (8, 1, 1), (1, 8, 1)

}
.

Results. Figure 3.4a illustrates the analytical insight derived in Proposition 54;

namely, when there is a single agent type with a convex departure probability

function, the optimal fluid solution is to pay out the same reward to all agents

in each time period. However, as the number of agents with concave depar-

ture probability functions increases (Figures 3.4b and 3.4c), the policy that pays

out the optimal unique reward fares increasingly poorly, whereas the lottery be-

comes more attractive. Thus, our numerical results illustrate that the insights

from Proposition 54 continue to hold in settings with heterogeneity in convex-

ity structure: if a decision-maker believes that the majority of its agents have

concave departure probability functions, she should strive to limit the amount

of variability in its compensation scheme.
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(a) λ1 = 10, λ2 = 0, λ3 = 0 (b) λ1 = 8, λ2 = 1, λ3 = 1

(c) λ1 = 1, λ2 = 8, λ3 = 1

Figure 3.4: Additive loss of the fluid (dark blue curve), deterministic (dark or-
ange curve), and lottery (green curve) heuristics for the setting described in Sec-
tion 3.3.

3.7 Conclusion

We studied an organization’s problem of designing fair compensation schemes

when agents make stochastic participation decisions based on recent rewards.

Despite its stylized nature, our model gives rise to a complex stochastic opti-

mization problem whose natural fluid relaxation is also a priori intractable. A

surprising structural property of the fluid relaxation, however, allowed us to

design a tractable, fast-converging fluid-based heuristic policy. This policy is

not only asymptotically optimal amongst all static ones, but also bounds the ob-

jective of all policies that fulfill a natural fairness property that restricts discrim-

ination between different types. On the other hand, policies that discriminate,
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be it implicitly or explicitly, can arbitrarily outperform our policy.

This work opens up a number of interesting directions for future research.

For instance, while we gave examples of discriminatory policies that outper-

formed the asymptotically optimal fluid-based heuristic and provided lower

bounds on this improvement, gaining more general insights into the price of fair-

ness for this setting would be valuable. It would moreover be interesting to

understand to what extent our insights continue to hold under slightly modi-

fied fairness definitions (e.g., rather than imposing a hard fairness constraint,

imposing a penalty in the objective that corresponds to the maximum amount

by which the average reward distribution seen by two different types differs.)
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CHAPTER 4

ON THE VALUE OF A SMALL AMOUNT OF DEMAND-SIDE

FLEXIBILITY

4.1 Introduction

Balls-into-bins processes, in which balls are sequentially placed into bins accord-

ing to some (potentially random) allocation scheme, are among the most classi-

cal models in probability theory. A particular question that has attracted much

interest in regards to these models is whether a decision-maker can maintain a

balanced load across bins over time, i.e., design policies that keep the number

of balls in each bin approximately equal. This is a natural goal in many applica-

tions, including queuing settings where average delay is a metric of interest. In

many other applications, however, maintaining a balanced load over time may

be an unnecessarily stringent requirement. Instead, there may only be specific

points in time at which balance is required, or even a single such point. This

point in time may be a priori unknown, it may depend on the way in which the

process unfolds, and it may depend on the decision-maker’s previous actions.

Examples where this would be the case include the following:

GPU management in cloud computing. Consider an incoming stream of data

that must be instantaneously allocated to a set of servers. Since GPU time on the

servers is expensive, these servers only start processing the files once they have

all been received [82]. In order to minimize the makespan of the processing

time, it is beneficial to have the workload be as balanced as possible across the

servers once all files have been received; however, at intermediate points before

106



the stream ends, balance across servers is not a metric of interest.

Inventory management. Consider a retailer who sells a large number of a few

different products, and jointly restocks them all once the stock of any one prod-

uct is depleted. For inventory costs to be minimized, the retailer wants all items

to be close to depletion at the time restocking occurs; however, imbalances in

remaining inventory do not affect the retailer’s supply costs at other points in

time [85].

Parcel delivery. Consider a delivery fulfillment center in which parcels arrive

in an online fashion over the course of a day. As a parcel arrives, it is allocated

to one of several different trucks based on its destination. To avoid some trucks

being overutilized, the goal is to have different trucks with approximately equal

loads. However, for the truck’s utilization only the final load matters; at earlier

times during the day the balance of parcels is immaterial.

4.1.1 Summary of Contributions

Common to the above examples is that, rather than aiming to keep the system

balanced throughout time, a decision-maker only requires balance at a single

point in time, a significantly easier goal. In this chapter we aim to investigate

to what extent this can reduce the complexity and cost of the decision-maker’s

operations. Loosely speaking, we consider settings of the following form: in

each period an arrival occurs, and the decision-maker needs to decide whether

or not to exert flexibility. If she does, there is a constant probability that she gets
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to decide in which bin, out of a subset of randomly sampled bins, to place the

arrival. Otherwise, the arrival is placed in a bin chosen uniformly at random.

[178] showed that exerting flexibility in every period allows the decision-maker

to keep the loads approximately balanced across bins at all times (with high

probability). However, given that exerting flexibility may be costly in some

applications, our goal is to show that with respect to the less ambitious goal of

balance at the end of the time horizon, the decision-maker needs to exert flexibility

significantly less often.

We study this question for two different applications. We first consider the

standard balls-into-bins model with a known time horizon, and subsequently

consider an inventory management model which adds an additional level of

complexity to this former classical model: the end of the time horizon depends

on both the random realization of arrivals, as well as the decision-maker’s ac-

tions. We design two policies for the decision-maker that achieve our goal in

both applications. The first is a non-adaptive policy that starts exerting flexi-

bility at a deterministic point in time. We show that such a policy can achieve

balance at the end of a time horizon of length T while exerting flexibility only

Θ(
√

T log T ) times, whereas any policy that achieves balance requires exerting

flexibility, in expectation, Ω(
√

T ) times. We further show that no policy that

starts exerting flexibility at a deterministic point in time can close this gap to

Θ(
√

T ). Motivated by this fact, we design a simple adaptive policy that matches

this lower bound. For both the balls-into-bins and inventory management mod-

els, we compare these policies to a set of natural benchmark policies.
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4.1.2 Chapter Organization

The rest of the chapter is organized as follows. In Section 5.2, we survey rel-

evant literature. We present the opaque selling model and the more general

balls-into-bins setting Section 4.3. We develop and analyze our main policies

for the balls-into-bins models in Section 4.4, and leverage these results to ana-

lyze their performance for the special case of opaque selling in Section 4.5. We

illustrate our results with numerical experiments in Section 4.6, and conclude in

Section 5.8.

4.2 Related Work

Our work relates to two traditional streams of literature that have been separate

until recently: work on the balls-into-bins model and the revenue management

literature related to opaque selling. In addition, it also relates to a nascent stream

of work on the value of demand flexibility in service systems. We survey the

most closely related papers in each of these lines of work below.

The balls-into-bins model. As noted above, the balls-into-bins model has a

long history in the theoretical computer science literature, with a number of

variants proposed and used to model a variety of computing applications. We

mention the most closely related works, and point the reader to [188] for an

excellent survey.

[184] considered the basic model in which balls are sequentially (and ran-

domly) thrown into n bins, and derived sharp upper and lower high-probability
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bounds on the maximum number of balls in any bin after m throws. In particu-

lar, they showed that the gap between the maximally loaded bin and the average

load is Θ
(√

m log n
n

)
. Later, [178] showed that, if the ball goes into a random bin

with probability q, and the lesser-loaded of two random bins with probability

1 − q, this expected gap is a constant independent of m (though dependent on

the number of bins n). We leverage these latter results in the analyses of our

proposed policies.

Opaque selling. The practice of offering opaque, or flexible, products to cus-

tomers has long been a topic of study in the operations literature. In particular,

it has been found that opaque selling has two potential benefits, from a rev-

enue perspective: (i) it may increase the overall demand for products, and (ii)

it may enable better capacity utilization in settings where there is a mismatch

between capacity and demand [102]. In this regard, there has been a signif-

icant amount of attention regarding how one can leverage opaque selling to

price discriminate among customers who are differentiated in their willingness

to pay for products [133, 89, 132]. [83] add onto this line of work by considering

both risk-neutral and pessimistic customers, and characterizing when opaque

selling outperforms discriminatory pricing (setting different prices for different

items), and single pricing (setting the same price for all items). In contrast to

these works, in the model we consider customers are myopic: they purchase an

item in each period no matter what, and the probability of choosing an opaque

product is exogenously given. Moreover, these papers all focus on the retailer’s

pricing decisions, rather than the inventory management aspect of the retailer’s

problem which we consider here.
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Flexible demand. More recently the literature has formalized the inventory

cost savings that can be realized due to the flexibility of customers who pick the

opaque options. [234] consider a simple model in which a retailer sells two sim-

ilar products over a finite selling period, and quantify the potential inventory

pooling effect of opaque selling for this stylized model. [84] similarly consider

a two-product model with replenishments, and analytically show that selling

relatively few opaque products to balance inventory can have substantial cost

advantages. [85], to which our work is most closely related, generalize this latter

model to N products and makes, to the best of our knowledge, the first connec-

tion to the seminal balls-into-bins model. Our work relates to this latter paper

in that we show that one need not exercise the opaque option with every flex-

ible customer to realize the full benefits of opaque selling: strategically timed

end-of-season opaque promotions suffice.

General flexible processes. We briefly note that characterizing the power of

flexibility has a long history in both the theoretical computer science and the

operations literature: the seminal works of [18] and [165] (load balancing), [216]

and [217] (resource pooling), as well as [135] (manufacturing) are perhaps the

most notable examples of these respective streams of work. All of these demon-

strate that only small amounts of flexibility are required to realize most of the

benefits of full flexibility. For an overview of more recent results on flexibility in

the operations literature, [226] provides an excellent survey.
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4.3 Preliminaries

We first present our opaque selling model, which closely follows that of [85].

We consider a discrete-time, infinite-horizon model of a retailer selling NI ≥ 2

horizontally differentiated, equally-priced products (also referred to as items) to

homogeneous customers. The retailer has two possible selling strategies in each

period. The first strategy is to sell items at their normal price, and allow cus-

tomers to choose their preferred item. The second strategy is to offer a flexible

— or opaque — option to the arriving customer. Specifically, under the opaque

option a customer may choose any subset of items of cardinality rI ∈ [NI], but

allows the retailer to decide which item within this subset to allocate to the cus-

tomer. In return, the customer receives an additive discount of δ > 0, which can

be viewed as compensation for the risk of potentially receiving a less-preferred

item. We assume this fixed discount is strictly less than the products’ regular

price, and refer to it as the flex, or opaque, discount.

Customers. In each period, a customer arrives to the store and purchases a sin-

gle item. The customer is open to the opaque option with probability qI ∈ (0, 1],

known to the retailer. We say that such a customer is flexible, or open to flexing,

and refer to qI as the flex probability. For t ∈ N+, we let fI(t) be the indicator vari-

able denoting whether the customer at time t is flexible, with fI(t) = 1 if she is,

and fI(t) = 0 otherwise. Given this, fI(t) ∼ Ber(qI), for all t ∈ N+.

Motivated by the fact that products are horizontally differentiated (i.e., they

are identical from a quality perspective) we assume that, if a customer is flex-

ible, she draws a subset of items of size rI uniformly at random, and let FI(t)
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denote the realized subset of items — referred to as the flex set — for t ∈ N+. If

the customer is not flexible, or if the retailer chooses not to exercise the opaque

option, then the customer simply purchases her preferred item PI(t). We as-

sume PI(t) ∼ U{1,NI}, the discrete uniform distribution over the set of integers

{1, . . . ,NI}. Moreover, if a customer is not flexible, or a retailer chooses not to

exercise the opaque option, we define FI(t) = ϕ.

We define the type θI(t) of a customer at time t ∈ N+ as (i) whether or not

she was flexible, (ii) her preferred item, and (iii) her flex set. That is, for t ∈ N+

θI(t) =
(
fI(t), PI(t), FI(t)

)
. We further define the history of arrivals σI(t) to be the

types of all customers before time t, i.e., σI(t) = (θI(1), . . . , θI(t − 1)), and let ΣI(t)

be the set of all possible histories at time t.

Inventory costs. At t = 0, the retailer has S I units of inventory for each item.

For i ∈ [NI], we let zi(t) ∈ [1, S I] be the retailer’s remaining stock of item i at

the beginning of time t, and define z(t) = (zi(t), i ∈ [NI]) (this is the state of the

system). Moreover, we define the gap of the system to be:

GapπI (t) = S −min
i∈[N]

zπi (t) −
t
N
, ∀ t ∈ [Rπ]. (4.1)

In each period, the retailer incurs a holding cost h ∈ R>0 per unit of inventory

on-hand, i.e., the total holding cost in period t is h||z(t)||1. Whenever the inven-

tory level of a product drops to 0, the stock of all NI products is immediately

replenished up to the initial inventory level S I . We assume that the retailer in-

curs a joint replenishment cost K ∈ R>0 for each such replenishment [117], and

refer to the amount of time between two consecutive inventory replenishments

as a replenishment cycle. Thus, the length of a replenishment cycle is equal to the

number of customers served before any product’s inventory level reaches 0, and
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is upper bounded by TI := NI(S I − 1) + 1.

Up until now, we have not made clear why a retailer would ever exercise the

opaque option. Namely, if a discount must be offered to customers to exercise

this option, it must be that the retailer makes up for this loss in revenue else-

where. In fact, it is precisely for potential inventory cost savings that a retailer

would choose to exercise this option: if given the power to decide which prod-

uct to sell to a customer, the retailer can allocate products with high remaining

inventory, and thereby increase the length of the replenishment cycle which re-

duces her resulting inventory costs.

Retailer policy. Period t ∈ N+ is defined by a sequence of events that entails

two decisions for the retailer. We denote the retailer’s policy, which determines

these decisions, by the tuple π containing two mappings. At the beginning of

period t, the retailer knows the history of inventory levels up until this period,

i.e., zπ(1), . . . , zπ(t). Given these, she makes her first decision: whether to exercise

the opaque option in the current time period. We let ωπI (t) be the indicator vari-

able representing this decision, with ωπI (t) = 1 if the opaque option is exercised,

and 0 otherwise. Next, a customer arrives to the store and reveals her type θI(t),

at which point the retailer makes her second decision: which item to sell to the

customer, denoted by AπI (t). If the customer is not flexible, or the retailer has

decided not to exercise the opaque option (i.e., if fI(t)ωπI (t) = 0), then we must

have AπI (t) = PI(t). Otherwise (that is, if fI(t)ωπI (t) = 1), the decision can be any

item i ∈ FI(t). Subject to these constraints, π determines both ωπI (t) and AπI (t) in

each period t.

We remark that, in principle, both of these decisions in period t can arbitrar-
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ily depend on all states up to t. However, for most of the policies we consider,

the first decision depends only on t, and the second on t and z(t).1 In particular,

for the second decision, unless specified, we always assume

AπI (t) =


arg max j∈ FI (t) zπj (t) if fI(t)ωI(t) = 1,

PI(t) if fI(t)ωI(t) = 0,

where the arg max is defined by a lexicographic tie-breaking rule that returns the

smallest value i of all bins with the maximum remaining inventory. We often

omit the dependence of ωπI (t) andAπI (t) on π for ease of notation.

Inventory dynamics. GivenAπI (t), we let eπ(t) be the NI-dimensional unit vec-

tor with 1 in the AπI (t)-th element, and 0 everywhere else. We moreover define

SI to be the NI-dimensional vector with S I in all elements. Then, the system

dynamics are as follows: when item i is sold in period t, either

1. zπi (t) > 1, and all inventory levels remain constant except for that of i which

is reduced by 1, or

2. zπi (t) = 1, and all inventory levels are replenished to S I .

Retailer’s objective. Given NI , S I , qI , rI , δ, K and h, the goal of the retailer

is to find a policy that minimizes her average costs per period, which include

the holding costs, the replenishment costs, and the discount costs. For a given

policy π, we let Rπ be the random variable representing the length of a replen-

ishment cycle under π, and let Dπ =
∑Rπ

t=1 fI(t)ωI(t) be the random variable that

represents the number of times the opaque option is exercised during one cycle.
1Given the Markovian dynamics in our problem, our objective decomposes across replenish-

ment cycles, and thus we will describe our analysis, without loss of generality, over the course
of just one such cycle, so t can be viewed as the tth period in a given cycle.
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We moreover use Kπ,Hπ, and Dπ to respectively denote the long-run aver-

age (per-period) replenishment, holding, and discount costs under policy π. All

combined, the long-run average cost under policy π is:

Cπ := Kπ +Hπ +Dπ.

Similar to Equations (1) and (2) in [85], one can use the Renewal Reward The-

orem [109] and obtain Kπ = K
ERπ and Hπ = (2NS+1)ERπ−E(Rπ)2

2ERπ h. Via the same ap-

proach, we also haveDπ = EDπ
ERπ δ, and thus have:

Cπ =
K
ERπ
+

h
2

2NIS I + 1 −
E(Rπ)2

ERπ

 + EDπ

ERπ
δ. (4.2)

Given (4.2), it follows that our objective is decreasing in the expected length of

the replenishment cycles ERπ. Thus, at a high level “good” policies trade off be-

tween exercising the opaque option often enough to ensure long replenishment

cycles, but not so often that the discount costs are too high.

We benchmark the performance of the policies we consider against the fol-

lowing three quantities:

1. Cn f , the cost incurred by the “never-flex” policy, which never exercises the

opaque option and always has customers choose their preferred item;

2. Ca, the cost incurred by the “always-flex” policy, which exercises the

opaque option whenever the customer is open to flexing (i.e., with proba-

bility qI)2;

3. C⋆, a lower bound on the least possible long-run average cost achieved by

any policy, which we define in Section 4.5.

2This is the policy analyzed in [85].
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In the remainder of the paper, we use πn f and πa to respectively denote the

“never-flex” and “always-flex” policies.

Given that the state space is exponential in the initial inventory level S I , the

problem of minimizing the retailer’s long-run average costs suffers from the

curse of dimensionality. Thus, the optimal policy may be complex and difficult

to characterize, and may furthermore be highly dependent on the relative values

of K, h, and δ. To deal with these two issues, we consider a “large-inventory”

limit in which S I grows large, and there exist mappings f : R 7→ R>0 and g :

R 7→ R>0 such that K = f (S I), and h = g(S I), where f and g satisfy the classical

Economic Order Quantity (EOQ) equation NIS I =

√
2 f (S I )
g(S I )

[117]. The goal, then,

is to find order-wise optimal opaque selling policies in this large-inventory limit.

In particular, in our main results we investigate how the performance of our

policies depend on f , g, and the scaling of the opaque discount δ relative to S I .

In recent work, [85] showed that the opaque selling problem was closely

related to the canonical balls-into-bins model in the theoretical computer science

literature. Our main results for the retailer’s problem fundamentally rely on this

latter model, which we present below.

4.3.1 The Balls-Into-Bins Analogy

We now describe a balls-into-bins model that closely aligns with many of the

features of our opaque selling model. In this finite-horizon model, TB balls

are sequentially allocated into NB ≥ 2 bins. In every period, with probability

qB ∈ (0, 1] the ball is a flex ball. Similar to the models of [166] and [178], if a ball

is a flex ball, the decision-maker has some amount of power over where to al-
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locate the ball. In particular, if she decides to exert this power, she observes the

ball’s flex set FB(t) of rB bins drawn uniformly at random from [NB], and gets to

decide which bin the ball is placed into. Otherwise (if she chooses to not exert

this flex option, or the ball is not a flex ball) the ball is placed into bin drawn

uniformly at random, denoted by PB(t). Moreover, in this latter case we define

FB(t) = ϕ. We define the type θB(t) of a ball at time t ∈ [TB] as (i) whether or not

it is a flex ball, (ii) the bin it would go into without flexibility, and (iii) the ball’s

flex set.

Similar to the opaque selling model, the decision-maker’s policy π is char-

acterized by a tuple consisting of both the decision to exercise the flex throw,

denoted by ωπB (with ωπB(t) = 1 if exercised, and 0 otherwise), and which bin to

throw the ball into, denoted byAπB(t). With xπi (t) denoting the number of balls in

bin i (under π) at the beginning of period t, similar to before, the second decision

is assumed to be (unless otherwise specified)

AπB(t) =


arg min j∈ FB(t) xπj (t) if fB(t)ωB(t) = 1,

PB(t) if fB(t)ωB(t) = 0,

where we define the arg min with a lexicographic tie-breaking rule that returns

the smallest value i of all bins with the smallest number of balls.

To characterize the degree of imbalance of the state of the system at time t,

we define the gap of the system under π, denoted by GapπB(t), to be the difference

between the maximum load across all bins and the average load. Note that,

given t ∈ N+, the average load is given by t/NB, since exactly one ball is thrown

in each period. Then, given flex policy π, we have:

GapπB(t) = max
i∈[NB]

xπi (t) −
t

NB
∀ t ∈ N+.
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The decision-maker’s goal is to design a policy π such that:

E
[
GapπB(TB)

]
∈ O(1), (4.3)

where the Big-O notation is with respect to the time horizon TB. If (4.3) is sat-

isfied under π, we say that the system is approximately balanced. We further

denote by Mπ =
∑T

t=1 fB(t)ωB(t) the number of times that the decision-maker

chooses the bin that a flex ball goes into.

Formal analogy. The analogy between the balls-into-bins model and the

opaque selling model is already illustrated by our notation: bins correspond

to products, balls to customers. Specifically, one can view a customer purchas-

ing a given product (and depleting the product’s inventory by one) as a ball

being allocated to a bin (and increasing the bin’s load by one). [85] formalizes

this connection via the following lemma.

Lemma 55 (Lemma 1 in [85]). Consider any policy π designed for the opaque selling

problem. Suppose NI = NB, qI = qB, rI = rB, TB = NI(S I−1)+1, and θI(t) = θB(t) for all

t ∈ [TB]. If π is also used to govern the balls-into-bins allocation rule (i.e., ωI(t) = ωB(t)

andAB(t) = AI(t) for all t ∈ [TB]), then:

P[Rπ ≤ t] = P[max
i

xπi (t) ≥ S I] ∀ t ∈ [TB]. (4.4)

Given this coupling, in the remainder of the paper we omit the dependence

of the above quantities on B and I. We also omit the dependence of GapπB and

GapπI on B and I when clear from context.

Recall that a key component in minimizing the long-run average costs in the

opaque selling problem is to maximize the length of the replenishment cycle
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Rπ. Given Lemma 55, a precondition to achieving this desideratum, then, is

ensuring the load of the maximally loaded bin in the analogous balls-into-bins

model (or equivalently, the gap of the system), at the end of the time horizon,

is kept low. As a result, we first turn our attention to this latter model, and

in particular to designing policies that satisfy (4.3). In doing so, not only will

we be able to leverage these results as an analysis tool for the opaque selling

problem, but we also further our understanding of this fundamental problem

in the theoretical computer science literature.

Flex set size. Throughout most of our work we assume without loss of gener-

ality that our policies operate with rI = rB = 2, i.e., we have |FI(t)| = |FB(t)| = 2∀ t.

Both our static and our dynamic policy can be adapted directly to arbitrary r as

follows: when |F(t)| > 2, choose a subset of size 2 of F(t) uniformly at random,

and act as if this smaller subset was the flex set. Knowing this, we abuse nota-

tion by writing our policies for arbitrary flex sets, but analyze them for r = 2.

4.4 Main Results: Balls-Into-Bins

In this section, we propose and analyze two policies that achieve the two

desiderata for the balls-into-bins problem: (i) keeping the load approximately

balanced at the end of the time horizon, and (ii) doing this with as few flexes as

possible (e.g., o(T ) flexes).

Before presenting our two policies, we first turn to the question of how many

flexes are required to achieve an approximately balanced system. Proposition 56

establishes a lower bound on the number of flexes to achieve balancedness.
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Proposition 56. Consider any policy π such that E[Gapπ(T )] ∈ O(1). Then,

E[Mπ] ∈ Ω(
√

T ).

Proof. We first state Fact 57, deferring its proof to Appendix C.2, and argue why

Fact 57 implies E[Mπ] ∈ Ω(
√

T ) for any πwith E[Gapπ(T )] ∈ O(1).

Fact 57. For the never-flex policy πn f , for any a > 0, there exists a constant a′ > 0 such

that P[Gapn f (T ) ≥ a
√

T ] ≥ a′, for large enough T .

Let a = 2, and consider a historyσ(T ) ∈ Σ(T ) with Gapn f (T ) ≥ 2
√

T . Define i ∈

arg maxi′ xi′(T ). Notice that Gapn f (T ) ≥ 2
√

T implies
∑T

t=1 1P(t)=i ≥ T/N + 2
√

T .

Consider now a policy π that has full information on the realization of the T

random trials, and can arbitrarily set Aπ(t) = j, where j , i, whenever P(t) = i.

That is, each time π setsω(t) = 1 it replaces one of the at least T/N+2
√

T balls that

go into bin i with a flex ball that goes into some other bin, and decreases Gapπ(T )

by 1. For this policy, we have:

E[Gapπ(T )] ≥ E[Gapπ(T ) |Gapn f (T ) ≥ 2
√

T ] · P[Gapn f (T ) ≥ 2
√

T ]

≥ E[Gapn f (T ) −
√

T |Gapn f (T ) ≥ 2
√

T ] · a′

≥
√

T · a′,

for large enough T . Thus,

E[Mπ] ≥ E[Mπ |Gapn f (T ) ≥ 2
√

T ] · P[Gapn f (T ) ≥ 2
√

T ] ≥
√

T · a′,

for large enough T . □

Given this lower bound, the goal is to find a policy π that achieves O(1) gap

at time T with E[Mπ] ∈ O(
√

T ). In this section we design two policies that strive
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to achieve this bound. Both leverage the fact that, in order to ensure the system

is balanced at the end of the time horizon, the system designer need not aggres-

sively manage the system state a constant q fraction of time. Instead, it suffices

to do so toward the end of the time horizon. In particular, we again rely on the

fact that without any flexing, the load in each bin at the end of the time horizon

is, with high probability, within Θ(
√

T ) of the expected load T/N.Thus, it should

suffice to begin exercising the flex option with Õ(
√

T ) periods remaining. We

first describe a non-adaptive policy that exerts flexibility Õ(
√

T ) times, before

transforming it into an adaptive one that matches the lower bound by exerting

flexibility, in expectation, Θ(
√

T ) times.

4.4.1 The Static Policy

In this section, we consider a non-adaptive policy, referred to as the static policy,

denoted by πs, that begins flexing when Θ(
√

T log T ) periods remain. Specifi-

cally, πs fixes a time T̂ = T −as
√

T log T , for some appropriately chosen constant

as > 0. Before T̂ , πs never exercises the flex option; after T̂ , πs always tries to

exert flexibility. When this occurs, πs allocates the balls to the minimally loaded

bin in the flex set.

A formal description of the static policy can be found in Algorithm 5 (recall,

ties are assumed to be broken lexicographically within the arg min.)

The following result establishes that such a “lazy” policy, which flexes when-

ever possible after a certain period, but not before, suffices for the system to be

approximately balanced at time T .

Theorem 58. For the static policy defined in Algorithm 5, E[Gaps(T )] ∈ O (1) .
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Algorithm 5 Static Policy πs

Input: xs
i (0) = 0 ∀ i ∈ [N], as =

2
√

6N(N−1)
q , ω(t) =

0 if t < T − as ·
√

T log(T )
1 otherwise

1: for t ∈ [T ] do
2: if ω(t) f (t) = 1 then
3:

As(t) = arg min
i∈F(t)

xs
i (t)

4: else
5:

As(t) = P(t)

6: for i ∈ [N] do
7:

xs
i (t + 1) =

xs
i (t) + 1 if i = As(t)

xs
i (t) otherwise.

Proof. For ease of notation, we let T̂ = T − as ·
√

T log(T ). Let E denote the event

that the gap is non-zero at T . Then,

E[Gaps(T )] = E[Gaps(T ) | E]P(E) + E[Gaps(T ) | Ec]P(Ec) (4.5)

= E[Gaps(T ) | E]P(E). (4.6)

Let E1 denote the event that the maximally and minimally loaded bins at time T

never have the same loads between T̂ and T , and E2 the event that they do. Let-

ting τ denote the last period in which the loads of the maximally and minimally

loaded bins at time T were equal, we have:

E[Gaps(T )] = E
[
Gaps(T ) | E1

]
P
[
E1

]
+ E

[
Gaps(T ) | E2

]
P
[
E2

]
≤ TP

[
E1

]
+ E

[
T − τ | E2

]
P
[
E2

]
, (4.7)

where the inequality follows from the fact that, under E2, in the worst case,

all balls between τ and T land in the maximally loaded bin, resulting in

Gaps(T ) ≤ T − τ.
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For i, j ∈ [N], we use E1
i j to denote the event that (a) i and j are respectively

the maximally and minimally loaded bins at time T , and (b) the loads of i and j

are never the same between T̂ and T . We moreover use E2
i j to denote the event

that (a) i and j are respectively the maximally and minimally loaded bins at

time T and do not have the same loads, but (b) their loads were the same at

some point between T̂ and T − 1. Formally:

E1
i j := {σ(T ) ∈ Σ(T ) | i = arg max

k∈[N]
xs

k(T ), j = arg min
k∈[N]

xs
k(T ), xs

i (t) , xs
j(t),∀t ∈ {T̂ , . . . ,T }}

(4.8)

E2
i j := {σ(T ) ∈ Σ(T ) | i = arg max

k∈[N]
xs

k(T ), j = arg min
k∈[N]

xs
k(T ),

xs
i (t) = xs

j(t) for some t ∈ {T̂ , . . . ,T − 1}, xs
i (T ) , xs

j(T )} (4.9)

Using these definitions, and the fact that E ⊆ ∪i, jE1
i j ∪ E2

i j, we further bound

(4.7) as follows:

E
[
Gaps(T )

]
≤ T

∑
i, j

P
[
E1

i j

]
+

T−T̂∑
t=1

∑
i, j

tP
[
E2

i j,T − τ = t
]

≤ T
∑
i, j

P
[
E1

i j

]
+

T−T̂∑
t=1

∑
i, j

tP
[
E2

i j | T − τ = t
]
. (4.10)

Lemmas 59 and 60 bound the probabilities of interest in (4.10). We defer their

proofs to Appendix C.2.

Lemma 59. There exist constants β1 > 0, α1 > 0 such that, for large enough T :

P(E1
i j) ≤ β1T−2 + e−α1(T−T̂ ) ∀ i, j. (4.11)

Lemma 60. There exist constants α2 > 0, α3 > 0 such that, for all t ∈ [T − T̂ ]:

P
[
E2

i j | T − τ = t
]
≤ 4e−α2t + e−α3t ∀ i, j. (4.12)
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Plugging these bounds back into (4.10), we obtain that, for large enough T ,

E
[
Gaps(T )

]
≤

∑
i, j

T (β1T−2 + e−α1(T−T̂ )) +
T−T̂∑
t=1

t(4e−α2t + e−α3t) ∈ O(1),

which completes the proof of the theorem. □

Our static policy does not exactly meet the lower bound from Proposition 56

due to the additional
√

log(T ) factor. This is not an artifact of our analysis, nor

is it due to our definition of as. Instead, it is a general fact about non-adaptive

policies. In the next result we show that no non-adaptive policy can achieve

O(1) gap at T while exerting flexibility O(
√

T ) times.

Proposition 61. Suppose policy π is such that Mπ ∈ O(
√

T ) almost surely. Then, it

cannot be that E[Gapπ(T )] ∈ O(1).

The proof of Proposition 61 follows closely that of Proposition 56. As such,

we defer it to Appendix C.2.

Having established that (i) an approximately balanced system can be

achieved withΘ(
√

T log T ) flexes, and (ii) no non-adaptive policy can do so with

O(
√

T ) flexes, it is natural to ask if a small amount of adaptivity allows us to bal-

ance the system with only O(
√

T ) flexes in expectation, thus matching the lower

bound in Proposition 56. We answer this in the affirmative by defining such a

policy in the following section.

4.4.2 The Semi-Dynamic Policy

The policy we consider in this section is a simple adaptive policy, referred to

as the semi-dynamic policy, denoted by πd, which begins flexing the first time
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the system satisfies an appropriately defined imbalance threshold. Specifically,

in each period, πd checks if the gap of the system is at least ad(T−t)q
N , for some

appropriately chosen constant ad > 0. Before this threshold is satisfied, our

semi-dynamic policy never exercises flexibility; however, once it is satisfied,

from then onwards it always tries to exercise flexibility, and allocates flex balls

into the minimally loaded bin within the realized flex set.

Though such an adaptive policy is ill-suited for computing applications in

which querying the state of the system in each period is expensive, it will be

useful in analyzing the closely related opaque selling problem in Section 4.5, as

in this latter application, the motivation behind limiting the number of flexes

comes from costs incurred from offering discounts to customers, rather than

how taxing it is to check the inventory state.

As before, for t ∈ [T ], we let xd
i (t) denote the number of balls in bin i ∈ [N]

under the semi-dynamic policy, and useAd(t) to denote the bin in which the ball

lands at time t. Moreover, we use Gapd(t) to denote the gap of the system under

πd at time t. We formally describe the semi-dynamic policy in Algorithm 6.

The following theorems establish that such an adaptive policy does indeed

meet both desiderata: a constant gap at time T with O(
√

T ) flex balls in expecta-

tion.

Theorem 62. Let Md denote the number of times the semi-dynamic policy (Algo-

rithm 6) exerts the flexible option. Then, E[Md] ∈ O(
√

T ).

The technical subtlety in establishing this result is that, in contrast to the

static policy in which the number of flexes Θ(
√

T log T ) is a fixed, deterministic

quantity, the time at which our semi-dynamic policy begins flexing is random.
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Algorithm 6 Semi-Dynamic Policy πd

Input: Initialize xd
i (0) = 0 ∀ i ∈ [N], ad =

1
5(N

2)
, ω(t) = 0 ∀t

1: for t ∈ [T ] do
2: if ω(t) f (t) = 1 then
3:

Ad(t) = arg min
i∈F(t)

xd
i (t)

4: else
Ad(t) = P(t)

5: for i ∈ [N] do
6:

xd
i (t + 1) =

xd
i (t) + 1 if i = Ad(t)

xd
i (t) otherwise.

7: if Gapd(t) ≥ ad(T−t)q
N then

8: ω(t′) = 1 ∀t′ > t

We defer the proof of Theorem 62, which follows from a careful application of

the Berry-Esseen theorem, to Appendix C.2.

Theorem 63. E[Gapd(T )] ∈ O(1).

Proof. As in the proof of Theorem 58, we define the following events:

E1
i j := {σ(T ) ∈ Σ(T ) | i = arg max

k∈[N]
xd

k (T ), j = arg min
k∈[N]

xd
k (T ), xd

i (t) , xd
j (t),∀t ∈ {T⋆, . . . ,T }}

E2
i j := {σ(T ) ∈ Σ(T ) | i = arg max

k∈[N]
xd

k (T ), j = arg min
k∈[N]

xd
k (T ),

xd
i (t) = xd

j (t) for some t ∈ {T⋆, . . . ,T − 1}, xd
i (T ) , xd

j (T )},

and have the following upper bound on E
[
Gapd(T )

]
:

E
[
Gapd(T )

]
≤

∑
i, j

E[Gapd(T ) | E1
i j]P(E

1
i j) + E[Gapd(T ) | E2

i j]P(E
2
i j) + O(1). (4.13)

We first bound E
[
Gapd(T ) | E1

i j

]
P
[
E1

i j

]
. For fixed T⋆, we have:

Gapd(T ) ≤ Gapd(T⋆) + (T − T⋆),
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since in the worst case all balls go into the maximally loaded bin between T⋆+1

and T . Now, by definition of T⋆,

Gapd(T⋆ − 1) <
ad(T − T⋆ + 1)q

N

=⇒ Gapd(T⋆) < 1 +
ad(T − T⋆ + 1)q

N
=

ad(T − T⋆)q
N

+
adq
N
+ 1 (4.14)

=⇒ Gapd(T ) <
ad(T − T⋆)q

N
+

adq
N
+ 1 + (T − T⋆).

Thus, for all i, j ∈ [N] we have:

E
[
Gapd(T ) | E1

i j

]
P(E1

i j) ≤
T∑

t=1

[(adq
N
+ 1

)
t +

adq
N
+ 1

]
P(E1

i j,T − T⋆ = t)

≤

T∑
t=1

[(adq
N
+ 1

)
t +

adq
N
+ 1

]
P(E1

i j | T − T⋆ = t). (4.15)

The following lemma helps to further bound (4.15). We defer its proof to

Appendix C.2.

Lemma 64. There exist constants α0 > 0, α1 > 0, and t0 > 0 such that, for all t ≥ t0:

P
[
E1

i j | T − T⋆ = t
]
≤ 4e−α0t + e−α1t.

Plugging this into (4.15) and decomposing the sum according to t0:

E
[
Gapd(T ) | E1

i j

]
P(E1

i j) ≤ C +
T∑

t=t0+1

[(adq
N
+ 1

)
t +

adq
N
+ 1

] (
4e−α0t + e−α1t

)
,

where C =
∑t0

t=1

(
adq
N + 1

)
t+ adq

N +1. Noting that the second summand is also upper

bounded by a constant, we obtain that E
[
Gapd(T ) | E1

i j

]
P(E1

i j) ∈ O(1) for all i, j.

Lemma 65 concludes the proof of the theorem, by bounding the second term

of (4.13). Its proof follows similar lines as the corresponding bound in Theo-

rem 58; we defer it to Appendix C.2.
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Lemma 65. For all i, j ∈ [N], E
[
Gapd(T ) | E2

i j

]
P
[
E2

i j

]
∈ O(1).

□

4.5 Main Results: Opaque Selling

In this section, we leverage the insights obtained from the balls-into-bins model

to derive insights into the design of policies for the opaque selling problem. As

noted in Section 4.3, the structure of an optimal policy may be highly dependent

on the relative values of the inventory-related costs K and h, and the opaque

discount δ. To illustrate this, consider two extreme settings: one in which δ =

h = 0 and K is large, and the other in which δ is large (e.g., equal to the price of

a product), but h = K = 0. Then, in the former setting, the “always-flex” policy

is optimal; in the latter setting, on the other hand, never exercising the opaque

option clearly outperforms the “always-flex” policy. Despite these subtleties

relative to the vanilla balls-into-bins problem, we show in this section that, we

can outperform the benchmark “always-flex” and “never-flex” policies in many

regimes of interest. To do so, we need to appropriately modify variants of the

static and semi-dynamic policies introduced in the previous section. We also

construct a global lower bound for our policies by defining the benchmark OPT,

which achieves the maximum possible replenishment cycle length, T = N(S −

1) + 1 with 0 flexes. The cost of OPT, denoted by C⋆, is then given by:

C⋆ =
K

N(S − 1) + 1
+

h
2

(NS + N).

Proposition 66. For any policy π we have Cπ ≥ C⋆.
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Proof. Recall, from (4.2), that

Cπ =
K
ERπ
+

h
2

2NS + 1 −
E(Rπ)2

ERπ

 + EDπ

ERπ
· δ

≥
K
ERπ
+

h
2

(
2NS + 1 − ERπ

)
≥

K
N(S − 1) + 1

+
h
2

(NS + N),

where the first inequality follows from Jensen’s inequality for the second term,

and non-negative discount costs for the third. Noting that Rπ ≤ N(S − 1) + 1 for

all π, we obtain the last inequality. □

Finally, recall that in Section 4.3 we argued that maximizing the length of

the expected replenishment cycle was central to minimizing long-run average

inventory costs. The remainder of our results rely on the following relation-

ship between the expected length of the replenishment cycle and the gap of the

analogous balls-into-bins model, similar to [85].

Proposition 67. For any policy π,

E[Rπ] = N(S − 1) + 2 −
N(S−1)+1∑

t=S

P[Gapπ(t) ≥ S − t/N].

Proof. Observe that the maximum length of a replenishment cycle is N(S −1)+1,

since in one cycle the retailer sells at most S − 1 products of each type, plus 1

additional product of a certain type. Then,

E[Rπ] =
N(S−1)+1∑

t=0

P[Rπ ≥ t]

=

N(S−1)+1∑
t=0

(1 − P[Rπ < t])

= N(S − 1) + 2 −
N(S−1)+1∑

t=S

P[Rπ < t]

≥ N(S − 1) + 2 −
N(S−1)+1∑

t=S

P[Gapπ(t) ≥ S − t/N], (4.16)
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where the last inequality follows from (4.4). Notice also that the third equality

comes from the fact that, for all t < S , P[Rπ < t] = 0 since it is impossible to run

out of inventory of any type of product before S products are sold. □

Thus, to prove that the average replenishment cycle of a given policy is long,

it suffices to ensure that the gap of the analogous balls-into-bins model is small.

4.5.1 The Static Opaque Selling Policy

We first consider the inventory variant of the static policy presented in the pre-

vious section. We refer to this policy as the static opaque selling policy, de-

noted by πs. The key challenge in adapting the static policy developed for the

balls-into-bins model for this application is that, contrary to the balls-into-bins

model, in the opaque selling problem not only is the end of the time horizon

(i.e., the length of the replenishment cycle) unknown, but it depends on the

history of decisions determined by the policy π. To address this challenge, we

leverage the fact that we have a known (albeit loose) upper bound on the re-

plenishment cycle, i.e., T = N(S − 1) + 1. Given this, our policy similarly fixes

a time T̂ = T − cs
√

T log T (for some appropriately chosen constant cs > 0) be-

fore which it never exercises the opaque option, and past which, whenever a

customer is flexible, uses flexibility to allocate the item with the most remaining

inventory in the customer’s flex set. We defer a formal description of the policy

to Appendix C.3.

Theorem 68 shows that the expected length of a replenishment cycle under

the static opaque selling policy πs, denoted by Rs, is within an additive constant

of the maximum possible cycle length N(S − 1) + 1. The proofs of the remainder
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of these results follow similar lines as those in Section 4.4. We thus defer them

to Appendix C.4.

Theorem 68. Policy πs fulfills E[Rs] = NS − θs,where θs ∈ O(1).

We next explore an analog to the semi-dynamic policy within the context of

the opaque selling problem.

4.5.2 The Semi-Dynamic Opaque Selling Policy

To adapt the semi-dynamic policy for this latter setting, recall that for the inven-

tory model we have:

GapπI (t) = S −min
i∈[N]

zπi (t) −
t
N
, ∀ t ∈ [Rπ], (4.17)

where t is re-initialized every time the retailer’s inventory is replenished. Un-

der the semi-dynamic opaque selling policy, denoted by πd, the opaque option

is never exercised, until the gap of the system, denoted by Gapd(t), is at least
cd(T−t)q

N , for an appropriately chosen constant cd > 0. Once this occurs, πd exer-

cises the opaque option whenever possible, and always sells the product with

the most remaining inventory in a given customer’s flex set. We defer the formal

description of the policy to Appendix C.3.

Let Rd be the random variable representing the length of a replenishment

cycle under the semi-dynamic opaque selling policy πd. Theorem 69 similarly

establishes that this policy achieves long replenishment cycles in expectation.

Theorem 69. Policy πd fulfills

E[Rd] = NS − θd,where θd ∈ O(1).
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4.5.3 Benchmark Comparisons

We conclude the section by comparing the costs of the static and semi-dynamic

policies to the various benchmarks of interest.

Corollary 70 follows from plugging in Theorems 68 and 69 to (4.2) to obtain

the long-run average costs of πs, denoted by Cs, and πd, denoted by Cd, respec-

tively.

Corollary 70. The static and semi-dynamic policies respectively have long-run average

costs upper bounded by:

Cs ≤
K

NS − θs
+

h
2

(NS + 1 + θs) + δq · θ f

Cd ≤
K

NS − θd
+

h
2

(NS + 1 + θd) + δq θh,

where θs ∈ O(1), θ f ∈ Θ

(√
log S

S

)
, θd ∈ O(1), and θh ∈ O

(
1
√

S

)
.

Finally, Theorem 71 compares the performances of the different policies, for

different regimes of δ, with parameters of K and h that are (up to a constant fac-

tor) aligned with a retailer setting S as the economic-order quantity. In partic-

ular, we consider a regime in which K ∈ Θ(S ) (i.e., on average, each unit incurs

a constant ordering cost) and h ∈ Θ
(

1
S

)
(i.e., on average, each unit of inventory

incurs a constant holding cost).

Theorem 71. Suppose K ∈ Θ(S ) and h ∈ Θ
(

1
S

)
. Suppose moreover δ ∈ Ω(1/

√
S )

and δ ∈ O(1). Then, of the four policies considered, the semi-dynamic policy has the

order-wise best performance relative to C⋆.
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4.6 Numerical Results

Our numerical results are divided into two different parts. In the first we study,

for both our static and semi-dynamic policies, and both the balls-into-bins and

the inventory models, the reliance of our results on the exact values of the con-

stants that parameterize our policies, which we will at times refer to as the flex

constants (as and ad for balls-into-bins and cs and cd for inventory). In partic-

ular, since our theoretical analysis does not optimize for constants, it is likely

that the chosen constants are too pessimistic, and exerting flexibility a constant

factor fewer times may suffice to achieve the benefits of full flexibility (up to

a constant gap). Thus, we first identify parameters (for both policies and both

models) for which we have not shown theoretical guarantees, but that seem to

be better numerically at trading off between achieving a constant gap while ex-

erting limited flexibility. Thereafter, with these parameters in hand, we compare

our policies for both models with four different benchmarks; for the inventory

model, we do so under different regimes of δ,K and h. In the remainder of this

section, we will refer to the gap of the system in the balls-into-bins model, and

the difference between maximum and expected replenishment cycle length (i.e.,

TI − ERπ) in the opaque selling model, as the “balancedness” of the system.

Inputs. Unless otherwise stated our numerical results for both models as-

sume N = 5, q = 0.1 and r = 2. For the balls-into-bins policies, we simulate

each instance 100 times. For the inventory policies, we simulate the long-run

average performance over instances of 10 replenishment cycles each.

Finding the right flex constants. In Fig. 4.1-Fig. 4.4 we consider different values

of as, cs, cd, and ad, and compare across these values: (i) Gap(T ) for the balls-
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(a) Balls-into-Bins Model (b) Inventory Model

Figure 4.1: Dependence of system balancedness on the flex constant under the
static policy.

(a) Balls-into-Bins Model (b) Inventory Model

Figure 4.2: Dependence of number of flexes exercised on the flex constant
under the static policy.

into-bins model, (ii) E[Rπ] for the inventory model, and (iii) the number of times

flexibility is exerted for both models. Noticeably, we find that with as = 10,

Gapπ(T ) ∈ O(1) as T scales large, and similarly with cs = 10, TI − Rπ ∈ O(1)

as S scales large. For the semi-dynamic policy, ad = 0.7 seems to suffice for a

gap of O(1) at T , and with as = 0.7, TI − Rπ ∈ O(1) as S grows large. At the

same time, Fig. 4.2 and Fig. 4.4 show that the number of flexes remains quite

small for these choices. Meanwhile, for the time horizons studied, the constants

defined for our proofs are so large, resp. small, that the policies immediately

start exerting flexibility, i.e., they imitate πa.
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(a) Balls-into-Bins Model (b) Inventory Model

Figure 4.3: Dependence of system balancedness on the flex constant under the
semi-dynamic policy.

(a) Balls-into-Bins Model (b) Inventory Model

Figure 4.4: Dependence of number of flexes exercised on the flex constant
under the semi-dynamic policy.

Benchmark comparisons. Based on the previous findings we use as = cs = 10

and ad = as = 0.7 to compare the different policies in Fig. 4.5 and Fig. 4.6. Be-

yond the four policies (no-flex, always-flex, static and semi-dynamic), we have

studied already, we introduce a benchmark policy which we call the flex-
√

T

policy. This policy exerts flexibility in every period with probability T−T̂
T , so that

the expected number of times it exerts flexibility, Mπ, is roughly comparable to

that of the static policy.

As we see in Fig. 4.5 (a), the always-flex, static and semi-dynamic policies

achieve O(1) gap at T , while no-flex and flex-
√

T policies do not. For the inven-

tory model Fig. 4.5 (b) displays a similar story. Moreover, Fig. 4.6 shows that

the static, semi-dynamic and flex-
√

T policies exert flexibility comparably often,
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(a) Balls-into-Bins Model (b) Inventory Model

Figure 4.5: System balancedness under the never-flex, always-flex, static,
semi-dynamic, and flex-

√
T policies.

(a) Balls-into-Bins Model (b) Inventory Model

Figure 4.6: Number of flexes exercised under the never-flex, always-flex, static,
semi-dynamic, and flex-

√
T policies.

and much less frequently than the always-flex policy. Considering these results

jointly, we find that the gap at T is not only driven by the total number of times

flexibility is exerted, but also the timing thereof.

Inventory cost comparisons. In Fig. 4.7 and Fig. 4.8 we fix K and h, and in-

vestigate the performance of the policies of interest as a function of δ. When

δ = 0, i.e., exerting flexibility does not incur any cost, we find (unsurprisingly)

that always-flex is the best-performing policy and no-flex the worst perform-

ing one. However, both the semi-dynamic and static policies are quite close

to the always-flex policy. On the other hand, when δ = 0.003
√

NS ∈ Θ(
√

NS ),

i.e., the discounts are extremely expensive, the no-flex policy becomes the best-

performing one and the performance of all others deteriorates. The most in-

137



(a) δ = 0 (b) δ ∈ Θ(
√

NS )

Figure 4.7: Additive loss of policy π relative to C⋆ under different regimes of δ
(assuming K = NS

2 , h =
1

NS ) in the opaque selling model, for
π ∈ {πn f , πa, πs, πd, π f }.

(a) δ ∈ Θ(1) (b) δ = Θ( 1
√

S
)

Figure 4.8: Additive loss of policy π relative to C⋆ under different regimes of δ
(assuming K = NS

2 , h =
1

NS ) in the opaque selling model, for
π ∈ {πn f , πa, πs, πd, π f }.

teresting cases arise where δ = 0.5 or δ = 10
√

NS
: in the former case, the semi-

dynamic and static policies perform best; the no-flex and the flex-
√

T policy

perform slightly worse, while the always-flex policy does significantly worse.

In the latter case, we again find that the semi-dynamic and static perform well,

while in this case both always-flex and no-flex perform poorly.

Noticeably, we find across these results — perhaps with the exception of

Fig. 4.7 (b) — that (i) the semi-dynamic policy either performs the best or as

well as other policies, (ii) the static performs almost as well as the semi-dynamic

policy, and (iii) our three benchmarks (always flex, never flex, and flex-
√

T ) each

perform quite poorly in at least two of the four settings.
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(a) Large h : h = 6
NS (b) Large K : K = 3NS

Figure 4.9: Dependence of policy performance on h and K (assuming δ = 10
√

NS
)

in the opaque selling model, for π ∈ {πn f , πa, πs, πd, π f }.

In our last set of numerical experiments we fix δ = 10
√

NS
and vary h and K,

respectively. As discussed before, setting K = NS
2 and h = 1

NS models a retailer

who follows the EOQ formula to set inventory levels S . Consequently, if we

increase h (resp., K) we find a setting in which said retailer orders less (resp.,

more) frequently than would be optimal. However, as we display in Fig. 4.9,

increasing either h or K by a factor of 6 does not significantly affect the insights

from our results. In particular, since inventory costs become more expensive rel-

ative to discount costs in this regime, the no-flex policy performs worse, while

the always-flex policy fares better, when compared to the other policies. In con-

trast, the semi-dynamic policy still performs best, with the static policy as a close

second. This demonstrates that these two more robustly trade off the benefits

and cost of flexibility.

4.7 Conclusion

In this work we studied a variation of typical load balancing problems, in which

the load needs to be balanced only at a specific, potentially random, point in

time. For balls-into-bins and an opaque selling model we design natural poli-
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cies, with tight performance bounds, that achieve approximate balance while

requiring much less flexibility than traditional load balancing policies that aim

to achieve balance at all points in time. These results may find use in various

applications, ranging from parcel routing via inventory management to cloud

computing.
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Part II

Societal Considerations
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CHAPTER 5

REAL-TIME APPROXIMATE ROUTING FOR SMART TRANSIT

SYSTEMS

5.1 Introduction

In Chapter 1 we described the ever-growing appeal of smart transit systems,

due to the potentially massive gains from integrating the on-demand capabili-

ties of ride-hailing services with mass transit options.

Though cities are turning towards the implementation of such integrated

mobility services globally, the operations research and transportation commu-

nities have by and large studied the operational challenges associated with ride-

hailing and mass transit systems separately. On the one hand, there exists an

active line of work on approximately optimal policies for dispatching drivers to

ride requests, and rebalancing empty vehicles [19, 43, 22, 137]. On the other, the

problem of designing the optimal bus routes to serve passenger demand dates

back to the mid-1970s [153]. And, though the question of integrating mass tran-

sit and single-occupancy vehicle solutions has attracted increasing attention in

recent years, operational questions have largely been restricted to using ride-

hailing services to connect to pre-existing transit networks [151, 152]. The joint

problem of adaptively designing bus routes in near real-time, and connecting

passengers to these routes via ride-hailing services has to our knowledge yet to

be explored.

Contents of this chapter have been published in [179].
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The key obstacle in designing real-time algorithms with provable guarantees

for transit-network design is the size of the decision space: the number of possi-

ble routes is exponential in the number of nodes of the road network. As such,

approaches have either been heuristic [57, 175, 41] (lacking any guarantees), or

exact [168] (requiring extensive computation time); the former may lead to se-

vere losses in efficiency, while the latter are more properly suited for designing

long-term bus routes, rather than routes that adapt to changing demand patterns.

In this chapter, we show that it is possible to design efficient algorithms for

line planning that both provide passengers with the experience of near-real-time

booking and service and have theoretical guarantees. However, this is only true

up to a point: as the designer expands her solution space of feasible transit op-

tions, one runs into fundamental limits in terms of how good an approximation

one can hope to achieve via efficient algorithms. Overall, our work provides

theoretically sound and practically meaningful algorithms for real-time line planning,

and also exposes the computational limits of line planning.

5.1.1 Summary of Contributions

We consider a model in which a Mobility-on-Demand provider (henceforth plat-

form) has control of a vehicle fleet comprising both single-occupancy and high-

capacity vehicles (henceforth cars and buses respectively). The platform is faced

with a number of trip requests to fill during a window of time (e.g., one hour),

and has full knowledge of passenger demands (source and destination loca-

tions, and constraints on start and end times) prior to the beginning of the time

window. This assumption is practically motivated by scheduling services now
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offered by ride-hailing apps like Lyft and Uber, and/or the use of accurate de-

mand forecasting models. The platform can service these trip requests via dif-

ferent trip options: it can send a car to transport the passenger from her source

to her destination; it can use a car for the first and last legs of the passenger’s

trip, and have her travel by bus in between; or it can use more complicated trips

comprising of multiple car and bus legs.

Each passenger matched to a trip option leads to an associated value (or

reward), which reflects both the passenger’s utility for the trip-time, comfort,

transfers, etc., as well as platform costs in terms of car-miles; in addition, the

platform also incurs a cost for operating each bus route at a given frequency.

We define the combination of a route and a frequency to be a line. The goal of

the platform is to determine the optimal set of lines to operate (given a fixed

budget B for opening lines), as well as the assignment of passengers to trip

options utilizing these lines, in order to maximize the total reward. We refer to

this problem as the Real-Time Line Planning Problem (RLPP).

As discussed earlier, though there exist exact methods for solving the Line

Planning Problem that can be adapted to the RLPP setting (e.g., by formulating

and solving an associated integer linear program), the extensive computation

time required to obtain the optimal set of lines runs counter to our goal of com-

puting short-term lines that adapt to demand patterns throughout the day. This

motivates studying the task of finding good approximate solutions to RLPP. In

this context, we make two contributions:

1. We first demonstrate the computational limits of RLPP by showing that no

constant-factor approximation is possible if we relax any one of two assump-

tions: (i) access to a pre-specified set of feasible bus lines, and (ii) no inter-line
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(i.e., bus-to-bus) transfers.

2. Under both above assumptions, we design an efficient algorithm for RLPP

that respects budget constraints with high probability, while guaranteeing a

welfare that is within a
(
1 − 1

e − ϵ
)
-factor of the optimal (where ϵ trades-off the

quality of approximation and probability of exceeding the budget).

While assumptions (i) and (ii) are commonly made both in practice and in

the academic literature, our work provides strong theoretical justifications for

these assumptions in that if either fails to hold, there is no hope of obtaining

a constant-factor approximation. Assumption (i) forms the basis of all exact

ILP-based methods; it is also practically relevant due to both constraints im-

posed by cities on bus routes, as well as expert knowledge of transit designers

as to which routes are useful. Assumption (ii) reflects a practical constraint that,

given a passenger may already incur car-bus transfers in the first/last legs of her

trip, additional bus-bus transfers could be deemed excessive. Even when both

hold, however, we show that the problem is still far from trivial: in particular, it

does not inherit the attractive combinatorial property of submodularity, and so

one cannot employ standard techniques to get the classical 1 − 1
e approximation

guarantee [233]. Moreover, we also show that the natural linear programming

(LP) relaxation has a worst-case integrality gap of at least 1
2 .

In spite of this, in our main technical contribution, we provide a
(
1 − 1

e − ϵ
)
-

factor approximation for Real-Time Line Planning Problem. More specifically,

our algorithm uses a novel LP relaxation followed by a randomized rounding

procedure, that can be tuned to guarantee that the budget constraint is met with

any desired high-probability bound, while losing an ϵ-factor in the welfare guar-

antee. Our key technical insight is that the Real-Time Line Planning Problem
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can be relaxed and re-formulated as an exponential-size configuration LP, and

that this formulation then allows us to use ideas from randomized rounding for

the Separable Assignment Problem [95]. We then leverage the additional struc-

ture in RLPP to show that the rounding step is the only source of loss in our

algorithm. Our results hold under an assumption which we term trip optimality

(i.e., of all the ways in which a passenger can join a given line via car, she must

be assigned to the best such option). However, we later show how this assump-

tion can be relaxed, and, with slight modification to our algorithm, we lose at

most a constant factor.

Finally, we investigate the practical efficacy of our approach via numerical

experiments on real-world and synthetic datasets. We note that, although our

algorithm does not guarantee a solution that is always within budget, in prac-

tice it is easy to run multiple replications (which are cheap, and can be run in

parallel) and choose the best realization satisfying budget constraints. Our nu-

merical experiments simulate this procedure, and we observe that given a time

budget on computation (as would be necessary for real-time line planning), our

algorithm outperforms state-of-the-art ILP solvers for large problem instances,

thereby demonstrating its practicality for the problem of designing integrated

and flexible transit networks at scale.

5.1.2 Chapter Organization

The rest of the chapter is organized as follows. In Section 5.2, we survey relevant

literature. We present our model and define the Real-Time Line Planning Prob-

lem in Section 6.3. In Section 5.4, we characterize fundamental computational
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limits of RLPP, establishing the need for a candidate set of lines and precluding

bus transfers; we also show that standard techniques are inadequate for our set-

ting. We present our main algorithm and guarantees in Section A.2.2, and back

this up with numerical results in Sections 5.6. Extensions to our main results

can be found in Section 5.7.

5.2 Related Work

Line planning in public transportation. Our work falls under the large um-

brella of transportation network design; see [153, 111, 88] for excellent exposi-

tions. Much of this work has historically involved heuristics, including greedy

approaches based on simpler network primitives such as shortest-paths and

minimum spanning trees [78, 105], and metaheuristics [242, 241]. The largest-

scale use of heuristic methods is, to our knowledge, the work of [41], who rely

on column generation and greedy heuristics; more importantly, the formulation

requires allowing for arbitrarily many bus transfers. In practice, it is desirable to

enforce a maximum number of allowable transfers (something which we ex-

plicitly model in our work); enforcing this however severely impacts compu-

tational performance. In a followup work, [40] incorporate transfer penalties

(a type of “soft” constraint), but the resulting algorithms require on the order

of 10 hours of computation time, which for our setting is infeasible. More

recently, exact methods based on ILP formulations have gained in popular-

ity [225, 25, 157, 168], though these only scale to small networks.
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Ride-pooling. Our problem is also closely related to ride-pooling, where the

goal is to combine multiple trips to improve the efficiency of ride-sharing

platforms. To model trade-offs between passenger inconvenience and sharing

rides, [198] introduced the abstraction of a shareability network, and showed via

simulations that pairing up to two requests per vehicle could lead to significant

savings in cumulative driver miles. Their methods, however, accommodate

at most three passengers per vehicle (with heuristics). [6] develop algorithms

which perform well (in simulations) for up to 10 passengers per vehicle. Their

method is based on clique decompositions of the shareablity network, which

again scales poorly with increasing vehicle capacity; it also imposes strict qual-

ity of service constraints leading to fewer feasible trip configurations, which

may greatly reduce efficiency in the setting we consider.

Multi-modal solutions to the first-mile/last-mile problem. From a practical

perspective, the transportation community has explored public-private partner-

ships to exploit both the high capacity of public transit buses and the flexibility

of MoD fleets [210, 152]. These works, however, focus not on designing the tran-

sit network, but rather on dynamic vehicle dispatching and routing between

origin or destination and transit hubs.

Stochastic control for ride-sharing. A more recent line of work has developed

stochastic models for ride-sharing with trip requests arriving via a random pro-

cess. This has enabled the use techniques from stochastic control for schedul-

ing and routing [19, 43, 22, 137], as well as the study of system-level questions

such as the effect of competing platforms [199]. The algorithms developed in

these papers largely rely on assuming that under appropriate scaling (in par-
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ticular, in the ‘large-market’ scaling, where the number of cars scales with the

demand), the system is well approximated via a steady-state problem. This

is practically meaningful in ride-sharing systems, which can be thought of as

being near-stationary over sufficiently small time-scales; such an assumption,

however, critically depends on the impact of a single car being “small” relative

to the rest of the system. In a setting with high-capacity vehicles, however, this

ceases to be true, and it is unclear if a stochastic model of our system would

exhibit the rapid mixing property with which low-capacity ride-sharing models

are endowed, and which allows for these attractive guarantees.

Randomized rounding for resource allocation problems. Our methodologi-

cal approach is inspired by the use of configuration programs for improved ap-

proximations for a number of combinatorial optimization problems [136, 222,

95]. At a high level, the approximation algorithms proposed in this line of

work reformulate the resource allocation problem as an exponential-size inte-

ger program that optimizes over all feasible sets of resources; the LP relaxation

of this program can be (approximately) solved in polynomial time, and used to

produce approximately optimal solutions to the original problem via rounding.

Our main result relies on the randomized rounding scheme proposed by [95] for

the Separable Assignment Problem, which comprises a set of bins and items,

with separate packing constraint on each bin, and rewards for each item-bin

pair. The objective is to pack items into bins such that the aggregate value of all

packed items is maximized. The analogy to the Real-Time Line Planning Prob-

lem is natural: items correspond to passengers, bins correspond to lines, and

the packing constraints correspond to capacity constraints for each bus. The

key difference between these two problems is that, in the case of SAP, bins are
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provided in advance, with no associated cost for using a bin. In contrast, the main

difficulty in RLPP is in determining which lines to open, given costs for opening

each line, and a budget constraint which further couples all lines (bins) together.

5.3 Preliminaries

We model the transit network as an undirected weighted graph G = (V, E), with

|V | = n potential origin/destination nodes, edges representing roads between

these nodes, and edge weights (τe)e∈E representing the cost (e.g., travel time)

required to traverse an edge. We assume τe ≥ τmin for some constant τmin > 0.

The network is operated by a single Mobility-on-Demand provider (hence-

forth platform), which employs a fleet comprising two types of vehicles: single-

occupancy vehicles (cars), and high-capacity vehicles (buses). The platform

makes all scheduling and routing decisions in a centralized manner. These deci-

sions are made over a fixed time window, wherein prior to the beginning of the

window, the platform receives a set of trip requests (henceforth passengers), and

then must decide on a set of bus routes, and match passengers to these routes,

using cars to cover ‘first-last mile’ travel. The final trip option presented to each

passenger must satisfy her travel needs, which we abstract via the notion of

feasible trip options for each passenger. The aim of the platform is to maximize

some appropriate notion of system welfare, which incorporates both utilities of

passengers, and costs and constraints of the platform.

Vehicle Fleet Model. As mentioned above, the platform controls both a fleet of

cars (which can serve a single passenger) and buses (which are high-capacity).
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s d
direct travel by car

hybrid travel

bus line

Figure 5.1: Example transit network with a single bus route (marked in red) and
a single passenger traveling from source node s to destination node d (marked
in green). The passenger has two trip options: she can travel directly by car from
s to d (blue arrow), or use a hybrid trip option comprising the dashed portion
of the bus route, completing the rest of the trip by car (solid black arrow).

Since in most ride-hailing systems, the former fleet is much larger, and has a

high density throughout the city, we primarily focus on the routing/scheduling

decisions for buses, incorporating the constraints and costs of the car fleet in the

value function of passengers.

Buses have a fixed capacity C ∈ N, corresponding to the maximum number

of passengers a bus can simultaneously accommodate. We define a route r to be

a fixed sequence of consecutive edges of G, and let R denote the set of all routes

of cost at most D ∈ (0,T ], where D is a constant determined by the platform

(for example, the duration of the longest bus ride such that the trip is completed

within the time window). Moreover, the platform is said to serve route r ∈ R at

frequency f ∈ N if f buses traverse r during the time window. A key abstraction

in this paper is that of a line, which we formally define below.

Definition 72 (Line). The platform is said to operate a line ℓ = (rℓ, fℓ) if it runs high-

capacity vehicles on route rℓ at frequency fℓ.

We use L =
{
(r, f ) | (r, f ) ∈ R × N

}
to denote the set of all feasible lines the

platform can operate, and let L = |L|. Note that a line can accommodate at most
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C × fℓ passengers for each edge e ∈ rℓ, and as such it is without loss of generality

to assume that fℓ ∈ {1, . . . , ⌈N/C⌉} ∀ ℓ ∈ L, where N is the total number of trip

requests during the time window.

The platform has a budget B ∈ R+ with which to open a set of lines. Let cℓ

denote the cost of operating line ℓ. We assume that line costs are strictly increas-

ing and subadditive in the frequencies. That is, suppose lines ℓ1 and ℓ2 use the

same route r and have frequencies f1, f2, respectively. Then, line costs are:

1. strictly increasing: f1 < f2 =⇒ cℓ1 < cℓ2

2. subadditive: cℓ1 + cℓ2 ≤ cℓ3 , where ℓ3 = (r, f1 + f2).

Passenger Model. We use P to denote the set of all passengers requesting a

trip during the time window, and N = |P| the total number of all such pas-

sengers. Each passenger p ∈ P is associated with fixed source and destination

nodes (sp, dp). To travel between these nodes, she can use a combination of cars

and buses: in particular, she can travel directly from sp to dp exclusively by car;

alternatively, she can travel by bus for the ‘middle leg’ of her journey, and use

cars for the first and last legs (if source/destination is not on the bus route).

Figure 5.1 illustrates these possibilities.

In principle, a more complex trip option could also involve multiple bus

segments. In this work, however, we restrict passengers to take one of the above

two trip options.

Assumption 8 (No inter-bus transfers). A trip can only comprise of a single bus leg;

i.e., the platform cannot assign any passenger to multiple lines.
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From a practical perspective, this is a reasonable assumption given that a

passenger may already incur two transfers for the first and last miles of her

trip. More importantly, in Section 5.4 we show that if we relax this assumption

by allowing the platform to use trip options involving even just two inter-line

transfers, then we can not hope to achieve any constant-factor approximation.

Given line ℓ, let Ωℓp denote the set of all trip options matching passenger p

to line ℓ that are feasible, i.e., where the passenger completes her journey within

the time window. Formally,

Ωℓp =

{
(sp, i, j, dp)| i, j ∈ rℓ, p travels sp → i and j→ dp by car, and i→ j by bus line ℓ

}
Let Ωp = {(ω, ℓ) : ω ∈ Ωℓp, ℓ ∈ L}. For each passenger p, there is an associated re-

ward (or value) function vp : Ωp → R+, representing the quality (from either the

platform or the passenger’s perspective) of a trip option using line ℓ (including

potential costs incurred by the platform for the passenger’s short car trip). We

assume that vp(·) is non-decreasing in the frequency of a line. Formally, suppose

lines ℓ1 and ℓ2 use the same route r and have frequencies f1 and f2, respectively.

Since ℓ1 and ℓ2 share the same route r, we have Ωℓ1 p = Ωℓ2 p for all p ∈ P. Then,

f1 ≤ f2 =⇒ vp(ω, ℓ1) ≤ vp(ω, ℓ2) for all ω ∈ Ωℓ1 p.

The above formalism naturally covers trip options that do not involve a bus

segment; in particular, we use ω = ∅ to denote the option which consists of a

passenger traveling directly from source to destination by car (the no-line op-

tion). With slight abuse of notation, we assume that vp(∅) = 0 for all p ∈ P.

Hence, one can think of the value associated with assigning a passenger to a

trip option as being relative to the status quo ride-hailing service.

For any passenger p and line ℓ, we define the value associated with matching

the two as follows:
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Definition 73 (Passenger-line value). We define ωℓp and vℓp to respectively be the

optimal trip option, and its corresponding value, over all feasible trip options matching

passenger p to line ℓ, i.e.,

vℓp = max
{
vp(ω, ℓ)|ω ∈ Ωℓp

}
, ωℓp = arg max

{
vp(ω, ℓ)|ω ∈ Ωℓp

}

If vℓp > 0, we say that line ℓ covers passenger p. Let rℓp denote the sub-route

of rℓ used by passenger p for this option. If e ∈ rℓp, we say that the passenger

uses edge e. Note that computing vℓp can be done in polynomial time. This

follows from the fact that, if rℓ consists of nℓ edges, there are O(n2
ℓ) possible trip

options to consider for passenger p. Since the maximum cost (duration) of a

route D is constant, and τe is lower bounded by a constant for all e ∈ E, then nℓ

is polynomial in n.

Using the above notation, we assume throughout that if passenger p is

matched to line ℓ, she uses trip option ωℓp. This assumption is primarily for

the sake of simplifying the presentation; in Appendix 5.7.1 we discuss how our

algorithm can be modified to consider all possible trip options for each line-

passenger pair, and show that this leads to an additional constant factor loss.

Objective. The following example illustrates a natural value function for a

platform seeking to design such an integrated mobility service.

Example 74. We abuse notation and assume that, for this example, a trip option can

be parametrized by the total duration of the trip T and the duration of the portion of

the trip completed by car, denoted tcar. Consider the following piecewise linear function,
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representing the reduction in time traveled by car as compared to a direct trip by car:

vp(T, tcar) =


βt⋆spdp

− tcar if T < (1 + α)t⋆spdp
, tcar < βt⋆spdp

0 otherwise
(5.1)

where t⋆spdp
represents the time required to travel from sp to dp directly by car, α ∈ R+

represents passengers’ tolerance for the duration of a trip relative to the most direct

route, and β ∈ (0, 1] controls the gains in efficiency of a trip option. For this value

function, the trip optimality assumption implies that the passenger must be picked up

and dropped off at the bus stops that are closest to sp and dp, respectively.

Finally, in line with the motivating application of the platform receiving trip

requests in advance via a scheduling service, we assume that the platform sees

batch demand, and that passengers are willing to wait for the entirety of the

time window. As such, we abstract away the notions of travel and clock times.

In Section 5.7.2 we show that such an assumption is without loss of generality,

and that all results hold for a more realistic model in which there are travel

times, passengers are associated with the time at which they made the request,

and as a result should only be matched to lines whose schedule lines up with

the time at which they are traveling.

The Real-Time Line Planning Problem (RLPP). Let S ⊆ L denote a subset of

lines to be created, and x ∈ {0, 1}N×L denote an assignment of passengers to the

chosen subset of lines. We first define the system welfare induced by S and x.

Definition 75 (Welfare). Given S and x, the welfare W of the system is the sum of all

passenger-line values for the lines created under this assignment. Formally:

W =
∑
p∈P

∑
ℓ∈S

vℓpxℓp.
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We now define the Real-Time Line Planning Problem.

Definition 76 (Real-Time Line Planning Problem). The Real-Time Line Planning

Problem is defined by a graph G, a set of passengers P, costs {cℓ}ℓ∈L for opening lines,

passenger valuations {vℓp}ℓ∈L,p∈P for using each line, an overall budget B, and a bus

capacity C. The goal is to find a subset of lines to open and an assignment of passengers

to lines that maximize the welfare of the system, such that:

1. the total cost of creating all lines in this subset does not exceed the platform’s

budget;

2. the number of passengers assigned to line ℓ and whose trip uses edge e ∈ rℓ does

not exceed the capacity C × fℓ of the buses, for all e ∈ rℓ;

3. a passenger is assigned to at most one line (which implies no inter-bus transfers).

We allow for a passenger to not be assigned to any line. In this case, we

assume that the passenger’s trip is completed exclusively by car, and yields a

value of zero.

Formally, the platform’s optimization problem is given by:

(P) max
y,x

∑
p∈P

∑
ℓ∈L

vℓpxℓp

s.t.
∑
ℓ∈L

cℓyℓ ≤ B (5.2)

∑
p∈P:
e∈rℓp

xℓp ≤ C fℓ yℓ ∀ ℓ ∈ L, e ∈ rℓ (5.3)

∑
ℓ∈L

xℓp ≤ 1 ∀ p ∈ P (5.4)

xℓp ∈ {0, 1} ∀ p ∈ P, ℓ ∈ L

yℓ ∈ {0, 1} ∀ ℓ ∈ L

156



Let OPT denote the optimal value of this optimization problem. In this for-

mulation, the decision variables y ∈ {0, 1}L represent the set of lines to be opened.

Recall, x ∈ {0, 1}N×L corresponds to the assignment of passengers to lines. Con-

straints (5.2), (5.3), (5.4) respectively encode the constraints on budget, capacity,

and assignment to at most one line.

For any passenger p ∈ P, in the worst case there are exponentially many

routes between sp and dp, and as a result (P) has exponentially many variables

and constraints. For our main result, we make the following assumption re-

garding the set of routes input to RLPP.

Assumption 9 (Candidate set of routes). The platform has access to a pre-specified

set of feasible routes L, where L = |L| is polynomial in the size of the network.

We let L denote the size of the set of lines induced by the candidate set of

routes and all possible frequencies. Note that the candidate set of routes as-

sumption implies that L is polynomial in n.

The assumption of such a candidate set is practically rooted in the reality of

transportation systems, in which experts typically have knowledge of a priori

“acceptable” bus routes and can develop good heuristics. Moreover, such an

assumption is in line with the approach adopted in prior work on line planning,

which typically generates the candidate set of routes via such heuristics [57, 59,

87]. In Section 5.4, we show that one cannot hope to obtain a constant-factor

approximation to the Real-Time Line Planning Problem unless the platform has

access to such a candidate set.

We note that the above integer linear programming (ILP) formulation prob-

lem is the most natural formulation of the platform’s optimization problem, as

157



well as the formulation upon which existing exact methods are based [225, 25,

157, 168]. In Section A.2.2, we present an equivalent, less-immediate formula-

tion of the platform’s optimization problem upon which our algorithm relies.

We nonetheless present this natural formulation, as we will benchmark our al-

gorithm’s performance against it in Section 5.6. Table 5.1 summarizes the most

frequently-used notation in the paper.

Table 5.1: List of frequently-used notations

Symbol Definition

G(V, E) Transit network with |V | = n nodes
L Pre-specified set of lines, with L = |L|
P Set of passengers, with N = |P|
Ωℓp Set of feasible trip options for passenger p traveling via line ℓ
C Bus capacity
B Platform budget for opening lines
vp(ω, ℓ) Value of trip option ω ∈ Ωℓp for passenger p traveling via line ℓ
vℓp Value of optimal trip option for passenger p on line ℓ
cℓ Cost of opening line ℓ
fℓ Frequency of line ℓ

5.4 Fundamental Limits of Real-Time Routing

The model in Section 6.3 is endowed with two assumptions: (i) the existence of

a pre-specified candidate set of feasible lines L that is polynomial in the number

of nodes n, and (ii) that trip options can involve at most a single bus segment.

In this section, we show that these assumptions are not just practically rele-

vant, but also have strong theoretical justifications: if either assumption fails to

hold, a constant-factor approximation is out of reach. We moreover show that,

even in the setting where these two assumptions hold, standard approximation
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techniques that leverage naive LP relaxations and rely on submodularity are in-

adequate, emphasizing the non-triviality of the task of designing provably good

approximations for fast, real-time routing.

For the sake of brevity, in the remainder of this section, we provide the main

ideas of our reductions, and defer proofs of all auxiliary propositions to Ap-

pendix D.1.

5.4.1 Necessity of a Candidate Set of Lines

Suppose first that the platform does not have access to a candidate set of lines,

and thus, for each passenger p ∈ P, must consider all possible walks of bounded

cost between source sp and destination dp. We show that this problem is hard to

approximate even in a particularly simple instance of RLPP with only a single

allowed line, which we term the Single Line Problem (SLP).

Definition 77 (Single Line Problem). In the Single Line Problem, the feasible routes

are the walks in the graph of cost at most D. Suppose cℓ = c fℓ for all ℓ ∈ L, for some

constant c > 0. Moreover, suppose B = c. That is, only a single line of frequency fℓ = 1

can be opened. The goal is to find the line that maximizes the system welfare.

Using this, we get our first hardness result for RLPP.

Theorem 78. Unless NP has polynomial Las Vegas algorithms, the Single Line Prob-

lem is hard to approximate to a ratio better than Ω(log1−ε n).

To establish this inapproximability result, we give a reduction from the Ori-

enteering group TSP problem (OGTSP), for which the approximation lower

bound is Ω
(
log1−ε n

)
[60].
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Definition 79 (Orienteering group TSP). Given an undirected graph G = (V, E),

with edge costs w : E → R+, k sets (or groups) of vertices S 1, . . . , S k ⊆ V , a root vertex

r and a budget D > 0, the goal is to find a walk of cost no more than D which spans the

maximum number of groups.1

Proof of Theorem 78. Consider an instance of OGTSP. Recall, we’ve assumed that

there exists a constant τmin > 0 such that τe > τmin ∀ e ∈ E. Define ε ∈ (0, τmin].

We use diam(G) to denote the diameter of the graph, and let t ∈ R be such that

t > max{diam(G) + ε,D + ε}.

We construct an instance of SLP as follows. For each group S i, we add a node

gi to G, an edge (r, gi) of cost t and an edge ( j, gi) of cost t− ε for each node j ∈ S i.

Let G′ = (V ′, E′) denote this augmented graph, and let D be the maximum cost

of any feasible route on G′. For each i ∈ [k], create a passenger pi with spi = r

and dpi = gi.

For line-passenger pair (ℓ, pi), suppose trip option ω is such that passenger

pi travels by car from r to j1(ω), and from j2(ω) to gi, where j1(ω), j2(ω) ∈ V.We

use tcar(ω) to denote the total cost of the min-cost paths from r to j1(ω) and from

j2(ω) to gi, and let t⋆pi
denote the min-cost path from r to gi. If pi travels directly

from r to gi, then tcar(ω) = t.

We define the value function as follows:

vpi(ω, ℓ) =


1 if tcar(ω) ≤ (1 − εt )t⋆pi

0 otherwise.

1We assume without loss of generality that the root does not belong to any of the groups.
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Figure 5.2: Construction of graph G′ from an instance of OGTSP with two groups S 1
and S 2. The dashed lines represent the original graph G.

Propositions 80 and 81 and characterize the ways in which pi can feasibly

travel from r to gi.

Proposition 80. For all ω such that tcar(ω) > t − ε, vpi(ω, ℓ) = 0.

Proposition 81. Passenger pi can travel from r to gi in one of two ways:

1. via edge (r, gi), in which case this must be by car.

2. by bus from r to j ∈ S i, and by car via edge ( j, gi).

Let ℓ⋆ denote the optimal solution to SLP for this instance.

Proposition 82. To collect strictly positive value from passenger pi, ℓ⋆ must traverse

a node j ∈ S i.

Finally, observe that ℓ⋆ necessarily only uses edges from E. This follows

from the fact that all edges in E′ \ E have cost greater than D by construction,

and thus any route using at least one such edge is infeasible.

Putting these facts together, if line ℓ⋆ collects value k′ ≤ k then this implies the

existence of a walk of G of cost at most D that has visited k′ groups. Thus any α-

approximation algorithm for the Single Line Problem gives an α-approximation
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for the OGTSP, hence the Ω(log1−ε(n)) lower bound for the Single Line Problem.

□

5.4.2 Hardness of Multiple Transfers

Suppose now that the platform has access to a candidate set of lines, but allows

itself to assign passengers to at most two lines. More specifically, a passenger p

can feasibly be assigned to the following trip options:

1. Travel directly from sp to dp by car;

2. Use a single bus line ℓ ∈ L: for some v1 ∈ rℓ, v2 ∈ rℓ, travel from sp to v1 by

car; join line ℓ at v1 and travel to v2 by bus; travel from v2 to dp by car;

3. Use two intersecting bus lines (ℓ1, ℓ2) ∈ L × L: for some v1 ∈ rℓ1 , v2 ∈

rℓ1
⋂

rℓ2 , v3 ∈ rℓ2 , travel from sp to v1 by car; join line ℓ1 at v1 and travel

to v2 by bus; join line ℓ2 at v2 and travel to v3 by bus; travel from v3 to dp by

car. Figure 5.3 illustrates such a trip. We use Ω(ℓ1,ℓ2),p to denote the set of all

such trips.

Let v(ℓ1,ℓ2),p denote the maximum value passenger p has for all feasible trips

using lines ℓ1 and ℓ2, where rℓ1 and rℓ2 intersect. That is, v(ℓ1,ℓ2),p = max
ω∈Ω(ℓ1 ,ℓ2),p

vp(ω).

If v(ℓ1,ℓ2),p > 0, we say that passenger p is covered by ℓ1 and ℓ2.

We refer to the problem of matching passengers to at most two bus lines as

the Two-Transfer Problem (TTP), which we formally define below.

Definition 83 (Two-Transfer Problem). Given a budget B and costs {cℓ}, the goal is

to find a subset S ⊆ L of budget-respecting lines to open and a feasible assignment of
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v1

v2

v3

s d

ℓ1

ℓ2

Figure 5.3: Assignment of a passenger to a pair of lines. The passenger travels
by car from s to v1. Between v1 and v2, she travels by bus via line ℓ1. At v2 she
travels via line ℓ2 until being dropped off at v3. She completes her trip by car
between v3 and d.

passengers to S which maximizes the system welfare, given by:

∑
p∈P

∑
ℓ∈S

vℓpxℓp +
∑

(ℓ1,ℓ2)∈S×S

v(ℓ1,ℓ2),p x(ℓ1,ℓ2),p

 .
As before, x ∈ {0, 1}N×L is an indicator variable representing the assignment of passen-

gers to lines.

Our next hardness result shows that allowing even two inter-bus transfers

banishes any hope of obtaining a constant-factor approximation for RLPP.

Theorem 84. Under the exponential time hypothesis, the Two-Transfer Problem is hard

to approximate to a ratio better thanΩ
(
n1/(log log(n))c

)
, where c > 0 is a universal constant.

To prove the theorem, we give a reduction from the densest k-subgraph

problem, which admits an approximation lower bound of Ω(n1/(log log n)c
) under

the exponential time hypothesis [155]. Given a graph G = (V, E) and a subgraph

Gs = (Vs, Es) of G, the density of any subgraph Gs is the ratio of number of edges

to the number of nodes in Gs (i.e. |Es |

|Vs |
). Now, the densest k-subgraph is as follows:

Definition 85 (Densest k-subgraph). Given a graph G = (V, E) with n = |V | and

k ∈ [n], the objective is to find a subgraph Gs of G containing exactly k vertices with

maximum density.

163



Note that, for fixed k, finding the subgraph of maximum density is equiva-

lent to finding a subgraph of size k with the maximum number of edges.

Proof of Theorem 84. Given an instance of densest k-subgraph, we build an in-

stance of TTP as follows. For each node i ∈ V , construct a line ℓi, with cℓi = 1

and frequency fℓi large enough to cover all passengers. For every edge (i, j) ∈ E,

define a passenger pi j, and suppose that pi j can only be covered by the pair of

lines (ℓi, ℓ j), with v(ℓi,ℓ j),pi j = 1. That is, pi j has no value associated with a single bus

line. Finally, let B = k.

We first claim that, for any TTP feasible solution of value k′ which opens

k′′ < k lines, one can construct a feasible solution which opens exactly k lines

and has value at least k′. This simply follows from non-negativity of the value

function and the fact that cℓi = 1 for all i. Thus, the platform can always open

k−k′′ more lines until hitting its budget constraint and not decrease the objective,

and it is without loss of generality to only consider feasible solutions that open

exactly k lines.

We complete the proof by noting that a feasible solution of value k′ corre-

sponds exactly to a subgraph of G containing k′ edges (passengers) and k nodes

(lines). Thus, if we had a constant-factor approximation for TTP, then we would

be able to approximate densest k-subgraph within a constant factor. □

Henceforth, we operate under the no inter-bus transfers and candidate set of

lines assumptions.
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5.4.3 Inefficacy of Standard Approximation Techniques

Observe that the ILP formulation of the Real-Time Line Planning Problem bears

a strong resemblance to the Capacitated Facility Location Problem (CFLP), for

which [233] provides a 1 − 1
e approximation algorithm, a guarantee relying on

the underlying submodular structure of CFLP. Our problem crucially differs from

this latter problem, however, in the way capacity is accounted for. Whereas the

number of clients assigned to a location cannot exceed its capacity in CFLP, in

the Real-Time Line Planning Problem the number of passengers assigned to a

bus can exceed its capacity, as passengers may require non-overlapping subpaths

of a bus route. In this section, we show that this simple fact fundamentally

alters the structure of our problem, and as such precludes the use of standard

techniques for submodular function maximization.

Let w : {0, 1}L −→ R denote the social welfare induced by the optimal assign-

ment of passengers to lines, for a given subset of open lines, represented by y.

Formally:

w(y) = max
x

∑
p∈P

∑
ℓ∈L

vℓpxℓp

s.t.
∑
p∈P:
e∈rℓp

xℓp ≤ C fℓ yℓ ∀ ℓ ∈ L, e ∈ rℓ

∑
ℓ∈L

xℓp ≤ 1 ∀ p ∈ P

xℓp ∈ {0, 1} ∀ p ∈ P, ℓ ∈ L

165



Then, we have:

OPT = max
y

w(y)

s.t.
∑
ℓ∈L

cℓyℓ ≤ B

yℓ ∈ {0, 1} ∀ ℓ ∈ L

Proposition 86. w is not submodular.

Proof. Let S denote the set of lines opened under y. With mild abuse of notation,

we use w(S ) to denote the welfare induced by this set of lines.

Consider the setting with three passengers p1, p2, p3, L = {ℓ1, ℓ2, ℓ3}, fℓ =

1∀ ℓ ∈ L and C = 1. The value functions associated with each passenger are

as follows:

vℓ1 =



1 if ℓ = ℓ1

1 if ℓ = ℓ2

0 if ℓ = ℓ3

, vℓ2 =



1 if ℓ = ℓ1

0 if ℓ = ℓ2

1 if ℓ = ℓ3

, vℓ3 =



1 if ℓ = ℓ1

0 if ℓ = ℓ2

0 if ℓ = ℓ3.

Passengers p1 and p2 use disjoint edges of rℓ1 . Passenger p3, on the other hand,

uses the same edges of rℓ1 as p1 and p2. Thus, any feasible assignment of p3 to ℓ1

requires p3 to be its sole passenger.

Let S 1 = {ℓ1}. Then, w(S 1) = 2, achieved by assigning p1 and p2 to ℓ1. More-

over, w(S 1∪{ℓ3}) = 2, by assigning p1 and p2 to ℓ1, or p1 to ℓ1 and p2 to ℓ3. Now, let

S 2 = {ℓ1, ℓ2}. Again, by assigning p1 and p2 to ℓ1, we obtain w(S 2) = 2. Moreover,

w(S 2 ∪ {ℓ3}) = 3, obtained by assigning p1 to ℓ2, p2 to ℓ3 and p3 to ℓ1.

Since S 1 ⊂ S 2 and w(S 1∪{ℓ3})−w(S 1) < w(S 2∪{ℓ3})−w(S 2), w is not submodular.

□

166



Another common approach is to develop an approximation algorithm based

on an LP relaxation of the ILP. Proposition 87 however shows that such an ap-

proach can give strictly worse bounds than the 1 − 1
e benchmark.

Proposition 87. The worst-case integrality gap for (P) is no better than 1
2 .

Proof. Consider passengers p1, p2 and lines ℓ1, ℓ2 such that

vℓ1,p1 = vℓ2,p2 = 1 , vℓ2,p1 = vℓ1,p2 = 0,

with rℓ1 and rℓ2 non-overlapping. Suppose moreover that cℓ1 = cℓ2 = 1, and

B = 2 − ϵ, for some ϵ ∈ (0, 1).

Since the ILP can only open a single line, its optimal value is OPT = 1. An

optimal solution to the LP relaxation of the ILP, on the other hand, is such that

y⋆ℓ1 = 1, y⋆ℓ2 = 1− ϵ, and thus its optimal value is ÔPT = 2− ϵ. Taking ϵ → 0 proves

the claim. □

5.5 Main Result

In this section, we design an approximation algorithm for the Real-Time Line

Planning Problem that achieves at least 1− 1
e − ϵ fraction of the optimal solution

in expectation, and produces a solution whose cost is budget-respecting with

high probability, as the platform’s budget grows large.

Our high-level approach is as follows. We first formulate the Real-Time Line

Planning Problem as a configuration ILP, and solve a conservative LP relaxation

of this latter program, in the sense that it has a stricter budget than the plat-

form’s true budget B. We then use a variant of the rounding scheme developed
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by [95] to produce an approximately feasible integer solution. The key diffi-

culty in such an approach is approximating the exponential-size configuration

LP without incurring too much of a loss. Our main contribution in this respect

is to show that the structure of RLPP allows us to solve it exactly in polynomial-

time by leveraging the additional structure of our problem in the dual space.

Throughout the rest of the section, we defer the proofs of auxiliary facts to Ap-

pendix D.2.

5.5.1 An Exponential-Size Configuration ILP

Consider line ℓ, and let Iℓ denote the family of all feasible assignments of pas-

sengers to ℓ, where a feasible assignment is such that, for all e ∈ rℓ the total

number of passengers using e does not exceed the capacity of the line. We use S

to denote any such assignment in Iℓ. XℓS is the indicator variable representing

whether or not the set of passengers S is chosen for line ℓ. Formally, S ∈ Iℓ

satisfies
∑

p∈S :
e∈rℓp

XℓS ≤ C fℓ for all e ∈ E. Example 88 illustrates this notation.

Example 88. Consider lines ℓ1, ℓ2 and passengers p1, p2, with p1 and p2 using the same

edges of each line. If C = 2, then Iℓi =
{
{p1}, {p2}, {p1, p2}

}
for i ∈ {1, 2}. If C = 1, then

Iℓi =
{
{p1}, {p2}

}
for i ∈ {1, 2}.
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We can now represent RLPP as the following exponential-size program:

P̂ := max
{XℓS }

∑
p∈P

∑
ℓ∈L

∑
S∈Iℓ:
p∈S

vℓpXℓS

s.t.
∑
ℓ∈L

cℓ

∑
S∈Iℓ

XℓS

 ≤ B (5.5)

∑
S∈Iℓ

XℓS ≤ 1 ∀ ℓ ∈ L (5.6)

∑
ℓ∈L

∑
S∈Iℓ:
p∈S

XℓS ≤ 1 ∀ p ∈ P (5.7)

XℓS ∈ {0, 1} ∀ ℓ ∈ L, S ∈ Iℓ

Constraint (5.6) requires that only one set of passengers be chosen for each

line, and Constraint (5.7) ensures that each passenger is only assigned to one

line. If a set of passengers is assigned to line ℓ, that is, if
∑

S∈Iℓ XℓS > 0, then ℓ

is opened and the platform incurs cost cℓ; else, ℓ is not created and no cost is

incurred. Let OPT denote the optimal value of P̂.

5.5.2 Approximating the Exponential-Size ILP

For a given constant ϵ ∈ (0, 1
2 ), Algorithm 7 makes use of the following auxiliary
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configuration LP, which we denote P̂(ϵ).

P̂(ϵ) := max
{XℓS }

∑
p∈P

∑
ℓ∈L

∑
S∈Iℓ:
p∈S

vℓpXℓS

s.t.
∑
ℓ∈L

cℓ

∑
S∈Iℓ

XℓS

 ≤ B(1 − ϵ) (5.8)

∑
S∈Iℓ

XℓS ≤ 1 ∀ ℓ ∈ L (5.9)

∑
ℓ∈L

∑
S∈Iℓ:
p∈S

XℓS ≤ 1 ∀ p ∈ P (5.10)

XℓS ∈ [0, 1] ∀ ℓ ∈ L, S ∈ Iℓ

Let OPT (ϵ) denote the optimal value of P̂(ϵ), and
{
X(ϵ)
ℓS

}
its optimal solution.

Algorithm 7 presents a high-level description of our algorithm.

Algorithm 7 Randomized rounding for RLPP

Input: G = (V, E),P,L,
{
Iℓ

}
ℓ∈L , ϵ ∈ (0, 1

2 )
Output: set of lines to open, passenger assignment to each line

Compute vℓp for all ℓ ∈ L, p ∈ P.
Solve P̂(ϵ).
Rounding: For all ℓ ∈ L, S ∈ Iℓ such that X(ϵ)

ℓS > 0, open ℓ and, independently
for each line ℓ, assign S to ℓ with probability X(ϵ)

ℓS .
Re-assignment: If passenger p is assigned to multiple lines, choose the line
maximizing vℓp. Close all lines for which no passengers are any longer as-
signed.
Aggregation: If there exist open lines ℓ1, ℓ2 such that rℓ1 = rℓ2 = r and fℓ1 , fℓ2 ,
close ℓ1 and ℓ2 and open ℓ′ = (r, fℓ1 + fℓ2). Assign all passengers formerly using
ℓ1 or ℓ2 to ℓ′.

Let ALG denote the expected value of the solution returned by Algorithm 7.

Theorem 89 establishes our main result.

Theorem 89. Algorithm 7 respects the budget in expectation, and is of cost no more

than B with probability at least 1 − e−ϵ
2B/3cmax , where cmax = maxℓ∈L cℓ. Moreover,

ALG ≥
(
1 −

1
e
− ϵ

)
OPT.
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Note that the choice of ϵ trades off between quality of approximation and

feasibility of the rounded solution: as ϵ increases, the solution is exponentially

more likely to be budget-respecting; on the other hand, we lose ϵ-fraction of the

optimum in terms of the approximation guarantee.

To prove Theorem 89, we establish the following facts, which characterize

the loss incurred in each step of the algorithm:

1. OPT (ϵ) ≥ (1 − ϵ)OPT (Proposition 90).

2. P̂(ϵ) can be solved in polynomial time (Theorem 84);

3. the loss from rounding and re-assignment is at most 1
e fraction of the opti-

mal value of P̂(ϵ) (Proposition 93);

4. the aggregation step maintains a feasible assignment of passengers to

lines, and neither increases the cost of the solution nor decreases the ob-

jective (Proposition 94);

5. the cost of the final solution respects the platform’s budget with high prob-

ability (Corollary 96);

We first show that the loss incurred from solving the auxiliary LP is not too

large.

Proposition 90. For all ϵ ∈ [0, 1], OPT (ϵ) ≥ (1 − ϵ)OPT.

Proof. Let {X(0)
ℓS } denote the optimal solution to P̂(0). Observe that {(1 − ϵ)X(0)

ℓS }

is feasible for the problem P̂(ϵ), and that the objective of P̂(ϵ) evaluated at this

feasible solution is:

(1 − ϵ)
∑
p∈P

∑
ℓ∈L

∑
S∈Iℓ:
p∈S

vℓpX(0)
ℓS = (1 − ϵ)OPT (0)
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Observe moreover that P̂(0) corresponds to the LP relaxation of P̂, and thus

OPT (0) ≥ OPT . Chaining these two inequalities together we obtain the fact. □

We next observe that Algorithm 7 is underdetermined as defined. In particu-

lar, it is a priori unclear how, if at all, one can efficiently solve P̂(ϵ) in polynomial

time, or if the best we can hope for is an approximation. Our key contribution is

showing that this can in fact efficiently be done, and as a result the only losses

potentially incurred by the algorithm come from the rounding, re-assignment,

and aggregation steps.

Theorem 91. P̂(ϵ) can be solved in polynomial time.

Proof. Since P̂(ϵ) has an exponential number of variables but only a polynomial

number of constraints (in the number of passengers and lines, and hence in n),

its dual has polynomially many variables, and as such can be solved in polyno-

mial time via the ellipsoid method, assuming access to a polynomial-time separation

oracle [37]. Given this, one can obtain an optimal primal solution by solving the

primal problem with only the variables corresponding to the dual constraints

present when the ellipsoid method has terminated (of which there are polyno-

mially many, since the ellipsoid method only makes a polynomial number of

calls to the separation oracle) [55]. Thus, it suffices to design a separation oracle

which runs in polynomial time.

Let D̂(ϵ) denote the dual of P̂(ϵ), with α, {qℓ}, {λp} the dual variables corre-
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sponding to constraints (5.8), (5.9) and (5.10), respectively. The dual is:

D̂(ϵ) := min
{qℓ},{λp},α

∑
ℓ∈L

qℓ +
∑
p∈P

λp + B(1 − ϵ)α

s.t. qℓ + αcℓ ≥
∑
p∈S

(
vℓp − λp

)
∀ ℓ ∈ L, S ∈ Iℓ

qℓ ≥ 0 ∀ ℓ ∈ L, λp ≥ 0 ∀ p ∈ P, α ≥ 0

For all ℓ ∈ L, let Fℓ denote the polytope defined by the set of constraints:

qℓ + αcℓ ≥
∑
p∈S

(vℓp − λp) ∀ S ∈ Iℓ

It suffices to show that we can design a polynomial time separation algorithm

for the polytope Fℓ. That is, given qℓ, α, and
{
λp

}
, the separation algorithm must

find a violated constraint for Fℓ or certify that all constraints are satisfied. Algo-

rithm 8 formally describes our separation oracle.

Algorithm 8 Separation Algorithm for the Ellipsoid Method
Input: qℓ, α, {λp},Fℓ
Output: violated constraint for Fℓ, or a certification that all constraints in Fℓ are

satisfied
Solve the following LP:

max
{xp}

∑
p∈P

(vℓp − λp)xp

s.t.
∑
p∈P:
e∈rℓp

xp ≤ C fℓ ∀ e ∈ rℓ (5.11)

0 ≤ xp ≤ 1 ∀ p ∈ P.

Let LP-SEP denote its optimal value, and {x⋆p } an optimal solution to this prob-
lem.
If LP-SEP ≤ qℓ + αcℓ, then return that all constraints in Fℓ are satisfied. Else,
return S ⋆ = {p : x⋆p > 0}.

Our separation algorithm solves an LP with polynomially many variables
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and constraints, and as such runs in polynomial time.2 However, correctness

of the algorithm is not immediate: the LP is a relaxation of the set problem

we are interested in, and as such
∑

p

(
vℓp − λp

)
x⋆p ≥ maxS∈Iℓ

∑
p∈S

(
vℓp − λp

)
. If

this inequality was strict, the separation algorithm would incorrectly return that

a constraint has been violated, when in fact all have been satisfied. Observe

that this would only occur if {x⋆p } were fractional; the separation algorithm we

propose, however, is a capacitated variant of the assignment problem, for which

the linear programming relaxation is known to admit an integral solution [33].

Lemma 92 formalizes this high-level intuition, and thus establishes that this

inequality is in fact always tight.

Lemma 92. {x⋆p } is integral. Thus,
∑

p

(
vℓp − λp

)
x⋆p = maxS∈Iℓ

∑
p∈S

(
vℓp − λp

)
.

This then concludes the proof of the fact that P̂(ϵ) is poly-time solvable. □

Proposition 93 establishes the loss incurred from the rounding step, and fol-

lows from [95]. For completeness, we include the proof in Appendix D.2.

Proposition 93. Let ÃLG denote the value of the solution immediately after the re-

assignment step. Then, ÃLG ≥ (1 − 1
e )OPT (ϵ).

We next show that no additional loss is incurred in the aggregation step.

Proposition 94. The aggregation step maintains a feasible assignment of passengers

to lines. Moreover, let ÃLG denote the value of the solution before the final aggregation

step, and let {Ỹℓ} and {Yℓ} respectively denote the indicator variables corresponding to

whether or not a line was opened, before and after the aggregation step; let c(Ỹ) and c(Y)

denote the costs of these respective solutions. Then, ALG ≥ ÃLG, and c(Y) ≤ c(Ỹ).
2We note that, given a dual solution, one can efficiently find a primal solution, as observed

by [55].

174



Proof. The fact that the objective weakly increases after the aggregation step fol-

lows from the fact that ℓ1 and ℓ2 share the same route, and vp(·) is non-decreasing

in the line frequency for all p ∈ P. Moreover, c(Y) ≤ c(Ỹ) follows from subaddi-

tivity of the cost function.

We now argue that a feasible assignment of passengers to lines is maintained

after the aggregation step, i.e., that the bus capacity constraint is not violated for

line ℓ′ = (r, fℓ1 + fℓ2). Let
{
Xℓp

}
and {X̃ℓp} be the indicator variables respectively

denoting the assignment of passengers to lines, after and before the aggregation

step. For all e ∈ r, we have:∑
p:e∈rℓ′ p

Xℓ′p
(a)
=

∑
p:e∈rℓ1 p

X̃ℓ1 p +
∑

p:e∈rℓ2 p

X̃ℓ2 p
(b)
≤ C( fℓ1 + fℓ2),

where (a) follows from the aggregation construction and (b) follows from the

fact that the assignment of passengers to lines before the aggregation step was

feasible by construction, for both ℓ1 and ℓ2. □

To complete the proof of the theorem, we characterize the cost of the solution

returned by Algorithm 7. We defer the proof of Proposition 95 to Appendix D.2.

Proposition 95. The solution returned by Algorithm 7 satisfies the budget constraint

in expectation. Moreover, for all δ ∈ (0, 1], the cost of the solution returned by Algo-

rithm 7 is at most B(1 − ϵ)(1 + δ) with probability at least 1 − e−δ
2(1−ϵ)B/3cmax .

The probabilistic budget guarantee follows from taking δ = ϵ
1−ϵ .

Corollary 96. The cost of the solution returned by Algorithm 7 satisfies the budget

constraint with probability at least 1 − e−ϵ
2B/3cmax .

We complete the proof of Theorem 89 by putting together the facts estab-

lished above.
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Proof of Theorem 89. Corollary 96 establishes the cost characterization.

For the approximation guarantee, putting together Theorem 91 with Propo-

sitions 93, 94 and 90, we obtain that

ALG ≥
(
1 −

1
e

)
OPT (ϵ) ≥

(
1 −

1
e

)
(1 − ϵ)OPT ≥

(
1 −

1
e
− ϵ

)
OPT.

□

5.6 Numerical Experiments

We complement our theoretical results by demonstrating the practical efficacy

of our algorithm on: (i) the Manhattan network, with real passenger data from

for-hire vehicle ride requests, and (ii) a synthetic dataset based on a random

network, designed to minimize any structural advantages.

We compare the solution returned by our algorithm to that of a state-of-the-

art ILP solver, run on problem (P) in Section ??. Note that the ILP solver cannot

directly solve the configuration LP P̂, due to its exponential size. We instead

feed it the natural formulation of the problem (P). To emulate the real-time

constraints on such a policy in practice, we run both our algorithm and the ILP

solver under a strict time budget. All methods were implemented in Python

using the Gurobi solver v9.0 [112]. Computational experiments were run on a

laptop with an Intel I7-4650U processor and 8GB of RAM. Our replication code

is available online.3

3https://github.com/noemieperivier/line_planning
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5.6.1 Practical Implementation

Although the theoretical analysis of our algorithm relies on using the ellip-

soid method for solving the configuration LP, in practice, column generation

is known to be more efficient (despite lacking poly-time guarantees) [73]. Thus,

in our experiments we opt for column generation, where the generation of the

new columns is done using our separation algorithm (Algorithm 8).

Given an instance I of RLPP, and ϵ ∈ (0, 1
2 ), m ∈ N, we proceed as follows:

1. Solve the configuration LP P̂(ϵ) in Algorithm 7 via column generation. Re-

turn the current LP solution once the time budget has been exceeded.

2. Simulate the rounding through re-aggregation steps of Algorithm 7 m

times.

3. Let SB(I) denote the set of all budget-respecting solutions of the m realized

solutions; return the solution of maximum value in SB(I).

We note that this procedure retains our polynomial-time guarantees. More-

over, it benefits from the fact that Step 2 is easily parallelizable. In our experi-

ments, we use ϵ = 0.05 and m = 104.

5.6.2 Experimental Setup and Results: Manhattan Dataset

To test the performance of our algorithm in a realistic setting, we develop a

new dataset for modeling Mobility-on-Demand platforms, based on the Man-

hattan road network. We obtain the network from the publicly available Open-

StreetMap (OSM) geographical data using the OSMnx Python package [39].
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Line inputs. We set the size of the candidate set of lines to be L = 103, and

generate the candidate set based on the skeleton method proposed by [204], by

iteratively choosing four nodes in the graph, uniformly at random, and con-

necting them via shortest path. We also set cℓ to be proportional to the total

travel time between the start and end nodes of line ℓ. We set the bus capacity

C = 30, and assume that all bus routes operate at frequency 1. Note that increas-

ing the frequency of a line is equivalent to duplicating a route of frequency 1 in

our algorithm. In our synthetic experiments (Section 5.6.3) we observe that our

algorithm’s performance improves relative to the ILP solver as the size of the

candidate set of lines increases. Thus, assuming frequency 1 lines only serves as

a lower bound on our algorithm’s performance on the real-world dataset.

Passenger inputs. We use records of for-hire vehicle trips in Manhattan using

the New York City Open Data platform, considering an hour’s worth of trip re-

quests between 5pm and 6pm on the first Tuesday of February, March and April

2018. Our time windows have 9983, 13851, and 12301 trip requests respectively.

We note that the more commonly-used taxicab and rideshare datasets are un-

suitable for our setting, as these datasets are heavily biased towards short trips

(indeed, running our algorithm on this data results in most trips using the car-

only option). In contrast, the for-hire trips are longer, and hence lead to signifi-

cant savings from multi-modal trips.

For each trip, instead of exact pickup and drop-off coordinates, the dataset

provides only origin and destination ‘areas’ (the over 4,000 nodes in the Man-

hattan network are divided into 69 areas). Given the area of an origin or des-

tination, we sample a node in the area from the network uniformly at random.

For each passenger p ∈ P and line ℓ ∈ L, we define the passenger-line value to
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Figure 5.4: Sample line plan generated by our algorithm for the Manhattan net-
work. We consider here the trip requests made on April 3, 2018 from 5pm to
6pm, with B = 3 · 104, L = 103 and β = 3.

be the difference between the time travelled by car when using ℓ and the du-

ration of the direct car trip. Thus, our objective function is proportional to the

total reduction in miles travelled by car in the system. We moreover impose the

constraint that a passenger-line value is only positive if the travel time induced

for the passenger is no more than β times the time of a direct trip by car, and set

this detour factor β = 3.

We run the procedure under a strict time budget of 1200s for each of the

three sets of requests, averaging the solutions returned by the procedure over

these three instances. Let ALG denote the corresponding empirical average. We

also report nILP and nALG, the number of lines respectively opened in the solu-

tions returned by our algorithm and the ILP. Finally, in order to characterize

the rounding loss, we compute the multiplicative gap between the empirical

average of the m = 104 solutions of the rounding process and the value of the

configuration LP P̂(ϵ) at the end of the allotted time. We use η to denote this gap.

We report the results of our experiments in Table 5.2. While the ILP outper-

forms our algorithm for the smallest and largest budgets, our algorithm con-

sistently outperforms the ILP solver for more realistic intermediary budgets,

where the ILP solver is often unable to return a solution within the allotted
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Table 5.2: Numerical results for different budget values. We set L = 103, β = 3.
Bold values indicate the better solution for the corresponding value of B.

B ILP ALG nILP nALG η

104 289,139 279, 364 15 16 0.93
2 · 104 356, 621 509,586 25 27 0.89
3 · 104 — 704,800 — 36 0.87
5 · 104 — 917,683 — 60 0.85

105 — 1,140,700 — 106 0.85
2 · 105 2,859,276 1, 132, 616 242 101 0.85

time. Moreover, the gap η is consistently above 85%, which is a significant im-

provement on the (1 − 1/e) (i.e., 63%) theoretical guarantee. For larger budgets

(i.e., between 105 and 2 · 105), the performance of our algorithm plateaus, as the

column generation process requires more iterations to optimally solve the con-

figuration LP. Our findings thus illustrate the practicality of our algorithm and

relative inadequacy of the ILP for the task of real-time routing at scale.

5.6.3 Experimental Setup and Results: Synthetic Dataset

To complement our experiments on real-world data, we consider a synthetic

dataset and show how the performance of our algorithm depends on the num-

ber of requests and the cardinality of the candidate set of lines, using the ILP as

a benchmark.

Observe that our algorithm relies on the underlying road network solely

through the candidate set of lines L, the line costs {cℓ}, and the passenger-line

values {vℓp}. Thus, it suffices to directly generate these latter sets of inputs, rather

than inheriting them from an underlying structured network. We note that gen-

erating inputs in this manner, rather than running our algorithm on a synthetic
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network, further underscores the strength and generalizability of our scheme,

as its success is not tied to the geometry of any underlying graph.

Line inputs. We generate the candidate set of lines as follows. For each ℓ ∈ L,

we associate Dℓ edges, where Dℓ ∼ Uni f {5, 50}. Moreover, let cℓ = 1∀ ℓ ∈ L. This

implies that a platform with budget B can open at most B lines. Let F denote

the set of possible frequencies with which to operate each bus route. In our first

set of experiments, we let F = {1}. We set the bus capacity C = 30.

Passenger inputs. For each passenger p ∈ P and line ℓ ∈ L, we let rℓp be a

random subset of contiguous edges of rℓ. To model the fact that, in a realistic

network, passengers would not be covered by all lines, we define random vari-

able Zℓp ∼ Ber(0.1) representing whether or not passenger p is covered by line

ℓ. Given Zℓp, we define the passenger-line value as follows:

vℓp =


Uni f [0, 1] if Zℓp = 1

0 otherwise.

Performance metrics. We investigate the performance of this practical proce-

dure along three dimensions: (i) the number of passengers N, (ii) the size of the

candidate set of lines L, and (iii) the platform’s budget B. As before, for both the

ILP and our algorithm, we set a strict time limit of 20 minutes, and compare the

solutions returned by the two schemes at the end of the allotted time.

We run the procedure for 5 randomly-generated instances of line and pas-

senger inputs. Let ALG denote the empirical average of the solution returned.

We report the results of our experiments in Table 5.3. While the ILP out-

performs our algorithm on smaller instances, for larger values of L and N, our
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Table 5.3: Numerical results for budgets B ∈ {20, 40}. Bolded values of ALG indi-
cate that our procedure outperforms the ILP benchmark for the corresponding
L,N, B.

L N B ILP ALG

1, 000 5, 000 20 2363 2173
5, 000 5, 000 20 2098 2171
7, 000 5, 000 20 807 2173

10, 000 5, 000 20 — 2174
5, 000 5, 000 20 2098 2171
5, 000 10, 000 20 — 3498
5, 000 15, 000 20 — 4445

L N B ILP ALG

1, 000 5, 000 40 3671 2744
5, 000 5, 000 40 3686 2743
7, 000 5, 000 40 2750 2754

10, 000 5, 000 40 — 2748
5, 000 5, 000 40 3686 2743
5, 000 10, 000 40 — 4949
5, 000 15, 000 40 — 6691

algorithm consistently outperforms the ILP. As the budget increases from 20 to

40, the ILP outperforms our algorithm for a larger set of values of L and N; how-

ever, there still exists a threshold past which our algorithm outperforms the ILP.

This difference is especially stark when L and N are both very large (we note

that it is reasonable to expect L and N to grow with B): for these large-scale

settings, the ILP does not return any feasible solution in the allotted time.

5.7 Extensions

5.7.1 Relaxing Trip Optimality

In this section, we describe how our algorithm and analysis can be modified

if the trip-optimality assumption (Assumption 2) is relaxed. Specifically, we

no longer assume that passengers must use the trip option which maximizes

their value along that line; the platform must now consider all possible ways in

which a passenger can join each line. We refer to this variant of the problem as

the Generalized Real-Time Line Planning Problem (GRLPP).
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Given line ℓ ∈ L, we define a sub-route of rℓ to be any set of consecutive edges

of rℓ. Let nℓ be the size of the set of all sub-routes of rℓ. We index sub-routes of rℓ

as r(i)
ℓ for i ∈ [nℓ]. Let v(i)

ℓp denote the value associated with passenger p traveling

along sub-route r(i)
ℓ of rℓ. Passenger p can be assigned to any sub-route r(i)

ℓ for

which v(i)
ℓp > 0.

We first define the notion of trip-optimality gap.

Definition 97 (Trip-optimality gap). The trip-optimality gap γ characterizes the

worst-case multiplicative gap between the optimal values of RLPP and GRLPP. For-

mally, let I denote the set of all instances for the Generalized Real-Time Line Planning

Problem. For I ∈ I, OPT (I) and ÔPT (I) respectively denote the value of the optimal

solution to RLPP and GLPP.

γ = sup
I∈I

ÔPT (I)
OPT (I)

.

Proposition 98. The Real-Time Line Planning Problem has unbounded γ.

Proof. Consider the setting where |E| = |P| = n− 1, C = 1, and B is such that only

one line ℓ at frequency 1 can be opened. Let r(n)
ℓ denote the sub-route which uses

all n−1 edges of G, and suppose v(n)
ℓp = 1 for all p ∈ P. Let r(e)

ℓ denote the sub-route

of rℓ which uses a single edge e, and suppose v(e)
ℓp = 1/2 for all e ∈ E, p ∈ P. Then,

under the trip optimality assumption, the Real-Time Line Planning Problem has

optimal value 1 (since all passengers must be served on r(n)
ℓ but C = 1). When

this assumption is relaxed, however, the optimal value is at least n−1
2 , achieved

by having each passenger travel along a different edge. □

An unbounded trip-optimality gap would lead one to think that the more

general, relaxed problem would require a fundamentally different approach
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from that of our algorithm. We however demonstrate the flexibility of our ap-

proach by proving that our algorithm can easily be modified for this setting,

with at most a constant-factor loss.

We first introduce the following notation. Let S i denote a feasible assignment

of passengers to sub-route r(i)
ℓ of line ℓ, for i ∈ [nℓ]. Now, S = (S 1, . . . , S nℓ) denotes

a feasible assignment of passengers to line ℓ. For S to be feasible, {S i} must be

disjoint subsets of P (i.e., a passenger can only be matched to one trip option),

and the number of passengers using edge e of rℓ must not exceed the capacity

of the line. Let Iℓ denote the set of feasible assignments of passengers to ℓ. For

ease of notation, we use p ∈ S if there exists i ∈ [nℓ] such that p ∈ S i.

We can still define an exponential-size configuration ILP for the Generalized

Real-Time Line Planning Problem:

P̂ := max
{XℓS }

∑
ℓ∈L

∑
S∈Iℓ

∑
i∈[nℓ]

∑
p∈S i

v(i)
ℓpXℓS

s.t.
∑
ℓ∈L

cℓ

∑
S∈Iℓ

XℓS

 ≤ B (5.12)

∑
S∈Iℓ

XℓS ≤ 1 ∀ ℓ ∈ L (5.13)

∑
ℓ∈L

∑
S∈Iℓ:
p∈S

XℓS ≤ 1 ∀ p ∈ P (5.14)

XℓS ∈ {0, 1} ∀ ℓ ∈ L, S ∈ Iℓ

We can apply Algorithm 7 to this problem. As before, however, we require a

subroutine which (approximately) solves P̂(ϵ), the auxiliary configuration LP.

In Section A.2.2 we showed that we can solve P̂(ϵ) by applying the ellipsoid

method to the dual problem D̂(ϵ), assuming access to a polynomial-time sepa-
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ration oracle. To this end, we showed that an exact polynomial-time separation

algorithm was within reach due to the structure induced by trip optimality.

We adopt a similar approach for the Generalized Real-Time Line Planning

Problem. Consider the dual of P̂(ϵ), which we denote as before D̂(ϵ):

D̂(ϵ) := min
{qℓ},{λp},α

∑
ℓ∈L

qℓ +
∑
p∈P

λp + B(1 − ϵ)α

s.t. qℓ + αcℓ ≥
∑
i∈[nℓ]

∑
p∈S i

(
v(i)
ℓp − λp

)
∀ ℓ ∈ L, S ∈ Iℓ

qℓ ≥ 0 ∀ ℓ ∈ L, λp ≥ 0 ∀ p ∈ P, α ≥ 0

Recall, for fixed ℓ, given qℓ, cℓ, {λp}, a separation algorithm for D̂(ϵ) either cer-

tifies that qℓ + αcℓ ≥
∑

i∈[nℓ]
∑

p∈S i

(
v(i)
ℓp − λp

)
∀S ∈ Iℓ, or returns S such that this

constraint is violated. This can be done by solving the following combinatorial

optimization problem:

max
S∈Iℓ

∑
i∈[nℓ]

∑
p∈S i

(
v(i)
ℓp − λp

)
.

The following lemma follows from [95].

Lemma 99 ([95]). A β-approximate separation algorithm for D̂(ϵ) implies a β-

approximation for D̂(ϵ).

Thus, given a constant-factor approximation for the separation algorithm,

a constant-factor approximation for the Generalized Real-Time Line Planning

Problem follows.

Corollary 100. LetA be a β-approximate separation algorithm for D̂(ϵ). Then, usingA

as a sub-routine to Algorithm 7 guarantees a
(
(1 − 1

e )β − ϵ
)
-approximation for the Gen-

eralized Real-Time Line Planning Problem that is budget-respecting with probability at

least 1 − e−ϵ
2B/3cmax .
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It suffices to show that such a constant-factor approximation exists. To see

this, we show that the problem of finding a separation algorithm for D̂(ϵ) reduces

to an instance of the Weighted Job Interval Selection problem (WJIS), for which a

1
8 -approximation exists [86]. Establishing this analogy then completes the argu-

ment that we can use our algorithm to obtain a constant-factor approximation

for the Generalized Real-Time Line Planning Problem.

Definition 101 (Weighted Job Interval Selection Problem). Consider a set of n jobs,

m machines, and a set of intervals I of the real line. Each job j is defined by a set of

feasible intervals I j ∈ I in which it can be processed, as well as associated weights

{wi j}i∈I j . The goal is to select a subset of the intervals of maximum weight such that:

(i) at most one interval is selected for each job, and (ii) at any point on the real line, no

more than m jobs can be scheduled.

The analogy between the Generalized Real-Time Line Planning Problem and

the Weighted Job Interval Selection Problem is as follows. Each line ℓ ∈ L cor-

responds to the real line, and sub-route r(i)
ℓ corresponds to an interval i of the

real line. Each passenger p corresponds to a job j, and v(i)
ℓp − λp corresponds to

the weight of processing job j on interval i. The bus capacity C is the number

of machines. Thus, from any feasible solution to WJIS we can construct an as-

signment of passengers to sub-routes {r(i)
ℓ }i∈[nℓ] such that each passenger is only

assigned to one sub-route and the capacity C of a bus on rℓ is nowhere exceeded.

Such an assignment is thus feasible for line ℓ, and any β-approximation for WJIS

also gives us a β-approximate separation oracle for D̂(ϵ).

We briefly note that nℓ is polynomial in n since we’ve assumed that the max-

imum duration (weight) of a route is upper bounded by D, and the edge travel

times are bounded below by a constant τmin > 0. Thus, since Algorithm 7 runs
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in polynomial time for the Real-Time Line Planning Problem, it also runs in

polynomial time for the Generalized Real-Time Line Planning Problem.

5.7.2 Travel Times

We now show that abstracting away notions of travel and clock times is indeed

without loss of generality, and that all results continue to hold for a more realis-

tic, time-centric model.

Let T denote the length of the discrete time window during which the plat-

form must serve the trip requests. A passenger is now defined by her source

and destination nodes sp and dp, as well as the time of her trip request tp. Let

PT denote the set of all passengers. Clearly, |PT | = |P|. In the same vein, a line

is now defined by a route, a frequency, and a start time. Formally, the set of all

possible lines the platform can operate is LT =
{
(r, f , t) | (r, f , t) ∈ R × N × [T ]

}
. In

this case, we have |LT | = T |L|. Given the set of travel times {τi j}, the platform

can pre-compute the bus schedule induced by each line (e.g., if (i, j) ∈ rℓ, and

the bus leaves node i at time t, then it reaches node j at time t + τi j). With slight

abuse of notation, let tℓi denote the time at which line ℓ reaches node i. Then,

the only feasible trip options for passenger p via line ℓ are ω = (sp, i, j, dp) such

that tp + τ
⋆
sp,i
≤ tℓi, where τ⋆sp,i

is the car travel time from sp to i (i.e., the dura-

tion of the shortest path between the two nodes). Given the bus schedule {tℓi}

and the passenger set PT , the platform can then pre-compute the passenger-line

values {vℓp}. The size of each input to Algorithm 7 has increased at most by a

constant factor T . Hence, our algorithm still runs in polynomial time under this

time-sensitive construction.
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5.8 Conclusion

As ride-hailing platforms such as Uber and Lyft expand their range of services

and look to adding high-capacity vehicles such as buses and shuttles to their

fleets, they are faced with the following operational question: Given a set of

dynamically changing trip requests and a fleet of high-capacity vehicles, what is the

optimal set of bus routes and corresponding frequencies with which to operate them?

In this work we provided a partial characterization of the hardness land-

scape of the Real-Time Line Planning Problem by proving that, unless the plat-

form has access to an existing candidate set of lines and passengers can only

travel via one bus line (but are nevertheless allowed to transfer between bus

and car services), the problem is hard to approximate within a constant factor.

Under these assumptions, however, we developed a 1 − 1
e − ϵ approximation

algorithm. We moreover demonstrated its efficacy in numerical experiments

by showing that, when the platform is constrained to short computation times

(which is precisely the case if it wishes to be demand-responsive), then our al-

gorithm outperforms exact methods on state-of-the-art ILP solvers.

This chapter lends itself to a number of natural directions for future work.

From a theory perspective, though we showed that our algorithm can be mod-

ified with at most a constant-factor loss when the trip optimality assumption is

relaxed, existing approximation bounds for the interval scheduling problem are

quite weak. An important area of investigation is whether we can leverage the

additional structure of the Real-Time Line Planning Problem to strengthen the

bounds of existing interval scheduling techniques.
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CHAPTER 6

JOINT PRICING AND NETWORK DESIGN OF SMART TRANSIT

SYSTEMS

6.1 Introduction

Central to the operations of an integrated smart transit system is the ability to

design a system that is consistent with commuter choice. Contrary to vanilla ride-

hailing services, transit systems are characterized by their inherently decentral-

ized nature; that is, rather than being assigned to trips, commuters choose the

mass transit routes that minimize their travel times. In a similar vein, when

faced with hybrid transportation options, commuters will choose the option that

maximizes their net utility, a more meaningful metric than travel times given the

heterogeneity of options along different dimensions, e.g., travel time, comfort,

convenience, and, importantly price. This last aspect is crucial in the success-

ful design of a multimodal system; whereas certain transit systems charge a flat

fare for all trips (e.g., $2.75 for a subway ride in New York City [170]), there

exists a trade-off between simple pricing (such as a flat fare), and trip-specific

pricing, which is potentially more efficient. Thus, the question preoccupying

transit agencies should no longer solely be how to design such a transportation

network, but how to simultaneously price and design this integrated system.

Indeed, recent work by [34] empirically validated the idea that jointly solving

these two problems can lead to substantial gains in system efficiency.

Contents of this chapter are, at the time of writing, under review for publication and pub-
licly available as a preprint [20].
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Though attacking these two problems simultaneously has long been con-

sidered computationally difficult in general, in this chapter we develop a new

framework that demonstrates that pricing and designing a network in the pres-

ence of commuter choice is no harder than simply designing such a network

under non-strategic behavior, for a large family of problem instances.

6.1.1 Summary of Contributions

As in Chapter 5, we consider a model in which a transit agency (henceforth,

the platform) controls a fixed-line service and has access to a fleet of demand-

responsive vehicles (e.g., via a pre-negotiated contract with a ride-hailing ser-

vice, or an in-house fleet of taxis). The platform is faced with a set of non-atomic

passenger flows and offers commuters the choice of a number of ways of trav-

eling between origin and destination nodes: a commuter can travel by bus for

the entirety of the trip (walking to and from the bus stations closest to her origin

and destination); she can use a ride-hailing service for the first and last legs of

her trip, traveling by bus in between; or she can use more complicated combi-

nations of these two travel options. We henceforth refer to these travel options

as travel modes.

A commuter has a valuation for each mode, drawn from a known distribu-

tion. Given the prices set by the platform, she chooses the mode that maximizes

her net utility. The platform, on the other hand, incurs an operating cost for

each mode, as well as a cost to design the transit network (e.g., a fixed cost

for each bus line). The goal of the platform is to determine the optimal set of

modes to display to commuters, prices for these modes, as well as the design of
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the transit network in order to maximize the total welfare of the system, i.e., the

sum of its profit and commuter utilities. We refer to this problem as the Welfare

Maximization Problem.

One of the key hurdles of transit planning is accounting for commuters’

strategic behavior: doing so requires computing equilibria of an underlying

game, a task known to be PPAD-complete in general [68]. Indeed, the vast

majority of existing techniques use computationally intensive iterative meth-

ods based on a bi-level programming formulation to compute the optimal set of

planning decisions that are consistent with commuter choice [177, 239, 220, 181].

Our main methodological contribution in this respect is to show that, when the

transit planner can use pricing as a lever to coordinate commuter choice, joint

pricing and line planning is no harder than vanilla line planning in the pres-

ence of non-strategic behavior. More specifically, we propose a methodological

framework that disentangles the two sources of complexity in the Welfare Max-

imization Problem: (i) designing the transportation network, and (ii) pricing the

trips offered by the platform. The framework tackles the problem in two steps:

1. (Approximately) solve a Centralized Welfare Maximization Problem, i.e.,

a single-level assignment problem that relaxes the commuter choice con-

straints of the original problem.

2. Compute the prices that induce the flows corresponding to this (approxi-

mate) solution.

A priori, not only is it unclear how to compute the prices described in Step 2

above, but it is also not evident that such prices even exist. Our work answers

these two questions in the affirmative for a broad class of commuter valuation
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distributions. We first consider the widely used multinomial logit (MNL) model

of commuter choice, showing that the tractable closed-form expression for com-

muters’ choice probabilities can be inverted to yield the appropriate prices. We

then show that such an approach efficiently computes prices for a much broader

class of continuous valuation distributions, under mild regularity conditions (in

particular, invertibility of the commuter choice probabilities and concavity of

welfare in the quantile space).

A natural next question is whether such an approach — i.e., solving a cen-

tralized problem and computing prices that induce at least as high a welfare —

can be leveraged for the space of discrete valuation distributions. This space of

distributions is of particular interest due to the fact that, in the case of trans-

portation networks, supply costs and constraints are often linear in the decision

variables (e.g., budget, capacity and circulation constraints). Modeling com-

muter valuations by a discrete distribution, in such cases, allows the platform to

leverage the computational sophistication of mixed integer linear programming

solvers, as compared to mixed integer convex programming solvers, which one

would need under continuous valuation distributions. We show that, for ar-

bitrary discrete valuation distributions, the welfare-maximizing prices arise from

the dual of an appropriately chosen linear program. This framework thus has

far-reaching computational implications for pricing and network design in de-

centralized settings: given an efficient (approximation) algorithm for the Centralized

Welfare Maximization Problem, there exists an efficient (approximation) algorithm for

the Welfare Maximization Problem in the presence of commuter choice.

Finally, we demonstrate the practicality of our framework via extensive nu-

merical experiments on a real-world dataset. In particular, we show that, even
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for large-scale settings in which the number of variables variables and con-

straints is on the order of 105, the time required to solve the MILP associated

with the Centralized Welfare Maximization Problem dwarfs that of the linear

program that computes the welfare-maximizing prices. In other words, you

can plan your system and price for “free”. Our framework enables us to explore

the dependence of key platform metrics such as welfare, revenue, and demand

served on the transfer costs incurred by commuters due to first- and last-mile

connections, as well as the per-mile cost a ride-hailing company would charge

the platform for its services.

Discussion. From a modeling perspective, this work distinguishes itself from

the majority of prior works in its focus on maximizing system welfare, rather

than minimizing commuter travel times [34, 41]. When commuters all take the

same mode (e.g., mass transit), travel times are a natural objective to minimize;

however, we argue that this ceases to be the case once hybrid modes — and, as

a result, heterogeneity in factors such as comfort and convenience — are intro-

duced. We also note that the welfare objective we consider subsumes commuter

travel times under the assumption that commuter valuations are a decreasing

function travel times.

Moreover, though this work does not consider the important problem of in-

centivizing ride-hailing services to lend their services to a welfare-maximizing

platform (e.g., a transit agency), the fact that welfare includes the platform’s

profit (and as a result, operating costs incurred from the ride-hailing legs of each

mode) captures the true cost to the ride-hailing firm for serving those rides. In

Section 6.7 we discuss how our framework can also be leveraged to more explic-

itly incorporate revenue considerations by demonstrating its applicability for a
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more general class of objectives which subsumes welfare.

From a methodological perspective, that welfare-maximizing prices can be

expressed given the dual solutions of an appropriately chosen non-strategic

problem is a well-known concept in the economics literature. Our main con-

tribution is to show that this equivalence can be exploited in a wide variety of

transportation-related problems (and specifically for multimodal optimization),

in addition to welfare being a meaningful practical objective.

6.1.2 Chapter Organization

In Section 6.2, we survey relevant literature. We then present the basic model

and define the Welfare Maximization Problem in Section 6.3. In Section 6.4, we

develop intuition for our main approach by solving the pricing problem un-

der MNL commuter choice, and extend this result to continuous valuation dis-

tributions, under mild conditions. We then build upon this basic approach in

Section A.2.2 and present our pricing framework for the setting of discrete val-

uation distributions. In Section 6.6 we demonstrate the framework’s applicabil-

ity via numerical experiments on a real-world dataset. Finally, in Section 6.7 we

show how our framework can heuristically be leveraged to incorporate revenue

considerations.

6.2 Related Work

Line planning and commuter choice. Much of the work on finding the

optimal set of lines (i.e., bus routes and frequencies) subject to commuter
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choice, with the objective of minimizing some function of passenger waiting

times and transit operator costs, has relied on bi-level programming formula-

tions [64, 240, 238, 177, 239, 220, 181]. Such formulations are typically well-

suited for decentralized settings in which strategic agents respond myopically

to the decisions made by a principal (e.g., the transit agency, in our setting). The

iterative algorithms developed for this problem have an ‘upper level,’ which

finds the optimal set of lines given passenger demand, and a ‘lower level,’

which finds the induced passenger demand, given the lines returned by the

upper level. Though bi-level optimization is known to be strongly NP-hard in

general [116], [96] show that, under the partial cooperation assumption (i.e., the

principal is allowed to choose among agents’ optimal decisions), the bi-level

network design problem with the objective of minimizing passenger waiting

times can be cast as a non-linear single-level problem via KKT conditions, and

then approximately solved via linearization tricks. From a technical perspec-

tive, our work is most similar in spirit to this latter paper in its reliance on linear

programming duality to reduce the decentralized pricing problem to a central-

ized pricing problem.

Pricing and commuter choice. Our work is technically closely related to that

of [232], who considers a similar problem from the perspective of a ride-hailing

service offering multiple modes. The key insight of this work is that, when the

multinomial logit model is used to model passenger choice, the firm’s problem

can efficiently be solved by formulating it as an equivalent resource allocation

problem. We generalize this work with respect to the MNL model by (i) consid-

ering the line planning and assortment optimization problem, and showing that

one can still obtain (approximately) optimal prices, assuming oracle access to a

195



feasible solution of the associated centralized problem, and (ii) showing that

these insights extend to a broader class of continuous valuation distributions.

We moreover differ from this work by considering arbitrary discrete valuation

distributions and showing that dual-based pricing is optimal for this setting.

Joint pricing and frequency-setting of transportation networks. This chap-

ter joins a small line of work that considers the problem of joint pricing and

frequency-setting of transportation networks. [211] proposes a bi-level pro-

gramming model to find the set of profit-maximizing fares and frequencies,

though this work does not consider multimodal options. [34] considers the

problem of pricing and frequency setting in order to minimize system wait time

in mass transit networks under a MNL choice model. In order to handle the

non-convexity induced by the passengers’ demand function, they propose a

first-order method that solves a series of locally linear approximations. Our

work shows that, in the case of the MNL model, this non-convexity in the prices

is a red herring; as long as the problem is concave in the quantile (i.e., the assign-

ment) space — which we show it is in the case of the welfare objectives — the

pricing aspect of the problem can be solved exactly.

6.3 Preliminaries

We model the transportation network as a directed weighted graph G = (V, E),

with |V | = n nodes corresponding to pickup and dropoff locations, and edges

representing roads between nodes. We first present the supply and commuter

choice models in complete generality, and illustrate specific settings subsumed
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by the general model we consider in Section 6.3.2.

6.3.1 General Model

Supply model. A single mobility provider (henceforth, the platform) op-

erates the network, and controls a fleet of demand-responsive vehicles, as

well as a fixed-line, mass-transit service. The platform presents commuters

with a menu of possible ways to travel between their origin and destina-

tion nodes: a commuter can complete her trip entirely by transit (with po-

tential walking for first-last mile), or via a hybrid combination of demand-

responsive and fixed-line legs. We emphasize that, in the model we consider,

the transit agency has pre-negotiated access to the demand-responsive vehi-

cles. This is consistent with some of the agreements between transit agen-

cies and transportation network companies (TNCs) for first-last-mile connec-

tions. Formally, given origin-destination pair (s, t), a hybrid trip option m

(henceforth referred to as a ‘mode’) is defined by a sequence of trip segments(
(s, i1), (i2, i3), . . . , (ik, t) | i1, . . . , ik ∈ Vk

)
, and the service (e.g., transit operating at

a certain frequency, or demand-responsive option) associated with each seg-

ment. Let Mst denote the set of all possible modes that can feasibly complete

an (s, t) trip, with M =
{
Mst | (s, t) ∈ V2

}
. In general, Mst can be exponentially

large. However, for many applications, it is typically assumed that the platform

has access to a polynomially sized subset of these modes. We make this latter

assumption throughout the remainder of the chapter.

Assumption 10. |Mst| is polynomial in n.

We discuss the motivation behind Assumption 10 for the specific transit ap-
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(a) Hybrid option 1 (b) Hybrid option 2

Figure 6.1: Example of a transit network with a single bus line ℓ (marked in
orange) and a single (s, t) commuter. The commuter can use one of the two
hybrid modes comprising a bus segment, and first- and last-mile car segments.

plication we consider in Section 6.3.2. Figure 6.1 provides a simple illustration

of two modes available to a commuter traveling from s to t.

We use cm to denote the cost incurred by the platform for a trip completed

via mode m. This cost could include, for example, the cost of compensating the

ride-hailing service for the trip (pre-negotiated as part of a contract), as well as

the mass transit operating costs associated with the mode.

We moreover assume that all commuters with the same origin and destina-

tion nodes are shown the same set of modes, and that the platform has an upper

bound on the number of modes it wishes to display to commuters. Let k ∈ N

denote this upper bound.

Commuter choice model. We consider a large-market, fluid scaling of the

demand-side of the system. That is, each pair of nodes (s, t) ∈ V2 is associ-

ated with a non-atomic mass (or flow) of commuters seeking to travel from s to t

(henceforth referred to as (s, t) commuters). Let λst ∈ R+ denote the flow of (s, t)

commuters. An (s, t) commuter has valuation Vm for mode m ∈ Mst, drawn from

a known distribution Fst with support V ⊆ R|Mst |. Let Vst = (Vm)m∈Mst
. Exam-
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ple 102 illustrates the generality of the valuation abstraction, and how it allows

the platform to model broad heterogeneity in commuters’ travel preferences.

Example 102. Consider an (s, t) commuter, whose valuation for mode m is given by:

Vm = αst + βsttcar
m + γstttransit

m + ϵ

where ϵ ∼ N(0, 1), tcar
m denotes the duration of the trip from s to t completed by car,

and ttransit
m denotes the duration completed by mass transit. Here, αst ∈ R+ represents

the commuter’s base valuation for completing the trip, and βst ∈ R, γst ∈ R respectively

represent the value the commuter places on the relative convenience of a car and the

sustainability of transit.

Given a set of displayed modes and their corresponding prices, commuters

choose the mode m that maximizes their utility Vm − pm; if their utility is neg-

ative for all displayed modes, the commuter opts out of the marketplace. We

assume that commuters break ties in favor of the platform, a commonly-made

assumption in the literature known as partial cooperation [71, 35, 96]. We more-

over note that, in theory, commuters could deviate from the mode they have

chosen (e.g., by getting on one bus line instead of another, if both bus lines get

them to the same destination). We preclude such deviations (also referred to

as ‘self-constructed’ modes) from the model, an assumption that is practically

implementable via, e.g., trip-specific tickets.

Before discussing the platform’s network design constraints, we introduce

some useful notation. Let xm(Vst,p) denote the probability that a commuter

with valuation vector Vst chooses m given price menu p, with xst(Vst,p) =(
xm(Vst,p)

)
m∈Mst

. It will often instead be convenient to reason with respect to the

total flow of (s, t) commuters choosing mode m, given valuations Vst and prices p.
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Let ϕm(Vst,p) = λstxm(Vst,p), and ϕst(Vst,p) =
(
ϕm(Vst,p)

)
m∈Mst

. For ease of nota-

tion, we will at times suppress the dependence of ϕ on V,p.

Network design constraints. Let y ∈ {0, 1}M be the indicator vector represent-

ing the set of modes displayed to commuters, and z be the platform’s network

design-related decisions. We will also refer to z as the supply decisions (e.g., the

set of routes and corresponding frequencies to operate). Given a set of supply

decisions z, we let C(z) denote the total cost incurred by the platform to provide

this supply, and assume that C is convex in z. (Though this latter assumption

is not necessary for our results to hold, it is important in terms of the computa-

tional tractability of the problem we will present in the next section.)

The platform has a set of network design-related constraints coupling supply

and flow of demand. We let N denote this constraint set (also referred to as the

feasible region), with

N =

{ (
E[ϕ], y, z

)
| gi

(
E[ϕ], y, z

)
≤ 0∀ i ∈ [N1], h j

(
E[ϕ], y, z

)
= 0∀ j ∈ [N2]

}
for some collection of functions {gi}i∈[N1], {h j} j∈[N2], where N1 ∈ N,N2 ∈ N. Here,

the expectation is taken with respect to the valuation distributions {Fst}(s,t)∈V2 .

In the remainder of the chapter, we operate under the following assumption

regarding the constraint set N .

Assumption 11. For i ∈ [N1], j ∈ [N2], there exist collections of constants {αmi}m∈M,

{βm j}m∈M, as well as convex functions g′i(y, z) and h′j(y, z) such that:

gi(E[ϕ], y, z) =
∑

m

αmiE[ϕm] + g′i(y, z)

h j(E[ϕ], y, z) =
∑

m

βm jE[ϕm] + h′j(y, z).
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Table 6.1: List of frequently-used notation

Symbol Definition

Mst set of all possible modes between s and t
Vst (random) vector of valuations of an (s, t) commuter for

modes m ∈ Mst

xm(Vst,p) probability an (s, t) commuter with valuations Vst chooses
mode m, given p

ϕm(Vst,p) flow of (s, t) commuters with valuations Vst choosing
mode m, given p

z platform’s supply decisions
y set of displayed modes
C(z) cost of supply decisions
k upper bound on number of modes the platform can display
N network design constraint set

Assumption 11 states that the functions defining the feasible region are ad-

ditively separable across E[ϕ] and (y, z), as well as linear in E[ϕ]. In practice,

this assumption is indeed quite general; we provide examples of practical set-

tings for which it holds in Section 6.3.2. In particular, we will see that, though

Assumption 11 only requires the constraint set to be convex in z, in practice

real-world network design constraints faced by the platform tend to be linear.

Table 6.1 summarizes the most frequently-used notation in this chapter.

The Welfare Maximization Problem. We next introduce the platform’s opti-

mization problem. To do so, we begin by formally defining the notion of welfare.

Definition 103 (Welfare). Given a set of displayed modes y, a price vector p for these

modes, and supply decisions z, the welfare W of the platform is the sum of the expected

commuter utilities and platform profit. Formally:

W =
∑
(s,t)

λstE

 ∑
m∈Mst

(Vm − cm)xm(Vst,p)

 −C(z).
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We now formally define the platform’s Welfare Maximization Problem.

Definition 104 (Welfare Maximization Problem). The Welfare Maximization Prob-

lem is defined by a graph G; commuter flows {λst}(s,t)∈V2 and valuation distributions

{Fst}(s,t)∈V2 ; a cost function C(·) associated with the supply decisions; an upper bound k

on the number of modes displayed to commuters; and a feasible region N . The objective

is to determine the modes to display y, prices for each mode p, and make a set of supply

decisions z such that the platform’s welfare is maximized and:

1. at most k modes are displayed for each (s, t) pair, and

2. (E[ϕ(V,p))], y, z) ∈ N .

Formally, the platform’s optimization problem is given by the following

(possibly infinite-dimensional) bi-level program:

max
p,y,z

∑
(s,t)

E

 ∑
m∈Mst

(Vm − cm)ϕm(Vst,p)

 −C(z) (P)

s.t. xst(Vst,p) ∈ arg max
x′

 ∑
m:ym=1

(Vm − pm)x′m
∣∣∣ ∑

m

x′m ≤ 1, x′m ≥ 0 ∀m


∀ (s, t) ∈ V2,Vst ∈ V

|Mst | (6.1)∑
m∈Mst

ym ≤ k ∀ (s, t) ∈ V2 (6.2)

(E[ϕ(V,p)], y, z) ∈ N , ym ∈ {0, 1} ∀m ∈ M

Let OPT denote the optimal value of (P). Here, Constraint (6.1) encodes

commuters’ utility maximization problem, and Constraint (6.2) ensures that at

most k modes are displayed to commuters, for each origin-destination pair.

We conclude the section with a set of concrete supply models that fit within
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the general model described above, as well as the Welfare Maximization Prob-

lem induced by each of these models.

6.3.2 Special Cases

Our first example models a platform that operates a fleet of buses and contracts

with a ridehailing company to provide first- and last-mile car rides, where these

rides can also be shared (e.g., allowing for both UberX and UberPool options in

the set of available modes, as well as bikes, scooters, etc.).

Example 105. Let κ ∈ N denote the fixed capacity of a bus. A bus route is a fixed

sequence of consecutive edges of G, said to be served at frequency f ∈ {0, 1, . . . , F} if

f buses are operated on the route throughout the time window of interest, with F ∈ N.

We define a bus line ℓ to be a combination of a bus route rℓ and an associated frequency

fℓ, and let L =
{
(r, f )|(r, f ) ∈ R × [F]

}
, with L = |L|.

Let Lm denote the set of lines used by m, and Em the set of edges of m traversed by

the lines in Lm. Finally, we let cℓ ∈ R+ denote the fixed cost of opening line ℓ, assumed

to be increasing in fℓ.

In this case, the platform’s supply decision z is the set of bus lines to operate, and the

constraint it seeks to enforce is that the bus capacity is not exceeded on any given edge
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of its route. Thus, the Welfare Maximization Problem for this model is:

max
p,y,z

∑
(s,t)

E

 ∑
m∈Mst

(Vm − cm)ϕm(Vst,p)

 −∑
ℓ∈L

cℓzℓ (P)

s.t. xst(Vst,p) ∈ arg max
x′

 ∑
m:ym=1

(Vm − pm)x′m
∣∣∣ ∑

m

x′m ≤ 1, x′m ≥ 0 ∀m


∀ (s, t) ∈ V2,Vst ∈ V

|Mst |∑
(s,t)

∑
m∈Mst:
ℓ∈Lm,
e∈Em

E[ϕm(Vst,p)] ≤ κ fℓ zℓ ∀ℓ ∈ L, e ∈ rℓ (6.3)

∑
m∈Mst

ym ≤ k ∀ (s, t) ∈ V2

ym ∈ {0, 1} ∀m ∈ M, zℓ ∈ {0, 1} ∀ ℓ ∈ L

where C(z) =
∑
ℓ∈L cℓzℓ, and Constraint (6.3) enforces the capacity constraint for buses.

For this setting, the assumption that |Mst| is polynomial in n (Assumption 10)

would follow from the fact that the platform typically has access to a polynomial-size

candidate set of lines, and sets a constant upper bound on the number of buses a passen-

ger can take for any given trip [180].

Though Example 105 models a situation in which the platform contracts out

the ridehailing trips to create hybrid modes, our general model also subsumes

a setting in which the platform operates both a fleet of buses and a fleet of unit-

capacity vehicles (cars). Example 106 formalizes such a model.

Example 106. In this setting, as in Example 105 the platform must decide the set of

lines to operate, denoted by z′ ∈ {0, 1}L, as well as make a set of empty-vehicle rebal-

ancing decisions to satisfy the demand for car trips. Unlike in Example 105, however,

we assume the model is limited to a single car service, à la UberX. We use ηi j ∈ R+ to

denote the rebalancing rate between nodes i and j, and let ci j ∈ R+ be the cost per unit of
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rebalancing. Moreover, for m ∈ M let Tm denote the set of source and destination nodes

(also referred as terminal nodes) for the car segments of mode m.

In this case, the platform welfare is given by:

W =
∑
(s,t)

E

 ∑
m∈Mst

(Vm − cm)ϕm(Vst,p)

 −∑
ℓ∈L

cℓz′ℓ −
∑

(i, j)∈V2

ci jηi j,

and the constraint set N is identical to that of Example 105, with the additional con-

straint that the flow of unit-capacity vehicles must form a valid circulation, i.e.,

∑
j

ηi j +
∑
(s,t)

∑
m∈Mst:
(i, j)∈Tm

E[ϕm(Vst,p)]

 =
∑

j

η ji +
∑
(s,t)

∑
m∈Mst:
( j,i)∈Tm

E[ϕm(Vst,p)]

 ∀ i ∈ [n]

Additional practical constraints. In addition to the basic capacity and circu-

lation constraints presented in the examples above, the platform may be inter-

ested in incorporating the following constraints in N :

• a budget constraint for the fixed costs for opening lines and operating each

mode: ∑
ℓ

cℓz′ℓ +
∑
(s,t)

∑
m∈Mst

cmE[ϕm(Vst,p)] ≤ B, B ∈ R>0

• an upper bound N ∈ N on the number of buses:∑
ℓ

τℓ fℓ z′ℓ ≤ N,

where τℓ ∈ R>0 represents the time required for a bus to complete route rℓ.

6.4 Warmup: Multinomial Logit Commuter Choice

As motivation for our main result, we consider the setting in which commuter

choices are governed by a discrete-choice model typically used in the trans-
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portation and revenue management literature: the multinomial logit model [159].

Under this model, an (s, t) commuter has valuation Vm = vm + ϵ for mode m,

where vm is a deterministic base valuation, and ϵ is a Gumbel-distributed ran-

dom variable with location 0 and scale 1.

Let qm(p) denote the ex-ante probability an (s, t) commuter chooses mode m

given prices p, i.e., qm(p) = E[xm(Vst,p)], and q(p) =
(
qm(p)

)
m∈M. We will equiva-

lently refer to these probabilities q(p) as quantiles, given by:

qm(p) =
evm−pmym

1 +
∑

m′∈Mst
evm′−pm′ym′

. (6.4)

Moreover, the ex-ante expected utility an (s, t) commuter obtains from her choice

of mode is given by:

U = Q + log

1 + ∑
m∈Mst

evm−pmym

 ,
where Q is the Euler-Mascheroni constant [159]. Thus, given prices p, supply

decisions z and displayed modes y, the welfare under the MNL model is:

W =


Q

∑
(s,t)

λst

 +∑
(s,t)

λst log

1 + ∑
m∈Mst

evm−pm ym

︸                                                    ︷︷                                                    ︸
(a)


+


∑
(s,t)

λst

∑
m∈Mst

(pm − cm) ·
evm−pm ym

1 +
∑

m′∈Mst
evm′−pm′ ym′

−C(z)︸                                                                 ︷︷                                                                 ︸
(b)


, (6.5)

where (a) is the sum of commuter utilities across all (s, t) origin-destination

pairs, and (b) is the platform’s total profit.

Though the above expression is non-convex in the prices p, the closed-form

expressions for the commuter choice probabilities render the MNL model at-

tractive for the purposes of modeling commuter choice; indeed, the bi-level
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program (P) reduces to the following single-level optimization problem:

max
p,y,z

∑
(s,t)

λst log

1 + ∑
m∈Mst

evm−pm ym

 +∑
(s,t)

λst

∑
m∈Mst

(pm − cm)qm(p) −C(z)

(MNL-P)

s.t. qm(p) =
evm−pmym

1 +
∑

m′∈Mst
evm′−pm′ym′∑

m∈Mst

ym ≤ k ∀ (s, t) ∈ V2

(E[ϕ(V,p)], y, z) ∈ N , ym ∈ {0, 1} ∀m ∈ M

As noted above, this problem is highly non-convex. We show however that

welfare under the MNL model is closely related to the Shannon entropy. With

slight abuse of notation, we letMst(y) denote the set of modes displayed to (s, t)

commuters, given y. We defer the straightforward proof of this proposition to

Appendix E.1.

Proposition 107. Given prices p, displayed modes y and supply decisions z, the system

welfare is given by:

W = Q

∑
(s,t)

λst

 +∑
(s,t)

λst

 ∑
m∈Mst(y)

(vm − cm)qm(p)

 −∑
(s,t)

λst

 ∑
m∈Mst(y)

qm(p) log qm(p)


−

∑
(s,t)

λst

1 − ∑
m∈Mst(y)

qm(p)

 log

1 − ∑
m∈Mst(y)

qm(p)

 −C(z).

(Here, 0 log 0 is taken to be 0.)

For (s, t) ∈ V2, let gst(q) = −
∑

m∈Mst(y) qm log qm−
(
1 −

∑
m∈Mst(y) qm

)
log

(
1 −

∑
m∈Mst(y)

qm

)
.

gst(q) is the entropy of the random variable representing an (s, t) commuter’s

mode choice. We will leverage the fact that the entropy of a random variable is

concave in the associated probability mass function q [67] for our framework.
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6.4.1 Solving a Decentralized Problem via a Centralized As-

signment Program

As a first step toward building a solution for the Welfare Maximization Prob-

lem, we consider an alternative problem: the Centralized Welfare Maximization

Problem. At a high level, the Centralized Welfare Maximization Problem relaxes

the assumption that welfare-optimal solutions must be implemented via pric-

ing; rather, it considers a ‘centralized’ world in which the platform can assign a

commuter to the mode of its choosing. Otherwise said, commuters have no choice

in the Centralized Welfare Maximization Problem.

Definition 108 (Centralized Welfare Maximization Problem). The Centralized

Welfare Maximization Problem is defined by a graph G; commuter flows {λst}(s,t)∈V2

and valuation distributions {Fst}(s,t)∈V2 ; a cost function C(·) associated with the supply

decisions; an upper bound k on the number of modes displayed to commuters; and a fea-

sible regionN . The objective is to make a set of supply decisions, determine the modes to

display, and an assignment of passenger flows to modes such that the platform’s welfare

is maximized and:

1. at most k modes are displayed for each (s, t) pair, and

2. (E[ϕ], y, z) ∈ N .

We emphasize that the Centralized Welfare Maximization Problem is not a

pricing problem, and thus q is an independent decision variable, rather than a func-

tion of a price vector p.

Formally, the Centralized Welfare Maximization Problem can be formulated
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as the following Mixed Integer Convex Program (MICP):

max
q,y,z

∑
(s,t)

λst

 ∑
m∈Mst

(vm − cm)qm

 −∑
(s,t)

λst

 ∑
m∈Mst

qm log qm


−

∑
(s,t)

λst

1 − ∑
m∈Mst

qm

 log

1 − ∑
m∈Mst

qm

 −C(z) (MNL-CP)

s.t.
∑

m∈Mst

qm ≤ 1 ∀ (s, t) ∈ V2

qm ≤ ym ∀m ∈ M∑
m∈Mst

ym ≤ k ∀ (s, t) ∈ V2

(E[ϕ], y, z) ∈ N , qm ≥ 0 ∀m ∈ M, ym ∈ {0, 1} ∀m ∈ M

Our key insight is that, given any feasible solution to MNL-CP, there exists

a set of prices which implement a decentralized solution without any loss to the

objective. Otherwise stated, pricing and designing a network in the presence of

strategic behavior is no harder than simply designing the network with obedi-

ent, non-strategic commuters.

Proposition 109. Suppose the platform has access to an oracle O that returns a feasible

solution
(
qO, yO, zO

)
to the Centralized Welfare Maximization Problem. Let WO denote

the objective value of MNL-CP corresponding to this solution. Define prices pA as

follows:

pAm = vm − log

 qOmyOm
1 −

∑
m′∈Mst

qOm′y
O
m′

 ∀ (s, t) ∈ V2,m ∈ Mst,

and let WA denote the system welfare induced by
(
pA, yO, zO

)
. Then, the following holds:

1. the commuter choice probabilities induced by pA are feasible for MNL-P, and

2. WA = WO.
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Proof. The result follows from the fact that there is a one-to-one correspondence

between prices and quantiles under the MNL model. As a result, pA precisely

induces qO (and thus is feasible), and the platform incurs no loss in welfare. □

Observe that MNL-CP is an upper bound to MNL-P (this simply follows

from the fact that, for any feasible solution p to MNL-P, q(p) is feasible to MNL-

CP). We then obtain the following corollary of Proposition 109.

Corollary 110. SupposeO is an α-approximation algorithm for the Centralized Welfare

Maximization Problem. Then WA, the system welfare induced by
(
pA, yO, zO

)
, where

pA is defined as in Proposition 109, is an α-approximation for MNL-P.

Proposition 109 establishes that optimizing for welfare under the MNL

choice model is equivalent to optimizing welfare without choice, via an entropic

regularizer. Such an equivalence has been observed in many other fields (see,

e.g., [173]). Within the context of transportation, this equivalence was observed

for the special case of revenue maximization by [232]. Our contribution here is

to demonstrate how this equivalence can be used in a more principled and gen-

eral way, in addition to motivating the centralized pricing framework proposed

in the following section.

The above insight does not simply hold for the MNL discrete choice model.

Proposition 111 establishes that, under mild regularity conditions, it extends to

the entire space of continuous valuation distributions.

Proposition 111. Suppose that, for (s, t) ∈ V2, Fst is such that:

1. qst(p) is efficiently invertible, and

2. the welfare W is concave in the quantile space q =
(
qst

)
(s,t)∈V2 .
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Then, given an oracle O that produces a feasible solution (qO, yO, zO) to the Central-

ized Welfare Maximization Problem, prices pA = p−1(qO) induce a feasible flow, and

moreover WA = WO.

We omit the proof of this fact, as it is identical to that of Proposition 109.

Having established minimal conditions for the use of this centralized pricing

framework within the space of continuous valuations, a natural next step is to

see whether this can be extended to the space of discrete valuation distributions.

Discrete valuation distributions are particularly attractive from a computational

perspective due to the fact that, as illustrated by Examples 105 and 106, in real-

world settings the Welfare Maximization Problem (P) tends to be linear in the

supply decisions z. Thus, modeling commuters’ valuations via discrete distri-

butions would allow the platform to formulate the Centralized Welfare Maxi-

mization Problem as mixed integer linear program, for which existing solvers

outperform MICP solvers [149].

6.5 Main Result

In this section we show how to leverage a similar approach — i.e., obtaining

prices via a single-level centralized problem in the assignment space — for the

space of arbitrary discrete valuation distributions. We first introduce some nota-

tion.

Notation. A commuter is associated with a discrete type θ defined by her origin-

destination pair, as well as a valuation profile vθ = (vθm)m∈Mst
for the available
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modes, with vθ ∈ V. We let λθ denote the total flow of type θ commuters,

and define Θ to be the set of all commuter types. We use xθm(p) to denote the

probability that a type θ commuter chooses mode m given price menu p, with

xθ(p) =
(
xθm(p)

)
m∈Mst

. Moreover, let ϕθm(p) = λθxθm(p) denote the total flow of

type θ commuters choosing mode m. For ease of notation, in the remainder of

the chapter we often omit the dependence of the set of modes on the origin-

destination pair (s, t), with it being clear from context that vθm = 0 for m < Mst

for (s, t) commuters of type θ.

Welfare is now given by:

W =

∑
θ∈Θ

λθ
∑

m

(vθm − cm) xθm(p)

 −C(z).

For completeness, we re-write the Welfare Maximization Problem for the

discrete valuation setting:

max
p,y,z

∑
θ∈Θ

∑
m

(vθm − cm) ϕθm(p) −C(z)

s.t. ϕθm(p) = λθxθm(p) ∀ θ ∈ Θ,m ∈ M

xθ(p) ∈ arg max
x′

 ∑
m:ym=1

(vθm − pm)x′m
∣∣∣ ∑

m

x′m ≤ 1, x′m ≥ 0 ∀m

 ∀ θ ∈ Θ

∑
m∈Mst

ym ≤ k ∀ (s, t) ∈ V2

(
E[ϕ(p)], y, z

)
∈ N , ym ∈ {0, 1} ∀m ∈ M

6.5.1 Pricing via Linear Programming Duality

Recall, in the MNL setting, given a feasible flow to MNL-CP, we immediately

obtained the prices implementing a welfare at least as high by inverting com-
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muters’ choice probabilities. Unfortunately, for arbitrary discrete valuation dis-

tributions, existence of such an inverse is not guaranteed. We next present an

algorithm which shows that invertibility is in fact not necessary to obtain equiv-

alent prices. As in the MNL setting, consider the Centralized Welfare Maximiza-

tion Problem for discrete valuations:

max
ϕ,y,z

∑
θ∈Θ

∑
m

(vθm − cm) ϕθm −C(z) (CP)

s.t.
∑

m

ϕθm ≤ λθ ∀ θ ∈ Θ

∑
θ∈Θm

ϕθm ≤ ym

∑
θ∈Θm

λθ

 ∀m ∈ M (6.6)

∑
m∈Mst

ym ≤ k ∀ (s, t) ∈ V2

(
E[ϕ], y, z

)
∈ N , ϕθm ≥ 0 ∀ θ ∈ Θ,m ∈ M, ym ∈ {0, 1} ∀m ∈ M

where Θm denotes the set of types for whom mode m is available. Here, Con-

straint (6.6) enforces that the set of commuters Θm who can feasibly take mode

m to complete their trip cannot be assigned to m unless it is displayed.

Recall, the network design feasible region N is defined by the following set

of constraints:

∑
m

αmi

∑
θ

ϕθm

 + g′i(y, z) ≤ 0 ∀ i ∈ [N1]

∑
m

βm j

∑
θ

ϕθm

 + h′j(y, z) = 0 ∀ j ∈ [N2].

Observe moreover that, given the modes displayed y and the set of supply

decisions z, what remains of (CP) is a linear program in ϕ, solvable in polyno-
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mial time. We formally define this subproblem, denoted by SP(z, y):

max
ϕ

∑
θ∈Θ

∑
m

(vθm − cm) ϕθm (SP(z, y))

s.t.
∑

m

ϕθm ≤ λθ ∀ θ ∈ Θ (6.7)

∑
θ∈Θm

ϕθm ≤ ym

∑
θ∈Θm

λθ

 ∀m ∈ M (6.8)

∑
m

αmi

∑
θ∈Θm

ϕθm

 + g′i(y, z) ≤ 0 ∀ i ∈ [N1] (6.9)

∑
m

βm j

∑
θ∈Θm

ϕθm

 + h′j(y, z) = 0 ∀ j ∈ [N2] (6.10)

ϕθm ≥ 0 ∀ ℓ ∈ L

Our algorithm makes use of the dual of SP(z, y), given by:

min
u,γ,µ,ν

∑
θ∈Θ

λθuθ +
∑

m

γmym

∑
θ∈Θm

λθ

 − ∑
i∈[N1]

µig′i(y, z) −
∑
j∈[N2]

ν jh′j(y, z) (D-SP(z, y))

s.t. uθ ≥ vθm − cm − γm −
∑

i∈[N1]

αmiµi −
∑
j∈[N2]

βm jν j ∀m ∈ M, θ ∈ Θm (6.11)

uθ ≥ 0 ∀ θ ∈ Θ, γm ≥ 0 ∀m ∈ M, µi ≥ 0 ∀ i ∈ [N1]

Here, u, γ, µ and ν respectively correspond to primal constraints (6.7), (6.8), (6.9)

and (6.10), and dual constraints (6.11) to primal variables ϕ.

For concreteness, we present the Centralized Welfare Maximization Problem

for Example 105 and its corresponding dual subproblem. In this latter special
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case, the Centralized Welfare Maximization Problem is given by:

max
ϕ,y,z

∑
θ∈Θ

∑
m

(vθm − cm) ϕθm −
∑
ℓ∈L

cℓzℓ

s.t.
∑

m

ϕθm ≤ λθ ∀ θ ∈ Θ (6.12)

∑
m:
ℓ∈Lm,
e∈Em

∑
θ

ϕθm ≤ κ fℓ zℓ ∀ℓ ∈ L, e ∈ rℓ (6.13)

∑
θ∈Θm

ϕθm ≤ ym

∑
θ∈Θm

λθ

 ∀m ∈ M (6.14)

∑
m∈Mst

ym ≤ k ∀ (s, t) ∈ V2

ym ∈ {0, 1} ∀m ∈ M, zℓ ∈ {0, 1} ∀ ℓ ∈ L, ϕθm ≥ 0 ∀ θ ∈ Θ,m ∈ M

Given y, z, the dual subproblem D-SP(z, y) is:

min
u,µ,γ

∑
θ∈Θ

λθuθ + κ
∑
ℓ∈L

fℓzℓ

∑
e∈rℓ

µℓe

+∑
m

γmym

∑
θ∈Θm

λθ


s.t. uθ ≥ vθm − cm −

∑
ℓ∈Lm

∑
e∈rℓ∩Em

µℓe − γm ∀m ∈ M, θ ∈ Θm (6.15)

uθ ≥ 0 ∀θ ∈ Θ, µℓe ≥ 0 ∀ ℓ ∈ L, e ∈ rℓ, γm ≥ 0 ∀m ∈ M

We now present our algorithm. As in the MNL setting, Algorithm 9 assumes

access to an oracle that produces a feasible solution to CP. We remark that Algo-

Algorithm 9 Multimodal pricing via LP duality
Input: oracle O for the Centralized Welfare Maximization Problem
Output: prices p, displayed modes y and supply decisions z

Run O. Let z denote the set of supply decisions returned by O.
Solve linear program D-SP(z, y). Let

(
u, γ, µ, ν

)
denote an optimal solution to

D-SP(z, y).
Set pm = cm + γm +

∑
i∈[N1] αmiµi +

∑
j∈[N2] βm jν j, ∀m ∈ M.

Make supply decisions z, display modes y, and set prices p.
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rithm 9 in essence implements congestion pricing, and benefits from its simplic-

ity, with each component of a mode’s price attributable to either the cost of the

mode, or to a primal constraint. Specifically, the price of mode m corresponds to

its operating cost cm, the cost γm of displaying the mode (i.e., using up one unit

of the budget k for modes), as well as the costs
∑

i αmiµi and
∑

j βm jν j related to

the network design constraints gi and h j, respectively. In the setting presented

in Example 105, for instance, Algorithm 9 sets prices

pm = cm +
∑
ℓ∈Lm

∑
e∈rℓ∩Em

µℓe + γm,

and the congestion pricing analogy still holds: the price charged to commuters

can be decomposed as the cost of operating mode m, the cost of taking up a unit

of capacity on each leg of the bus route they choose, and γm, as before, is the cost

of displaying the mode and using up a unit of the budget of k.

Let WA denote the welfare induced by Algorithm 9. Theorem 112 establishes

that pricing a decentralized multimodal mobility system is no harder than plan-

ning and assignment for a centralized system.

Theorem 112. Suppose the platform has access to an oracle O that returns a feasible

solution to the Centralized Welfare Maximization Problem, and let WO denote the ob-

jective value of CP corresponding to this solution. Then, Algorithm 9 produces prices

that induce a flow feasible to CP. Moreover, WA ≥ WO.

The proof of the theorem relies on the following key lemma.

Lemma 113. The prices p returned by Algorithm 9 induce the welfare-optimal alloca-

tion, given z, y.

Proof. We first note that, since O returns a feasible solution
(
ϕ, z, y

)
to CP, SP(z, y)
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necessarily has a feasible solution, and moreover it is bounded. Thus, so is D-

SP(z, y). Let ϕS P denote the primal solution corresponding to the optimal dual

solution of D-SP(z, y) returned by the algorithm. By strong duality, ϕS P is opti-

mal for SP(z, y).

We show that p induces this optimal allocation ϕS P. Formally, we prove:

ϕθm(p) = ϕS P
θm ∀ θ ∈ Θ,m ∈ M.

By Constraint (6.11) of D-SP(z, y), the optimal dual variables satisfy

uθ ≥ vθm − cm − γm −
∑

i∈[N1]

αmiµi −
∑
j∈[N2]

βm jν j ∀m ∈ M, θ ∈ Θm.

Since uθ ≥ 0 for all θ, we then have:

uθ = max

0,max
m

vθm − cm − γm −
∑

i∈[N1]

αmiµi −
∑
j∈[N2]

βm jν j




= max
{

0,max
m

{
vθm − pm

}}
,

by definition of pm. Moreover, by complementary slackness, we have the fol-

lowing conditions relating ϕS P and u,p:
ϕS P
θm > 0 =⇒ uθ = vθm − pm and uθ > vθm − pm =⇒ ϕS P

θm = 0

uθ > 0 =⇒
∑

m ϕ
S P
θm = λθ and

∑
m ϕ

S P
θm < λθ =⇒ uθ = 0

Combining these two facts, we obtain the following structure of the optimal

allocation in SP(z, y):
ϕS P
θm > 0 ⇐⇒ m ∈ arg maxm′

{
vθm′ − pm′ | vθm′ − pm′ ≥ 0

}
maxm′

{
vθm′ − pm′

}
> 0 =⇒

∑
m ϕ

S P
θm = λθ
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Recall that the strategic decision of a type θ commuter under p is given by:
xθm(p) > 0 ⇐⇒ m ∈ arg maxm′

{
vθm′ − pm′ | vθm′ − pm′ ≥ 0

}
maxm′

{
vθm′ − pm′

}
> 0 =⇒

∑
m xθm(p) = 1

Since tie-breaking is done in favor of the marketplace, we have the result. □

Proof of Theorem 112. By Lemma 113, ϕθm(p) = ϕS P
θm , so p necessarily induces a

feasible flow of commuters.

We now show that WA = WO. For clarity, we use ϕOθm to denote the flow

returned by the oracle. We have:

WA ≥
∑
θ

∑
m

(vθm − cm) ϕθm(p) −C(z)

=
∑
θ

∑
m

(vθm − cm) ϕS P
θm −C(z) (Lemma 113)

≥
∑
θ

∑
m

(vθm − cm) ϕOθm −C(z) (6.16)

= WO.

where (6.16) uses the fact that ϕS P is optimal for SP(z, y). □

Corollary 114 follows from Theorem 112.

Corollary 114. SupposeO is an α-approximation algorithm for the Centralized Welfare

Maximization Problem. Then Algorithm 9 is an α-approximation algorithm for (P).

Thus, we have shown that, given an efficient oracle for the nonstrategic prob-

lem, our framework efficiently computes prices for arbitrary discrete valuation

distributions by leveraging the power of linear programming duality.
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6.6 Numerical Experiments

Finally, we demonstrate the practicality of our framework by deploying it on

the Manhattan road network, using real data obtained from the OpenStreetMap

(OSM) database [39] as well as records of for-hire vehicle trips obtained from

the New York City Open Data platform [171].

6.6.1 Experimental Setup

We consider the setting described in Example 105, in which a platform operates

a fleet of buses and contracts with a ride-hailing company for first and last mile.

Line inputs. We assume the platform has access to a candidate set of lines, and

use the candidate sets constructed by [180].1 We let cℓ = $20.65 dℓ, where dℓ

denotes the distance in miles traveled by line ℓ [215]. We moreover set the bus

capacity κ = 81.7 and frequency fℓ = 1 for all lines ℓ [215].

Travel modes. We assume that a mode consists of at most one trip segment

completed by bus, and two car trips. This design decision stems from the fact

that mixed trips force commuters to incur at the minimum first- or last-mile car-

to-bus transfers; any additional trip segments could be deemed excessive. We

refer to any mode that is composed of a transit segment and at least one ride-

hailing segment as a “hybrid mode.” Moreover, we use the terminology “bus

stop” to denote a node through which a bus line passes.

1Though our numerical experiments make use of a candidate set, our centralized welfare
framework can indeed be deployed without access to such a set. Such an assumption is how-
ever standard in the transit planning literature [57, 59, 87, 14], and was recently shown to be
necessary to develop constant-factor approximations to the line planning problem [180].
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We now describe the construction of the set of possible modes M, given

a candidate set of lines L. Let dmax = 0.2 miles, representing the maximum

distance a commuter is willing to walk from origin (resp., destination) to the

closest bus stop [237]. Consider an origin-destination pair (s, t) ∈ V2, and let

d(s, t) denote the Manhattan distance between the two nodes. If d(s, t) ≤ 2dmax,

then a hybrid mode isn’t offered to (s, t) commuters. Otherwise, we include a

ride-hailing trip that uses the shortest path between s and t inM. To construct

all other modes, we consider the five bus lines in the candidate set L with the

closest bus stops to origin node s. For each of these bus lines, we then search

the nearest bus stop to destination node t. We associate each of these five lines

with a possible mode. Let v1 and v2 correspond to the bus stop associated with

a given mode. If d(s, v1) ≥ dmax (similarly in the case of v2 and t), the constructed

mode consists solely of a transit trip (that is, we assume the commuter walks

between their origin/destination and the closest bus stop). Otherwise, a ride-

hailing service is used for these first- and last-mile connections.

For a given mode m ∈ M, we assume the platform incurs no operating cost

for the transit segment of the mode (i.e., all transit costs are subsumed in the

line costs cℓ.) We use dFM
m and dLM

m to respectively denote the first- and last-mile

distances between the trip origin/destination and the bus stop corresponding

to the start/end of the mode’s transit segment. The operating cost cm for this

mode, then, is given by:

cm = cMoD
(
dFM

m · 1(dFM
m > dmax) + dLM

m · 1(dLM
m > dmax)

)
, (6.17)

where cMoD is the cost per mile of the ride-hailing (also, Mobility-on-Demand)

service. We initially assume cMoD = $2/mile [27], though later on perform a

sensitivity analysis to determine the effect of ride-hailing costs on system out-

comes.
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For a given mode m, we let τm denote the travel time of mode m, and use

τmax
m to denote the walking time from origin to destination. We assume average

speeds of 3 miles per hour, 6 miles per hour and 8.5 miles per hour for walking,

transit and ride-hailing, respectively [169].

Demand inputs. We assume all commuters have a base valuation (also known

as the alternative specific constant) γm for mode m ∈ M, with γm = $2 for a

direct trip by car, γm = $1 for a hybrid mode, and γm = $0 if m exclusively uses

transit. We consider two types of customers, partitioned based on their value of

time (which one can use as a proxy for, e.g., income status), parameterized by

multiplier βθ ∈ R+ for θ ∈ Θ. We assume βL = 1 for 75% of the population with a

low value of time, and βH = 1.5 for for 25% of the population with a high value of

time. We assume the average value of time is given by ατ = $18.2 per hour [147].

For each first- or last-mile trip segment completed by the ride-hailing ser-

vice, commuters incur a transfer disutility ctransfer > 0. We initially assume

ctransfer = $1, though in subsequent experiments we vary ctransfer to understand

its impact on the efficiency benefits of an integrated marketplace. Note that,

for large enough transfer disutility ctransfer, commuters simply have no value for

hybrid trips; such a setting is thus equivalent to a fragmented mobility system.

Let ntransfer
m denote the number of transfers associated with hybrid mode m ∈ M.

If mode m ∈ M is offered to a type θ commuter, her valuation for mode m is:

vθm =
(
γm + βθατ(τmax

m − τm) − ctransferntransfer
m )

)+
, (6.18)

where (·)+ = max{·, 0}.

All parameters and their references are included in Table 6.2. Experiments

were run on a workstation with a 4-core 3.6 GHz processor and 8 GB RAM,
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Table 6.2: Summary of experiment parameters

Inputs Value Sources

Demand
OD matrix 13, 847 OD pairs [180]

Type space Θ
θ ∈ {L,H}
βL = 1, βH = 1.5
λL/(λL + λH) = 0.75

Value of time ατ = $18.2/hour [147]

Supply

Average vehicle
capacity κ 81.7

[215]Fixed cost of
opening line cℓ

$20.65/mile [27]

Operating cost cm cMoD = $2/mile

Other Mode display limit k 10
Walking distance
threshold dmax = 0.2 mile [237]

using a state-of-the-art solver (Gurobi 9.1).2

6.6.2 Results and Discussion

Algorithm runtime. We first investigate the dependence of platform outcomes

on the size of the candidate set of bus lines, L. In particular, as the candidate set

of lines grows large, so does the decision space of the underlying network de-

sign problem. Thus, we seek to understand how the quality of the returned

solution trades off with the runtime associated with the two component opti-

mization problems solved by our algorithm. In addition to total platform wel-

fare, we are interested in two metrics: the fraction of total demand served (a key

metric for transit agencies), as well as the fraction of served trip requests that are

hybrid (i.e., composed of at least one transit and one ride-hailing segment). We

2Our code can be found at https://github.com/SmartTransit-Cornell/
JointPricingMultimodalSystems, with dataset taken from https://github.com/
SmartTransit-Cornell/RealTimeApproximateRouting [180].
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refer to this latter quantity as the hybrid ratio. We include our results in Table 6.3.

L |M|
Runtime (s) Total welfare

(105 USD) Hybrid ratio Fraction of
demand servedCP SP

10 185756 61 7 3.40 0.06 0.98
50 228501 90 40 3.95 0.16 0.98

100 318332 485 154 4.54 0.26 0.99
150 407680 758 581 5.16 0.33 0.99
200 463973 1713 679 5.52 0.38 0.99
300 482416 4280 1209 5.84 0.40 0.99
500 554774 14630 2783 6.04 0.42 0.99

Table 6.3: Runtime dependence on the size of the candidate set of lines. The
CP and SP columns respectively correspond to the runtimes associated with
solving the Centralized Welfare Maximization MILP and the smaller welfare
maximization subproblem, given the set of lines returned by the MILP.

We observe that the number of possible modes M increases significantly

with L. Importantly, note that the time required to solve the Centralized Welfare

Maximization Program (i.e., the larger MILP), dwarfs that of the linear program

SP which returns the optimal set of prices. On the other hand, as the size of the

candidate set of lines increases, so does the total welfare of the system, precisely

due to the diversity engendered by the increase in the number of modes. More-

over, in all cases at least 98% of the total demand is served, with a significant

increase in hybrid ratio as the number of modes increases.

Sensitivity analysis.

Transfer costs. We next study how the benefits of such an integrated system

vary with the transfer cost ctransfer experienced by commuters, for a fixed candi-

date set of lines, with L = 100. Note that, as the transfer cost grows very large,

the system reduces to a benchmark in which no hybrid modes exist. Our results

are shown in Figure 6.2.
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(a) Total welfare, total revenue
vs. transfer cost

(b) Fraction of demand served, hybrid
ratio vs. transfer cost

Figure 6.2: Sensitivity analysis of transfer costs ctransfer

Figure 6.2a illustrates the massive welfare gains of a fully integrated plat-

form. Notably, when ctransfer = $15 and none of the demand is served via hybrid

modes, the welfare of the system is significantly reduced as compared to the set-

ting where ctransfer = 0. We moreover note that the former setting computes the

welfare-optimal solution in a fragmented system, an upper bound on the status

quo welfare. Thus, the 35% increase in welfare between these two extremes is a

lower bound on the potential gains of integration. Of particular note is that the

revenue raised by the platform is not a monotone function of the transfer cost:

for modest values of ctransfer, the platform’s revenue decreases; however, there ex-

ists a threshold transfer cost past which the platform revenue is increasing. This

is likely due to the fact that the total demand served remains high, and a higher

fraction of commuters decide to make the more expensive trip by car.

Figure 6.3 illustrates how the set of selected bus lines varies with the transfer

cost. Perhaps counterintuitively, for very high transfer costs, the opened set of

lines is sparser than when transfer costs are nonexistent. This is due to the fact

hybrid modes are more attractive when transfer costs are low, and as a result it

becomes necessary to open more bus lines to support these hybrid trips.
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(a) Candidate set of lines (b) ctransfer = $0 (c) ctransfer = $10

Figure 6.3: Dependence of selected bus lines on transfer cost ctransfer

(a) Total welfare, total revenue vs. cMoD (b) Fraction of demand served, hybrid
ratio vs. cMoD

Figure 6.4: Sensitivity analysis of ride-hailing costs cMoD.

Ride-hailing costs. We conclude the section with an investigation of how the

cost charged by the ride-hailing service to the platform affects the potential

of such an integrated system. (Recall, we assume that these costs are pre-

negotiated and enforced via a contract.) Our results are shown in Figure 6.4.

As the cost of the ride-hailing service increases from $1 to $6 per mile [27],
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we observe a significant welfare drop. This is due to the fact that the cost of all

first- and last-mile connections increases, and moreover the fraction of total de-

mand served decreases (as seen in Figure 6.4b). Note that the increase in fraction

of demand served via hybrid trip is almost entirely explained by the decrease in

total demand served. Finally, observe that the total revenue raised by the plat-

form is similarly non-monotonic with respect to cMoD. For cMoD ∈ [0, 3], 100%

of the total demand is served; thus, the price hike due to the increase in cMoD

increases the platform revenue. However, for larger values of cMoD, the drop in

demand served outweighs the effect of high prices, hence the drop in revenue.

6.7 Extension: Revenue Considerations via Pseudo-Welfare

In this section, we show that our framework accommodates a more general class

of objective functions, which we term pseudo-welfare.

Definition 115 (Pseudo-welfare). Given supply decisions z, displayed modes y and

prices p, the pseudo-welfare W̃ of the platform is given by:

W̃ =

∑
θ∈Θ

λθ
∑

m

(
fm (vθm) − cm

)
xθm(p)

 −C(z),

where fm(vθm) = ρstvθm + ζm, where (s, t) corresponds to the origin-destination pair of

mode m, and ρst ∈ R>0, ζm ∈ R.

Though pseudo-welfare may a priori seem like an unnatural objective, ρst

and ζm can be thought of as tunable parameters that the platform can adjust to

induce more user-centric (resp., revenue-centric) outcomes. This high-level intu-

ition will be made formal once we present our algorithm.
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Given { fm}m∈M, one can formulate the Centralized Pseudo-Welfare Maximiza-

tion Problem C̃P, analogous to (CP), and similarly the flow subproblem S̃P(z, y)

and its dual D-S̃P(z, y). Given an oracle Õ for the Centralized Pseudo-Welfare

Maximization Problem, Algorithm 10 describes the pseudo-welfare pricing pro-

cedure.

Algorithm 10 Multimodal pricing for pseudo-welfare maximization

Input: oracle Õ for the Centralized Pseudo-Welfare Maximization Problem
Output: supply decisions z̃, displayed modes ỹ, prices p̃

Run Õ. Let z̃, ỹ respectively denote the set of supply decisions and displayed
modes returned by Õ.
Solve linear program D-S̃P(̃z, ỹ). Let

(
u, γ, µ, ν

)
denote the optimal solutions to

D-S̃P(̃z, ỹ).
Set p̃m =

1
ρst

[
−ζm + cm + γm +

∑
i∈[N1] αmiµi +

∑
j∈[N2] βm jν j

]
,∀m ∈ M.

Make supply decisions z̃, display modes ỹ, set prices p̃.

We remark upon some important properties of the prices returned by Algo-

rithm 10. Note that, for the vanilla Centralized Welfare Maximization Problem,

there is no guarantee that the prices returned by Algorithm 9 are non-negative.

By solving the Centralized Pseudo-Welfare Maximization Problem and taking

ζm ≪ 0, however, this can force non-negative prices. Similarly, the platform can

manipulate αst as a way to uniformly lower (resp., raise) prices across modes,

and as a result retain commuters’ preference orderings relative to the original

welfare objective.

Let W̃A denote the pseudo-welfare induced by Algorithm 10. Corollary 116

shows that our pricing framework is amenable to the pseudo-welfare variant of

our basic problem.

Corollary 116. Suppose the platform has access to an oracle Õ that returns a feasible

solution to the Centralized Pseudo-Welfare Maximization Problem, and let W̃ Õ denote

the pseudo-welfare corresponding to this solution. Then, Algorithm 10 produces prices
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that induce a feasible flow. Moreover, W̃A ≥ W̃ Õ.

We defer the proof of Corollary 116 to Appendix E.2.
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APPENDIX A

ADDENDUM TO CHAPTER 2

A.1 Proofs of Section 2.4 Results

Proof of Proposition 13.

Proof. Consider consideration set N c, and fix firm i ∈ N c. Suppose |N c| > 1.

Then, the revenue of firm i stemming from N c is given by:

Ri(p,p−i) =


p

|{ j∈Nc:p j=min p,p j≤V}| if pi = min p, pi ≤ V

0 otherwise.

Observe that there is a jump discontinuity at min p, for min p > 0. Thus, since F is

absolutely continuous, a firm can strictly improve its revenue by ϵ-undercutting

the other firms.

Suppose now that min p = 0 for all consideration sets that are a strict super-

set of {i}. By assumption, with strictly positive probability firm i appears as a

singleton in a customer’s consideration set, in which case it can make strictly

positive revenue by setting pi > 0, and thus equally pricing at zero is not a local

optimum for firm i. □

Proof of Proposition 14.

Proof. We first show that firm i ∈ N setting pi = p j, for j ∈ N such that p j , min p,

is not a local optimum for firm i. If p j , min p, firm i’s revenue is the same
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whether or not a customer abandons the choice process. We show the following

inequality:

lim
pi↓p j

∂

∂p
Ri

(
p,p−i

) ∣∣∣∣∣
p=pi

> lim
pi↑p j

∂

∂p
Ri

(
p,p−i

) ∣∣∣∣∣
p=pi

. (A.1)

Note that this would prove the claim for this case, as the following implication

would hold as a corollary:

lim
pi↑p j

∂

∂p
Ri

(
p,p−i

) ∣∣∣∣∣
p=pi

≥ 0 =⇒ lim
pi↓p j

∂

∂p
Ri

(
p,p−i

) ∣∣∣∣∣
p=pi

> 0,

and thus setting pi = p j, where p j > min p cannot be a local optimum for firm i.

Before proving (A.1), we introduce some additional notation. Let µi
(
p,p−i

)
denote the mass of customers who buy from firm i at price p. Since Ri(p,p−i) =

pµi(p,p−i), we have:

∂

∂p
Ri(p,p−i) = µi(p,p−i) + p

∂

∂p
µi(p,p−i), (A.2)

where ∂
∂pµi(p,p−i) exists by absolute continuity of F. Since under the satisficing

heuristic, ties are broken according to the ordering σ, we also have:

lim
pi↑p j
µi

(
pi,p−i

)
= lim

pi↓p j
µi

(
pi,p−i

)
. (A.3)

Putting (A.2) and (A.3) together, we obtain:

lim
pi↑p j

∂

∂p
Ri

(
p,p−i

) ∣∣∣∣∣
p=pi

= lim
pi↑p j

[
µi(p,p−i) + p

∂

∂p
µi(p,p−i)

]
p=pi

= lim
pi↓p j
µi

(
pi,p−i

)
+ p j lim

pi↑p j

∂

∂p
µi(p,p−i)

∣∣∣∣∣
p=pi

.

To see that limpi↑p j
∂
∂pµi

(
pi,p−i

) ∣∣∣∣∣
p=pi

< limpi↓p j
∂
∂pµi

(
pi,p−i

) ∣∣∣∣∣
p=pi

, observe that, if

firm i sets a price p = p j − ϵ, for small enough ϵ > 0, it serves the same set of

customer types (where a type is defined by the ordering σ) as those served at
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p = p j + ϵ, as well as some customer types for whom firm j was ranked above

firm i. Let µ̃i(p,p−i) denote this latter mass of customers. Via this separability

argument, we have:

lim
pi↑p j

∂

∂p
µi

(
p,p−i

) ∣∣∣∣∣
p=pi

= lim
pi↓p j

∂

∂p
µi

(
p,p−i

) ∣∣∣∣∣
p=pi

+ lim
pi↑p j

∂

∂p
µ̃i(p,p−i)

∣∣∣∣∣
p=pi

< lim
pi↓p j

∂

∂p
µi

(
p,p−i

) ∣∣∣∣∣
p=pi

,

where the inequality follows from the fact that, for any fixed set of customer

types, the mass of customer choosing firm i is strictly decreasing in p, by abso-

lute continuity of F.

Suppose now that p j = min p. If customers abandon the choice process when

they fail to satisfice, the argument as above shows that setting pi = p j is not a

local optimum for firm i. If, on the other hand, customers choose the lowest-

priced option, then Ri(p,p−i) has a jump discontinuity at p = p j. Thus, if p j > 0,

then setting pi = p j − ϵ strictly improves upon pi = p j, by absolute continuity

of F. If p j = 0, then firm i can improve upon a zero-revenue solution by setting

pi = ϵ, for small enough ϵ > 0, since a positive mass of customers inspect — and

choose — firm i first, by assumption. □

A.2 An Illustrative Study: Price Competition in a Duopoly

with Satisficing Customers

As an illustration of our insights into the equilibrium structure of pseudo-

competitive games, we present an analysis of duopolistic price competition with

satisficing customers. The goal of this analysis is to illustrate the emergence of
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strictly-local Nash equilibria and their implications for firms’ revenues in a prac-

tical setting. In particular, we establish the following:

1. One can construct examples where all local Nash equilibria are strictly lo-

cal (Example 117).

2. Under certain regularity assumptions common in the monopolistic pricing

literature, a global Nash equilibrium is guaranteed to exist, despite the fact

that the game of price competition is non-convex (Proposition 124). How-

ever, if a firm has a much larger market share than its competitor, one of

the local Nash equilibria is guaranteed to be strictly local (Proposition 126).

3. This strictly local Nash equilibrium may be highly unattractive, due to

unboundedly better globally optimal responses being available to the

firms (Proposition 127). This is an important observation, since, in Sec-

tion 2.5, we experimentally show that gradient-based distributed pricing

algorithms may frequently converge to such strictly-local Nash equilibria.

Recall from Section 2.3.1 that, in the most basic form of the satisficing heuris-

tic, satisficing customers are specified by a ranking σ and satisficing threshold

θ. The revenue functions for the firms are thus specified by the joint distribution

of (σ, θ) across the buyer population. We restrict our analysis to the duopolistic

setting, i.e., N = 2. In this setting, we refer to the customers who rank firm i

before −i in their ordering as type i customers, for i ∈ {1, 2}. We focus on the case

where the customers abandon the choice process if no satisficing firm is found.

We first present an example showing that a price equilibrium may not exist

for satisficing customers despite the fact that a valid order-price pair (and hence
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a local Nash equilibrium) exists corresponding to every ordering of firms. We

leave the verification of this fact to the reader as an exercise.

Example 117. Consider the following discrete distribution of satisficing thresholds:

θ = 2 with probability 1/3, θ = 1 with probability 2/7, and θ = 1/2 with probability

8/21. Suppose there is exactly a unit mass of customers of each of the two types. Finally,

suppose that the feasible set of prices isV = [0, 2].

Importantly, this example shows that despite the non-existence of a price

equilibrium, there exist other points of game-theoretic interest (viz. strictly local

Nash equilibria) that can be reasonably expected to arise as outcomes of algo-

rithmic price competition. This example also suggests that certain additional

regularity assumptions may be necessary on the distribution of (σ,V) to obtain

equilibrium existence. We next present such a condition.

Notation. For i ∈ {1, 2}, we denote λi as the mass of type i customers, and

without loss of generality, we assume that λ1 ≥ λ2. Due to this assumption,

it will be notationally convenient to later assume that λ2 = 1 and λ1 = λ ≥

1, again without loss of generality. (This is a departure from the assumption

that the total mass of buyers is 1, however, this is inconsequential as we can

normalize the masses by dividing by 1 + λ.) We will sometimes refer to firm 1

as the larger firm and firm 2 as the smaller firm. We will moreover, at times,

refer to type i customers as firm i’s primary customers, for i ∈ {1, 2}, and say that

type i customers for whom θ ≥ pi satisficed. Note that a type i customer does not

necessarily always buy from i, but rather, considers i first when looking to buy,

and considers the other firm only if firm i’s price is higher than θ.
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Distributional specifications. We assume that θ and σ are independent, i.e.,

the distribution of satisficing thresholds is the same across the two types of cus-

tomers. Suppose this common distribution of thresholds across the population

has a c.d.f. F : R → [0, 1]. Suppose moreover that F is absolutely continuous

with respect to the Lebesgue measure on R and hence admits a density function

f : R → R≥0. Let V = [0, v̄] denote the support of F (i.e., the set of points x ∈ R

for which f (x) > 0) for some v̄ < ∞. The bounded support assumption is for

simplicity of exposition; all of our results carry over to the case where the sup-

port of F is [0,∞). We also define F(·) = 1 − F(·). We also denote the quantile

function q(·) = 1 − F(·), which we sometimes refer to as the demand function.

Due to the absolute continuity of F, there is a bijection between prices p and

quantiles q. This allows us to use the two interchangeably in our analysis as per

our convenience.

In more detail, we let F−1(x) = inf{y ∈ V|F(y) ≥ x} be the generalized inverse

function associated with cdf F, and define v
(
q
)
= F−1(1 − q) to be the thresh-

old (or equivalently, price) corresponding to a quantile q. We use p and v
(
q
)

interchangeably in the paper, with the following convention: v
(
q
)

is used when

the dependence on q is in focus, while an arbitrary fixed price is denoted as p.

For the purpose of brevity we use “firm i sets quantile qi” or “firm i prices at

quantile qi,” to indicate that firm i sets a price pi such that qi = F(pi).

For the rest of our analysis, we assume that F has a monotone hazard rate.

Definition 118 (Monotone hazard rate). A distribution F is said to have monotone

hazard rate (MHR) if its hazard rate h(p) = f (p)
1−F(p) is non-decreasing for all p.

This assumption is commonly used in the pricing and mechanism design

literature and holds for a large family of distributions, including the Uniform,
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Exponential, and Normal distributions [118]. MHR distributions for customer

thresholds are attractive since they yield unique optimal prices in the monopo-

listic optimal pricing problem maxp∈V pF(p).

Revenue functions. Satisficing customer behavior results in the following rev-

enue function, for i ∈ {1, 2}:

Ri(pi, p−i) = pi

(
λiF(pi)︸  ︷︷  ︸

(a)

+ λ−i

(
F(pi) − F(p−i)

)+︸                     ︷︷                     ︸
(b)

)
(A.4)

Here (a) is the demand from firm i’s primary customers who are willing

to pay the price pi, and (b) is the “spillover” demand from firm −i’s primary

customers, i.e., the customers of type −i who are not willing to pay p−i but are

willing to pay pi.

A.2.1 Useful Structural Results

We first introduce a set of technical lemmas that are central to our results re-

garding the duopoly setting with satisficing customers. In the remainder of the

section, we define a firm’s optimal loyalist (also, monopolist) price pM to be the

unique price maximizing the firm’s revenue from its primary customers who

inspect it first, i.e., pM = arg maxp∈V λi pF(p) (as discussed earlier, this price is

unique owing to the fact that F is MHR).1

The main structural property of MHR distributions, which we use to prove

all of our results, is that their inverse demand function v
(
q
)

is log-concave.

1Here, we abuse terminology and call pM the monopolist price due to the fact that the loyalist
revenue function of a firm is exactly its revenue function in the monopolistic setting.
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Lemma 119. For any MHR distribution, v
(
q
)

is log-concave on the interval [qM, 1].

Moreover, the optimal monopolistic quantile qM = F(pM) satisfies:

v′
(
qM

)
v
(
qM) = − 1

qM .

Proof. We show that v′(q)
v(q) is non-increasing for all q ≥ qM. Recall,

v
(
q
)
= F−1(1 − q) =⇒

v′(q)
v
(
q
) = − 1

f
(
F−1(1 − q)

) · 1
F−1(1 − q)

= −
1

p f (p)
.

Since the demand function q(·) is decreasing in p, it suffices to show that − 1
p f (p) is

increasing for all p ≤ pM, or, equivalently, that p f (p) is increasing for all p ≤ pM.

Let h denote the hazard rate of distribution F. We have:2

1 − F(p) = e−
∫ p

0 h(t)dt =⇒ p f (p) = ph(p)e−
∫ p

0 h(t)dt

=⇒
(
p f (p)

)′
= h′(p)pe−

∫ p
0 h(t)dt + h(p)

(
e−

∫ p
0 h(t)dt − ph(p)e−

∫ p
0 h(t)dt

)
= e−

∫ p
0 h(t)dt

[
ph′(p) + h(p)

(
1 − ph(p)

) ]

For any MHR distribution, h′(p) ≥ 0∀ p. Moreover, for all p ≤ pM, 1− ph(p) ≥

0 by optimality of pM. Thus,
(
p f (p)

)′
≥ 0 =⇒ − 1

p f (p) is non-decreasing on [0, pM],

hence v′(q)
v(q) is non-increasing, and v

(
q
)

is log-concave on [qM, 1].

The fact that qM satisfies v′(qM)
v(qM) = −

1
qM is a direct consequence of the first-order

condition in the quantile space. □

Lemma 120 establishes the following structural result about a firm’s best

response to the other firm setting a price less than or equal to the monopolist

price: if firm −i sets pM, then p ≤ pM for all p in firm i’s best response set.

2The first fact can be found in [118].
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Lemma 120. Consider any MHR threshold distribution F and market sizes (λ1, λ2).

For either firm i ∈ {1, 2}, if p−i ≤ pM, then every best-response price p ∈ BRi(p−i)

satisfies p ≤ pM.

Proof. Fix p > pM. This implies p > p−i (since p−i ≤ pM by assumption), which

in turn implies that Ri(p, p−i) = λi pF(p) < λi pMF(pM), by optimality of pM. Since

firm i’s revenue at pM strictly exceeds its revenue at p, p < BRi(p−i). □

The next lemma further characterizes the set of optimal undercutting prices.

Let q−i = q(p−i). We use Ru
i (p−i) to denote firm i’s optimal revenue given that it

undercuts firm −i, i.e., given that pi < p−i (equivalently, qi > q−i). For this proof,

we reason in the quantile space. Formally,

Ru
i (p−i) ≜ sup

q>q−i

v
(
q
) (
λiq + λ−i

(
q − q−i

))
.

We now establish the following useful fact about the optimal undercutting quan-

tile set by firm i.

Lemma 121. For i ∈ {1, 2}, suppose firm −i sets price p−i, and let Qu
i denote the set of

optimal undercutting quantiles for firm i (quantiles q > q−i at which firm i’s revenue

is maximized). Then, if firm i’s optimal undercutting revenue is attained, any qi ∈ Q
u
i

satisfies

qi =
λ−i

λi + λ−i
q−i −

v
(
qi
)

v′
(
qi
) (A.5)

Moreover, if p−i ≤ pM then there exists a unique qi ∈ Q
u
i .

Proof. Consider any optimal undercutting quantile for firm i, qi ∈ Q
u
i . Note

that qi , 1 (and hence v
(
qi
)
> 0), since any q < 1 strictly improves upon a zero-

revenue solution. Now if firm i’s optimal undercutting revenue is attained, then
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by the first-order condition we have ∂
∂qRi(q, q−i)

∣∣∣∣∣
q=qi

= 0. This is equivalent to

having:

v′(qi)
(
(λi + λ−i)qi − λ−iq−i

)
+ v

(
qi
)

(λi + λ−i) = 0.

We have assumed that this fixed point equation has a solution, hence v′(qi) , 0.

We thus have

qi =
λ−i

λi + λ−i
q−i −

v
(
qi
)

v′
(
qi
) . (A.6)

Now since pi < p−i ≤ pM by assumption, then v(qi)
v′(qi) is non-decreasing by

Lemma 119, which implies that the right-hand side of (A.6) is non-increasing.

Thus, if Equation (A.6) has a solution, it is unique. □

The following lemma will also be useful in the remainder of our results.

Lemma 122. Let q1 = BR1(qM) = arg maxq R1(q, qM). Moreover, let q2 =

arg max
q≥q1

R2(q, q1). We have that q2 > q1.

Proof. We show that ∂
∂qR2(q, q1)

∣∣∣
q=q1
> 0.

∂

∂q
R2(q, q1)

∣∣∣
q=q1
= v′(q)

(
(1 + λ)q − λq1

)
+ v

(
q
)

(1 + λ)
∣∣∣∣∣
q=q1

= v′(q1)q1 + v
(
q1

)
(1 + λ)

=⇒
∂

∂q
R2(q, q1)

∣∣∣
q=q1
> 0 ⇐⇒ q1 < −

v
(
q1

)
v′

(
q1

) (1 + λ). (A.7)

By Lemma 120, q1 > qM, which implies that q1 satisfies the following first-order

condition:

v′(q1)
(
(1 + λ)q1 − qM

)
+ v

(
q1

)
(1 + λ) = 0

=⇒ −
v
(
q1

)
v′

(
q1

) (1 + λ) = (1 + λ)q1 − qM

Plugging this into (A.7), we obtain the condition λq1 > qM, which holds for all

λ ≥ 1. □
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A.2.2 Structure and Properties of Equilibria

Leveraging Theorem 11 and Proposition 14, the following result characterizes

all local Nash Equilibria of the game.

Proposition 123. Consider a duopoly with satisficing customers, with primary cus-

tomer bases of size λ1 ≥ λ2, and satisficing threshold drawn from an MHR distribution

F. Then there are exactly two local Nash Equilibria.

1. (Major LNE) The larger firm 1 sets the monopolist price pM and the smaller firm

2 sets the unique price p2 in BR2(pM,V), with p2 < pM.

2. (Minor LNE) The smaller firm 2 sets the monopolist price pM and the larger firm

1 sets the unique price p1 in BR1(pM,V), with p1 < pM.

Proof. By Proposition 14, the revenue functions induced by satisficing cus-

tomers satisfy Assumption 1. Thus, by Theorem 11, if a price vector p is an

LNE, then it belongs to a valid order-price pair. This immediately tells us that,

in any LNE, one of the firms sets the optimal monopolist price pM, and the other

strictly undercuts. Let firm i denote the undercutting firm. It remains to show

that firm i has a unique optimal undercutting price, and that this price is also its

global best-response. Uniqueness of the optimal undercutting price follows from

Lemmas 120 and 121. To see that this price is its global best-response, consider

the derivative of firm i’s undercutting revenue function, given p−i = pM:

∂

∂p
Ri(p, pM) = λiF(p) + λ−i(F(p) − F(pM)) − (λi + λ−i) p f (p)

= (λi + λ−i)
(
F(p) − p f (p)

)
− λ−iF(pM)

=⇒
∂

∂p
Ri(p, pM)

∣∣∣∣∣
p=pM
= −λ−iF(pM) < 0
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where the final equality follows from the fact that λi

(
F(p) − p f (p)

)
= dMi

dp for

i ∈ {1, 2}, and dMi
dp

∣∣∣∣∣
p=pM

= 0, by definition of pM. By continuity of Ri, then,

supp<pM Ri(p, pM) is attained, and moreover it strictly improves upon the loyal-

ist revenue at pM. □

Proposition 123 shows that the only LNE of this game have a very simple

and intuitive structure: one firm sets the monopolistic optimal price pM, and the

other firm sets the unique global best-response price, which lies in the undercut-

ting regime. Henceforth, in either of the two LNE, we refer to the firm who sets

pM as the leader and the other firm as the follower. Moreover, when the larger

firm 1 is the leader, we call this equilibrium the major LNE; when the smaller

firm 2 is the leader, we call this equilibrium the minor LNE.

A natural next question then is if any of the two local Nash equilibria is a

global Nash equilibrium. By Proposition 123, in any LNE, the follower has no

incentive to deviate globally from its price. However, the leader may benefit

from deviating from pM to a price outside of its local neighborhood. In par-

ticular, the leader could potentially benefit from undercutting the follower, in

which case the local Nash equilibrium would not be global. The main tension is

the following: on the one hand, a firm can extract the optimal loyalist revenue

from customers by ignoring the competition; on the other, it can gain access to

the entire market (and potentially improve upon the optimal monopolistic rev-

enue) by undercutting its opponent — an action which becomes more attractive

the larger the market share of the opponent. If the former incentive wins out,

then the local Nash equilibrium is also global.

Figure A.1 illustrates this tradeoff in the case of the minor LNE: although

p2 = pM and p1 = BR1(pM,V) constitute a local Nash equilibrium, λ1 is large
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Figure A.1: θ ∼ Unif[0, 1], λ1 = 2, λ2 = 1. The blue curve shows R1(p, pM), i.e.,
firm 1’s revenue from setting price p when firm 2 sets pM, and illustrates that
p1 = BR1(pM,V), p2 = pM is a strict LNE. The orange curve shows R2(p, BR1(pM));
its globally optimal value at p′2 exceeds firm 2’s revenue at p2 = pM, which is a
local maximum point of the curve. Hence, undercutting BR1(pM) is optimal for
firm 2, and p1 = BR1(pM), p2 = pM is not a GNE.

enough relative to λ2 that it is optimal for firm 2 to undercut BR1(pM,V), imply-

ing that this minor LNE is not a GNE.

Although the minor LNE may not be a GNE in general, in Proposition 124

below, we establish that the major local Nash equilibrium is always a global Nash

equilibrium when F is MHR.

Proposition 124. Consider a duopoly with satisficing customers customers and thresh-

olds drawn from an MHR distribution F. Then the major LNE is a GNE, i.e., it consti-

tutes a price equilibrium.

A corollary of this finding is that a price equilibrium always exists in the

satisficing game under the assumptions on F. This non-trivial fact cannot be

gleaned from a standard application of fixed point theorems since Ri(pi, p−i) is

not quasi-concave in pi for i ∈ {1, 2} (as observed, for instance in Figure A.1).
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Proof outline. The goal is to show that pM = BR1(p2), where p2 = BR2(pM). To

achieve this, our proof strategy hinges on coupling the problem to an alternate

“worst-case” scenario that provides an upper bound on the gains enjoyed by

firm 1 by undercutting firm 2. In brief: we consider a setting where firm 1

competes not against firm 2, but against a non-strategic virtual firm we term the

COPY. We use the subscript C to denote quantities associated with the COPY,

and define this concept below.

Definition 125. The COPY firm has mass λC = 1 of primary customers, and sets price

pC = BR1(pM), where BR1(pM) is firm 1’s best response to firm 2 setting the monopolist

price. We define QC = BR1(qM) to be the quantiles set by the COPY.

The intuition behind defining the COPY is that the case in which equilibrium

prices should be the least likely to exist is when λ1 = λ2, which is when the

incentive for firm 1 to undercut firm 2 is the highest. Thus, any proof of our

main result hinges on showing that it holds when λ1 = λ2, and arguing that the

incentive to undercut only decreases as λ1 increases. The COPY instantiation is

a way of formalizing this.

Formally, the coupling between the COPY instantiation and the real setting

follows from relating the two via the following sub-lemmas, whose formal state-

ments and proofs we defer to Appendix A.2.3:

1. The price set by firm 2 in response to firm 1 is lower than the price set by

the COPY (Lemma 128);

2. If pM is a best response for firm 1 to pC, the price set by the COPY, then pM

is a best response price to any price lower than pC (Lemma 129);

3. pM is in fact firm 1’s best response to the COPY (Lemma 130).
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We now argue that Proposition 124 follows by combining these three lem-

mas.

Proof of Proposition 124. By Lemma 130, pM = BR1(pC), with pC < pM. Lemma 128

states that if the COPY undercuts, then necessarily firm 2 undercuts, and more-

over p2 = BR2(pM) ≤ pC. Applying Lemma 129, we obtain that pM = BR1(p2),

which establishes that the major LNE is indeed a GNE. □

Even though the major LNE is always a GNE for MHR-distributed thresh-

olds, Proposition 126 establishes that when λ1 is large enough in relation to λ2,

the minor LNE is not a GNE. We defer the proof of this result to Appendix A.2.3.

Proposition 126. Consider a duopoly setting involving satisficing customers and

thresholds drawn from an MHR distribution for which v(q)
v′(q) is L-Lipschitz over (qM, 1].

Then, for all λ1, λ2 such that λ1/λ2 ≥ L
(

e2

2 − 1
)
+ e2

2 , the minor LNE is not a GNE.

When θ ∼ Uniform [a, b], it is easy to check that v(q)
v′(q) is 1-Lipschitz, and the

bound in Proposition 126 gives a uniqueness threshold of λ1/λ2 ≥ 6.39. When

θ ∼ Exp(α), α > 0, v(q)
v′(q) is 1/e-Lipschitz and the bound evaluates to λ1/λ2 ≥ 4.69.

When the GNE is unique, if the outcome of the game is the strictly-local

minor LNE, then that is problematic to the smaller firm since it misses out on

its globally optimal best response to BR1(pM,V), under which it could have ob-

tained a strictly higher revenue as compared to its locally optimal best response,

pM. In this case, Proposition 127 shows that the revenue loss of firm 2 relative to

the globally optimal best response can be unbounded in the worst case.

Proposition 127. Consider a duopoly involving satisficing customers and thresholds

243



drawn from an MHR distribution F. Then,

sup
λ2<λ1

R2

(
BR2(BR1(pM)), BR1(pM)

)
R2

(
pM, BR1(pM)

) = ∞.

Moreover,

sup
λ2<λ1

R2

(
BR2(pM), pM

)
R2

(
pM, BR1(pM)

) = ∞.
That is, the worst-case revenue loss of the leader in the minor LNE (firm 2) compared to

its revenue under (i) the globally optimal best response to the follower’s (firm 1’s) price,

and (ii) its price in the GNE, is unbounded.

Proof. Fix λ2, and take λ1 → ∞. In this setting, undercutting firm 1, irrespec-

tive of its price (which we know to be strictly positive in any LNE) gives an

unboundedly larger revenue to firm 2 compared to what it can achieve from its

own customer base. □

A.2.3 Proofs of Auxiliary Results

Proof of Proposition 124.

By Lemma 121, for any price p−i ≤ pM set by firm −i, the best response price

of the follower is unique. Thus, we henceforth abuse notation and write

pi = BRi(p−i). Moreover, for the sake of brevity, we assume λ2 = 1, and

λ1 = λ ≥ 1. Note that this is w.l.o.g., since in our setting, the firms’ exact

incentives are invariant under scaling the market size. In the remainder of

proofs regarding the satisficing setting, we abuse notation and use Ri(qi, q−i) =

v
(
qi
) (
λiqi + λ−i

(
qi − q−i

)+) to denote the expected revenue of firm i when it prices

at quantile qi (i.e., pi = F−1(1 − qi)) and firm −i prices at quantile q−i.
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We first prove Lemmas 128 and 129.

Lemma 128. Suppose p2 = BR2(pM) and pC = BR1(pM). Then, p2 ≤ pC.

Proof. Shifting to the quantile space, we want to show that qC ≤ q2. By

Lemma 121, we have that qC and q2 respectively satisfy the following first-order

conditions:

qC =
qM

1 + λ
−

v
(
qC

)
v′

(
qC

) , q2 =
λqM

1 + λ
−

v
(
q2

)
v′

(
q2

)
For all λ ≥ 1, λq

M

1+λ ≥
qM

1+λ =⇒
λqM

1+λ −
v(q)
v′(q) ≥

qM

1+λ −
v(q)
v′(q) for all q, which implies the

result. □

Lemma 129. Suppose pM = BR1
(
pC

)
. Then, pM = BR1

(
p2

)
for all p2 ≤ pC.

Proof. Again, we prove the lemma in the quantile space. Recall we defined qM =

F(pM) and RM = pMF(pM) to be the quantile and revenue (in market of unit

mass) associated with pM. Moreover, let Ru
1(q) denote the optimal revenue of

firm 1 when its opponent sets quantile q, given that firm 1 undercuts q.

We claim that if Ru
1(q) ≤ λRM for some q ∈ [0, 1], then, for all q̃ ≥ q, we have

Ru
1(̃q) ≤ λRM. To see this, note that:

Ru
1(q) = max

q′≥q

{
v
(
q′

) (
λq′ + (q′ − q)

)}
≥ max

q′≥q

{
v
(
q′

) (
λq′ + (q′ − q̃)

)}
≥ max

q′≥q̃

{
v
(
q′

) (
λq′ + (q′ − q̃)

)}
= Ru

1(̃q),

where the two inequalities follow from q̃ ≥ q. Thus, for all q̃ ≥ q, if Ru
1(q) ≤

λRM then Ru
1(̃q) ≤ λRM. We conclude the proof by noting that, for any q, pM ∈

BR1(q) ⇐⇒ Ru
1(q) ≤ λRM. □
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Figure A.2: θ ∼ Unif[0, 1], λ = 1. The orange curve shows RC(p, pM), the
COPY’s revenue from setting price p when firm 1 sets pM. The blue curve shows
R1(p, pC); its locally optimal value at p1 is strictly less than firm 1’s revenue at
pM, the global optimum. Hence, pM = BR1(pC).

Finally, we are left with proving Lemma 130, i.e., we have to show that,

for any MHR distribution and any λ ≥ 1, firm 1’s revenue R1(pC) ≤ λRM, for

pC = BR1(pM).

Figure A.2 illustrates this fact in the case of θ ∼ Unif[0, 1] and λ = 1. Consider

R1(p, pM), firm 1’s revenue from setting price p when firm 2 sets p2 = pM =

1/2, represented by the solid blue line. The optimal revenue from undercutting

(attained at p1 =
3
8 ), strictly surpasses λRM. By construction, the COPY mimics

BR1(pM), thus it sets pC =
3
8 . firm 1 now best responds to the COPY; its revenue

function R1(p, pC) is given by the solid orange curve. Observe that the peak of

R1(p, pC) for p ≤ 1
2 is strictly below RM. Thus, pM = BR1(pC).

Lemma 130. For any MHR distribution, let pC = BR1(pM). Then, pM = BR1(pC).

We first establish two propositions needed in the proof.

Proposition 131. For any c ≥ 0, the function g(x) = (x − α) exp
(
− x−α

c

)
is non-

decreasing for all x ≤ α + c.
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Proof. Let y = x − α, and ĝ(y) = ye−y/c. Then we have

dĝ
dy
= e−y/c

(
1 −

y
c

)
≥ 0 ∀ y ≤ c

Thus, g(x) is non-decreasing for x ≤ α + c. □

Proposition 132 encodes a somewhat non-standard inequality, which is also

more complex in that it holds only for a restricted range of parameters. It is also

critical for our proof, in that it is the only part of the proof where we require

λ ≥ 1.

Proposition 132. For any λ ≥ 1 and x ∈ (0, 1], we have

exp
(

λ

(1 + λ) − x
−

1
x

)
≤

λx
(1 + λ) − x

.

Proof. By taking logs and re-arranging, the claim is equivalent to showing

λ

1 + λ − x
− log

(
λ

1 + λ − x

)
≤

1
x
− log

(
1
x

)
.

Let g(λ) denote the left-hand side of this equation. Since g(λ) is decreasing for

all λ ≥ 0, x ∈ (0, 1], it suffices for the claim to hold if 1
2−x − log

(
1

2−x

)
≤ 1

x − log
(

1
x

)
,

since λ ≥ 1. This is true for all x ∈ (0, 1]. □

We continue with the proof of Lemma 130.

Proof of Lemma 130. Let qC denote the quantile associated with pC. We prove

that qM = BR1(qC). The easy case to consider is when the supremum of firm 1’s

optimization problem is achieved at q = qC. When q = qC, R1(q, qC) = λqCv(qC) ≤

λRM by optimality of RM, and the lemma holds.
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Suppose neither of these cases holds, and that the maximum is achieved at

q⋆ ∈ (qC, 1).We have

R1(q⋆, qC) =
(
λq⋆ + (q⋆ − qC)

)
v
(
q⋆

)
≤

(
λq⋆ + (q⋆ − qC)

)
v
(
qC

)
exp

(
v′

(
qC

)
v
(
qC

) (
q⋆ − qC

))
= (1 + λ) exp

(
−

v′
(
qC

)
v
(
qC

) · λqC

1 + λ

)
v
(
qC

)
×

(q⋆ − qC

1 + λ

)
exp

(
v′

(
qC

)
v
(
qC

) (
q⋆ −

qC

1 + λ

)) , (A.8)

where the inequality follows from Lemma 119.

Next, by Lemma 121, q⋆ = qC
1+λ −

v(q⋆)
v′(q⋆) . By Lemma 119, v′(q)

v(q) is non-increasing

for q ≥ qM, hence v(q)
v′(q) is non-decreasing, and v(q⋆)

v′(q⋆) ≥
v(qC)
v′(qC) . Putting this together

we obtain the following upper bound on q⋆:

q⋆ ≤
qC

1 + λ
−

v
(
qC

)
v′

(
qC

) ≜ q.

Define c = − v(qC)
v′(qC) ≥ 0 and α = qC

1+λ ; thus we have q = α + c. Now, we can use

Proposition 131 to replacing q⋆ with q in the RHS of (A.8)), to obtain:

R1(q⋆, qC) ≤ −(1 + λ) · exp
(
−
λqC

1 + λ
v′

(
qC

)
v
(
qC

) )
v
(
qC

)
·

(
e−1 ·

v
(
qC

)
v′

(
qC

))
≤ −(1 + λ) · exp

(
−
λqC

1 + λ
v′

(
qC

)
v
(
qC

) )
·

v (
qM

)
exp

(
−

1
qM

(
qC − qM

))
×

(
e−1 ·

v
(
qC

)
v′

(
qC

))
(Using Lemma 119 for v

(
qC

)
)

= −(1 + λ) ·
v
(
qC

)
v′

(
qC

) · v (
qM

)
exp

(
−

qC

qM −
λqC

1 + λ
v′

(
qC

)
v
(
qC

) )
. (A.9)

By Lemma 121, v(qC)
v′(qC) =

qM

1+λ − qC. Plugging this into upper bound (A.9), we
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have:

R1(q⋆, qC) ≤ −(1 + λ)
 qM

1 + λ
− qC

 exp
(
−

qC

qM −
λqC

1 + λ
·

1 + λ
qM − (1 + λ)qC

)
v
(
qM

)
= −(1 + λ)

 qM

1 + λ
− qC

 v
(
qM

)
exp

(
−

qC

qM −
λqC

qM − (1 + λ)qC

)

=

(
(1 + λ)qC − qM

)
λqM exp

(
−

qC

qM +
λqC

(1 + λ)qC − qM

)
λqMv

(
qM

)
< λRM,

where the last inequality follows from using RM = qMv
(
qM

)
, and the inequality

established in Proposition 132 (with x = qM/qC < 1). □

Proof of Proposition 126.

Let Ru
2(q1) denote the optimal undercutting revenue of firm 2 when firm 1 sets

q1 ≜ BR1(qM) = arg maxq R1(q, qM). Moreover, let q2 = arg max
q≥q1

R2(q, q1). Recall,

RM ≜ qMv
(
qM

)
. The result relies on the following auxiliary facts, whose proofs

we defer to the end of this proof.

Lemma 133. Let ĝ(q2) ≜ (1+λ)q2−λq1
q1

exp
[

q1
(1+λ)q2−λq1

]
. Then

ĝ(q2) ≥
1

1 + L

1 + λ + L −
qM

q1

 exp
[

1 + L
1 + λ + L − qM/q1

]
.

Lemma 134. Let ĥ(x) ≜ (1+λ+L)x−1
1+L exp

[
λ

(1+λ)x−1 +
(1+L)x

(1+λ+L)x−1

]
. Then

ĥ(x) ≥ 2 ·
λ + L
1 + L

∀ x ∈
(
1, 1 +

1
1 + λ

]
, λ ≥ 1, L > 0.

Proof of Proposition 126. By Lemma 122, q2 > q1. This then implies that Ru
2(q1) =
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v
(
q2

) (
(1 + λ)q2 − λq1

)
. By log-concavity of v (·) over (qM, 1]:

v
(
q1

)
≤ v

(
q2

)
exp

[
v′

(
q2

)
v
(
q2

) (
q1 − q2

)]
=⇒ v

(
q2

)
≥ v

(
q1

)
exp

[
v′

(
q2

)
v
(
q2

) (
q2 − q1

)]
= v

(
q1

)
exp

[
−

(1 + λ)(q2 − q1)
(1 + λ)q2 − λq1

]
= v

(
q1

)
exp

[
−1 +

q1

(1 + λ)q2 − λq1

]
where the first equality follows from the first-order condition on q2 (a conse-

quence of Lemma 122). Thus

Ru
2(q1) ≥ q1v

(
q1

)
·

(1 + λ)q2 − λq1

q1
exp

[
−1 +

q1

(1 + λ)q2 − λq1

]
.

By Lemma 133:

Ru
2(q1) ≥ q1v

(
q1

)
·

(1 + λ + L)q1 − qM

(1 + L)q1
exp

[
−1 +

(1 + L)q1

(1 + λ + L)q1 − qM

]
(A.10)

By log-concavity of v
(
q
)

over (qM, 1]:

v
(
q1

)
≥ v

(
qM

)
exp

[
v′

(
q1

)
v
(
q1

) (q1 − qM)
]

= v
(
qM

)
exp

− (1 + λ)(q1 − qM)
(1 + λ)q1 − qM


= v

(
qM

)
exp

−1 +
λqM

(1 + λ)q1 − qM


where the first equality follows from the first-order condition on q1. Plugging

this into (A.10) and re-arranging, we have:

Ru
2(q1) ≥ qMv

(
qM

)
e−2 q1

qM

(1 + λ + L)q1 − qM

(1 + L)q1
exp

 (1 + L)q1

(1 + λ + L)q1 − qM +
λqM

(1 + λ)q1 − qM

 .
Applying Lemma 134 to ĥ

(
q1
qM

)
≜ q1

qM
(1+λ+L)q1−qM

(1+L)q1
exp

[
(1+L)q1

(1+λ+L)q1−qM +
λqM

(1+λ)q1−qM

]
, we

obtain:

Ru
2(q1) ≥ qMv

(
qM

)
e−2 · 2 ·

λ + L
1 + L

.

250



Noting 2e−2 L+λ
1+L ≥ 1∀ λ ≥ L

(
e2

2 − 1
)
+ e2

2 completes the proof of the proposition. □

We conclude with the proofs of the two auxiliary facts.

Proof of Lemma 133. Consider g̃(x) = xe1/x, increasing for all x ≥ 1. Moreover, let

y ≜ 1
1+L

(
1 + λ + L − qM

q1

)
. Since qM < q1, we have y > λ+L

1+L ≥ 1∀ λ ≥ 1, so g̃(x) ≥ g̃(y)

for all x ≥ y.

We next claim that (1+λ)q2−λq1
q1

≥ y. To see this, note that by the first-order

condition, q2 satisfies:

(1 + λ)q2 − λq1 = −(1 + λ)
v
(
q2

)
v′

(
q2

)
≥ (1 + λ)

(
−L(q2 − q1) −

v
(
q1

)
v′

(
q1

))
= −L(1 + λ)(q2 − q1) + (1 + λ)q1 − qM

=⇒ (1 + λ)q2(1 + L) ≥ q1
(
(1 + λ)(1 + L) + λ

)
− qM

=⇒ (1 + λ)q2 − λq1 ≥ q1

(
1 +

λ

1 + L

)
−

qM

1 + L
,

where the first inequality follows from Lipschitz continuity of v(q)
v′(q) and the sub-

sequent equality follows from the first-order condition on q1. Dividing by q1 on

both sides gives the claim.

Observing that ĝ(q2) = g̃
(

(1+λ)q2−λq1
q1

)
, we obtain the claim. □

Proof of Lemma 134. For all x > 0, λ
(1+λ)x−1 +

(1+L)x
(1+λ+L)x−1 is non-increasing (we leave

the proof of this easy fact to the reader), and (1 + λ + L)x − 1 is increasing. Thus,
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for x ∈
(
1, 1 + 1

1+λ

]
:

ĥ(x) ≥
L + λ
1 + L

exp
[
λ

1 + λ
+

(1 + L)(2 + λ)
(1 + L + λ)(2 + λ) − (1 + λ)

]
≥

L + λ
1 + L

(
1 +

λ

1 + λ
+

(1 + L)(2 + λ)
(1 + L + λ)(2 + λ) − (1 + λ)

)
≥

L + λ
1 + L

(
1 +

λ

1 + λ
+

1 + L
1 + L + λ

)
≥

L + λ
1 + L

(
1 +

λ

1 + λ
+

1
1 + λ

)
= 2 ·

L + λ
1 + L

.

□

A.3 Proofs of Section 2.5.1 Results

A.3.1 Satisficing Search in a Duopoly Model Satisfies Assump-

tions 3-5

Recall, the revenue functions induced by satisficing customers in a duopoly are

given by:

Ri(pi, p−i) = pi

(
λiF(pi) + λ−i

(
F(pi) − F(p−i)

)+)
, ∀ i ∈ {1, 2}

Moreover, for i ∈ {1, 2}:

gi(pi, p−i = 0) = λi

(
F(pi) − pi f (pi)

)
gi(pi, p−i) = (λi + λ−i)

(
F(pi) − pi f (pi)

)
− λ−iF(p−i) ∀ pi < p−i, p−i > 0

Proof of Proposition 16.

Proof. We first note that continuity of f and v̄ < ∞ imply that f is bounded. We

now show that the various assumptions are satisfied.
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Assumption 3:

1. (Smoothness) This follows from Lipschitz continuity and boundedness of f ,

as well as v̄ < ∞.

2. (Uniform boundedness of partial gradients) This is implied by continuity and

boundedness of f , as well as v̄ < ∞.

3. (Interiority of local optima) See Proposition 123. For the boundary condi-

tions, for i ∈ {1, 2}, we have:

(a) gi(0, p−i = 0) = λiF(0) = λi > 0

(b) gi(v̄, p−i = 0) = λi
(
0 − v̄ f (v̄)

)
< 0

(c) gi(0, p−i) = (λi + λ−i) − λ−iF(p−i) > 0, since F(p−i) < 1

(d) limp↑v̄ gi(p, v̄) = (λi + λ−i)
(
0 − v̄ f (v̄)

)
< 0.

4. (Unimodality) See Proposition 123.

5. (No flat regions away from undercutting optimum) Suppose first that

θ ∼ Unif[0, v̄]. Then, for S = ϕ,

gi(p,pϕ
−i) = λi

(
1 − 2

p
v̄

)
=⇒

∂

∂p
gi(p,pϕ

−i) = −2λi/v̄.

Thus, Ri(p,pϕ
−i) is strongly concave with respect to p over [0, v̄]. Noting that

strong concavity implies (2.5), the claim is shown for this case.

For S = {−i}:

gi(p,pS−i) = (λi + λ−i)
(
1 − 2

p
v̄

)
− λ−i

(
1 −

p−i

v̄

)
=⇒

∂

∂p
gi(p,pS−i) = −2 (λi + λ−i) /v̄,

and Ri(p,pS
−i) is strongly concave with respect to p over [0, p−i), proving the

claim for this case.

Suppose now that θ ∼ Exp(α), α > 0, with 1
α
< v̄ < ∞. Then, for S = ϕ,

gi(p,pϕ
−i) = λie−αp (

1 − α p
)
=⇒

|gi(p,pϕ
−i)|

|p − p∗i (pϕ
−i)|
= λi
|e−αp (

1 − α p
)
|

|p − 1
α
|

≥ λiαe−αv̄ > 0.
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For S = {−i}:

gi(p,pS−i) = (λi + λ−i)e−αp (
1 − αp

)
− λ−ie−αp−i (A.11)

=⇒ p∗i (pS−i) =
1
α

1 −W
(
λ−i

λi + λ−i
e1−αp−i

) , (A.12)

where W(·) is the Lambert function. Thus:

|gi(p,pS
−i)|

|p − p∗i (pS
−i)|
= α ·

|(λi + λ−i)e−αp (
1 − αp

)
− λ−ie−αp−i |

|αp − 1 +W
(
λ−i
λi+λ−i

e1−αp−i
)
|

= −α ·
(λi + λ−i)e−αp (

1 − αp
)
− λ−ie−αp−i

αp − 1 +W
(
λ−i
λi+λ−i

e1−αp−i
) ,

by unimodality. We first argue that this function is continuous over [0, p−i]. It

suffices to show that limp→p∗i (pS
−i)
|gi(p,pS

−i)|

|p−p∗i (pS
−i)|

exists. Applying l’Hôpital’s rule, we

have:

lim
p→p∗i (pS

−i)

|gi(p,pS
−i)|

|p − p∗i (pS
−i)|
= −α lim

p→p∗i (pS
−i)

(λi + λ−i)αe−αp(αp − 2)
α

= −(λi + λ−i)αe−αp∗i (pS
−i)(αp∗i (pS−i) − 2)

= (λi + λ−i)αe−αp∗i (pS
−i)

1 +W
(
λ−i

λi + λ−i
e1−αp−i

) > 0

by (A.11), and the fact that p−i < v̄ < ∞. Thus, |gi(p,pS
−i)|

|p−p∗i (pS
−i)|

is continuous over

a compact set and attains its minimum, which by the above arguments is

bounded away from 0.

Assumption 4: By Proposition 123, the supremum is always attained in the

satisficing search setting in a duopoly with MHR-distributed satisficing thresh-

olds. □
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Proof of Proposition 17.

Proof. For p ∈ (0, v̄), we have:

g1(p1 = p, p2 = 0) − lim
q↑p

g2(p1 = p, p2 = q) =
(
λ1

(
F(p) − p f (p)

))
−

(
(λ1 + λ2)

(
F(p) − p f (p)

)
− λ1F(p)

)
=

(
λ1

(
F(p) − p f (p)

))
−

(
λ2

(
F(p) − p f (p)

)
− λ1 p f (p)

)
= λ1F(p) − λ2

(
F(p) − p f (p)

)
= (λ1 − λ2)F(p) + λ2 p f (p) > 0.

□

A.3.2 Proof of Convergence to an LNE

Proof of Theorem 18.

We first introduce some useful terminology. If firm i gradient-dominates firm j

and pi > p j, we say that firms i and j are correctly ordered. Otherwise, i and j are

said to be incorrectly ordered. The following fact emerges as a consequence of the

gradient dominance condition in Assumption 5.

Proposition 135. Suppose Assumption 5 holds. Then, there exists an ordering π such

that, for all p aligned with π and all l ∈ [N]:

gπ(l)
(
pπ(l),pπ(1:l−1)

−π(l)

)
> lim

p↑pπ(l)
gπ(l+1)

(
p,pπ(1:l)

−π(l+1)

)
∀p ∈ VN s.t. pπ(N) > 0. (A.13)

where, for l ∈ [N], π(1 : l) := {π(1), . . . , π(l)}, and π(1 : 0) := ϕ.

255



Proof. The proof is constructive. Consider any ordering π such that (A.13) does

not hold, and let l∗ denote the first rank in the ordering such that ∃p ∈ VN such

that gπ(l)
(
pπ(l),pπ(1:l−1)

−π(l)

)
≤ limp↑pπ(l) gπ(l+1)

(
p,pπ(1:l)

−π(l+1)

)
, with pπ(N) > 0. By gradient

dominance, then, gπ(l+1)

(
pπ(l+1),pπ(1:l)

−π(l+1)

)
> limp↑pπ(l+1) gπ(l)

(
p,pπ(1:l−1)

−π(l)

)
for all p ∈ VN

such that pπ(N) > 0. Define π′ such that π′(l) = π(l) for all l ∈ [N] \ {l∗, l∗ + 1}, and

π′(l∗) = π(l∗ + 1) and π′(l∗ + 1) = π(l∗). That is, the two firms that were previously

incorrectly ordered in π are now correctly ordered in π′. Repeat this process

with π′, as long as there exist incorrectly ordered firms in the newly generated

ordering π′. To see why this process must terminate with all firms correctly

ordered, note that, once two firms have been swapped, by gradient dominance

they will never be swapped again. Thus the algorithm never revisits the same

ordering. Since there are finitely many orderings and, for each ordering, finitely

many pairs to potentially swap, this algorithm must terminate in an ordering π

such that (A.13) holds. □

With Proposition 135 in hand, we introduce some additional terminology. If

p is aligned with an ordering π such that Eq. (A.13) holds, we say that p is in a

right configuration. If p is strictly ordered but Eq. (A.13) does not hold, p is said

to be in a wrong configuration. Finally, if there exist i, j ∈ N such that pi = p j,

then p is in an equal configuration.

The theorem then follows from the following facts:

1. Assumption 3 and Proposition 135 imply that the LNE for which the

prices are in a right configuration exists (Lemma 136).

2. There exists t∗1 such that, if firms’ prices are in a right configuration at t∗1,

then they remain in a right configuration for all t > t∗1 (Corollary 138).
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3. If there exists t∗2 such that firms’ prices are in the same strictly aligned

configuration for all t > t∗2, then the LNE with the corresponding ordering

exists, and the firms’ prices converge to this LNE (Lemma 140).

We put these facts together to prove Theorem 18.

Proof of Theorem 18. Consider t > t∗1. We consider two cases.

Case 1: Firms’ prices are in a right configuration at time t. By Corollary 138,

they remain in the right configuration for all t′ > t. Then, by Lemma 140, the

LNE for which firms’ prices are in this right configuration exists, and they con-

verge to this LNE.

Case 2: Firms’ prices are in a wrong configuration at time t. In this case, either:

1. Firms’ prices remain in this wrong configuration for all t′ > t. Then, by

Lemma 140 the LNE corresponding to this wrong configuration exists, and

the firms’ prices converge to this LNE.

2. There exist t′ > t and i, j ∈ N such that pi,t′ < p j,t′ and pi,t′+1 > p j,t′+1. In this

sub-case, either:

(a) pt′+1 is in a right configuration, in which case we have established that

firms’ prices will remain in this right configuration and converge to

the corresponding LNE.

(b) pt′+1 is in another wrong configuration. Then, by Corollary 139, pi,t′′ >

p j,t′′ for all t′′ > t′. As a result, firms will never re-enter the wrong

configuration they just exited.
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3. There exist t′ > t and i, j ∈ N such that pi,t′ = p j,t′ =: p. Again, by

Lemma 137 it must be that firm i gradient-dominates firm j. Due to the

randomized gradient oracle at equality (see Algorithm 1), the following

events occur with strictly positive probability:

(a) firms i and j observe different gradients,

(b) firm i observes gi(pi = p, p j = 0,pS
−{i, j},t), and firm j observes

limq↑p g j(pi = p, p j = q,pS
−{i, j},t), for some S ⊆ N \ {i, j}.

Thus, with probability 1 there exists t′′ > t′ such that pi,t′′ , p j,t′′ , and one

of three facts holds at t′′:

(a) firms’ prices are in a right configuration (Case 1),

(b) firms’ prices are in a wrong configuration and remain in this wrong

configuration (Case 2.1), or

(c) firms i and j become correctly ordered, and will remain correctly or-

dered from then on (Case 2.2(b)).

Case 3: Firms’ prices are in an equal configuration at time t. See Case 2.3.

Thus, in the worst case, firms keep exiting and entering into successive

wrong configurations. However, since there are finitely many wrong configura-

tions and firms never re-enter a wrong configuration they have exited, it must

be that firms’ prices eventually enter a right configuration and converge to the

corresponding LNE. □

We now show each of these key component results, beginning with the fact

that Assumption 3 and Proposition 135 imply existence of an LNE.
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Lemma 136. Let π be such that Eq. (A.13) holds. Then, there exists an LNE p∗ aligned

with π.

Proof. Recall, pM
i = arg maxp Mi(p). By Eq. (A.13) π, then:

lim
p↑pπ(1)

gπ(2)

(
p,pπ(1)

−π(2)

)
< gπ(1)(pM

π(1),p
ϕ
−π(1)) = 0.

Since, limp↑pπ(1) gπ(2)

(
p,pπ(1)

−π(2)

)
< 0, by Assumption 3 Rπ(2)(·,pπ(1)

−π(2)) attains its unique

maximum p∗π(2) in (0, pM
π(1)), with gπ(2)

(
p∗π(2),p

π(1)
−π(2)

)
= 0. Iterating this argument for

l = 3, . . . ,N, we obtain that π belongs to an existing valid order-price pair. Thus,

the unique LNE associated with π exists. □

In the remainder of the proofs we assume that t is large enough that pi,t+1 =

pi,t + ηtgi(pi,t,p−i,t) for all i ∈ N . This is without loss of generality, as by Assump-

tion 3, the firms’ price trajectories point away from the boundary of the decision

space.

Lemma 137. There exists large enough t∗1 ∈ N such that, for all i, j ∈ N , if firms i and

j are correctly ordered at time t∗1, they remain correctly ordered for all t ≥ t∗1.

Proof. Without loss of generality, suppose i gradient-dominates j. Let c > 0 be

defined as follows3:

c = min
{

gi(pi = p, p j = 0,pS
−{i, j}) − lim

q↑p
g j(pi = p, p j = q,pS

−{i, j})
∣∣∣∣∣S ⊆ N \ {i, j},p ∈ VN

}
.

Fix 0 < δ < c/(2L). We first show that there exists large enough t such that, if

3Note that such a c exists by Assumption 5 and continuity of the gradients.
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|pi,t − p j,t| ≥ δ, then pi,t > p j,t =⇒ pi,t+1 > p j,t+1. We have:

pi,t+1 − p j,t+1 =

(
pi,t + ηtgi

(
pi,t,p−i,t

))
−

(
p j,t + ηtg j(p j,t,p− j,t)

)
= pi,t − p j,t + ηt

(
gi

(
pi,t,p−i,t

)
− g j(p j,t,p− j,t)

)
(A.14)

≥ δ − 2Gηt > 0

for large enough t, since ηt is decreasing and limt→∞ ηt = 0 by square-

summability of the step sizes.

We now argue that, if |pi,t − p j,t| < δ, then pi,t > p j,t =⇒ pi,t+1 > p j,t+1. By

smoothness, for all ϵ > 0 such that (pi,t − ϵ,p− j,t) is aligned with pt, we have:

g j(p j,t,p− j,t) ≤ g j(pi,t − ϵ,p− j,t) + L|p j,t − (pi,t − ϵ)|.

Using |pi,t − p j,t| < δ and taking the limit as ϵ approaches 0, we obtain:

g j(p j,t,p− j,t) ≤ lim
p↑pi,t

g j(p,p− j,t) + Lδ.

Plugging this into (A.14), we have:

pi,t+1 − p j,t+1 ≥ (pi,t − p j,t) + ηt

(
gi

(
pi,t,p−i,t

)
− lim

p↑pi,t
g j(pi,t,p− j,t) − Lδ

)
≥ (pi,t − p j,t) + ηt · c/2 > pi,t − p j,t > 0.

Taking t∗1 = min{t | δ − 2Gηt > 0∀ i, j ∈ N}, we obtain the claim. □

The following corollaries emerge as a direct consequence of Lemma 137.

Corollary 138. If pt is in a right configuration for t ≥ t∗1, then, for all t′ > t, pt′ remains

in this configuration.

Corollary 139. Fix t ≥ t∗1. If firms i and j were incorrectly ordered at time t but became

correctly ordered at time t + 1, then they remain correctly ordered for all t′ ≥ t + 1.
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We now present our key lemma.

Lemma 140. Suppose there exists t∗ ∈ N such that pt is aligned with the same ordering

π for all t > t∗. Then, there exists a valid order-price pair to which π belongs, and pt

converges to the corresponding LNE.

Proof. Let l∗ be as follows:

l∗ = sup
{
l
∣∣∣∃ a valid order-price pair (̃π, p̃) such that π̃(l′) = π(l′)∀ l′ ≤ l

}
.

If l∗ fails to exist, we let l∗ = 1. We prove that lim
t→∞

pπ(l′),t = p̃π(l′) for all l′ ≤ l∗ by

induction.

Base case: l′ = 1. This simply follows from the fact that for all t > t∗, Firm

π(1)’s revenue is independent of p−π(1),t, and thus firm π(1) is simply running

gradient ascent over Mi(p), which under Assumption 3 is known to converge to

the unique maximizer pM
π(1) [46].

Inductive step. Suppose lim
t→∞

pπ(l′),t = p̃π(l′) for all l′ ≤ l, with l < l∗. We first argue

that supp<pπ(l) Rπ(l+1)(p, p̃π(1:l)
−π(l+1)) is attained.

Suppose for contradiction that pt is aligned π for all t > t∗, but

supp< p̃π(l) Rπ(l+1)(p, p̃π(1:l)
−π(l+1)) is not attained. Then, by Assumption 4, there exists

c > 0 such that:

1. gπ(l+1)

(
p, p̃π(1:l)

−π(l+1)

)
≥ c for all p < p̃π(l), and

2. limp↑ p̃π(l) gπ(l+1)

(
p, p̃π(1:l)

−π(l+1)

)
≥ c, by continuity.

Let δ > 0 be such that

δ =
1
2

min
{

c
(2l + 1)L

,min
l′<N

{
| p̃π(l′) − p̃π(l′+1)|

}}
. (A.15)

261



Define tδ > t∗ such that | p̃π(l′) − pπ(l′),t| < δ for all t > tδ, l′ ≤ l. Since pt and p̃ are

both aligned with π for all l′ ≤ l and t > t∗, if pπ(l+1),t < p̃π(l) − δ < p̃π(l) we have:

gπ(l+1)(pπ(l+1),t,pπ(1:l)
−π(l+1),t) ≥ gπ(l+1)(pπ(l+1),t, p̃π(1:l)

−π(l+1)) − l · L · δ
(a)
≥ c/2,

where (a) follows from the fact that δ ≤ 1
2

c
(2l+1)L <

1
2

c
lL .

Consider now the case where pπ(l+1),t ≥ p̃π(l) − δ. Since we also have pπ(l+1),t <

pπ(l),t < p̃π(l) + δ, by smoothness and continuity:

gπ(l+1)(pπ(l+1),t,pπ(1:l)
−π(l+1),t) ≥ lim

p↑p̃π(l)
gπ(l+1)(p, p̃π(1:l)

−π(l+1)) − (l + 1) · L · δ ≥ c/2.

By non-summability of (ηt), then, there exists t′ > tδ such that pπ(l+1),t > p̃π(l) +

δ > pπ(l+1),t, a contradiction.

Having established that supp< p̃π(l) Rπ(l+1)(p, p̃π(1:l)
−π(l+1)) is attained, we now show

that lim
t→∞

pπ(l+1),t = p̃π(l+1). Let dt = ( p̃π(l+1) − pπ(l+1),t)2. We have:

dt+1 = dt − 2(p̃π(l+1) − pπ(l+1),t)(pπ(l+1),t+1 − pπ(l+1),t) + (pπ(l+1),t+1 − pπ(l+1),t)2

Plugging in the fact that pπ(l+1),t+1 = pπ(l+1),t + ηtgπ(l+1)(pπ(l+1),t,p−π(l+1),t):

dt+1 = dt − 2ηtgπ(l+1)(pπ(l+1),t,p−π(l+1),t)( p̃π(l+1) − pπ(l+1),t) + η2
t gπ(l+1)(pπ(l+1),t,p−π(l+1),t)2

≤ dt − 2ηtgπ(l+1)(pπ(l+1),t,p−π(l+1),t)( p̃π(l+1) − pπ(l+1),t) + η2
t G

2. (A.16)

Fix ϵ > 0, and suppose dt ≥ ϵ. We show that, for large enough t, dt+1 < dt − γt,

with γt > 0 and limT→∞
∑T

t=1 γt = ∞.

By the inductive hypothesis, lim
t→∞

pπ(l′),t = p̃π(l′) for all l′ ≤ l. Let δ > 0 be such

that:4

δ =
1
2

min
{

Kϵ
lLv̄
, min

l′<N
| p̃π(l′) − p̃π(l′+1)|,−

1
(l + 1)L

lim
p↑p̃π(l)

gπ(l+1)(p, p̃π(1:l)
−π(l+1))

}
.

4The fact that supp<p̃π(l) Rπ(l+1)(p, p̃π(1:l)
−π(l+1)) is attained implies limp↑ p̃π(l) gπ(l+1)(p, p̃π(1:l)

−π(l+1)) = −c, for
some c > 0, and thus δ necessarily exists.
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Let tδ > t∗ be such that, for all t > tδ

1. |pπ(l′),t − p̃π(l′)| < δ for all l′ ≤ l, and

2. ηt < δ/G.5

The following lemma, whose proof we defer to the end of this section, allows us

to establish that pπ(l+1) never exceeds p̃π(l).

Lemma 141. Consider an ordering π and rank l ∈ [N], and the price vector p̃ defined

as follows:

p̃π(1) := arg max
p

Mπ(1)(p)

p̃π(l′) := arg max
p< p̃π(l′−1)

Rπ(l′)(p, p̃π(1:l′−1)
−π(l′) ) for l′ ∈ {2, . . . , l + 1}

(That is, assume each of these local suprema is attained.) Let δ > 0 be such that

δ =
1
2

min
{

min
l′<l
|p̃π(l′) − p̃π(l′+1)|,−

1
(l + 1)L

· lim
p↑ p̃π(l)

gπ(l+1)(p, p̃π(1:l)
−π(l+1))

}
Suppose moreover that there exists tδ ∈ N such that, for all t > tδ

1. pt is aligned with π,

2. |pπ(l′),t − p̃π(l′)| < δ for l′ ≤ l, and

3. ηt < δ/G.

Then, there exists t′ > tδ such that pπ(l+1),t < p̃π(l) for all t > t′.

Applying this lemma and using the unimodality and flatness conditions (As-

sumption 3):

gπ(l+1)(pπ(l+1),t, p̃π(1:l)
−π(l+1))( p̃π(l+1) − pπ(l+1),t) ≥ K(p̃π(l+1) − pπ(l+1),t)2 ≥ Kϵ.

5Such a t exists by the Robbins-Monro assumptions.
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Re-arranging, we obtain:

−gπ(l+1)(pπ(l+1),t, p̃π(1:l)
−π(l+1))( p̃π(l+1) − pπ(l+1),t) ≤ −Kϵ (A.17)

Since pt and p̃t are aligned with the same ordering for l′ ≤ l, and pπ(l+1),t < p̃π(l),

by smoothness we have that, for t > tδ:

gπ(l+1)(pπ(l+1),t, p̃π(1:l)
−π(l+1)) − lLδ ≤ gπ(l+1)(pπ(l+1),t,pπ(1:l)

−π(l+1),t) ≤ gπ(l+1)(pπ(l+1),t, p̃π(1:l)
−π(l+1)) + lLδ.

Plugging this into (A.17):

−gπ(l+1)(pπ(l+1),t,pπ(1:l)
−π(l+1),t)(p̃π(l+1) − pπ(l+1),t) ≤ −Kϵ + lLδv̄ ≤ −Kϵ/2.

Thus, we obtain:

dt+1 ≤ dt − ηtKϵ + η2
t G

2.

Let γt = ηtKϵ − η2
t G

2. For large enough t, γt > 0, and moreover
∑

t γt = ∞ by

the Robbins-Monro assumptions on (ηt). Let tϵ = min
{
t | γt > 0, t > t′

}
.

We complete the proof by showing that there exists t′ϵ such that for all t > t′ϵ ,

if dt < ϵ, then dt+1 < 2ϵ. We use the facts that |gπ(l+1)(pπ(l+1),t,p−π(l+1),t)| ≤ G and

|p̃π(l+1) − pπ(l+1),t| <
√
ϵ and plug into (A.16), to obtain:

dt+1 < ϵ + 2ηtG
√
ϵ + η2

t G
2 < 2ϵ

for large enough t, since ηt is decreasing and lim
t→∞
ηt = 0 by the Robbins-Monro

square-summability assumption.

Thus, for t > max{tϵ , t′ϵ , tδ}, as long as dt ≥ ϵ, dt strictly decreases by γt. Since∑
t γt = ∞, there exists a point past which dt < ϵ. When this occurs, we have
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dt+1 < 2ϵ. Taking ϵ to be arbitrarily small we obtain convergence of pπ(l+1),t to

p̃π(l+1). This then completes the proof of the inductive step.

Rolling this argument out, we must have that l∗ = N, and (i) the valid order-

price pair to which π belongs exists, and (ii) limt→∞ pπ(l),t = p̃π(l) for all l ∈ [N]. □

Proof of Lemma 141.

Proof. The proof is similar to that of Lemma 137. By assumption, pπ(l+1),t < pπ(l),t <

p̃π(l) + δ for all t > tδ. We consider two cases.

Case 1: pπ(l+1),t ≤ p̃π(l) − δ. As in the proof of Lemma 137, we have:

pπ(l+1),t+1 = pπ(l+1),t + ηtgπ(l+1)(pπ(l+1),t,pπ(1:l)
−π(l+1),t) ≤ pπ(l+1),t + ηtG

(a)
< pπ(l+1),t + δ < p̃π(l),

where (a) follows from the fact that ηt < δ/G.

Case 2: |pπ(l+1),t − p̃π(l)| < δ. We show that, for all t > tδ, pπ(l+1),t+1 ≤ pπ(l+1),t − γt,

where γt > 0 for all t and
∑

t γt = ∞. If this holds, there exists t′ > tδ such that

pπ(l+1),t′ < p̃π(l) − δ, and we are back in Case 1. We have:

pπ(l+1),t+1 = pπ(l+1),t + ηtgπ(l+1)(pπ(l+1),t,pπ(1:l)
−π(l+1),t)

≤ pπ(l+1),t + ηt ·

(
lim

p↑ p̃π(l)
gπ(l+1)(p, p̃π(1:l)

−π(l+1)) + (l + 1)Lδ
)

≤ pπ(l+1),t + ηt ·
1
2
· lim

p↑ p̃π(l)
gπ(l+1)(p, p̃π(1:l)

−π(l+1)) (A.18)

where (A.18) follows from the definition of δ.

Letting γt = −1
2ηt limp↑ p̃π(l) gπ(l+1)(p, p̃π(1:l)

−π(l+1)), we obtain γt > 0 since

limp↑ p̃π(l) gπ(l+1)(p, p̃π(1:l)
−π(l+1)) < 0 by the assumption that the supremum is attained.

Moreover,
∑

t γt = ∞, by non-summability of ηt. □
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A.4 Proofs of Section 2.5.3 Results

Proof of Lemma 22.

Proof. The proof modifies the regret analysis of OGA to accommodate the

importance weighted gradient ĝl
i. For l ∈ [N] and p−i,0:T−1, let p∗i (l) =

arg maxp∈V
∑T−1

t=0 Gl
i(p,p−i,t). (For ease of notation, we omit the dependence of p∗i (l)

on p−i,0:T−1.)

By concavity, for all t the following holds:

2
(
Gl

i(p∗i (l),p−i,t) −Gl
i(pi,t(l),p−i,t)

)
≤ 2gl

i(pi,t(l),p−i,t)(p∗i (l) − pi,t(l)) (A.19)

Moreover, by the pseudo-gradient update (2.11) we have:

(pi,t+1(l) − p∗i (l))2 ≤ (pi,t(l) + ηi,t̂gl
i(pi,t(l),p−i,t) − p∗i (l))2

= (pi,t(l) − p∗i (l))2 + η2
i,t̂g

l
i(pi,t(l),p−i,t)2

+ 2ηi,t̂gl
i(pi,t(l),p−i,t)(pi,t(l) − p∗i (l)).

Taking expectations on both sides, we obtain:

E
[
(pi,t+1(l) − p∗i (l))2

∣∣∣ pi,t(l), xi,t(l),p−i,0:T−1

]
≤ (pi,t(l) − p∗i (l))2 + η2

i,tE
[̂
gl

i(pi,t(l),p−i,t)2
∣∣∣ pi,t(l), xi,t(l),p−i,0:T−1

]
(A.20)

+ 2ηi,tE
[̂
gl

i(pi,t(l),p−i,t)
∣∣∣ pi,t(l), xi,t(l),p−i,0:T−1

]
(pi,t(l) − p∗i (l)). (A.21)

Consider first E
[̂
gl

i(pi,t(l),p−i,t)
∣∣∣ pi,t(l), xi,t(l),p−i,0:T−1

]
. We have:

E
[̂
gl

i(pi,t(l),p−i,t)
∣∣∣ pi,t(l), xi,t(l),p−i,0:T−1

]
= xi,t(l) ·

gl
i(pi,t(l),p−i,t)

xi,t(l)
+ (1 − xi,t(l)) · 0

= gl
i(pi,t(l),p−i,t). (A.22)
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Moreover,

E
[̂
gl

i(pi,t(l),p−i,t)2
∣∣∣ pi,t(l), xi,t(l),p−i,0:T−1

]
= xi,t(l) ·

gl
i(pi,t(l),p−i,t)2

xi,t(l)2 + (1 − xi,t(l)) · 0

=
gl

i(pi,t(l),p−i,t)2

xi,t(l)
≤ G2 ·

N
εi
, (A.23)

where the inequality follows from the upper bound Gi on the subgradients, and

the lower bound εi/N on xi,t(l). Plugging (A.22) and (A.23) back into (A.20):

E
[
(pi,t+1(l) − p∗i (l))2

∣∣∣ pi,t(l), xi,t(l),p−i,0:T−1

]
≤(pi,t(l) − p∗i (l))2 + η2

i,tG
2
i
N
εi

+ 2ηi,tgl
i(pi,t(l),p−i,t)(pi,t(l) − p∗i (l)).

Taking expectations and dividing by ηi,t on both sides:

1
ηi,t
E

[
(pi,t+1(l) − p∗i (l))2

∣∣∣ p−i,0:T−1

]
≤

1
ηi,t
E

[
(pi,t(l) − p∗i (l))2

∣∣∣ p−i,0:T−1

]
+ ηi,tG2

i
N
εi

+ 2E
[
gl

i(pi,t(l),p−i,t)(pi,t(l) − p∗i (l))
∣∣∣ p−i,0:T−1

]
Rearranging:

2E
[
gl

i(pi,t(l),p−i,t)(p∗i (l) − pi,t(l))
∣∣∣ p−i,0:T−1

]
≤

1
ηi,t
E

[
(pi,t(l) − p∗i (l))2

∣∣∣ p−i,0:T−1

]
−

1
ηi,t
E

[
(pi,t+1(l) − p∗i (l))2

∣∣∣ p−i,0:T−1

]
+ ηi,tG2

i
N
εi

Summing over all t and using the lower bound provided by (A.19), we finally

obtain:

2
T−1∑
t=0

E

[
Gl

i(p∗i (l),p−i,t) −Gl
i(pi,t(l),p−i,t)

∣∣∣∣∣ p−i,0:T−1

]

≤

T−1∑
t=0

E
[
(pi,t(l) − p∗i (l))2

∣∣∣ p−i,0:T−1

] ( 1
ηi,t
−

1
ηi,t−1

)
+G2

i
N
εi

T−1∑
t=0

ηi,t

≤
v̄2

ηi,T
+G2

i
N
εi

T−1∑
t=0

ηi,t.

□
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A.5 Extensions

A.5.1 Robustness to Heterogeneous Items

In this section, we extend the notion of pseudo-competitive games to settings in

which items are (mildly) heterogeneous, i.e., customers have different utilities for

the different items.

We assume each customer is endowed with a (possibly random) valuation

Vi ∈ R
≥0 for firm i ∈ N , and introduce the notion of ϵ-heterogeneity, for ϵ ≥ 0.

Definition 142 (ϵ-heterogeneity). The set of firms N is said to produce ϵ-

heterogeneous items if, for all customers and firms i, j ∈ N , |Vi − V j| ≤ ϵ.

The following observation motivates the extension of our class of games to

ϵ-heterogeneous items.

Remark 143. Let N c ⊆ N denote a customer’s consideration set of firms, and sup-

pose firm i ∈ N c sets price pi < min
{
p j; j ∈ Nc \ {i}

}
− ϵ. Then, firm i is the utility-

maximizing choice within N c.

Given p = (p1, . . . , pN), and a price p, let Sϵp(p) denote the set of firms whose

price is at least p − ϵ, i.e.

Sϵp(p) = {i ∈ N : pi ≥ p − ϵ}. (A.24)

We now define the ϵ-pseudo-competitive class of games.

Definition 144 (ϵ-pseudo-competitive game). An N-firm game of price competition

is said to be ϵ-pseudo-competitive if, for all i ∈ N , and price vectors p and p′ such that
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1. Sϵp(pi) = Sϵp′(pi), i.e., the same set of firms price at and above pi − ϵ in p and p′,

and

2. p j = p′j for all j ∈ Sϵp(pi),

we have that Ri(p) = Ri(p′)..

As before, to illustrate the prevalence of the ϵ-pseudo-competitive property,

we re-define the adaptive consideration class in order to encompass heteroge-

neous items. The only difference in the definition below as compared to Defini-

tion 4 is in point 3.

Definition 145 (Adaptive consideration class). An adaptive consideration model of

customer choice from a set of firms N with prices p is defined by a sequence of random

maps (
ωt : Ht−1 → ∆

(
M(Ht−1) ∪U(Ht−1) ∪ ϕ

))
1≤t≤N

,

where,

1. H0 = ϕ, andHt for 1 ≤ t ≤ N is the history of firm and price pairs observed until

inspection round t, i.e., Ht = (F1, pF1 , F2, pF2 , · · · , Ft, pFt), where Fs ∈ N is the

firm inspected in round s and pFs is the observed price,

2. M(H0) = N and M(Ht) for 1 ≤ t ≤ N is the set of firms that have not been

inspected until round t, i.e., M(Ht) = N \ F1 ∪ · · · ∪ Ft (a choice in this set

implies that the customer chooses to expand the consideration set),

3. U(H0) = ϕ and U(Ht) for 1 ≤ t ≤ N is the set of firms that have

been inspected until round t that are utility-maximizing, i.e., U(Ht) ={
Fi : VFi − pFi ∈ arg maxs{VFs − pFs : s ≤ t}

}
(a choice in this set implies that the

customer stops and opts for the chosen firm), and,
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4. ϕ is the null set, which additionally represents the option of abandoning the choice

process.

As in Section 2.3.1, we have the following result.

Proposition 146. If items are ϵ-heterogeneous, any adaptive consideration model of

customer behavior induces an ϵ-pseudo-competitive game.

We omit the proof of the proposition, as it follows directly from Remark 143

and the same arguments as those used to prove Theorem 6.

Structure of equilibria in ϵ-pseudo-competitive games.

We now show that, in any ϵ-pseudo-competitive game, any local Nash equilib-

rium in which prices are ϵ-distinct (i.e., the difference between any two prices

is at least ϵ) has a sequential-move structure. To formalize this, we define the

notion of an ϵ-valid order-price pair.

Definition 147 (ϵ-valid order-price pair). An ϵ-valid order-price pair is a tuple (π,p)

consisting of an ordering of the firms π : [N]→ N (i.e., π(i) is the firm in rank i), and a

set of prices p such that the following conditions are satisfied.

1. 0 ≤ pπ(N) < pπ(N−1) < · · · < pπ(1) ≤ v̄.

2. pπ(1) is a local optimum of the “loyalist” revenue Mπ(1)(p) in the interval p ∈ [0, v̄].

3. For each i ∈ {2, · · · ,N}, let Si = {π( j) : j < i} denote the firms ranked higher than

i in ordering π. Then pπ(i) is a local optimum of the function Rπ(i)(p,pSi
−π(i)) in the

“undercutting” interval p ∈ [0, pπ(i−1) − ϵ).

270



The following structural characterization of LNE then follows. We leave its

proof (entirely analogous to that of Theorem 11) to the reader.

Proposition 148. Consider an ϵ-pseudo-competitive game with N firms. Then a price

vector p belongs to an ϵ-valid order-price pair if and only if it is a local Nash equilibrium

with ϵ-distinct prices.

A.5.2 Bertrand Competition with Endogenous Capacities

Note that, in all examples considered in Section 6.3, we assumed that firms

have an infinite supply of items to sell to customers. We next show that the

pseudo-competitive property also holds in settings where firms are capacity-

constrained.

Consider the model of [142], in which N firms are faced with greedy cus-

tomers (i.e., customers always buy from the cheapest firm with available items),

and these firms compete over both price and capacity.6 As before, for a given

vector of prices p we let π : [N] 7→ N denote the ordering of firms according to p

(breaking ties arbitrarily), with π(1) representing the firm with the highest price.

For i ∈ [N], we let Dπ(i)(p) denote the mass of customers seeking to buy an item

from firm π(i). For all i ∈ [N], we have

Rπ(i)(p) = pπ(i) min
{
κπ(i)(p),Dπ(i)(p)

}
,

where κπ(i)(p) denotes the optimal capacity firm π(i) can set, given p. It is clear

that, for fixed p, κπ(i)(p) = Dπ(i)(p).

Consider now i ∈ [N] such that firm π(i) prices strictly above at least one of its

6[142] originally considered a duopoly setting.
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competitors, and consider any j ∈ arg max{pπ(l) : pπ(l) < pπ(i)}. Since customers are

assumed to be greedy, the only way in which firm π(i) receives positive demand

is if firm π( j) priced such that Dπ( j)(p) > κπ( j)(p), which would never occur, given

optimality of κπ( j)(p).

Thus, having argued that any firm pricing strictly above its competitors ob-

tains uniformly zero revenue, independent of these strictly lower prices, we

have shown that such a game is pseudo-competitive. Via similar arguments,

it is easy to derive that, if the pool of customers is composed of a mixture of

greedy customers and loyal customers (who will never buy from other firms,

even if their preferred firm runs out of items), firms’ revenue functions will too

satisfy the pseudo-competitive property.
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APPENDIX B

ADDENDUM TO CHAPTER 3

B.1 Proofs of Section 3.4 Results

Proof of Lemma 25.

Proof. Since the Markov chain governing Nθi (t) is irreducible and aperiodic, if a

stationary distribution exists, it is the unique limiting distribution.

Nθi being Poisson-distributed follows from the fact that, in any period t ∈ N,

a type i agent stays in the system with probability 1 −
∑

r ℓi(r)xr, indepen-

dently of Nθ(t). Thus, by Poisson thinning, at the end of period t, the num-

ber of type i agents having stayed in the system remains Poisson. Moreover,

Aθi (t + 1) ∼ Pois(θλi), independent of Nθ(t) − Dθ(t), where Aθi and Dθi respectively

denote the scaled analogs of the number of arrivals and departures. By Poisson

superposition, then, Nθi (t+1) = Nθi (t)−Dθi (t)+Aθi (t+1) is also Poisson distributed.

Thus, if a stationary distribution exists, Nθi must be Poisson distributed. Since

the Poisson distribution is uniquely defined by its mean, a stationary distribu-

tion exists if and only if the expected number of agents entering the system in

each period is equal to the expected number of agents departing from the sys-

tem, or equivalently

E
[
Nθi

]
= E

[
Nθi

] 1 −∑
r

ℓi(r)xr

 + θλi =⇒ E
[
Nθi

]
=

θλi∑
r ℓi(r)xr

< ∞

since ℓi(r) > 0 for all r ∈ Ξ. Thus, we obtain Nθ ∼ Pois(
∑

i
θλi∑

r ℓi(r)xr
).

To prove that vθ(φ) = E
[
R

(
Nθ
θ

)
− Nθ
θ

(∑
r rxr

)]
, it suffices to show that Π̂(Nθ) :=

273



R
(

Nθ
θ

)
− Nθ
θ

(∑
r rxr

)
is integrable with respect to πθ(φ). Let πθn = P(Nθ = n).We have:

∞∑
n=0

∣∣∣∣∣R (n
θ

)
−

n
θ

∑
r

rxr

 ∣∣∣∣∣ πθn < ∞∑
n=0

R
(n
θ

)
πθn +

1
θ

∑
r

rxr

 ∞∑
n=0

nπθn (B.1)

Let c ≥ 0 by any constant such that R′(c) exists. By concavity of R, R
(

n
θ

)
≤

R(c) + R′(c)(n
θ
− c). Thus,

∞∑
n=0

R
(n
θ

)
πθn ≤

∞∑
n=0

(
R(c) + R′(c)

(n
θ
− c

))
πθn = R(c) − cR′(c) +

1
θ

R′(c)
∞∑

n=0

nπθn.

Combining this with (B.1), we obtain:
∞∑

n=0

∣∣∣∣∣R(n) − n

∑
r

rxr

 ∣∣∣∣∣ πθn < R(c) − cR′(c) +
1
θ

R′(c) +
∑

r

rxr

 ∞∑
n=0

nπθn

= R(c) − cR′(c) +
1
θ

R′(c) +
∑

r

rxr

E [
Nθ

]
= R(c) − cR′(c) +

R′(c) +
∑

r

rxr


∑

i

λi∑
r ℓi(r)xr


< ∞.

□

Proof of Lemma 28.

Proof. We have:

0 = E
[
N⋆ − E

[
N⋆

]]
=

∑
i∈{1,2}

E

[
N⋆ − E

[
N⋆

]∣∣∣∣∣Ei

]
P (Ei)

+ E

[
N⋆ − E

[
N⋆

]∣∣∣∣∣E3

]
P (E3)

=⇒
∑

i∈{1,2}

E

[
N⋆ − E

[
N⋆

]∣∣∣∣∣Ei

]
P (Ei) = −E

[
N⋆ − E

[
N⋆

]∣∣∣∣∣E3

]
P (E3)

= E
[
N⋆

]
P(E3) > 0. (B.2)

Combining (B.2) with the fact that R′(x) ≥ 0 for all x, we obtain the lemma.

□
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Proof of Lemma 29.

Proof. Conditioned on E1, N⋆ ≥ θΛ⋆ − c0 log θ
√
E [N⋆], so I(N⋆, θ) ⊆[

θΛ⋆−c0 log θ
√
E[N⋆]

θ
,+∞

)
.

By assumption, c0 ≤
Λ−ε
√
Λ

e
2 , therefore:

θΛ⋆ − c0 log θ
√
E [N⋆]

θ
= Λ⋆ − c0

√
Λ⋆

log θ
√
θ

≥ Λ⋆ −

Λ − ε√
Λ

e
2

 √Λ⋆ log θ
√
θ

≥ Λ⋆ −

Λ − ε√
Λ

e
2

 √Λ⋆ · 2
e

(B.3)

≥ Λ⋆ −

Λ − ε√
Λ

 √
Λ (B.4)

≥ ε, (B.5)

where (B.3) follows from the upper bound log θ
√
θ
≤ 2

e for all θ, (B.4) from Λ⋆ ≤ Λ,

and (B.5) from Λ⋆ ≥ Λ.

Thus, I(N⋆, θ) ⊆ [ε,+∞), for some constant ε. Since R is twice-continuously

differentiable overR>0, there exists c′1 > 0 such that R′′(x) ≥ −c′1 for all x ∈ [ε,+∞),

and consequently for all x ∈ I(N⋆, θ).

We next bound E
[
(N⋆−E[N⋆])2

θ2

]
P(E1).

Var(N⋆) = E
[
(N⋆ − E

[
N⋆

]
)2
]
=

3∑
i=1

E

[
(N⋆ − E

[
N⋆

]
)2
∣∣∣∣∣Ei

]
P(Ei)

=⇒ E

[
(N⋆ − E

[
N⋆

]
)2
∣∣∣∣∣E1

]
P(E1) ≤ Var(N⋆) = θΛ⋆ ≤ θΛ

=⇒ E


(
N⋆ − E

[
N⋆

])2

θ2

∣∣∣∣∣E1

P(E1) ≤
Λ

θ
.
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Putting this all together, we obtain:

R′′(x)E


(
N⋆ − E

[
N⋆

])2

θ2

∣∣∣∣∣ E1

P(E1) ≥ −
c′1Λ
θ

∀ x ∈ I(N⋆, θ).

□

Proof of Lemma 30.

Proof. By the Poisson tail bound [52],

P(E2) ≤ exp

−c2
0log2 θE

[
N⋆

]
2E [N⋆]

 = θ−c2
0 log θ/2.

Conditioned on E2, N⋆ ∈ [1,E
[
N⋆

]
). Thus:

(N⋆ − E
[
N⋆

]
)2 ≤ (1 − θΛ⋆)2 ≤

(
θΛ⋆

)2
≤ θ2Λ

2

=⇒ E

 (N⋆ − E
[
N⋆

]
)2

θ2

∣∣∣∣∣ E2

 ≤ Λ2
.

Moreover, by assumption there exists α > 0 such that R′′(x) ≥ −θα for all

x ∈
[

1
θ
,Λ

]
. Thus

R′′(x)E


(
N⋆ − E

[
N⋆

])2

θ2

∣∣∣∣∣ E2

P(E2) ≥ −Λ
2
θ−c2

0 log θ/2 · θα ∀ x ∈
[
1
θ
,Λ

]
. (B.6)

Let g(θ) = θ−c2
0 log θ/2+α. We have that g(θ) ≤ c′2θ

−1 for some constant c′2 > 0 if

and only if θ−c2
0 log θ/2+α+1 ≤ c′2 ⇐⇒ −c2

0 log θ/2+α+1 ≤ log c′2 ⇐⇒ c2
0 ≥

2(1+α−log c′2)
log θ .

For c′2 > e1+α, this holds for all c0 > 0, θ > 1.

We conclude the proof of the lemma by observing that, conditioned on E2,[
1
θ

min
{
N⋆,E

[
N⋆

]}
,

1
θ

max
{
N⋆,E

[
N⋆

]}]
=

[
N⋆

θ
,
E

[
N⋆

]
θ

]
⊆

[
1
θ
,Λ⋆

]
⊆

[
1
θ
,Λ

]
.

Thus, the bound holds for all x ∈
[

1
θ

min
{
N⋆,E

[
N⋆

]}
, 1
θ

max
{
N⋆,E

[
N⋆

]}]
. □
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Proof of Lemma 31.

Proof. By definition:

P(E3) = P(N⋆ = 0) = e−θΛ
⋆

≤
1
e
·

1
θΛ⋆

≤
1

eΛ
·

1
θ

□

Proof of Lemma 34.

Proof. Consider an optimal solution x⋆ to FLUID-OPT, and suppose |supp(x⋆)| >

n. We define C
(
Ñ(x⋆)

)
to be the minimum cost of securing a supply of Ñ(x⋆)

agents in the system. Formally,

C
(
Ñ(x⋆)

)
= min

x:Ñ(x)=Ñ(x⋆)
Ñ(x)̂r(x).

We moreover let Π̂(x) denote the fluid profit induced by distribution x, i.e.

Π̂(x) = R(Ñ(x)) −C
(
Ñ(x)

)
.

Consider now an instance of SUPPLY-OPT with budget B = C
(
Ñ(x⋆)

)
. Let xS

denote an optimal solution to this instance of SUPPLY-OPT, with |supp(xS )| ≤ n,

and let Ñ(xS ) denote the number of agents induced by xS . Clearly, x⋆ is fea-

sible to this instance, and thus Ñ(xS ) ≥ Ñ(x⋆). Since R is increasing, we have

R(Ñ(xS )) ≥ R(Ñ(x⋆)). Thus,

Π̂(xS ) = R(Ñ(xS )) −C
(
Ñ(xS )

)
≥ R(Ñ(x⋆)) −C

(
Ñ(xS )

)
≥ R(Ñ(x⋆)) −C

(
Ñ(x⋆)

)
= Π̂(x⋆),

where the final inequality follows from the fact that C
(
Ñ(xS )

)
≤ B = C

(
Ñ(x⋆)

)
,

by construction. Thus, xS is also optimal for FLUID-OPT. Since |supp(xS )| ≤ n by

assumption, the result then follows. □
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Proof of Lemma 36.

Proof. Clearly r̂(y) = ry + r′(1 − y) = r′ + (r − r′)y is increasing in y since r > r′.

Similarly, since ℓi(·) is non-increasing for all i ∈ [K], we have ℓi(r) ≤ ℓi(r′), which

implies that Ñi(y) is non-decreasing in y. □

Proof of Lemma 37.

Proof. By feasiblity of x̃S and the assumption that |supp(̃xS )| > 2, there ex-

ists r ∈ supp(̃xS ) such that rÑ(er) < B (else the budget has been exceeded).

By the same argument, there exists r ∈ supp(̃xS ) such that rÑ(er) > B (else

the total reward paid out is strictly less than the budget, contradicting fea-

sibility to REWARD-OPT). Let r1 = inf
{
r ∈ supp(̃xS )

∣∣∣rÑ(er) > B
}
, and r2 =

sup
{
r ∈ supp(̃xS )

∣∣∣rÑ(er) < B
}
. Then, by definition, (r1, r2) is an interlacing pair.

Moreover, since |supp(̃xS )| > 2, there necessarily exists r3 such that, either

r3Ñ(er3) ≤ B, or r3Ñ(er3) > B, as argued above. In the former case (r1, r3) form

an interlacing pair; in the latter case, (r3, r2) form an interlacing pair. Having

established that (r1, r2) is an interlacing pair, in either case we obtain at least 2

interlacing pairs. □

Proof of Lemma 130.

Proof. The proof is constructive. Fix r⋆ ∈ R, and let y(p, q) be the distribution

that distributes the weight placed on r⋆ by x̃S to p, q ∈ R \ {r⋆}, p , q, all the

while holding the expected reward constant. Formally, y(p, q) satisfies:

278



1. yr = x̃S
r for r < R

2. yr⋆ = 0

3. yq =
∑

r∈R x̃S
r − yp for p, q ∈ R \ {r⋆}

4. r̂(y(p, q)) = r̂(̃xS )

Recall, R = {r1, r2, r3} ⊆ supp(̃xS ), with r1 > r2 > r3 interlacing. We claim that one

of the following two inequalities necessarily holds:

Ñ
(
y(r1, r3)

)
≥ Ñ (̃xS ) or Ñ

(
y(r2, r3)

)
≥ Ñ (̃xS ), (B.7)

and one of the following two inequalities necessarily holds:

Ñ
(
y(r1, r2)

)
≥ Ñ (̃xS ) or Ñ

(
y(r1, r3)

)
≥ Ñ (̃xS ). (B.8)

Suppose the claim is true. Then, the proof of the lemma is complete. To see that

we have shown existence of y such that p, q ∈ R \ {r⋆} in the support of y are

interlacing (i.e., Condition (iv) of the lemma holds), we consider the following

cases:

1. (r1, r3) and (r2, r3) are the interlacing pairs: (B.7) covers this case, as {r1, r3} ⊆

supp(y(r1, r3)), and {r2, r3} ⊆ supp(y(r2, r3)).

2. (r1, r3) and (r1, r2) are the interlacing pairs: (B.8) covers this case, as {r1, r2} ⊆

supp(y(r1, r2)), and {r1, r3} ⊆ supp(y(r1, r3)).

We only show the proof of the first set of alternatives (B.7). The proof of (B.8)

is entirely analogous. With slight abuse of notation, we let y j = yr j , x̃
S
j = x̃S

r j
for

r j ∈ |Ξ|.
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Consider first distribution y(r1, r3). Solving (iii) and (iv) for y1 and y3, we

obtain:

y1 = x̃S
1 +

r2 − r3

r1 − r3
x̃S

2 , y3 = x̃S
3 +

r1 − r2

r1 − r3
x̃S

2 .

Since Ñi(x) is the composition of convex function f (z) = 1
z with affine map-

ping g(x) =
∑

r∈Ξ ℓi(r)xr, we have that Ñi(x) is convex. Thus:

Ñi(y(r1, r3)) ≥ Ñi(̃xS ) + ∇Ñi(̃xS )T (y(r1, r3) − x̃S )

= Ñi(̃xS ) −
λi

ℓ̂i(̃xS )2


ℓi(r1)

ℓi(r2)

ℓi(r3)



T 
x̃S

1 +
r2−r3
r1−r3

x̃S
2 − x̃S

1

0 − x̃S
2

x̃S
3 +

r1−r2
r1−r3

x̃S
2 − x̃S

3


= Ñi(̃xS ) −

λi

ℓ̂i(̃xS )2
x̃S

2

[
r2 − r3

r1 − r3
ℓi(r1) − ℓi(r2) +

r1 − r2

r1 − r3
ℓi(r3)

]
.

Summing over all i, we obtain that the following condition suffices for

Ñ(y(r1, r3)) ≥ Ñ (̃xS ) to hold:

∑
i

λi

ℓ̂i(̃xS )2

[
r2 − r3

r1 − r3
ℓi(r1) − ℓi(r2) +

r1 − r2

r1 − r3
ℓi(r3)

]
≤ 0. (B.9)

Suppose (B.9) fails to hold, i.e.
∑

i
λi

ℓ̂i (̃xS )2

[
r2−r3
r1−r3
ℓi(r1) − ℓi(r2) + r1−r2

r1−r3
ℓi(r3)

]
> 0.

Consider now distribution y(r2, r3). Solving (iii) and (iv) for y2 and y3 we obtain:

y2 = x̃S
2 +

r1 − r3

r2 − r3
x̃S

1 , y3 = x̃S
3 +

r2 − r1

r2 − r3
x̃S

1 .
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Again, by convexity of Ñ(x):

Ñi(y(r2, r3)) ≥ Ñi(̃xS ) + ∇Ñi(̃xS )T (y(r2, r3) − x̃S )

= Ñi(̃xS ) −
λi

ℓ̂i(̃xS )2


ℓi(r1)

ℓi(r2)

ℓi(r3)



T 
0 − x̃S

1

x̃S
2 +

r1−r3
r2−r3

x̃S
1 − x̃S

2

x2
3 +

r2−r1
r2−r3

x̃S
1 − x2

3


= Ñi(̃xS ) −

λi

ℓ̂i(̃xS )2
x̃S

1

[
−ℓi(r1) +

r1 − r3

r2 − r3
ℓi(r2) +

r2 − r1

r2 − r3
ℓi(r3)

]
.

Summing over all i, the following condition suffices for Ñ(y(r2, r3)) ≥ Ñ (̃xS )

to hold:

λi

ℓ̂i(̃xS )2
x̃S

1

[
−ℓi(r1) +

r1 − r3

r2 − r3
ℓi(r2) +

r2 − r1

r2 − r3
ℓi(r3)

]
≤ 0

⇐⇒
λi

ℓ̂i(̃xS )2

[
r2 − r3

r1 − r3
ℓi(r1) − ℓi(r2) +

r1 − r2

r1 − r3
ℓi(r3)

]
≥ 0

which holds by assumption. □

Proof of Lemma 39.

Proof. By Lemma 130, there exists y with strictly smaller support than x̃S such

that r̂(y) = r̂(̃xS ) and (ii) Ñ(y) ≥ Ñ (̃xS ).

Suppose first that Ñ(y) = Ñ (̃xS ). Then feasibility is clearly maintained, and y

is also optimal. Suppose instead that Ñ(y) > Ñ (̃xS ). In this case, y is not feasible,

as

r̂(y)Ñ(y) > r̂(̃xS )Ñ (̃xS ) = B.

We claim we can construct a feasible distribution z such that (i) supp(z) =

supp(y), (ii) r̂(z) < r̂(y), and (iii) r̂(z)Ñ(z) = B. Since r̂(y) = r̂(̃xS ) by construc-
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tion, the existence of such a distribution z would contradict optimality of x̃S ,

and consequently that of xS .

To complete the proof, we detail the construction of such a distribution z.

Take interlacing rewards rmax(y) = sup{r|r ∈ supp(y)}, rmin(y) = inf{r|r ∈ supp(y)}

(of which Lemma 130 guarantees the existence), and continuously move weight

from rmax(y) to rmin(y), holding all else fixed. This procedure strictly decreases

r̂(y) and weakly decreases Ñ(y), by Lemma 36, and thus strictly decreases

r̂(y)Ñ(y). Do this until one of two events occurs:

1. Constraint (5.2) is satisfied: In this case, we have found z.

2. The weight on rmax(y) has been exhausted. Let ỹ denote the distribution at

the point at which rmax(y) has been exhausted. For this new distribution ỹ,

define rmax(̃y) = sup{r|r ∈ supp(̃y)}, and repeat the process.

To see that this procedure must terminate and return a feasible solution z, in the

worst case we are left with but one r such that rÑ(er) > B. Let ỹ be the weight

placed on this reward. Since the left-hand side of (5.2) is continuously increasing

in ỹ (again, by Lemma 36), and at ỹ = 0, r̂(̃y)Ñ (̃y) ≤ B (since rminÑ(ermin) ≤ B), there

must exist ỹ such that (5.2) is satisfied. □
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B.2 Proofs of Section 3.5 Results

B.2.1 Discrimination by Type: Proofs

Proof of Lemma 42.

Proof. For i ∈ {1, 2}, let φ(i) denote the reward distribution with support {0, vi} that

places weight xi on vi, and Π̃(φ(i)) its associated profit. Note that only considering

distributions with these two supports is without loss of generality, as (i) we have

established that there exists an optimal solution with a support of size 2, and (ii)

x such that supp(x) = {v1, v2} induces Ñ1 = ∞ agents, with only αD revenue.

It suffices to show that, for i ∈ {1, 2}, d
dxi
Π̃(φ(i)) > 0 for all xi such that Ñφ

(i)
< D,

where Ñφ
(i) is used to denote the number of agents induced by φ(i).

For i ∈ {1, 2}, we have:

d
dxi
Π̃(φ(i)) =

d
dxi

[
(α − vixi)Ñφ

(i)
]

= −viÑφ
(i)
+ (α − vixi)

d
dxi

Ñφ
(i)
.

Thus,

d
dxi
Π̃(φ(i)) > 0 ⇐⇒ α > vi

xi +
Ñφ

(i)

d
dxi

Ñφ(i)

 . (B.10)

For i = 1, we have:

Ñφ
(1)
=
λ

1 − x1
+ λ =⇒

d
dx1

Ñφ
(1)
=

λ

(1 − x1)2

=⇒
Ñφ

(1)

d
dx1

Ñφ(1)
= (1 − x1) + (1 − x1)2.
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For i = 2:

Ñφ
(2)
=

2λ
1 − x2

=⇒
d

dx2
Ñφ

(2)
=

2λ
(1 − x2)2

=⇒
Ñφ

(2)

d
dx2

Ñφ(2)
= 1 − x2.

Noting that α > 2v2 satisfies (B.10) for all xi, i ∈ {1, 2}, we obtain the lemma.

□

Proof of Proposition 44.

Before proving Proposition 44, we introduce a useful result upon which we will

rely in the remainder of the proofs in this section. In particular, Proposition 149

derives the number of agents of each type induced by an arbitrary τ-cyclic φτ,

for τ ∈ N+. We defer its proof to Appendix B.2.3.

Proposition 149. Fix τ ∈ N+, and consider a τ-cyclic policy defined by the sequence

of reward distributions (x(1), x(2), . . . , x(τ)). The number of type i agents at time t, for

t ∈ N+, i ∈ [K], is given by:

Ñi(t) = λi ·

∑τ−1
τ′=1

∏t−1
t′=t−τ′

[
1 − ℓ̂i(x(t′))

]
+ 1

1 −
∏τ

t′=1

[
1 − ℓ̂i(x(t′))

] . (B.11)

We now prove Proposition 44.

Proof of Proposition 44. Applying Proposition 149, under φc, for all t odd we

have:

Ñ1(t) = 0.1λ ·
1 − ℓ1(0) + 1

1 − (1 − ℓ1(r))(1 − ℓ1(0))
= 0.1λ ·

1.9
1 − 0.9

= 1.9λ

Ñ2(t) = λ ·
1 − ℓ2(0) + 1

1 − (1 − ℓ2(r))(1 − ℓ2(0))
= λ ·

2 − 1
1 − 0.5 · 0

= λ

=⇒ Ñ(t) = 2.9λ. (B.12)
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Similarly, for all t even we have:

Ñ1(t) = 0.1λ ·
1 − ℓ1(r) + 1

1 − (1 − ℓ1(r))(1 − ℓ1(0))
= 2λ

Ñ2(t) = λ ·
1 − ℓ2(r) + 1

1 − (1 − ℓ2(r))(1 − ℓ2(0))
= 1.5λ

=⇒ Ñ(t) = 3.5λ. (B.13)

We leverage (B.12) and (B.13) for the following two results, whose proofs

we defer to Appendix B.2.3. In particular, Lemma 150 characterizes the optimal

static solution.

Lemma 150. For α < r, the optimal static solution xs is such that xs = 0, where xs is

the weight placed on reward r > 0.

Finally, Lemma 151 establishes that the cyclic policy outperforms the static

solution.

Lemma 151. For α ≥ 0.7r, Π̃(φc) − Π̃(φ0) = Ω(λ), where φ0 denotes the policy that

deterministically pays out zero reward in each period.

Putting these two lemmas together proves the result. □

We finally establish that the two agent types experience different reward dis-

tributions in expectation. Let x̂i denote the average reward distribution paid out

to a type i agent under φc.

Proposition 152. x̂1 , x̂2.
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Proof. For i ∈ {1, 2}, we have:

x̂i =
Ñi(1)

Ñi(1) + Ñi(2)
x(1) +

Ñi(2)

Ñi(1) + Ñi(2)
x(2)

=⇒ x̂1 =
19
39

x(1) +
20
39

x(2) =
(
19
39
,

20
39

)
, x̂2 =

10
25

x(1) +
15
25

x(2) =
(
2
5
,

3
5

)
.

Thus, x̂1 , x̂2. □

B.2.2 Proof of Theorem 46

We prove the two key lemmas, relegating the proofs of auxiliary lemmas to

Appendix B.2.3.

Proof of Lemma 49.

Proof. For ease of notation, let ℓ(rmax) = mini∈[K] ℓi(rmax).

Fix δ > 0, and let τ be such that FAIR-POLICY holds. Given a fixed time hori-

zon T , partition the time horizon into L = ⌈T
τ
⌉ segments of length τ. Let Π̃(l)(φ)

denote the cumulative profit under φ during time segment l, for l ∈ {1, . . . , L}.

The long-run average profit is then given by:

lim
L→∞

1
τL

L∑
l=1

Π̃(l)(φ) ≤
1
τ

sup
l∈N+
Π̃(l)(φ).

Suppose first that the supremum on the right-hand side is attained, and let l∗

denote the time segment such that Π̃(l∗)(φ) = supl Π̃
(l)(φ), with (x(l∗)(1), . . . , x(l∗)(τ))

the sequence of reward distributions distributed by φ during l∗.1

1Without loss of generality we re-index this truncated policy from t = 1 to τ.

286



Now, let φτ denote the τ-cyclic policy such that

(xτ(1), . . . , xτ(τ)) = (x(l∗)(1), . . . , x(l∗)(τ − 1), ermin). (B.14)

That is, φτ mirrors the policy used in segment l∗ for the first τ−1 time periods

of a cycle, and pays out the minimum reward in the last period. (Recall, ℓi(rmin) =

1 for all i ∈ [K] by assumption.) For ease of notation, in the remainder of the

proof we omit the dependence of x(l∗) on l∗.

We first show that the profits achieved by these two policies differ by at most

O(1/τ). Let Ñ∗(t) and Ñτ(t) respectively denote the number of agents under φ and

φτ at time t ∈ [τ]. The difference in average profits over τ time periods, then, is:

1
τ
Π̃(l∗)(φ) − Π̃(φτ) =

1
τ

 τ∑
t=1

[
R(Ñ∗(t)) − R(Ñτ(t))

]
−

τ∑
t=1

Ñ∗(t) ∑
r

rxr(t)

 + τ∑
t=1

Ñτ(t) ∑
r

rxτr (t)




≤
1
τ

 τ∑
t=1

[
R(Ñ∗(t)) − R(Ñτ(t))

]
−

τ∑
t=1

(
Ñ∗(t) − Ñτ(t)

)∑
r

rxr(t)

,
where the inequality follows from the fact that

∑
r rxr(t) ≥

∑
r rxτr (t) for all t,

by (B.14). Similarly, since φτ pays out rmin in the last period of each cycle, the

number of agents under φτ is lower at the beginning of a cycle, and conse-

quently for the rest of time. Thus, the cost difference between the two policies∑τ
t=1

(
Ñ∗(t)) − Ñτ(t)

)∑
r rxr(t) is nonnegative, and

1
τ
Π̃(l∗)(φ) − Π̃(φτ) ≤

1
τ

τ∑
t=1

R(Ñ∗(t)) − R(Ñτ(t)) (B.15)

≤
CR

τ

τ∑
t=1

Ñ∗(t) − Ñτ(t), (B.16)

where CR denotes the Lipschitz constant of R.

For t ∈ [τ], the number of type i agents in the system at time t, for any initial
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number of agents Ñi(0) is given by:

Ñi(t) = Ñi(0)
t∏

t′=1

(1 − ℓ̂i(x(t′ − 1))) +
t∑

t′=1

t∏
t′′=t′

(1 − ℓ̂i(x(t′′ − 1))), (B.17)

where we use the convention that x(0) is such ℓ̂i(x(0)) = 0 for all i ∈ [K].

Let Ñ∗i (0) and Ñτi (0) respectively denote the initial number of type i agents

under policies φ and φτ. By (B.17), for all t ∈ [τ] we have:

Ñ∗(t) − Ñτ(t) =

Ñ∗i (0)
t∏

t′=1

(1 − ℓ̂i(x(t′ − 1))) +
t∑

t′=1

t∏
t′′=t′

(1 − ℓ̂i(x(t′′ − 1)))


−

Ñτi (0)
t∏

t′=1

(1 − ℓ̂i(xτ(t′ − 1))) +
t∑

t′=1

t∏
t′′=t′

(1 − ℓ̂i(xτ(t′′ − 1)))


=

(
Ñ∗i (0) − Ñτi (0)

) t∏
t′=1

(1 − ℓ̂i(x(t′ − 1))),

where the second equality follows from the fact that φτ exactly mirrors φ over

{1, . . . , τ − 1}.

Plugging this into (B.15), we obtain:

1
τ
Π̃(l∗)(φ) − Π̃(φτ) ≤

CR

τ

τ∑
t=1

∑
i∈[K]

(Ñ∗i (0) − Ñτi (0))
t∏

t′=1

(1 − ℓ̂i(x(t′ − 1)))

≤
CR

τ

∑
i∈[K]

Ñ∗i (0) − Ñτi (0)
τ∑

t=1

(1 − ℓ(rmax))t

=
CR

τ

∑
i∈[K]

Ñ∗i (0) − Ñτi (0)

 (1 − ℓ(rmax))
1 − (1 − ℓ(rmax))τ

ℓ(rmax)

≤
CR

τ
Nmax

1 − ℓ(rmax)
ℓ(rmax)

,

where Nmax < ∞ is the maximum number of agents in any time period, achieved

by deterministically paying out rmax in each timestep. Note that Nmax is a finite

constant due to the assumption that ℓ(rmax) > 0.

We now show that that, for large enough τ, φ is 2δ-cyclic fair. Lemma 153

states that the expected reward distribution seen by agents under φτ is close to
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the expected reward distribution under φ during segment l∗. We defer its proof

to Appendix B.2.3.

Lemma 153. There exists C > 0 such that, for all i ∈ [K],∥∥∥∥∥ 1∑τ
t=1 Ñτi (t)

τ∑
t=1

Ñτi (t)xτ(t) −
1∑τ

t=1 Ñ∗i (t)

τ∑
t=1

Ñ∗i (t)x(t)
∥∥∥∥∥

1
≤ C/τ.

Thus, by Lemma 153, for all i, j ∈ [K], we have:∥∥∥∥∥ 1∑τ
t=1 Ñτi (t)

τ∑
t=1

Ñτi (t)xτ(t) −
1∑τ

t=1 Ñτj (t)

τ∑
t=1

Ñτj (t)x
τ(t)

∥∥∥∥∥
1

≤

∥∥∥∥∥ 1∑τ
t=1 Ñτi (t)

τ∑
t=1

Ñτi (t)xτ(t) −
1∑τ

t=1 Ñ∗i (t)

τ∑
t=1

Ñ∗i (t)x(t)
∥∥∥∥∥

1

+

∥∥∥∥∥ 1∑τ
t=1 Ñτj (t)

τ∑
t=1

Ñτj (t)x
τ(t) −

1∑τ
t=1 Ñ∗j (t)

τ∑
t=1

Ñ∗j (t)x(t)
∥∥∥∥∥

1

+

∥∥∥∥∥ 1∑τ
t=1 Ñ∗i (t)

τ∑
t=1

Ñ∗i (t)x(t) −
1∑τ

t=1 Ñ∗j (t)

τ∑
t=1

Ñ∗j (t)x(t)
∥∥∥∥∥

1

≤ 2C/τ + δ,

where the first inequality is a simple application of the triangle inequality, and

the second inequality follows from Lemma 153 and the fact that τ is such that

FAIR-POLICY holds, by construction. Choosing τ ≥ 1
δ

max
{
2C,CRNmax

1−ℓ(rmax)
ℓ(rmax)

}
ensures that φτ is 2δ-cyclic fair and within δ of the profit under φ.

We conclude the proof by considering the case where the supremum is not

attained. In this case, consider any l(ϵ) < ∞ such that Π̃(l(ϵ))(φ) ≥ supl∈N+ Π̃
(l)(φ) − ϵ,

for constant ϵ > 0. An identical argument as above proves that the 2δ-

cyclic fairness guarantee holds for large enough τ. Moreover, in the profit

bound we lose at most an additive factor of ϵ/τ in profits. Choosing τ ≥

1
δ

max
{
2C,CRNmax

1−ℓ(rmax)
ℓ(rmax) + ϵ

}
recovers the δ additive loss. □
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Proof of Lemma 50.

Proof. The proof is constructive. Let φτ be defined by the sequence of τ reward

distributions
(
x(1), . . . , x(τ)

)
. Moreover, fix any i ∈ [K], and let φs be the static

policy defined by the following reward distribution:

xs =

τ∑
t=1

Ñτi (t)∑τ
t′=1 Ñτi (t′)

x(t).

Let Ñ s
j denote the number of type j agents induced by φs, for j ∈ [K]. Recall:

Ñ s
j =

λ j

ℓ̂ j(xs)
.

Let xs, j =
∑τ

t=1
Ñτj (t)∑τ

t′=1 Ñτj (t′)
x(t), for j ∈ [K]. Since f j(z) := λ j

z is L-Lipschitz over

[ℓ(rmax), 1] for some L > 0, we have:∣∣∣∣∣ Ñ s
j −

λ j

ℓ̂ j(xs, j)

∣∣∣∣∣ ≤ L
∣∣∣∣∣ ℓ̂(xs, j) − ℓ̂ j(xs)

∣∣∣∣∣ = L
∣∣∣∣∣ ∑

r

ℓ j(r)
τ∑

t=1

xr(t)

 Ñτj (t)∑τ
t′=1 Ñτj (t′)

−
Ñτi (t)∑τ

t′=1 Ñτi (t′)

 ∣∣∣∣∣
≤ L

∑
r

∣∣∣∣∣ τ∑
t=1

xr(t)

 Ñτj (t)∑τ
t′=1 Ñτj (t′)

−
Ñτi (t)∑τ

t′=1 Ñτi (t′)

 ∣∣∣∣∣
≤ Lϵ, (B.18)

where the final inequality follows from the assumption that φτ is ϵ-cyclic fair.

We can then leverage (B.18) to obtain a bound on the total number of agents in

the system, i.e., ∣∣∣∣∣ Ñ s −
∑
j∈[K]

λ j

ℓ̂ j(xs, j)

∣∣∣∣∣ ≤ LKϵ. (B.19)

We use this fact to obtain a lower bound on the profit under φs:

Π̃(φs) = R(Ñ s) −

∑
r

rxs
r

 Ñ s

≥ R

∑
j∈[K]

λ j

ℓ̂ j(xs, j)

 −CRLKϵ −

∑
r

rxs
r


∑

j∈[K]

λ j

ℓ̂ j(xs, j)
+ LKϵ

 , (B.20)
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where the inequality follows by putting (B.19) together with the assumption

that R is CR-Lipschitz.

We can simplify (B.20) via Lemma 154, whose proof we defer to Appendix

B.2.3.

Lemma 154. For all j ∈ [K], λ j

ℓ̂ j(xs, j)
is equal to the average number of agents under the

cyclic policy, i.e.,
λ j

ℓ̂ j(xs, j)
=

1
τ

τ∑
t=1

Ñτj (t).

Applying this to (B.20), we obtain:

Π̃(φs) ≥ R

1
τ

∑
j∈[K]

τ∑
t=1

Ñτj (t)

 −CRLKϵ −

∑
r

rxs
r


1
τ

∑
j∈[K]

τ∑
t=1

Ñτj (t)

 + LKϵ


≥

1
τ

τ∑
t=1

R

∑
j∈[K]

Ñτj (t)

 −
∑

r

rxs
r


∑

j∈[K]

1
τ

τ∑
t=1

Ñτj (t)

︸                             ︷︷                             ︸
(I)

−CRLKϵ − rmaxLKϵ, (B.21)

where the final inequality follows from concavity of R, and
∑

r rxs
r ≤ rmax.

We now focus on (I). By definition of xs, for j ∈ [K], we have:

τ∑
t=1

Ñτj (t)
∑

r

rxs
r =

 τ∑
t=1

Ñτj (t)


∑

r

r
τ∑

t=1

Ñτi (t)∑τ
t′=1 Ñτi (t′)

xr(t)


≤

 τ∑
t=1

Ñτj (t)



∑

r

r
τ∑

t=1

Ñτj (t)∑τ
t′=1 Ñτj (t′)

xr(t)

 + rmaxϵ

 ,
where the inequality follows from ϵ-cyclic fairness of φτ. Simplifying, we obtain:

τ∑
t=1

Ñτj (t)
∑

r

rxs
r ≤

τ∑
t=1

Ñτj (t)
∑

r

rxr(t) + rmaxNmaxτϵ

=⇒
1
τ

∑
j∈[K]

τ∑
t=1

Ñτj (t)
∑

r

rxs
r ≤

1
τ

τ∑
t=1

∑
j∈[K]

Ñτj (t)
∑

r

rxr(t) + rmaxNmaxKϵ.
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Plugging this back into (B.21):

Π̃(φs) ≥
1
τ

τ∑
t=1

R
(
Ñτ(t)

)
−

1
τ

τ∑
t=1

Ñτ(t)
∑

r

rxr(t) − (rmaxNmaxK +CRLK + rmaxLK) ϵ

= Π̃(φτ) −C0ϵ,

where C0 = rmaxNmaxK +CRLK + rmaxLK. □

B.2.3 Proofs of Section 3.5 Auxiliary Results

Proof of Proposition 149.

Proof. For ease of notation, we omit the dependence on the agent type i, and

normalize the arrival rates to λi = 1 (this is without loss of generality since,

given the policy, the types are independent). We also let Zt = 1 − ℓ̂(x(t)), for

t ∈ N+.

Recall, the dynamics of the deterministic relaxation:

Ñ(t) = Ñ(t − 1)Zt−1 + 1 t ∈ N+ (B.22)

and Ñ(0) := Ñ(τ). (B.23)

By the cyclic property, it suffices to show the fact for t ∈ [τ].

It is easy to see that, if the above system of equations admits a solution,

it is unique. Thus, it suffices to show that (B.11) satisfies the dynamics of the

deterministic relaxation.
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Plugging (B.11) into the right-hand side of (B.22), we have:

Ñ(t − 1)Zt−1 + 1 =

(∑τ−1
τ′=1

∏t−2
t′=t−1−τ′ Zt′

)
+ 1

1 −
∏τ

t′=1 Zt′
Zt−1 + 1

=

(∑τ−1
τ′=1

∏t−2
t′=t−1−τ′ Zt′

)
Zt−1 + Zt−1 + 1 −

∏τ
t′=1 Zt′

1 −
∏τ

t′=1 Zt′

=

(∑τ−1
τ′=1

∏t−1
t′=t−1−τ′ Zt′

)
+ Zt−1 + 1 −

∏τ
t′=1 Zt′

1 −
∏τ

t′=1 Zt′
. (B.24)

Observe that, at τ′ = τ − 1,
∏t−1

t′=t−1−τ′ Zt′ has exactly τ terms. Thus, by the cyclic

property we can re-write the first two terms in the numerator as: τ−1∑
τ′=1

t−1∏
t′=t−1−τ′

Zt′

 + Zt−1 =

τ∏
t′=1

Zt′ +

 τ−2∑
τ′=1

t−1∏
t′=t−1−τ′

Zt′

 + Zt−1

=

τ∏
t′=1

Zt′ +

τ−2∑
τ′=0

t−1∏
t′=t−1−τ′

Zt′

=

τ∏
t′=1

Zt′ +

τ−1∑
τ′=1

t−1∏
t′=t−τ′

Zt′

where the final equality follows from simple re-indexing. Plugging this back

into (B.24) and simplifying, we obtain:

Ñ(t − 1)Zt−1 + 1 =

(∑τ−1
τ′=1

∏t−1
t′=t−τ′ Zt′

)
+ 1

1 −
∏τ

t′=1 Zt′
= Ñ(t).

□

Proof of Lemma 150.

Proof. We abuse notation and let Ñ(x) and Π̃(x) respectively denote the number

of agents and profit induced by static solution x that places weight x on r. It

suffices to show that d
dxΠ̃(x) < 0 for all x ∈ (0, 1). We have:

d
dx
Π̃(x) = −rÑ(x) + (α − rx)

d
dx

Ñ(x)

< −rÑ(x) + r(1 − x)
d
dx

Ñ(x) (B.25)
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where (B.25) follows from the assumption that α < r and d
dx Ñ(x) > 0.

Consider now our specific instance. We have:

Ñ(x) =
0.1λ

0 · x + 0.1(1 − x)
+

λ

0.5x + 1 − x
= λ

(
1

1 − x
+

1
1 − 0.5x

)
=⇒

d
dx

Ñ(x) = λ
(

1
(1 − x)2 +

0.5
(1 − 0.5x)2

)
.

Plugging this into (B.25), we obtain:

d
dx
Π̃(x) < λr

− (
1

1 − x
+

1
1 − 0.5x

)
+ (1 − x)

(
1

(1 − x)2 +
0.5

(1 − 0.5x)2

)
= λr

[
−

(
1 − 0.5x

)
+ 0.5(1 − x)

(1 − 0.5x)2

]
< 0 ∀ x ∈ (0, 1).

□

Proof of Lemma 151.

Proof. We have:

Π̃(φc) − Π̃(φ0) =
α (

1
2

Ñ(1) +
1
2

Ñ(2)
)
−

1
2

rÑ(1)
 − α(λ1 + λ2)

≥ 0.7r (3.2λ − 1.1λ) −
1
2

r · 2.9λ

= 0.02rλ,

where the inequality follows from plugging in the expressions for Ñ(t), t ∈ {1, 2},

as well as α ≥ 0.7r. □
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Proof of Lemma 153.

Proof. For ease of notation, we omit the dependence on the agent type i, and

emphasize that all subsequent derivations refer to a single agent type.

Using the definition of xτ in (B.14), we have:∑τ
t=1 Ñτ(t)xτ(t)∑τ

t=1 Ñτ(t)
=

(∑τ−1
t=1 Ñτ(t)x(t)

)
+ Ñτ(τ)xτ(τ)∑τ

t=1 Ñτ(t)
(B.26)

By (B.17), the number of agents at time t in the τ-cyclic policy is given by:

Ñτ(t) = Ñτ(0)
t∏

t′=1

(1 − ℓ̂(x(t′ − 1))) +
t∑

t′=1

t∏
t′′=t′

(1 − ℓ̂(x(t′′ − 1)))

= Ñ∗(0)
t∏

t′=1

(1 − ℓ̂(x(t′ − 1)))

+

t∑
t′=1

t∏
t′′=t′

(1 − ℓ̂(x(t′′ − 1))) + (Ñτ(0) − Ñ∗(0))
t∏

t′=1

(1 − ℓ̂(x(t′ − 1)))

= Ñ∗(t) + (Ñτ(0) − Ñ∗(0))
t∏

t′=1

(1 − ℓ̂(x(t′ − 1))), (B.27)

where the final equality also follows from (B.17). For ease of notation, let c0 =

Ñ∗(0) − Ñτ(0) < Nmax, and let Zt = (1 − ℓ̂(x(t)) for all t ∈ [τ].

Plugging (B.27) into the numerator of the right-hand side of (B.26), we have: τ−1∑
t=1

Ñτ(t)x(t)

 + Ñτ(τ)xτ(τ) =

 τ−1∑
t=1

Ñ∗(t)x(t)

 − c0

 τ−1∑
t=1

x(t)
t∏

t′=1

Zt′−1

 + Ñτ(τ)xτ(τ)

=

 τ∑
t=1

Ñ∗(t)x(t)

 − c0

 τ−1∑
t=1

x(t)
t∏

t′=1

Zt′−1


− Ñ∗(τ)x(τ) + Ñτ(τ)xτ(τ)

=

 τ∑
t=1

Ñ∗(t)x(t)

 − c0

 τ−1∑
t=1

x(t)
t∏

t′=1

Zt′−1


− Ñ∗(τ)

(
x(τ) − xτ(τ)

)
− c0xτ(τ)

τ∏
t′=1

Zt′−1, (B.28)
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where the final equality again follows from (B.27).

Plugging this back into (B.14), we have:

∑τ
t=1 Ñτ(t)xτ(t)∑τ

t=1 Ñτ(t)
=

∑τ
t=1 Ñ∗(t)x(t)∑τ

t=1 Ñ∗(t) − c0
∑τ

t=1
∏t

t′=1 Zt′−1

−
c0

(∑τ−1
t=1 x(t)

∏t
t′=1 Zt′−1

)
∑τ

t=1 Ñ∗(t) − c0
∑τ

t=1
∏t

t′=1 Zt′−1

−
Ñ∗(τ)

(
x(τ) − xτ(τ)

)
+ c0xτ(τ)

∏τ
t′=1 Zt′−1∑τ

t=1 Ñ∗(t) − c0
∑τ

t=1
∏t

t′=1 Zt′−1

=⇒

∑τ
t=1 Ñτ(t)xτ(t)∑τ

t=1 Ñτ(t)
−

∑τ
t=1 Ñ∗(t)x(t)∑τ

t=1 Ñ∗(t)
=

(
c0

∑τ
t=1

∏t
t′=1 Zt′−1

) (∑τ
t=1 Ñ∗(t)x(t)

)(∑τ
t=1 Ñ∗(t) − c0

∑τ
t=1

∏t
t′=1 Zt′−1

) (∑τ
t=1 Ñ∗(t)

)
−

c0

(∑τ−1
t=1 x(t)

∏t
t′=1 Zt′−1

)
+ c0xτ(τ)

∏τ
t′=1 Zt′−1∑τ

t=1 Ñ∗(t) − c0
∑τ

t=1
∏t

t′=1 Zt′−1

−
Ñ∗(τ)

(
x(τ) − xτ(τ)

)∑τ
t=1 Ñ∗(t) − c0

∑τ
t=1

∏t
t′=1 Zt′−1

.

Taking the L1-norm and applying the triangle inequality, we obtain:∥∥∥∥∥∑τt=1 Ñτ(t)xτ(t)∑τ
t=1 Ñτ(t)

−

∑τ
t=1 Ñ∗(t)x(t)∑τ

t=1 Ñ∗(t)

∥∥∥∥∥
1
≤

3c0
∑τ

t=1
∏t

t′=1 Zt′−1∑τ
t=1 Ñ∗(t) − c0

∑τ
t=1

∏t
t′=1 Zt′−1

+
2Nmax∑τ

t=1 Ñ∗(t) − c0
∑τ

t=1
∏t

t′=1 Zt′−1

(a)
≤

3c0
∑τ

t=1
∏t

t′=1 Zt′−1

λiτ
+

2Nmax

λiτ
(b)
≤

3c1 + 2Nmax

λiτ
,

where (a) uses the fact that
∑τ

t=1 Ñ∗(t) − c0
∑τ

t=1
∏t

t′=1 Zt′−1 =
∑τ

t=1 Ñτ(t) ≥ λiτ, and

(b) leverages ℓ(rmax) > 0 =⇒
∑τ

t=1
∏t

t′=1 Zt′−1 ≤
∑τ

t=1(1 − ℓ(rmax))t, which is upper

bounded by a constant independent of τ.

Defining C = maxi∈[K]
3c1+2Nmax
λi

completes the proof of the claim. □
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Proof of Lemma 154.

Proof. For ease of notation, we omit the dependence of all quantities on the

agent type j, except for distribution xs, j, and we normalize the arrival rates to

λ j = 1. We again let Zt = 1 − ℓ̂(x(t)) for t ∈ N+, and define βt =
Ñτ(t)∑τ

t′=1 Ñτ(t′)
. It is easy

to check that, by linearity:

1

ℓ̂(xs, j)
=

1∑τ
t=1 βtℓ̂(x(t))

=
1

1 −
∑τ

t=1 βtZt
. (B.29)

Lemma 155 leverages Proposition 149 to allow us to obtain a closed-form

expression of 1
ℓ̂(xs, j)

as a function of Zt. We defer its proof below.

Lemma 155.

τ∑
t=1

βtZt =
τ
(∏τ

t=1 Zt − 1
)(∑τ

t=1
∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ τ
+ 1.

Plugging this into (B.29), we obtain:

1

ℓ̂(xs, j)
=

1
τ
·

(∑τ
t=1

∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ τ

1 −
∏τ

t=1 Zt
=

1
τ
·

τ∑
t=1

(∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ 1

1 −
∏τ

t=1 Zt
. (B.30)

Recall, by Proposition 149, for all t ∈ N+, we have:

Ñτ(t) =

∑τ−1
τ′=1

∏t−1
t′=t−τ′

[
1 − ℓ̂(x(t′))

]
+ 1

1 −
∏τ

t′=1

[
1 − ℓ̂(x(t′))

] . (B.31)

Noting that the right-hand side of (B.30) is exactly the average number of

agents in the system per period under φτ, by (B.31), we obtain the claim. □
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Proof of Lemma 155.

Proof. By definition of βt, we have:
τ∑

t=1

βtZt =
1∑τ

t=1 Ñ(t)
·

τ∑
t=1

Ñ(t)Zt. (B.32)

Plugging the expression for Ñ(t) into (B.32) and factoring terms, we have:

τ∑
t=1

βtZt =
1∑τ

t=1 Ñ(t)
·

1
1 −

∏τ
t=1 Zt

·

 τ∑
t=1

 τ−1∑
τ′=1

t−1∏
t′=t−τ′

Zt′Zt

 + Zt


=

1∑τ
t=1 Ñ(t)

·
1

1 −
∏τ

t=1 Zt
·

 τ∑
t=1

 τ−1∑
τ′=1

t∏
t′=t−τ′

Zt′

 + Zt

 .
We further simplify the first two terms of the product by noting that the denom-

inator of Ñ(t) is exactly 1 −
∏τ

t=1 Zt, and obtain:

τ∑
t=1

βtZt =
1(∑τ

t=1
∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ τ
·

 τ∑
t=1

 τ−1∑
τ′=1

t∏
t′=t−τ′

Zt′

 + Zt


=

1(∑τ
t=1

∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ τ
·


 τ∑

t=1

 τ−2∑
τ′=1

t∏
t′=t−τ′

Zt′

 + Zt

 +
 τ∑

t=1

t∏
t′=t−(τ−1)

Zt′


 .

(B.33)

Noting that
∏t

t′=t−(τ−1) Zt′ contains τ terms, by the cyclic property we have∏t
t′=t−(τ−1) Zt′ =

∏τ
t′=1 Zt′ for all t ∈ [τ]. Plugging this fact into (B.33), we obtain:

τ∑
t=1

βtZt =
1(∑τ

t=1
∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ τ
·


 τ∑

t=1

 τ−2∑
τ′=1

t∏
t′=t−τ′

Zt′

 + Zt

 + τ τ∏
t′=1

Zt′


=

1(∑τ
t=1

∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ τ
·


 τ∑

t=1

τ−2∑
τ′=0

t∏
t′=t−τ′

Zt′

 + τ τ∏
t′=1

Zt′

 (B.34)

=
1(∑τ

t=1
∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ τ
·


 τ∑

t=1

τ−1∑
τ′=1

t∏
t′=t+1−τ′

Zt′

︸                  ︷︷                  ︸
(I)

+τ

τ∏
t′=1

Zt′

︸                                   ︷︷                                   ︸
(II)

(B.35)
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where (B.34) follows from the trivial equality Zt =
∏t

t′=t Zt′ for all t ∈ [τ], and

(B.35) follows from simple re-indexing.

We now leverage the cyclic property to simplify (I). Re-indexing the outer

sum from t = 2 to τ + 1, we have:

τ∑
t=1

τ−1∑
τ′=1

t∏
t′=t+1−τ′

Zt′ =

τ+1∑
t=2

τ−1∑
τ′=1

t−1∏
t′=t−τ′

Zt′ =

τ∑
t=1

τ−1∑
τ′=1

t−1∏
t′=t−τ′

Zt′ ,

where the final equality follows from the cyclicity of Zt.

Putting this all together and adding and subtracting τ, we obtain:

(II) =

τ τ∏
t′=1

Zt′

 +
 τ∑

t=1

τ−1∑
τ′=1

t−1∏
t′=t−τ′

Zt′

 + (τ − τ)

= τ


 τ∏

t=1

Zt

 − 1

 +

 τ∑

t=1

τ−1∑
τ′=1

t−1∏
t′=t−τ′

Zt′

 + τ


Finally plugging this into (B.35), we have:

τ∑
t=1

βtZt =
τ
(∏τ

t=1 Zt − 1
)(∑τ

t=1
∑τ−1
τ′=1

∑t−1
t′=t−τ Zt′

)
+ τ
+ 1.

□

B.3 Proofs of Section 3.6 Results

Proof of Proposition 54.

Proof. The proof uses a similar strategy as that of Theorem 33. In particular,

we rely on the following lemma, analogous to Lemma 34. We leave the almost

identical proof of Lemma 156 to the reader.
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Lemma 156. Suppose that, for all instances of SUPPLY-OPT, there exists an optimal

solution xS to SUPPLY-OPT which is minimally (resp. maximally) dispersed. Then,

there exists an optimal solution x⋆ to FLUID-OPT which is minimally (resp. maximally)

dispersed.

Thus, it suffices to show that the solution to SUPPLY-OPT has the correct dis-

persion structure, depending on the convexity of {ℓi}. We prove this for strictly

concave departure probabilities, and leave the symmetric proof of the setting

with strictly convex departure probabilities to the reader.

Consider any non-maximally-dispersed feasible solution x to SUPPLY-OPT.

Let r2 > r3 be such that supp(x) = {r2, r3}, and let x denote the weight placed on

r2. Consider reward r1 ∈ Ξ such that r1 > r2.2 We construct a feasible solution

y to SUPPLY-OPT such that supp(y) = {r1, r3} which weakly improves upon x.

Specifically, we define y to be such that r̂(y) = r̂(x), and let y denote the weight

placed on r1. Solving for y, we have:

r1y + r3(1 − y) = r2x + r3(1 − x) ⇐⇒ y =
r2 − r3

r1 − r3
x.

Under y, the expected departure probability of type i agents, ℓ̂i(y), is

ℓ̂i(y) = ℓi(r1) ·
r2 − r3

r1 − r3
x + ℓi(r3)

(
1 −

r2 − r3

r1 − r3
x
)

= ℓ̂i(x) − ℓi(r2)x − ℓi(r3) (1 − x) + ℓi(r1)
r2 − r3

r1 − r3
x + ℓi(r3)

(
1 −

r2 − r3

r1 − r3
x
)

= ℓ̂i(x) + x
−ℓi(r2) + ℓi(r1)

r2 − r3

r1 − r3
+ ℓi(r3)

(
1 −

r2 − r3

r1 − r3

)
< ℓ̂i(x),

where the inequality follows from strict concavity of ℓi (Definition 52).

2A symmetric argument holds if r2 = rmax by assuming r1 < r3.
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Thus, Ñi(y) = λi

ℓ̂i(y)
> λi

ℓ̂i(x)
= Ñi(x) for all i ∈ [K], and Ñ(y) > Ñ(x). As argued

in the proof of Lemma 39, the budget constraint (5.2) has been violated; we can

however use the same redistribution procedure, continuously moving weight

from r1 to r3 until y becomes feasible. This procedure strictly decreases r̂(y),

thus strictly improving upon x. □
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APPENDIX C

ADDENDUM TO CHAPTER 4

C.1 Useful Results

C.1.1 Bounds on the Always-Flex Policy

We first present a result from the literature to characterize the gap at time t under

the always-flex policy.

Lemma 157 (Corollary 2.3 in [178]). E[Gapa(t)] ∈ Θ(1)∀t ∈ [T ].

Let y(t) be the vector where the i-th component denotes the load of the i-

th most loaded bin minus the average load when one follows the always-flex

policy. Then, [85] defines a potential function on the load imbalance:

Γ(t) =
N∑

i=1

exp(c1ϵyi(t)) +
N∑

i=1

exp(−c1ϵyi(t)),

where c1 and ϵ are constants that depend on N but not on S .

Lemma 158 (Lemma 7 of [85]). There exists a constant c2 such that

E[Γ(t)] ≤
c2

ϵ7
N,∀t ≥ 0.

This allows us to prove the following lemma, which can be viewed as a spe-

cial case of Equation (18) in [85].

Lemma 159. There exist constants ca, β > 0 such that, for any η > 0,

P[Gapa(t) ≥ η] ≤ βe−ca·η,∀t ≥ 0.
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Proof. For any η ≥ 0, we have

P[Gapa(t) ≥ η] = P[ec1ϵGapa(t) ≥ ec1ϵη] ≤ P[Γ(t) ≥ ec1ϵη],

where the inequality follows from the fact that Gapa(t) = y1(t), and so Γ(t) ≥

ec1ϵGapa(t).

By Lemma 158, there exists a constant c2 > 0 such that E[Γ(t)] ≤ c2
ϵ7

N. Then:

P[Gapa(t) ≥ η] ≤ P

Γ(t) ≥ E[Γ(t)]
ec1ϵη

c2
ϵ7

N

 ≤ c2

ϵ7
Ne−c1ϵη,

where the third inequality follows from Markov’s inequality. Taking ca = c1ϵ

and β = c2
ϵ7

N,we obtain the result. □

C.1.2 Generic Facts about the Static and Semi-Dynamic Poli-

cies

We moreover define the notion of a fictional allocation rule, which will be useful

to us in the remainder of the proofs.

Definition 160. The fictional allocation ruleAi j is given by:

Ai j(t) :=



j if f (t)ω(t) = 1 and F(t) = {i, j},

j if f (t)ω(t) = 1, F(t) = {k, j} for some k , i and arg min j′∈{i,k} xs
j′(t) = i,

As(t) otherwise.

The allocation rule Ai j mimics the static allocation As, except in two occa-

sions: when choosing between i and j, Ai j always places a ball into j; and

when choosing between j and k , i, Ai j places a ball into j if the static pol-

icy in period t would place a ball into i rather than k (that is, if there was
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f (t)ω(t) = 1, F(t) = {i, k}). In this way, it favors bin j over bin i. The follow-

ing lemma formalizes this idea.

Lemma 161. Suppose t̄ balls are thrown into N bins following allocation ruleAi j, with

each ball being a flex ball with probability q. Moreover, let Yk(t̄) denote the number of

flex balls, among the t̄ throws, placed into bin k, for k ∈ [N]. Then, the following holds:

1. E[Y j(t̄) − Yi(t̄)] ≥
q

(N
2)

t̄,

2. P
[
Y j(t̄) − Yi(t̄) ≤

q
2(N

2)
t̄
]
≤ e−αt̄, for some constant α > 0.

Proof. Let M =
∑t̄

t=1 1F(t)={i, j}. We have:

E[Y j(t̄) − Yi(t̄) | M] = E[Y j(t̄) | M] − E[Yi(t̄) | M]

= M +
t̄∑

t=1

P[{F(t) = { j, k} for some k , i} ∩ {Ai j(t) = j} | M]

−

t̄∑
t=1

P[{F(t) = {i, k} for some k , j} ∩ {Ai j(t) = i} | M],

where the second equality follows from the fact that, by construction, whenever

F(t) = {i, j} (this happens M times, by definition), the ball was allocated to bin j.

By symmetry, for k < {i, j}, we have:

P[F(t) = {i, k}] = P[F(t) = { j, k}]. (C.1)

Moreover, by definition ofAi j:

P[Ai j(t) = i | F(t) = {i, k}] ≤ P[Ai j(t) = j | F(t) = { j, k}] (C.2)

Since both (C.1) and (C.2) hold for any M,we have
t̄∑

t=1

P[{F(t) = { j, k} for some k , i} ∩ {Ai j(t) = j} | M]

≥

t̄∑
t=1

P[{F(t) = {i, k} for some k , j} ∩ {Ai j(t) = i} | M],
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and as a result, E[Y j(t̄) − Yi(t̄) | M] ≥ M.

Then, by the tower property:

E[Y j(t̄) − Yi(t̄)] = E[E[Y j(t̄) − Yi(t̄)|M]] ≥ E[M] =
q(
N
2

) t̄,

and we obtain Part 1 of Lemma 161.

We now prove Part 2 of Lemma 161. Let Wkt be the random indicator variable

representing whether a ball in period t is a flex ball that goes into bin k, for

k ∈ [N], t ∈ [t̄]. Then, by definition, Yk(t̄) =
∑t̄

t=1 Wkt ∀ k ∈ [N].

Define p jt and pit such that

p jt = P[{F(t) = { j, k} for some k , i} ∩ {Ai j(t) = j}],

pit = P[{F(t) = {i, k} for some k , j} ∩ {Ai j(t) = i}].

By construction, p jt ≥ pit. Note that a flex ball lands in bin j, i.e., W jt −Wit = 1, if

one of two events occurs: (i) F(t) = {i, j}, in which case the ball is always thrown

into bin j, or (ii) F(t) = { j, k} for some k < {i, j}, and the ball is thrown into bin j.

The first event occurs with probability q

(N
2)

, and the second with probability p jt.

Via similar reasoning, it follows that P
[
W jt −Wit = −1

]
= pit. Thus, we have:

W jt −Wit =



1 w.p. q

(N
2)
+ p jt

−1 w.p. pit

0 otherwise.

Let Zτ =
∑τ

t=1(W jt−Wit)−
q

(N
2)
τ,where τ = 1, 2, ..., t̄ and set Z0 = 0. We first argue
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that the sequence (Zτ) is a sub-martingale:

E[Zτ+1 | Z0, ...,Zτ] = E

 τ+1∑
t=0

W jt −Wit −
q(
N
2

) (τ + 1)
∣∣∣∣∣ Z0, ...,Zτ

 (C.3)

= E

W j,τ+1 −Wi,τ+1 −
q(
N
2

) + Zτ
∣∣∣∣∣ Z0, ...,Zτ


=

q(
N
2

) · 1 + p jt · 1 − pit · 1 −
q(
N
2

) + Zτ (C.4)

≥ Zτ,

where (C.4) follows from the fact that p jt ≥ pit.

Then, we have:

P

Y j(t̄) − Yi(t̄) ≤
q

2
(

N
2

) t̄

 = P
 t̄∑

t=1

(W jt −Wit) ≤
q

2
(

N
2

) t̄


= P

 t̄∑
t=1

(W jt −Wit) −
q(
N
2

) t̄ ≤ −
q

2
(

N
2

) t̄


= P

Zt̄ − Z0 ≤ −
q

2
(

N
2

) t̄

 ≤ exp

−
2 ·

(
q

2(N
2)

t̄
)2

t̄

 ≤ e−αt̄

for some constant α > 0, where the second to last inequality follows from

Azuma’s inequality for sub-martingales [61]. □

Lemma 162. Consider two binomial random variables Xi(t) ∼ B(t, pi), X j(t) ∼ B(t, p j),

where Xi(t) and X j(t) need not be independent. Then, for any ϵ > 0:

1. P
[∣∣∣(X j(t) − Xi(t)) − E[X j(t) − Xi(t)]

∣∣∣ ≥ ϵt] ≤ 4e−ϵ
2t/2,

2. P
[∣∣∣(X j(t) − Xi(t)) − E[X j(t) − Xi(t)]

∣∣∣ ≥ ϵ √t log(t)
]
≤ 4t−ϵ

2/2.
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Proof. We first prove the first inequality. We have:

P
[∣∣∣(X j(t) − Xi(t)) − E[X j(t) − Xi(t)]

∣∣∣ ≥ ϵt]
≤ P

[∣∣∣∣(X j(t) − E
[
X j(t)

]∣∣∣∣ + ∣∣∣Xi(t) − E
[
Xi(t)

]∣∣∣ ≥ ϵt]
≤ P

[∣∣∣X j(t) − E[X j(t)]
∣∣∣ ≥ ϵ

2
t
]
+ P

[∣∣∣Xi(t) − E[Xi(t)]
∣∣∣ ≥ ϵ

2
t
]
. (C.5)

By Hoeffding’s inequality [77], for all k ∈ [N], we have:

P
[∣∣∣Xk(t) − E[Xk(t)]

∣∣∣ ≥ ϵ
2

t
]
≤ 2 exp

−ϵ2t
2

 .
Plugging this back into (C.5), we obtain:

P
[∣∣∣(X j(t) − Xi(t)) − E[X j(t) − Xi(t)]

∣∣∣ ≥ ϵt] ≤ 4e−ϵ
2t/2.

For the second inequality, we similarly have that

P
[∣∣∣(X j(t) − Xi(t)) − E[X j(t) − Xi(t)]

∣∣∣ ≥ ϵ √t log(t)
]

≤ P
[∣∣∣X j(t) − E[X j(t)]

∣∣∣ ≥ ϵ
2

√
t log(t)

]
+ P

[∣∣∣Xi(t) − E[Xi(t)]
∣∣∣ ≥ ϵ

2

√
t log(t)

]
(C.6)

As before, by Hoeffding’s inequality, for all k ∈ [N] we have:

P
[∣∣∣Xk(t) − E[Xk(t)]

∣∣∣ ≥ ϵ
2

√
t log(t)

]
≤ 2 exp

−ϵ2t log t
2t

 = 2t−ϵ
2/2.

We thus obtain:

P
[∣∣∣(X j(t) − Xi(t)) − E[X j(t) − Xi(t)]

∣∣∣ ≥ ϵ √t log(t)
]
≤ 4t−ϵ

2/2.

□

The following lemmas bound the probability of an imbalanced load at the

end of the time horizon under the static and semi-dynamic policies.
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Lemma 163. Consider any policy π with allocation rule As such that (i) ω(t) = 0 for

t ≤ t1, and (ii) ω(t) = 1 when t1 < t ≤ t2, with t2 − t1 ≥ as
√

t2 log t2, as =
2
√

6N(N−1)
q .

Define

F1
i j = {σ(t2) ∈ Σ(t2) | i = arg max

k∈[N]
xs

k(t2), j = arg min
k∈[N]

xs
k(t2), xs

i (t) , xs
j(t),∀t ∈ {t1, . . . , t2}}.

Then,

P(F1
i j) ≤ βt

−2
1 + e−α1(t2−t1) ∀ i, j

for some constants β > 0, α1 > 0.

Proof. We first analyze policy π when the allocation rule As is replaced by Ai j,

and introduce some additional notation. For bin k ∈ [N], let x′k(t) denote the

load in bin k and time t under the fictional allocation policyAi j. We let Yk denote

the number of flex balls that land in bin k between t1 + 1 and t2 under Ai j. We

moreover define Y :=
∑n

k=1 Yk (i.e., Y is the number of flex balls thrown between

t1 + 1 and t2 under Ai j). Note that Y ∼ B
(
t2 − t1, q

)
. We use T = t2 − Y to denote

the total number of random (non-flex) throws throughout the entire time hori-

zon, and use Zk to denote the number of balls that landed in bin k during the T

random trials. Thus, for k ∈ [n], x′k(t2) = Yk + Zk.

Observe that, conditioned on the event xs
i (t) > xs

j(t) for all t ∈ {t1, ..., t2}, Ai j

and As make identical decisions, and as a result x′k(t) = xs
k(t) for all t ∈ {t1, ..., t2}.

Thus:

F1
i j =

σ(t2) ∈ Σ(t2) | xs
i (t2) = max

k
xs

k(t2), xs
j(t2) = min

k
xs

k(t2), xs
i (t) > xs

j(t)∀t ∈ {t1, ..., t2},

x′i(t) > x′j(t)∀t ∈ {t1, ..., t2}


⊆

{
σ(t2) ∈ Σ(t2) | x′i(t) > x′j(t)∀t ∈ {t1, ..., t2}

}
=

{
σ(t2) ∈ Σ(t2) | Yi + Zi > Y j + Z j

}
. (C.7)
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We use (C.7) to bound P
[
F1

i j

]
:1

P
[
F1

i j

]
≤ P

[
Yi + Zi > Y j + Z j

]
≤ P

Zi − Z j >
q

2
(

N
2

) (t2 − t1)

 + P
Y j − Yi <

q

2
(

N
2

) (t2 − t1)

 . (C.8)

Recall, t2 − t1 ≥ as
√

T log T by assumption. Thus, for T ∈ {t1, . . . , t2}we have:

P

Zi − Z j >
q

2
(

N
2

) (t2 − t1)
∣∣∣∣∣ T = t

 ≤ P
Zi − Z j >

q

2
(

N
2

)as

√
t2 log t2

∣∣∣∣∣ T = t


≤ P

Zi − Z j >
q

2
(

N
2

)as

√
T log T

∣∣∣∣∣ T = t


= P

[
Zi − Z j >

√
6
√

T log T
∣∣∣∣∣ T = t

]
, (C.9)

where (C.9) follows from plugging in as =
2
√

6N(N−1)
q .

Recall, Zi,Z j respectively denote the number of random balls that landed in

bins i and j during T periods. Thus, Zi and Z j are both binomially distributed,

with E [Zi] = E
[
Z j

]
= T/N. Applying Part 2 of Lemma 162 to (C.9), we have:

P

Zi − Z j >
q

2
(

N
2

) (t2 − t1)
∣∣∣∣∣ T = t

 ≤ βt−2, (C.10)

for some constant β > 0. Since this bound holds uniformly for all T and T ≥ t1,

we have:

P

Zi − Z j >
q

2
(

N
2

) (t2 − t1)

 ≤ βt−2
1 . (C.11)

Moreover, applying Part 2 of Lemma 161 to Y j and Yi, we have:

P

Y j − Yi ≤
q

2
(

N
2

) (t2 − t1)

 ≤ e−α1(t2−t1), (C.12)

1We will leverage this approach of decomposing the respective loads of bins i and j into flex
and non-flex throws in many of the remaining proofs.
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for some constant α1 > 0.

Plugging (C.11) and (C.12) into (C.8), we obtain:

P[F1
i j] ≤ βt

−2
1 + e−α1(t2−t1) ∀ i, j. (C.13)

□

Lemma 164. Consider any policy π with allocation ruleAs (orAd) such that ω(t) = 0

for all t ≤ t1, and ω(t) = 1 when t1 < t ≤ t2, for some (possibly random) t1, t2. Define

F2
i j := {σ(t2) ∈ Σ(t2) | i = arg max

k∈[N]
xπk(t2), j = arg min

k∈[N]
xπk(t2),

xπi (t) = xπj (t) for some t ∈ {t1, . . . , t2 − 1}, xπi (t2) , xπj (t2)}.

Then, for τ := max
{
t | xπi (t) = xπj (t), t ∈ {t1, . . . , t2 − 1}

}
,

P(F2
i j | t2 − τ = t) ≤ 4e−α2t + e−α3t ∀ i, j,

for some constants α2 > 0, α3 > 0.

Proof. We prove Lemma 164 assuming π follows As. The proof of Ad follows

the same argument. We first analyze the policy π when As is replaced by Ai j,

and introduce some additional notation. Conditional on τ, we fix bin k and we

re-define Yk to denote the number of flex balls that go into bin k between τ + 1

and t2 as a result of Ai j. As before, we let Y =
∑n

k=1 Yk. Note that Y ∼ B
(
t2 − τ, q

)
.

Moreover, let Zk denote the number of balls that landed in bin k from the random

(non-flex) throws between τ+1 and t2. Thus, for k ∈ [n], the total number of balls

that land in bin k from τ + 1 to t2 is x′k(t2) := Yk + Zk.

Moreover, conditional on F2
i j we have xs

i (t) , xs
j(t) for all t ∈ {τ + 1, . . . , t2}.

Combined with the fact that i and j are respectively the most- and least-loaded

bins at t2, we have that xs
i (t) > xs

j(t) for all t ∈ {τ + 1, ..., t2}. Thus, conditional on
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F2
i j,Ai j andAs make identical decisions in {τ + 1, . . . , t2}. By the same argument

as that used in the proof of Lemma 163 (see (C.7)), we have:

P
[
F2

i j | t2 − τ = t
]
≤ P

Zi − Z j >
q

2
(

N
2

) (t2 − τ) | t2 − τ = t


+ P

Y j − Yi <
q

2
(

N
2

) (t2 − τ) | t2 − τ = t

 . (C.14)

Recall, Zi,Z j respectively denote the number of random balls that landed in

bins i and j from τ+1 to t2. Thus, Zi and Z j are both binomially distributed, with

E [Zi] = E
[
Z j

]
= q t2−τ

N . We have:

P

Zi − Z j >
q

2
(

N
2

) (t2 − τ) | t2 − τ = t

 ≤ P
Zi − Z j >

q

2
(

N
2

) t | t2 − τ = t


≤ 4e−α2t, (C.15)

for some constant α2, where (C.15) is an application of Lemma 162 to the bino-

mial random variables Zi,Z j.

Moreover, by Lemma 161, we have:

P

Y j − Yi <
q

2
(

N
2

) (t2 − τ) | t2 − τ = t

 ≤ e−α3t,

for some constant α3.

Plugging these two bounds into (C.14), we obtain the result. □

Lemma 165. Consider any policy π with allocation ruleAd such that ω(t) = 0 for alal

t ≤ t1, and ω(t) = 1 for t1 < t ≤ t2. Define

F1
i j = {σ(t2) ∈ Σ(t2) | i = arg max

k∈[N]
xd

k (t2), j = arg min
k∈[N]

xd
k (t2), xd

i (t) , xd
j (t),∀t ∈ {t1, . . . , t2}}.

Suppose xd
i (t1)− xd

j (t1) ≤ ap(t2− t1)q+a for some constants ap ≤
1

5(N
2)
, a > 0. Then, there

exist constants α0, α1 and t0 such that:

P
[
F1

i j

]
≤ 4e−α0(t2−t1) + e−α1(t2−t1) ∀ t2 − t1 ≥ t0.
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Proof. In this proof we make use of the following fictional allocation rule

Definition 166. We define the allocation ruleAi j(t) as

Ai j(t) :=



j if f (t)ω(t) = 1 and F(t) = {i, j},

j if f (t)ω(t) = 1, F(t) = {k, j} for some k , i and arg min j′∈{i,k} xs
j′(t) = i,

Ad(t) otherwise.

We now analyze the semi-dynamic policy when the allocation rule Ad is

replaced by Ai j, and introduce some additional notation. Fix bin k, and let Yk

denote the number of flex balls that go into bin k between t1 + 1 and t2 as a result

of Ai j. We moreover use Y :=
∑n

k=1 Yk (i.e., Y is the number of flex balls thrown

between t1 + 1 and t2 under Ai j). Let Zk denote the number of balls that land

in bin k during the random (non-flexible) throws between t1 + 1 and t2. Thus,

for k ∈ [n], the total number of balls that land in bin k is x′k(t2) := xd
k (t1) + Yk + Zk.

Moreover, conditioning on F1
i j we have xd

i (t) > xd
j (t),∀t ≥ t1 + 1. That is, under

event F1
i j,Ai j andAd make identical decisions in {t1, .., t2}. By the same argument

as in (C.7), this implies:

P
[
F1

i j

]
≤ P

[
xd

i (t1) + Zi + Yi > xd
j (t1) + Z j + Y j

]
= P

[
xd

i (t1) − xd
j (t1) >

(
Z j − Zi

)
+ (Y j − Yi)

]
≤ P

[
ap(t2 − t1)q + a >

(
Z j − Zi

)
+ (Y j − Yi)

]
≤ P

[
Zi − Z j ≥ ap(t2 − t1)q + a

]
+ P

[
Y j − Yi ≤ 2

(
ap(t2 − t1)q + a

)]
. (C.16)

where the second inequality follows from the upper bound on xd
i (t1) − xd

j (t1).

Recall, Zi,Z j respectively denote the number of random balls that landed in

bins i and j between t1 + 1 to t2. Thus, Zi and Z j are both binomially distributed,
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with E [Zi] = E
[
Z j

]
= (1 − q) t2−t1

N . Thus,

P
[
Zi − Z j ≥ ap(t2 − t1)q + a

]
= P

[(
Zi − Z j

)
− E[Zi − Z j] ≥ ap(t2 − t1)q + a

]
≤ P

[(
Zi − Z j

)
− E[Zi − Z j] ≥ ap(t2 − t1)q

]
≤ 4e−α0(t2−t1),

for some constant α0 > 0. Here, the last inequality comes from Part 1 of

Lemma 162.

We now analyze the probability bound on Y j−Yi. Since ap ≤
1

5(N
2)

, there exists

a constant t0 > 0 such that, for t2 − t1 ≥ t0, 2
(
ap(t2 − t1)q + a

)
≤

q
2(N

2)
(t2 − t1). Then:

P
[
Y j − Yi ≤ 2

(
ap(t2 − t1)q + a

)]
≤ P

Y j − Yi ≤
q

2
(

N
2

) (t2 − t1)

 ≤ e−α1(t2−t1) ∀ t2 − t1 ≥ t0

for some constant α1 > 0, where the second inequality follows from Part 2 of

Lemma 161.

Plugging these two bounds back into (C.16), we obtain the lemma. □

Lemma 167. Consider any policy π with allocation ruleAs (orAd) such that ω(t) = 0

for t ≤ t1, and ω(t) = 1 for t > t1, where t1 ≤ N(S − 1) + 1. Define, for period t2 such

that t1 ≤ t2 ≤ N(S − 1) + 1, and for every i and j

F1
i j : =

{
σ(t2) ∈ Σ(t2) | i ∈ arg max

k∈[N]
xπk(t2), j ∈ arg min

k∈[N]
xπk(t2), xπi (t) , xπj (t),∀t ∈ {t1, ..., t2}

}
,

F2
i j : =

{
σ(t2) ∈ Σ(t2) | i ∈ arg max

k∈[N]
xπk(t2), j ∈ arg min

k∈[N]
xπk(t2),

xπi (t) = xπj (t) for some t ∈ {t1, ..., t2 − 1}, xπi (t2) , xπj (t2)
}
.

Then, we have
N(S−1)+1∑

t=t2+1

P[Gapπ(t) ≥ S − t/N] ≤ a3 +

N(S−1)+1∑
t=t2+1

∑
i, j

P[F1
i j]

for some constant a3 > 0.

313



Proof. We prove this lemma assuming that π follows As. The proof for Ad fol-

lows the same argument. Suppose F2
i j occurs, and let τ = max{t ∈ {t1, ..., t2 − 1} |

xs
i (t) = xs

j(t)}.With a slight abuse of notation, we denote by F2
i j ∩ τ the event that

F2
i j occurs and τ is the last time that xs

i (t) = xs
j(t).

For t > t2, we have:

P[Gaps(t) ≥ S − t/N] = P[Gaps(t) ≥ S − t/N | Gaps(t2) = 0] · P[Gaps(t2) = 0]

+ P[Gaps(t) ≥ S − t/N | Gaps(t2) > 0] · P[Gaps(t2) > 0]

≤ P[Gaps(t) ≥ S − t/N | Gaps(t2) = 0]

+
∑

i, j

(
P[Gaps(t) ≥ S − t/N | F1

i j]P[F
1
i j]

+ P[Gaps(t) ≥ S − t/N | F2
i j]P[F

2
i j]

)
≤ P[Gaps(t) ≥ S − t/N | Gaps(t2) = 0]︸                                          ︷︷                                          ︸

(I)

+
∑

i, j

P[F1
i j] +

t2∑
τ=t1

P[Gaps(t) ≥ S − t/N | F2
i j ∩ τ]P[F

2
i j ∩ τ]︸     ︷︷     ︸
(II)


(C.17)

Consider first (I). Note that, conditional on Gaps(t2) = 0, policy πs takes the

same actions as the always-flex policy would if it was initialized with all-empty

bins at time t2. (This observation will be re-used in the analyses that follow.)

Thus, we have:

(I) = P[Gaps(t) ≥ S − t/N | Gaps(t2) = 0] = P[Gapa(t − t2) ≥ S − t/N], (C.18)

Similarly, we can check that F2
i j, t1 and t2 satisfies the conditions in Lemma 164,

which guarantees

(II) ≤ P[F2
i j | t2 − τ = t] ≤ 4e−α2t + e−α3t.
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Plugging these results back to (C.17) and summing over all t > t2, we obtain

N(S−1)+1∑
t=t2+1

P[Gaps(t) ≥ S − t/N]

≤

N(S−1)+1∑
t=t2+1

P[Gapa(t − t2) ≥ S − t/N]

+

N(S−1)+1∑
t=t2+1

∑
i, j

P[F1
i j]

+

N(S−1)+1∑
t=t2+1

∑
i, j

t2∑
τ=t1

P[Gaps(t) ≥ S − t/N | F2
i j ∩ τ]

(
4e−α2(t2−τ) + e−α3(t2−τ)

)
. (C.19)

We now bound each of these three terms. By Lemma 159, there exists some

constant a4 > 0 such that:

N(S−1)+1∑
t=t2+1

P[Gapa(t − t2) ≥ S − t/N] ≤
N(S−1)+1∑

t=t2+1

βe−ca·(S−t/N) ≤ a4. (C.20)

Moreover, for the third term, we can change the order of summation and

obtain, for fixed i and j:

N(S−1)+1∑
t=t2+1

t2∑
τ=t1

P[Gaps(t) ≥ S − t/N | F2
i j ∩ τ]

(
4e−α2(t2−τ) + e−α3(t2−τ)

)
=

t2∑
τ=t1

(
4e−α2(t2−τ) + e−α3(t2−τ)

) N(S−1)+1∑
t=t2+1

P[Gaps(t) ≥ S − t/N | F2
i j ∩ τ] (C.21)

To bound (C.21), we state Lemma 168 below and defer its proof to the end of

the section.

Lemma 168. Consider any policy π with allocation ruleAs (orAd) such that ω(t) = 1

when t > t2. Moreover, for a given a > 0, let F′ be any subset of the history before t2

such that:

F′ ⊆ Fa = {σ(t2) ∈ Σ(t2) | Gapπ(t2) ≤ a}.

Then, P[Gapπ(t) ≥ S − t/N | F′] ≤ P[Gapπ(t) ≥ S − t/N − a | Gapπ(t2) = 0],∀t ≥ t2.
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By definition of F2
i j ∩ τ, Gaps(t2) ≤ t2 − τ. We then apply Lemma 168 with

F′ = F2
i j ∩ τ, t2 and a = t2 − τ. Thus, we have, for all t ≥ t2:

P[Gaps(t) ≥ S − t/N | F2
i j ∩ τ] ≤ P[Gaps(t) ≥ S − t/N − (t2 − τ) | Gaps(t2) = 0]

≤ P[Gapa(t − t2) ≥ S − t/N − (t2 − τ)], (C.22)

where the second inequality follows from the fact that, once the gap of the sys-

tem hits zero, the policy is coupled with the always-flex policy for the rest of

time. We next leverage Lemma 159 to bound (C.22), taking η = S − t/N − (t2 − τ).

Note that η > 0 for t < N(S − (t2 − τ)). Thus, for t < N(S − (t2 − τ)), we have:

P[Gapa(t − t2) ≥ S − t/N − (t2 − τ)] ≤ β3 exp
(
−ca

(
S − t/N − (t2 − τ)

))
.

Plugging this bound back into (C.19):

∑
i, j

N(S−1)+1∑
t=t2+1

t2∑
τ=t1

P[Gaps(t) ≥ S − t/N | F2
i j ∩ τ]

(
4e−α2(t2−τ) + e−α3(t2−τ)

)
≤ N2

t2∑
τ=t1

(
4e−α2(t2−τ) + e−α3(t2−τ)

) N[S−(t2−τ)]∑
t=t2+1

β3e−ca(S−t/N−(t2−τ)) +

N(S−1)+1∑
t=N[S−(t2−τ)]+1

1


≤ N2

t2∑
τ=t1

(
4e−α2(t2−τ) + e−α3(t2−τ)

) (
a5 + N(t2 − τ − 1) + 1

)
≤ a6,

where a5 and a6 are positive constants.

Putting this all together, we have:

N(S−1)+1∑
t=t2+1

P[Gaps(t) ≥ S − t/N] ≤ a3 +

N(S−1)+1∑
t=t2+1

∑
i, j

P[F1
i j]

where a3 := a4 + a6, which is the bound in the lemma statement. □

Proof of Lemma 168. We prove this claim assuming that π follows As. The proof

for Ad follows the same argument. We first construct two bin configurations at
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t2. Let xfic
k (t2) = t2/N + a,∀k ∈ [N]. Then, pick any sample path

σ′(t2) ∈ F′ ⊆ Fa = {σ(t2) ∈ Σ(t2) | Gaps(t2) ≤ a for some a ≥ 0},

and denote the loads corresponding to σ′(t2) at t2 by xreal
k (t2),∀k ∈ [N]. In both of

these two configurations balls follow As and ω(t) = 1,∀t > t2, so we assume the

same realization of randomness, i.e., the same f (t), P(t) and F(t) ∀t ≥ t2.

We will argue that, for any σ′(t2) ∈ F′, we have:

xreal
k (t) ≤ xfic

k (t),∀t ≥ t2,∀k ∈ [N], (C.23)

as long as both xreal
k (t) and xfic

k (t) evolve according to the static policy applied to

the same arrivals θ(t2), . . . , θ(t). This would then imply that, for all t ≥ t2:

P[Gaps(t) ≥ S − t/N | F′] = P[max
k

xreal
k (t) − t/N ≥ S − t/N | F′]

≤ P[max
k

xfic
k (t) − t/N ≥ S − t/N | F′]

≤ P[Gaps(t) + a ≥ S − t/N | Gaps(t2) = 0]

= P[Gaps(t) ≥ S − t/N − a | Gaps(t2) = 0],

where the second inequality following from the fact that xfic
k (t2) = t2/N + a, and

is coupled to the real system from then on.

We conclude the proof by showing (C.23) by induction.

Base case: t = t2. By definition of F′ and xfic(t2), we have:

xreal
k (t2) ≤ max

k′
xreal

k′ (t2) ≤ t2/N + a = xfic
k (t2),∀k ∈ [N].

Induction step: Fix t ∈ {t2 + 1, . . . ,T }, and suppose xreal
k (t) ≤ xfic

k (t),∀k ∈ [N].We

show that xreal
k (t + 1) ≤ xfic

k (t + 1),∀k ∈ [N], by discussing the following cases.
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1. Suppose f (t) = 0 and P(t) = k1 ∈ [N]. Under such an arrival we have:

xreal
k1

(t + 1) = xreal
k1

(t) + 1 and xfic
k1

(t + 1) = xfic
k1

(t) + 1,

while the loads of other bins do not change. Thus, xreal
k (t+1) ≤ xfic

k (t+1) for

all k ∈ [N].

2. Suppose f (t) = 1, with F(t) = {k1, k2}, for some k1, k2 ∈ [N].

2.1. If xfic
k1

(t) < xfic
k2

(t) then a flex ball lands in bin k1 in the fictional config-

uration. If the flex ball also goes into bin k1 in the real configuration,

the induction holds. Else, i.e., if the flex ball goes into bin k2 in the

real allocation, then it must be the case that xreal
k2

(t) ≤ xreal
k1

(t), which

implies:

xreal
k2

(t) ≤ xreal
k1

(t) ≤ xfic
k1

(t) < xfic
k2

(t).

The induction also holds in this case because:

xreal
k2

(t + 1) = xreal
k2

(t) + 1 ≤ xfic
k2

(t) = xfic
k2

(t + 1),

and all other bin loads remain unchanged.

2.2. For xfic
k1

(t) > xfic
k2

(t), an argument symmetric to case 2.1 shows that the

induction holds.

2.3. If xfic
k1

(t) = xfic
k2

(t) and k1 < k2, then a flex ball goes into bin k1 in the

fictional configuration. In this case, we know that if xreal
k1

(t) ≤ xreal
k2

(t)

then the flex ball would go into bin k1 in the real allocation and the

induction still holds. Else, i.e., if xreal
k1

(t) > xreal
k2

(t), then the flex ball

goes into bin k2. In that scenario we must have:

xreal
k2

(t) < xreal
k1

(t) ≤ xfic
k1

(t) = xfic
k2

(t).

This then leads to:

xreal
k2

(t + 1) = xreal
k2

(t) + 1 ≤ xfic
k2

(t) = xfic
k2

(t + 1),
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and all other bin loads remain unchanged, so the induction still holds

in this case. We omit the proof for the case where k1 > k2, as it is

symmetric.

□

C.2 Proofs of Section 4.4 Results

Proof of Fact 57.

Proof. By definition:

P[Gapn f (T ) ≥ a
√

T ] = P[max
i′

xi′(T ) −
T
N
≥ a
√

T ]

≥ P[x1(T ) −
T
N
≥ a
√

T ]

= P

 x1(T ) − T
N

√
Tσ

≥
a
√

T
√

Tσ


= P

 x1(T ) − T
N

√
Tσ

≥
a
σ

 ,
where σ = 1

N (1 − 1
N ).

From the Berry-Esseen Theorem ([91], Chapter XVI.5, Theorem 2), we have:

P

 x1(T ) − T
N

√
Tσ

≥
a
σ

 ≥ 1 − Φ
( a
σ

)
−

b
√

T
≥ a′,

for some constants a′, b and large enough T . □
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Proof of Lemma 59.

Proof. Recall the definition of E1
i j:

E1
i j = {σ(T ) ∈ Σ(T ) min i = arg max

k∈[N]
xs

k(T ), j = arg min
k∈[N]

xs
k(T ), xs

i (t) , xs
j(t),∀t ∈ {T̂ , . . . ,T }}.

Applying Lemma 163 to E1
i j, with t1 = T̂ and t2 = T , for all i, j ∈ [N] we have:

P(E1
i j) ≤ βT̂

−2 + e−α1(T−T̂ ).

Since T̂ = T − as
√

T log(T ), for large enough T there exists some constant β1 > 0

such that P(E1
i j) ≤ β1T−2 + e−α1(T−T̂ ) for all i, j, which completes the proof of the

lemma. □

Proof of Lemma 60.

Proof. Recall the definition of E2
i j:

E2
i j := {σ(T ) ∈ Σ(T ) | i = arg max

k∈[N]
xs

k(T ), j = arg min
k∈[N]

xs
k(T ),

xs
i (t) = xs

j(t) for some t ∈ {T̂ , . . . ,T − 1}, xs
i (T ) , xs

j(T )}.

Applying Lemma 164 to E2
i j, with t1 = T̂ and t2 = T,we have:

P(E2
i j | T − τ = t) ≤ 4e−α2t + e−α3t ∀ i, j

for some positive constants α2, α3, which completes the proof. □

Proof of Proposition 61.

Proof. Suppose there exists a policy π such that Mπ ≤ a
√

T , for some constant

a > 0, a.s. By Fact 57, for large enough T we have

P[Gapn f (T ) ≥ (a + 1)
√

T ] ≥ a′,
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for some constant a′ > 0.

Now, consider a particular history σ(T ) ∈ Σ(T ) with Gapn f (T ) ≥ (a + 1)
√

T ,

and pick i = arg maxi′ xi′(T ). Notice that Gapn f (T ) ≥ (a+1)
√

T implies
∑T

t=1 1P(t)=i ≥

T/N+(a+1)
√

T . Suppose now that π knows the exact realization of the T random

balls, i.e., knows σ(T ), and can arbitrarily setAπ(t) = j, for some j , i,whenever

P(t) = i. That is, each time π sets ω(t) = 1 it replaces one of the at least T/N + (a +

1)
√

T balls that go into bin i with a flex ball that goes into some other bin, and

decreases Gapπ(T ) by 1. Observe that this assumption provides a lower bound

on xπi , and thus Gapπ(T ), for σ(T ). With Mπ ≤ a
√

T , π can relocate at most a
√

T

balls from bin i to the other bins and thus:

E[Gapπ(T )] ≥ E[Gapπ(T ) | Gapn f (T ) ≥ (a + 1)
√

T ] · P[Gapn f (T ) ≥ (a + 1)
√

T ]

≥ E[Gapn f (T ) − a
√

T | Gapn f (T ) ≥ (a + 1)
√

T ] · a′

≥
√

T · a′,

for large enough T . □

Proof of Lemma 64.

Proof. We first claim that the following holds for all i, j ∈ [N]:

xd
i (T⋆) − xd

j (T
⋆) < ad(T − T⋆)q + adq + N. (C.24)

Given this claim, and applying Lemma 165 to E1
i j, with t1 = T⋆, t2 = T, ap = ad =

1
5(N

2)
and a = adq + N, we obtain the statement of the lemma.
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We now show (C.24). We have:

xd
i (T⋆) − xd

j (T
⋆) ≤ max

i′
xd

i′(T
⋆) −min

i′
xd

i′(T
⋆)

=

(
T⋆

N
−min

i′
xd

i′(T
⋆)

)
+

(
max

i′
xd

i′(T
⋆) −

T⋆

N

)
=

(
T⋆

N
−min

i′
xd

i′(T
⋆)

)
+Gapd(T⋆). (C.25)

Note moreover that:

T⋆ =
∑

i′
xd

i′(T
⋆) ≤ min

i′
xd

i′(T
⋆) + (N − 1) max

i′
xd

i′(T
⋆)

=⇒ min
i′

xd
i′(T

⋆) ≥ T⋆ − (N − 1) max
i′

xd
i′(T

⋆)

=⇒
T⋆

N
−min

i′
xd

i′(T
⋆) ≤

T⋆

N
− T⋆ + (N − 1) max

i′
xd

i′(T
⋆) = (N − 1)Gapd(T⋆).

Plugging this into (C.25) we obtain:

xd
i (T⋆) − xd

j (T
⋆) ≤ NGapd(T⋆) (C.26)

Recall, by (4.14), Gapd(T⋆) ≤ ad(T−T⋆)q
N +

adq
N + 1. Plugging this into (C.26), we

obtain the claim. □

Proof of Lemma 65.

Proof. Let τ be the last time that xd
i (t) = xd

j (t). Then, for any T⋆, E2
i j satisfies the

condition of F2
i j in Lemma 164 with t1 = T⋆ and t2 = T. Thus, we have:

P(E2
i j | T − τ = t) ≤ 4e−α2t + e−α3t ∀ i, j,
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for some constants α2 > 0, α3 > 0. Thus, for fixed T⋆ we have:

E
[
Gapd(T ) | E2

i j

]
P
[
E2

i j

]
≤

T−T⋆∑
t=1

E
[
Gapd(T ) | E2

i j ∩ T − τ = t
]
P
[
E2

i j ∩ T − τ = t
]

≤

T−T⋆∑
t=1

t P
[
E2

i j ∩ T − τ = t
]

≤

T−T⋆∑
t=1

t P
[
E2

i j | T − τ = t
]

≤

T−T⋆∑
t=1

t (4e−α2t + e−α3t) ∈ O(1).

□

Proof of Theorem 62.

Proof. It is well-known that E[Gapn f (t)] ≤ an f
√

t for all t, for some constant an f >

0 (see, e.g., [178]). (Recall, we use the superscript n f to denote the “never-flex”

policy.) We leverage this fact to obtain an upper bound on the time at which πd
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starts flexing:

E[T − T⋆] ≤ E[T − T⋆ | T − T⋆ < an f

√
T ] · P[T − T⋆ < an f

√
T ]

+

√
T−an f∑
k=1

E[T − T⋆ | T − T⋆ ∈ [(an f + k − 1)
√

T , (an f + k)
√

T )]

× P[T − T⋆ ∈ [(an f + k − 1)
√

T , (an f + k)
√

T )]

≤ an f

√
T · P[T − T⋆ < an f

√
T ]

+

√
T−an f∑
k=1

(an f + k)
√

T · P[T − T⋆ ∈ [(an f + k − 1)
√

T , (an f + k)
√

T )]

≤ an f

√
T · P[T − T⋆ < an f

√
T ] + an f

√
T · P[T − T⋆ ≥ an f

√
T ]

+

√
T−an f∑
k=1

k
√

T · P[T − T⋆ ∈ [(an f + k − 1)
√

T , (an f + k)
√

T )]

=
√

T

an f +

√
T−an f∑
k=1

k · P[T − T⋆ ∈ [(an f + k − 1)
√

T , (an f + k)
√

T )]


=
√

T

an f +

√
T−an f∑
k=1

P[T − T⋆ ≥ (an f + k − 1)
√

T ]

 . (C.27)

(Here, we assume without loss of generality that
√

T − an f is an integer since in

the worst case we incur an additive loss of
√

T .)

Recall, Gapd(T⋆) ≥ ad(T−T⋆)q
N . Thus, for k ∈ {1, . . . ,

√
T − an f }:

T − T⋆ ≥ (an f + k − 1)
√

T =⇒ Gapd(T⋆) ≥
ad(an f + k − 1)

√
Tq

N
.

Hence, we have:

P[T − T⋆ ≥ (an f + k − 1)
√

T ] ≤ P[Gapd(T⋆) ≥
ad(an f + k − 1)q

N

√
T ]

≤ P[Gapd(T⋆) ≥
ad(an f + k − 1)q

N

√
T⋆], (C.28)
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where the second inequality comes from the fact that T⋆ ≤ T . Using the fact that

Gapd(T⋆) = maxi xd
i (T⋆) − T⋆/N and applying a union bound to (C.28):

P
[
T − T⋆ ≥ (an f + k − 1)

√
T
]
≤ N · P

[
xd

1(T⋆) − T⋆/N ≥
ad(an f + k − 1)q

N

]

Denote the standard normal distribution by N(0, 1) and the corresponding

CDF by Φ. From the Berry-Esseen Theorem ([91], Chapter XVI.5, Theorem 2):

P[xd
1(T⋆) − T⋆/N ≥

ad(an f + k − 1)q
N

√
T⋆ | T⋆]

= P

 xd
1(T⋆) − T⋆/N√
T⋆ · 1

N (1 − 1
N )
≥

ad(an f + k − 1)q
√

N − 1
| T⋆


≤ 1 − Φ

ad(an f + k − 1)q
√

N − 1

 + b
√

T⋆

=: ηk +
b
√

T⋆
. (C.29)

Noting that T⋆ ≥ Gapd(T⋆) ≥ ad(T−T⋆)q
N and solving for T⋆, we have T⋆ ≥ adq

N+aqT .

Plugging this back into (C.29), and defining b6 = b
√

adq+N
adq , we have:

P[xd
1(T⋆) − T⋆/N ≥

ad(an f + k − 1)q
N

√
T⋆ | T⋆] ≤ ηk +

b6
√

T

=⇒ P[T − T⋆ ≥
ad(an f + k − 1)q

N

√
T⋆] ≤ N

ηk +
b6
√

T


Plugging this all back into (C.27), we have:

E
[
T − T⋆

]
≤
√

T

an f +

√
T−an f∑
k=1

N
ηk +

b6
√

T




≤
√

T

an f + Nb6 + N

√
T−an f∑
k=1

ηk

 .

325



Finally, we have:

√
T−an f∑
k=1

ηk =

√
T−an f∑
k=1

1 − Φ
ad(an f + k − 1)q

√
N − 1


≤

∫ ∞

ad (an f −1)q
√

N−1

1 − Φ (x) dx

≤

∫ 0

min(0,
ad (an f −1)q
√

N−1
)
1 − Φ (x) dx +

∫ ∞

0
1 − Φ (x) dx

Since
∫ 0

min(0,
ad (an f −1)q
√

N−1
)
1 − Φ (x) dx evaluates to a constant, it suffices to bound

∫ ∞

0
1 − Φ (x) dx =

∫ ∞

0
x fX(x)dx = E[X+] =

1
√

2π
,

where the first equality comes from a change in the order of integration and the

last equality is a fact about the standard normal distribution.

Thus, we have E
[
T − T⋆

]
∈ O(

√
T ), which proves the claim. □

C.3 Descriptions of Opaque Selling Policies

For t ∈ N+, i ∈ [N], we let zs
i (t) denote the remaining inventory units of item i

at time t, and define zs(t) = (zs
1(t), . . . , zs

N(t)). Algorithm 11 formally presents the

static policy πs
I .

We moreover let zd
i (t) denote the remaining inventory units of item i at time

t, and define zd(t) = (zd
1(t), . . . , zd

N(t)). Algorithm 12 formally presents the static

policy πd
I .
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Algorithm 11 Static Opaque Selling Policy πs
I

Input: zs
j(0) = S ∀ j, cs =

2
√

6N(N−1)(N+1)
q + 4N

ω(t) = 0 ∀t < T − cs ·
√

T log(T ) and ω(t) = 1 otherwise
1: while min j zs

j(t) > 0 do
2: if ω(t) f (t) = 1 then
3:

As(t) = arg max
i∈F(t)

zs
i (t)

4: else
5:

As(t) = P(t)

6: for i ∈ [N] do
7:

zs
i (t + 1) =

zs
i (t) − 1 if i = As(t)

zs
i (t) otherwise.

Algorithm 12 Semi-dynamic Opaque Selling Policy πd
I

Input: zd
j (0) = S ∀ j, cd =

1
10(N

2)
, ω(t) = 0 ∀t

1: while min j zd
j (t) > 0 do

2: if ω(t) f (t) = 1 then
3:

Ad(t) = arg max
i∈F(t)

zd
i (t)

4: else
Ad(t) = P(t)

5: for i ∈ [N] do
6:

zd
i (t + 1) =

zd
i (t) − 1 if i = Ad(t)

zd
i (t) otherwise.

7: if Gapd(t) ≥ cd(T−t)q
N then

8: ω(t′) = 1 ∀t′ > t

327



Figure C.1: Illustration of T̂ , T̃ and T

C.4 Proofs of Section 4.5 Results

Proof of Theorem 68.

Proof. To prove Theorem 68, it suffices to show that

N(S−1)+1∑
t=S

P[Gaps(t) ≥ S − t/N] ∈ O(1). (C.30)

As illustrated in Fig. C.1, we decompose cs into c1
s and as, where c1

s = cs−as =

2
√

6N(N−1)N
q + 4N and as is the constant from the balls-into-bins static policy. Let

T̃ := T − c1
s ·

√
T log(T ), so that T − T̃ = c1

s

√
T log(T ) and T̃ − T̂ = as

√
T log(T ).

By definition of Algorithm 11, opaque selling starts at T̂ . We leverage the

definition of T̃ to prove (C.30) by considering t ≤ T̃ and t > T̃ separately.

For t ≤ T̃ , we have

P[Gaps(t) ≥ S − t/N] = P[max
j

xs
j(t) ≥ S ] ≤ P[max

j
xs

j(T̃ ) ≥ S ].

The following lemma bounds this latter probability. We defer its proof to

Appendix C.4.1.

Lemma 169. P[max j xs
j(T̃ ) ≥ S ] ≤ a1

T 2 for some constant a1 > 0.
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Then, we have

N(S−1)+1∑
t=S

P[Gaps(t) ≥ S − t/N] ≤
T̃∑

t=S

a1

T 2 +

N(S−1)+1∑
t=T̃+1

P[Gaps(t) ≥ S − t/N]

≤
a1

T
+

N(S−1)+1∑
t=T̃+1

P[Gaps(t) ≥ S − t/N].

Now, as in the balls-into-bins model, for i, j ∈ [N], we define

E1
i j : =

{
σ(T̃ ) ∈ Σ(T̃ ) | i ∈ arg max

k∈[N]
xs

k(T̃ ), j ∈ arg min
k∈[N]

xs
k(T̃ ), xs

i (t) , xs
j(t),∀t ∈ {T̂ , ..., T̃ }

}
E2

i j : =
{
σ(T̃ ) ∈ Σ(T̃ ) | i ∈ arg max

k∈[N]
xs

k(T̃ ), j ∈ arg min
k∈[N]

xs
k(T̃ ),

xs
i (t) = xs

j(t) for some t ∈ {T̂ , ..., T̃ − 1}, xs
i (T̃ ) , xs

j(T̃ )
}

It follows that E1
i j and E2

i j satisfy the conditions for F1
i j and F2

i j in Lemma 167

with t1 = T̂ and t2 = T̃ . Thus, applying Lemma 167, we obtain:

N(S−1)+1∑
t=T̃+1

P[Gaps(t) ≥ S − t/N] ≤ a3 +

N(S−1)+1∑
t=T̃+1

∑
i, j

P[E1
i j] (C.31)

for some constant a3 > 0.

To bound P[E1
i j], since T̃−T̂ = as

√
T log(T ) ≥ as

√
T̃ log(T̃ ), E1

i j satisfies the con-

dition for F1
i j in Lemma 163 with t1 = T̂ and t2 = T̃ . Thus, applying Lemma 163,

we obtain

P
[
E1

i j

]
≤ βT̂−2 + e−α1(T̃−T̂ ).

Since T̂ = T − cs
√

T log(T ), there exists β1 > 0 such that:

P(E1
i j) ≤ β1T−2 + e−α1(T̃−T̂ ),∀i, j

for large enough T.
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Figure C.2: Illustration of T⋆, T̃ and T

Plugging this result back into (C.31), we obtain

N(S−1)+1∑
t=T̃+1

P[Gaps(t) ≥ S − t/N] ≤ a3 +

N(S−1)+1∑
t=T̃+1

∑
i, j

(β1T−2 + e−α1(T̃−T̂ ))

≤ a3 + T
∑

i, j

(β1T−2 + e−α1(T̃−T̂ )) ≤ a2,

for some constant a2 > 0 and large enough T, where the second inequality fol-

lows from the fact that N(S − 1) + 1 − T̃ ≤ N(S − 1) + 1 = T. □

Proof of Theorem 69.

Proof. As before, to prove Theorem 69, it suffices to show that:

N(S−1)+1∑
t=S

P[Gapd(t) ≥ S − t/N] ∈ O(1). (C.32)

Recall, cd =
1

10(N
2)

and let T⋆ = inf{t : Gapd(t) ≥ cd(T−t)q
N }. Moreover, as illus-

trated in Fig. C.2, let T̃ := T⋆ + T−T⋆
2 .

Note that, since T = N(S − 1)+ 1, cd(T−t)q
N < S − t/N for all t ≤ T . We then have::

Gapd(t) <
cd(T − t)q

N
∀ t < T⋆ =⇒ Gapd(t) < S − t/N ∀ t < T⋆,
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and as a result:

N(S−1)+1∑
t=S

P
[
Gapd(t) ≥ S − t/N | T⋆

]
=

N(S−1)+1∑
t=T⋆

P
[
Gapd(t) ≥ S − t/N | T⋆

]
(C.33)

=

T̃∑
t=T⋆
P
[
Gapd(t) ≥ S − t/N | T⋆

]
︸                                    ︷︷                                    ︸

(I)

+

N(S−1)+1∑
t=T̃+1

P
[
Gapd(t) ≥ S − t/N | T⋆

]
︸                                         ︷︷                                         ︸

(II)

.

We show that for any value of T⋆ each of these two terms is upper bounded

by a constant, which will complete the proof.

Step 1: Bounding (I). Let ET⋆ denote the event that Gapd(T⋆) < cd(T−T⋆)q
N +

cdq
N +1.

Putting together the facts that: (i) Gapd(T⋆ − 1) < cd(T−(T⋆−1))q
N by definition, and

(ii) Gapd(T⋆) ≤ Gapd(T⋆ − 1) + 1, we have:

Gapd(T⋆) <
cd(T − T⋆)q

N
+

cdq
N
+ 1. (C.34)

Thus, we know that P [ET⋆] = 1, and:

(I) =
T̃∑

t=T⋆
P[Gapd(t) ≥ S − t/N | Gapd(T⋆) <

cd(T − T⋆)q
N

+
cdq
N
+ 1,T⋆] (C.35)

Further, we know that (I) satisfies the condition in Lemma 168 with F′ =

ET⋆ , t2 = T⋆ and a = cd(T−T⋆)q
N +

cdq
N + 1. Thus, applying Lemma 168 we have:

P[Gapd(t) ≥ S − t/N | Gapd(T⋆) <
cd(T − T⋆)q

N
+

cdq
N
+ 1,T⋆]

≤ P

Gapd(t) ≥ S − t/N −
(
cd(T − T⋆)q

N
+

cdq
N
+ 1

)
| Gapd(T⋆) = 0,T⋆

 ,∀t ≥ T⋆.

Plugging this into (C.35), we have:
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(I) ≤
T̃∑

t=T⋆
P

Gapd(t) ≥ S − t/N −
(
cd(T − T⋆)q

N
+

cdq
N
+ 1

)
| Gapd(T⋆) = 0,T⋆


≤

T̃∑
t=T⋆
P

Gapa(t − T⋆) ≥ S − t/N −
(
cd(T − T⋆)q

N
+

cdq
N
+ 1

)
| T⋆

 , (C.36)

where the final inequality again follows from the fact that conditional on

Gapd(T⋆) = 0, the semi-dynamic policy takes the same action as the always-flex

policy beginning at T⋆.

Loosely decomposing the sum according to when the right-hand side is pos-

itive, we have:

(I) ≤
T̃−cdq∑
t=T⋆
P[Gapa(t − T⋆) ≥ S − t/N −

(
cd(T − T⋆)q

N
+

cdq
N
+ 1

)
| T⋆] +

T̃∑
t=T̃−cdq+1

1

≤

T̃−cdq∑
t=T⋆
β exp

(
−ca[S − t/N − (

cd(T − T⋆)q
N

+
cdq
N
+ 1)]

)
+ cdq

≤ a1

for some constant a1 independent of T⋆. Here, we assume without loss of gener-

ality that T̃ − cdq is an integer since this changes our constant bound by at most

1. Moreover, the second inequality follows from Lemma 159.

Step 2: Bounding (II). We re-define, for i, j ∈ [N],

E1
i j : =

{
σ(T̃ ) ∈ Σ(T̃ ) | i ∈ arg max

k∈[N]
xd

k (T̃ ), j ∈ arg min
k∈[N]

xd
k (T̃ ), xd

i (t) , xd
j (t),∀t ∈ {T⋆, ..., T̃ }

}
E2

i j : =
{
σ(T̃ ) ∈ Σ(T̃ ) | i ∈ arg max

k∈[N]
xd

k (T̃ ), j ∈ arg min
k∈[N]

xd
k (T̃ ), xd

i (t) = xd
j (t)

for some t ∈ {T⋆, ..., T̃ − 1}, xd
i (T̃ ) , xd

j (T̃ )
}
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Applying Lemma 167 with F1
i j = E1

i j, F2
i j = E2

i j, t1 = T⋆, and t2 = T̃ , we have:

N(S−1)+1∑
t=T̃+1

P[Gapd(t) ≥ S − t/N | T⋆] ≤ a3 +

N(S−1)+1∑
t=T̃+1

∑
i, j

P[E1
i j | T

⋆], (C.37)

for some constant a3 > 0.

To bound P[E1
i j | T

⋆], we first recall from (C.26) that:

max
k

xd
k (T⋆) −min

k
xd

k (T⋆) ≤ NGapd(T⋆).

Applying (C.34) to this fact, we have:

max
k

xd
k (T⋆) −min

k
xd

k (T⋆) ≤ N
(
cd(T − T⋆)q

N
+

cdq
N
+ 1

)
= cd(T − T⋆)q + cdq + N

= 2cd(T̃ − T⋆)q + cdq + N

=
1

5
(

N
2

) (T̃ − T⋆)q + cdq + N. (C.38)

Applying Lemma 165 with F1
i j = E1

i j, t1 = T⋆, t2 = T̃ , ap =
1

5(N
2)

, and a = cdq+N

there exist constants α0, α1 and t0 such that:

P[E1
i j | T

⋆] ≤ 4e−α0(T̃−T⋆) + e−α1(T̃−T⋆) ∀ T̃ − T⋆ ≥ t0.

Since T̃ − T⋆ = 1
2 (T − T⋆), we then have

P[E1
i j | T

⋆] ≤ 4e−
α0
2 (T−T⋆) + e−

α1
2 (T−T⋆) ∀T − T⋆ ≥ 2t0.

Plugging this result back to (C.37), we obtain:

(II) ≤ a3 +

N(S−1)+1∑
t=T̃+1

∑
i, j

(4e−
α0
2 (T−T⋆) + e−

α1
2 (T−T⋆))

≤ a3 +
∑

i, j

(T − T⋆)(4e−
α0
2 (T−T⋆) + e−

α1
2 (T−T⋆))

≤ a2 ∀T − T⋆ ≥ 2t0
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for some constant a2, where the second inequality comes from the fact that

N(S − 1) + 1 − T̃ = T − T̃ ≤ T − T⋆.

Step 3: Combining (I) and (II). Combining these bounds, we have that, for

fixed T⋆:
N(S−1)+1∑

t=S

P
[
Gapd(t) ≥ S − t/N | T⋆

]
≤ a1 + a2 ∀T − T⋆ ≥ 2t0.

Recall from (C.33) that:
N(S−1)+1∑

t=S

P
[
Gapd(t) ≥ S − t/N | T⋆

]
=

N(S−1)+1∑
t=T⋆

P
[
Gapd(t) ≥ S − t/N

]
.

Thus, for T − T⋆ < 2t0 we have
N(S−1)+1∑

t=S

P
[
Gapd(t) ≥ S − t/N | T⋆

]
=

N(S−1)+1∑
t=T⋆

1 ≤ 2t0.

Applying the law of total probability to T⋆, and partitioning the sum based on

T − T⋆ < 2t0, and T − T⋆ > t0, we obtain the result. □

Proof of Theorem 71.

Before proving the theorem, we derive lower bounds on the costs of the no-flex,

always-flex, and static policies.

Proposition 170.

Cn f ≥
K

NS − θn
+

h
2

 (NS )2 − NS
2 θn

NS − θn


Ca ≥

K
NS − θa

+
h
2

N(S + 1) + δq

Cs ≥
K

NS − θs
+

h
2

N(S + 1) + δq · θ f ,

where θn ∈ Ω(
√

S ), θa ∈ O(1), θs ∈ O(1), θ f ∈ Ω

(√
log S

S

)
.
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Proof. We analyze the replenishment, holding, and discount costs of each of

these three policies separately.

Replenishment costs. By Theorem 68, K s = K
E[Rs] =

K
NS−θs

where θs ∈ O(1).

Moreover, by Lemma 2 in [85], Kn f = K
NS−θn

, where θn ∈ Ω(
√

S ). Finally, by

Lemma 3 in [85], Ka = K
NS−θa

,where θa ∈ O(1).

Holding costs. By (24) in [85], Hn f ≥ h
2

(
(NS )2− NS

2 θn

NS−θn

)
. For the other policies, we

use the trivial lower bound from OPT on the holding cost, given by h
2 N(S + 1).

Discount costs. The never-flex policy has a discount cost of 0; the always-flex

policy incurs discount costs of δq; the static policy incurs discount costs of δqθ f ,

where θ f ∈ Ω

(√
log S

S

)
, by construction.

Adding these costs separately, per policy, we obtain the results. □

Proof of Theorem 71. By Corollary 70, we can bound the difference between the

semi-dynamic cost and C⋆ as follows:

Cd − C⋆ = Kd +Hd +Dd −
K

N(S − 1) + 1
−

h
2

(NS + N)

≤ K
(

1
NS − θd

−
1

N(S − 1) + 1

)
+

h
2

(NS + 1 + θd − NS − N) + δqθ f

where θd ∈ O(1) and θ f ∈ O

(
1
√

S

)
, by Theorems 63 and 62. This expression sim-

plifies to

Cd − C⋆ ≤ Θ

(
1
S

)
+ δqO

 1
√

S

 ≤ O  1
√

S

 ,
for δ ∈ O(1).
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By Proposition 170, we have:

Cn f − C⋆ ≥ K
(

1
NS − θn

−
1

N(S − 1) + 1

)
+

h
2

 (NS )2 − NS
2 θn + O(N2S )

NS − θn
− NS − N


= K

θn − N + 1
(NS − θn)(N(S − 1) + 1)

+
h
2

NS
2 θn − N2S + Nθn + O(N2S )

NS − θn

≥ K
θn

(NS )2 +
h
2

NS
2 θn

NS
−

h
2

N2S − Nθn − O(N2S )
NS

,

where θn ∈ Ω(
√

S ).

Substituting for K and h, we obtain:

Cn f − C⋆ ≥ Ω(
1
√

S
).

For the always-flex and static policies, we loosely lower bound difference of

costs by those incurred by the discounts. Thus,

Ca − C⋆ ≥ δq

Cs − C⋆ ≥ δqΘ


√

log S
S

 ,
Since

Θ

(
1
S

)
+ δqO

 1
√

S

 ≤ δqΘ 
√

log(S )
S

 ≤ δq
for any δ ∈ Ω( 1

√
S

), we conclude that the semi-dynamic policy has the best per-

formance relative to OPT of the four flexing policies. □

C.4.1 Proofs of Auxiliary Results

Proof of Lemma 169.

Proof. To prove the claim, we first argue that

P[max
j

xs
j(T̃ ) ≥ S ] ≤ P[max

j
xn f

j (T̃ ) ≥ S − as

√
T log(T )]]. (C.39)
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For (C.39), observe that max j xs
j(T̃ ) ≥ S implies max j xs

j(T̂ ) ≥ S − as
√

T log(T ),

since in the worst case all balls from T̂ to T̃ go into arg max j xs
j(T̂ ). That is,

P[max
j

xs
j(T̃ ) ≥ S ] ≤ P[max

j
xs

j(T̂ ) ≥ S − as

√
T log(T )].

Moreover, since the no-flex and static policies are the same before T̂ , we have:

P[max
j

xs
j(T̂ ) ≥ S − as

√
T log(T )] = P[max

j
xn f

j (T̂ ) ≥ S − as

√
T log(T )]

≤ P[max
j

xn f
j (T̃ ) ≥ S − as

√
T log(T )],

where the inequality follows from the fact that T̃ ≥ T̂ =⇒ max j xn f
j (T̃ ) ≥

max j xn f
j (T̂ ).

We now argue that

P[max
j

xn f
j (T̃ ) ≥ S − as

√
T log(T )]] ≤

a1

T 2 (C.40)

for some constant a1 > 0 to conclude the proof of the claim.

Recall, c1
s =

2
√

6N(N−1)N
q + 4N and as =

2
√

6N(N−1)
q , so c1

s = N(as + 4). Via a union

bound we have that for large enough T ,

P[max
j

xn f
j (T̃ ) ≥ S − as

√
T log(T )]

≤ NP

B(T − c1
s

√
T log(T ),

1
N

) ≥
T − N · as

√
T log(T )

N


= NP

B(T − c1
s

√
T log(T ),

1
N

) ≥ (1 + ϵ)
T − c1

s

√
T log(T )

N

 , (C.41)

where

ϵ =
(c1

s − Nas)
√

T log(T )

T − c1
s

√
T log(T )

=
4N

√
T log T

T − c1
static

√
T log T

.

Note that the first inequality above comes from the fact that S N > T = N(S −

1) + 1,which yields

S − as

√
T log(T ) =

NS − N · as
√

T log(T )
N

≥
T − N · as

√
T log(T )

N
.
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Then, applying the Chernoff bound to (C.41) we obtain:

P[max
j

xn f
j (T̃ ) ≥ S − as

√
T log(T )]

≤ N exp

− ϵ22 + ϵ
T − c1

s

√
T log(T )

N


= N exp

− (c1
s − Nas)2T log(T )

2N(T − c1
s

√
T log(T )) + N(c1

s − Nas)
√

T log(T )


≤ N exp

− 16N2T log(T )

2NT + 4N2
√

T log(T )


≤ Ne−

16 log(T )
6 ≤

a1

T 2

for some constant a1 > 0.Notice that for the second inequality above we plug in

values of c1
s , as, and upper bound (T − c1

s

√
T log(T )) by T. □
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APPENDIX D

ADDENDUM TO CHAPTER 5

D.1 Proofs of Section 5.4 Results

Proof of Proposition 80.

Proof. Since there is an edge of cost t between r and gi, by definition of a min-cost

path, t⋆pi
≤ t. Thus, (1 − ϵt )t

⋆
pi
≤ (1 − ϵt )t = t − ϵ. This then implies that vpi(ωℓ,pi) = 0

for ωℓ,pi such that tcar(ωℓ,pi) > t − ϵ. □

Proof of Proposition 81.

Proof. Consider passenger pi. We first claim that it is without loss of generality

to assume that direct travel by car is completed via edge (r, gi). This is due to

the fact that the cost of each edge of G is lower bounded by ϵ > 0, and the cost

of ( j, gi) is t − ϵ for all j ∈ S i. Thus, traveling from r to gi via j ∈ S i costs at least t,

which is exactly the cost of the trip which uses edge (r, gi).

The fact that a bus line cannot be routed via edge (r, gi) follows from the fact

that the cost of (r, gi) is t > D, and as such is infeasible by bus since the maximum

cost of a bus line is D.

The fact that a bus line cannot be routed via edge ( j, gi) follows from the fact

that the cost of ( j, gi) is t − ϵ > D for all j ∈ S i and is thus infeasible by bus. Now,

suppose that the passenger travels via line ℓ, and let j−i denote the vertex at

which pi leaves the line and begins her journey by car. If j−i < S i, then reaching
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gi by car must incur a cost of at least t (a cost of at least ϵ to reach a node j′ ∈ S i

then a cost t − ϵ to reach gi from j′). Thus, the value for this trip option is 0 by

Proposition 80 and the passenger would opt for a direct travel by car via edge

(r, gi). □

Proof of Proposition 82.

Proof. The proposition follows immediately from Proposition 81. The only fea-

sible options for passenger pi which use a bus line and collect strictly positive

value are those for which a node in S i can be reached by bus. □

D.2 Proofs of Appendix A.2.2 Results

Proof of Lemma 92.

Proof. Let A ∈ R|rℓ |×|P| denote the constraint matrix corresponding to (5.11). A is

such that Ae,p = 1 if passenger p uses edge e, and 0 otherwise. Since a passenger

exclusively uses consecutive edges of rℓ, the columns of A have the consecutive-

ones property. Thus, A is totally unimodular. Since C and fℓ are integral by

assumption, these two facts together imply that LP-SEP is integral. □

Proof of Proposition 93 [95].

Proof. Let ALG(p) denote passenger p’s expected contribution to the objective in

the solution returned by our algorithm. To prove the approximation guarantee,

it suffices to show the following:
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ALG(p) ≥
(
1 −

1
e

)∑
ℓ∈L

∑
S∈Iℓ:p∈S

vℓpX(ϵ)
ℓS ∀ p ∈ P

where
{
X(ϵ)
ℓS

}
is the solution to P̂(ϵ). Summing over all p and using∑

p
∑
ℓ∈L

∑
S∈Iℓ:p∈S vℓpX(ϵ)

ℓS = OPT (ϵ) completes the proof of the result.

For each passenger p ∈ P, let Yℓp =
∑

S∈Iℓ:p∈S X(ϵ)
ℓS . Sort the lines for which

Yℓp > 0 in decreasing order of vℓp. Let {ℓ1, ℓ2, . . . , ℓk} denote these lines, with

vℓ1,p ≥ vℓ2,p ≥ . . . vℓk ,p.

After rounding and re-assignment (R&R), passenger p is assigned to line ℓ1

if any set containing p is assigned to ℓ1. Thus, p is assigned to ℓ1 with probability

Yℓ1,p. If no set containing passenger p is assigned to ℓ1 after R&R, then we look

to ℓ2. The probability that a set containing p is assigned to ℓ2 after R&R is Yℓ2,p.

Thus, p is assigned to ℓ2 with probability (1 − Yℓ1,p)Yℓ2,p. It follows that, for all

k′ ≤ k, passenger p is assigned to k′ with probability
∏k′−1

i=1 (1 − Yℓi,p)Yk′ . Hence:

ALG(p) =
k∑

k′=1

vℓk′ pYk′

k′−1∏
i=1

(1 − Yℓi,p)

 .
Lemma 171 relates ALG(p) to the contribution of passenger p before rounding

and re-assignment,
∑k

k′=1 vℓk′ ,pYℓk′ ,p.

Lemma 171 ([95]). Suppose Yℓp ≥ 0 for all ℓ ∈ L,
∑
ℓ∈L Yℓp ≤ 1, and vℓ1,p ≥ vℓ2,p ≥

. . . ≥ vℓk ,p ≥ 0. Then

k∑
k′=1

vℓk′ pYk′

k′−1∏
i=1

(1 − Yℓi,p)

 ≥
(
1 − (1 −

1
L

)L

) k∑
k′=1

vℓk′ ,pYℓk′ ,p.

Using the fact that (1 − (1 − 1
L )L) ≥ 1 − 1

e for all L ≥ 1 completes the proof of

Proposition 93. □
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Proof of Proposition 95.

Proof. Let Ỹℓ be the indicator variable denoting the event that line ℓ was opened

before the re-assignment step, and let Yℓ denote the final line status, after the ag-

gregation step. Let c(Y) and c(Ỹ) denote the total costs associated with Y and Ỹ ,

respectively. Between the re-assignment step and the aggregation step, the cost

of the solution could only have decreased, since lines were potentially closed.

Similarly, by Proposition 94, the cost of the solution could only have decreased

after the aggregation step. Thus, we have c(Y) ≤ c(Ỹ), and

E
[
c(Y)

]
≤ E

[
c(Ỹ)

]
=

∑
ℓ∈L

cℓP
[
Ỹℓ = 1

]
=

∑
ℓ∈L

cℓ

∑
S∈Iℓ

X(ϵ)
ℓS

 ≤ B(1 − ϵ),

where the second inequality is by feasibility of X(ϵ)
ℓS . Thus, the budget constraint

is satisfied in expectation.

We now prove the second part of the claim:

P

∑
ℓ∈L

cℓ Yℓ ≥ (1 + δ)(1 − ϵ)B

≤P
∑
ℓ∈L

cℓ Ỹℓ ≥ (1 + δ)(1 − ϵ)B


= P

∑
ℓ∈L

cℓ
cmax

Ỹℓ ≥ (1 + δ)
(1 − ϵ)B

cmax


≤e−δ

2(1−ϵ)B/3cmax (D.1)

where (D.1) follows from an application of the Chernoff bound to the indepen-

dent random variables
{

cℓ
cmax

Ỹℓ
}
ℓ∈L

, and uses the fact that E
[∑
ℓ

cℓ
cmax

Ỹℓ
]
≤

(1−ϵ)B
cmax

by

feasibility of
{
X(ϵ)
ℓS

}
. □

342



APPENDIX E

ADDENDUM TO CHAPTER 6

E.1 Proofs of Section 6.4 Results

Proof of Proposition 107.

Proof. For ease of notation, we suppress the dependence of qm on p. Since the

platform’s profit is given by
∑

m∈Mst(y)(pm − cm)qm −C(z), and welfare is defined to

be the sum of profit and commuter utilities, it suffices to show that for all (s, t),

log

1 + ∑
m∈Mst(y)

eVm−pm

 + ∑
m∈Mst(y)

(pm − cm)qm (E.1)

=
∑

m∈Mst(y)

(Vm − cm)qm −
∑

m∈Mst(y)

qm log qm −

1 − ∑
m∈Mst(y)

qm

 log

1 − ∑
m∈Mst(y)

qm

 .
(E.2)

By definition of qm, we have:

1 +
∑

m∈Mst(y)

eVm−pm =
1

1 −
∑

m∈Mst(y) qm

=⇒ log

1 + ∑
m∈Mst(y)

eVm−pm

 = − log

1 − ∑
m∈Mst(y)

qm

 . (E.3)

We can moreover re-write the prices p as a function of the choice probabilities

q, obtaining:

pm = Vm − log

 qm

1 −
∑

m′∈Mst(y) qm′

 .
Plugging this back into the left-hand side of (E.1), we have:

∑
m∈Mst(y)

(pm − cm)qm =
∑

m∈Mst(y)

(Vm − cm)qm −
∑

m∈Mst(y)

qm log qm +
∑

m∈Mst(y)

qm log

1 − ∑
m′∈Mst(y)

qm′


(E.4)
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Putting (E.3) and (E.4) together, we obtain the result. □

E.2 Proofs of Section 6.7 Results

Proof of Corollary 116.

To prove Corollary 116, it suffices to show that the prices returned by Algo-

rithm 10 induce the optimal flows for the Centralized Pseudo-Welfare Maxi-

mization Problem. The rest of the proof is then identical to that of Theorem 112.

Proof. Let ϕS̃ P denote the primal solution corresponding to the dual solution

returned by the algorithm. For ease of notation, we let z = z̃, y = ỹ ϕ = ϕS̃ P, and

p = p̃. Consider D-S̃P(z, y):

min
u,γ,µ,ν

∑
θ∈Θ

λθuθ +
∑

m

γmym

∑
θ∈Θm

λθ

 − ∑
i∈[N1]

µig′i(y, z) −
∑
j∈[N2]

ν jh′j(y, z) (D-S̃P(z, y))

s.t. uθ ≥ fm(vθm) − cm − γm −
∑

i∈[N1]

αmiµi −
∑
j∈[N2]

βm jν j ∀m ∈ Mθ ∈ Θm (E.5)

uθ ≥ 0 ∀θ ∈ Θ, γm ≥ 0 ∀m ∈ M, µi ≥ 0 ∀ i ∈ [N1] (E.6)

As in the proof of Theorem 112, we have:

uθ = max

0,max
m

 fm(vθm) − cm − γm −
∑

i∈[N1]

αmiµi −
∑
j∈[N2]

βm jν j




= max

0,max
m

ρstvθm + ζm − cm − γm −
∑

i∈[N1]

αmiµi −
∑
j∈[N2]

βm jν j




= ρst max
{
0, vθm − pm

}
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by definition of pm. Moreover, by complementary slackness, we have the fol-

lowing conditions relating ϕ and u:
ϕθm > 0 =⇒ uθ = ρst

(
vθm − pm

)
and uθ < ρst

(
vθm − pm

)
=⇒ ϕθm = 0

uθ > 0 =⇒
∑

m ϕθm = λθ and
∑

m ϕθm < λθ =⇒ uθ = 0

Using the fact that ρst > 0 and is common to all modes m with origin-

destination pair (s, t), we obtain the following structure of the optimal allocation

in S̃P(z, y): 
ϕθm > 0 ⇐⇒ m ∈ arg maxm′

{
vθm′ − pm′ | vθm′ − pm′ ≥ 0

}
maxm′

{
vθm′ − pm′

}
> 0 =⇒

∑
m ϕθm = λθ

As before, this corresponds to the strategic decision of a type θ commuter

under p who breaks ties in favor of the marketplace. We thus obtain our result.

□
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[179] Noémie Périvier, Chamsi Hssaine, Samitha Samaranayake, and Sid-

dhartha Banerjee. Real-time approximate routing for smart transit sys-

tems. Proceedings of the ACM on Measurement and Analysis of Computing

Systems, 5(2):1–30, 2021.
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