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Recent advances in reinforcement learning (RL) provide exciting potential

for making agents learn, plan and act effectively in uncertain environments.

Most existing algorithms in RL rely on known environments or the existence

of a good simulator, where it is cheap to explore and collect the training data.

However, this is not the case for human-centered interactive systems, in which

online sampling or experimentation is costly, dangerous, or even illegal. This

dissertation advocates an alternative data-driven approach that aims to evaluate

and improve the performance of intelligent systems by only using the logged

data from prior versions of the system (a.k.a. off-policy evaluation and learning).

While such data is collected in large quantity as a byproduct of system opera-

tion, reasoning them is difficult since the data is biased and partial in nature.

We present our key contributions in off-policy evaluation and learning for

the contextual bandit setting, which is a state-less form of RL that is highly rel-

evant to many real-world applications. This includes the discovery of a general

family of counterfactual estimators for off-policy evaluation, which subsumes

most estimators proposed to date; a principled optimization-based framework

for automatically designing estimators, instead of manually constructing them;

a data-driven model selection technique in off-policy policy evaluation settings;

as well as various approaches for handling support-deficient data in the off-

policy learning setting.
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CHAPTER 1

INTRODUCTION

A key challenge in building robust intelligent systems is to make the agents

reason, plan and act effectively in uncertain environments. A path to meeting

this challenge is Reinforcement Learning (RL), for which the agent actively in-

teracts with the environment to collect useful feedback which helps improve its

subsequent decision making ability. The long-term goal typically is to maximize

some notion of cumulative reward. Recently, with the introduction of deep neu-

ral networks into RL, we see lots of empirical successes along a wide range of

domains including robotic manipulation, board games and even multi-player

complex video games [50, 75, 93].

Evidently, most empirical advances in RL either rely on the existence of a

good simulator or known environments, which permits cheap exploration of

unknown regions and the collection of millions of trails as training data. How-

ever, this success is hard to leverage into real-world applications as this is not

the case for human-centered tasks, such as personalized medicine, product rec-

ommendation, and self-driving cars, in which online sampling or experimen-

tation is costly, dangerous, unethical, even illegal. Even in the case where on-

line experimentation is feasible, we may still favor utilizing previously collected

large datasets, to enhance generalization, reduce the high cost of online experi-

mentation, and speed up the overall training process.

Building upon these motivations, this dissertation focuses on an alternative

approach to evaluate and improve the performance of intelligent systems by

only using the logged data from prior systems (a.k.a. off-policy evaluation and

learning), without interacting with the environment. Specifically, we study the
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contextual-bandit setting, which is a state-less form of RL that is highly relevant

to many applications, such as recommender systems, search engines and per-

sonalized health care. This simplification still captures the main challenge of

learning from logged interaction data, while giving us a clearer understanding

of the theoretical properties for the estimator without introducing further com-

plexities (e.g., the curse of the horizon).

1.1 Main Contributions

This dissertation includes the following three major contributions, ranging from

off-policy evaluation, to model selection, and to off-policy learning. Most of

them are studied under the contextual bandit setting, but they have the potential

to be extended into the RL setting.

1.1.1 Off-policy Evaluation

Off-policy evaluation is a fundamental problem in contextual bandits, where

the goal is to use the data gathered by a historical algorithm, known as the log-

ging policy, to estimate the average reward of a new algorithm, known as the

target policy. High-quality off-policy estimates help avoid costly A/B testing

and can also be used as a subroutine for optimizing a policy. Along this line

of research, we present and analyze a family of counterfactual estimators for

off-policy evaluation which subsumes most estimators proposed to date. Most

importantly, the analysis of this general class of estimators identifies a new esti-

mator – called Continuous Adaptive Blending (CAB) – which enjoys many ad-
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vantageous theoretical and practical properties. Moving forward, we ask: what

are the systematic strategies for designing new estimators? We answer this by

proposing a new optimization-based framework to construct estimators for off-

policy evaluation. The procedure is based on the asymptotically optimal doubly

robust estimator, but we shrink the importance weights to minimize a bound on

the mean squared error, which results in a better bias-variance tradeoff in finite

samples. We use this optimization-based framework to obtain three estimators:

(a) a weight-clipping estimator, (b) a new weight-shrinkage estimator, and (c)

the first shrinkage-based estimator for combinatorial action sets.

1.1.2 Off-policy Model Selection

As many off-policy estimators have been developed, practitioners face a new

challenge of choosing the best estimator for their application. This selection

problem is critical to high quality estimation as has been demonstrated in recent

empirical studies [88]. However, data-driven estimator selection in these set-

tings is fundamentally different from hyper-parameter optimization or model

selection for supervised learning. In particular, cross-validation or bound min-

imization approaches fail because there is no unbiased and low variance ap-

proach for comparing estimators in the partial-information setting.

Domain knowledge can suggest a particular form of the estimator, but a sec-

ond selection problem arises, as many estimators themselves have hyperparam-

eters that must be tuned. In most cases, these hyperparameters modulate a bias-

variance trade-off, where at one extreme the estimator is unbiased but has high

variance, and at the other extreme the estimator has low variance but poten-
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tially high bias. Hyperparameter selection is critical to the overall performance.

Motivated by this, we develop a generic data-driven method for estimator selec-

tion in off-policy policy evaluation settings. We establish a strong performance

guarantee for the method, showing that it is competitive with the oracle estima-

tor, up to a constant factor. Via in-depth case studies in contextual bandits and

reinforcement learning, we demonstrate the generality and applicability of the

method.

1.1.3 Off-policy Learning for Support Deficient Data

The development of off-policy evaluation estimators and model selection tech-

niques opens the door for off-policy learning. For off-policy learning, our goal

is to learn the near-optimal policy from past actions of a deployed system. State-

of-the-art methods for such off-policy learning, however, are based on inverse

propensity score (IPS) weighting [82, 57]. A key theoretical requirement of IPS

weighting is that the policy that logged the data has ”full support”, which typi-

cally translates into requiring that the historical policy put non-zero probability

for any action in any context. Unfortunately, many real-world systems have

a large action space and produce support deficient data. We show how exist-

ing methods can fail catastrophically under these conditions. To overcome this

gap between theory and applications, we identify three approaches that pro-

vide various guarantees for IPS-based learning despite the inherent limitations

of support-deficient data: restricting the action space, reward extrapolation,

and restricting the policy space. We systematically analyze the statistical and

computational properties of these three approaches, and we empirically evalu-

ate their effectiveness. In addition to providing the first systematic analysis of
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support-deficiency in contextual-bandit learning, we conclude with recommen-

dations that provide practical guidance.

1.2 Organization

The overall structure of the thesis is as follows.

Part I: Overview provides the introduction and background knowledge in

this dissertation. We give brief introductions to the contextual bandit proto-

col, the concrete mathematical formulation for off-policy evaluation, off-policy

model selection and the learning problem. After this, we give a comprehen-

sive examination of the current off-policy evaluation and learning literature,

which includes inverse-propensity based approach, direct model based ap-

proach, doubly robust estimators as well as their variants.

Part II: Off-policy Evaluation consists of two parts. In Chapter 3, we present

a class of estimators that unifies most of the presented estimators in the liter-

ature and a new advanced estimator which we discovered from this family of

estimators. In Chapter 4, we move a step further in the off-policy evaluation

problem. We introduce a framework for automatic estimator design, instead of

manually constructing them.

Part III: Off-policy Model Selection introduces a general technique for esti-

mator selection, that we call SLOPE, which could apply to a broad family of

estimators, across several distinct problem settings. On the theoretical side, we
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establish an oracle inequality. To demonstrate the generality of our approach,

we study two applications in detail: (1) bandwidth selection in contextual ban-

dits with continuous actions, and (2) horizon selection for “partial importance

weighting estimators” in RL.

Part IV: Off-policy Learning for Support Deficient Data studies efficient off-

policy learning methods for support deficient data, which arise naturally from

real-world large-scale interactive systems. we discuss three approaches that

provide various guarantees for IPS-based learning despite the inherent limi-

tations of support-deficient data and give practical recommendations among

them.

Part V: Conclusion and Future Work gives a conclusion of the main themes

and contributions of this thesis. We also discuss potential future research direc-

tions in off-policy evaluation and learning.

Part VI: Appendix provides corresponding appendix for each chapter.

1.3 Bibliographical Remark

The work in this dissertation is based on several conference papers which were

published during my Ph.D study, under the supervision from my Ph.D advisor

Thorsten Joachims, and my mentors at Microsoft Research, Miro Dudik and

Akshay Krishnamurthy. While I was one of the contributors in these projects, I

greatly appreciated the help from all of my excellent mentors and collaborators.
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especially in collaboration with Maria Dimakopoulou, Akshay Krishnamurthy,

and Miroslav Dudik. Chapter 5 focuses on [78] which was published at ICML

2020. This was a continued collaboration with Pavithra Srinath and Akshay

Krishnamurthy at Microsoft Research. The content in Chapter 6 is based on

the work [72], which appeared in KDD 2020. This is a joint work with Noveen

Sachdeva and Thorsten Joachims.
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CHAPTER 2

BACKGROUND ON OFF-POLICY EVALUATION AND LEARNING

We provide general background and literature review for off-policy evaluation

and learning in this section. Further literature related to the specific approaches

is introduced in the corresponding chapters.

2.0.1 Contextual-Bandit Setting

Many real-world applications, ranging from online news recommendation [53],

advertising [10], and search engines [52] to personalized healthcare [95], are nat-

urally modeled by the contextual bandit protocol [44], where the decision maker

interacts with the environment by repeatedly observing a context x ∈ X, choos-

ing an action a ∈ A, and observing a reward r ∈ R. The context space X can be

uncountably large, but we assume that the action space A is finite. For exam-

ple, in the news recommendation system, x describes the history of past visits

of a given user, a is a recommended article, and r could be the reading time

for the article. Similarly, in the learning to rank setting, x is the query from the

user, along with some personal demographic information, a is a ranked list of

results, and reward r could be some measure of the ranking quality, such as

the user clicks. We assume that contexts are sampled i.i.d. from some distribu-

tion D(x) and rewards are sampled from some conditional distribution D(r | x, a).

We write η(x, a) ≔ E [ r | x, a ] for the expected reward, conditioned on a given

context and action.

The behavior of a decision maker is formalized as a conditional distribution

π(a | x) over actions given contexts, referred to as a policy (or assignment mecha-
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nism in the causal inference literature). We also write π(x, a, r) ≔ D(x)π(a | x)D(r |

x, a) for the joint distribution over context-action-reward triples when actions

are selected by the policy π. Given this, the dataset we collected with size n is

composed of the context-action-reward tuples withD ≔ {(xi, ai, ri)}ni=1
. There are

two main assignment mechanisms. One is the controlled setting, which means

we are completely in control of the action generation process, or the policy is

known to us. The other one is observational setting, where we only have access

to the logged data but do not know the policy that was used to generate the

actions there. One way to tackle this setting is to infer an assignment scheme

using some machine learning model, and reduce it to the controlled setting.

The quality of any system π is measured by the expected reward. The ex-

pected reward of a policy π, called the value of π, is denoted as

V(π) ≔ E
(x,a,r)∼π

[r] (2.1)

Typically the system will be updated regularly to better serve the user, and

it is important to know the performance of the system before launching it. A

generic way to estimate the performance of any policy π is through on-policy

evaluation. We just need to randomly select a small proportion of users and

expose them into the new system π. Basically, for this group of users x ∼ D(x),

the system recommends actions based on the system we want to evaluate a ∼

π(·|x), and records the reward r. The natural Monte Carlo estimate of the policy

value is given by:

V̂MC(π) =
1

n

n∑

i=1

ri (2.2)

This approach is statistically simple and is used widely in practical systems.

However, it suffers the following drawbacks. First, implementing such a system

will have high engineering cost. Second, we face the high risk of degrading user
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experience, and losing users from the system if the system we deployed is of low

quality. Sometimes, it might be even illegal or unethical giving a randomized

group of users for a specific treatment.

Contrary to this, off-policy evaluation avoids on-policy deployment of the sys-

tem, and aims to evaluate the performance of any policy π by re-using previ-

ously logged data. The logged data typically comes in a large amount as a

by-production of normal system operation. This approach is called off-policy

as the policy we want to evaluate is different from the policy we logged data.

However, it is worth pointing out here that off-policy evaluation and learning is

hard!Different from classical supervised learning paradigm, where the correct

label and a loss function provide full-information feedback, the contextual ban-

dit protocol only gives us partial-information feedback. This means we only see

the feedback for the chosen action, but we do not observe how the user would

have responded if the system had taken a different action. The partial (e.g. only

observed for the selected action) and biased (e.g. by the choices of the policy that

logged the data) nature of the feedback makes this learning under this setting is

extremely challenging.

2.0.2 Existing Estimators for Off-Policy Evaluation

To formally define the off-policy evaluation problem, we are given a dataset

D ≔ {(xi, ai, ri)}ni=1
∼ µ consisting of context-action-reward triples collected by

some logging policy µ, and we would like to estimate the value of a target policy

π. The quality of an estimator V̂(π) is measured by the mean squared error

MSE
(
V̂(π)

)
≔ E

[(
V̂(π) − V(π)

)2
]
, (2.3)
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where the expectation is with respect to the data generation process. In analyz-

ing the error of an estimator, we rely on the decomposition of MSE into the bias

and variance terms:

MSE
(
V̂(π)

)
= Bias

(
V̂(π)

)2
+ Var

[
V̂(π)

]
, (2.4)

Bias
(
V̂(π)

)
≔

∣∣∣∣E
[
V̂(π) − V(π)

]∣∣∣∣. (2.5)

Different estimators may exhibit different properties in bias and variance, which

we will discuss explicitly later. In the literature, there are three main approaches

for off-policy evaluation: Inverse Propensity Scoring (IPS), Direct Modeling(DM)

and the Hybrid estimators, with the most prominent one as the Doubly Robust

(DR) estimator. We will briefly introduce the form of various estimators here

and the theoretical analysis will be shown in Chapter 3.

Inverse Propensity Scoring. The Inverse Propensity Scoring (also called Im-

portance Sampling) estimator [28, 69] tries to model the bias of the assignment

mechanism, which is particularly attractive in many applications where we con-

trol the assignment mechanism by design. The estimator has the form:

V̂IPS(π) ≔
1

n

n∑

i=1

π(ai | xi)

µ(ai | xi)
ri =

1

n

n∑

i=1

w(xi, ai)ri (2.6)

Basically, it tries to estimate the value of the target policy π by reweighing the

past reward ri using the importance weight:

w(x, a) ≔ π(a | x)/µ(a | x). (2.7)

To ensure that the importance weights are well defined, one standard assump-

tion in the off-policy evaluation literature is the following common support as-

sumption, which requires the logging policy µ should have full support for the

target policy π:
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Assumption 1 (Common support). The logging policy µ has full support for the

target policy π, which means that µ(a | x) > 0 whenever π(a | x) > 0 for all x and a.

Under the common support assumption, it is easy to see that IPS is an unbi-

ased estimator, which means ED[V̂IPS(π)] = V(π). However, if there is a substan-

tial mismatch between π and µ, then the importance weights will be large and

V̂IPS(π) will have large variance. To address the high variance of the vanilla IPS

estimator, various approaches have been proposed in the literature.

One is a self-normalized version of IPS, called Self-Normalized IPS (SNIPS),

defined as:

V̂S NIPS (π) :=

n∑

i=1

w(xi, ai)∑n
i=1 w(xi, ai)

ri (2.8)

where we use the sum of the importance sample weights (which is a random

variable), instead of the sample size n for normalization. Compared to the origi-

nal IPS, which may have unbounded weight for the reward, the weight for each

reward in SNIPS is bounded between [0, 1], which controls the overall variance

of the estimator. SNIPS is typically a biased estimator, but it is strongly consis-

tent P(limn→∞ V̂S NIPS (π) = V(π)) = 1.

The other one is called Clipped IPS (cIPS), which clips the importance sample

weights w(x, a) at constant level c, i.e.,

V̂cIPS (π) =
1

n

n∑

i=1

min

{
w(xi, ai), c

}
ri (2.9)

Similar as SNIPS, this estimator reduces the variance of vanilla IPS by control-

ling the importance sample weights at level c. This makes the estimator have

smaller variance, but the cost is the bias term. The constant c is the hyper-

parameter that needs to be chosen. As we will see in the next chapter, this hy-

perparameter directly affects the bias and variance of the cIPS and is critical to
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the overall MSE. Some heuristics include c = 1, or c equals to the the ratio of the

90% to the 10% propensity score observed in the training set ofD. A systematic

way of finding the near oracle c will be introduced in Chapter 5.

Another way to reduce the variance is through the use of additive control

variate, which we will introduce in detail at the Hybrid method part.

Direct Modeling. The idea of the direct model [19] is to first learn a model

of the system and then use it to directly estimate the performance of the target

policy π. To be specific, we first train a reward predictor η̂ : X×A → [0, 1] to esti-

mate the mean reward of each (context, action) pair, then we do the imputation

as following:

V̂DM(π; η̂) ≔
1

n

n∑

i=1

∑

a∈A
π(a | xi)η̂(xi, a) (2.10)

In practice, due to partial observability of the environment or constricted model

class, η̂ is typically biased due to approximation errors, which translates into

high bias in the DM estimator and results a statistically inconsistent estimator.

However, compared with the IPS weighting approach, the reward model typi-

cally has low variability, so the variance of DM is typically small.

Hybrid Method. As the name suggested, this class of estimator is a hybrid of

the IPS weighting approach and the direct modeling approach. The estimators

in this family are more advanced estimators as they try to leverage the bene-

fits from both classes of estimators. The most prominent one in this class is the

Doubly Robust (DR) [19] estimator, which applies IPS to a shifted reward, us-

ing η̂ as a control variate to decrease the variance of IPS, while preserving its

14



unbiasedness:

V̂DR(π; η̂) = V̂DM(π; η̂) +
1

n

n∑

i=1

w(xi, ai)
(
ri − η̂(xi, ai)

)
. (2.11)

The estimator is called doubly robust since it is unbiased if either the model η̂

is correct or the propensity µ(·|x) is known. Thus, it increases the probability of

drawing reliable inference. The DR estimator is asymptotically optimal, as long

as it is possible to derive sufficiently good reward predictors η̂ given enough

data [70]. Compared with the original IPS, it can have much smaller variance.

However, even when the reward predictor η̂ is perfect, stochasticity in the re-

wards may cause the terms ri − η̂(xi, ai), appearing in the DR estimator, to be far

from zero, which may still result in large variance compared with DM.

There are two directions for improving this asymptotically optimal DR es-

timator. One direction focuses on the large variance arising from the IPS part,

which will be introduced further in Chapter 3 and 4. Another orthogonal direc-

tion is to improve the quality of the model η̂(x, a; β), with the models are from

a parameterized class of functions with parameter β. The optimal β is found by

minimizing the variance of the DR estimator. The sample average approxima-

tion of the optimization problem is given by (under deterministic policy π):

β∗ ∈ argmin
β

1

n

∑

n

1{π(xi) = ai}
1 − µ(ai|xi)

µ(ai|xi)2
(ri − η̂(xi, ai, β))

2 (2.12)

The final estimator More Robust Doubly Robust estimator (MRDR) [21] is derived

by plugging this new reward predictor into the original DR estimator. Com-

pared with the original weight used in the least-square problem, the weight

changes from 1/µ(a|x) to (1−µ(a|x))/µ(a|x)2, which induces larger penalty for the

samples whose actions are chosen by π, but which have low probability under

the logging policy µ.
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Another hybrid estimator was proposed by [87] for off-policy evaluation in

the more general setting of reinforcement learning. When we translate the key

idea behind their MAGIC estimator to the contextual bandit setting, it looks like

a form of Static Blending (SB) between IPS and DM:

V̂S B(π; η̂) = τV̂IPS(π) + (1 − τ)V̂DM(π; η̂) (2.13)

The hyper-parameter τ is static as it does not depend on the importance sample

weights and is a constant across all samples. The choice of τ affects the bias-

variance trade-off of V̂S B(π; η̂). As τ → 0, the estimator is more towards the DM

estimator, which has large bias but small variance; and as τ → 1, it is closer to

the original IPS, which has large variance but small bias.

The SWITCH Estimator [90], in contrast, is more adaptive. As the name

implies, for each sample, when the importance sample weights w(xi, ai) is small,

it continues to use the unbiased IPS estimator, but switches to directly using the

estimated reward model η̂ on actions with large importance sample weights:

V̂S WITCH(π; η̂) =
1

n

n∑

i=1

{
w(xi, ai)ri1(w(xi, ai) ≤ τ) +

∑

a∈A
η̂(xi, a)π(a|xi)1(w(xi, a) > τ)

}

(2.14)

Similar as SB, the hyper-parameter τ makes the SWITCH estimator interpolate

between DM and IPS, and the selection of τ is critical to the performance on

these advanced estimators.

Different from the aforementioned direct interpolations between IPS and

DM methods, another line of research is based on empirical likelihood techniques

[39]. Viewing the problem from this perspective naturally gives asymptotic con-

fidence intervals (i.e., for any δ > 0, the coverage of the CI tends to 1 − δ as

n → ∞). Specifically, the estimator is based on a nonparametric maximum like-

lihood estimator (NPMLE). By writing out the dual likelihood, we could find
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the estimator that maximizes the likelihood function has the following form:

V̂EL(π, ρ) = ρ +
1

N

∑

n

w(xi, ai)(ri − ρ)
1 + β∗(w(xi, ai) − 1)

(2.15)

with ρ ∈ [0, 1] and β∗ is the solution of the following constrained optimization

problem:

Maximize
∑

n

log(1 + β(w(xi, ai) − 1)) s.t.∀w : 1 + β(w − 1) ≥ 0 (2.16)

This one dimensional convex optimization can be solved effectively via bisec-

tion search.

2.0.3 Existing Techniques for Off-Policy Learning

Typically, the ultimate goal is to find the optimal policy for the interactive sys-

tems to better serve the user. Accurate off-policy evaluation provides an effi-

cient tool for measuing the performance of different policies and opens the door

for off-policy learning. Existing off-policy learning techniques include reduction-

based and optimization-based approaches.

Reduction-based. This line of researches focus on reducing the problem to su-

pervised learning. Typically, the first step is to impute the unseen predictions

via regression estimate or other various estimators (such as IPS, DR, etc). Then

various cost-sensitive multiclass classification algorithms, such as Direct Loss

Minimization [60] and Filter Tree [8] could be used to learn the optimal classi-

fier for the imputed data. However, such two-stage approaches are known to

not always generalize well. Improvements upon this include the Offset Tree al-

gorithm [7], which directly works in the partial-information setting. Basically
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the algorithm reduces the problem to binary classification and allows the use of

any supervised binary classification algorithm as a subroutine.

Optimization-based. This class of algorithms builds upon counterfactual es-

timators introduced in the aforementioned section. Basically the estimators will

be used to construct the loss function and this enables gradient-based algo-

rithms, which allows us to search over large hypothesis classes. Specifically, off-

policy learning uses the logged dataset D for finding an optimal policy π∗ ∈ Π

that maximizes the expected reward (or minimizes the expected loss)

π∗ = argmax
π∈Π

[
V(π)

]
. (2.17)

The expected reward V(π) cannot be computed directly, and it is typically re-

placed with a counterfactual estimate V̂(π) that can be computed from the

logged bandit feedback D [10]. This enables Empirical Risk Minimization

(ERM) for batch learning from bandit feedback (BLBF) [94, 7, 76, 82, 84], where

the algorithm finds the policy in Π that maximizes the estimated expected re-

ward:

π̂∗ = argmax
π∈Π

[
V̂(π)

]
, (2.18)

Since the counterfactual estimator V̂(π) is at the core of ERM learning, it is ex-

pected that an improved estimator will also lead to improved learning per-

formance [76]. In particular, unlike in supervised learning, the counterfactual

estimator can have vastly different bias and variance for different policies in

the hypothesis space Π, such that trading off bias and variance of the estima-

tor becomes important for effective learning [84]. To handle the variance issue,

[83] proposes the Counterfactual Minimization Principle (CRM), which jointly op-

timizes the estimate V̂(π) as well as its empirical standard deviation, which looks
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like a variance regularization:

π̂∗CRM = argmax
π∈Π

{
V̂(π) + λ

√
Vπ(u)

n

}
, (2.19)

with Vπ(u) :=
∑n

i=1(ui − ū)2/(n − 1) , ui := w(xi, ai)ri and ū be the average over

samples. This optimizes a generalization error bound using an Empirical Bern-

stein argument. The original work proposing CRM [83] focused on simple

model classes such as log-linear model, [33] extends this to more complicated

deep neural networks, which optimize a Lagrangian reformulation of the self-

normalized estimator that can solved effectively using SGD.

Beyond variance regularization, some divergence-based regularizer are also

widely studied. In the work [57], a PAC-Bayesian analysis gives a new general-

ization bound based on KL-Divergence over the prior and posterior distribution

of the hypothesis space Π. The Bayesian view gives a new regularization that

called logging policy regularization (LPR), which adds a penalty term as the the

squared distance between the logging policy’s softmax parameter µ0 and the

learned policy’s softmax parameter µ:

π̂∗LPR = argmax
π∈Π

{
V̂µ(π) + λ||µ − µ0||2

}
, (2.20)

As we mentioned before, cIPS is proposed to address the large variance of

the original IPS estimator, which serves as a lower bound of the original objec-

tive. This motivates a family of learning algorithms, for which we maximize a

policy improvement lower bound (PIL) [58]. The general form is:

π̂∗PIL−IM = argmax
π∈Π

{
V̂PIL(π) + λIML(π)

}
, (2.21)

with IML(π) is the policy imitation regularization term, which could be an em-

pirical estimate of the KL divergence between logging and the learned policy,
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KL(µ||π) = −Eµ log(w). Here, one realization of the PIL is 1
n

∑n
i=1 ri log wi where we

utilize the inequality log(w) ≤ w − 1 for w > 0. Therefore, one special form of the

objective turns out to be:

argmin
π

n∑

i=1

[
ri log

1

π(ai|xi)
+ λ log

1

π(ai|xi)

]
(2.22)

This resembles a reward weighted cross entropy loss. The nice thing about this

formulation is that the it does not require the knowledge of logging policy or

propensity.

As a special case of RL, most algorithms developed in off-policy RL could

be easily adapted to the contextual bandit setting. Practical off-policy RL algo-

rithms also deploy regularization to keep the learned policy does not diverge

too much from the logging policy. This typically helps to control the variance

of the IPS estimate. Popular regularization terms in the literature include: the

logarithm of the sum of importance sample weights wi [51]; sample-based KL-

divergence regularizer [74]: Es∼D(s)[DKL(πθ(·|s)||π0(·|s))] and many others.
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Part II

Off-Policy Evaluation
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CHAPTER 3

CAB: CONTINUOUS ADAPTIVE BLENDING FOR POLICY

EVALUATION AND LEARNING

In this chapter, we present and analyze a family of counterfactual estimators

which subsumes most estimators proposed to date. Most importantly, this anal-

ysis identifies a new estimator – called Continuous Adaptive Blending (CAB) –

which enjoys many advantageous theoretical and practical properties. In par-

ticular, it can be substantially less biased than clipped Inverse Propensity Score

(IPS) weighting and the Direct Method, and it can have less variance than Dou-

bly Robust and IPS estimators. In addition, it is sub-differentiable such that it

can be used for learning, unlike the SWITCH estimator. Experimental results

show that CAB provides excellent evaluation accuracy and outperforms other

counterfactual estimators in terms of learning performance.
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3.1 Introduction

As we introduced in Chapter 2, there are three main approaches that have been

proposed for the counterfactual or off-policy evaluation problem. First, the Di-

rect Method (DM) [73, 71, 19, 54] uses regression to learn a model of the re-

ward and imputes the missing feedback. Second, inverse propensity score (IPS)

weighting [28, 76] models the selection bias in the assignment mechanism and

directly provides an unbiased estimate of the quality of a policy under suitable

common support conditions. Both approaches are complementary and have

different strengths and drawbacks. On the one hand, DM typically has low

variance but can lead to highly biased results due to model misspecification.

On the other hand, since we are typically controlling the logging policy and

can log propensities, IPS-based methods can be provably unbiased but often

suffer from large variance when the IPS weights are large. The third class is a

hybrid of them. The most prominent one is the Doubly Robust (DR) estimator

[68, 38, 19], which is based on DM but also uses IPS weighting and an additive

control variate to reduce variance.

Generalizing these existing counterfactual estimators, we present a paramet-

ric family of estimators for off-policy evaluation that covers most of the off-

policy estimators proposed to date — including IPS [28], clipped IPS [76], DM

[19], DR [19] and its MRDR variant [21], SWITCH [90], and Static Blending (SB)

[87]. Providing a general bias-variance analysis for this family of estimators,

we find that there is a particular new estimator in this family that has many

desirable properties. We call this new estimator Continuous Adaptive Blend-

ing (CAB) and show how it blends the complementary strengths of DM and

IPS, thus providing an effective tool for optimizing the bias of DM against the
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variance of IPS. Compared to existing estimators, we find that CAB can be sub-

stantially less biased than clipped IPS and DM while having lower variance

compared to IPS and DR estimators. Furthermore, compared to estimators that

perform static blending (SB) [87], CAB is adaptive to the IPS weights and han-

dles violations of the support condition gracefully. Unlike SWITCH [90], CAB

is sub-differentiable which allows its use as the training objective in off-policy

learning algorithms like POEM [82] and BanditNet [33]. Finally, unlike the DR

estimator, CAB can be used in off-policy Learning to Rank (LTR) algorithms like

[34], and CAB is specifically designed to control the bias/variance trade-off. We

evaluate CAB both theoretically and empirically. In particular, we present the-

oretical results that characterize the bias and variance of CAB. Furthermore, we

provide an extensive empirical evaluation of CAB on both contextual-bandit

problems and partial-information ranking problems, including real-world data

from Amazon Music.

3.2 Interpolated Counterfactual Estimator Family (ICE Family)

Recall in the contextual-bandit setting, a context x ∈ X (e.g., user profile, query)

is drawn i.i.d. from some unknown D(x), the deployed (stochastic) policy µ(y|x)

then selects an action y ∈ Y, and the system receives feedback r ∼ D(r|x, a) for

this particular (context, action) pair with E[r|x, a] = η(x, a). However, we do not

observe feedback for any of the other actions. The logged contextual bandit data

we get from logging policy π0 is of the form

S = {(xi, ai, ri, µ(·|xi))}ni=1, (3.1)

where ri := r(xi, ai) is the observed reward. If the logging policy µ is unknown,

an estimate µ̂ of the logging policy is used. Off-policy evaluation refers to the
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problem of using D for estimating the expected reward (or loss) V(π) of a new

policy π

V(π) = E
x∼D(x)

E
ā∼π(ā|x)

E
r∼D(r|x,ā)

[r]. (3.2)

Off-policy learning uses S for finding an optimal policy π∗ ∈ Π that maximizes

the expected reward (or minimizes the expected loss)

π∗ = argmax
π∈Π

[
V(π)

]
. (3.3)

which we discuss in detail in Chapter 2 about how off-policy evaluation esti-

mators could be plugged in to enable Empirical Risk Minimization (ERM) for

batch learning from bandit feedback.

In this section, we present a general family of estimators for off-policy eval-

uation in the contextual bandit setting. An analogous family of estimators

for the setting of partial-information learning-to-rank [34] is described in Ap-

pendix A.1.

Let η̂(x, ā) be the estimated reward for action ā given context x, and let µ̂ be the

estimated (or known) logging policy. Then our family of off-policy estimators

is defined as follows, where w = (wα,wβ,wγ) is a triplet of weighting functions

that parameterizes the family.

Definition (Interpolated Counterfactual Estimator Family). Given a triplet w =

(wα,wβ,wγ) of weighting functions,

V̂w(π) =
1

n

n∑

i=1

∑

ā∈A
π(ā|xi) wαiā αiā +

1

n

n∑

i=1

π(ai|xi) w
β

i
βi +

1

n

n∑

i=1

π(ai|xi) w
γ

i
γi

with αiā := α(xi, ā) := η̂(xi, ā),

βi := β(xi, ai) :=
r(xi, ai)

µ̂(ai|xi)
,

γi := γ(xi, ai) :=
η̂(xi, ai)

µ̂(ai|xi)
.
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Table 3.1: Overview of how the family of estimators V̂w(π) subsumes existing
off-policy estimators.

Estimator wα
i
(ā) w

β

i
w
γ

i

DM 1 0 0
IPS 0 1 0

cIPS 0 min
{
Mµ̂(ai |xi)

π(ai |xi)
,1
}

0

DR 1 1 -1
SB 1 − τ τ 0

SWITCH 1

{
π(ā|xi)

µ̂(ā|xi)
>M

}
1

{
π(ai |xi)

µ̂(ai |xi)
≤M

}
0

We will see in the following that different choices of the weighting functions

w = (wα,wβ,wγ) recover a wide variety of existing estimators (see Table 3.1), and

that our bias-variance analysis of V̂w(π) suggests new estimators with desirable

properties. This class of counterfactual estimators builds upon three basic es-

timators for off-policy evaluation, and we will now introduce the motivation

for the construction of the (context, action) level functions α(xi, ā), β(xi, ai) and

γ(xi, ai).

The first component α(xi, ā) follows a “Model the World” approach [73, 71,

19], which exploits a model η̂(x, ā) of the reward. The estimator that purely relies

on this component is the DM estimator that is a special case of V̂w(π) with static

weights w = (1, 0, 0) for all (xi, ai, ā) (see Table 3.1).

The second component β(xi, ai) follows a “Model the Bias” approach for the

assignment mechanism, which is particularly attractive in many applications

where we control the assignment mechanism by design [28, 82, 62]. The esti-

mator fully based on this term is the widely used inverse propensity score (IPS)

weighting estimator [28, 76, 10, 82], which is the special case of V̂w(π) with static

weights w = (0, 1, 0) for all (xi, ai, ā) (see Table 3.1). If µ̂(ai|xi) is known and the

logging policy has sufficient support w.r.t. the new policy π, then the IPS esti-
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mator is unbiased (see Section 3.2.1). However, it can have large variance if the

IPS weights π(ai|xi)/µ̂(ai|xi) are large.

The third component γ(xi, ai) combines the ”Model the World” approach and

”Model the Bias” approach by de-biasing the estimated reward term. This com-

ponent is not necessarily an attractive estimator itself, but can be used as part of

a control variate for variance reduction as in the DR estimator [68, 5, 38, 19]. DR

treats DM as a baseline while correcting the baseline when data is available, and

it is a special case of V̂w(π) with static weights w = (1, 1,−1) for all (xi, ai, ā). How-

ever, by maintaining unbiasedness, we will discuss in Section 3.3.1 that it can

still suffer from excessive variance. Furthermore, due to the non-zero weight

put on the control variate term γ(xi, ai), DR cannot be used for LTR from implicit

feedback, since the analog of ai is only partially observable in that setting (see

Appendix A.1).

Another hybrid estimator Static Blending is a special case of V̂w(π) with tun-

able weights w = (1 − τ, τ, 0) for all (xi, ai, ā), where τ ∈ [0, 1] is a parameter while

the SWITCH estimator is also a special case of V̂w(π) using the weights given in

Table 3.1.

A drawback of SWITCH is that its hard switching makes it discontinuous

with respect to any parameters of the target policy π. This not only creates

more erratic behavior when the threshold M is changed, but it also means that

SWITCH is not differentiable and thus cannot be used in gradient-based learn-

ing algorithms like POEM [82] or BanditNet [33] for BLBF.
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3.2.1 Theoretical Analysis of ICE Family

We will now provide a general characterization of the bias and variance for

the Interpolated Counterfactual Estimator Family, where both the propensity

model and the reward model may be misspecified. Following [19], let ζ(x, a)

denote the multiplicative deviation of the propensity estimates from the true

propensity model, and ∆(x, a) be the additive deviation of the reward estimates

from the true expected reward.

ζ := ζ(x, a) = 1 − µ(a|x)

µ̂(a|x)
(3.4)

∆ := ∆(x, a) = η̂(x, a) − η(x, a). (3.5)

Moreover, let σ2
r (x, a) denote the randomness of the reward.

σ2
r := σ2

r (x, a) = Vr(r(x, a)|x, a) (3.6)

Note that ζ(x, a) is zero when the logging policy µ is known. For brevity,

we denote the true IPS weight as c(x, a) :=
π(a|x)

µ(a|x)
and its estimated version as

ĉ(x, a) := π(a|x)

µ̂(a|x)
. For known propensities, ĉ(x, a) = c(x, a). As usual, we posit that

the following support/positivity condition holds.

Theorem 1 (Bias of the Interpolated Counterfactual Estimator Family). For con-

texts x1, x2, · · · , xn drawn i.i.d from some distribution D(x) and for actions ai ∼ µ(·|xi),

under Common Support assumption, the bias of V̂w(π) with weighting functions

w = (wα,wγ,wγ) is

E
x
E

a∼π

[
wα ∆ − wβ ζη + wγ(∆ − ζ(η + ∆)) + (wα +wβ +wγ)η − η

]
(3.7)

Proof. For simplicity, we make the following notations throughout the proof.

We let ζ := ζ(x, a) denote the multiplicative deviation of the propensity estimate
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from the true propensity model, and ∆ := ∆(x, a) be the additive deviation of the

reward model from the true reward. Recall

ζ(x, a) = 1 − µ(a|x)

µ̂(a|x)
(3.8)

∆(x, a) = η̂(x, a) − η(x, a). (3.9)

Moreover, the σ2
r := σ2

r (x, a) is used to denote the randomness in reward r(x, a)

with σ2
r (x, a) = Vr(r(x, a)|x, a). Moreover, we denote the true IPS weight π(a|x)

µ(a|x)
as

c(x, a) with the estimated version being ĉ(x, a). Also, let wα := wαxa,w
β := w

β
xa and

wγ := w
γ
xa be the abbreviation for the weighting functions.

We will start the proof by calculating the expectation of three different com-

ponents of V̂w(π). For the αiā component, this term is independent of the distri-

bution of ai, and we have:

E

[1

n

n∑

i=1

∑

ā∈A
π(ā|x) wαiā αiā

]
= E

x

[∑

ā∈A
π(ā|x) wαxā η̂(x, ā)

]
= E

x
E

a∼π

[
wαxa(η + ∆)

]
(3.10)

For the IPS term βi, with xi ∼ P(x) and ai ∼ µ(·|x).

E

[1

n

n∑

i=1

π(ai|xi) w
β

i
βi

]
= E

x
E

a∼µ
E
r

[
w
β
xa

π(a|x)

µ̂(a|x)
r(x, a)

]

= E
x
E

a∼µ

[
w
β
xa

π(a|x)

µ(a|x)

µ(a|x)

µ̂(a|x)
η
]

= E
x
E

a∼µ

[
c w

β
xa(1 − ζ)η

]

= E
x
E

a∼π

[
w
β
xa(1 − ζ)η

]

(3.11)

where the second equation follows from the fact that conditioning on (x, a),
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Er[r(x, a)|x, a] = η(x, a). For the third term γi, we have

E

[1

n

n∑

i=1

π(ai|xi) w
γ

i
γi

]
= E

x
E

a∼µ

[
w
γ
xa

π(a|x)

µ̂(a|x)
η̂(x, a)

]

= E
x
E

a∼µ

[
w
γ
xa

π(a|x)

µ(a|x)

µ(a|x)

µ̂(a|x)
(η + ∆)

]

= E
x
E

a∼µ

[
c w

γ
xa(1 − ζ)(η + ∆)

]

= E
x
E

a∼π

[
w
γ
xa(1 − ζ)(η + ∆)

]

(3.12)

Combining these three terms and using the formula that Bias(V̂w(π)) =

E[V̂w(π)] − Ex Ea∼π Er[r], we have

Bias(V̂w(π)) = E
x
E

a∼π

[
wα ∆ − wβ ζη + wγ(∆ − ζ(η + ∆)) + (wα +wβ +wγ)η − η

]
(3.13)

�

Theorem 2 (Variance of the Interpolated Counterfactual Estimator Family). Un-

der the same conditions as in Theorem 1, the variance of V̂w(π) with weighting functions

w = (wα,wβ,wγ) is:

1

n

{
Vx

(
Eπ[w

α
∆ − wβ ζη + wγ(∆ − ζ(η + ∆)) + (wα +wβ +wγ)η]

)

+ ExEπ

[
(wβ)2c(1 − ζ)2σ2

r

]
+ Ex

[
Vµ(w

β c(1 − ζ)η + wγ c(1 − ζ)(η + ∆))
]} (3.14)

Proof. We follow the same notation as in Proof 3.2.1. Let

V̂w
i (π) :=

∑

ā∈A
π(ā|xi) wαiā αiā + π(ai|xi) w

β

i
βi + π(ai|xi) w

γ

i
γi

with the abbreviated population version defined as Vw
xa(π), and it is easy to see

that V(V̂w(π)) = 1
n
V(V̂w

i
(π)).

V(V̂w
i (π)) = Vx

(
E

a∼µ,r
[Vw

xa(π) |x]
)
+ E

x

[
Va∼µ,r(V

w
xa(π) |x)

]

= Vx

(
E

a∼µ,r
[Vw

xa(π) |x]
)
+ E

x

[
E

a∼µ
[Vr(V

w
xa(π) |x, a)|x]

]
+ E

x

[
Va∼µ(E

r
[Vw

xa(π) |x, a]|x)
]

(3.15)
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For the first term, using the bias formula in Proof 3.2.1, it is easy to see that

Vx

(
E

a∼µ,r
[Vw

xa(π) |x]
)
= Vx

(
E

y∼π
[wαxa ∆−w

β
xa ζη+w

γ
xa(∆− ζ(η+∆))+ (wαxā +w

β
xa +w

γ
xa)η|x]

)

(3.16)

For the second term, we will calculate Vr(V
w
xa(π) |x, a) first.

Vr(V
w
xa(π) |x, a) = Vr

(
w
β
xa

π(a|x)

µ̂(a|x)
r(x, a)|x, a

)

= Vr

(
w
β
xa

π(a|x)

µ(a|x)

µ(a|x)

µ̂(a|x)
r|x, a

)

= c2(w
β
xa)

2(1 − ζ)2
Vr(r|x, a)

= c2(w
β
xa)

2(1 − ζ)2σ2
r

(3.17)

where the first equality follows from the fact that conditioning on (x, a),

∑
ā∈A π(ā|x) wαxā αxā + π(a|x) w

γ
xa γxa is just a constant, and we use the formula

V(a + X) = V(X) for any constant a, random variable X.

Then for the term Ex

[
Ea∼µ[Vr(V

w
xa(π) |x, a)|x]

]
, we have

E
x

[
E

a∼µ
[Vr(V

w
xa(π) |x, a)|x]

]
= E

x
E

a∼µ

[
c2(w

β
xa)

2(1 − ζ)2σ2
r

]

= E
x
E

a∼π

[
c(w

β
xa)

2(1 − ζ)2σ2
r

] (3.18)

Similarly, for the third term, we will calculate Er[V
w
xa(π) |x, a] first.

E
r
[Vw

xa(π) |x, a] = E
r

[∑

ā∈Y
π(ā|x) wαxā αiā + π(a|x) w

β
xa βxa + π(a|x) w

γ
xa γxa|x, a

]

=

∑

ā∈A
π(ā|x) wαxā η̂(x, ā) + E

r

[
w
β
xa

π(a|x)

µ(a|x)

µ(a|x)

µ̂(a|x)
r|x, a

]
+ w

γ
xa

π(a|x)

µ(a|x)

µ(a|x)

µ̂(a|x)
(η + ∆)

=

∑

ā∈A
π(ā|x) wαxā η̂(x, ā) + w

β
xa

π(a|x)

µ(a|x)

µ(a|x)

µ̂(a|x)
η + w

γ
xa

π(a|x)

µ(a|x)

µ(a|x)

µ̂(a|x)
(η + ∆)

=

∑

ā∈A
π(ā|x) wαxā η̂(x, ā) + w

β
xa c(1 − ζ)η + w

γ
xa c(1 − ζ)(η + ∆)

(3.19)
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For the term Va∼µ
(
Er[V

w
xa(π) |x, a]|x

)
, since the first term

∑
ā∈A π(ā|x) wαxā η̂(x, ā) is

independent of a, then we have

Va∼µ
(
E
r
[Vw

xa(π) |x, a]|x
)
= Va∼µ

(∑

ā∈A
π(ā|xi) wαxā η̂(xi, ā) + w

β
xa c(1 − ζ)η + w

γ
xa c(1 − ζ)(η + ∆)|x

)

= Va∼µ
(

w
β
xa c(1 − ζ)η + w

γ
xa c(1 − ζ)(η + ∆)|x

)

(3.20)

Then taking the outer expectation over x, we have:

E
x

[
Va∼µ(E

r
[Vw

xa(π) |x, a]|x)
]
= E

x

[
Va∼µ(w

β
xa c(1 − ζ)η + w

γ
xa c(1 − ζ)(η + ∆)|x)

]
(3.21)

Summing all the three terms together, and using the formula V(V̂w(π)) =

1
n
V(V̂w

i
(π)) for i.i.d V̂w

i
, we have:

V(V̂w(π)) =
1

n

{
Vx

(
Eπ[w

α
∆ − wβ ζη + wγ(∆ − ζ(η + ∆)) + (wα +wβ +wγ)η]

)

+ ExEπ

[
(wβ)2c(1 − ζ)2σ2

r

]
+ Ex

[
Vµ(w

β c(1 − ζ)η + wγ c(1 − ζ)(η + ∆))
]}

(3.22)

�

Throughout the rest of the chapter, these general results will guide the design

of new estimators, and they will allow us to compare different estimators within

the family with respect to their bias/variance trade-offs.

3.3 Continuous Adaptive Blending Estimator (CAB)

In this section, we identify a new estimator within this family that has many

desirable properties. In particular, the estimator arises naturally by filtering

our family of estimators according to these properties. First, we would like
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the estimator to be unbiased if the reward model and the propensity model are

correct, which can be achieved through constraining the weights (wα
iā
,w
β

i
,w
γ

i
)

to sum to 1 for each context-action pair. Second, the estimator should be ap-

plicable to a wide range of partial information settings, including learning to

rank, which requires w
γ

i
= 0. Third, we would like to achieve low MSE, which

argues for data-dependent weights that allow an instance dependent trade-off

between bias and variance. And, fourth, we would like to use the estimator for

gradient-based learning, which implies that the weighting functions need to be

(sub-)differentiable.

These desiderata and constraints lead us to the following new Continuous

Adaptive Blending estimator (CAB).

V̂CAB(π) = V̂w(π) with



wα
iā
= 1 −min

{
M
µ(ā|xi)

π(ā|xi)
, 1

}

w
β

i
= min

{
M
µ(ai |xi)

π(ai |xi)
, 1

}

w
γ

i
= 0

It is easy to see that CAB interpolates between DM and IPS in an example-

dependent way, which allows trade-off between bias and variance by control-

ling M. In particular, CAB inherits the idea that clipping is a data-dependent

way to achieve smaller MSE. However, CAB imputes a regression estimate

η̂(xi, ā) proportional to the clipped-off portion of the IPS weight – unlike clipped

IPS (see Table 3.1) that implicitly imputes zero. Note that the particular choice

of weights (wα
iā
,w
β

i
,w
γ

i
) makes V̂CAB(π) continuous and subdifferentiable with re-

spect to the parameters of the policy π.
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3.3.1 Bias and Variance Analysis

We now analyze the bias and variance of CAB as an instance of the counterfac-

tual estimator family, and we will compare them to those of IPS, cIPS, DR, and

DM.

Theorem 3 (Bias of CAB). For contexts x1, x2, · · · , xn drawn i.i.d from some distribu-

tion D(x) and for actions ai ∼ µ(·|xi), under Condition 1 the bias of V̂CAB(π) is

ExEπ

[
− ηζ1{ĉ ≤ M} +{∆(1 − M

c(1−ζ)) − M

c(1−ζ)ηζ}1{ĉ>M}
]

Proof. Note CAB falls into the class of counterfactual estimator with the weight-

ing functions wα
iā
= 1 −min

{
M
µ̂(ā|xi)

π(ā|xi)
, 1

}
,w
β

i
= min

{
M
µ̂(ai |xi)

π(ai |xi)
, 1

}
,w
γ

i
= 0.

Using Theorem 1, the bias for V̂CAB(π) is:

Bias(V̂CAB(π)) = E
x
E

a∼π

[
wαxa ∆ − w

β
xa ζη + w

γ
xa(∆ − ζ(η + ∆)) + (wαxā +w

β
xa +w

γ
xa)η − η

]

= ExEa∼π
[
(1 −min{ M

ĉ(x, a)
, 1})∆ −min{ M

ĉ(x, a)
, 1}ζη

]

= ExEa∼π
[
− ζη1{ĉ ≤ M}+{(1 − M

ĉ(x, a)
)∆ − M

ĉ(x, a)
ζη}1{ĉ > M}

]

= ExEa∼π
[
− ζη1{ĉ ≤ M}+{(1 − M

c(1 − ζ))∆ − M

c(1 − ζ)ζη}1{ĉ > M}
]

(3.23)

while the last equality follows from the fact that ĉ(x, a) := π(a|x)

µ̂(a|x)
=
π(a|x)

µ(a|x)

µ(a|x)

µ̂(a|x)
=

c(x, a)(1 − ζ(x, a)) �

Note that the first part of the bias results from the use of IPS when the IPS

weight is small, while the second part results from the convex combination of

IPS and DM when the IPS weight is large.
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Theorem 4 (Variance of CAB). Under the same conditions as in Theorem 3, the vari-

ance of V̂CAB(π) is

1

n

{
Vx

(
Eπ[η − ηζ1{ĉ ≤ M} + (∆(1 − M

c(1 − ζ)) − M

c(1 − ζ)ηζ)1{ĉ > M}]
)

+ ExEπ

[
c(1 − ζ)2σ2

r1{ĉ ≤ M} + M2

c
σ2

r1{ĉ > M}
]

+ Ex

[
Vµ(c(1 − ζ)η1{ĉ ≤ M} + Mη1{ĉ > M})

]}
(3.24)

Proof. The result follows by plugging in the weighting function for CAB with

wα
iā
= 1 −min

{
M
µ̂(ā|xi)

π(ā|xi)
, 1

}
,w
β

i
= min

{
M
µ̂(ai |xi)

π(ai |xi)
, 1

}
,w
γ

i
= 0 in Theorem 2.

For the term Vx

(
Eπ[w

α
∆ − wβ ζη + wγ(∆ − ζ(η + ∆)) + (wα +wβ +wγ)η]

)
, using

the result from Theorem 3, we have:

Vx

(
Eπ[w

α
∆ − wβ ζη + wγ(∆ − ζ(η + ∆)) + (wα +wβ +wγ)η]

)

= Vx

(
Eπ[η − ηζ1{ĉ ≤ M} + (∆(1 − M

c(1 − ζ)) − M

c(1 − ζ)ηζ)1{ĉ > M}]
) (3.25)

For the term ExEπ

[
(wβ)2c(1 − ζ)2σ2

r

]
, we have

ExEπ

[
(wβ)2c(1 − ζ)2σ2

r

]
= ExEπ

[
min{( M

ĉ(x, a)
)2, 1}c(1 − ζ)2σ2

r

]

= E
x
E
π

[
c(1 − ζ)2σ2

r 1{ĉ ≤ M}+ M2

ĉ2(x, a)
c(1 − ζ)2σ2

r 1{ĉ > M}
]

= E
x
E
π

[
c(1 − ζ)2σ2

r 1{ĉ ≤ M}+ M2

c2(1 − ζ)2
c(1 − ζ)2σ2

r 1{ĉ > M}
]

= E
x
E
π

[
c(1 − ζ)2σ2

r 1{ĉ ≤ M}+M2

c
σ2

r 1{ĉ > M}
]

(3.26)

35



For the last term Ex

[
Vµ(w

β c(1 − ζ)η + wγ c(1 − ζ)(η + ∆))
]
, then

Ex

[
Vµ(w

β c(1 − ζ)η)
]
= Ex

[
Vµ(min{ M

ĉ(x, a)
, 1}c(1 − ζ)η)

]

= E
x

[
Vµ(c(1 − ζ)η1{ĉ ≤ M}+ M

ĉ(x, a)
c(1 − ζ)η1{ĉ > M})

]

= E
x

[
Vµ(c(1 − ζ)η1{ĉ ≤ M}+Mη1{ĉ > M})

]

(3.27)

Combining all, we have

V(V̂CAB(π)) =
1

n

{
Vx

(
Eπ[η − ηζ1{ĉ ≤ M} + (∆(1 − M

c(1 − ζ)) − M

c(1 − ζ)ηζ)1{ĉ > M}]
)

+ ExEπ

[
c(1 − ζ)2σ2

r1{ĉ ≤ M} + M2

c
σ2

r1{ĉ > M}
]

+ Ex

[
Vµ(c(1 − ζ)η1{ĉ ≤ M} + Mη1{ĉ > M})

]}

(3.28)

�

The first term of the variance is due to the randomness in context x, the

second term results from the randomness in the rewards compounded with

bounded IPS weights. The third term is, in expectation, the variability in the

expected reward compounded with bounded IPS weights.

Bias improvements over cIPS and DM. We can now compare the bias of CAB

to that of cIPS, which we can derive as a special case of Theorem 3 with η̂(xi, ā) =

0 for all (xi, ā) pair. Focusing on the case of logged propensities for conciseness

and its real-world prevalence in online systems, this reduces to Bias(V̂cIPS (π)) =

ExEπ[−η(1 − M

c
)1{c > M}] for cIPS and Bias(V̂CAB(π)) = ExEπ[∆(1 − M

c
)1{c > M}] for

CAB. It can be seen that if we have a moderately good predictor of the expected

reward η(x, ā), CAB will have an advantage as long as the predictor is better
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than imputing the constant 0 everywhere. In practice, it is sensible to assume

that the reward estimation error ∆(x, ā) is substantially smaller than η(x, ā), such

that CAB enjoys a substantial amount of bias reduction.

In comparison to DM, CAB can also enjoy smaller bias when the propen-

sity is known, since Bias(V̂DM(π)) = ExEπ[∆] while Bias(V̂CAB(π)) = ExEπ[∆(1 −
M

c
)1{c > M}] which reflects that CAB incurs bias only on the clipped portion of

the importance sample weights.

Variance improvements over IPS and DR. Comparing the variance of CAB

to that of IPS and DR, we again focus on the case of logged propensities. From

Theorem 2 we can deduce that the variance of IPS is

1

n

{
Vx

(
Eπ[η]

)
+ ExEπ

[
cσ2

r

]
+ Ex

[
Vµ(cη)

]}
(3.29)

while the variance for CAB is

1

n

{
Vx

(
Eπ[η + ∆(1 − M

c
)1{c > M}]

)

+ ExEπ

[
cσ2

r1{c ≤ M} + M2

c
σ2

r1{c > M}
]

+ Ex

[
Vµ[(cη)1{c ≤ M} + Mη1{c > M}]

]}
.

(3.30)

The first term is similar for both estimators since η can be expected to dominate

∆. The second and the third terms, which are the variance of the reward r(x, ā)

and the expected reward η(xi, ā) compounded with the IPS weights c, can be

very large for IPS when the logging policy µ and the target policy π are very

different.

In contrast, for CAB these two terms are bounded by MEπ[σ
2
r ]+M2

Ex[Vµ(η)],

and thus will be smaller than those for IPS. Comparing CAB to DR, note that DR

intends to reduce the variance of IPS by putting weight 1 on the observed loss
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term β(xi, ai) and -1 on the estimated loss term γ(xi, ai). However, this ”residual

term” is still compounded with the IPS weights c and can blow up the variance

either when we have a poor estimate ∆ or when the target policy is very different

from the logging policy. This is apparent in the second and third terms of the

variance of DR as derived from Theorem 2.

1

n

{
Vx

(
Eπ[η]

)
+ ExEπ

[
cσ2

r

]
+ Ex

[
Vµ(c∆)

]}
(3.31)

This is again different from CAB, where the IPS weights are all bounded by M.

3.3.2 CAB-DR

Finally, we present a variant of CAB that incorporates the DR estimator, called

CAB-DR. While this leads to an estimator that cannot be used for ranking, we

investigate whether the control variate of DR leads to even better estimates than

CAB. The key idea is to substitute the IPS part of CAB with the DR estimator,

leading to

V̂CABDR(π)=V̂w(π) with



wα
iā
= 1

w
β

i
= min

{
M
µ(ai |xi)

π(ai |xi)
, 1

}

w
γ

i
= −min

{
M
µ(ā|xi)

π(ā|xi)
,1
}

as a clipped version of DR. Using Theorem 1, it is easy to derive the bias of

CAB-DR to be

E
x
E
π

[
ζ∆1{ĉ ≤ M} + ∆(1 − M

c
)1{ĉ > M}

]

If the propensities are logged, then the bias terms for CAB and CAB-DR are

identical. However, if the propensities are only approximates, CAB will suffer

from more bias from the term Ex Eπ[ζη1{ĉ ≤ M}] compared to Ex Eπ[ζ∆1{ĉ ≤ M}]

for CAB-DR.
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The variance of CAB-DR is given in Appendix A.2.1. Given logged propen-

sities, the variance of CAB-DR differs from that of CAB in only a single term.

For CAB-DR we have

E
x

[
Vµ

(
c(−∆)1{c ≤ M} + M(−∆)1{c > M}

)]

while for CAB we have

E
x

[
Vµ

(
c(η)1{c ≤ M} + M(η)1{c > M}

)]

In general cases, by adopting the idea of choosing opposite weights for

β(xi, ai) and γ(xi, ai) from DR, the third variance term for CAB-DR becomes

Ex[Vπ(−wβ c(1 − ζ)∆)], which is no longer on the order of Ex[Vπ(w
β c(1 − ζ)η)].

3.4 Experiments

We empirically examine the evaluation accuracy and learning performance of

CAB in two different partial-information settings. In the BLBF setting, we con-

duct the experiments on bandit feedback data for multi-class classification. This

setting is extensively used in the off-policy evaluation literature [19, 90]. In the

LTR setting, the experiments are based on user feedback with position bias for

ranking [34]. In both cases, we use real datasets from which we sample syn-

thetic bandit or click data. This increases the external validity of the experi-

ments, while at the same time providing ground truth for a bias/variance anal-

ysis. Furthermore, it allows us to vary the properties of both data and logging

policy µ to explore the robustness of the estimators.
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Figure 3.1: The Bias, Variance and MSE graph for CAB on the satimage and
Yahoo! LTR dataset. From left to right: (a) The bias, variance and MSE curves for
the satimage dataset. (b) MSE curves for satimage when we vary the amount of
log data. (c) The bias, variance and MSE curves for the Yahoo! LTR dataset. (d)
MSE curves for Yahoo! LTR when we vary the amount of log data.

3.4.1 Experiment Setup

For the BLBF setting, our experiment setup follows [19] and [90] using the stan-

dard supervised → bandit conversion [1] for several multiclass classification

datasets from the UCI repository [3]. In the LTR setting, we follow the experi-

ment setup of [34] and conduct experiments on the Yahoo! LTR Challenge corpus

(set 1), which comes with a train/validation/test split. More details are given

in Appendix A.1.

In both settings, we use a small amount of the full-information training data
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to train a logger µ and a regression model η̂. The policy π to be evaluated is

trained on the whole training set. The partial feedback data is generated from

the full-information test set. We evaluate the policy π with different estimators

on the partial feedback data of different sizes and treat the performance of the

full-information test set as the ground truth. The performance is measured by

the expected test error and the average rank of positive results for BLBF and

LTR respectively. We repeat the experiments 500 times for BLBF and 100 times

for LTR to calculate bias, variance and MSE.

For the BLBF learning experiments, we use POEM [82] to learn stochas-

tic linear policies. For LTR, Appendix A.3.2 derives a generalized version of

propensity SVM-Rank [34] that enables the use of CAB and other estimators

with w
γ

i
= 0 from our family. As input to the learning algorithms, different

amounts of partial feedback data are simulated from the full-information train-

ing data. To avoid biases from the regression model, we adopt 90 percentile

cIPS to conduct hyperparameter selection for M(or τ for SB) and regularization

parameter on the partial feedback data simulated from the validation set. The

experiments are run for 10 and 5 times on BLBF and LTR respectively and the

average is reported. Details are shown in Appendix A.3.

3.4.2 Experiment Results

Can CAB achieve improved estimation accuracy by trading bias for variance

through M? We first verify that CAB can indeed achieve improved MSE by

adjusting the bias-variance trade-off. Figure 3.1 shows how the choice of M

affects bias and variance of CAB on the satimage and Yahoo! LTR datasets using
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different amounts of data (qualitatively similar results are obtained for the other

datasets). For each dataset, the bias decreases as we increase M as expected,

since CAB moves towards the unbiased IPS estimator. However, the variance

increases as more data points rely on IPS weighting. For all data set sizes, the

best MSE always falls in the middle of the range of M which confirms that CAB

can effectively trade-off between bias and variance through controlling M for a

range of data-set sizes. Moreover, the MSE curve suggests that the performance

of CAB is pretty robust to the choice of M.

Figure 3.2: MSE comparison of various off-policy estimators for different
datasets

How does CAB compare to other off-policy estimators? Figure 3.2 compares

different off-policy estimators on the 4 UCI datasets (selecting those with dataset

size larger than 5000) and the Yahoo! LTR dataset. For each UCI dataset, we keep

the test data size as 2,000. For the LTR dataset, we present the results with 0.5
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sweeps of the test set. Notice that CAB , CAB-DR, cIPS and SWITCH all have

a clipping parameter M ∈ [0,∞), while for SB the blending is achieved through

the static weight parameter τ ∈ [0, 1]. To be able to plot SB together with the

other estimators, we rescale τ in the plot for comparison. DM and DR do not

have any hyperparameter, so we use two horizontal lines to represent them.

For both SB and CAB (CAB-DR), and across all datasets, we observe a U-

shape curve for MSE with the optimum value in the middle. However, on most

datasets CAB (and CAB-DR) substantially outperforms SB. Furthermore, CAB

outperforms cIPS in the full range of M on all datasets, indicating that imputing

a reasonably good regression estimate is indeed consistently better than naively

imputing zero. For the SWITCH estimator, the MSE curve is somewhat more

erratic than that of CAB especially on the UCI datasets, which we conjecture

is due to the hard switch it makes and the discontinuities this implies. While

SWITCH can be used in LTR algorithms like Propensity SVM-Rank [34] (details

are shown in Appendix A.1), we show in the next section that this behavior may

make model selection during learning more stable for CAB than for SWITCH.

Furthermore, CAB performs at least comparable to SWITCH across all datasets,

and on some it can be substantially more accurate than SWITCH.

For all datasets, DR outperforms IPS and DM as expected. However, CAB

(also CAB-DR) still outperforms DR on most datasets, which validates the idea

that estimators outside the class of unbiased estimators can have advantages

on this problem. Furthermore, when used in learning, one already faces a

bias/variance trade-off due to the capacity of the policy space, such that it seems

unjustified to insist on the unbiasedness of the empirical risk to begin with.
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Figure 3.3: Error of the estimates on the Amazon Music contextual bandit prob-
lem.

How robust is CAB on real-world data? We evaluated CAB on data from a

contextual bandit problem at Amazon Music. Both the logging policy and the

target policy are a Thompson sampling contextual bandit algorithm for which

we estimated the respective policy πt
0
(a|x) and πt

target(a|x) at each time step t

through Monte Carlo sampling. When analyzing the logging distribution, we

found that the logging policy does not provide full support as the Thompson

sampler converges, and on average only 33% of the available actions have non-

zero support. We used the model learned by the Thompson sampler of the

logging policy as the regression imputation model, η̂(x, a).

Figure 3.3 shows the error of the estimates depending on the clipping con-

stant M, where we use the average reward of πt
target(a|x) measured during online

A/B testing as the gold standard. For the majority of the values of the clipping

constant M, CAB and SWITCH show a higher level of accuracy than DM, IPS

and SB. Both IPS and SB perform poorly. This is due to the fact that IPS has no

44



500 1000 1500 2000 5000

number of data

0.05

0.10

0.15

0.20

0.25

0.30

0.35

e
x
p
e
c
te

d
 t

e
s
t 

e
rr

o
r

CAB

CABDR

DM

SB

cIPS

IPS

DR

0.1 0.2 0.5 1.0

amount of data(sweeps)

10.8

11.0

11.2

11.4

11.6

11.8

12.0

12.2

A
v
e
ra

g
e
 R

a
n
k
in

g

CAB

DM

cIPS

IPS

SWITCH

SB

0.01 0.02 0.05 0.1 0.2 0.5

regression estimates quality

0.05

0.10

0.15

0.20

0.25

0.30

0.35

e
x
p
e
c
te

d
 t

e
s
t 

e
rr

o
r

CAB

CABDR

DM

SB

cIPS

IPS

DR

0.01 0.02 0.05 0.1 0.2 0.5

logger quality

0.05

0.10

0.15

0.20

0.25

0.30

0.35

e
x
p
e
c
te

d
 t

e
s
t 

e
rr

o
r

CAB

CABDR

DM

SB

cIPS

IPS

DR

Figure 3.4: Test set learning performance under various scenarios. (1)-(2) Per-
formance vs. amount of data for PENDIGITS and Yahoo! LTR. (3) Performance
vs. regression model quality for PENDIGITS. (4) Performance vs. logger quality
for PENDIGITS.

mechanism for detecting and correcting for the missing support of the logging

policy, while SB has a static blending constant. For a large range of M, CAB and

SWITCH also outperform DR and CAB-DR. Overall, we find that both CAB and

SWITCH outperform the other methods and can provide robust solutions to the

contextual bandit problem at Amazon Music.
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How effective is learning with CAB as empirical risk across datasets? Ta-

ble 3.2 shows the learning performance when the various estimators are used as

empirical risk in POEM and Propensity SVM-Rank. We use the same datasets as

in the evaluation experiments. For the 4 UCI datasets (with 5000 training data

for each) we report the average test set error, while for Yahoo! LTR (with 1 sweep

of data) we report the average rank of the relevant results for the test queries.

For both lower is better. Across all datasets, learning with CAB performs very

well, providing one of the best prediction performances on all datasets which

validates that learning with an improved estimator will also lead to improved

learning performance. Comparing CAB with CAB-DR, we don’t see a real bene-

fit in using the DR model in CAB-DR instead of using IPS in CAB. We conjecture

that it is due to the over-reliance on the regression model, as DR relies more on

it than IPS.

Table 3.2: Test set learning performance on various datasets.

DATA LETTER OPTDIGITS SATIMAGE PENDIGITS YAHOO! LTR

DM 0.6372 0.0649 0.3083 0.1133 11.25
DR 0.6852 0.0471 0.2762 0.1191 -
IPS 0.8969 0.0695 0.3266 0.2748 11.17
CIPS 0.8504 0.0447 0.2415 0.1228 11.39
SB 0.6091 0.0460 0.2481 0.0949 10.98
SWITCH - - - - 10.95
CAB 0.5740 0.0445 0.2442 0.0917 10.83
CAB-DR 0.5877 0.0461 0.2762 0.0946 -

How does learning performance change when we increase the amount of

training data? Plots (1) and (2) in Figure 4.3 show test set performance when

we increase the amount of training data for pendigits and Yahoo! LTR. We find

that performance improves for all estimators as the amount of data increases.

However, for all training data sizes, we observe that CAB and CAB-DR perform
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very well compared to the other estimators, with a substantial improvement

over IPS, cIPS and DR especially in the small sample setting. Furthermore, CAB

performs better than SWITCH in the ranking setting, which we attribute to the

more erratic behavior of SWITCH during model selection.

How does learning performance change when we vary the quality of the esti-

mated regression model? In order to vary the quality of the regression model

used by DM, DR, CAB, CAB-DR, SWITCH and SB, we vary the fraction of full-

information data that is used to learn the regression model. The results are

shown in plot (3) of Figure 4.3. IPS and cIPS result in two flat lines (up to vari-

ance), as they do not rely on the regression model. The other methods improve

with the quality of the regression model, and both CAB and CAB-DR do well

over the whole range.

How does learning performance change when we vary the quality of the log-

ging policy? Plot (4) of Figure 4.3 shows the results when changing the logger

quality. To do so, we used different fractions of the full-information data to train

the logging policy, from 0.01 to 0.5. Since the DM estimator is independent of

the logging policy, it results in a flat line (up to variance). IPS and cIPS are heav-

ily affected by the logger quality, due to their dependency on the IPS weights,

while CAB, CAB-DR and SB are only moderately affected. Overall, CAB and

CAB-DR perform well across the whole range.
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3.5 Conclusion

This paper proposed a parametric family of estimators for off-policy evaluation,

which unifies and characterizes a number of popular off-policy estimators. The

theoretical analysis also motivates the CAB estimator, which not only provides

a controllable bias/variance trade-off for off-policy evaluation, but is also con-

tinuous with respect to the target policy to enable gradient-based learning. We

argue theoretically that CAB can be less biased than cIPS and DM and often

enjoys smaller variance than IPS and DR. Experiment results on two different

partial-information settings – contextual bandit and partial-information LTR –

confirm that CAB can consistently achieve improved evaluation performance

over other counterfactual estimators, and that it also leads to excellent learning

performance.
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CHAPTER 4

DOUBLY ROBUST OFF-POLICY EVALUATION WITH SHRINKAGE

In this chapter, we propose a new framework for designing estimators for

off-policy evaluation in contextual bandits. Our approach is based on the

asymptotically optimal doubly robust estimator, but we shrink the importance

weights to minimize a bound on the mean squared error, which results in a

better bias-variance tradeoff in finite samples. We use this optimization-based

framework to obtain three estimators: (a) a weight-clipping estimator, (b) a new

weight-shrinkage estimator, and (c) the first shrinkage-based estimator for com-

binatorial action sets. Extensive experiments in both standard and combinato-

rial bandit benchmark problems show that our estimators are highly adaptive

and typically outperform state-of-the-art methods.

49



4.1 Introduction

In this chapter, we continue with the study of the fundamental problem in con-

textual bandits known as off-policy evaluation, where the goal is to use the data

gathered by a past algorithm, known as the logging policy, to estimate the av-

erage reward of a new algorithm, known as the target policy. High-quality off-

policy estimates help avoid costly A/B testing and can also be used as subrou-

tines for optimizing a policy [19].

The most accurate approaches to off-policy evaluation are variants of dou-

bly robust (DR) estimators [68, 5, 19]. DR estimation begins by fitting a regres-

sion model to predict rewards as a function of context and action. The fitted

model can be used to impute unobserved rewards of the target policy on the

training data, but such a direct estimate is typically biased. Instead, DR adds

a correction term obtained by importance weighting the difference between ob-

served rewards and predicted rewards. The resulting approach is unbiased,

and it is asymptotically optimal under weaker assumptions than other meth-

ods [70]. However, its finite-sample variance can still be quite high when im-

portance weights (also known as inverse propensity scores) are large. Therefore,

several works have developed variants of DR that clip or remove large impor-

tance weights. Although weight clipping incurs some bias, it substantially de-

creases the variance and can yield a lower mean squared error [6, 10, 90, 79].

These works motivate weight shrinkage as a heuristic for trading off bias and

variance, but they do not provide insight into when and how these different

methods should be used.

In this work, we ask: What are the systematic strategies for shrinking importance
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weights? We seek to answer this question without making strong assumptions

about the quality of the reward predictor, but we would like to adapt to its

quality. We make the following contributions:

• We derive a general framework for shrinking the importance weights by

optimizing a sharp bound on the mean squared error (MSE). We use two

bounding techniques. The first is agnostic to the quality of the reward esti-

mator and yields pessimistic shrinkage estimators. The second incorporates

the quality of the reward predictor and yields optimistic shrinkage estima-

tors.

• We provide theoretical justification for the standard practice of weight

clipping by showing that it corresponds to pessimistic shrinkage.

• Using optimistic shrinkage, we derive new estimators, which are also ap-

plicable to combinatorial actions, arising, for example, when a news portal

is recommending not just a single article, but a list of articles [13, 85].

Apart from the conceptual and theoretical contributions above, we also carry

out an extensive empirical evaluation. For atomic (i.e., non-combinatorial) ac-

tions, we consider 108 experimental conditions derived from 9 real-world data

sets and covering a range of data set sizes, feature dimensions, policy overlap

(i.e., the magnitude of importance weights), and quality of reward estimators.

For combinatorial actions, we consider a standard learning-to-rank data set and

vary the quality of reward estimators. In all instances, we demonstrate the effi-

cacy of our shrinkage approach. Via extensive ablation studies, we also identify

a robust configuration of our shrinkage approach that we recommend as a prac-

tical choice.
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4.2 Related Work

Off-policy estimation is studied in observational settings under the name aver-

age treatment effect (ATE) estimation, with many results on asymptotically op-

timal estimators [25, 27, 29, 70], but only few that optimize MSE in finite sam-

ples. Most notably, [35, 36] develops the kernel optimal matching (KOM) approach

that adjusts importance weights by optimizing MSE under smoothness (or para-

metric) assumptions on the reward function. This method is reminiscent of di-

rect modeling, whose bias can be bounded under smoothness assumptions, but

whose performance deteriorates if these assumptions are violated. In contrast,

we optimize importance weights with essentially no modeling assumptions.

Another difference is that KOM runs in time that is super-linear in the data set

size, which prevents its use with large data sets, whereas our approach requires

a single pass through the data and readily applies to large-scale scenarios.

Several recent works study how to improve DR estimators under similar as-

sumptions as we make here [90, 21, 79], focusing either on weight shrinkage or

on training of the reward predictor. However, to our knowledge, we are the first

to provide a detailed theoretical and empirical investigation of the interplay be-

tween these two design components. For example, in Table 4.3, we show that

the more robust doubly robust (MRDR) approach for training of the reward predic-

tor [21] performs poorly in combination with weight shrinkage. More generally,

different estimators may require different reward predictors. This specific find-

ing has practical implications that are missing in prior work.
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4.3 Setup

We begin with a brief review about the asymptotically optimal Doubly Robust

estimator, which motives our design principle. The doubly robust (DR) estimator,

combines DM and IPS:

V̂DR(π; η̂) ≔ V̂DM(π; η̂) +
1

n

n∑

i=1

w(xi, ai)
(
ri − η̂(xi, ai)

)
.

Basically, the estimator applies IPS to a shifted reward, using η̂ as a control vari-

ate to decrease the variance of IPS, while preserving its unbiasedness. DR is

asymptotically optimal, as long as it is possible to derive sufficiently good re-

ward predictors η̂ given enough data [70]. However, even when the reward pre-

dictor η̂ is perfect, stochasticity in the rewards may cause the terms ri − η̂(xi, ai),

appearing in the DR estimator, to be far from zero. Multiplied by large impor-

tance weights w(xi, ai), these terms yield large variance for DR in comparison

with DM. As mentioned in Section 4.1, several approaches seek a more favorable

bias–variance trade-off by shrinking the importance weights. Our work also

seeks to systematically replace the weights w(xi, ai) with new weights ŵ(xi, ai) to

bring the variance of DR closer to that of DM.

In practice, η̂ is biased due to approximation errors, so in this paper we make

no assumptions about its quality. At the same time, we would like to make

sure that our estimators can adapt to high-quality η̂ if it is available. To mo-

tivate our adaptive estimator, we assume that η̂ is trained via weighted least

squares regression on a separate dataset than used in V̂DR. That is, for a dataset

{(x j, a j, r j)}mj=1
∼ µ, we consider a weighting function z : X ×A → R+ and solve

η̂ ≔ argmin
f∈F

1

m

m∑

j=1

z(x j, a j)
(

f (x j, a j) − r j

)2
, (4.1)
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where F is some function class of reward predictors. Natural choices of

the weighting function z, explored in our experiments, include z(x, a) = 1,

z(x, a) = w(x, a) and z(x, a) = w2(x, a). We stress that the assumption on how

we fit η̂ only serves to guide our derivations, but we make no specific assump-

tions about its quality. In particular, we do not assume that F contains a good

approximation of η.

4.4 Our Approach: DR with Shrinkage

Our approach replaces the importance-weight mapping w : X × A → R+ in

the DR estimator (4.1) with a new weight mapping ŵ : X × A → R+ found by

directly optimizing sharp bounds on the MSE. The resulting estimator, which

we call the doubly robust estimator with shrinkage (DRs) thus depends on both the

reward predictor η̂ and the weight mapping ŵ:

V̂DRs(π; η̂, ŵ) ≔ V̂DM(π; η̂) +
1

n

n∑

i=1

ŵ(xi, ai)
(
ri − η̂(xi, ai)

)
.

We assume that 0 ≤ ŵ ≤ w, justifying the terminology “shrinkage”. For a

fixed choice of π and η̂, we will seek the mapping ŵ that minimizes the MSE

of V̂DRs(π; η̂, ŵ), which we simply denote as MSE(ŵ). We similarly write Bias(ŵ)

and Var(ŵ) for the bias and variance of this estimator.

We treat ŵ as the optimization variable and consider two upper bounds on

MSE: an optimistic one and a pessimistic one. In both cases, we separately

bound Bias(ŵ) and Var(ŵ). To bound the bias, we use the following expression,
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derived from the fact that V̂DRs is unbiased when ŵ = w:

Bias(ŵ) =
∣∣∣∣E

[
V̂DRs(π; η̂, ŵ)

] − E[V̂DRs(π; η̂,w)
]∣∣∣∣

=

∣∣∣∣Eµ
[(

ŵ(x, a) − w(x, a)
)(

r − η̂(x, a)
)]∣∣∣∣. (4.2)

To bound the variance, we rely on the following proposition, which states that

it suffices to focus on the second moment of the terms ŵ(xi, ai)
(
ri − η̂(xi, ai)

)
:

Proposition 1. If 0 ≤ ŵ ≤ w then

∣∣∣∣∣Var(ŵ) − 1

n
Eµ

[
ŵ2(x, a)

(
r − η̂(x, a)

)2
]∣∣∣∣∣ ≤

1

n
.

Proof. The law of total variance gives

Var(ŵ) =
1

n
Var

x,a,r∼µ


∑

a′∈A
π(a′ | x)η̂(x, a′) + ŵ(x, a)(r − η̂(x, a))



=
1

n
E
x

Var
a,r∼µ


∑

a′∈A
π(a′ | x)η̂(x, a′) + ŵ(x, a)(r − η̂(x, a))


︸                                                            ︷︷                                                            ︸

≕T1

+
1

n
Var

x
E

a,r∼µ


∑

a′∈A
π(a′ | x)η̂(x, a′) + ŵ(x, a)(r − η̂(x, a))


︸                                                               ︷︷                                                               ︸

≕T2

.

For T1, since
∑

a′∈A π(a
′ | x)η̂(x, a′) does not depend on a, r, it does not contribute

to the conditional variance, and we get

T1 = E
x

Var
a,r

( ŵ(x, a)(r − η̂(x, a)) ) = E
x,a,r

[
ŵ(x, a)2(r − η̂(x, a))2

]
− E

x

[
E
a,r

[
ŵ(x, a)(r − η̂(x, a))

]2
]
.

The first term is our variance proxy. To bound the second term, write ŵ(x, a) =

c(x, a)w(x, a) for some c(x, a) ∈ [0, 1], which is possible since 0 ≤ w ≤ ŵ by as-

sumption. The second term can then be rewritten and bounded as

0 ≤ E
x

[
E

a,r∼µ

[
ŵ(x, a)

(
r − η̂(x, a)

) ]2

]
= E

x

[
E

a,r∼µ

[
w(x, a)c(x, a)

(
r − η̂(x, a)

) ]2

]

= E
x

[
E

a,r∼π

[
c(x, a)

(
r − η̂(x, a)

) ]2
]
≤ 1,
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where the second equality follows by the unbiasedness of inverse-propensity

scoring, and the final bound follows because c(x, a), r, η̂(x, a) ∈ [0, 1].

For T2, of course we have T2 ≥ 0, and further

T2 = Var
x

[
E

a∼π

[
η̂(x, a)

]
+ E

a∼µ

[
ŵ(x, a)

(
η(x, a) − η̂(x, a)

)]]

≤ Ex


(
E

a∼π
[η̂(x, a)] + E

a∼µ

[
ŵ(x, a)

(
η(x, a) − η̂(x, a)

)])2

= Ex


(
E

a∼π
[η̂(x, a)] + E

a∼µ

[
w(x, a)c(x, a)

(
η(x, a) − η̂(x, a)

)])2

= Ex

[
E

a∼π

[
η̂(x, a) + c(x, a)

(
η(x, a) − η̂(x, a)

)]2
]

= Ex

[
E

a∼π

[(
1 − c(x, a)

)
η̂(x, a) + c(x, a)η(x, a)

]2
]
≤ 1,

where we again write ŵ(x, a) = c(x, a)w(x, a) for some c(x, a) ∈ [0, 1], then ap-

peal to the unbiasedness of the inverse-propensity scoring, and finally use the

bounds c(x, a), η(x, a), η̂(x, a) ∈ [0, 1].

Therefore, we can write

Var(ŵ) − 1

n
E

x,a,r

[
ŵ(x, a)2(r − η̂(x, a))2

]
= −1

n
E
x

[
E
a,r

[
ŵ(x, a)(r − η̂(x, a))

]2
]
+

1

n
T2,

and we have just shown that the right hand side is in
[−1

n
, 1

n

]
. This proves the

proposition. �

We derive estimators for two different regimes depending on the quality

of the reward predictor η̂. Since we do not know the quality of η̂ a priori, in

Section 4.6 we derive a model selection procedure to select between these two

estimators.
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4.4.1 DR with Optimistic Shrinkage

Our first family of estimators is based on an optimistic MSE bound, which

adapts to the quality of η̂, and which we expect to be tighter when η̂ is more

accurate. Recall that η̂ is trained to minimize weighted square loss with respect

to some weighting function z, which we denote as

L(η̂) ≔ Eµ
[
z(x, a)

(
r − η̂(x, a)

)2]
.

The loss L(η̂) quantifies the quality of η̂. We use it to bound the bias by applying

the Cauchy–Schwarz inequality to (4.2):

Bias(ŵ) ≤
√
Eµ

[
1

z(x,a)

(
ŵ(x, a) − w(x, a)

)2
]
·
√

L(η̂). (4.3)

To bound the variance, we invoke Proposition 1 and focus on bounding the

quantity Eµ
[
ŵ2(r − η̂)2

]
:

Eµ

[
ŵ2(x, a)

(
r − η̂(x, a)

)2
]

≤
√
Eµ

[
1

z(x,a)
ŵ4(x, a)

]√
Eµ

[
z(x, a)

(
r − η̂(x, a)

)4
]

≤
√
Eµ

[
w2(x,a)

z(x,a)
ŵ2(x, a)

] √
L(η̂),

(4.4)

where the first inequality follows by the Cauchy-Schwarz inequality, and the

second from the fact that ŵ2(x, a) ≤ w2(x, a) and |r − η̂(x, a)| ≤ 1.

Combining the bounds (4.3) and (4.4) with Proposition 1 yields the following

bound on MSE(ŵ):

MSE(ŵ) ≤ Eµ
[

1
z(x,a)

(
ŵ(x, a) − w(x, a)

)2
]

L(η̂)

+

√
Eµ

[
w2(x,a)

z(x,a)
ŵ2(x, a)

] √
L(η̂) +

1

n
.

A direct minimization of this bound appears to be a high dimensional opti-

mization problem. Instead of minimizing the bound directly, we note that it is
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a strictly increasing function of the two expectations that appear in it. Thus,

its minimizer must be on the Pareto front with respect to the two expectations,

meaning that for some choice of λ ∈ [0,∞], it can be obtained by minimizing

λEµ
[

1
z(x,a)

(
ŵ(x, a) − w(x, a)

)2
]
+ Eµ

[
w2(x,a)

z(x,a)
ŵ2(x, a)

]

with respect to ŵ. This objective decomposes across contexts and actions. Taking

the derivative with respect to ŵ(x, a) and setting it to zero yields the solution

ŵo,λ(x, a) =
λ

w2(x, a) + λ
w(x, a),

where “o” above is a mnemonic for optimistic shrinkage. We refer to the DRs

estimator with ŵ = ŵo,λ as the doubly robust estimator with optimistic shrinkage

(DRos) and denote it by V̂DRos(π; η̂, λ). Note that this estimator does not depend

on z, although it was included in the optimization objective. When λ = 0, we

have ŵ(x, a) = 0 corresponding to DM. As λ → ∞, the weights increase and in

the limit become equal to w(x, a), corresponding to standard DR.

4.4.2 DR with Pessimistic Shrinkage

Our second estimator family makes no assumptions on the quality of η̂ beyond

the range bound η̂(x, a) ∈ [0, 1], which implies |η̂(x, a) − r| ≤ 1 and yields the

bounds

Bias(ŵ) ≤ Eµ
[|ŵ(x, a) − w(x, a)|], (4.5)

Eµ
[
ŵ(x, a)2(r − η̂(x, a))2] ≤ Eµ

[
ŵ(x, a)2]. (4.6)

As before, we do not optimize the resulting MSE bound directly and instead

solve for the Pareto front points parameterized by λ ∈ [0,∞] (we scale λ by
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a factor of two to obtain the solution that more cleanly matches the clipping

estimator):

Minimize
ŵ

2λEµ
[|ŵ(x, a) − w(x, a)|] + Eµ

[
ŵ(x, a)2].

The objective again decomposes across context-action pairs, yielding the solu-

tion:

ŵp,λ(x, a) = min {λ,w(x, a)} ,

which recovers (and justifies) existing weight-clipping approaches [38, 76, 79]

(see Appendix B.1 for detailed calculations). We refer to the resulting estimator

as V̂DRps(π; η̂, λ), for doubly robust with pessimistic shrinkage. Similarly to optimistic

shrinkage, we recover DM for λ = 0, and DR as λ→ ∞.

4.5 Shrinkage for Combinatorial Actions

We showcase the generality of our optimization-based approach by deriving a

shrinkage estimator for combinatorial actions (also called slates), which arise, for

example, when recommending a ranked list of items.

In contextual combinatorial bandits, the actions are represented as vectors

a ∈ Rd for some dimension d and the action space A ⊆ Rd is typically exponen-

tially large in d.

Example 1 (Ranking and NDCG). Consider the task of recommending a ranked

list of items such as images or web pages. The context x is the query submitted

by a user together with a user profile. The action a represents a ranked list of

ℓ items out of m. The list (i1, · · · , iℓ), where i j ∈ {1, · · · ,m}, is encoded into an

action vector a ∈ {0, 1}ℓm via ℓ-hot encoding, i.e., we split a into ℓ blocks of size
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m, and in the block j we set the i j-th coordinate to 1 and all others to 0. As

a reward we use a standard information-retrieval metric called the normalized

discounted cumulative gain, defined as NDCG(x, a) ≔ DCG(x, a)/DCG⋆(x), where

DCG(x, a) ≔
∑ℓ

j=1
2

rel(x,i j )−1
log2( j+1)

, DCG⋆(x) ≔ maxa′ DCG(x, a′), and rel(x, i) is some in-

trinsic measure of item relevance. (See, e.g., [85].)

Standard importance weighting techniques, such as DR and IPS, can fail dra-

matically in the combinatorial setting, because their variance scales linearly with

the size of A, which is typically exponential in d. However, if the expected re-

ward is linear in a, i.e., η(x, a) = η(x)⊤a for some (unknown) function η : X → Rd,

then it is possible to achieve variance polynomial in d using the pseudo-inverse

estimator of [85]. Given a reward predictor η̂ : X → Rd, it is also possible to

obtain the DR variant of this estimator (DR-PI):

V̂DR-PI(π; η̂) ≔
1

n

n∑

i=1

η̂
⊤
i qπ,xi

+ w⊤i ai(ri − η̂⊤i ai), (4.7)

where η̂i ≔ η̂(xi), qπ,xi
≔ Eπ[a | xi], wi ≔ Γ

†
µ,xi

qπ,xi
, Γµ,xi

≔ Eµ[aa⊤ | xi], and †

denotes the matrix pseudo-inverse. The vector wi plays the role of the im-

portance weight, while the first term corresponds to the direct modeling ap-

proach. [85] establish that this estimator is unbiased when η(x, a) is linear in a

and span
(
supp π(· | x)

) ⊆ span
(
supp µ(· | x)

)
, which is a linear relaxation of absolute

continuity. Note that NDCG in Example 1 satisfies the linearity assumption.

We next derive the shrunk variant of DR-PI, following the optimistic bound-

ing technique from Section 4.4.1. A formal difference is that we seek a vector-

valued map ŵ : X → Rd. Since w(x)⊤a can be negative, we formalize the shrink-

age property as ŵ(x)⊤a = c(x, a)w(x)⊤a for some c(x, a) ∈ [0, 1]. Also, analo-

gously to non-combinatorial setup, we assume that η̂(x)⊤a ∈ [0, 1] for all a. Now

all the steps from Section 4.4.1, except for Proposition 1 (to which we return
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below), go through under substitution w(x, a) = w(x)⊤a, ŵ(x, a) = ŵ(x)⊤a, and

η̂(x, a) = η̂(x)⊤a. The resulting (optimistic) shrinkage estimator takes form

V̂DRos-PI(π; η̂, λ) ≔
1

n

n∑

i=1

η̂
⊤
i qπ,xi

+
λw⊤

i
ai

λ + (w⊤
i

ai)2
(ri − η̂⊤i ai).

The detailed derivation is in Appendix B.2. To our knowledge this is the first

weight-shrinkage estimator for contextual combinatorial bandits.

To finish the section, we derive a combinatorial variant of Proposition 1, es-

tablishing a tight, but simple-to-optimize proxy for the variance of a DR-PI.

This requires an additional assumption that for each x, the logging policy is

supported on a linearly independent set of actions Bx ⊆ A; this requirement is

typically easy to satisfy in practice (see, e.g., Section 4.7.2). We write Bx ∈ Rd×|Bx |

for the matrix with columns a ∈ Bx, and vπ,x for the unique vector such that

Bxvπ,x = qπ,x. Finally, let Var(ŵ) denote the variance of a DR-PI estimator with

the shrunk weight map ŵ.

Proposition 2. Assume that µ(· |x) is supported on a linearly independent set of actions

for every x. If ŵ(x)⊤a = c(x, a)w(x)⊤a for some c(x, a) ∈ [0, 1], then

∣∣∣∣∣Var(ŵ) − 1

n
Eµ

[
(ŵ⊤a)2(r − η̂⊤a

)2
]∣∣∣∣∣ ≤

1

n
Ex[‖vπ,x‖21].

Proof. We begin by deriving a simple expression for the pseudo-inverse Γ†µ,x.

Consider a fixed x and let s = |Bx| be the size of the basis Bx (note that s

might be a function of x). Let Dµ,x ∈ Rs×s denote the diagonal matrix Dµ,x =

diag {µ(a | x)}a∈Bx
. Recall that Bx is the matrix with a ∈ Bx in its columns. The

matrix Γµ,x can then be written as

Γµ,x = BxDµ,xB⊤x .

To obtain its psedo-inverse, we use tho following fact:

61



Fact 3. Let B ∈ Rd×s be a matrix with linearly independent columns and let K = B⊤B.

Then for any invertible diagonal matrix D ∈ Rs×s, we have

(BDB⊤)† = BK−1D−1K−1B⊤,

where K−1 is well defined thanks to the linear independence of columns of B.

Proof. Let G ≔ BDB⊤ and G′ ≔ BK−1D−1K−1B⊤. To show that G† = G′, it suffices

to argue that GG′G = G and G′GG′ = G′:

GG′G = BDB⊤BK−1D−1K−1B⊤BDB⊤ = BDB⊤ = G,

G′GG′ = BK−1D−1K−1B⊤BDB⊤BK−1D−1K−1B⊤ = BK−1D−1K−1B⊤ = G′. �

Using this fact, we thus have

Γ
†
µ,x = BxK

−1
x D−1

µ,xK−1
x B⊤x , (4.8)

where Kx = B⊤x Bx.

We are now ready to start the proof of Proposition 2. Similarly to the proof

of Proposition 1, we first apply the law of total variance

n Var(ŵ) = Var
x,a,r∼µ

(
η̂(x)⊤qπ,x + ŵ(x)⊤a(r − η̂(x)⊤a)

)

= E
x

Var
a,r∼µ

(
η̂(x)⊤qπ,x + ŵ(x)⊤a(r − η̂(x)⊤a)

)

︸                                               ︷︷                                               ︸
=:T1

+Var
x
E

a,r∼µ

(
η̂(x)⊤qπ,x + ŵ(x)⊤a(r − η̂(x)⊤a)

)

︸                                                  ︷︷                                                  ︸
=:T2

.

To analyze T2, we first rewrite and bound the inner expectation for a fixed x.

We drop the dependence on x from the notation and write η̂ = η̂(x), qπ = qπ,x,
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ŵ = ŵ(x), η = η(x), and Γµ = Γµ,x:

E
a,r∼µ

[
η̂
⊤qπ + ŵ⊤a(r − a⊤η̂)

]
(4.9)

= η̂
⊤qπ + E

a∼µ

[
ŵ⊤a(a⊤η − a⊤η̂)

]
(4.10)

= η̂
⊤qπ + ŵ⊤

(
E

a∼µ
[aa⊤]

)
(η − η̂) = η̂⊤qπ + ŵ⊤Γµ(η − η̂) (4.11)

= η̂
⊤Bvπ + ŵ⊤(BDµB

⊤)(η − η̂) (4.12)

where in the last step we introduced shorthands B = Bx, Dµ = Dµ,x and vπ = vπ,x.

To continue with the derivation, observe that by assumption, we have ŵ⊤a =

c(x, a)w⊤a for all a ∈ Bx, and so we can write ŵ⊤B = w⊤BC where C is a diagonal

matrix with entries c(x, a) across a ∈ Bx. Next, using the fact that w = Γ
†
µqπ and

then plugging in Eq. (4.8), we obtain

ŵ⊤B = w⊤BC = q⊤π Γ
†
µBC = v⊤π B⊤

(
BK−1D−1

µ K−1B⊤
)
BC = v⊤πD−1

µ C, (4.13)

where we introduced the shorthand K = Kx. Now combining Eqs. (4.12)

and (4.13), we obtain

∣∣∣∣∣ Ea,r∼µ

[
η̂
⊤qπ + ŵ⊤a(r − a⊤η̂)

]∣∣∣∣∣ =
∣∣∣∣v⊤π B⊤η̂ + v⊤πD−1

µ CDµB
⊤(η − η̂)

∣∣∣∣

=

∣∣∣∣v⊤π
(
B⊤η̂ + CB⊤(η − η̂)

)∣∣∣∣

≤ ‖vπ‖1 ·
∥∥∥(I − C)B⊤η̂ + CB⊤η

∥∥∥∞ , (4.14)

where in the last step we used Holder’s inequality. For the ℓ∞ norm, we get

∥∥∥(I −C)B⊤η̂ +CB⊤η
∥∥∥2

∞ = max
a∈Bx

∣∣∣∣
(
1 − c(x, a)

)
η̂(x, a) + c(x, a)η(x, a)

∣∣∣∣ ≤ 1,

where the last step follows because η(x, a), η̂(x, a), c(x, a) ∈ [0, 1]. Therefore, we

have that 0 ≤ T2 ≤ Ex

[‖vπ,x‖21
]
.
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To bound T1, we first note that η̂(x)⊤qπ,x is independent of a and r, and so it

does not contribute to the variance, and so

T1 = E
x,a,r∼µ

[(
ŵ⊤a(r − a⊤η̂)

)2
]
− E

x

[
E

a,r∼µ

[
ŵ⊤a(r − a⊤η̂)

]2
]
.

The second term satisfies

0 ≤ E
x

[
E

a,r∼µ

[
ŵ⊤a(r − a⊤η̂)

]2
]
≤ E

x

[
‖vπ,x‖21 ·

∥∥∥CB⊤(η − η̂)
∥∥∥2

∞

]
≤ E

x

[‖vπ,x‖21
]
,

where we applied similar reasoning as in Eq. (4.14). Combining this bound with

the bound on T2 completes the proof:

∣∣∣∣n Var(ŵ) − E
x,a,r∼µ

[(
ŵ⊤a(r − a⊤η̂)

)2
]∣∣∣∣ ≤ E

x

[‖vπ,x‖21
]
.

�

Note that the quantity ||vπ,x||1 on the right-hand side only depends on the set

Bx, but not on the probabilities with which µ chooses a ∈ Bx. Non-combinatorial

setting of Section 4.4 is a special case of the linearly independent setting, where

d = |A| and actions are represented by standard basis vectors. In this case,

‖|vπ,x||1 = 1 and we recover Proposition 1. We can always select Bx to be an

(approximate) barycentric spanner and achieve ||vπ,x||1 = O(d) [4, 15].

4.6 Model Selection

All of our shrinkage estimators have hyperparameters which we condense into

a tuple θ. For example θ = (η̂, o, λ) denotes that we are using a reward predictor

η̂ and optimistic shrinkage with the parameter λ. To select among these hyper-

parameters, we propose and analyze a simple model selection procedure.
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Let V̂θ denote the estimator parameterized by θ. We consider the procedure

that estimates the variance of V̂θ by sample variance V̂ar(θ), and bounds the bias

of V̂θ by a data-dependent upper bound BiasUB(θ). The only requirement is that

for all θ, Bias(θ) ≤ BiasUB(θ) (with high probability), and that BiasUB(θ) = 0

whenever Bias(θ) = 0; this holds for both bias bounds from Section 4.4, as they

become zero when ŵ = w. Now, to choose θ from a set of hyperparameters Θ,

we optimize the estimate of the MSE:

θ̂ ← Minimize
θ∈Θ

BiasUB(θ)2
+ V̂ar(θ).

The next theorem shows that this procedure always compares favorably with

all the unbiased estimators included in Θ, up to an asymptotically negligible

term O(n−3/2). In particular, the procedure is asymptotically optimal whenever

Θ includes a standard (non-shrunk) DR.

Theorem 4. Let Θ be a finite set of hyperparameter values and let Θ0 ≔

{θ ∈ Θ : Bias(θ) = 0} denote the subset of unbiased estimators. Assume that with prob-

ability 1− δ/2 we have Bias(θ) ≤ BiasUB(θ) for all θ ∈ Θ. Then there exists a universal

constant C such that with probability at least 1 − δ we have

MSE(θ̂) ≤ min
θ0∈Θ0

MSE(θ0) +C log(|Θ|/δ)/n3/2.

Proof. The main technical part of the proof is a deviation inequality for the sam-

ple variance. For this, let us fix θ, which we drop from notation, and focus on

estimating the variance

Var(Z) = E[(Z − E(z))2] with V̂ar =
1

2n(n − 1)

∑

1≤i, j≤n
i, j

(Zi − Z j)
2.

We have the following lemma
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Lemma 5 (Variance estimation). Let Z1, . . . , Zn be iid random variables, and assume

that |Zi| ≤ R almost surely. Then there exists a constant C > 0 such that for any

δ ∈ (0, 1), with probability at least 1 − δ

∣∣∣∣ Var(Z) − V̂ar
∣∣∣∣ ≤ (C + 3)



√
2R2 Var(Z) log(6C/δ)

n
+

2R2 log(6C/δ)

3n

 .

Proof. For this lemma only, define µ = E[Z]. By direct calculation

Var(Z) = E
[

Z2
]
− µ2, V̂ar =

1

n

n∑

i=1

Z2
i −

1

n(n − 1)

∑

i, j

ZiZ j.

We work with the second term first. Let Z′
1
, . . . , Z′n be an iid sample, indepen-

dent of Z1, . . . , Zn. Now, by Theorem 3.4.1 of [16], we have

P



∣∣∣∣∣∣∣
1

n(n − 1)

∑

i, j

(Zi − µ)(Z j − µ)
∣∣∣∣∣∣∣
> t

 ≤ CP



∣∣∣∣∣∣∣
1

n(n − 1)

∑

i, j

(Zi − µ)(Z′j − µ)
∣∣∣∣∣∣∣
> t/C



for a universal constant C > 0. Thus, we have decoupled the U-statistic. Now

let us condition on Z1, . . . , Zn and write X j =
1

n−1

∑
i, j(Zi−µ), which conditional on

Z1, . . . , Zn is non-random. We will apply Bernstein’s inequality on 1
n

∑n
j=1 X j(Z

′
j −

µ), which is a centered random variable, conditional on Z1:n. This gives that with

probability at least 1 − δ
∣∣∣∣∣∣∣

1

n

n∑

j=1

X j(Z
′
j − µ)

∣∣∣∣∣∣∣
≤

√
2 1

n

∑n
j=1 Var(X jZ

′
j
) log(2/δ)

n
+

2 max j sup
∣∣∣ X j(Z j − µ)

∣∣∣ log(2/δ)

3n
.

≤ max
j
|X j|


√

2 Var(Z) log(2/δ)

n
+

2R log(2/δ)

3n

 .

This bound holds with high probability for any {X j}nj=1
. In particular, since |X j| ≤

R almost surely, we get that with probability 1 − δ
∣∣∣∣∣∣∣

1

n(n − 1)

∑

i, j

(Zi − µ)(Z j − µ)
∣∣∣∣∣∣∣
≤ C

√
2R2 Var(Z) log(2C/δ)

n
+

2CR2 log(2C/δ)

3n
.

The factors of C arise from working through the decoupling inequality.
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Next, by a standard application of Bernstein’s inequality, with probability at

least 1 − δ, we have∣∣∣∣∣∣∣
1

n

n∑

i=1

Zi − µ
∣∣∣∣∣∣∣
≤

√
2 Var(Z) log(2/δ)

n
+

2R log(2/δ)

3n
.

Therefore, with probability 1 − 2δwe have
∣∣∣∣∣∣∣

1

n(n − 1)

∑

i, j

ZiZ j − µ2

∣∣∣∣∣∣∣
≤

∣∣∣∣∣∣∣
1

n(n − 1)

∑

i, j

(Zi − µ)(Z j − µ)
∣∣∣∣∣∣∣
+ 2

∣∣∣∣∣∣∣
1

n

n∑

i=1

Ziµ − µ2

∣∣∣∣∣∣∣

≤
∣∣∣∣∣∣∣

1

n(n − 1)

∑

i, j

(Zi − µ)(Z j − µ)
∣∣∣∣∣∣∣
+ 2R

∣∣∣∣∣∣∣
1

n

n∑

i=1

Zi − µ
∣∣∣∣∣∣∣

≤ (C + 2)

√
R2 Var(Z) log(2C/δ)

n
+

2(C + 2)R2 log(2C/δ)

3n

Let us now address the first term, a simple application of Bernstein’s inequal-

ity gives that with probability at least 1 − δ
∣∣∣∣∣∣∣

1

n

n∑

i=1

Z2
i − E[Z2]

∣∣∣∣∣∣∣
≤

√
2 Var(Z2) log(2/δ)

n
+

2R2 log(2/δ)

3n

≤
√

2R2 Var(Z) log(2/δ)

n
+

2R2 log(2/δ)

3n
.

Combining the two inequalities, we obtain the result. �

Since we are estimating the variance of the sample average estimator, we

divide by another factor of n. Meanwhile the range and the variance terms

themselves are certainly O(1), so the error terms in Lemma 5 are O(n−3/2) and

O(n−2) respectively. Formally, there exists a universal constants C1,C2 > 0 such

that for any δ ∈ (0, 1) with probability at least 1 − δwe have

∣∣∣∣ Var(θ) − V̂ar(θ)
∣∣∣∣ ≤ C1

√
log(1/δ)

n3
+ C2

log(1/δ)

n2
.

By adjusting the constant, we can simplify the expression by removing the n−2

term. In other words, there exists a different universal constant C > 0 such that

∣∣∣∣ Var(θ) − V̂ar(θ)
∣∣∣∣ ≤

C log(1/δ)

n3/2
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holds with probability at least 1 − δ.

For the model selection result, first apply Lemma 5 for all θ ∈ Θ, taking

a union bound. Further take a union bound over the event that Bias(θ) ≤

BiasUB(θ) for all θ ∈ Θ, if it is needed. Then, observe that for any θ0 ∈ Θ0 we

have

MSE(θ̂) = Bias(θ̂)2
+ Var(θ̂) ≤ BiasUB(θ̂)2

+ V̂ar(θ̂) +
C log(|Θ|/δ)

n3/2

≤ BiasUB(θ0)2
+ V̂ar(θ0) +

C log(|Θ|/δ)
n3/2

≤ 0 + Var(θ0) +
2C log(|Θ|/δ)

n3/2

=MSE(θ0) +
2C log(|Θ|/δ)

n3/2
.

The first inequality uses Lemma 5 and the fact that Bias ≤ BiasUB. The sec-

ond uses that θ̂ optimizes this quantity, and the third uses the property that

BiasUB(θ0) = 0 by assumption. Note that the universal constant here is slightly

different from the one in the variance bound, since we have also taken a union

bound for the bias term. �

There are many strategies to construct data-dependent bias bounds with the

required properties. The three bounds in our experiments take form of sam-

ple averages that approximate expectations in: (i) the expression for the bias

given in (4.2), (ii) the optimistic bias bound in (4.3), and (iii) the pessimistic bias

bound in (4.5). In our theory, these estimates need to be adjusted to obtain high-

probability confidence bounds. In our experiments, we evaluate both the basic

estimates and adjusted variants where we add twice the standard error.

Our model selection procedure is related to MAGIC [87] as well as the proce-

dure for the SWITCH estimator [90]. Unlike MAGIC, we pick a single hyperpa-

rameter value θ rather than aggregating several, and we use different bias and

variance estimates. SWITCH uses our pessimistic bias bound (4.5), but with no

68



base α β

target π1,det 0.9 0

logging

π1,det 0.7 0.2
π1,det 0.5 0.2

— 1/k 0
π2,det 0.3 0.2
π2,det 0.5 0.2
π2,det 0.95 0.1

Table 4.1: Policy parameters used in
the experiments.

DRps DRos
η̂ ≡ 0 21 51
z ≡ 1 58 28
z = w 55 30
z = w2 55 29
MRDR 49 29

Table 4.2: Comparison of shrinkage
types using a fixed reward predic-
tor (with oracle tuning); reporting the
number of conditions where one sta-
tistically dominates the other.

η̂ ≡ 0 z ≡ 1 z = w z = w2 MRDR
DM 0 (0) 47 (23) 45 (22) 41 (31) 11 (5)
DR 27 (2) 86 (9) 90 (4) 85 (5) 65 (0)
snDR 63 (7) 80 (2) 85 (8) 69 (4) 54 (0)
DRs 23 (19) 44 (16) 35 (4) 62 (35) 18 (2)

Table 4.3: Comparison of reward predictors using a fixed estimator (with oracle
tuning if applicable); reporting the number of conditions where a regressor is
statistically as good as the best and, in parenthesis, the number of conditions
where it statistically dominates all others.

theoretical justification. We use two additional bounding strategies, which are

empirically shown to help, and provide theoretical justification in the form of

an oracle inequality.

4.7 Experiments

We evaluate our new estimators on the tasks of off-policy evaluation and off-

policy learning and compare their performance with previous estimators. Our

secondary goal is to identify the configuration of the shrinkage estimator that is

most robust for use in practice.
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4.7.1 Non-combinatorial Setting

Datasets. Following prior work [18, 90, 21, 79], we simulate bandit feedback

on 9 UCI multi-class classification datasets. This lets us evaluate estimators in a

broad range of conditions and gives us ground-truth policy values (see Table B.1

in the appendix for the dataset statistics). Each multi-class dataset with k classes

corresponds to a contextual bandit problem with k possible actions coinciding

with classes. We consider either deterministic rewards, where on multiclass ex-

ample (x, a∗), the action y yields the reward r = 1{a = a∗}, or stochastic rewards

where r = 1{a = a∗} with probability 0.75 and r = 1 − 1{a = a∗} otherwise. For

every dataset, we hold out 25% of the examples to measure ground truth. On

the remaining 75% of the dataset, we use logging policy µ to simulate n bandit

examples by sampling a context x from the dataset, sampling an action a ∼ µ(·|x)

and then observing a deterministic or stochastic reward r. The value of n varies

across experimental conditions.

Policies. We use the 25% held-out data to obtain logging and target policies as

follows. We first obtain two deterministic policies π1,det and π2,det by training

two logistic models on the same data, but using either the first or second half of

the features. We obtain stochastic policies parameterized by (α, β), following the

softening technique of [21]. Specifically, π1,(α,β)(a | x) = (α + βu) if a = π1,det(x) and

π1,(α,β)(a | x) =
1−α−βu

k−1
otherwise, where u ∼ Unif([−0.5, 0.5]). In off-policy eval-

uation experiments, we consider a fixed target and several choices of logging

policy (see Table 4.1). In off-policy learning we use π1,(0.9,0) as the logging policy.

Reward predictors. We obtain reward predictors η̂ by training linear models

via weighted least squares with ℓ2 regularization. We consider weights z(x, a) ∈

{1,w(x, a),w2(x, a)} as well as the more robust doubly robust, or MRDR, weight de-
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sign of [21] (see Appendix B.4). In evaluation experiments, we use 1/2 of the

bandit data to train η̂; in learning experiments, we use 1/3 of the bandit data to

train η̂. In addition to the four trained reward predictors, we also consider η̂ ≡ 0.

The remaining bandit data is used to calculate the value of each estimator.

Baselines. We include a number of estimators in our evaluation: the direct

modeling approach (DM), doubly-robust approach (DR) and its self-normalized

variant (snDR), our approach (DRs), and the doubly-robust version of the

SWITCH estimator of [90], which also performs a form of weight clipping.1 Note

that DR with η̂ ≡ 0 is identical to inverse propensity scoring (IPS); we refer

to its self-normalized variant as snIPS. Our estimator and SWITCH have hyper-

parameters, which are selected by their respective model selection procedures

(see Appendix B.4 for details about the hyperparameter grid).

Off-policy Evaluation

We begin by evaluating different configurations of DRs via an ablation analysis.

Then we compare DRs with baseline estimators. We have a total of 108 experi-

mental conditions: for each of the 9 datasets we use 6 logging policies and con-

sider stochastic or deterministic rewards. Except for the learning curves below,

we always take n to be all available bandit data (75% of the overall dataset).

We measure performance with clipped MSE, E
[
(V̂ − V(π))2 ∧ 1

]
, where V̂ is

the estimator and V(π) is the ground truth (computed on the held-out 25% of

the data). We use 500 replicates of bandit-data generation to estimate the MSE;

statistical comparisons are based on paired t-tests at significance level 0.05. In

some of our ablation experiments, we pick the best hyperparameters against the

1For simplicity we call this estimator SWITCH, although Wang et al. call it SWITCH-DR.
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test set on a per-replicate basis, which we call oracle tuning and always call out

explicitly.

Ablation analysis. We conduct two ablation studies: one evaluating differ-

ent reward predictors and the other evaluating the optimistic and pessimistic

shrinkage types.

In Table 4.3, for each fixed estimator type (e.g., DR) we evaluate each reward

predictor by reporting the number of conditions where it is statistically indis-

tinguishable from the best and the number of conditions where it statistically

dominates all other predictors. For DRs we use oracle tuning for the shrinkage

type and coefficient λ. The table shows that weight shrinkage strongly influ-

ences the choice of regressor. For example, z ≡ 1 and z = w are top choices

for DR, but with the inclusion of shrinkage in DRs, z = w2 emerges as the best

choice. In our comparison experiments below, we run each method with its best

reward predictor: DM with z ≡ 1, snDR with z = w, and DRs and SWITCH with

z = w2. For DRs and SWITCH, we additionally also consider η̂ ≡ 0, because it

allows including IPS as their special case. Somewhat surprisingly, in our exper-

iments, MRDR is dominated by other reward predictors (except for η̂ ≡ 0), and

this remains true even with a deterministic target policy (see Table B.2 in the

appendix).

In Table 4.2, we compare optimistic and pessimistic shrinkage when paired

with a fixed reward predictor (using oracle tuning for λ). We report how many

times each estimator statistically dominates the other. The results suggest that

both shrinkage types are important for robust performance across conditions,

so we consider both choices going forward.
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Figure 4.1: From left to right: (1) CDF of relative MSE w.r.t. snIPS for deter-
ministic rewards, 54 conditions in total; (2) CDF of relative MSE w.r.t. snIPS for
stochastic rewards, 54 conditions in total; (3) learning curves on yeast dataset,
using base policy π1 with α = 0.7 and β = 0.2, deterministic reward; (4) learning
curves on yeast dataset, using base policy π1 with α = 0.7 and β = 0.2, stochastic
reward.

Comparisons. In Figure 4.1 (left two plots), we compare our new estimator

with the baselines. We visualize the results by plotting the cumulative distri-

bution function (CDF) of the normalized MSE of each method (normalized by

the MSE of snIPS) across the experimental conditions. Better performance corre-

sponds to CDF curves towards the top-left corner, meaning the method achieves

a lower MSE more frequently. The first plot summarizes 54 conditions where

the reward is deterministic, while the second plot considers the 54 stochastic

reward conditions. For DRs we consider two model selection procedures out-

lined in Section 4.6 that differ in their choice of BiasUB. DRs-direct estimates

the expectations in the expressions in Eqs. (4.2), (4.3), and (4.5) (corresponding

to the bias and bias bounds) by empirical averages and takes their pointwise

minimum. DRs-upper adds to these estimates twice their standard error, be-

fore taking minimum, more closely matching our theory. For DRs, we use the

zero reward predictor and the one trained with z = w2, and we always select

between both shrinkage types. Since SWITCH also comes with a model selection

procedure, we use it to select between the same two reward predictors as DRs.

In the deterministic case (the first plot), we see that DRs-upper has the best
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aggregate performance, by a large margin. DRs-direct also has better aggregate

performance than the baselines on most of the conditions. In the stochastic case

(the second plot), DRs-direct has similarly strong performance, but DRs-upper

degrades considerably, suggesting this model selection scheme is less robust to

stochastic rewards. We illustrate this phenomenon in the right two plots of Fig-

ure 4.1, plotting the MSE as a function of the number of samples for one choice

of a logging policy and dataset, first with deterministic rewards and then with

stochastic rewards. Because of a more robust performance, we therefore advo-

cate for DRs-direct as our final method.

Figure 4.2: Off-policy evaluation with combinatorial actions. MSE as a function
of sample sizes for two reward distributions (deterministic and stochastic), and
two reward predictors (ridge regression with five and all features). The MSE of
DR-PI is significantly larger than DR-PIs in all cases (with p-value below 0.013
according to a paired t-test).

Off-policy Learning

Following prior work [83, 84, 79], we learn a stochastic linear policy πu where

πu(a | x) ∝ exp
{
u⊤f(x, a)

}
and f(x, a) is a featurization of context-action pairs. We

solve ℓ2-regularized empirical risk minimization û = argminu

[−V̂(πu)+ γ‖u‖2] via

gradient descent, where V̂(πu) is a policy-value estimator and γ > 0 is a hy-

perparameter. For these experiments, we partition the data into four quarters:

one full-information segment for training the logging policy and as a test set,
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Figure 4.3: Off-policy learning experiments.

and three bandit segments for (1) training reward predictors, (2) learning the

policy, and (3) hyperparameter tuning and model selection. The logging pol-

icy is π1,(0.9,0) and since there is no fixed target policy, we consider three reward

predictors: η̂ ≡ 0, and η̂ trained with z = 1/µ(a | x) and z = 1/µ(a | x)2.

In Figure 4.3, we show the performance of four methods (DM, DR, IPS, and

DRs-direct) on four of the UCI datasets. For each method, we compute the aver-

age value of the learned policy on the test set (averaged over 10 replicates) and

report this value normalized by the average value for IPS. For DM and DR, we

select the hyperparameter γ and reward predictor optimally in hindsight, while

for DRs we use our model selection. Note that we do not compare with SWITCH

here as it is not amenable to gradient-based optimization [79]. We find that

off-policy learning using DRs-direct always outperforms the baselines, with the

exception of the optdigits dataset, where all the methods perform similarly.
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4.7.2 Combinatorial Setting

We empirically evaluate the performance of shrinkage-based estimator in the

ranking problem introduced in Example 1. Following [85], we generate contex-

tual bandit data from the fully labeled MSLR-WEB10K dataset [66]. The dataset

has 10K queries, with up to 1251 judged documents for each query. The contexts

x are the queries and actions a represent lists of documents. For each query x and

document i, the dataset contains a relevance judgement rel(x, i) ∈ {0, 1, 2, 3, 4}.

We consider two types of rewards: deterministic rewards, r = NDCG(x, a) (see def-

inition in Example 1); and stochastic rewards, where r is drawn from a Bernoulli

distribution with p = 0.25 + 0.5 ·NDCG(x, a). We use data for 10% of the queries

to train relevance predictors used to define logging and target policies; the re-

maining data is used for the bandit protocol. The ground truth is determined

using all the data.

Policies. Each query-document pair (x, i) is described by a feature vector f(x, i),

partitioned into title and body features, denoted ft and fb. We train two regres-

sion models to predict relevance: a lasso model lassob based on fb, and a tree

model treet based on ft. The model lassob is used to select the top 20 scoring doc-

uments; the action a is a list of 5 documents out of these 20. In the notation of

Example 1, m = 20, ℓ = 5. The target policy is deterministic and chooses a that

lists top 5 documents according to treet. The logging policy is supported on a

basis Bx ⊆ A for each x. The basis contains the “greedy action” that lists top

5 documents according to lassob as well as actions obtained by replacing items

on the top position and up to two additional positions of the greedy action, re-

sulting in the total of 96 elements in Bx (see Appendix B.4.2 for details). The

logging policy is ǫ-greedy: on each context, ǫ is drawn uniformly from the set
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{
2−1, 2−2, 2−3, 2−4, 2−5

}
and is included as part of the context, creating a skew in

the importance weights w(x)⊤a.

Reward predictors. We consider two reward predictors η̂ trained on logged

data. Both are trained via ridge regression, but differ in feature sets they con-

sider: ridge(all) is trained on all features, ridge(5) is trained on the five features

that are most correlated with the reward.

Baselines. We compare our method (DRs-PI) with DM and DR-PI.2 In DRs-

PI we select the hyperparameter λ from a geometrically spaced grid using our

model selection procedure with the empirical version of Eq. (4.2) in place of

bias bound and also consider the oracle tuning of λ from the same grid (details

in Appendix B.4.2).

Results and discussion. In Figure 4.2 we show the MSE of all the methods as a

function of sample size, averaged over 20 replicates. Across all conditions, DRs-

PI outperforms DR by a factor of 1.5 or more (note that MSE is reported on log

scale). A more striking result is the superior quality of the oracle-tuned DRs-PI.

It shows that the shrinkage strategy is highly effective in achieving a good bias–

variance trade-off, but to unlock its potential in combinatorial settings requires

improvements in model selection.

4.8 Conclusion

In this work, we have derived shrinkage-based doubly-robust estimators for off-

policy evaluation using a principled optimization-based framework. Our ap-

2DR-PI dominates self-normalized version of DR-PI as well as the standard pseudo-inverse
estimator (i.e., with η̂ ≡ 0).
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proach recovers the weight-clipping estimator from prior work and also yields

novel optimistic shrinkage estimators for both atomic and combinatorial set-

tings. Extensive experiments demonstrate the efficacy of these estimators and

highlight the role of model selection in achieving good performance. Thus, the

next step is to develop model selection procedures for off-policy evaluation that

can close the gap with oracle tuning. We look forward to pursuing this direction

in future work.
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Part III

Off-Policy Model Selection
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CHAPTER 5

ADAPTIVE ESTIMATOR SELECTION FOR OFF-POLICY EVALUATION

We develop a generic data-driven method for estimator selection in off-policy

policy evaluation settings. We establish a strong performance guarantee for the

method, showing that it is competitive with the oracle estimator, up to a con-

stant factor. Via in-depth case studies in contextual bandits and reinforcement

learning, we demonstrate the generality and applicability of the method. We

also perform comprehensive experiments, demonstrating the empirical efficacy

of our approach and comparing with related approaches. In both case studies,

our method compares favorably with existing methods.
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. .

5.1 Introduction

In practical scenarios where safety, reliability, or performance is a concern, it is

typically infeasible to directly deploy a reinforcement learning (RL) algorithm,

as it may compromise these desiderata. This motivates research on off-policy

evaluation, where we use data collected by a (presumably safe) logging policy

to estimate the performance of a given target policy, without ever deploying it.

These methods help determine if a policy is suitable for deployment at minimal

cost and, in addition, serve as the statistical foundations of sample-efficient pol-

icy optimization algorithms. In light of the fundamental role off-policy evalua-

tion plays in RL, it has been the subject of intense research over the last several

decades [28, 18, 85, 37, 80, 11, 65, 30, 87, 21, 55, 88].

As many off-policy estimators have been developed, practitioners face a new

challenge of choosing the best estimator for their application. This selection

problem is critical to high quality estimation as has been demonstrated in re-

cent empirical studies [88]. However, data-driven estimator selection in these

settings is fundamentally different from hyperparameter optimization or model

selection for supervised learning. In particular, cross validation or bound min-

imization approaches fail because there is no unbiased and low variance ap-

proach to compare estimators. As such, the current best practice for estimator

selection is to leverage domain expertise or follow guidelines from the litera-

ture [88].

Domain knowledge can suggest a particular form of estimator, but a second
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selection problem arises, as many estimators themselves have hyperparameters

that must be tuned. In most cases, these hyperparameters modulate a bias-

variance tradeoff, where at one extreme the estimator is unbiased but has high

variance, and at the other extreme the estimator has low variance but poten-

tially high bias. Hyperparameter selection is critical to performance, but high-

level prescriptive guidelines are less informative for these low-level selection

problems. We seek a data-driven approach.

In this work, we study the estimator-selection question for off-policy evalua-

tion. We provide a general technique, that we call SLOPE, that applies to a broad

family of estimators, across several distinct problem settings. On the theoretical

side, we prove that the selection procedure is competitive with oracle tuning,

establishing an oracle inequality. To demonstrate the generality of our approach,

we study two applications in detail: (1) bandwidth selection in contextual ban-

dits with continuous actions, and (2) horizon selection for “partial importance

weighting estimators” in RL. In both examples, we prove that our theoretical

results apply, and we provide a comprehensive empirical evaluation. In the

contextual bandits application, our selection procedure is competitive with the

skyline oracle tuning (which is unimplementable in practice) and outperforms

any fixed parameter in aggregate across experimental conditions. In the RL ap-

plication, our approach substantially outperforms standard baselines including

MAGIC [87], the only comparable estimator selection method.

A representative experimental result for the RL setting is displayed in Fig-

ure 5.1. Here we consider two different domains from [88] and compare our

new estimator, SLOPE, with well-known baselines. Our method selects a false

horizon η, uses an unbiased importance sampling approach up to horizon η, and
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Figure 5.1: Representative experiments with SLOPE. SLOPE is consistently
one of the best approaches, regardless of whether model-based or importance-
sampling based estimators are better.

then prematurely terminates the episode with a value estimate from a paramet-

ric estimator (in this case trained via Fitted Q iteration). Model selection focuses

on choosing the false horizon η, which yields parametric and trajectory-wise

importance sampling estimators as special cases (“Model” and “sampling” in

the figure). Our experiments show that regardless of which of these approaches

dominates, SLOPE is competitive with the best approach. Moreover, it outper-

forms MAGIC, the only other tuning procedure for this setting. Section 5.6 con-

tains more details and experiments.

At a technical level, the fundamental challenge with estimator selection is

that there is no unbiased and low-variance approach for comparing parameter

choices. This precludes the use of cross validation and related approaches, as

estimating the error of a method is itself an off-policy evaluation problem! In-

stead, adapting ideas from non-parametric statistics [47, 59], our selection pro-

cedure circumvents this error estimation problem by only using variance esti-

mates, which are easy to obtain. At a high level, we use confidence bands for

each estimator around their (biased) expectation to find one that approximately
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balances bias and variance. This balancing corresponds to the oracle choice, and

so we obtain our performance guarantee.

5.2 Related Work

As mentioned, off-policy evaluation is a vibrant research area with contribu-

tions from machine learning, econometrics, and statistics communities. Two

settings of particular interest are contextual bandits and general RL. For the for-

mer, recent and classical references include [28, 18, 27, 21, 77]. For the latter,

please refer to [88].

Parameter tuning is quite important for many off-policy evaluation meth-

ods. [61] observe that methods like RETRACE are fairly sensitive to the hyperpa-

rameter. Similarly conclusions can be drawn from the experiments of [?] in the

contextual bandits context. Yet, when tuning is required, most works resort to

heuristics. For example, in [37], a bandwidth hyperparameter is selected by per-

forming an auxiliary nonparametric estimation task, while in [55], it is selected

as the median of the distances between points. In both cases, no theoretical

guarantees are provided for such methods.

Indeed, despite the prevalence of hyperparameters in these methods, we are

only aware of two methods for estimator selection: the MAGIC estimator [87],

and the bound minimization approach studied by [77] (see also [90]). Both

approaches use MSE surrogates for estimator selection, where MAGIC under-

estimates the MSE and the latter uses an over-estimate. The guarantees for both

methods (asymptotic consistency, competitive with unbiased approaches) are

much weaker than our oracle inequality, and SLOPE substantially outperforms
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MAGIC in experiments.

Our approach is based on Lepski’s principle for bandwidth selection in

nonparametric statistics [46, 48, 49, 47]. In this seminal work, Lepski stud-

ied nonparametric estimation problems and developed a data-dependent band-

width selection procedure that achieves optimal adaptive guarantees, in settings

where procedures like cross validation do not apply (e.g., estimating a regres-

sion function at a single given point). Since its introduction, Lepski’s method-

ology has been applied to other statistics problems [9, 59, 23, 40, 63], but its use

in machine learning has been limited. To our knowledge, Lepski’s principle has

not been used for off-policy evaluation, which is our focus.

5.3 Setup

We formulate the estimator selection problem generically, where there is an ab-

stract space Z and a distribution D over Z. We would like to estimate some

parameter θ⋆ ≔ θ(D) ∈ R, where θ is some known real-valued functional, given

access to z1, . . . , zn
iid∼ D. Let D̂ denote the empirical measure, that is the uniform

measure over the points z1:n.

To estimate θ⋆ we use a finite set of M estimators {θi}Mi=1, where each θi :

∆(Z) → R. Given the dataset, we form the estimates θ̂i ≔ θi(D̂). Ideally,

we would choose the index that minimizes the absolute error with θ⋆, that is

argmini∈[M]

∣∣∣ θ̂i − θ⋆
∣∣∣. Of course this oracle index depends on the unknown param-

eter θ⋆, so it cannot be computed from the data. Instead we seek a data-driven

approach for selecting an index î that approximately minimizes the error.
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To fix ideas, in the RL context, we may think of θ as the value of a target policy

πT and z1:n as n trajectories collected by some logging policy πL. The estimators

{θi}Mi=1
may be partial importance weighting estimators [87], that account for pol-

icy mismatch on trajectory prefixes of different length. These estimators modu-

late a bias variance tradeoff: importance weighting short prefixes will have high

bias but low variance, while importance weighting the entire trajectory will be

unbiased but have high variance. We will develop this example in detail in Sec-

tion 5.6.

For performance guarantees, we decompose the absolute error into two

terms: the bias and the deviation. For this decomposition, define θ̄i ≔ E[θi(D̂)]

where the expectation is over the random samples z1:n. Then we have

∣∣∣ θ̂i − θ⋆
∣∣∣ ≤

∣∣∣ θ̄i − θ⋆
∣∣∣ +

∣∣∣ θ̂i − θ̄i
∣∣∣ ≕ BIAS(i) + DEV(i).

As DEV(i) involves statistical fluctuations only, it is amenable to concentra-

tion arguments, so we will assume access to a high probability upper bound.

Namely, our procedure uses a confidence function CNF that satisfies DEV(i) ≤

CNF(i) for all i ∈ [M] with high probability. On the other hand, estimating the

bias is much more challenging, so we do not assume that the estimator has ac-

cess to BIAS(i) or any sharp upper bound. Our goal is to select an index î achiev-

ing an oracle inequality of the form

∣∣∣ θ̂î − θ⋆
∣∣∣ ≤ CONST ×min

i
{ B(i) + CNF(i) } , (5.1)

that holds with high probability where CONST is a universal constant and B(i)

is a sharp upper bound on BIAS(i).1 This guarantee certifies that the selected

estimator is competitive with the error bound for the best estimator under con-

sideration.

1Some assumptions prevent us from setting B(i) = BIAS(i).
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We remark that the above guarantee is qualitatively similar, but weaker than

the ideal guarantee of competing with the actual error of the best estimator (as

opposed to the error bound). In theory, this difference is negligible as the two

guarantees typically yield the same statistical conclusions in terms of conver-

gence rates. Empirically we will see that (5.1) does yield strong practical per-

formance.

5.4 General Development

To obtain an oracle inequality of the form in (5.1), we require some benign as-

sumptions. When we turn to the case studies, we will verify that these assump-

tions hold for our estimators.

Validity and Monotonicity. The first basic property on the bias and confi-

dence functions is that they are valid in the sense that they actually upper bound

the corresponding terms in the error decomposition.

Assumption 1 (Validity). We assume

• (Bias Validity)
∣∣∣ θ̄i − θ⋆

∣∣∣ ≤ B(i) for all i.

• (Confidence Validity)

With probability at least 1 − δ, |θ̂i − θ̄i| ≤ CNF(i) for all i.

Typically CNF can be constructed using straightforward concentration argu-

ments such as Bernstein’s inequality. Importantly, CNF does not have to account

for the bias, so the term DEV that we must control is centered. We also note
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that CNF need not be deterministic, for example it can be derived from empiri-

cal Bernstein inequalities. We emphasize again that the estimator does not have

access to B(i). We also require a monotonicity property on these functions.

Assumption 2 (Monotonicity). We assume that there exists a constant κ > 0 such

that for all i ∈ [M − 1]

• B(i) ≤ B(i + 1).

• κCNF(i) ≤ CNF(i + 1) ≤ CNF(i).

In words, the estimators should be ordered so that the bias is monotonically

increasing and the confidence is decreasing but not too quickly, as parameter-

ized by the constant κ. This structure is quite natural when estimators navigate

a bias-variance tradeoff: when an estimator has low bias it typically also has

high variance and vice versa. It is also straightforward to enforce a decay rate

for CNF by selecting the parameter set appropriately. We will see how to do this

in our case studies.

The SLOPE procedure. SLOPE is an acronym for “Selection by Lepski’s princi-

ple for Off-Policy Evaluation.” As the name suggests, the approach is based on

Lepski’s principle [47] and is defined as follows. We first define intervals

I(i) ≔ [θ̂i − 2CNF(i), θ̂i + 2CNF(i)],

and we then use the intersection of these intervals to select an index î. Specifi-

cally, the index we select is

î ≔ max
{

i ∈ [M] : ∩i
j=1I( j) , ∅

}
.
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θ̂1
θ̂2

θ̂3

θ̂4

θ̂5
î = 3

2CNF(1)

I(2)

I(3) ∩3
i=1

I(i)

Figure 5.2: Illustration of SLOPE with M = 5. As ∩3
i=1

I(i) is non-empty but I(4)

does not intersect with I(3), we select î = 3.

In words, we select the largest index such that the intersection of all previous

intervals is non-empty. See Figure 5.2 for an illustration.

The intuition is to adopt an optimistic view of the bias function B(i). First

observe that if B(i) = 0 then, by Assumption 1, we must have θ⋆ ∈ I(i). Reasoning

optimistically, it is possible that we have B(i) = 0 for all i ≤ î, since by the

definition of î there exists a choice of θ⋆ that is consistent with all intervals. As

CNF(î) is the smallest among these, index î intuitively has lower error than all

previous indices. On the other hand, it is not possible to have B(î + 1) = 0, since

there is no consistent choice for θ⋆ and the bias is monotonically increasing.

In fact, if θ⋆ ∈ Iî, then we must actually have B(î + 1) ≥ CNF(î + 1), since the

intervals have width 4CNF(·). Finally, since CNF(·) does not shrink too quickly,

all subsequent indices cannot be much better than î, the index we select. Of

course, we may not have θ⋆ ∈ Iî, so this argument does not constitute a proof of

correctness, which is deferred to Proof 5.4.

Theoretical analysis. We now state the main guarantee.

Theorem 6. Under Assumption 1 and Assumption 2, we have that with probability at

least 1 − δ:

∣∣∣ θ̂î − θ⋆
∣∣∣ ≤ 6(1 + κ−1) min

i
{ B(i) + CNF(i) } .
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Proof. The proof is similar to that of Corollary 1 in [59]. Define ĩ = max{i :

B(i) ≤ CNF(i)}. The proof is composed of two steps: first we show that we are

competitive with ĩ and then we show that ĩ is competitive with the best index.

Competing with ĩ. Observe that since B is monotonically increasing, and CNF

is monotonically decreasing, for i ≤ ĩ we have

B(i) ≤ B(ĩ) ≤ CNF(ĩ) ≤ CNF(i).

Therefore, for i ≤ ĩ

∣∣∣ θ̂i − θ⋆
∣∣∣ ≤ B(i) + CNF(i) ≤ 2CNF(i).

This implies that θ⋆ ∈ Ii for all i ≤ ĩ.

As a consequence, the definition of our chosen index î implies that î ≥ ĩ,

which in turn implies that Iĩ∩Iî , ∅. So, there exists x ∈ Iĩ∩Iî such that |x−θ̂ĩ| ≤ 2Cĩ

and |x − θ̂î| ≤ 2Cî. As we know that θ⋆ ∈ Iĩ, we get

|θ̂î − θ⋆| ≤ |θ̂î − x| + |x − θ̂ĩ| + |θ̂ĩ − θ⋆| ≤ 2CNF(î) + 2CNF(ĩ) + 2CNF(ĩ) ≤ 6CNF(ĩ).

(5.2)

Comparing ĩ to i⋆. Define i⋆ ≔ argmini{B(i) + CNF(i)} which is the index we

actually want to compete with in our guarantee. If we compare ĩ with i⋆, then

by the above argument we can translate to î. For this, we consider two cases:

If i⋆ ≤ ĩ, then by definition of ĩ, we have

B(ĩ) + CNF(ĩ) ≤ 2CNF(ĩ) ≤ 2CNF(i⋆) ≤ 2(CNF(i⋆) + B(i⋆)),

so we are a factor of 2 worse.
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On the other hand, if i⋆ > ĩ then by Assumption 2 and the optimality condi-

tion for ĩ

κCNF(ĩ) ≤ CNF(ĩ + 1) ≤ B(ĩ + 1) ≤ B(i⋆).

This implies

B(ĩ) + CNF(ĩ) ≤ (1 + 1/κ)B(i⋆).

As κ ≤ 1, this bound dominates the previous case, and together, with 5.2 we

have

∣∣∣ θ̂î − θ⋆
∣∣∣ ≤ 6 × CNF(ĩ) ≤ 6(1 + 1/κ) min

i∈[M]
{ B(i) + CNF(i) } . �

The theorem verifies that the index î satisfies an oracle inequality as in (5.1),

with CONST = 6(1 + κ−1). This is the best guarantee one could hope for, up to

the constant factor and the caveat that we are competing with the error bound

instead of the error, which we have already discussed. For off-policy evalua-

tion, we are not aware of any other approaches that achieve any form of oracle

inequality. The closest comparison is the bound minimization approach of [77],

which is provably competitive only with unbiased indices (with B(i) = 0). How-

ever in finite sample, these indices could have high variance and consequently

worse performance than some biased estimator. In this sense, the SLOPE guar-

antee is much stronger.

While our main result gives a high probability absolute error bound, it is

common in the off-policy evaluation literature to instead provide bounds on the

mean squared error. Via a simple translation from the high-probability guaran-

tee, we can obtain a MSE bound here as well. For this result, we use the notation

CNF(i; δ) to highlight the fact that the confidence bounds hold with probability

1 − δ.

91



Corollary 7 (MSE bound). In addition to Assumption 1 and Assumption 2, assume

that θ⋆, θ̂i ∈ [0,R] a.s., ∀i, and that CNF is deterministic.2 Then for any δ > 0,

E(θ̂î − θ⋆)2 ≤ C/κ2 min
i

{
B(i)2

+ CNF(i; δ)2
}
+ R2δ,

where C > 0 is a universal constant.

Proof. For the MSE calculation, we simply need to translate from the high prob-

ability guarantee to the MSE, which is not difficult under 1. In particular, fix δ

and let E be the event that all confidence bounds are valid, which holds with

probability 1 − δ, then we have

E(θ̂î − θ⋆)2
= E(θ̂î − θ⋆)21 { E } + E(θ̂î − θ⋆)21

{
Ē

}

≤ E(θ̂î − θ⋆)21 { E } + R2δ

≤ E 1 { E }
(

6(1 + 1/κ)Emin
i∈[M]
{ B(i) + CNF(i; δ) }

)2

+ R2δ

≤ 72(1 + 1/κ)2 min
i∈[M]

{
B(i)2

+ CNF(i; δ)2
}
+ R2δ

Here in the first line we are introducing the event E and its complement. In the

second, we use that θ̂i, θ
⋆ ∈ [0,R] almost surely and that P[Ē] ≤ δ according to

Assumption 1. In the third line, we apply Theorem 6, which holds under event

E. The final step uses the simplification that (a + b)2 ≤ 2a2
+ 2b2. �

We state this bound for completeness but remark that it is typically loose in

constant factors because it is proven through a high probability guarantee. In

particular, we typically require CNF(i) >
√

VAR(i) to satisfy Assumption 1, which

is already loose in comparison with a more direct MSE bound. Unfortunately,

Lepski’s principle cannot provide direct MSE bounds without estimating the

2The restriction to deterministic confidence functions can easily be removed with another
concentration argument.
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MSE itself, which is precisely the problem we would like to avoid. On the other

hand, the high probability guarantee provided by Theorem 6 is typically more

practically meaningful.

5.5 Application 1: Continuous Contextual Bandits

For our first application, we consider a contextual bandit setting with contin-

uous action space, following [37]. Let X be a context space and A = [0, 1] be

a univariate real-valued action space. There is a distribution P over context-

reward pairs, which is supported on (X,A → [0, 1]). We have a stochastic log-

ging policy πL : X → ∆(A) which induces the distribution D by generating tu-

ples {(xi, ai, ri(ai), πL(ai))}ni=1
, where (xi, ri) ∼ P, ai ∼ πL(xi), only ri(ai) is observed,

and πL(ai) denotes the density value. This is a bandit setting as the distribution

P specifies rewards for all actions, but only the reward for the chosen action is

available for estimation.

For off-policy evaluation, we would like to estimate the value of some target

policy πT, which is given by V(πT) ≔ E(x,r)∼P,a∼πT(x) [ r(a) ]. Of course, we do not

have sample access to P and must resort to the logged tuples generated by πL.

A standard off-policy estimator in this setting is

V̂h(πT) :=
1

nh

n∑

i=1

K(|πT(xi) − ai|/h)ri(ai)

πL(ai)
,

where K : R+ → R is a kernel function (e.g., the boxcar kernel K(u) = 1
2
1{u ≤

1}). This estimator has appeared in recent work [37, 41]. The key parameter

is the bandwidth h, which modulates a bias-variance tradeoff, where smaller

bandwidths have lower bias but higher variance.

93



5.5.1 Theory

For a simplified exposition, we instantiate our general framework when (1) πL

is the uniform logging policy, (2) K is the boxcar kernel, and (3) we assume

that πT(x) ∈ [γ0, 1 − γ0] for all x. These simplifying assumptions help clarify the

results, but they are not fundamentally limiting.

Fix γ ∈ (0, 1) and letH ≔ {γ0γ
M−i : 1 ≤ i ≤ M} denote a geometrically spaced

grid of M bandwidth values. Let θ̂i ≔ V̂hi
(πT). For the confidence term, in the

following proof, we show that we can set

CNF(i) ≔

√
2 log(2M/δ)

nhi

+
2 log(2M/δ)

3nhi

(5.3)

and this satisfies Assumption 1. With this form, it is not hard to see that the

second part of Assumption 2 is also satisfied, and so we obtain the following

result.

Theorem 8. Consider the setting above with uniform πL, boxcar kernel, and H as de-

fined above. Let B be any valid and monotone bias function, and define CNF as in (5.3).

Then Assumption 1 and Assumption 2 are satisfied with κ = γ, so the guarantee in The-

orem 6 applies. In particular, if γ, γ0 are constants and rewards are L-Lipschitz, for

ω(
√

log(log(n))/n) ≤ L ≤ O(n), then

∣∣∣ θ̂î − θ⋆
∣∣∣ ≤ O


(

L log(log(n)/δ)

n

)1/3 

with probability at least 1 − δ, without knowledge of the Lipschitz constant L.

Proof. Let us first verify that the confidence function specified in 5.3 satisfy As-

sumption 1. We will apply Bernstein’s inequality, which requires variance and
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range bounds. For the variance, a single sample satisfies

Var

(
K(|πT(x) − a|/h)r(a)

h × πL(a | x)

)
≤ 1

h
E

[
K(|πT(x) − a|/h)2

h × π2
L
(a | x)

| a ∼ πL(· | x)

]
≤ 1

2h
,

where we first use that the variance is upper bounded by the second moment,

and then we use that πL is uniform and the boxcar kernel is at most 1/2. Finally,

we use that by a change of variables K(·/h)/h integrates to 1. Note that we are

using that πT ∈ [γ0, 1 − γ0], as we are integrating over the support of πL.

For the range, we have

sup
K(|πT(x) − a|/h)r(a)

h × πL(a | x)
≤ 1

2h
.

Therefore, Bernstein’s inequality gives that with probability 1 − δwe have

∣∣∣ V̂h(πT) − E V̂h(πT)
∣∣∣ ≤

√
log(2/δ)

nh
+

log(2/δ)

3nh
,

and the first claim follows by a union bound.

Monotonicity is also easy to verify with this definition of CNF. In particular,

since hi = γhi+1 and γ < 1, we immediately have that

γCNF(i) = γ

√
log(2M/δ)

nhi

+ γ
log(2M/δ)

3nhi

= γ

√
log(2M/δ)

nγhi+1

+
log(2M/δ)

3nhi+1

≤ CNF(i + 1)

Clearly CNF(i + 1) ≤ CNF(i), and so Assumption 2 holds. This verifies that we

may apply Theorem 6.

For the last claim, if the rewards are L-Lipschitz, then we claim we can set

B(i) = Lhi. To see why, observe that

|EVh(πT) − V(πT) | =
∣∣∣∣∣ E

(x,r),a∼πL(x)

K(|πT(x) − a|/h)r(a)

h
− r(πT(x))

∣∣∣∣∣

=

∣∣∣∣∣ E(x,r)

∫

a′

1 { |πT(x) − a| ≤ h } r(a)

2h
− r(πT(x))

∣∣∣∣∣

=

∣∣∣∣∣ E(x,r)

∫

a′

1 { |πT(x) − a| ≤ h } (r(a) − r(πT(x)))

2h

∣∣∣∣∣ ≤ Lh.
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Clearly this bias bound is monotonic. To apply Theorem 6, it is better to first

simplify the confidence function. Observe that as θ⋆, θ̄i ∈ [0, 1], it is always

better to clip the estimates θ̂i to lie in [0, 1]. This has no bearing on the bias and

only improves the deviation term, and in particular allows us to replace CNF(i)

with min{CNF(i), 1}. This leads to a further simplification:
√

log(2M/δ)

nhi

+
log(2M/δ)

3nhi

≤ 1⇒

√
log(2M/δ)

nhi

+
log(2M/δ)

3nhi

≤ 4

3

√
log(2M/δ)

nhi

Therefore we may replace CNF with this latter function and by Theorem 6

we guarantee that with probability at least 1 − δ

∣∣∣ θ̂î − θ⋆
∣∣∣ ≤ 6(1 + γ−1) min

i


Lhi +

4

3

√
log(2M/δ)

nhi


.

The optimal choice for h is h⋆ ≔

(
4

3L

√
log(2M/δ)

n

)2/3

, which will in general not be

in our set H . However, if we use this choice for h, the error rate is O((L/n)1/3),

and since we know that θ⋆ ∈ [0, 1], if L > n then this error guarantee is trivial.

In other words, the maximum value of L that we are interested in adapting to is

Lmax = n. This will be useful in setting the number of models to search over M.

To set M, we want to ensure that there exists some hi such that hi ≤ h⋆ ≤ hi+1.

We first verify the first inequality, which requires that

γ0γ
M ≤ h⋆ ≔


4

3L

√
log(2M/δ)

n


2/3

We will always take M ≥ 2, which implies that log(2M/δ) ≥ 1. Then, since we

are only interested in L ≤ n, a sufficient condition here is

γ0γ
M ≤ 4

3

2/3

n−1 ⇒ M ≥
Cγ0

log(n)

log(1/γ0)
,

where Cγ0
is a constant that only depends on γ0. The upper bound h⋆ ≤ hi+1 is

satisfied as soon as n is large enough, provided that L ≥ ω(
√

log(log(n))/n), which
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we are assuming. Thus we know that there is i⋆ such that hi⋆ ≤ h⋆ ≤ hi⋆/γ, and

using this choice, we have

∣∣∣ θ̂î − θ⋆
∣∣∣ ≤ 6(1 + γ−1)


Lhi⋆ +

4

3

√
log(2M/δ)

nhi⋆


≤ 6(1 + γ−1)


Lh⋆ +

4

3

√
log(2M/δ)

γnh⋆



≤ 6(1 + γ−1) · c1√
γ

(L log(2M/δ)/n)1/3 ≤ Cγ,γ0
(L log(log(n)/δ)/n)1/3,

where Cγ,γ0
is a constant that depends only on γ, γ0.

Note that if πL is non-uniform, but satisfies infx,a πL(a | x) ≥ pmin, then very

similar arguments apply. In particular, we have that both variance and range

are bounded by 1
2hpmin

, and some Bernstein’s inequality in this case yields

∣∣∣ V̂h(πT) − E V̂h(πT)
∣∣∣ ≤

√
log(2/δ)

nhpmin

+
log(2/δ)

3nhpmin

,

Monotonicity follows from the same calculation as before and the clipping trick

yields a more interpretable final bound, which holds with probability at least

1 − δ, of

∣∣∣ θ̂î − θ⋆
∣∣∣ ≤ 6(1 + γ−1) min

i


Lhi +

4

3

√
log(2M/δ)

nhi pmin


.

The remaining calculation for M is analogous, since this bound is identical to

the previous one with n replaced by npmin. Thus, we obtain a final bound of

Cγ,γ0
(L log(log(n/δ))/(npmin))1/3. �

For the second statement, we remark that if the Lipschitz constant were

known, the best error rate achievable is O((L log(1/δ)/n)1/3). Thus, SLOPE in-

curs almost no price for adaptation. We also note that it is typically impossible

to know this parameter in practice.

It is technical but not difficult to derive a more general result, relaxing many

of the simplifying assumptions we have made. To this end, we provide a guar-
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Reward fn ∈ {quadratic, absolute value}
Lipschitz const ∈ {0.1, 0.3, 1, 3, 10}
Kernel ∈ {boxcar, Epanechnikov}

πT ∈ {linear, tree}
πL ∈ {linear, tree}

Randomization ∈ {uniform, friendly, adversarial}
Samples ∈ {10i : i ∈ {1, 2, 3, 4, 5}}

Table 5.1: Contextual Bandit experimental conditions.

antee for non-uniform πL in the appendix. We do not pursue other extensions

here, as the necessary techniques are well-understood (c.f., [37, 41]).

5.5.2 Experiments

We empirically evaluate using SLOPE for bandwidth selection in a synthetic en-

vironment for continuous action contextual bandits. We summarize the experi-

ments and findings here with detailed description in Appendix C.1.

The environment. We use a highly configurable synthetic environment,

which allows for action spaces of arbitrary dimension, varying reward function,

reward smoothness, kernel, target, and logging policies. In our experiments, we

focus onA = [0, 1]. We vary all other parameters, as summarized in Table 5.1.

The simulator prespecifies a mapping x 7→ a⋆(x) which is the global maxima

for the reward function. We train deterministic policies by regressing from the

context to this global maxima. For the logging policy, we use two “softening”

approaches for randomization, following [21]. We use two regression models

(linear, decision tree), and two softenings in addition to uniform logging, for a

total of 5 logging and 2 target policies.
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Methods. We consider 7 different choices of geometrically spaced bandwidths

H ≔ {2−i : i ∈ [7]}. We evaluate the performance of these fixed bandwidths in

comparison with SLOPE, which selects fromH . For SLOPE, we simplify the im-

plementation by replacing the confidence function in (5.3), with twice the em-

pirical standard deviation of the corresponding estimate. This approximation

is a valid asymptotic confidence interval and is typically sharper than (5.3), so

we expect it to yield better practical performance. We also manually enforce

monotonicity of this confidence function.

We are not aware of other viable baselines for this setting. In particular, the

heuristic method of [37] is too computationally intensive to use at our scale.

Experiment setup. We have 1000 conditions determined by: logging policy,

target policy, reward functional form, reward smoothness, kernel, and number

of samples n. For each condition, we first obtain a Monte Carlo estimate of

the ground truth V(πT) by collecting 100k samples from πT. Then we collect n

trajectories from πL and evaluate the squared error of each method (V̂ − V(πT))2.

We perform 30 replicates of each condition with different random seeds and

calculate the correspond mean squared error (MSE) for each method: MSE :=

1
30

∑30
i=1(V̂i − V(πT))2 where V̂i is the estimate on the ith replicate.

Results. The left panel of Figure 5.3 aggregates results via the empirical CDF

of the normalized MSE, where we normalize by the worst MSE in each condi-

tion. The point (x, y) indicates that on y-fraction of conditions the method has

normalized MSE at most x, so better methods lie in the top-left quadrant. We

see that SLOPE is the top performer in comparison with the fixed bandwidths.
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Figure 5.3: Experimental results for contextual bandits with continuous actions.
Left: CDF of normalized MSE across all 480 conditions. Normalization is by
the worst MSE for that condition. Middle: Pairwise comparison matrix, entry
Pi, j counts the fraction of conditions where method i is statistically significantly
better than method j, so larger numbers in the rows (or smaller numbers in the
columns) is better. Right: asymptotic behavior of SLOPE selecting between two
bandwidths.

In the center panel, we record the results of pairwise comparisons between

all methods. Entry (i, j) of this array is the fraction of conditions where method i

is significantly better than method j (using a paired t-test with significance level

0.05). Better methods have smaller numbers in their column, which means they

are typically not significantly worse than other methods. The final row sum-

marizes the results by averaging each column. In this aggregation, SLOPE also

outperforms each individual fixed bandwidth, demonstrating the advantage in

data-dependent estimator selection.

Finally, in the right panel, we demonstrate the behavior of SLOPE in a single

condition as n increases. Here SLOPE is only selecting between two bandwidths

H ≔ {1/4, 1/32}. When n is small, the small bandwidth has high variance but

as n increases, the bias of the larger bandwidth dominates. SLOPE effectively

navigates this tradeoff, tracking h = 1/4 when n is small, and switching to h =

1/32 as n increases.
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Summary. SLOPE is the top performer when compared with fixed bandwidths

in our experiments. This is intuitive as we do not expect a single fixed band-

width to perform well across all conditions. On the other hand, we are not

aware of other approaches for bandwidth selection in this setting, and our ex-

periments confirm that SLOPE is a viable and practically effective approach.

5.6 Application 2: Reinforcement Learning

Our second application is multi-step reinforcement learning (RL). We consider

episodic RL where the agent interacts with the environment in episodes of

length H. Let X be a state space and A a finite action space. In each episode, a

trajectory

τ ≔ (x1, a1, r1, x2, a2, r2, . . . , xH, aH, rH)

is generated where (1) x1 ∈ X is drawn from a starting distribution P0, (2) re-

wards rh ∈ R and next state xh+1 ∈ X are drawn from a system descriptor

(rh, xh+1) ∼ P+(xh, ah) for each h (with the obvious definition for time H), and

(3) actions a1, . . . , aH ∈ A are chosen by the agent. A policy π : X 7→ ∆(A)

chooses a (possibly stochastic) action in each state and has value V(π) ≔

E

[∑H
h=1 γ

h−1rh | a1:H ∼ π
]
, where γ ∈ (0, 1) is a discount factor. For normalization,

we assume that rewards are in [0, 1] almost surely.

For off-policy evaluation, we have a dataset of n trajectories

{(xi,1, ai,1, ri,1, . . . , xi,H, ai,H, ri,H)}ni=1

generated by following some logging policy πL, and we would like to estimate

V(πT) for some other target policy. The importance weighting approach is also
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Environment GW MC Graph PO-Graph
Horizon 25 250 16 16

MDP Yes Yes Yes No
Sto Env Both No Yes Yes
Sto Rew No No Both Both

Sparse Rew No No Both Both
Model class Tabular NN Tabular Tabular

Samples 27:9 28:10 27:10 27:10

# of policies 5 4 2 2

Table 5.2: RL Environment Details

standard here, and perhaps the simplest estimator is

V̂IPS(πT) ≔
1

n

n∑

i=1

H∑

h=1

γh−1ρi,hri,h, (5.4)

where ρi,h ≔
∏h

h′=1

πT(ai,h′ |xi,h′ )

πL(ai,h′ |xi,h′ )
is the step-wise importance weight. This estimator is

provably unbiased under very general conditions, but it suffers from high vari-

ance due to the H-step product of density ratios.3 An alternative approach is to

directly model the value function using supervised learning, as in a regression

based dynamic programming algorithm like Fitted Q Evaluation [67, 86]. While

these “direct modeling” approaches have very low variance, they are typically

highly biased because they rely on supervised learning models that cannot cap-

ture the complexity of the environment. Thus they lie on the other extreme of

the bias-variance spectrum.

To navigate this tradeoff, [87] propose a family of partial importance weighting

estimators. To instantiate this family, we first train a direct model V̂DM : X×[H] →

R to approximate (x, h) 7→ Eπ
[∑H

h′=h γ
h′−hrh′ | xh = x

]
, for example via Fitted Q

Evaluation. Then, the estimator is

V̂η(πT) ≔
1

n

n∑

i=1

η∑

h=1

γh−1ρi,hri,h +
1

n

n∑

i=1

γηρi,ηV̂DM(xi,η+1, η + 1), (5.5)

3We note that there are variants with improved variance. As our estimator selection question
is somewhat orthogonal, we focus on the simplest estimator.

102



The estimator has a parameter η that governs a false horizon for the importance

weighting component. Specifically, we only importance weight the rewards up

until time step η and we complete the trajectory with the predictions from a

direct modeling approach. The model selection question here centers around

choosing the false horizon η at which point we truncate the unbiased impor-

tance weighted estimator.

5.6.1 Theory

We instantiate our general estimator selection framework in this setting. Let

θ̂i ≔ V̂H−i+1(πT) for i ∈ {1, . . . ,H + 1}. Intuitively, we expect that the variance of

θ̂i is large for small i, since the estimator involves a product of many density

ratios. Indeed, in the appendix, we derive a confidence bound and prove that it

verifies our assumptions. The bound is quite complicated so we do not display

it here, but we refer the interested reader to (5.7) in Proof 5.6.1. The bound is a

Bernstein-type bound which incorporates both variance and range information.

We bound these as

Variance(V̂η(πT)) ≤ 3V2
max(1 +

η∑

h=1

γ2(h−1) ph
max)

Range(V̂η(πT)) ≤ 3Vmax(1 +

η∑

h=1

γh−1 ph
max),

where Vmax ≔ (1−γ)−1 is the range of the value function and pmax ≔ supx,a
πT(a|x)

πL(a|x)
is

the maximum importance weight, which should be finite. Equipped with these

bounds, we can apply Bernstein’s inequality to obtain a valid confidence inter-

val.4 Moreover, it is not hard to show that this confidence interval is monotonic

4This yields a relatively concise deviation bound, but we note that it is not the sharpest
possible.
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with κ ≔ (1 + γpmax)−1. This yields the following theorem.

Theorem 9 (Informal). Consider the episodic RL setting with θ̂i ≔ V̂H−i+1(πT) de-

fined in (5.5). Let B be any valid and monotone bias function. Then with CNF(i) as

in (5.7) in the appendix, Assumption 1 and Assumption 2 with κ ≔ (1+γpmax)−1 hold,

so Theorem 6 applies.

A more precise statement is provided in the following Theorem 10, and

we highlight some salient details here. First, our analysis actually applies

to a doubly-robust variant of the estimator V̂η, in the spirit of [30]. Second,

B(i) ≔
γH−i+1−γH

1−γ is valid and monotone, and can be used to obtain a concrete er-

ror bound. However, the oracle inequality yields a stronger conclusion, since it

applies for any valid and monotone bias function. This universality is particu-

larly important when using the doubly robust variant, since it is typically not

possible to sharply bound the bias.

The closest comparison is MAGIC [87], which is strongly consistent in our

setting. However, it does not satisfy any oracle inequality and is dominated by

SLOPE in experiments.

Formal version of Theorem 9: Now we are going to develop and state the

more precise version of Theorem 9. We introduce the doubly robust version of

the partial importance weighting estimator. As it is the empirical average over

n trajectories, here we will focus on a single trajectory (x1, a1, r1, . . . , xH, aH, rH)

sampled by following the logging policy πL.

Define V̂0
DR ≔ 0 and

V̂H+1−h
DR ≔ V̂(xh) + ph(rh + γV̂

H−t
DR − Q̂(xh, ah)), ph ≔

πT(ah | xh)

πL(ah | xh)
.
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where Q̂ is the direct model, trained via supervised learning, and V̂(x) =

Ea∼πT(x) Q̂(x, a). The full horizon doubly-robust estimator is V̂DR ≔ V̂H
DR. To define

the η-step partial estimator, let V̂
η

DM
≔ ρηQ̂(xη+1, πT(xη+1)), which is an estimate

of EπT

[
V(xη+1)

]
. Set V̂H

DM ≔ 0. Then for a false horizon η, we define a similar

recursion

V̂H+1−h
η ≔



V̂(xh) + ph(rh + γV
H−h
η − Q̂(xh, ah)) if 1 ≤ h < η

V̂(xh) + ph(rh + γV̂
η

DM − Q̂(xh, ah)) if h = η.

The doubly robust variant of the η-step partial importance weighted estimator

is V̂H
η . We also define V̂H

0
= V̂0

DM
which estimates E [ V(x1) ]. Observe that if in the

definition of V̂DR, we take V̂, Q̂ ≡ 0 then we obtain the estimator in 5.5.

Define ∆ ≔ log(2(H+1)/δ), Vmax ≔ (1−γ)−1 and recall that pmax ≔ maxx,a
πT(a|x)

πL(a|x)
.

Then define

B(i) ≔
γH−i+1 − 1

1 − γ

CNF(i) ≔

√
6V2

max

(
1 +

∑H−i+1
h=1 γ2(h−1) ph

max

)
∆

n
+

6Vmax

(
1 +

∑H−i+1
h=1 γh−1 ph

max

)
∆

3n

With these definitions, we know state the theorem

Theorem 10 (Formal version of Theorem 9). In the episodic reinforcement learning

setting with discount factor γ, consider the doubly robust partial importance weighting

estimators θ̂i ≔ V̂H
H−i+1

(πT) for i ∈ {1, . . . ,H + 1}. Then B and CNF are valid and

monotone, with κ ≔ (1 + γpmax)−1.

Proof. We now turn to the proof.
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Bias analysis. By repeatedly applying the tower property, the expectation for

V̂H
η is

E

[
V̂H
η

]
= E
πL

[
V̂(x1) + p1(r1 + γV̂

H−1
η − Q̂(x1, a1)

]

= E
x1

[
V̂(x1) + E

a1∼πL(x1),a2:H∼πL

[
p1(r1 + γV̂

H−1
η − Q̂(x1, a1)) | x1

] ]

= E
x1

[
V̂(x1) + E

a1∼πT(x1),a2:H∼πL

[
r1 + γV̂

H−1
η − Q̂(x1, a1) | x1

] ]

= E
x1 ,a1∼πT(x1)

[r] + γ E
x2∼πT,a2:H∼πL

[
V̂H−1
η

]

= ...

= E
πT


η∑

h=1

γh−1r

 + γη E
xη+1∼πT

[
V̂
η

DM

]
.

Here, we use that p1 is the one-step importance weight, so it changes the ac-

tion distribution from πL to πT. We also use the relationship between the direct

models Q̂ and V̂ . Therefore, the bias is

∣∣∣∣E
[

V̂H
η

]
− V(πT)

∣∣∣∣ = γη
∣∣∣∣∣ V̂
η

DM − EπT

[
V(xη+1)

] ∣∣∣∣∣ ≤
γη − γH

1 − γ ≕ B(H − η + 1) (5.6)

The first identity justifies are choice of V̂
η

DM which attempts to minimize this bias

using the direct model. The inequality here follows from the fact that rewards

are in [0, 1], which implies that values at time η+1 are in
[

0,
1−γH−η

1−γ

]
. As γ ∈ (0, 1),

clearly we have that B(i) is monotonically increasing with i increasing. Thus this

bias bound is valid.

Variance analysis. For the variance calculation, let Eh [ · ] ,Varh(·) denote expec-

tation and variance conditional on all randomness before time step h. Adapting

Theorem 1 of [30] the variance for 1 ≤ h < η is given by the recursive formula:

Var
h

(V̂H+1−h
η ) = Var

h
(E

[
V̂H+1−h
η | xh

]
) + E

h

[
Var(ph∆(xh, ah) | xh)

]

+ E
h

[
p2

h Var(rh)
]
+ E

h

[
γ2 p2

h Var
h+1

(V̂H−h
η )

]
,
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where ∆(xh, ah) ≔ Q̂(xh, ah) − Q(xh, ah). For h = η it is identical, except that in the

last term we use V̂
η

DM instead of V̂
H−η
η (which is not defined).

Unrolling the recursion, the full expression for the variance is

Var(V̂H
η ) =

η∑

h=1

E

[
γ2(h−1)ρ2

h−1 Var
h

(E
[

V̂H+1−h
η | xh

]
)

]

+

η∑

h=1

E

[
γ2(h−1)ρ2

h−1 E
h

[
Var(ph∆(xh, ah) | xh)

] ]

+

η∑

h=1

E

[
γ2(h−1)ρ2

h−1 E
h

[
p2

h Var(rh)
] ]

+ E

[
γ2ηρ2

ηVar
η+1

(V̂
η

DM
)

]
.

For the variance bound, we do not attempt to obtain the sharpest bound

possible. Instead, we use the following facts: (1) rewards are in [0, 1], (2) all

values, value estimates, and Q are at most (1− γ)−1
≕ Vmax, and (3) for a random

variable X that is bounded by B almost surely, we have Var(X) ≤ B2. Using these

facts in each term gives

Var(V̂H
η ) ≤

η∑

h=1

E

[
γ2(h−1)ρ2

h−1V2
max

]
+

η∑

h=1

E

[
γ2(h−1)ρ2

hV2
max

]
+

η∑

h=1

E

[
γ2(h−1)ρ2

h

]
+ E

[
γ2ηρ2

ηV
2
max

]

=

η+1∑

h=1

E

[
γ2(h−1)ρ2

h−1V2
max

]
+

η∑

h=1

E

[
γ2(h−1)ρ2

h(V2
max + 1)

]

≤ 3V2
max

η∑

h=1

E

[
γ2(h−1)ρ2

h

]
+ V2

max

Here in the first line we use the three facts we stated above. In the second line

we collect the terms. In the third line we note that γ2(h−1)ρ2
h−1
≤ γ2(h−2)ρ2

h−1
since

γ ∈ (0, 1), so we can re-index the first summation and group terms again.

To simplify further, let pmax ≔ supx,a
πT(a|x)

πL(a|x)
denote the largest importance
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weight and note that as Eh[ph] = 1, we have

η∑

h=1

E

[
γ2(h−1)ρ2

h

]
≤

η∑

h=1

E

[
γ2(h−1) pmaxρ

2
h−1 E

h
[wh]

]
≤ . . . ≤

η∑

h=1

γ2(h−1) ph
max.

Therefore, our variance bound will be

Var(V̂H
η ) ≤ 3V2

max

 1 +

η∑

h=1

γ2(h−1) ph
max

 .

For the range, we obtain the recursion (for 1 ≤ h < η):

∣∣∣ V̂H+1−h
η

∣∣∣ ≤ Vmax + pmax(1 + Vmax) + pmaxγ
∣∣∣ V̂H−h
η

∣∣∣ ,

with the terminal condition
∣∣∣ V̂η

DM

∣∣∣ ≤ Vmax. A somewhat crude upper bound is

∣∣∣ V̂H
η

∣∣∣ ≤ 3Vmax

 1 +

η∑

h=1

γh−1 ph
max

 ,

which has a similar form to the variance expression.

Therefore, Bernstein’s inequality reveals that with probability 1− δ, we have

that the n-trajectory empirical averages satisfy

∣∣∣ V̂H
η − E V̂H

η

∣∣∣ ≤

√
6V2

max

(
1 +

∑η
h=1
γ2(h−1) ph

max

)
log(2/δ)

n
+

6Vmax

(
1 +

∑η
h=1
γh−1 ph

max

)
log(2/δ)

3n
.

(5.7)

This bound is clearly seen to be montonically increasing in η, which is monton-

ically decreasing with i as required. The reason is that when we increase η we

add one additional non-negative term to both the variance and range expres-

sions.

Finally, we must verify that the bound does not decrease too quickly. For

this, we first verify the following elementary fact

Fact 11. Let z ≥ 0 and t ≥ 0 then

1 +
∑t
τ=1 zτ

1 +
∑t−1
τ=1 zτ

≤ 1 + z.
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Proof. Using the geometric series formula, we can rewrite

1 +
∑t
τ=1 zτ

1 +
∑t−1
τ=1 zτ

= 1 +
zt

1 +
∑t−1
τ=1 zτ

≤ 1 + z. �

Using the above fact, we can see that the variance bound decreases at rate (1 +

γ2 pmax) and the range bound decreases at rate (1 + γpmax). The range bound

dominates here, since

√
1 + γ2 pmax ≤

√
1 + γ2 p2

max ≤ 1 + γpmax

Therefore, we may take the decay constant to be 1/(1+ γpmax) to verify Assump-

tion 2.

5.6.2 Experiments

We evaluate SLOPE in RL environments spanning 106 different experimental

conditions. We also compare with previously proposed estimators and assess

robustness under various conditions. Our experiments closely follow the setup

of [88]. Here we provide an overview of the experimental setup and highlight

the salient differences from theirs. All experimental details are in Appendix C.2.

The environments. We use four RL environments: Mountain Car, Gridworld,

Graph, and Graph-POMDP (abbreviated MC, GW, Graph, and PO-Graph). All

four environments are from [88], and they provide a broad array of environmen-

tal conditions, varying in terms of horizon length, partial observability, stochas-

ticity in dynamics, stochasticity in reward, reward sparsity, whether function
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Figure 5.4: Left: Cumulative distribution function of the normalized MSE for
all conditions, Middle: Pairwise comparison matrix P for the methods, over all
conditions. Element Pi j denotes the percentage of times that method i outper-
forms method j. The last row shows the column average for each method, the
lower the better. Right: Learning Curve for the Hybrid domain.

approximation is required, and overlap between logging and target policies.

Logging and target policies are from [88]. A summary of the environments and

their salient characteristics is displayed in Table 5.2.

Methods. We compare four estimators: the direct model (DM), a self-

normalized doubly robust estimator (WDR), (c) MAGIC, and (d) SLOPE. All

four methods use the same direct model, which we train either by Fitted Q

Evaluation or by Qπ(λ) [61], following the guidelines in [88]. The doubly ro-

bust estimator is the most competitive estimator in the family of full-trajectory

importance weighting. It is similar to (5.4), except that the direct model is used

as a control variate and the normalizing constant n is replaced with the sum of

importance weights. MAGIC, as we have alluded to, is the only other estimator

selection procedure we are aware of for this setting. It aggregates partial impor-

tance weighting estimators to optimize a surrogate for the MSE. For SLOPE, we

use twice the empirical standard deviation as the confidence function, which is

asymptotically valid and easier to compute.

We do not consider other baselines for two reasons. First, DM, WDR, and
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MAGIC span the broad estimator categories (importance weighted, direct, hy-

brid) within which essentially all estimators fall. Secondly, many other estima-

tors have hyperparameters that must be tuned, and we believe SLOPE will also

be beneficial when used in these contexts.

Experiment Setup. We have 106 experimental conditions determined by envi-

ronment, stochasticity of dynamics and reward, reward sparsity, logging policy,

target policy, and number of trajectories n. For each condition, we calculate the

MSE for each method by averaging over 100 replicates.

Results. In the left panel of Figure 5.4, as in Section 5.5.2, we first visualize

the aggregate results via the cumulative distribution function (CDF) of the nor-

malized MSE in each condition (normalizing by the worst performing method

in each condition). As a reminder, the figure reads as follows: for each x value,

the corresponding y value is the fraction of conditions where the estimator has

normalized MSE at most y. In this aggregation, we see that WDR has the worst

performance, largely due to intolerably high variance. MAGIC and DM are com-

petitive with each other with MAGIC having a slight edge. SLOPE appears to

have the best aggregate performance; for the most part its CDF dominates the

others.

In the central panel, we display an array of statistical comparisons between

pairs of methods. As before, entry (i, j) of this array is computed by counting the

fraction of conditions where method i beats j in a statistically significant manner

(we use paired t-test on the MSE with significance level 0.05). The column-wise

averages are also displayed.
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In this aggregation, we see clearly that SLOPE dominates the three other

methods. First, SLOPE has column average that is smaller than the other meth-

ods. More importantly, SLOPE is favorable when compared with each other

method individually. For example, SLOPE is (statistically) significantly worse

than MAGIC on 16% of the conditions, but it is significantly better on 25%.

Thus, this visualization clearly demonstrates that SLOPE is the best performing

method in aggregate across our experimental conditions.

Before turning to the final panel of Figure 5.4, we recall Figure 5.1, where we

display results for two specific conditions. Here, we see that SLOPE outperforms

or is statistically indistinguishable from the best baseline, regardless of whether

direct modeling is better than importance weighting! We are not aware of any

selection method that enjoys this property.

Learning curves. The final panel of Figure 5.4 visualizes the performance of

the four methods as the sample size increases. Here we consider the Hybrid

domain from [87], which is designed specifically to study the performance of

partial importance weighting estimators. The domain has horizon 22, with par-

tial observability in the first two steps, but full observability afterwards. Thus a

(tabular) direct model is biased since it is not expressive enough for the first two

time steps, but V̂2(πT) is a great estimator since the direct model is near-perfect

afterwards.

The right panel of Figure 5.4 displays the MSE for each method as we vary

the number of trajectories, n (we perform 128 replicates and plot bars at ±2 stan-

dard errors). We see that when n is small, DM dominates, but its performance

does not improve as n increases due to bias. Both WDR and MAGIC catch up as
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n increases, but SLOPE is consistently competitive or better across all values of

n, outperforming the baselines by a large margin. Indeed, this is because SLOPE

almost always chooses the optimal false horizon index of η = 2 (e.g., 90% of the

replicates when n = 500).

Summary. Our experiments show that SLOPE is competitive, if not the best,

off-policy evaluation procedure among SLOPE, MAGIC, DM, and WDR. We em-

phasize that SLOPE is not an estimator, but a selection procedure that in princi-

ple can select hyperparameters for many estimator families. Our experiments

with the partial importance weighting family are quite convincing, and we be-

lieve this demonstrates the potential for SLOPE when used with other estimator

families for off-policy evaluation in RL.5

5.7 Discussion

In summary, this work presents a new approach for estimator selection in off-

policy evaluation, called SLOPE. The approach applies quite broadly; in partic-

ular, by appropriately spacing hyperparameters, many common estimator fam-

ilies can be shown to satisfy the assumptions for SLOPE. To demonstrate this,

we provide concrete instantiations in two important applications. Our theory

yields, to our knowledge, the first oracle-inequalities for off-policy evaluation

in RL. Our experiments demonstrate strong empirical performance, suggesting

that SLOPE may be useful in many off-policy evaluation contexts.

5In settings where straightforward empirical variance estimates are not available, the boot-
strap may provide an alternative approach for constructing the CNF function. Experimenting
with such estimators is a natural future direction.
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Part IV

Off-Policy Learning
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CHAPTER 6

OFF-POLICY BANDITS WITH DEFICIENT SUPPORT

Learning effective contextual-bandit policies from past actions of a deployed

system is highly desirable in many settings (e.g. voice assistants, recommenda-

tion, search), since it enables the reuse of large amounts of log data. State-of-the-

art methods for such off-policy learning, however, are based on inverse propen-

sity score (IPS) weighting. A key theoretical requirement of IPS weighting is

that the policy that logged the data has ”full support”, which typically translates

into requiring non-zero probability for any action in any context. Unfortunately,

many real-world systems produce support deficient data, especially when the

action space is large, and we show how existing methods can fail catastrophi-

cally. To overcome this gap between theory and applications, we identify three

approaches that provide various guarantees for IPS-based learning despite the

inherent limitations of support-deficient data: restricting the action space, re-

ward extrapolation, and restricting the policy space. We systematically analyze

the statistical and computational properties of these three approaches, and we

empirically evaluate their effectiveness. In addition to providing the first sys-

tematic analysis of support-deficiency in contextual-bandit learning, we con-

clude with recommendations that provide practical guidance.
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6.1 Introduction

Many interactive systems (e.g., voice assistants, recommender systems) can be

modeled as contextual bandit problems [44]. In particular, each user request pro-

vides a context (e.g., user profile, query) for which the system selects an action

(e.g., recommended product) and receives a reward (e.g., purchase, click). Such

contextual-bandit data is logged in large quantities as a by-product of normal

system operation [53, 52, 34], making it an attractive and low-cost source of

training data. With terabytes of log data readily available in many online sys-

tems, a range of algorithms has been proposed for batch learning from such

logged contextual-bandit feedback [76, 19, 82, 87, 21, 79, 57]. However, as we

will argue below, these algorithms require an assumption about the log data

that makes them unsuitable for many real-world applications.

This assumption is typically referred to as the positivity or support assump-

tion, and it is required by the Empirical Risk Minimization (ERM) objective that

these algorithms optimize. Specifically, unlike in online learning for contex-

tual bandits [92, 1], batch learning from bandit feedback (BLBF) operates in the

off-policy setting. During off-policy learning, the algorithm has to address the

counterfactual question of how much reward each policy in the policy space

would have received, if it had been used instead of the logging policy. To this

effect, virtually all state-of-the-art off-policy learning methods for contextual-

bandit problems rely on counterfactual estimators [10, 19, 82, 87, 21, 79] that

employ inverse propensity score (IPS) weighting to get an unbiased ERM ob-

jective. Unlike regression-based direct-modeling (DM) approaches that are of-

ten hampered by bias from model misspecification, IPS allows a controllable

bias-variance trade-off through clipping and other variance-regularization tech-
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niques [76, 82, 57].

Unfortunately, IPS and its guarantee of unbiasedness break down when the

logging policy does not have full support – meaning that some actions have

zero probability of being selected under the logging policy. In this case IPS can

be highly biased. Full support is an unreasonable assumption in many real-

world systems, especially when the action space is large and many actions have

poor rewards. For example, in a recommender system with a large catalog (e.g.

movies, music), it may be that only a small percentage of the actions have sup-

port under the logging policy. We will show that existing learning algorithms

can fail catastrophically on such support deficient data.

In this paper, we explore how to deal with support deficient log data in off-

policy contextual-bandit learning. Since support deficiency translates into blind

spots where we do not have any knowledge about the rewards, accounting for

these blind spots during training is crucial for robust learning. We character-

ize three approaches for dealing with support deficiency. The first approach

is to restrict the action space to those actions that have support under the log-

ging policy. Second, we explore imputation methods that extrapolate estimated

rewards to those blind spots. And, third, we restrict the policy space to only

those policies that have limited exposure to the blind spots. To make the lat-

ter approach computationally tractable, we define a new measure of Support

Divergence between policies, show how it can be estimated efficiently with-

out closed-form knowledge of the logging policy, and how it can be used as

a constraint on the policy space. We analyze the statistical and computational

properties of all three approaches and perform an extensive empirical evalua-

tion. We find that restricting the policy space is particularly effective, since it
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is computationally efficient, empirically effective at learning good policies, and

convenient to use in practice.

6.2 Related Work

The problem of learning optimal policies by re-using logged data is referred

to as off-policy learning. There has been considerable interest in developing

efficient off-policy learning in the contextual bandit setting. However, to the

best of our knowledge, no previous work has comprehensively investigated the

problem of support deficiency, which is an important and pervasive problem

in many real-world systems. The prior work on off-policy learning can be clas-

sified into two fundamentally different approaches. The first – called Direct

Modeling (DM) – is based on a reduction to supervised learning, where a re-

gression estimate is trained to predict rewards [7]. To derive a policy, the action

with the highest predicted reward is chosen. A drawback of this simple ap-

proach is the bias that results from misspecification of the regression model.

For real-world data, due to non-linearity or partial observability of the environ-

ment, regression models are often substantially misspecified. Hence, the DM

approach often does not perform well empirically.

The second approach is based on policy learning via ERM with a counter-

factual risk estimator [19, 82, 84, 79]. Inverse propensity score (IPS) weighting is

one of the most popular estimators to be used as empirical risk. However, pol-

icy learning algorithms based on IPS and related estimators [76, 82, 84, 87, 57]

require the assumption that the logging policy has full support for every policy

in the policy space. One exception is the work of [56]. They relax the assump-
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tion to the existence of an optimal policy such that the logging policy covers the

support of this optimal policy. However, this is an untestable assumption that

does not provide guarantees for real-world applications.

More generally, batch learning from bandit feedback can be viewed as off-

policy learning in the reinforcement learning (RL) literature, which considers

learning optimal policies in the sequential decision-making setting. Similar to

the approaches in contextual bandit learning, RL methods cluster into two cat-

egories: (1) value function based and (2) importance sampling based. For im-

portance weighting based methods, such as policy gradient [92], the variance of

the underlying gradient grows exponentially with the horizon, making it highly

undesirable. It is worth noting that this is fundamentally different for one-step

contextual bandits, where importance-sampling based estimators are the most

competitive ones. For value function based approaches [30, 43], the objective

is based on some estimate of the value function, either through fitting an MDP

model and evaluating the value function based on the estimated MDP [30] (a.k.a

model-based in RL) or using bootstrapping to find the value function for the op-

timal policy directly, such as Q-learning [91] (a.k.a model-free in RL). However,

for model-based methods, the bias problem could be severe if a wrong model

class is chosen, and the bias problem is very difficult to diagnose in general. On

the other hand, for model-free methods, Sutton and Barto [81] identify a deadly

triad of function approximation, bootstrapping, and off-policy learning. It em-

phasizes that function approximation equipped with Q-learning can diverge in

the off-policy learning setting, making most off-policy RL methods very con-

servative in extrapolation because of the severe error-propagation issue [45, 22].

In this work, we focus on the contextual bandit problem, which has many di-

rect applications in recommender systems and online search. We also believe
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that for developing better off-policy estimators in RL, it is fundamental to first

understand how to handle these cases in the more tractable, contextual-bandit

case.

In this paper, we explore three approaches to addressing off-policy learning

with support deficiency and discuss how existing approaches could be fit into

this framework. First, our conservative extrapolation method is related to the

method proposed by [56]. They focus on the correction of the state distribution

by defining an augmented MDP, and pessimistic imputation is used to get an

estimate for policy-gradient learning. Second, our method of restricting the pol-

icy space uses a surrogate for the support divergence of two policies that was

previously used as control variate in the SNIPS estimator [84]. It also appeared

in the Lagrangian formulation of the BanditNet objective [33] and in the gradi-

ent update of the REINFORCE algorithm [92]. This connection gives interesting

new insight that the baselines used in policy-gradient algorithms not only help

to reduce variance in gradients [24], but that they also connect to the problem of

support deficiency in the off-policy setting.

6.3 Off-policy Learning with Deficient Support

We start by formally defining the problem of learning a contextual-bandit policy

in the BLBF setting. Input to the policy are contexts x ∈ X drawn i.i.d. from a

fixed but unknown distribution D(x). Given context x, the system executes a

possibly stochastic policy π(·|x) that selects an action a ∈ A. For this context and

action pair, the system observes a reward r ∈ [rmin, rmax] from D(r|x, a). Given a
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space of policies Π, the reward of any policy π ∈ Π is defined as

V(π) = E
x∼P(x)

E
a∼π(a|x)

E
r∼D(r|x,a)

[r]. (6.1)

In the BLBF setting, the learning algorithm is given a dataset

D := {xi, ai, ri, µ(ai|xi)}ni=1

of past system interactions which consists of context-action-reward-propensity

tuples. The propensity µ(ai|xi) is the probability of selecting action ai for context

xi under the policy µ that was used to log the data. We call µ the logging policy,

and we will discuss desired conditions on the stochasticity of µ in the following.

The goal of off-policy learning is to exploit the information in the logged data

D to find a policy π̂ ∈ Π that has high reward V(π̂).

Analogous to the ERM principle in supervised learning, off-policy learning

algorithms typically optimize a counterfactual estimate V̂(π) of V(π) as the train-

ing objective [53, 52, 10, 82].

π̂ = argmax
π∈Π

[V̂(π)] (6.2)

For conciseness, we ignore additional regularization terms in the objective [82],

since they are irrelevant to the main point of this paper. As for counterfactual

estimator V̂(π), most algorithms rely on some form of IPS weighting [76, 19, 82,

84, 90, 79] to correct the distribution mismatch between the logging policy µ and

each target policy π ∈ Π.

V̂IPS (π) =
1

n

n∑

i=1

π(ai|xi)

µ(ai|xi)
ri. (6.3)

A crucial condition for the effectiveness of the IPS estimator (and similar esti-

mators like SNIPS [84]) is that the logging policy µ assigns non-zero probability

to all actions that have non-zero probability under the target policy πwe aim to
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evaluate. This condition is known as positivity or full support, and we recall it

as follows.

Definition (Full support). The logging policy µ is said to have full support for πwhen

µ(a|x) > 0 for all actions a ∈ A and contexts x ∈ X for which π(a|x) > 0.

It is known that the IPS estimator is unbiased, ED[V̂IPS (π)] = V(π), if the

logging policy µ has full support for π [53].

To ensure unbiased ERM learning, algorithms that use the IPS estimator re-

quire that the logging policy µ has full support for all policies π ∈ Π in the policy

space. For sufficiently rich policy spaces, like deep-networks fw(x, a) with soft-

max outputs of the form

πw(a|x) =
exp( fw(x, a))∑

a′∈A exp( fw(x, a′))
, (6.4)

this means that the logging policy µ needs to assign non-zero probability to

every action a in every context x. This is a strong condition that is not feasible

in many real-world systems, especially if the action space is large and many

actions have poor reward.

If the support requirement is violated, ERM learning can fail catastrophically.

We will show in the following that the underlying reason is bias, not excessive

variance that could be remedied through clipping or variance regularization

[76, 82]. To quantify how support deficient a logging policy is, we denote the

set of unsupported actions for context x under µ as

U(x, µ) := {a ∈ A|µ(a|x) = 0}.

The bias of the IPS estimator is then characterized by the expected reward

on the unsupported actions.
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Proposition 12. Given contexts x ∼ D(x) and logging policy µ(·|x), the bias of V̂IPS for

target policy π(·|x) is equal to the expected reward on the unsupported action sets, i.e.,

bias(V̂IPS (π)) = E
x

[
−

∑

a∈U(x,µ)

π(a|x)η(x, a)

]
.

Proof. Recall η(x, a) = Er[r(x, a)|x, a], and logged dataD ∼ PX × µ(·|X) × Pr.

bias(V̂IPS (π)) = E
D

[
V̂IPS (π)

]
− V(π)

= E
x

[ ∑

y∈(U(x,µ))c

µ(a|x)
π(a|x)

µ(a|x)
η(x, a) −

∑

y∈Y
π(a|x)η(x, a)

]

= E
x

[
−

∑

y∈U(x,µ)

π(a|x)η(x, a)

]
(6.5)

�

From Proposition 12, it is clear that support deficient log data can drastically

mislead ERM learning. To quantify the effect of support deficiency on ERM, we

define the support divergence between a logging policy µ and a target policy π

as follows.

Definition (Support Divergence). For contexts x ∼ P(X) and any corresponding

pair of target policy π and logging policy µ, the Support Divergence is defined as

DX(π|µ) := E
x∼D(x)

[ ∑

a∈U(x,µ)

π(a|x)

]
. (6.6)

With this definition in hand, we can quantify the effect of support deficiency

on ERM learning for a policy space Π under logging policy µ.

Theorem 13. For any given hypothesis space Π with logging policy µ ∈ Π, there exists

a reward distribution Pr with support in [rmin, rmax] such that in the limit of infinite

training data, ERM using IPS over the logged dataD ∼ D(x) × µ(·|x) × Pr can select a
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policy π̂ ∈ argmaxπ∈Π ED[R̂IPS (π)] that is at least

(rmax − rmin) max
π∈Π
DX(π|µ)

suboptimal.

Proof. For any given hypothesis space Π and logging policy µ, define a deter-

ministic reward distribution Pr supported in [rmin, rmax] as following: for all con-

text x, r(x, a) = η(x, a) = rmin for y ∈ U(x, µ)c and r(x, a) = η(x, a) = rmax for

y ∈ U(x, µ). Let π̃ ∈ argmaxπ∈ΠDX(π|µ) and π∗ ∈ argmaxπ∈Π R(π), then we have the

following lower bound for R(π∗):

R(π∗) ≥ R(π̃)

= E
x

[ ∑

a∈U(x,µ)

rmax +

∑

a∈U(x,µ)c

rmin

]

= rmax max
π∈Π
DX(π|µ) + rmin(1 −max

π∈Π
DX(π|µ))

(6.7)

where the first inequality follows from the definition of π∗, the first and second

equality is based on the specific reward distribution Pr and the definition of π̃.

In the following we will show that for any π̂ learned by the expectation of

ERM (or in the limit of infinite amount data), i.e., π̂ ∈ argmaxED[R̂IPS (π)], π̂ have

the same support as µ.

E
D

[R̂IPS (π)] = E
x

[ ∑

a∈U(x,µ)c

π(a|x)rmin

]
= rmin E

x

[ ∑

a∈U(x,µ)c

π(a|x)

]
≤ rmin (6.8)

for all π ∈ Π, then it is easy to see µ ∈ Π is one of the solution of ERM. Actually

for any π̂ ∈ argmaxED[R̂D
IPS

(π)],

E
x

[ ∑

a∈U(x,µ)c

π(a|x)

]
= 1

124



and it gives us that any solution of the ERM has exactly the same support as µ,

then we have R(π̂) = rmin for π̂ ∈ argmaxED[R̂IPS (π)].

Combining the lower bound for R(π∗) and R(π̂) = rmin, we have

R(π∗) − R(π̂) ≥ rmax max
π∈Π
DX(π|µ)

+ rmin(1 −max
π∈Π
DX(π|µ)) − rmin

= (rmax − rmin) max
π∈Π
DX(π|µ)

(6.9)

�

To illustrate the theorem, consider a problem with rewards r ∈ [−1, 0].

Furthermore, consider a policy space Π that contains a good policy πg with

V(πg) = −0.1 and a bad policy πb with V(πb) = −0.7. If policy πb has support

divergence DX(πb|µ) = 0.6 or larger, then ERM may return the bad πb instead of

πg even with infinite amounts of training data.

Note that it is sufficient to merely have one policy in Π that has large sup-

port deficiency to achieve this suboptimality. It is therefore crucial to control

the support divergence DX(π|µ) uniformly over all π ∈ Π, or to account for the

suboptimality it can induce. To this effect, we explore three approaches in the

following.

6.3.1 Safe Learning by Restricting the Action Space

The first and arguably most direct approach to reducing DX(π|µ) is to disallow

any action that has zero support under the logging policy. For the remaining

action set, the logging policy has full support by definition. This restriction of
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the action set can be achieved by transforming each policy π ∈ Π into a new

policy that sets the probability of the unsupported actions to zero.

π(a|x) −→ π̄(a|x) :=
π(a|x) 1I{a<U(x,µ)}

1 −∑
a′∈U(x,µ) π(a

′|x)
(6.10)

This results in a new policy space Π̄. All π̄ ∈ Π̄ have support divergence of zero

DX(π̄|µ) = 0 and ERM via IPS is guaranteed to be unbiased.

While this transformation of the policy space from Π to Π̄ is conceptually

straightforward, it has two potential drawbacks. First, restricting the action

space without any exceptions may overly constrain the policies in Π̄. In par-

ticular, if the optimal action a∗ for a specific context x does not have support

under the logging policy, no π̄ ∈ Π̄ can ever choose a∗ even if there are many

observations of similar a’s on similar context x′. The second drawback is com-

putational. For every context x during training and during testing, the system

needs to evaluate the logging policy µ(a|x) to compute the transformation from

π to π̄. This can be prohibitively expensive especially at test time, where – af-

ter multiple rounds of off-policy learning with data from previously learned

policies – we would need to evaluate the whole sequence of previous logging

policies to execute the learned policy.

6.3.2 Safe Learning through Reward Extrapolation

As illustrated above, support deficiency is a problem of blind spots where we

lack information about the rewards of some actions in some contexts. Instead of

disallowing the unsupported actions like in the previous section, an alternative

is to extrapolate the observed rewards to fill in the blind spots. To this effect, we

propose the following augmented IPS estimator that imputes an extrapolated
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reward η̂(x, a) for each unsupported action a ∈ U(x, µ).

V̂
η̂

IPS
(π) =

1

n

n∑

i=1

[
π(ai|xi)

µ(ai|xi)
ri +

∑

a∈U(xi,µ)

π(a|xi)η̂(xi, a)

]
(6.11)

In general, η̂(x, a) can be any function that mapsX×A to R. The higher the qual-

ity of η̂(x, a), the better the evaluation accuracy of the associated augmented IPS

estimator. In the following proposition, we formally characterize the bias of the

augmented IPS estimator for any given reward extrapolation η̂(x, a). We denote

the mean of the reward r for context x and action a with η(x, a) = Er∼D(r|x,a)[r].

Furthermore, let η(x, a) := η̂(x, a) − η(x, a) denote the error of the reward extrap-

olation for each x and a.

Proposition 14. Given contexts x1, x2, . . . , xn drawn i.i.d from the unknown dis-

tribution P(X), for action ai drawn independently from logging policy µ with

probability µ(ai|xi), the bias of the empirical risk defined in Equation (6.11) is

Ex[
∑

a∈U(x,µ) π(a|x)η(x, a)].

Proof. Based on the definition of V̂
η̂

IPS
(π):

E
D

[V̂
η̂

IPS
(π)] − V(π)

=E
x

[ ∑

a∈U(x,µ)c

π(a|x)η(x, a) +
∑

a∈U(x,µ)

π(a|x)η̂(x, a)

]
− V(π)

=E
x

[ ∑

a∈U(x,µ)

π(a|x)(η̂(x, a) − η(x, a))

]

=E
x

[ ∑

a∈U(x,µ)

π(a|x)∆(x, a)

]

(6.12)

The second equality is based on the decomposition of V(π), and the last one is

based on the definition of ∆(x, a) := η̂(x, a) − η(x, a) for all x ∈ X, a ∈ A. �

In this way we can learn in the original action and policy space, but mitigate

127



the effect of the support deficiency by explicitly incorporating the extrapolated

reward η̂(x, a). We explore two choices for η̂(x, a) in the following, which pro-

vide different types of guarantees. Conservative Extrapolation. In practice,

the logging policy is likely to put zero probability on actions that have low re-

ward, since this minimizes the user impact of data collection. This means that

precisely those bad actions are likely to not be supported in the logging policy.

A key danger of blind spots regarding those actions is that naive IPS training

will inadvertently learn a policy that selects those actions. This can be avoided

by being maximally conservative about unsupported actions and imputing the

lowest possible reward [56].

∀x ∀a ∈ U(x, µ) : η̂(x, a) = rmin

Intuitively, by imposing the worst possible reward for the unsupported ac-

tions, the learning algorithm will aim to avoid these low-reward areas. How-

ever, unlike for the π̄ policies resulting from the restricted action space, the

learned policy is not strictly prohibited from choosing unsupported actions –

it is merely made aware of the maximum loss that the action may incur. Note

that for problems where rmin = 0, the naive IPS estimator is identical to conser-

vative extrapolation since the second term in Equation (6.11) is zero.

Regression Extrapolation. Instead of extrapolating with the worst-case reward,

we may have additional prior knowledge in the form of a model-based estimate

that reduces the bias. In particular, we explore using a regression estimate

η̂ = argmin
η̂θ

1

n

n∑

i=1

(η̂θ(xi, ai) − ri)
2

that extrapolates from the observed dataD. Typically, η̂θ comes from a parame-

terized class of regression functions (e.g. linear, deep networks).1 Other regres-

1In our experiments, we use deep neural networks with details shown in Appendix D.1.
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Algorithm 1 Data Augmentation

input: original logged datasetD, replaycount k, reward estimate η̂(x, a);
output: additional augmented datasetD′
initialization: D′ = ∅
for j = 1, · · · , k do

for i = 1, · · · , n do
Define Uxi

to be the uniform distribution overU(xi, µ)

Draw a ∼ Uxi

D′ = D′⋃{xi, a, η̂(xi, a), 1
|U(xi ,µ)|}

end for
end for

sion objectives could also be used, such as weighted linear regression that itself

uses importance sampling as weights [21]. But, fundamentally, all regression

approaches assume that the regression model is not misspecified and that it can

thus extrapolate well.

Note that the IPS part of Equation (6.11) can be exchanged for other esti-

mators. In particular, we note that doubly robust (DR) [19] naturally performs

a form of regression extrapolation. As the following decomposition shows, DR

imputes the extrapolated reward η̂(xi, a) for the unsupported actions a ∈ U(xi, µ).

V̂
η̂

DR
=

1

n

n∑

i=1

[∑

y∈Y
π(a|xi)η̂(xi, a) +

π(ai|xi)

µ(ai|xi)
(ri − η̂(xi, ai))

]

=
1

n

n∑

i=1

[ ∑

a∈U(xi,µ)c

π(a|xi)η̂(xi, a) +
π(ai|xi)

µ(ai|xi)
(ri − η̂(xi, ai))

+

∑

a∈U(xi,µ)

π(a|xi)η̂(xi, a)

]
(6.13)

A similar decomposition also exists for the CAB [79] estimator, showing that

both DR and CAB belong to the class of Regression Extrapolation estimators.

Efficient Approximation. Evaluating the augmented IPS estimator from Equa-

tion (6.11) can be computationally expensive if the number of unsupported
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actions in U(x, µ) is large. To overcome this problem, we propose to use

sampling to estimate the expected reward on the unsupported actions, which

can be thought of as augmenting the dataset D with additional observations

where the logging policy has zero support. In particular, we propose the data-

augmentation procedure detailed in Algorithm 1. With the additional bandit

dataD′ = {x′j, a′j, η̂(x′j, a
′
j), p

′
j}mj=1

from Algorithm 1, the new objective is 2

argmin
π∈Π


1

n

n∑

i=1

π(ai|xi)

µ(ai|xi)
ri +

1

m

m∑

j=1

π(a′
j
|x′

j
)

p′
j

η̂(x′j, a
′
j)

 (6.14)

Now we show that the empirical risk in Equation (6.14) has the same expected

value (over randomness in D and D′) as V̂
η̂

IPS
(D) and can thus serve as an ap-

proximation for Equation (6.11).

Claim 15. The empirical risk defined by in Equation (6.14) has the same expectation

(over randomness inD and sampling) as V̂
η̂

IPS
(D).

Proof. Taking the expectation of empirical risk defined in Equation (6.14):

E

[
1

n

n∑

i=1

π(ai|xi)

µ(ai|xi)
ri +

1

m

m∑

j=1

π(a j|x j)

p j

η̂(x j, a j)

]

= E
x

[ ∑

a∈U(x,µ)c

µ(a|x)
π(a|x)

µ(a|x)
η(x, a)

]

+ E
x

[ ∑

a∈U(x,µ)

1

|U(x, µ)|
π(a|x)

1
|U(x,µ)|

η̂(x, a)

]

= E
x

[ ∑

a∈U(x,µ)c

π(a|x)η(x, a)
]
+ E

x

[ ∑

a∈U(x,µ)

π(a|x)η̂(x, a)

]
(6.15)

2For the rest of the paper, we will use maximizing reward or minimizing loss interchange-
ably.
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Now we will show it has the same expectation with V̂
η̂

IPS
(π)

E
D

[
π(ai|xi)

µ(ai|xi)
ri +

∑

a∈U(xi,µ)

π(a|xi)η̂(xi, a)

]

= E
x

[
E

a∼µ

[π(a|x)

µ(a|x)
η(x, a)

]
+

∑

a′∈U(x,µ)

π(a′|x)η̂(x, a′)
]

= E
x

[ ∑

a∈U(x,µ)c

µ(a|x)
π(a|x)

µ(a|x)
η(x, a) +

∑

a′∈U(x,µ)

π(a′|x)η̂(x, a′)
]

= E
x

[ ∑

a∈U(x,µ)c

π(a|x)η(x, a)

]
+ E

x

[ ∑

a∈U(x,µ)

π(a|x)η̂(x, a)

]

(6.16)

The proof is done by comparing Equation (6.3.2) and Equation (6.16). �

6.3.3 Safe Learning by Restricting the Policy Space

As motivated by Theorem 13, the risk of learning from support deficient data

scales with the maximum support divergenceDX(π|µ) among the policies in the

policy space Π. Therefore, our third approach restricts the policy space to the

subset Πκ ⊂ Π that contains the policies π ∈ Π with an acceptably low support

divergenceDX(π|µ) ≤ κ.

Π
κ
= {π ∈ Π|DX(π|µ) ≤ κ} (6.17)

The parameter κ has an intuitive meaning. It specifies the maximum probabil-

ity mass that a learned policy can place on unsupported actions. Typically the

choice of κ is application dependent, limiting the maximum bias of the ERM

procedure according to Proposition 14 while not explicitly torquing the rewards

like in conservative reward imputation. A key challenge, however, is imple-

menting this restriction of the hypothesis space, such that the ERM learner

π̂ = argmax
π∈Πκ

[V̂IPS (π)]
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only considers the subset Πκ ⊂ Π.

In particular, we do not have access to the context distribution P(X) for cal-

culating DX(π|µ), nor would it be possible to enumerate all π ∈ Π to check the

condition DX(π|µ) ≤ κ, which itself requires a possibly infeasible iteration over

all actions. The following theorem gives us an efficient way of estimating and

controlling DX(π|µ) without explicit knowledge of P(X) or access to the logging

policy µ beyond the logged propensities.

Theorem 16. For contexts xi drawn i.i.d from P(X), action ai drawn from logging

policy µ(·|xi), we define SD(π|µ) = 1
n

∑n
i=1
π(ai |xi)

µ(ai |xi)
. For any policy π it holds that

E
x∼P(X)

E
a∼µ(A|x)

[SD(π|µ)] +DX(π|µ) = 1 (6.18)

Proof.

E
x∼P(X)

E
a∼µ(·|x)

[SD(π|µ)] +DX(π|µ)

= E
x

[ ∑

a∈U(x,µ)c

µ(a|x)
π(a|x)

µ(a|x)

]
+DX(π|µ)

= E
x

[ ∑

a∈U(x,µ)c

π(a|x)] + E
x
[

∑

a∈U(x,µ)

π(a|x)

]

= E
x

[∑

a∈A
π(a|x)

]
= 1

(6.19)

The first equality is based on definition of SD(π|µ) and the second equality is

based on definition of support divergence. �

Using this theorem, the following proposition gives us an efficient way of

implementing the constraint DX(π|µ) ≤ κ via 1 − SD(π|µ).

Proposition 17. For any given κ ∈ (0, 1), and for ǫ with 0 < ǫ < κ/2, let pmin denote

the minimum propensity on the supported set with pmin = minx,a∈U(x,µ)cµ(a|x), then with

132



probability larger than 1− 2 exp(−2nǫ2 p2
min), the constraint 1 − κ + ǫ ≤ SD(π|µ) ≤ 1 − ǫ

will ensure 0 ≤ DX(π|µ) ≤ κ.

Proof. Recall SD(π|µ) = 1
n

∑n
i=1
π(ai |xi)

µ(ai |xi)
with (xi, ai) draw i.i.d from P(X) × µ(A|x).

Also, it is easy to see Ex,a∼µ(·|x)[
π(a|x)

µ(a|x)
] = 1 − DX(π|µ). Let pmin denote the small-

est propensity under supported action set with pmin := minx,a∈U(x,µ)c µ(a|x) > 0,

then the random variable π(a|x)

µ(a|x)
is strictly bounded between [0, 1

pmin
]. Applying

Hoeffding’s bound gives:

P(DX(π|µ) < 1 − SD(π|µ) − ǫ) = P(SD(π|µ) − (1 − DX(π|µ)) < −ǫ)

≤ exp(−2nǫ2 p2
min)

(6.20)

Since SD(π|µ) ≤ 1 − ǫ gives 1 − SD(π|µ) − ǫ ≥ 0, then we have

P(DX(π|µ) < 0) ≤ exp(−2nǫ2 p2
min) (6.21)

Similar for the other direction, Hoeffding’s bound gives:

P(DX(π|µ) > 1 − SD(π|µ) + ǫ) = P(SD(π|µ) − (1 −DX(π|µ)) > ǫ)

≤ exp(−2nǫ2 p2
min)

(6.22)

Since SD(π|µ) ≥ 1 + ǫ − κ gives 1 − SD(π|µ) + ǫ ≤ κ, then we have

P(DX(π|µ) ≥ κ) ≤ exp(−2nǫ2 p2
min) (6.23)

Combining the above, we have

P(0 ≤ DX(π|µ) ≤ κ) = 1 − P(DX(π|µ) < 0) − P(DX(π|µ) > κ)

≥ 1 − 2exp(−2nǫ2 p2
min)

(6.24)

�
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We can thus use 1 − SD(π|µ) as a surrogate for DX(π|µ) in the IPS training

objective (or similar objectives like DR, clipped IPS, or CAB).

argmin
πw∈Π

1

n

n∑

i=1

πw(ai|xi)

µ(ai|xi)
ri

subject to 1 − κ + ǫ ≤ 1

n

n∑

i=1

πw(ai|xi)

µ(ai|xi)
≤ 1 − ǫ

(6.25)

Using Lagrange multipliers, an equivalent dual form of Equation (6.25) is:

max
u1,u2≥0

min
πw∈Π

1

n

n∑

i=1

πw(ai|xi)

µ(ai|xi)
(ri + u1 − u2) − u1(1 − ǫ) + u2(1 − κ + ǫ) (6.26)

For each fixed (u1, u2) pair, the inner minimization objective is ERM with IPS

where the reward is shifted by k = (u1 − u2). So, we can select k, solve (6.26), and

compute the corresponding κ afterwards. To achieve a desired κ, we can use

any suitable root finding method for k. We simply perform a grid search over

k = u1 − u2.

Empirical Model Selection for k. While we may have a desired risk tolerance

κ for selecting k in some applications, on others we may want to select the k that

maximize performance on a validation set. This again requires some estimate

of the reward on the unsupported actions. We thus explore Conservative Ex-

trapolation, DM, and the following model-independent approach we call Min-

Sup. MinSup aims to get the best model-free estimate of the reward on the

unsupported-action set that the available data admits. In particular, we con-

struct a minimally supported policy πMinS up that is closest to a policy that only

takes unsupported actions while still having full support. The construction is

as follows: for each context x, we greedily put all the probability p on the ac-

tion that has the lowest propensity, while keeping the IPS weights ( p

µ(a|xi)
) to be

bounded by 100. If p ≤ 1, we continue this procedure with the next-lowest
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Figure 6.1: Test set accuracy and support divergence of the learned policies as
we pick logging policies that have increasing fractions of unsupported actions.

propensity until we have distributed all of the probability mass. We then esti-

mate the value of the constructed policy πMinS up using IPS to arrive at the fol-

lowing estimator for any target policy π, which substitutes V̂IPS (πMinS up) for the

missing support of V̂IPS (π).

V̂MinS up(π) = V̂IPS (π) +
(
1 − SD(π|µ)

)
V̂IPS (πMinS up) (6.27)

Note that IPS is unbiased for πMinS up since it has the same support set as µ. Fur-

thermore, it has bounded variance since the IPS weights are bounded by con-

struction. For all the empirical evaluations in this paper, we use MinSup to

select the optimal k. We also compare MinSup to DM and Conservative Extrap-

olation for this model-selection problem in Section 6.4.1.

Practical Considerations. Among the methods we proposed for dealing with

support deficiency, the Policy Restriction approach is easy to implement, does
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not require an additional regression model with unknown bias, and it does not

require access to the logging policy during training or testing. In particular, the

form of the inner objective coincides with that of BanditNet [33], which is known

to work well for deep network training by controlling propensity overfitting

[82].

6.4 Empirical Evaluation

We empirically analyze and compare the effectiveness and robustness of the

three approaches: restricting the action space, reward extrapolation, and re-

stricting the policy space. We use two real-world datasets, namely the image-

classification dataset CIFAR10 [42] and the credit-card fraud dataset of [14],

from which we generate various degrees of support deficient bandit data.

The experiments are set up as follows. We first create a train-validation-test

split for both datasets. The training set is used to generate bandit datasets for

learning, the validation set is used to generate bandit datasets for model se-

lection, and the full-information test set serves as ground truth for evaluating

the learned policies. To simulate bandit feedback for the CIFAR10 dataset, our

experiment setup follows traditional supervised→ bandit conversion for multi-

class classification datasets [7]. To not limit our evaluation to binary multi-class

rewards, we choose a different methodology for the credit-card dataset by des-

ignating some features as corresponding to actions and rewards. More details

are given in Appendix D.1.

For both logging and target policies, we train softmax policies (Equa-

tion (6.4)) where fw(x, a) is a neural network. We use the ResNet20 architec-
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Figure 6.2: Test set accuracy for different levels of misspecification of the regres-
sion model.

ture [26] for CIFAR10, and a fully connected 2-layer network for the credit-card

dataset. We then introduce a temperature parameter τ into the learned policy

via τ fw(x, a) to be able to control its stochasticity and support deficiency. In par-

ticular, we enforce zero support for some actions by clipping the propensities to

0 if they are below a threshold of ǫ = 0.01. The larger τ, the higher the support

deficiency. Note that setting the threshold at ǫ = 0.01 allows us to control sup-

port without having to worry about variance control. More details are given in

Appendix D.1.

The estimators that we examined in our experiments are: first, traditional

baselines including naive IPS (Eq. (6.3)) and DM; second, the Action Restriction

approach (Eq. (6.10)); third, three Reward Extrapolation methods (Conservative

Extrapolation, Regression Extrapolation, and DR (Eq. (6.13)); as well as, fourth,

the Policy Restriction approach (Eq. (6.26)). If not mentioned otherwise, MinSup

is used to select the k parameter and all experiment results are averaged over 5

runs.
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Figure 6.3: Test set accuracy as the amount of training data increases for two
levels of support deficiency.

Figure 6.4: Comparison of estimators of validation set accuracy for the policies
learned by Policy Restriction when the parameter k is varied.

6.4.1 Experiments and Findings

The following experiments investigate the key properties of the estimators, and

they inform our recommendations and conclusions.

How do the methods perform at different level of support deficiency? Fig-

ure 6.1 shows the test accuracy and support divergence DX(π|µ) as support de-

ficiency increases. First, as expected, learning using naive IPS degrades on both

datasets. Note that naive IPS coincides with Conservative Extrapolation in the

138



Figure 6.5: Estimate of SD(π|µ)+DX(π|µ) and its estimated standard deviation as
the amount of training data increases.

left two columns, since both datasets are scaled to have a minimum reward of

zero. In the rightmost column, however, we translated the rewards from [0, 1]

to [−1, 0]. This has a strong detrimental effect on naive IPS. IPS is inherently

imputing reward 0, and the performance of naive IPS highly depends on the

position of 0 in the range of the reward. Second, the Action Restriction ap-

proach also performs poorly. While its support divergence DX(π|µ) is zero and

thus bias is not the problem, we conjecture that the best actions are often pruned

from the action-restricted policy space Π̄. Third, Regression Extrapolation tends

to perform better than Conservative Extrapolation in our experiments. On both

datasets, the DM model turns out to be quite good, which also benefits DR.

However, on the credit-card dataset the regression seems better at ranking than

at predicting the true reward, which explains why DM performs better than Re-

gression Extrapolation. Fourth, the methods that performs well on both datasets

are Policy Restriction and DR. Unlike all the other IPS-based methods, Policy

Restriction performs well even under the translated rewards in the third col-

umn of Figure 6.1. This is because the objective of Policy Restriction coincides

with that of BanditNet [33], which is known to remedy propensity overfitting
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due to the lack of equivariance of the IPS estimator [84].

How does regression-model misspecification affect the estimators? While

DR performed well in the previous experiments, it has no mechanism for guard-

ing against bias from model misspecification under support deficiency. The

same limitation also applies to the other estimators that rely on regression im-

putation for the unsupported actions. We thus examine how different estima-

tors deal with model misspecification. To simulate increasing levels of model

misspecification, we train the regression function on subsets of input features of

varying size. Results are shown in Figure 6.2. As the number of input feature de-

creases and misspecification thus increases, the effectiveness of DR, Regression

Extrapolation and DM decreases substantially. Since Policy Restriction does not

rely on any regression model, it is unaffected.

How does the learning performance change with the amount of training data?

Figure 6.3 shows how accuracy on the test set changes with the amount for

training data for two levels of support deficiency. Policy Restriction is at least

competitive with Regression Extrapolation, DR, and DM over most of the range.

Action Restriction can take the least advantage of more data. This is plausible,

since its maximum performance is limited by the available actions. For similar

reasons, Conservative Extrapolation, and equivalently IPS, also flatten out, since

they also tightly restrict the action space by imputing the minimum reward.

How effective is model selection for k? If there is no pre-specified risk tol-

erance τ that is derived from application requirements, Section 6.3.3 proposed

to select the parameter k on a validation set. Table 6.1 shows how the proposed
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% Unsupp. Oracle DM Cons. Extra. MinSup
43 88.397 87.526 88.397 88.397
60 86.782 86.782 86.782 86.782
69 86.462 85.308 85.308 85.308
77 85.295 85.282 84.090 85.295
81 85.192 85.192 83.526 84.680

Table 6.1: Test error rates on the CIFAR10 data using the respective model selec-
tion method under varying levels of support deficiency in the logging policy.

MinSup model selection criterion compares against model selection via DM and

Conservative Extrapolation. We also report the skyline performance of an Ora-

cle model selector which has access to the full-information validation set. Con-

servative extrapolation consistently underperforms in high-deficiency settings,

while both MinSup and DM perform well as model selection criteria. This is

explained by the plots in Figure 6.4, which show the value of the validation set

estimates. While MinSup and DM have their optimum close to that of Oracle,

the Conservative Extrapolation curve is substantially off. Additional results in

Appendix D.1, however, show that model misspecification can again substan-

tially affect the performance of model selection via DM.

How accurate is the estimator of support divergence? Policy restriction relies

on the estimated support divergence, and we now evaluate the effectiveness of

this estimator. The target policy is the uniform policy while the logging policies

are varying in their support deficiency. We investigate the behaviour of SD(π|µ)+

DX(π|µ) for increasing amounts of training data and different support deficiency

of the corresponding logging policy. Results are shown in Figure 6.5 averaged

over 10 runs. The figure shows that the sum converges to 1 and the variance

of the estimate decreases as the amount of training data increases. The curves

for different levels of support deficiency converge in a similar fashion and we

conjecture it is due to the effect of clipping the propensity at the same threshold
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ǫ = 0.01, which results in pmin = 0.01 in the bound shown in Proposition 17.

6.5 Discussion and Recommendations

We now discuss the advantages and disadvantages of the various approaches to

dealing with support deficiency, and provide guidance for their use in practice.

While Action Restriction may be the the most natural and direct approach

at first glance, we find that it has substantial drawbacks. In particular, it is

computationally expensive since we need to calculate the propensity under the

logging policy µ(a|x) for every x not only at training time, but also at testing time.

This is particularly problematic when policies are updated in a frequent manner,

since we need to revisit the whole sequence of past executed logging policies at

test time. Furthermore, its learning performance is substantially worse than

other methods, since actions are limited to an overly conservative regime that

enforces zero support divergence.

Conservative Extrapolation allows the target policy to select actions that

have zero support under the logging policy, and performance tends to be bet-

ter than for Action Restriction. However, Conservative Extrapolation typically

performs worse than Policy Restriction, Regression Extrapolation, and DR. All

methods are more efficient that Action Restriction at test time as they do not

require evaluating the old logging policy. During training, however, all Re-

ward Imputation methods (i.e. Conservative Extrapolation, Regression Extrap-

olation, and DR) need to evaluate all actions, which can be expensive but ame-

liorated through sampling. A key risk of both Regression Extrapolation and DR

is that they rely on a regression model, which can introduce biases from model
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misspecification that are fundamentally unknown. The estimators provide no

mechanism for guarding against such biases.

Policy Restriction does not rely on a regression model, which eliminates the

need for training such a model. Furthermore, it is the only method that allows

flexible risk control through the parameter κ or k respectively. If the application

does not provide a risk threshold, k can be selected empirically via MinSup.

From a computational perspective, Policy Restriction is efficient at both train-

ing and test time, and it has minimal logging requirements as it only requires

the logged propensity of the chosen action. Since it consistently showed at least

competitive generalization performance across a wide range of settings, we con-

clude that it is a preferable choice for practical applications – especially when

there are concerns about model misspecification.

6.6 Conclusions

This paper presented the first comprehensive analysis of support deficiency in

off-policy learning for contextual bandits. In particular, it identified and ex-

plored three approaches to dealing with support deficiency: restricting the ac-

tion space, reward extrapolation, and restricting the policy space. The paper

characterized the theoretical properties of these approaches, and empirically

evaluated their performance and robustness. We conclude that restricting the

policy space is particularly effective, since it provides explicit risk control, per-

forms well in terms of learning performance, and it is easy and efficient to im-

plement.
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CHAPTER 7

CONCLUSION AND FUTURE WORK

Logged bandit data is ubiquitous in a wide range of intelligent systems, such

as recommender systems, personalized health care, and robotics, where the sys-

tem needs to interact with human users and learn the optimal action to perform.

This bandit feedback gives us a much weaker signal than traditional supervised

learning since we only observe the feedback of the chosen action. This disser-

tation aims to provide a deep understanding of this type of partial information

data, with the hope to effectively re-use them to improve the quality of modern

interactive systems. In particular, we provide efficient estimators to evaluate

the performance of any new systems (a.k.a. policy) without deploying online

A/B testing; Followed by this, we develop a data-driven method for estima-

tor selection, which helps us to discover the one with the optimal bias-variance

trade-off. Finally, we discuss some systematic approaches to learn the optimal

system by only using the historical logged data.

In this section, we will conclude with the main themes and contributions of

this thesis, as well as discuss some potential future research directions. We will

present them followed by the order of Off-Policy Evaluation, Off-Policy Model

Selection, and Off-Policy Learning.

7.1 Off-Policy Evaluation

We start with the most fundamental problem in contextual bandit:off-policy

evaluation. The techniques here are not only important by themselves as they
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avoid high-cost A/B testing, but also typically serve as a subroutine in the

downstream learning task. With various estimators being developed recently,

we lack a systematic way to unify them and understand their specific pros and

cons. In Chapter 3, we present and analyze a new family of estimators which

is a weighted combination of three components. By choosing different weights,

we find that this family of estimators could subsume most advanced estimators

proposed to date. A refined theoretical analysis identifies a new estimator in

this family, which not only has a better bias-variance trade-off statistically, but

also is sub-differentiable and could be easily used for gradient-based learning.

Chapter 4 moves a step further by proposing an optimization-based framework

to design estimators, instead of manually constructing them. This framework

is pretty general and could even be extended to combinatorial action space. Ex-

tensive experiments also verify the effectiveness of the approach.

Some natural extensions along this line of research could be how to effec-

tively extend these estimators in the reinforcement learning setting, where we

have another level of complexity: the curse of horizon. What are the corre-

sponding bias-variance trade-off there and how to systematically develop esti-

mators in the long-horizon setting? Even in the contextual bandit setting, we

are inherently inherently making a number of assumptions, such as i.i.d distri-

butions over the users, full support of logging policies, as well as a small-scale

action space, which might be not reasonable in real-world applications. It is

interesting to develop effective off-policy estimates tailored to these more com-

plicated but realistic settings.
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7.2 Off-Policy Model Selection

As we already observed, most of the off-policy estimates need to adaptively to

choose an important hyper-parameter that controls the bias-variance trade-off.

However, there are no theoretically sound guidelines for picking this hyper-

parameter. Chapter 5 gives the first data-driven hyper-parameter selection

method to achieve near-oracle performance theoretically. This method is very

general and could be utilized in any setting where the monotonicity of bias and

variance exists. We also perform comprehensive experiments to demonstrate its

strong empirical efficacy.

However, this is just the first step and there are many works to be done in this

direction. Our estimation selection procedure highly relies on the monotonic-

ity assumption in bias and variance. To verify the monotonicity in the variance

term is doable as we can use empirical variance as a surrogate. However, veri-

fying the bias trend is not an easy task and it is still an interesting open problem.

Beyond this, our procedure aims to find the optimal hyper-parameter within the

same class of estimators, say SWITCH, CAB and MAGIC. This lefts a more in-

teresting and challenging problem, i.e., how to find the optimal estimator across

different class of estimators. Furthermore, how the model-selection techniques

shed light on downstream policy learning tasks?

7.3 Off-Policy Learning

We end this thesis with the topic of off-policy learning, which is the ultimate

goal for interactive systems. As we point out, the effective off-policy estimates
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enable empirical risk minimization in the counterfactual learning setting. How-

ever, most of the state-of-the-art method relies on the IPS weighting as an im-

portant component, which requires the full-support assumption. Unfortunately,

this could be rarely satisfied in modern large-scale intelligent systems, where

the action space is large. In Chapter 6, we provide three approaches for off-

policy learning when facing support-deficient data, either through restricting

the action space, policy space or doing reward extrapolation on the unsup-

ported actions. We systematically analyze their properties and provide effective

guidelines when using them empirically.

Along the direction of off-policy learning, there are lots of interesting work to

be done. For example, we may not need to rely on a fixed estimator in the ERM

learning objective, and it might be beneficial to switch to different estimators

in the learning procedure as the learned policy traverses the hypothesis space.

Furthermore, how to develop off-policy learning algorithms that could improve

long-term reward signals such as user satisfaction, rather than short-term surro-

gate reward signals such as clicks? Defining, quantifying, and optimizing user

satisfaction in interactive systems are still open problems. Moreover, how do

we ensure the off-policy learning algorithms being robust to potential bias in

the training data, and be fair across different groups of populations? Develop-

ing more robust and fair learning algorithms will be an important direction to

advance socially aware intelligent systems.
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APPENDIX A

APPENDIX FOR CHAPTER 3

A.1 Counterfactual Learning to Rank

We also consider another important partial information setting: ranking evalu-

ation and learning to rank based on implicit feedback (e.g. clicks, dwell time).

Here the selection bias on the feedback signal is strongly influenced by position

bias, since items lower in the ranking are less likely to be discovered by the user.

However, it can be shown that this bias can be estimated [34, 89, 2], and that the

resulting estimates can serve as propensities in IPS-style estimators.

To connect the ranking setting with the contextual bandit setting more for-

mally, now each context x ∼ D(x) represents a query and/or user profile. Given

ranking function π, we use π(x) to represent the ranking for query x. However,

in the LTR setting, we no longer consider the actions atomic, but instead treat

rankings as combinatorial actions where the reward decomposes as a weighted

sum of component rewards. Formally speaking, the reward for rankings π(x) is

denoted as ∆(π(x)|x, r) :=
∑

d∈d λ(rank(d|π(x)))r(x, d), where λ(·) is a function that

maps a rank to a score, d is the candidate set for query x and rank(d|π(x)) repre-

sents the rank of document d in the candidate set d under the ranking policy π

given context x, and r(x, d) ∈ {0, 1} is the relevance indicator. Then we can define

the overall reward for a ranking policy π as

R(π) =

∫
∆(π(x)|x, r)dP(x) (A.1)

Note that in this partial information setting we typically do not observe rewards

for all (query, document) pairs. The only observable reward per component
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may be whether the user clicks the document or not, c(x, µ(x), d) ∈ {0, 1}, and

there is inherent ambiguity whether the lack of a click means lack of relevance

or lack of discovery. Here we use a latent variable o(x, µ(x), d) ∈ {0, 1} to repre-

sent whether the user x observes document d under the logging policy µ, which

then leads to the following click model: a user clicks a document when the

user observes it and the document is relevant, c(x, µ(x), d) = r(x, d) · o(x, µ(x), d).

Note that the examination o(x, µ(x), d) is not observed by the system, but one can

estimate a missingness model [34], and use p(x, µ(x), d) be the (estimated) prob-

ability of 1{o(x, µ(x), d) = 1}. We denote this probability value as the propensity

of the observation. In practice one could estimate the propensities as outlined

in [2, 20]. The logged data we get is in the format of S = {{(xi, di j, pi j, ci j)}mi

j=1
}n
i=1

where mi is the number of candidates for context xi, pi j is p(xi, µ(xi), di j) and ci j

is c(xi, µ(xi), di j). For additive ranking metrics, various estimators in the Interpo-

lated Counterfactual Estimator Family can be written in the form

V̂w(π) =
1

n

n∑

i=1

mi∑

j=1

[
wαi jαi j + oi jw

β

i j
βi j + oi jw

γ

i j
γi j

]
· λ(rank(di j|xi, π(xi)))

with αi j :=η̂(xi, di j), βi j :=
ri j

pi j

, γi j :=
η̂(xi, di j)

pi j

.

where wα
i j

, w
β

i j
and w

γ

i j
are the weight functions of the three components of the In-

terpolated Counterfactual Estimator Family. Given a perfect reward model and

logged propensities, we can get unbiased estimate of additive ranking metrics if

the weight functions sum to 1. The weights of various estimators in this setting

are shown in Table A.1.

Note that estimators with w
γ

i j
, 0 (DR, CAB-DR) are not applicable in this set-

ting since the third term oi jw
γ

i j
γi j depends on oi j, which is not observed nor fully

captured by ci j. However, the second term is computable since the unobserved

oi j and ri j are captured by ci j through oi jβi j =
oi jri j

pi j
=

ci j

pi j
. The SWITCH estimator
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Table A.1: The weight functions for different estimators of the family V̂w(π) in
the ranking setting.

Estimator wα
i j

w
β

i j
w
γ

i j

DM 1 0 0
IPS 0 1 0

cIPS 0 min
{
Mpi j,1

}
0

SB 1 − τ τ 0

SWITCH 1

{
1

pi j
>M

}
1

{
1

pi j
≤M

}
0

CAB 1 −min
{
Mpi j,1

}
min

{
Mpi j,1

}
0

is applicable for learning in this setting since the weights of the estimator do not

depend on the ranking policy to be learned.

A.2 Proofs

In this appendix, we provide proofs of the main theorems.

A.2.1 Proof of Bias and Variance of CAB-DR

Theorem 5 (Bias of CAB-DR). For contexts x1, x2, · · · , xn drawn i.i.d from some dis-

tribution D(x) and for actions ai ∼ µ(·|xi), under Condition 1 the bias of V̂CABDR(π)

is

E
x
E
π

[
ζ∆1{ĉ ≤ M} + ∆(1 − M

c
)1{ĉ > M}

]
(A.2)

Proof. CAB-DR is also an instance in the Interpolated Counterfactual Estima-

tor Family with the weighting function: wα
iā
= 1,w

β

i
= min

{
M
µ̂(ai |xi)

π(ai |xi)
, 1

}
,w
γ

i
=
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−min
{
M
µ̂(ai |xi)

π(ai |xi)
, 1

}
. Using Theorem 1, the bias for CAB-DR is:

Bias(R̂CABDR(π)) = E
x
E
π

[
wα ∆ − wβ ζη + wγ(∆ − ζ(η + ∆)) + (wα +wβ +wγ)η − η

]

= E
x
E
π

[
∆ −min{ M

ĉ(x, a)
, 1}ζη −min{ M

ĉ(x, a)
, 1}(∆ − ζ(η + ∆))

]

= E
x
E
π

[
∆ −min{ M

ĉ(x, a)
, 1}(∆ − ζ∆)

]

= E
x
E
π

[
ζ∆1{ĉ ≤ M}+{∆[1 − M

ĉ(x, a)
(1 − ζ)]}1{ĉ > M}

]

= E
x
E
π

[
ζ∆1{ĉ ≤ M} + ∆(1 − M

c
)1{ĉ > M}

]

(A.3)

�

Theorem 6 (Variance of CAB-DR). Under the same conditions as in Theorem 3,

the variance of V̂CABDR(π)

V(V̂CABDR(π)) =
1

n

{
Vx

(
E
π
[η + ζ∆1{ĉ ≤ M} + ∆(1 − M

c
)1{ĉ > M}]

)

+ ExEπ

[
c(1 − ζ)2σ2

r1{ĉ ≤ M} + M2

c
σ2

r1{ĉ > M}
]

+ Ex

[
Vµ(c(1 − ζ)(−∆)1{ĉ ≤ M} − M∆1{ĉ > M})

]}
(A.4)

Proof. The proof follows by using Theorem 2 with the weights wα
iā
= 1,w

β

i
=

min
{
M
µ̂(ai |xi)

π(ai |xi)
, 1

}
,w
γ

i
= −min

{
M
µ̂(ai |xi)

π(ai |xi)
, 1

}
.

For the first term, following directly from Appendix A.2.1, it is easy to see

Vx

(
Eπ[w

α
∆ − wβ ζη + wγ(∆ − ζ(η + ∆)) + (wα +wβ +wγ)η]

)

= Vx

(
E
π
[η + ζ∆1{ĉ ≤ M} + ∆(1 − M

c
)1{ĉ > M}]

) (A.5)

For the second term ExEπ[(w
β)2c(1 − ζ)2σ2

r ], since CAB and CAB-DR has the

same weighting function wβ, this term is exactly the same for CAB and CAB-DR.
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For the third term Ex

[
Vµ(w

β c(1 − ζ)η + wγ c(1 − ζ)(η + ∆))
]
, we have

Ex

[
Vµ(w

β c(1 − ζ)η + wγ c(1 − ζ)(η + ∆))
]

= Ex

[
Vµ(min{ M

ĉ(x, a)
, 1}c(1 − ζ)η −min{ M

ĉ(x, a)
, 1}c(1 − ζ)(η + ∆))

]

= Ex

[
Vµ(−min{ M

ĉ(x, a)
, 1}c(1 − ζ)∆)

]

= Ex

[
Vµ(c(1 − ζ)(−∆)1{ĉ ≤ M} −M∆1{ĉ > M})

]

(A.6)

Combining all the three terms will give us the variance for V̂CABDR(π). �

A.3 Experiment Details

In this section, we provide experiment details for both the BLBF and LTR set-

tings.

A.3.1 BLBF

In the BLBF experiment, specifically, given a supervised dataset {(xi, a
∗
i
)}n

i=1
,

where x is i.i.d drawn from a certain fixed distribution D(x) and a∗ ∈ {1, 2, · · · , k}

denotes the true class label. For a particular logging policy µ, the logged ban-

dit data is simulated by sampling ai ∼ µ(·|xi) and a deterministic loss r(xi, ai) is

revealed. In our experiments, the loss is defined as r(xi, ai) = 1{ai , a∗
i
} − 1. The

resulting logged contextual bandit data S = {xi, ai, r(xi, ai), µ(ai|xi)} is then used

to evaluate the performance of different estimators.

For evaluation, we split each dataset equally into train and test sets. For

the train set, we use 10% of the full-information data to train the logger µ and
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loss predictor πr(x), with loss estimates defined by η̂(xi, a) = 1{πr(xi) , a} − 1.

The policy π we want to evaluate is a multiclass logistic regression trained on

the whole train set. Finally, we use the full-information test set to generate the

contextual bandit datasets S for off-policy evaluation of sizes n = 200, 500, 2000.

We evaluate the policy π with different estimators on the logged bandit feed-

back of different sizes and treat the performance on the full-information test set

as ground truth V(π). The performance is measured by MSE. We repeat each

experiment 500 times and calculate the bias, variance and MSE.

For learning, we first split the original dataset into training (48%), validation

(32%) and test sets (20%). Following [82], the policy we want to learn lies on the

space F := {πw : w ∈ Rp} with πw as the stochastic linear rules defined by:

πw(a|x) =
exp(wTφ(x, a))

Z(x)
(A.7)

Here, φ(x, a) denotes the joint feature map between context x and action y,

and Z(x) is a normalization factor. The training objective is defined by πest
=

argminπw∈F V̂est(πw) + λ||w||2, where λ is selected through the lowest V̂ IPS (π) on

the validation set. To avoid local minimum, the objective is optimized via

L-BFGS using scikit-learn with 10 random starts. The performance of the

learned policy πest is measured via expected error on the test set, defined as:

1
ntest

∑ntest

i=1
Eai∼πest(·|xi)[1{ai , a∗

i
}]. Similar to evaluation, we use 20% of the training

data to train the multiclass logistics regression as logging policy with default

hyperparameter. While for the estimated loss η̂(x, a), we train the logistic re-

gression using 10% training data with tuned hyperparameter selected from the

validation set. All the result is averaged over 10 runs with n = 5000.
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A.3.2 LTR

In the LTR experiment, we use 10% of the training set for learning a DM, which

reflects that we typically have a small amount of manual relevance judgements.

The DM is a binary Gradient Boosted Decision Tree Classifier calibrated by Sig-

moid Calibration [64]. We use λ(rank) = rank as the performance metric which

can be interpreted as the average rank of the relevant results. The examination

probability (propensity) that we use is p(x, µ(x), d) = 1
rank(d|µ(x))

. For the evalu-

ation experiments, to get a ranking policy for evaluation, we train a ranking

SVM [32] on the remaining 90% training data. As input to the estimators, differ-

ent amounts of click data are generated from the test set. For each experiment,

we generate the log data 100 times and report the bias, variance, and MSE with

respect to the estimated ground truth from the full-information test set.

For the learning experiments, we derived a concrete learning algorithm

based on propensity SVM-Rank that conducts learning from biased user feed-

back using different estimators. The SVM-style algorithm [32, 31, 34] optimizes

an upper bound on different estimators and details are in Appendix A.3.3. We

compare the performance of different estimators using different amounts of

simulated user feedback with the proposed learning algorithm. As input to

the propensity SVM-Rank, different amount of click data is simulated from the

90% training data. Specifically, we present the performance using 1 sweep of

the data in Table 3.2. We grid search C for propensity SVM-Rank and M for dif-

ferent estimators and conduct hyperparameter selection with 90 percentile cIPS

on user feedback data simulated from the validation set for 5 sweeps. All the

experiments are run for 5 times and the average is presented.
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A.3.3 Generalized Propensity SVM-Rank

We now derive a concrete learning algorithm that conducts learning from biased

user feedback using different estimators from the Interpolated Counterfactual

Estimator Family. It is based on SVM-Rank [32, 31, 34] but we expect other

learning to rank methods can also be adapted to the estimators.

The generalized propensity SVM-Rank learns a linear scoring function

f (x, d) = w · φ(x, d) with φ(x, d) describing how context x and document d in-

teract. It optimizes the following objective

ŵ = argminw,ξ

1

2
w · w + C

n

∑

i

∑

j

[
wαi jαi j + oi jw

β

i j
βi j

]∑

k, j

ξi jk

s.t. ∀i, j, k , j w · [φ(xi, di j) − φ(xi, dik)] > 1 − ξi jk,

∀i, j, k , j ξi jk ≥ 0

(A.8)

where w is the parameter of the generalized propensity SVM-Rank and C is a

regularization parameter. The training objective optimizes an upper bound on

the estimator with average rank of positive examples metric(λ(rank) = rank)

since

∑

i

∑

j

[
wαi jαi j + oi jw

β

i j
βi j

]
(rank(di j|xi, π(xi)) − 1)

=

∑

i

∑

j

[
wαi jαi j + oi jw

β

i j
βi j

]
·
∑

k, j

1{w · [φ(xi, dik) − φ(xi, di j)] > 0}

≤
∑

i

∑

j

[
wαi jαi j + oi jw

β

i j
βi j

]
·
∑

k, j

max(1 − w · [φ(xi, di j) − φ(xi, dik)], 0)

≤
∑

i

∑

j

[
wαi jαi j + oi jw

β

i j
βi j

]
·
∑

k, j

ξi jk
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APPENDIX B

APPENDIX FOR CHAPTER 4

B.1 Derivation of Shrinkage Estimators for Non-combinatorial

Setting

In this section we provide detailed derivations for the two estimators in the

non-combinatorial setting.

We first derive the pessimistic version. Recall that the optimization problem

decouples across (x, a), so we focus on a single (x, a) pair such that µ(a | x) >

0 since only such pairs can appear in the data. For conciseness, we omit the

dependence on (x, a) and simply write w = w(x, a), ŵ = ŵ(x, a) and µ = µ(a | x).

Fixing λ ≥ 0, we must solve

Minimizeŵ∈R
[
µŵ2
+ 2λ |µ(ŵ − w)|

]
.

(Note that we allow any ŵ ∈ R, but we will see that the solution will actually

satisfy 0 ≤ ŵ ≤ w.) Since µ > 0, this minimization problem is strongly convex

and therefore has a unique minimizer. By first-order optimality, ŵ is a minimizer

if and only if

2µŵ + 2λµv = 0 and v ∈ ∂ |ŵ − w| =



1 if ŵ > w,

[−1, 1] if ŵ = w,

−1 if ŵ < w.

(B.1)

Since µ > 0, the first equation can be rewritten as

ŵ = −λv.
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Now a simple case analysis shows that if w > λ then the choice ŵ = λ, v = −1

satisfies Eq. (B.1), and if 0 ≤ w ≤ λ then the choice ŵ = w, v = −w/λ satisfies

Eq. (B.1), yielding

ŵp,λ(x, a) = min{λ,w(x, a)},

which is the clipped estimator.

For the optimistic version, the optimization problem is

Minimizeŵ∈R
[
µŵ2w2/z + λµ(ŵ − w)2/z

]
,

where z = z(x, a). The optimality conditions are

2µw2ŵ/z + 2λµ(ŵ − w)/z = 0.

This gives the optimistic estimator

ŵo,λ(x, a) =
λ

w(x, a)2 + λ
w(x, a).

Notice that this estimator does not depend on the weighting function z, so it

does not depend on how we train the regression model.

B.2 Derivation of the Shrinkage Estimator for Combinatorial

Setting

We provide a complete derivation of the shrinkage estimator for combinatorial

actions. We use the notation w(x, a) = w(x)⊤a. We assume that the regression

model takes form η̂(x, a) = η̂(x)⊤a, satisfies η̂(x, a) ∈ [0, 1], and is trained to mini-

mize

L(η̂) ≔ E
µ

[
z(x, a)(r − η̂(x)⊤a)2

]
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for some z(x, a) > 0. We assume that the linearity assumption holds, so we can

write η(x, a) = η(x)⊤a. And we also assume that span
(
supp π(· | x)

) ⊆ span
(
supp µ(· |

x)
)
, so, as shown by [85], the pseudo-inverse estimator is unbiased:

E
(x,a,r)∼µ

[
η̂(x)⊤qπ,x + w(x, a)

(
r − η̂(x)⊤a

)]
= E

(x,a,r)∼π
[r]. (B.2)

Therefore, if we replace w by an arbitrary function ŵ (not necessarily linear in

a), we obtain the expression for the bias

Bias(ŵ) = E
µ

[ (
ŵ(x, a) − w(x, a)

)
(r − η̂(x)⊤a)

]
. (B.3)

Using Cauchy–Schwarz inequality, we can bound the bias in terms of L(η̂):

Bias(ŵ) ≤
√
E
µ

[ (
ŵ(x, a) − w(x, a)

)2
/z(x, a)

]
·
√

L(η̂).

For the variance bound, we begin with a proxy based on Proposition 2, and

then bound it using Cauchy–Schwarz inequality, the fact that η̂(x)⊤a and r are

bounded in [0, 1], and an additional assumption that |ŵ(x, a)| ≤ |w(x, a)| (which

we will show is true for the specific optimistic estimator that we derive below):

Var(ŵ) ≈ 1

n
E
µ

[
ŵ(x, a)2(r − η̂(x)⊤a

)2
]
≤ 1

n

√
E
µ

[
ŵ(x, a)4/z(x, a)

] ·
√
E
µ

[
z(x, a)

(
r − η̂(x)⊤a

)4
]

≤ 1

n

√
E
µ

[
ŵ(x, a)2w(x, a)2/z(x, a)

]
·
√

L(η̂).

Similar to non-combinatorial setting, the solutions of the resulting MSE

bound must lie on the Pareto front parameterized by a single scalar λ ∈ [0,∞]:

Minimize
ŵ

λE
µ

[
1

z(x,a)

(
ŵ(x, a) − w(x, a)

)2
]
+ E
µ

[
w(x,a)2

z(x,a)
ŵ(x, a)2

]
.

This decomposes across (x, a) and by first-order optimality, we obtain the same

solution as in non-combinatorial setting:

ŵ(x, a) =
λ

w(x, a)2 + λ
w(x, a).
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Note that these weights satisfy |ŵ(x, a)| ≤ |w(x, a)|, and ŵ matches the sign of

w, so in fact a stronger shrinkage property holds: ŵ(x, a) = c(x, a)w(x, a) where

c(x, a) ∈ [0, 1]. Also note that when µ is supported on a linearly independent

set of actions for any given x, then we can pick ŵ(x) ∈ Rd to satisfy ŵ(x, a) =

ŵ(x)⊤a across all actions in the support of µ(· | x), thus satisfying the assumptions

of Proposition 2. Plugging the expression for ŵ back into the pseudo-inverse

estimator yields

V̂DRos-PI(π; η̂, λ) ≔
1

n

n∑

i=1

η̂(xi)
⊤qπ,xi

+

(
λ

λ + (w(xi)⊤ai)2

)
w(xi)

⊤ai(ri − η̂(xi)
⊤ai).

B.3 Proofs

B.3.1 Construction of Upper Bounds on Bias

In this section we give detailed construction of bias upper bounds that we use

in the model selection procedure. Recall that this is for the analysis only. Em-

pirically we found that using the estimators alone — not the upper bounds —

leads to better performance.

Throughout, we fix a set of hyperparameters θ, which we suppress from the

notation.

Direct bias estimation. The most straightforward bias estimator is to simply

approximate the expectation with a sample average.

B̃ias =

∣∣∣∣∣∣∣
1

n

n∑

i=1

( ŵ(xi, ai) − w(xi, ai) ) ( ri − η̂(xi, ai) )

∣∣∣∣∣∣∣
.
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This estimator has finite-sum structure, and naively, each term is bounded in

[−w∞,w∞] where w∞ = maxx,a w(x, a). The variance is at most Eµ[w(x, a)2]. Hence

Bernstein’s inequality gives that with probability at least 1 − δ
∣∣∣∣ B̃ias − Bias

∣∣∣∣ ≤
√

2Eµ[w(x, a)2] log(2/δ)

n
+

2w∞ log(2/δ)

3n
.

Inflating the estimate by the right hand side gives BiasUB, which is a high prob-

ability upper bound on Bias.

Pessimistic estimation. The bias bound used in the pessimistic estimator and

its natural sample estimator are

E
µ

[∣∣∣ŵ(x, a) − w(x, a)
∣∣∣]

B̃ias =
1

n

∑

i

∑

a

µ(a | xi)
∣∣∣∣ŵ(xi, a) − w(xi, a)

∣∣∣∣ =
1

n

∑

i

∑

a

π(a | xi)

∣∣∣∣∣
ŵ(xi, a)

w(xi, a)
− 1

∣∣∣∣∣ .

Note that since we have already eliminated the dependence on the reward, we

can analytically evaluate the expectation over actions, which will lead to lower

variance in the estimate.

Again we perform a fairly naive analysis. Since 0 ≤ ŵ(x, a) ≤ w(x, a), the

random variables, equal to the inner sum over a, take values in [0, 1]. Therefore,

Hoeffding’s inequality gives that with probability 1 − δ

Bias ≤ B̃ias +

√
log(1/δ)

2n
,

and we use the right hand side for our high probability upper bound.

Optimistic estimation. For the optimistic bound, we must estimate two terms,

one involving the regressor and one involving the importance weights. We use

T1 ≔
1

n

n∑

i=1

z(xi, ai)(ri − η̂(xi, ai))
2, T2 ≔

1

n

n∑

i=1

∑

a

µ(a | xi)
|ŵ(xi, a) − w(xi, a)|2

z(xi, a)
.
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Note here that the former uses sampled actions from µ, but does not involve the

importance weight, while the latter involves the importance weight but analyt-

ically evaluates the expectation over µ. Thus we can expect that both are fairly

low variance.

For both, we use Bernstein’s inequality. For T1, each term is bounded in

[−z∞, z∞] where z∞ = maxx,a z(x, a) and its variance is bounded by Eµ[z(x, a)2].

Thus we get that with probability at least 1 − δ/2

E

[
z(x, a)(r − η̂(x, a))2

]
≤ T1 +

√
2Eµ[z(x, a)2] log(2/δ)

n
+

2z∞ log(2/δ)

3n
.

For T2, we similarly to the pessimistic case convert the inner expectation

w.r.t. µ(a|xi) to an expectation w.r.t. π(a|xi), obtaining a random variable bounded

between 0 and maxx,a w(x, a)/z(x, a). Using Hoeffding’s inequality, we obtain that

with probability 1 − 2δ

E
µ

[
|ŵ(x, a) − w(x, a)|2 /z(x, a)

]
≤ T2 +

√
maxx,a

w(x,a)

z(x,a)
log(2/δ)

2n
.

The high probability upper bound follows by multiplying the two right hand

sides together and taking square root.

B.4 Experimental Details and Additional Results

B.4.1 Experimental Details and Results for Atomic Actions

Dataset statistics. We use datasets from the UCI Machine Learning Repository

[17]. Dataset statistics are displayed in Table B.1.
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Hyperparameter grid. For our shrinkage estimators and SWITCH, we choose

the shrinkage coefficients from a grid of 30 geometrically spaced values. For the

pessimistic estimator and SWITCH, the largest and smallest values in the grid are

the 0.05 quantile and 0.95 quantile of the importance weights. For the optimistic

estimator, the largest and smallest values are 0.01 × (w0.05)2 and 100 × (w0.95)2

where w0.05 and w0.95 are the 0.05 and 0.95 quantile of the importance weights.

For the off-policy learning experiments, we only consider the shrinkage coef-

ficients in {0.0, 0.1, 1, 10, 100, 1000,∞} during training, while for model selection,

we use the same grid as in the evaluation experiments.

MRDR. [21] propose training the regression model with a specific choice of

weighting z, which we also use in our experiments. When the evaluation policy

π is deterministic, they set z(x, a) = 1{π(x) = a} · 1−µ(a|x)

µ(a|x)2 . For stochastic policies,

following the implementation of Farajtabar et al., we sample ai ∼ π(· | xi) for each

example in the dataset used to train the reward predictor. Then we proceed as

if the evaluation policy deterministically chooses ai on example xi.

Ablation study for deterministic target policy. Since MRDR is more suited to

deterministic policies, we also report the results of our regressor and shrinkage

ablations for a deterministic target policy π1,det in Table B.2. As with the stochas-

tic policies, the estimator influences the choice of reward predictor, but note that

z = 1 and z = w are more favorable here. This is likely due to high variance suf-

fered from training with z = w2, because the importance weights are larger with

a deterministic policy. Our shrinkage ablation reveals that both estimator types

are important also when the target policy is deterministic.
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Ablation study for model selection. In Table B.3, we show the comparison of

different model selection methods under different reward predictors and differ-

ent shrinkage types. In most cases, Dir-all (DRs-direct where the bias bound is

estimated as the pointwise minimum of (1) the bias, (2) the optimistic bound and

(3) the pessimistic bound) and Up-all (all bias estimates are adjusted by adding

twice standard error before taking pointwise minimum) are most frequently sta-

tistically indistinguishable from the best, which suggests that our proposed bias

estimate (by taking pointwise minimum of the three) is robust and adaptive.

Comparisons across additional experimental conditions. In Figure B.1

and Figure B.2, we compare our new estimators, DRs-direct and DRs-upper,

with baselines across various conditions (apart from deterministic versus

stochastic rewards from the main paper). We first investigate the performance

under friendly logging (logging and evaluation policies are derived from the

same deterministic policy, π1,det), adversarial logging (logging and evaluation poli-

cies are derived from different policies π1,det, π2,det), and uniform logging (logging

policy is uniform over all actions). Then we plot the performance in the small

sample regime, where we aggregate the 108 conditions (6 logging policies, 9

datasets, deterministic/stochastic reward) at just 200 bandit samples.

Comparisons across all reward predictors. In Table B.4–Table B.8, we com-

pare the performance of DRs-direct and DRs-upper against baselines across var-

ious choices of reward predictors. We begin with using the best reward predic-

tor type for each method (matching the setting of the main paper), and then con-

sider each reward predictor in turn, across all estimators. We report the number

of conditions where each estimator is statistically indistinguishable from the
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Dataset Glass Ecoli Vehicle Yeast PageBlok OptDigits SatImage PenDigits Letter

Actions 6 8 4 10 5 10 6 10 26

Examples 214 336 846 1484 5473 5620 6435 10992 20000

Table B.1: Dataset statistics.

best, and the number of conditions where each estimator statistically dominates

all others. DRs-upper is most often in the top group and most often the unique

winner. DRs-direct is also better than snIPS, snDR, and SWITCH. These results

suggest that our shrinkage estimators are robust to different choices of reward

predictors, and not just limited to the recommended set {η̂ ≡ 0, z = w2}.

Robustness of DRs-direct and DRs-upper (w.r.t. inclusion of more reward pre-

dictors) In Figure B.3, we test the robustness of our proposed methods as

we incorporate more reward predictors. Our practical suggestions is to use

{η̂ ≡ 0, z = w2} (shown as DRs-direct and DRs-upper in the figure). Here we

also evaluate these methods when selecting from all reward predictors in the

set {η̂ ≡ 0, z ≡ 1, z = w, z = w2,MRDR} (shown as DRs-direct (all) and DRs-upper

(all) in the figure). For DRs-direct, the curves almost match, suggesting that it is

quite robust. However, DRs-upper is less robust to including additional reward

predictors.

Learning curves. At the end of appendix, we provide learning curves across

all conditions. Dataset glass is excluded since we only ran it for a single sample

size n = 214.
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η̂ ≡ 0 z ≡ 1 z = w z = w2 MRDR

DM 0 (0) 54 (30) 59 (23) 35 (4) 24 (6)
DR 28 (1) 94 (11) 85 (0) 85 (1) 85 (0)
snDR 65 (7) 86 (7) 79 (0) 72 (0) 71 (0)
DRs 14 (9) 51 (17) 65 (14) 54 (6) 47 (4)

DRps DRos

η̂ ≡ 0 13 59
z ≡ 1 29 55
z = w 26 66
z = w2 30 67
MRDR 29 63

Table B.2: Ablation analysis for deterministic target policy π1,det across experi-
mental conditions. Left: we compare reward predictors using a fixed estimator
(with oracle tuning if applicable). We report the number of conditions where
a regressor is statistically indistinguishable from the best and, in parenthesis,
the number of conditions where it statistically dominates all others. Right: we
compare different shrinkage types using a fixed reward predictor (with oracle
tuning) reporting the number of conditions where one statistically dominates
the other.

B.4.2 Experimental Details for Combinatorial Actions

Hyperparameter grid. We select the hyperparameter λ from the grid of 15 ge-

ometrically spaced values, with the smallest value 0.01 × (w0.05)2 and the largest

value 100 × (w0.95)2, where w0.05 and w0.95 are the 0.05 and 0.95 quantiles of the

weights w(xi, ai) on the logged data. We also add two boundary values λ = 10−50

and λ = 1030 to include DM and DR-PI as special cases.

Basis construction. We use the logging distribution supported on a linearly

independent set of actions, i.e., a basis, constructed following Algorithm 2. The

number of elements of the basis for the action space of lists of length ℓ out of m

items is 1 + ℓ(m − 1).
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Algorithm 2 Constructing basis for the action space of lists of length ℓ out of m

items.
Actions a are represented as tuples of size ℓ with entries a[i] ∈ {0, · · · ,m − 1}, indexed by
i ∈ {0, · · · , ℓ − 1}.
Actions a correspond to vectors in Rℓm, obtained by representing each a[i] as a vector of
standard basis in Rm,
and concatenating these vectors.

Assume: Greedy action is the tuple g = [1, 2, . . . , ℓ]

Initialize B = {g}
for i = 1 to ℓ − 1 do

Set a = g

Set a[0] = i and a[i] = 0, B = B ∪ {a}
end for
for j = ℓ to m − 1 do

Set a = g

Set a[0] = j and B = B ∪ {a}
end for
for i = 1 to ℓ − 1 do

for i′ = 1 to ℓ − 1 such that i , i′ do
Set a = g

Set a[0] = i, a[i] = i′ and a[i′] = 0, B = B ∪ {a}
end for
for j = ℓ to m − 1 do

Set a = g

Set a[0] = i, a[i] = j and B = B ∪ {a}
end for

end for
for i = 1 to ℓ − 1 do

Set a = g

Set a[0] = ℓ, a[i] = 0 and B = B ∪ {a}
end for
Return B

Figure B.1: CDF plots of normalized MSE aggregated across all conditions with
friendly scenario (left) and adversary scenario (right).
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Dir-all Dir-naive Dir-opt Dir-pes Up-all Up-naive Up-opt Up-pes

0-pes 71 67 74 78 63 60 79 79
0-opt 75 68 71 81 64 62 66 81
0-best 63 59 67 74 56 54 64 76
w2-pes 47 41 5 3 72 71 5 3
w2-opt 47 40 3 2 73 70 3 2
w2-best 47 42 4 3 75 72 4 3
best-pes 51 46 7 5 69 70 6 5
best-opt 49 46 7 3 69 70 5 3
best-best 50 46 8 4 71 70 6 4
all-best 49 46 7 6 65 67 6 6

Table B.3: Comparison of model selection methods when paired with differ-
ent reward predictor sets and shrinkage types. As in other tables, we record
the number of conditions in which this model selection method is statistically
indistinguishable from the best, for fixed reward predictor set and shrinkage
types. Columns are indexed by model selection methods, “Dir” denotes tak-
ing sample average and “Up” denotes inflating sample averages with twice the
standard error. “Naive” denotes directly estimating bias, “opt” denotes esti-
mating optimistic bias bound, “pes” denotes pessimistic bias bound, and “all”
denotes taking the pointwise minimum of all three. Rows are indexed by re-
ward predictors: η̂ ≡ 0, z = w2, “best” denotes selecting over both, and “all”
denotes selecting over these and additionally z = 1, z = w, and MRDR. Rows are
also indexed by shrinkage type, optimistic, pessimistic, and best, which denotes
model selection over both.

Figure B.2: CDF plots of normalized MSE aggregated across all conditions with
uniform logging policy scenario (left) and small data regime (right).
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Figure B.3: Robustness test for DRs-direct and DRs-upper. DRs-direct (all) and
DRs-upper (all) means the corresponding method with reward predictor select
from all possible cases {η̂ = 0, z = 1, z = w, z = w2} and MRDR.

snIPS DM snDR SWITCH DRs-direct DRs-upper

Best or Tied 1 39 1 1 27 56
Unique Best 0 28 0 0 14 52

Table B.4: Significance testing for different estimators across all conditions, with
each estimator using its best reward predictor (DM uses z = 1, snDR uses z = w,
while SWITCH and DRs use reward from {η̂ = 0, z = w2}). In the top row, we
report the number of conditions where each estimator is statistically indistin-
guishable from the best, and in the bottom row we report the number of condi-
tions where each estimator is the uniquely best.

snIPS DM snDR SWITCH DRs-direct DRs-upper

Best or Tied 10 39 19 15 25 49
Unique Best 0 23 3 1 5 43

Table B.5: Significance testing for different estimators across all conditions (DM,
snDR use reward z = 1, while SWITCH and DRs use reward from {η̂ = 0, z = 1}).
In the top row, we report the number of conditions where each estimator is
statistically indistinguishable from the best, and in the bottom row we report
the number of conditions where each estimator is the uniquely best.
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snIPS DM snDR SWITCH DRs-direct DRs-upper

Best or Tied 3 44 5 5 30 58
Unique Best 0 23 0 0 6 51

Table B.6: Significance testing for different estimators across all conditions (DM,
snDR use reward z = w, while SWITCH and DRs use reward from {η̂ = 0, z = w}).
In the top row, we report the number of conditions where each estimator is
statistically indistinguishable from the best, and in the bottom row we report
the number of conditions where each estimator is the uniquely best.

snIPS DM snDR SWITCH DRs-direct DRs-upper

Best or Tied 5 36 5 4 43 63
Unique Best 0 15 0 0 13 46

Table B.7: Significance testing for different estimators across all conditions (DM,
snDR use reward z = w2, while SWITCH and DRs use reward from {η̂ = 0, z =

w2}). In the top row, we report the number of conditions where each estimator
is statistically indistinguishable from the best, and in the bottom row we report
the number of conditions where each estimator is the uniquely best.

snIPS DM snDR SWITCH DRs-direct DRs-upper

Best or Tied 10 17 8 10 37 73
Unique Best 0 7 0 0 17 57

Table B.8: Significance testing for different estimators across all conditions (DM,
snDR use reward estimated from MRDR, while SWITCH and DRs use reward
from {η̂ = 0,MRDR}). In the top row, we report the number of conditions where
each estimator is statistically indistinguishable from the best, and in the bottom
row we report the number of conditions where each estimator is the uniquely
best.
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APPENDIX C

APPENDIX FOR CHAPTER 5

C.1 Details for Continuous Contextual Bandits Experiments

C.1.1 The Simulation Environment.

Here, we explain some of the important details of the simulation environment.

The simulator is initialized with a dx dimensional context space and action space

[0, 1]d for some parameter d. For our experiments we simply take d = 1. There is

also a hidden parameter matrix β⋆ ∼ N(0, I) with β⋆ ∈ Rd×dx . In each round, con-

texts are sampled iid fromN(0, I), then the optimal action a⋆(x) ≔ σ(β⋆x), where

σ(z) = ez

ez+1
is the standard sigmoid, and the function is applied component-wise.

This optimal action a⋆ is used in the design of the reward functions.

We consider two different reward functions called “absolute value” and

“quadratic.” The first is simply ℓ(a) ≔ 1−min(L
∥∥∥ a − a⋆(x)

∥∥∥
1
, 1), while the latter

is ℓ(a) ≔ 1 −min(L/4
∑d

j=1(a j − a⋆
j
(x))2, 1). Here L is the Lipschitz constant, which

is also a configurable.

For policies, the uniform logging policy simply chooses a ∼ Unif([0, 1]d) on

each round. Other logging and target policies are trained via regression on 10

vector-valued regression samples (x, a⋆(x) + N(0, 0.5 · I)) where x ∼ N(0, I). We

use two different regression models: linear + sigmoid implemented in PyTorch,

and a decision tree implemented in scikit-learn. Both regression procedures

yield deterministic policies, and in our experiments we take this policies to be

πT.
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For πL we implement two softening techniques following [21], called

“friendly” and “adversarial,” and both techniques take two parameters α, β.

Both methods are defined for discrete action spaces, and to adapt to the con-

tinuous setting we partition the continuous action space into m bins (for one-

dimensional spaces). We round the deterministic action chosen by the regres-

sion model to its associated bin, run the softening procedure to choose a (po-

tentially different) bin, and then sample an action uniformly from this bin. For

higher dimensional action spaces, we discretize each dimension individually, so

the softening results in a product measure.

Friendly softening with discrete actions is implemented as follows. We sam-

ple U ∼ Unif([−0.5, 0.5]) and then the updated action is πdet,disc(x) with prob-

ability α + βU and it is uniform over the remaining discrete actions with the

remaining probability. Here πdet,disc is the deterministic policy obtained by the

regression model, discretized to one of the m bins. Adversarial softening instead

is uniform over all discrete actions with probability 1 − (α + βU) and it is uni-

form over all but πdet,disc(x) with the remaining probability. In both cases, once

we have a discrete action, we sample a continuous action from the correspond-

ing bin.

The simulator also supports two different kernel functions: Epanechnikov

and boxcar. The boxcar kernel is given by K(u) = 1
2
1{| u | ≤ 1}, while Epanech-

nikov is K(u) = 0.75 · (1 − u2)1{| u | ≤ 1}. We address boundary bias by normal-

izing the kernel appropriately, as opposed to forcing the target policy to choose

actions in the interior. This issue is also discussed in [37].

Finally, we also vary the number of logged samples and the Lipschitz con-

stant of the loss functions.
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C.1.2 Experiment Details

Data collection process. All data are synthetically generated as described

above.

Dataset and Simulation Environment. We will make the simulation environ-

ment publicly available.

Excluded Data. No excluded data.

Training/Validation/Testing allocation. There is no training/validation/testing

setup in off policy evaluation. Instead all logged data are used for evaluation.

Hyper-parameters. Hyperparameters used in the experimental conditions are:

n ∈ 101:5, h ∈ {2−(1:7), L ∈ {0.1, 0.3, 1, 3, 10}, in addition to the other configurable

parameters (e.g., softening technique, kernel, logging policy, target policy).

Evaluation runs. There are 1000 conditions, each with 30 replicates with differ-

ent random seeds.

Description of experiments. For each condition, determined by logging pol-

icy, softening technique, target policy, sample size, lipschitz constant, reward

function, and kernel type, we generate n logged samples following πL, and 100k

samples from πT to estimate the ground truth V(πT). All fixed-bandwidth es-

timators and SLOPE are calculated based on the same logged data. The MSE

is estimated by averaging across the 30 replicates, each with different random

seed.

For the learning curve in the right panel of 5.3 the specific condition shown

is: uniform logging policy, linear+sigmoid target policy, L = 3, absolute value

174



reward, boxcar kernel. MSE estimates are measured at n = {1, 3, 7} × 101:3 ∪

{10, 000}. We perform 100 replicates for this experiment.

Measure and Statistics. Results are shown in Figure 5.3. Statistics are based on

empirical CDF calculated by aggregating the 1000 conditions. Typically there

are no error bars for such plots. Pairwise comparison is based on paired t-test

over all pair of methods and conditions, with significance level 0.05. The learn-

ing curve is based on 100 replicates, with error bar corresponding to ±2 standard

errors shown in the plots.

Computing infrastructure. Experiments were run on Microsoft Azure.

C.2 Details for Reinforcement Learning Experiments

C.2.1 Experiment Details

Environment Description. We provide brief environment description below.

More details can be found in [87, 88, 12].

• Mountain car is a classical benchmark from OpenAI Gym. We make the

same modification as [88]. The domain has 2-dimensional state space (po-

sition and velocity) and one-dimensional action {left,nothing,right}. The

reward is r = −1 for each timestep before reaching the goal. The initial

state has position uniformly distributed in the discrete set {−0.4,−0.5,−0.6}

with velocity 0. The horizon is set to be H = 250 and there is an absorb-

ing state at (0.5, 0). The domain has deterministic dynamics, as well as

deterministic, dense reward.
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• Graph and Graph-POMDP are adopted from [88]. The Graph domain has

horizon 16, state space {0, 1, 2, · · · , 31} and action space {0, 1}. The initial

state is x0 = 0, and we have the state-independent stochastic transition

model with P(xt+1 = 2t + 1|a = 0) = 0.75, P(xt+1 = 2t + 2|a = 0) = 0.25,

P(xt+1 = 2t + 1|a = 1) = 0.25, P(xt+1 = 2t + 2|a = 1) = 0.75. In the dense

reward configuration, we have r(xt, at, xt+1) = 2(xt+1 mod 2) − 1 ∀t ≤ T .

The sparse reward setting has r(xt, at, xt+1) = 0 ∀t < T − 1 with reward

only at the last time step, according to the dense reward function. We

also consider a stochastic reward setting, where we change the reward to

be r(xt, at, xt+1) ∼ N(2(xt+1 mod 2) − 1, 1). Graph-POMDP is a modified

version of Graph where states are grouped into 6 groups. Only the group

information is observed, so the states are aliased.

• Gridworld is also from [88]. The state space is an 8 × 8 grid with four

actions [up, down, left, right]. The initial state distribution is uniform

over the left column and top row, while the goal is in the bottom right

corner. The horizon length is 25. The states belongs to four categories:

Field, Hole, Goal, Others. The reward at Field is -0.005, Hole is -0.5, Goal

is 1 and Others is -0.01. The exact map can be found in [88].

• Hybrid Domain is from [87]. It is a composition of two other domains from

the same study, called ModelWin and ModelFail. The ModelFail domain

has horizon 2, four states {s0, s1, s2, sa} and two actions {0, 1}. The agent

starts at s0, goes to s1 with reward 1 if a = 0, and goes to s2 with reward if

a = 1. Then it transitions to the absorbing state sa. This environment has

partial observability so that {s0, s1, s2} are aliased together.

In the hybrid domain the absorbing state sa is replaced with a new state

s1 in the ModelWin domain. This domain has four states {s1, s2, s3, sa}. The
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action space is {0, 1}. The agent starts from s1. Upon taking action a = 0,

it goes to s2 with probability 0.6 and receives reward 1, and goes to s3

with probability 0.4 and reward -1. If a = 1, it does the opposite. From

s2 and s3 the agent deterministically transitions to s1 with 0 reward. do a

deterministic transition back to s1 with 0 reward. The horizon here is 20

and x20 = sa. The states are fully observable.

Models. Instead of experiment with all possible approaches for direct model-

ing, which is quite burdensome, we follow the high-level guidelines provided in

Table 3 of [88]’s paper: for Graph, PO-Graph, and Mountain Car we use FQE be-

cause these environments are stochastic and have severe mismatch between log-

ging and target policy. In contrast, Gridworld has moderate policy mismatch,

so we use Qπ(λ). For the Hybrid domain, we use a simple maximum-likelihood

approximate model to predict the full transition operator and rewards, and plan

in the model to estimate the value function.

Policy. For Gridworld and Mountain Car, we use ǫ-Greedy polices as logging

and target policies. To derive these, we first train a base policy using value

iteration and then we take π(a⋆|x) = 1 − ǫ and π(a | x) = ǫ/(|A| − 1) for a , a⋆(x),

where a⋆(x) = argmax Q̂(x, a) for the learned Q̂ function. In Gridworld, we take

the following policy pairs: [(1, 0.1), (0.6, 0.1), (0.2, 0.1), (0.1, 0.2), (0.1, 0.6)], where

the first argument is the ǫ parameter for . For Mountain Car domain, we take the

following policy pairs: [(0.1, 0), (1, 0), (1, 0.1), (0.1, 1)] where the first argument is

the parameter for πL and the second is for πT. For the Graph and Graph-POMDP

domain, both logging and target policies are static polices with probability p

going left (marked as a = 0) and probability 1 − p going right (marked as a = 1),
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i.e., π(a = 0|x) = p and π(a = 1|x) = 1 − p ∀x. In both environments, we vary p of

the logging policy to be 0.2 and 0.6, while setting p for target policy to be 0.8. For

the Hybrid domain, we use the same policy as [87]. For the first ModelFail part,

πL(a = 0) = 0.88 and πL(a = 1) = 0.12, while the target policy does the opposite.

For the second ModelWin part, πL(a = 0|s1) = 0.73 and πL(a = 1|s1) = 0.27,

and the target policy does the opposite. For both policies, they select actions

uniformly when s ∈ {s2, s3}.

Other parameters. For both the Graph and Graph-POMDP, we use γ = 0.98

and N ∈ 27:10. For Gridworld, γ = 0.99 and N ∈ 27:9. For Mountain Car, γ = 0.96

and N ∈ 28:10. For Hybrid, γ = 0.99 and N ∈ {10, 20, 50, · · · , 10000, 20000, 50000}.

Each condition is averaged over 100 replicates.

Dataset and Simulation Environment. The Mountain Car environment is

downloadable from OpenAI [12]. Graph, Graph-POMDP, Gridworld, and the

Hybrid domain are available at https://github.com/clvoloshin/OPE-tools,

which is the supporting code for [88].

Hyper-parameters. Hyperparameters (apart from those optimized by SLOPE)

are optimized followng the guidelines of [88]. For MountainCar, the direct

model is trained using a 2-layer fully connected neural network with hidden

units 64 and 32. The batch size is 32 and convergence is set to be 1e − 4, net-

work weights are initialized with truncated Normal(0, 0.1). For tabular models,

convergence of Graph and Graph-POMDP is 1e − 5 and Gridworld is 4e − 4.

Evaluation runs. All conditions have 100 replicates with different random

seeds.
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Description of experiments. For each condition, determined by the choice of

environment, stochastic/deterministic reward, sparse/dense reward, stochas-

tic/deterministic transition model, logging policy πL, target policy πT and sam-

ple size N. We generate N logged trajectories following πL, and 10000 samples

from πT to compute the ground truth V(πT). All baselines and SLOPE are calcu-

lated based on the same logged data. The MSE is estimated by averaging across

the 100 replicates, each with different random seed.

Measure and Statistics. Results are shown in Figure 5.4. Statistics are based

on empirical CDF calculated by aggregating the 106 conditions. Typically there

are no error bars in ECDF plots. Pairwise comparison is based on paired t-test

over all pair of methods over all conditions. Each test has significance level 0.05.

Learning curve is based on Hybrid domain with 128 replicates, with error bar

corresponding to ±2 standard errors shown in the plots.

Computing infrastructure. RL experiments were conducted in a Linux com-

pute cluster.
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APPENDIX D

APPENDIX FOR CHAPTER 6

D.1 Experiment Details

Datasets and baseline. We follow a 75:10:15 train-validation-test split for

credit card fraud detection dataset, while for CIFAR10 already coming with a

train-test split, we keep 10% of the training set as validation set. Baseline esti-

mators are IPS and DM, the hyperparameters (learning rate, L2 regularization)

are optimized for all the methods based on the validation set.

Bandit data generation. For CIFAR10, given supervised data in the format of

{xi, a
∗
i }ni=1

where xi denotes the 3072 features and a∗i denotes the correct label of

data (ranging from 0 to 9), under logging policy µ, the logged bandit data is

generated by drawing ai ∼ µ(A|xi), then a deterministic reward is defined as

1I{ai=a∗
i
}. For the credit card fraud detection dataset, we aim to have continuous

rewards rather than binary. To do so, we throw away the class label and only use

the data features for each sample to generate bandit data. To be specific, for each

sample with a 28-dimensional feature vector, we define the first 20 features as

the contextual information, and use the remaining 8 features as the underlying

true reward for 8 different actions (with normalization).

Logging policy. For CIFAR, we learn the softmax logging policy on 35K

full-information data points as a multi-class classification problem with cross-

entropy loss. Similar as the experiments on BanditNet [33], we adopt the con-

ventional ResNet20 architecture but restrict training after a mere two epochs
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to derive a relative stochastic policy, since it will be easier to add temperature

later to control its stochasticity and support deficiency. Similarly, for the credit

card fraud detection dataset, the softmax logging policy is learned on 8K full-

information data points by treating it as a multi-class classification problem us-

ing cross-entropy loss and the label being the action with the highest reward

on this specific context. For CIFAR, the logging policy we trained has a 57.43%

accuracy on the test-set; whereas for the credit card fraud detection dataset, the

logging policy has an expected true reward of 0.71.

Reward estimator. For each experiment, we train a different regression func-

tion using the full bandit dataset. We use the same architecture as the one used

for off-policy learning (ResNet20 for CIFAR10, two layer neural network for the

Credit Card dataset) - where the final layer is the size of the actions, specifying

the reward for each action given a particular context. The regression function is

trained using the MSE objective.

Model selection details. We provide the model selection result for credit card

in Table D.1. In this dataset, both DM and MinSup achieve near-oracle perfor-

mance under different levels of support deficiency. In Figure D.1, we test how

various estimators perform under model-misspecification on the CIFAR dataset.

As the number of input feature decreases. the quality of DM diminishes, which

affects its performance used in model selection. MinSup is pretty robust under

model misspecification.
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% Unsupp. Oracle DM Cons. Extra. MinSup
0 0.793 0.793 0.793 0.793

20 0.803 0.791 0.791 0.803

45 0.799 0.798 0.795 0.799
60 0.797 0.797 0.797 0.796
75 0.778 0.778 0.766 0.778

80 0.774 0.759 0.751 0.759

Table D.1: Model selection results for Credit Card with varying levels of support
deficiency in the logging policy.

Figure D.1: Model selection results for various support deficiencies and differ-
ent levels of model misspecifications on CIFAR.
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