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Oblivious RAM (ORAM), introduced by Goldreich and Ostrovsky (STOC’87,

J. ACM’96), is a data-structure that compiles any program in the Random-Access Ma-

chine (RAM) model into a functionally equivalent RAM program whose memory accesses

are provably “unintelligible”. That is, for any ORAM-compiled program, the sequence of

accesses must be either computationally indistinguishable or identically distributed; such

ORAM schemes are said computationally secure or perfectly secure, respectively. The over-

head of an ORAM scheme is defined as the multiplicative factor on the running time of the

compiled program compared to the time of the original program. Goldreich and Ostrovsky

proved that the overhead roughly depends on the memory space N that is consumed by the

original program, but pinning down the overhead asymptotically had been an open problem

for three decades.

In this dissertation, we construct the first asymptotically optimal ORAM, OptORAMa,

that is computationally secure and achieves O(logN) overhead. OptORAMa matches both

lower bounds proved by Goldreich and Ostrovsky and Larsen and Nielsen (CRYPTO’18),

and hence it closed the three-decade open problem.

To further expand the landscape of ORAM and oblivious algorithm, we consider several

directions: parallelization, perfect security, and RAM models with large cells. For paral-

lelization, we consider obliviousness in the classic Parallel RAM (PRAM) model: proposed

by Boyle, Pass, and Chung (TCC’16-A), Oblivious PRAM (OPRAM) is the counterpart of

ORAM in the PRAM model. The overhead of OPRAM in terms of parallel time is still open,

and it is tempting to improve OPRAM schemes using the ideas of OptORAMa. Among the



building blocks of OptORAMa, oblivious tight compaction is an inevitable one: a tight com-

paction algorithm takes as input an array of elements each tagged with 0 or 1 and then

outputs the elements sorted according to their tags. Oblivious tight compaction has been

a problem of independent interest due to the relevance in ORAM, sorting, and selection

problems. In this dissertation, we construct the first optimal oblivious tight compaction in

PRAM model: it runs in linear total work and logarithmic parallel time, matching the lower

bound of parallel time by Cook, Dwork, and Reischuk (SICOMP’86). Our tight compaction

is a first step toward optimal OPRAM.

In the second direction, we improve the overhead of perfect ORAM/OPRAM (recall that

a perfect O(P)RAM is an O(P)RAM such that the accesses are identically distributed). Per-

fect ORAM, first constructed by Damg̊ard, Meldgaard, and Nielsen (TCC’11), is an essential

primitive used in various protocols, including searchable encryption and even OptORAMa.

Our perfect OPRAM improves the overhead to O(log3N/ log logN), it is the first improve-

ment in overhead since Damg̊ard et al., and its construction demonstrates the versatility of

optimal oblivious parallel tight compaction.

Finally, we consider the scenario that an ORAM-compiled program runs on a memory

array of cells while the original runs on a memory array of words, where the cell and the

word sizes differ in the number of bits. We noticed that OptORAMa matches the best known

lower bound (either Larsen and Nielsen or Goldreich and Ostrovsky) only when the cell size

equals to the word size, and that there is a wide-open gap between the upper and lower

bounds when cell size is larger. Superficially, it seemed that we could reduce the overhead of

ORAMs in the setting of larger cells. However, this dissertation improves the lower bound:

the overhead of ORAMs can only be reduced marginally with respect to increased cell size,

significantly reduced the wide-open gap.
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CHAPTER 1

INTRODUCTION

Oblivious random-access machine (ORAM), first proposed by Goldreich and Ostro-

vsky [65, 67], is a technique to compile any program into a functionally equivalent one,

but whose memory access patterns are independent of the program’s secret inputs, where

both the original and the compiled program are in the random-access machine (RAM)

model, and the access pattern is the sequence of addresses accessed in the memory.

The overhead of an ORAM is defined as the (multiplicative) factor in running time

(runtime) of the compiled program. Since Goldreich and Ostrovsky’s seminal work,

ORAM has received much attention due to its applications in cloud computing, secure

processor design, multi-party computation, and theoretical cryptography (for example,

[17,53,54,62,96–98,102,115,119,120,126,130,132]).

For more than three decades, the biggest open question in this line of works is regarding

the optimal overhead of ORAM. Goldreich and Ostrovsky’s original work [65, 67] showed a

construction with O(log3N) overhead in runtime, assuming the existence of one-way func-

tions, where N denotes the memory size consumed by the original non-oblivious program.

On the other hand, they proved that any ORAM scheme must incur at least Ω(logN) over-

head, but their lower bound is restricted to schemes that treat the contents of each memory

word as “indivisible” (see Boyle and Naor [21]) and make no cryptographic assumptions.

In a recent work, Larsen and Nielsen [90] showed that Ω(logN) overhead is necessary for

all online ORAM schemes,1 even ones that use cryptographic assumptions and might per-

form non-trivial encodings on the contents of the memory. Since Goldreich and Ostrovsky’s

work, a long line of research has been dedicated to improving the asymptotic efficiency of

ORAM [29,70,86,118,121,125]. Prior to our work, the best known scheme, allowing compu-

1An ORAM scheme is online if it supports accesses arriving in an online manner, one by one. Almost all
known schemes have this property.
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tational assumptions, is the elegant work by Patel et al. [105]: they showed the existence of

an ORAM with O(logN · log logN) overhead, assuming one-way functions. In comparison

with Goldreich and Ostrovksy’s original O(log3N) result, Patel et al. seems tantalizingly

close to matching the lower bound, but unfortunately we are still not there yet and the

construction of an optimal ORAM continues to elude us even after more than 30 years.

A major goal of this dissertation is focused on resolving this long-standing problem by

showing an upper bound matching Larsen and Nielsen’s lower bound [90]: assuming one-

way functions, we constructed an ORAM scheme with O(logN) overhead. Therefore, our

ORAM scheme is optimal, which we shall elaborate in Section 1.1.1. In our construction

of optimal ORAM, we have encountered several subproblems and then improved the best

known algorithms for these problems. Among them, oblivious tight compaction and perfect

ORAM are two building blocks that are useful and technically challenging on their own, so

we elaborate on the problems and results in Sections 1.1.2 and 1.1.3.

Next, looking into the detailed constructions, to achieve better efficiency, our optimal

ORAM has relied on the technique of “memory word packing.” That is, in the RAM model

where a memory word consists of w bits, we pack multiple elements into one word when each

element is represented in less than w bits. With packing, it takes only unit time to perform

computation on multiple elements (for example, to add two vectors of integers) and thus

improves the runtime of the algorithm. Motivated by packing techniques, we then studied

the potential improvement on ORAM schemes when the memory-word size w is greater in

bits. Our result is on the lower-bound side, shown in Section 1.1.4, and the result improves

the previous best lower bounds of Larsen and Nielsen [90].

2



1.1 Our Contributions

This section summarizes our contributions. We will informally define the problems and

briefly recall the best results in the literature. Then, our results will be presented in theorem

statements, which is then followed by discussions and comparisons.

1.1.1 OptORAMa: Optimal Oblivious RAM

Recall that an oblivious RAM (ORAM) scheme compiles any RAM program into a secure

one with the same functionality. We consider the original program takes space N in logical

memory words, each word consists of w ≥ logN bits, i.e., a word is large enough to store

the logical address of any word. We consider the ORAM schemes that use a standard word-

RAM model consists of O(N) physical memory words (while each word is still w bits). We

assume that word-level addition and boolean operations can be done in unit cost, and that

the CPU has constant number of words as local storage (also known as registers, cache, or

client storage in the literature). In our ORAM construction, we additionally assume that a

single evaluation of a pseudorandom function (PRF), resulting in at least word-size number

of pseudo-random bits, can be done in unit cost.2 Note that all earlier computationally

secure ORAM schemes, starting with the work of Goldreich and Ostrovsky [65, 67], make

the same set of assumptions.

We summarize our optimal ORAM scheme in the following theorem statement.

Theorem 1.1.1 (Optimal ORAM; See Theorem 5.7.2). Assume that there is a PRF family

that is secure against any probabilistic polynomial-time adversary except with a negligible

2Alternatively, if we use the number of accesses to memory as an overhead metric, we only need to assume
that the CPU can evaluate a PRF internally without writing to memory, but the evaluation need not be
unit cost.
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small probability in λ. Assume that λ ≤ N ≤ poly(λ) for any fixed polynomial poly(·). Then,

there is an ORAM scheme with O(logN) overhead and whose security failure probability is

upper bounded by a suitable negligible function in λ for all RAM programs runs in space N

and time polynomial in N .

We remark that our result can be made statistically secure if one assumes a private

random oracle to replace the PRF (the known logarithmic ORAM lower bound [65,67,90] still

hold in this setting). Applying such replacement, the negligible function in the above theorem

is 2−ω(log λ). Notice that for the (sub-)exponential security regime, e.g., failure probability of

2−λ or 2−λ
ε

for constant ε ∈ (0, 1), perfectly secure ORAM schemes [32, 44] asymptotically

outperform known statistically or computationally secure constructions assuming that N =

poly(λ). Finally, we note that our construction suffers from huge constants due to the use

of certain expander graphs (in our oblivious tight compaction defined next); improving the

concrete constant is left for future work.

The ideas, construction, and detail analysis of our ORAM is presented in Chapter 5.

This result is also previously published in Eurocrypt 2020 [9]. The construction uses tight

compaction and perfect ORAM that are introduced next.

1.1.2 Optimal Oblivious Parallel Tight Compaction

Problem. In tight compaction one is given an array of n balls some of which are marked

0 and the rest are marked 1. The output of the procedure is an array that contains all

of the input balls except that now the 0-balls appear before the 1-balls. In other words,

tight compaction is equivalent to sorting the array according to 1-bit keys (not necessarily

maintaining order between same-key balls). Tight compaction is an important algorithmic

task by itself, e.g. as a subroutine in the classical sorting problem and also the linear-time
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median algorithm of Blum et al. [19]. Following the concept of obliviousness, we require that

the memory access patterns of an oblivious tight compaction algorithm be independent of

the input array. In the recent works [27, 30, 33] as well as the construction of our optimal

ORAM (Section 1.1.1), an efficient oblivious tight compaction plays a key role.

Previous works. Clearly a näıve method to solve oblivious tight compaction is to rely on

a sorting network such as Ajtai et al. [5] to sort the entire input of n elements, consuming

O(n log n) time. However, since general-purpose oblivious sorting must consume Ω(n · log n)

work (under the indivisibility assumption [21, 95] or assuming a well-known network cod-

ing conjecture [51]), a very natural question is whether we can accomplish oblivious tight

compaction with asymptotically better time.

Pippenger’s elegant self-routing superconcentrator construction [109] implied a determin-

istic tight compaction algorithm completing in O(n) time (see Section 1.2.2 for other classical

algorithmic results on this important abstraction). However, Pippenger’s result does not sat-

isfy obliviousness. Around the same time, another independent work by Leighton et al. [93]

showed that there is an almost oblivious randomized algorithm that accomplishes tight com-

paction except with negligible probability in n and takes O(n log log n) time — and the

algorithm’s access patterns leak only the total number of 0-balls in the input array, nothing

else. Subsequent works by Mitchell and Zimmerman [100] and Lin, Shi, and Xie [95] im-

prove upon Leighton et al. [93] by showing how to achieve full obliviousness (i.e., also hiding

the number of 0-balls) while retaining the same asymptotical time as Leighton et al. Like

Leighton et al., Mitchell and Zimmerman and Lin et al.’s algorithms are also randomized

and have a negligible probability of failure. See Section 1.2.2 for additional related works.

Our Result. We present an oblivious and deterministic algorithm for tight compaction

such that runs in O(n) time. Notice that as a deterministic oblivious algorithm, the access
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pattern is identical for any input of the same length, which satisfies the property known as

perfect obliviousness. Our algorithm is also perfectly correct for any input.

Theorem 1.1.2 (Optimal oblivious parallel tight compaction; See Theorem 3.4.1). There

exists a deterministic oblivious tight compaction algorithm such that for an input array of

n elements, the algorithm completes in O(n) time (assuming that each element fits into a

single memory word and a memory word can hold w ≥ log n bits).

Tight Compaction in Parallel RAM (PRAM) Model. Our construction of tight

compaction is actually an optimal parallel algorithm in the following PRAM model. In the

PRAM model, an algorithm uses a memory of N ′ ≥ n words and O(N ′) CPUs, where n is

the problem/input size, each word stores w ≥ logN ′ bits (the same standard assumption in

RAM models). We assume that the CPUs can only perform exclusive reads and exclusive

writes (EREW) on the memory (the most restrictive PRAM model which makes our result

stronger). In the PRAM model, the efficiency is characterized by two metrics, (total) work

is the total number of computation steps performed by all CPUs, and parallel time is the

number of parallel steps.

Due to an elegant and classical lower bound by Cook et al. [42], in EREW PRAM model,

the best parallel time is Ω(log n). Both the sorting network of Ajtai et al. [5] and Pippenger’s

superconcentrator [109] achieve optimal O(log n) parallel time. Our tight compaction in

Theorem 1.1.2 runs in O(n) work and O(log n) parallel time, which outperforms sorting

network in total work and beats superconcentrator in obliviousness. We hence claim that

our result is optimal in terms of work, parallel time, deterministic, and obliviousness.

Furthermore, our algorithm is in the “indivisible model”, i.e., while the algorithm can

perform arbitrary computations on the 1-bit keys, the elements themselves are “indivisible”

and can only be moved around in memory [21]. By asymptotically matching the best known
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non-oblivious algorithm [109], our result shows that obliviousness of tight compaction can be

obtained “for free” (other examples of such tasks are sorting [5] and parallel merge sort [41]).

In a very high level, our algorithm combines ideas, in a non black-box way, from the

non-oblivious tight compaction algorithm of Pippenger [109] together with the oblivious

yet sequential algorithm of OptORAMa. See Chapter 3 for an overview of our technical

highlights as well as the detailed algorithm. This result is also published in ITC 2020 [10].

Towards an optimal oblivious PRAM (OPRAM). Since oblivious tight compaction

is an essential building block in the construction of OptORAMa (Theorem 1.1.1), one may

wonder if our parallel tight compaction can be used to obtain a parallel version of Op-

tORAMa, i.e., an optimal oblivious PRAM (OPRAM) [20, 33]. Unfortunately, not imme-

diately: the ORAM construction is based on several other building blocks and algorithms

which are sub-optimal in terms of parallel time (e.g., oblivious Cuckoo hashing [70, 86], see

also Section 5.3.5). While our tight compaction does take us one step closer towards an

optimal OPRAM, a full resolution is left to the manuscript of Asharov et al. [11].

1.1.3 Perfect Oblivious Parallel RAM

A perfect ORAM scheme is an ORAM scheme such that the compiled program yields a

memory access pattern that is identically distributed for all original (insecure) RAM programs

taking the same running time. Hence, perfect ORAM is a stronger notion compared to

computational or statistical ORAM mentioned in Section 1.1.1.

Motivation for perfectly secure ORAMs/OPRAMs. With the exception of very few

works, most of the literature has focused on either computationally secure [9, 29, 65, 67, 70,
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86, 105] or statistically secure [4, 38, 118, 121, 125] ORAMs. Most known computationally

secure or statistically secure schemes [20, 33, 65, 67, 118, 121, 125] suffer from a small failure

probability that is negligible in the ORAM’s capacity N while achieving poly logN overhead

(where poly denotes a fixed polynomial). If the ORAM/OPRAM’s size is large, say, N ≥ λ

for some desired security parameter λ (e.g., Theorem 1.1.1), then the failure probability

would also be negligible in the security parameter. Unfortunately, for small choices of N

(e.g., N = poly log λ), these schemes actually give polylogarithmic overhead in security

parameter λ when a negl(λ) failure probability is still required, and a poly log λ overhead

equals to an undesirable NΘ(1) overhead. But we do care about small ORAMs/OPRAMs

with perfect security in λ and sub-polynomial overhead in N , since they frequently serve

as an essential building block in many application settings, such as in the construction of

searchable encryption schemes [45], oblivious algorithms [8,9,105,118] including notably, the

optimal ORAM described in Section 1.1.1.

The study of perfectly secure ORAMs/OPRAMs is partly motivated by the aforemen-

tioned mismatch. Besides, the fact that perfect security has long been a topic of interest in

the multi-party computation and zero-knowledge proof literature [59,78], and its theoretical

importance widely-accepted. Historically, perfect security is viewed as attractive since 1)

the security holds in any computational model even if quantum computers or other forms

of computers can be built; and 2) perfectly secure schemes often have clean compositional

properties.

State of affairs for perfectly secure ORAMs/OPRAMs. Despite the sustained and

lively progress in understanding the asymptotic overhead of computationally and statisti-

cally secure ORAMs/OPRAMs, our understanding of perfectly secure ORAMs/OPRAMs

has been somewhat stuck. In general, few results are known in the perfect security regime.

In 2011, Damg̊ard et al. [44] first showed a perfectly secure ORAM scheme with O(log3N)
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amortized bandwidth overhead and O(logN) physical memory space blowup, where the space

blowup is the ratio between the physical space consumed by the scheme compared to the in-

secure space N . Recently, Chan et al. [32] show an improved and simplified construction that

removed the logN space blowup; and moreover, they showed how to extend the approach

to the parallel setting resulting in a perfectly secure OPRAM scheme with O(log3N) over-

head. There is no known super-logarithmic lower bound for perfect security, and thus we do

not understand yet whether the requirement of perfect security would inherently incur more

overhead than computationally or statistically secure ORAMs. Therefore, an exciting and

extremely challenging open direction is to understand the exact asymptotic complexity of

perfectly secure ORAMs and OPRAMs, that is, to seek a matching upper- and lower-bound.

This is a very ambitious goal and in this work, we take the next natural step forward. Since

all prior upper bounds seem stuck at O(log3N), we ask the following natural question: does

there exist an ORAM/OPRAM with o(log3N) asymptotic overhead?

The large gap between expected and deterministic performance bounds. To

achieve perfect security, the prior perfect ORAM/OPRAM constructions pay a price: specif-

ically their algorithms are Las Vegas, and the stated O(log3N) overhead is in an expected

sense. Their ORAMs can occasionally run longer than O(log3N) time if certain unlucky

events happen (where the unlucky events are identically distributed for all inputs so that

the scheme remains perfectly secure). Moreover, the smaller the choice of N , the more likely

that the ORAM can run much longer than the expectation.

Raskin et al. [113] recently pointed out that this issue was somewhat shoved under the

rug in prior works on perfect ORAMs/OPRAMs, and they were the first to ask how to

construct perfect ORAMs with deterministic performance bounds. To avoid confusion, note

that all ORAM schemes with non-trivial efficiency must be randomized algorithms; however,

their performance bounds can be made deterministic (i.e., deterministic performance bounds

9



does not mean that the algorithm is deterministic). Raskin et al. showed a perfectly secure

ORAM with a deterministic simulation overhead O(
√
N logN

log logN
) (assuming O(1) client-side

storage3). While conceptually interesting, in comparison with the O(log3N) schemes [32,44],

the price to obtain deterministic bounds seems high. Therefore, another natural question

is, does there exist perfectly secure ORAMs/OPRAMs with deterministic polylogarithmic

overhead?

Our Results

Our contributions are two-fold. First, following Raskin et al., we make another effort at

systematizing the performance metrics for perfect ORAM/OPRAMs. Besides expected and

deterministic performance bounds, we additionally consider the notion of high-probability

performance bounds (explained below). Second, we show novel perfect ORAM/OPRAM

constructions with asymptotical performance improvements for all three types of performance

metrics: expected, high-probability, and deterministic.

Revisiting the performance metrics for perfectly secure ORAMs/OPRAMs. We

consider the following performance bounds for ORAM/OPRAMs:

1. Expected performance bounds. Suppose that the original RAM/PRAM runs in (paral-

lel) time T , and the corresponding ORAM/OPRAM runs in expected (parallel) time

χ ·T , then we say that the ORAM/OPRAM satisfies expected simulation overhead (or

expected overhead) χ.

2. High-probability performance bounds. Suppose that the original RAM/PRAM runs

in (parallel) time T , and the corresponding ORAM/OPRAM runs in (parallel) time

3Their overhead can be improved to O(
√
N) if we allowed O(

√
N) client-side storage.
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χ · T with 1 − δ probability where δ is suitably small (e.g., negligibly small in some

security parameter), then, we say that ORAM/OPRAM satisfies simulation overhead

(or overhead) χ with probability 1−δ. We stress that the failure probability δ describes

the probability that the ORAM/OPRAM exceeds the performance bounds, it does

not describe security failure since the ORAM/OPRAM is perfectly secure. This is

a natural, intermediate notion that is not as stringent as deterministic performance

bounds and yet gives a strong guarantee. This notion may permit asymptotically

better schemes than insisting on deterministic performance bounds.

3. Deterministic performance bounds. Suppose that the original RAM/PRAM runs in

(parallel) time T , and the corresponding ORAM/OPRAM runs in (parallel) time χ ·

T with probability 1, then we say that the ORAM/OPRAM satisfies deterministic

simulation overhead χ.

Asymptotically better constructions for all performance metrics. Our improved

constructions are summarized in the following theorems.

Theorem 1.1.3 (Informal: perfect OPRAM with expected performance bounds). There

exists a perfectly secure OPRAM scheme that consumes only O(1) blocks of client private

cache and O(N) blocks of server-space; moreover the scheme achieves O(log3N/ log logN)

expected simulation overhead.

Theorem 1.1.4 (Informal: perfect OPRAM with high-probability performance bounds).

There exists a perfectly secure OPRAM scheme that consumes only O(1) blocks of client

private cache and O(N) blocks of server-space; moreover the scheme achieves O
(

1
log logN

·

(log3N + log2N · log2 log(1/δ) + logN · log3 log(1/δ))
)

simulation overhead with probability

1− δ.

Theorem 1.1.5 (Informal: perfect OPRAM with deterministic performance bounds). There

exists a perfectly secure ORAM scheme that achieves O(log3N/ log logN) simulation over-
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head with probability 1. For the parallel setting: there exists a perfectly secure OPRAM

scheme that achieves O(log4N/ log logN) simulation overhead with probability 1.

For both the ORAM/OPRAM schemes above, we need only O(1) blocks of client private

cache and O(N) blocks of server-space.

Our perfect OPRAM construction uses our oblivious parallel tight compaction (Sec-

tion 1.1.2) as an essential building block, demonstrating the applicability of tight compaction.

See Chapter 4 for the technical highlights and full construction. This result is also published

in ITC 2021 [34].

1.1.4 Lower Bound for Oblivious RAM with Large Cells

Through Sections 1.1.1, 1.1.2, and 1.1.3, we have assumed that the our algorithms run on a

RAM/PRAM model of w-bit words, while each element of tight compaction or each logical

word access of the O(P)RAM consists of w bits as well. In this section and Chapter 6 later,

we consider ORAM schemes in a fine-parameterized model, where the scheme runs on a

RAM with w-bit words, but each logical memory access (given to the scheme) is b ≤ w

bits. To distinguish the physical words (in the computation model) from the logical words,

we alternatively say a physical word is a cell and the physical memory space is the server.

Also, the terminology “overhead” could be misleading (since cells and words differ in sizes),

we use I/O efficiency in such setting of large cells (although the definitions are equivalent):

I/O efficiency: The total number of physical accesses to the memory of the ORAM

amortized per logical operation.4

4We chose to use I/O efficiency as our central metric since it is robust and well-defined in various ORAM
settings. I/O efficiency can be translated into communication/bandwidth by multiplying by the ORAM cell
size. See Remark 6.2.2. Historically in external-memory model, I/O efficiency is also called I/O complexity [2]
or number of cache misses [57] .
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Intuitively, increasing the cell size w while keeping the word size b of the ORAM problem

has the potential to improve I/O efficiency because each cell access can compute multiple

words (the trick is aforementioned as “memory word packing”). Motivated by such intuition,

we next briefly recall existing lower bounds as well as known ORAM schemes utilizing the

setting w � b.

Following Boyle and Naor [21], we shall distinguish between two classes of ORAM

schemes: offline and online. An ORAM scheme is online if it supports accesses ar-

riving in an online manner, one by one. An ORAM scheme is offline if it requires

all accesses to be specified at once in advance. Most known ORAM constructions

(e.g., [9, 29, 67, 70, 86, 105, 118, 121, 125]) work in the online setting as well with few ex-

ceptions (e.g., [21, 80, 117]). Also, most applications of ORAM schemes require that the

scheme is online.

Existing lower bounds. Assume that the goal is to obliviously simulate a (logical) RAM

of N logical words each of size b bits on a RAM with N ′ cells each of size w bits and using

a local storage of size m bits. In the original work of Goldreich and Ostrovsky [67] it was

shown that any ORAM scheme (even offline ones) must have I/O efficiency5

Ω

(
b

w
· logN

1 + log(m/w)

)
,

where log stands for log2 throughout this dissertation unless otherwise stated. In one sense,

this lower bound is very powerful: (1) It is pretty robust to the choice of b and w as long as

w = b, (2) it can be cast for few other efficiency metrics besides I/O [125], and (3) it applies

to schemes that have O(1) statistical failure probability. However, as observed by Boyle and

Naor [21] this lower bound only applies to schemes in the so called “balls and bins” model6

5To the best of our knowledge, the lower bound technique of Goldreich and Ostrovsky [67] was never
analyzed without assuming that w = b. For completeness, we add a proof in Section 6.6; see Theorem 6.6.2.
The bound that we state here is a little bit simplified for presentation purposes.

6In the balls and bins model, items are modeled as “balls”, CPU registers and server-side data storage
locations are modeled as “bins”, and the set of allowed data operations consists only of moving balls between
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and which do not use cryptographic assumptions, leaving the possibility of more efficient

constructions outside of this model.

In a beautiful recent work, Larsen and Nielsen [90, Theorem 2] proved a lower bound

that applies to any online ORAM scheme, even ones that are not in the balls and bins model

and ones that use cryptographic assumptions. They prove that any online ORAM must have

I/O efficiency

Ω

(
b

w
· log

(
Nb

m

))
.

Similarly to the lower bound of Goldreich and Ostrovsky [67], this lower bound is also pretty

robust to the choice of w and b as long as w = b.

Is sub-logarithmic efficiency possible? The above two lower bounds become com-

pletely trivial in the setting where, say, b = logN and w,m ∈ Θ(log2N). In this case, both

lower bounds simplify to Ω(1). This is by no means an esoteric setting of parameters. It is

quite common and natural to consider RAM algorithms that take advantage of being able

to place multiple elements in one cell and process all of them within a single memory access.

Indeed, there is a long line of work in core algorithms literature designing efficient algorithms

and studying tradeoffs in this setting (e.g., [2, 55, 68,124]).

Focusing on oblivious sorting algorithms, one notable result is due to Goodrich [68] (see

also a follow-up by Chan et al. [30]7) who showed an oblivious sorting algorithm that sorts N

elements each of size b bits with O((Nb/w)·logm/w(Nb/w)) memory probes on a RAM with

cells of size w bits and local storage of size m bits. Setting b = logN and w,m ∈ O(log3N)

(see also Theorem 6.5.2 for the parameterization), we obtain an oblivious sorting algorithm

bins. The model is similar to “indivisible” in sorting or tight compaction (Section 1.1.2). See Section 6.6 for
the definition of the model.

7Chan et al. [30]’s algorithm has the same asymptotic efficiency and it is additionally in the balls and
bins model.
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with O(N) memory probes. In contrast, when b = w we have existing Ω(N · logN) lower

bounds on the number of memory probes, either in the balls and bins model [95] or assuming

a well-known network coding conjecture [51].

Oblivious sorting is one of the core building blocks in the design of many ORAM con-

structions (for example, [9, 29, 67,70,86,105]), suggesting that it may be possible to use the

above O(N) algorithms of [30, 68] to get an ORAM construction with sub-logarithmic I/O

efficiency. This direction was pursued first by Goodrich and Mitzenmacher [68,70] and then

by Chan et al. [30], but they were only able to construct an ORAM with O(logN) I/O

efficiency,8 assuming that b = logN and w,m ∈ O(log3N). By now, we already have an

ORAM construction, as per Section 1.1.1, with O(logN) I/O efficiency assuming only b ≤ w

and m ∈ O(w).

Given the state of affairs, it is an intriguing question whether more efficient ORAM

constructions exist when w � b:

Is the linear dependence on b/w necessary?

Alternatively, is it possible to break the logarithmic barrier for ORAM efficiency if w � b?

In this work, we answer the above question negatively by showing that any online ORAM

construction, including ones that are not in the balls and bins model and perhaps use crypto-

graphic assumptions, cannot go below the logarithmic I/O efficiency barrier even if w � b.

Restricted to online schemes, for a wide ranges of parameters, our lower bound improves on

the lower bound of Goldreich and Ostrovsky [67] as well as the one of Larsen and Nielsen [90].

Specifically, we prove the following theorem.

Theorem 1.1.6 (Lower bound for ORAM; See Theorem 6.3.1). Consider a RAM with

8Actually, these works [30, 70] give ORAM constructions in a more general model called the external
memory model, where there are three entities, a CPU, a cache, and a memory. The standard ORAM setting
(which we consider here) is a special case of that model.
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memory of N cells, each of size b bits. Any online ORAM that simulates such a RAM using

cells of size w bits and local storage of size m bits, must have I/O efficiency

Ω

(
log

(
Nb

m

)
/
(

1 + log
(w
b

)))
.

When w = b, our lower bound is identical to the one of Larsen and Nielsen [90] and

is at least as good as the one of Goldreich and Ostrovsky [67]. However, when w ∈ ω(b),

our lower bound is already better than both. For example, when b = logN and w,m ∈

O(logcN) for any c ≥ 2, our lower bound is Ω(logN/ log logN) while the ones of Goldreich

and Ostrovsky [67] and Larsen and Nielsen [90] are both only Ω(1). As in Larsen and

Nielsen’s lower bound, our lower bound applies to ORAM schemes satisfying computational

indistinguishability only with probability p and having δ failure probability in correctness

for some fixed constants 0 < p, δ < 1. While this makes schemes somewhat weak, this

only makes our lower bound stronger. Lastly, let us mention that our technique is pretty

general and can be used to extend and improve other related lower bounds when w � b

(see Section 1.2.4 for pointers). For example, in Section 6.8 we extend our lower bound to

apply to the non-colluding multi-server setting, improving the recent lower bound of Larsen

et al. [91] whenever w � b.

We remark that our lower bound in Theorem 1.1.6 is tight for all settings of parameters

up to the log(w/b) factor. This is due to the construction of optimal ORAM in Section 1.1.1

achieves O(logN) I/O efficiency for all values of b ≥ logN assuming only m ≥ w ≥ b (and

assuming that one-way functions exist).9 The lower bound is proved using the “information

transfer method” due to Pǎtraşcu and Demaine [111], we will elaborate on the model, the

challenge, and the full proof in Chapter 6.

9We believe that the log(w/b) factor is necessary in the lower bound, at least for some range of parameters.
Specifically, when w,m ∈ NΘ(1) and b = logN , by re-parametrizing Path ORAM [121], we obtain an ORAM
with O(1) I/O efficiency.
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Separating offline and online ORAM. We use Theorem 1.1.6 to obtain the first sepa-

ration between offline and online ORAM schemes. Specifically, we show that when we want

to obliviously simulate a RAM with N cells of logarithmic size using a RAM with cells and

local storage of poly-logarithmic size (in N), then there is an offline ORAM with o(1) I/O

efficiency while every online ORAM must have Ω̃(logN) I/O efficiency. This separation is

essentially optimal in terms of the gap between the cost of the offline and the online oblivious

simulations.

Theorem 1.1.7 (Separating offline and online ORAM; See Theorem 6.5.1). Consider the

task of obliviously simulating a RAM with N cells each of size b = logN bits using an ORAM

with cells of size w bits and using local storage of size m bits such that w,m ∈ poly logN .

There exists an offline ORAM scheme with o(1) I/O efficiency, while every online ORAM

scheme for this task must have Ω(logN/ log logN) I/O efficiency.

We emphasize that the separation is unconditional in the sense that it neither assumes

that schemes are in the balls and bins model (for the lower bound), nor that one-way functions

exist (for the upper bound). Prior to this work, there was no such separation, even assuming

either of these assumptions (and in any range of parameters). This result is posted on

Cryptology ePrint Archive [85].

1.1.5 Additional Results

Besides the above results, during my Ph.D. program, I contributed also to several additional

research results with my collaborators. The additional results are either earlier and subsumed

by the above theorems, or less related to ORAM. To focus on the central topic of ORAM, I

include only the summaries of the additional results in Chapter 7.
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1.2 Related Works

1.2.1 Oblivious RAM and Oblivious PRAM

Oblivious RAM (ORAM) was first proposed by Goldreich and Ostrovsky in a seminal

work [65, 67]. Later, Ajtai [4] constructed the first statistically secure ORAM, that is, re-

moved the cryptographic hardness assumption. Then, Damg̊ard et al. [44] achieved the first

perfectly secure ORAM scheme, which has identically distributed memory access patterns

regardless of the inputs to the program; and thus with probability 1, no information can be

leaked about the secret inputs to the program. The parallel counterpart of ORAM, called

Oblivious Parallel RAM (OPRAM), was first proposed by Boyle, Chung, and Pass [20]. As

Boyle et al. argue, OPRAM is important due to the parallelism that is prevalent in modern

computing architectures such as multi-core processors and large-scale computing clusters.

Private information retrieval (PIR), introduced by Chor, Goldreich, Kushilevitz and Su-

dan [36], considers a setting similar to ORAM: a database of n items (x1, . . . , xn) is stored

on single or multiple servers, a client has a secret query index i ∈ [n], and the client is inter-

ested in obtaining item xi without revealing i. There are variants of PIR, e.g. preprocessed

database [16], but the client of PIRs are typically “memory-less”: that is, after the client

has resolved the query i, a fresh client can securely query another index i′ without having

any secret state from the previous client. Also, to be efficient in terms of server-client com-

munication, the constructions of PIR typically rely on the server to perform computation

before answering a query. The above two aspects differ from ORAM, and thus the notions

of PIR and ORAM model different scenarios.
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1.2.2 Tight Compaction

As mentioned, the study of compaction algorithms is core to the classical algorithms litera-

ture due to its close relations to sorting. We thus discuss additional related work.

The tight compaction problem has been studied in the core algorithms literature under

various models of computation. For PRAMs with exclusive-writes, which is the model we

considered in Section 1.1.2, a classical result by Cook et al. [42] shows that a logarithmic

lower bound exists for any algorithm even without the obliviousness or indivisibility re-

quirements. On a concurrent-read concurrent-write (CRCW) PRAM, there is a well-known

Ω(log n/ log log n)-depth lower bound for any algorithm even without the obliviousness or

indivisibility assumptions [15]. Moreover, there is a matching non-oblivious upper bound

that achieves O(log n/ log log n) depth and linear total work [112].

Another related abstraction, called stable tight compaction, aims to achieve the same

task as tight compaction, but now additionally requiring stability, i.e., in the output array,

elements with the same key must appear in the same order as the input. For oblivious

algorithm subject to the indivisibility assumptions, there is a separation between stable tight

compaction and non-stable ones. Specifically, a recent lower bound by Lin et al. [95] shows

that any oblivious algorithm subject to the indivisibility assumption must incur Ω(n · log n)

work to stably and tightly compact an arbitrary input array of n elements (while without

stability one can achieve it in O(n) work [9]). Therefore, throughout this dissertation, we

allow our tight compaction to not have to respect stability.

Due to the close relationship of tight compaction and sorting, a natural question is

whether one can design algorithms in the so-called comparison-based model where the algo-

rithm is only allowed to perform comparisons on keys and move elements around. However,

due to the well-known 0-1 principle for sorting, any comparison-based algorithm that can

19



sort an array with 1-bit keys must be able to sort any array with arbitrary keys. Thus we

cannot constrain ourselves to the comparison-based model since otherwise there would be

an Ω(n · log n) lower bound [84].

A relaxed abstraction, called loose compaction, is also studied extensively in the algo-

rithms literature [68]. Loose compaction solves the following problem: given an input array

containing n elements among which at most n/` are real and the rest are dummy (for some

constant ` > 0), compress the input array to half of the original size while not losing any

real element in this process. Pippenger’s self-routing superconcentrator [109] implies a non-

oblivious loose compaction algorithm with O(n) total work and O(log n) depth. Asharov

et al. [9], relying on Pippenger’s work, showed how to obtain oblivious loose compaction

without increasing the asymptotical overhead. Loose compaction has also received a lot of

attention in the parallel (non-oblivious) algorithms literature. There is a separation between

loose and tight compaction on a CRCW PRAM. Specifically, Bast and Hagerup [13] showed

the existence of an O(n) work and O(log∗ n) depth parallel (non-oblivious) algorithm for

performing loose compaction, while as mentioned Ω(log n/ log log n) depth is necessary for

tight compaction [15].

We note that, in the our tight compaction, we use loose compaction as an intermediate

abstraction. Here, however, we are unable to use previous constructions directly. In fact,

we introduce another relaxation of loose compaction which allows to “lose” a small fraction

of real elements. While this allows us to implement this procedure very efficiently (in work

and depth), it introduces a new challenge of correcting the mistakes in parallel afterwards.

See Section 3.1 for details.
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1.2.3 Prior ORAM Schemes with Explicit Security

In the literature, the capacity N of ORAM schemes sometimes is also used as the security

parameter, hence both efficiency and the failure probability (of security) are both expressed

in N , and thus a typical goal of security is achieve a probability negligible in N . In this

subsection, we compare our optimal ORAM with prior works explicitly using a separate

security parameter. In Section 1.1.1, we have presented the overhead of our construction

as a function of N and assuming that λ ≤ N ≤ poly(λ) and T ≤ poly(λ) for any fixed

polynomial poly(·), where N is the size of the memory, and T is a bound on the number of

accesses. In order to precisely compare with previous works, we restate our result as well

as some prior results using two parameters, N as above, δ ∈ [0, 1] as the statistical failure

probability, but no longer assume that constraint between N, T , and δ. Our construction

achieves:

Theorem 1.2.1. Assume the existence of a pseudo-random function (PRF) family. Let N

denote the maximum number of blocks stored by the ORAM. For any δ > 0, and any constant

c ≥ 1, there exists an ORAM scheme with

O

(
logN ·

(
1 +

logN

logc(1/δ)

)
+ poly log log

(
1

δ

))
amortized overhead, and for every probabilistic polynomial-timeadversary A adaptively issu-

ing at most T requests, the ORAM’s failure probability is at most T 3 · δ + δAprf where δAprf

denotes the probability that A breaks PRF security.

Previous works. We state prior results with the same parameters N, δ, for the best of

our understanding. In all results stated below we assume O(1)-word CPU local storage and

use δ to denote the ORAM’s statistical failure probability; however, keep in mind that all

computationally secure results below have an additional additive failure probability related

to the PRF’s security.
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Goldreich and Ostrovsky [65, 67] showed a computationally secure ORAM construc-

tion with O
(
log2N · log(1/δ)

)
overhead. Their work proposed the elegant hierarchical

paradigm for constructing ORAMs and subsequent works have improved the hierarchi-

cal paradigm leading to asymptotically better results. The work of Chan et al. [29]

(see also [70, 86]) showed how to improve Goldreich and Ostrovsky’s construction to

O
(
log2N/ log logN + log(1/δ) · log log(1/δ)

)
overhead. The work of Patel et al. [105]

achieved O
(

logN ·
(

log log(1/δ) + logN
log(1/δ)

)
+ log(1/δ) · log log(1/δ)

)
overhead (to the best

of our understanding).

Besides the hierarchical paradigm, Shi et al. [118] propose the tree-based paradigm for

constructing ORAMs. Subsequent works [33,38,121,125] have improved tree-based construc-

tions, culminating in the works of Circuit ORAM [125] and Circuit OPRAM [33]. Circuit

ORAM [125] achieves O
(

logN · (logN + log(1/δ))
)

overhead and statistical security. Sub-

sequently, the Circuit OPRAM work [33] showed (as a by-product of their main result on

OPRAM) that we can construct a statistically secure ORAM with O
(
log2N + log(1/δ)

)
overhead (by merging the stashes of all recursion depths in Circuit ORAM) and a com-

putationally secure ORAM with O
(
log2N/ log logN + log(1/δ)

)
overhead (by additionally

adopting a metadata compression trick originally proposed by Fletcher et al. [54]).

1.2.4 Lower Bounds of ORAM

Passive Server. It is implicit in the standard definition of an ORAM that the server

merely acts as a storage provider and does not perform any computation for the CPU,

also knowns as the client. There are constructions where the server is actively performing

computation (including memory I/O) for the client and this is not counted in the total I/O

efficiency of the scheme (e.g., [1, 46, 61–63, 114, 120]). Many of these schemes achieve sub-

logarithmic client-side I/O efficiency. Our lower bound shows that, in such cases, the server
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must have logarithmic I/O efficiency.

Unconditional oblivious lower bounds. The beautiful result and technique of Larsen

and Nielsen [90] inspired a fruitful line of works [77,79,89,91,106,107]. Most related to the

ORAM problem are [77, 79, 91, 107] on which we briefly elaborate. Jacob et al. [79] showed

that the lower bound technique of [90] can be used to show logarithmic lower bounds on

the overhead of oblivious simulation of various specific data structures like stacks, queues,

and more. Persiano and Yeo [107] showed that logarithmic overhead is necessary for RAM

simulation even if the the security requirement is differential privacy, intuitively hiding only

one access.10 Hubáček et al. [77] extended [90]’s logarithmic lower bound to the setting

where the adversary does not see boundaries between queries. Larsen et al. [91] showed that

logarithmic overhead in oblivious simulation is necessary even if data is allowed to be split

over multiple servers, only one of which is controlled by an attacker.

All of the above papers give lower bounds that mostly apply to the symmetric setting

where the cell size is identical in the given RAM and the simulated one since they suffer

from a b/w factor loss. We believe that considering those problems and extending the

lower bounds to the asymmetric setting (when possible) is intriguing, and we hope that our

techniques in this paper will be helpful. In Appendix 6.8, we show that using our techniques

it is possible to improve the lower bound of Larsen et al. [91] to not suffer from a loss of

b/w multiplicative factor even in the multi-server setting. This lower bound generalized our

main result (Theorem 1.1.6) as it implies the latter when restricting to a single server. We

refer to Appendix 6.8 for the precise problem definition and statement of the result.

We believe that similarly, using our technique, one can improve the results in [77,106] as

10The lower bound of Persiano and Yeo [107] also looses the b/w factor, similarly to Larsen and Nielsen.
Specifically, it is Ω((b/w) · log(N/m)) which is trivial if w � b. It is an open problem to improve their lower
bound in the setting where w � b.
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they rely on a similar hard distribution to that of [90]. This is left for future work.

The cell probe model. Following Larsen and Nielsen [90], our lower bound holds in an

augmented version of the well known cell probe model (to capture the obliviousness require-

ment). Details about our model are given in Section 6.2. Here, we mention some classical

and notable facts about the cell probe model. The cell probe model, introduced by Yao [131],

is a model of computation similar to the RAM model, except that all computational opera-

tions are free of charge except memory access. This model is useful in the analysis of data

structures, especially for proving lower bounds on the number of memory accesses needed to

solve a given problem.

By now, there are few techniques for proving lower bounds in the cell probe model.

The strongest technique [88, 92] can prove super-logarithmic lower bounds and therefore

should not be applicable as is to the ORAM setting where logarithmic upper bounds are

known (unless additional requirements are made). Another technique, due to Pǎtraşcu and

Demaine [111], is the so called information transfer method which is used to prove logarithmic

lower bounds in the cell probe model. Larsen and Nielsen [90] were able to use this technique

to prove their lower bound on ORAM constructions. We also use this technique. Persiano

and Yeo’s [107] lower bound, mentioned above, were able to adapt the chronogram technique

due to Fredman and Saks [56] which can also be used to prove logarithmic lower bounds.

More related works. Restricting ORAMs to the balls and bins model and symmetric

setting, Goldreich and Ostrovsky proved the first ORAM lower bound [67], Ω(logN). In the

same model, Cash et al. [26] proves that any one-round ORAM must have either Ω(
√
N)

I/O efficiency or Ω(
√
N)-bit local storage.

Proving unconditional lower bounds for some ORAM settings is very hard. Boyle and
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Naor [21] constructs an offline ORAM from any sorting circuit, where the ORAM is as

efficient as the circuit. This means that proving a super-liner lower bound for offline ORAM

without the balls and bins model is at least as hard as proving a non-trivial circuit lower

bound. Analogously, Weiss and Wichs [128] shows that, proving a lower bound for ORAM

supporting only online reads is at least as hard as either proving the circuit lower bound or

ruling out a class of locally decodable codes.

As mentioned, several ORAM constructions improved I/O efficiency by supposing cell

sizew is super-logarithmic in N . That includes not only those relied on sorting [30,68,70,120]

but also the “tree-based” constructions [118,121]. Our work is motivated by the gap between

the upper and lower bounds.
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CHAPTER 2

MODELS AND PROBLEMS

Let N be the set of natural numbers. For any n ∈ N, we define set [n] := {1, 2, . . . , n}.

For any a, b ∈ R, we denote [a, b] or (a, b) as the closed or open interval respectively between

a, b, and similarly [a, b) or (a, b] as semi-open interval. For any sequence or set S, |S| denotes

the number of elements in S. For any set S, for all n ∈ N, Sn denotes n-ary Cartesian power

of set S, that is, Sn = {(a1, a2, . . . , an) : ∀i ∈ [n], ai ∈ S}, and we define S∗ =
⋃
n∈N S

n

as the set of finite sequences. If not explicitly stated, log denotes log2. We write function

poly(x) if poly(x) = Θ(xc) for some constant c ≥ 1.

Given a function f , f(x) denotes the evaluation of f on x. Similarly given a probabilistic

algorithm A, A(x) denotes the output of A computes on x. Assigning the output or the

evaluation to a variable y is denoted as y := A(x) or y := f(x). For any finite set S, y ← S

denotes sampling y uniformly at random from S. Similarly for any well-defined probabilistic

distribution D, y ← D denotes drawing a fresh and independent sample y from D. For an

array or a list A, we denote the ith element as A[i]. Similarly, for a two-dimensional array

A, we denote A[i, j] as the element on the ith row and jth column. We slight abuse notation

and write A[i . . . j] as the subarray A[i], A[i + 1], . . . , A[j] for i < j. The concatenation of

two sequences a and b is often written as (a, b) or emphasized as a‖b.

2.1 Cryptographic Notations and Primitives

The following defines standard terminologies and notions in cryptography, where some texts

are borrowed from the textbooks of Pass [104] and Vadhan [122].

We say a function f : N→ [0, 1] is negligible if for every c ∈ N, there exists some n0 ∈ N

such that for all n > n0, f(n) ≤ 1/nc; symmetrically, we say a function g : N → [0, 1]
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is overwhelming if for every c ∈ N, there exists some n0 ∈ N such that for all n > n0,

g(n) ≥ 1−1/nc. For random variables X and Y taking values in U , their statistical difference

is

SD(X, Y ) := max
T∈U
|Pr[X ∈ T ]− Pr[Y ∈ T ]|,

and we also say that X and Y are ε-statistically close when SD(X, Y ) ≤ ε. Let {Xn}n∈N

and {Yn}n∈N be ensembles of probability distributions over {0, 1}`(n) for some polynomial `.

We say {Xn}n∈N and {Yn}n∈N are computationally indistinguishable if for all non-uniform

probabilistic polynomial time distinguisher D, there exists a negligible function f such that

for all n ∈ N, it holds that∣∣∣∣ Pr
t←Xn

[D(1n, t) = 1]− Pr
t←Yn

[D(1n, t) = 1]

∣∣∣∣ < f(n).

We say {Xn}n∈N and {Yn}n∈N are statistically indistinguishable if there exists a negligible

function f such that for all n ∈ N, it holds that

SD(Xn, Yn) < f(n).

We say {Xn}n∈N and {Yn}n∈N are identical if SD(Xn, Yn) = 0 for all n ∈ N.

2.2 Parallel Random-Access Machine

We consider algorithms and data structures in the parallel random-access machine (PRAM)

models defined as below. In the PRAM model, there is a memory and P parallel CPUs

for some P ∈ N. The memory consists of N ′ words or cells, and each word stores w bits.

Each word in the memory is indexed by a distinct address of dlogN ′e bits, and we follow

the convention N ′ ≤ 2w so that a word can store the pointer (i.e. the address) to any word.

All P CPUs are identical except that each CPU has a distinct identity numbered from 1 to

P , and each CPU has a local storage that is capable of storing at least Ω(1) words. The
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random-access machine (RAM) model is defined as the special case P = 1 of the PRAM.

Historically, memory is called as server, CPUs are called as clients, and the local storage

is called as registers or client space [65, 67, 121]. To perform computation, we follow the

standard RAM/PRAM model which allows CPUs to perform a sequence of reads, writes,

and local computation:

� read is formalized by an operation (read, a), a ∈ [N ′], where a CPU moves the (content

of) ath word in memory to the local storage of the CPU.

� write is formalized by an operation (write, a, v), a ∈ [N ′], v ∈ {0, 1}w, where a CPU sets

the value v to (content of) ath word in memory.

� Local computation allows each CPU to compute on its local storage. In upper bound

constructions, such computation is modeled by following word instructions: word-level

addition, bitwise boolean instructions (including logical AND, OR, NOT, and SHIFT),

sampling a uniformly random element from [n] for any n ∈ [2w], and evaluating a

pseudo-random function on {0, 1}w (pseudo-random function is only needed in Chap-

ter 5 and thus defined later in Definition 5.2.2). We stress that such instructions are

standard in previous schemes [29, 44, 65, 67, 70, 86, 90, 105, 121], and the constructions

in this work are restricted to them (except for the lower-bound proofs in Chapter 6).

Without loss of generality, we assume that all CPUs perform operations in cycles of read,

local compute, and then write (this is without loss of generality since it increases all efficiency

metric by at most 3 times, which is asymptotically the same). If not explicitly stated, we

consider exclusive-read and exclusive-write (EREW) which means that any two CPUs shall

not read/write the word on the same memory location simultaneously.

Efficiency metrics. The efficiency of PRAM programs is characterized by the number of

consumed by the computation. Concretely, the work, or total work, counts the number of
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operations consumed by all CPUs during a PRAM computation (where some CPUs may be

“no operation” which are not counted toward total work in some cycles). Given P CPUs,

the parallel time counts the steps of P -parallel operations consumed, where every step of P -

parallel operations is performed by P CPUs concurrently. The depth is the minimal parallel

time when an unlimited number of CPUs is provided to the PRAM program. Finally, for

(sequential) RAM programs, the time, or running time, is just the work when P = 1 so

it is consistent with the standard time complexity of RAM algorithms. Since we assumed

that PRAM programs always performs (read, local compute, write) cycles, we also abuse

terminologies and say that work, parallel time, depth, or time is the corresponding number

of reads/writes performed.

All algorithms described in this work are uniform, that is, the description length of the

algorithm is constant for any memory size N ′ or any problem size. Also notice that any

“communication” between two or more CPUs is achieved by accessing a shared location in

the memory. Thus, the communication is counted in the efficiency metrics; moreover, the

communication is thus included in the “access pattern” we next define.

2.3 Oblivious Algorithms and Data Structures

In this section, we define the access patterns of algorithms or data structures in PRAM

model and then define the obliviousness.

Oblivious algorithms. We model algorithms as non-interactive PRAM programs such

that an input is given in the memory, the algorithm computes on the input and writes

the output to the memory. The access pattern of an algorithm is defined as the memory

addresses accessed during such one-time and stateless computation.
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Definition 2.3.1 (Access patterns of algorithms). Let A be a P -CPU PRAM algorithm,

let I be an input of A, and let T be the parallel time of A computes on I. For each parallel

step t ∈ [T ], CPU p ∈ [P ], let at,p be the read or write access performed by CPU p at step

t, where at,p is either (read, a) or (write, a), a read or a write to some address a ∈ [N ′]. Let

~at := (at,1, at,2 . . . , at,P ). The access pattern of A computes on I is defined and denoted as

Access[A](I) := (~a1,~a2, . . . ,~aT ) .

When the input I is not specified, or when A is a randomized algorithm, we also call the set

of all access patterns as the access patterns of A.

We next define the obliviousness of algorithms.

Definition 2.3.2 (Oblivious algorithms). Let A be a P -CPU PRAM algorithm. We say A

is computationally (or respectively, statistically or perfectly) oblivious if for all valid inputs

I0, I1 such that |I0| = |I1|, it holds that

Access[A](I0) ≈ Access[A](I1),

where ≈ denotes that the two distributions are computationally indistinguishable (or respec-

tively, statistically indistinguishable or identical).

Remark 2.3.3. The above obliviousness works with algorithms such that compute a de-

terministic function with either perfect or statistically correctness (which means that the

output of the algorithm equals to that of the function either with probability 1 or except

for negligible probability). For example, we say a (possibly randomized) sorting algorithm

is oblivious if it satisfies the above. We will define fine-grained obliviousness later when we

want randomized outputs (e.g., shuffling an array uniformly) or requiring the input being a

distribution (e.g., the input is a uniformly shuffled array).
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Data structures. We model data structures as PRAM programs that preserves the con-

tents of the memory and the local storage over a chronological sequence of operations, where

each operation specifies an input and may require the data structure to answer an output.

That is, each operation is an input to the data structure, the data structure computes on the

operation and outputs the answer of the operation, and then the contents of the memory and

local storage (also called configuration) is preserved until the next operation is given. Notice

that the next operation is only given after the data structure has finished and answered

the previous operation. The access pattern of a data structure is defined with respect to a

sequences of operations.

Definition 2.3.4 (Access patterns of data structures). Let DS be a P -CPU PRAM data

structure that supports a family of sequences of operations {St}t∈N, where St is the set of

t-operation sequences supported by DS. For any t and s ∈ St such that s = (op1, . . . , opt),

for any i ∈ [t], let (DS; op1, . . . , opi−1) be the configuration of DS after executed op1, . . . , opi.

It follows that Access[DS; op1, . . . , opi−1](opi) is the access pattern of operation opi, and we

also write

Access[DS](opi) := Access[DS; op1, . . . , opi−1](opi)

whenever the prefix i − 1 operations are well-defined in the context. The access pattern of

DS executes s = (op1, . . . , opt) is defined and denoted as

Access[DS](s) :=
(
Access[DS](op1), . . . ,Access[DS](opt)

)
,

which is the concatenation of t sequences.

We will use the following array maintenance to describe the problem of implementing

the PRAM model using different models. In particular, the problem of oblivious (P)RAM

coincide with obliviously solving the array maintenance problem (e.g., Definition 4.1.1 and

Functionality 5.2.5).
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Definition 2.3.5 ((N, b, P )-Array maintenance problem). For any N, b, P ∈ N, let mem be

an array of N words, each word consists of b bits. The (N, b, P )-array maintenance problem

proceeds with an arbitrary number of following “request-answer” rounds. In each round,

the input is a batch of P access requests (a1, a2 . . . , aP ), where for each i ∈ [P ], ai is either

(read, addri) or (write, addri, vi), where addri ∈ [N ] denotes the memory word mem[addri] and

vi ∈ {0, 1}b is a value. As the output of this round, for each (read, addri), it is required

to answer the (current) content of memory word mem[addri], where as each (write, addri, vi)

sets vi as the (current) content of memory word mem[addri]. Each batch must be fully

answered before obtaining the next batch in the next round. Since this array emulates a

logical memory (as in a PRAM model), the addresses addri is also called “logical addresses.”

When P = 1 we write only (N, b)-array maintenance. The conflict resolution (when

read/write to the same word) in the same batch is deferred to the context.

Following the idea of oblivious algorithms, we would like to define a data structure is

oblivious if it holds that for any same-length sequence of operations, the access pattern

is indistinguishable. However, an adversary may choose the sequence of operations adap-

tively, that is, the next operation is chosen depending on the access pattern observed by the

adversary so far. We hence defer the definition to Chapters 4 and 5 when they are needed.

2.4 Oblivious Sorting

We will use the oblivious sorting at several places in our constructions. Ajtai et al. [5] shows

that there is a comparator-based circuit with O (n · log n) comparators and O(log n) depth

that can sort any array of length n.

Theorem 2.4.1 (AKS sort, Ajtai et al. [5]). There is a comparator-based, deterministic, and
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oblivious sorting algorithm (also known as AKS sort) in the PRAM model with w-bit words

that sorts n elements using O (db/we · n · log n) work and O(log n) depth, where b denotes

the length of each element in bits.

The bitonic sorting network, introduced by Batcher [14], is also comparator-based, well-

known, and highly parallel.

Theorem 2.4.2 (Bitonic sort, Batcher [14]). There is a comparator-based, deterministic,

and oblivious sorting algorithm (also known as bitonic sort) in the PRAM model with w-bit

words that sorts n elements using O
(
db/we · n · log2 n

)
work and O(log2 n) depth, where b

denotes the length of each element in bits.
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CHAPTER 3

OBLIVIOUS PARALLEL TIGHT COMPACTION

Consider an input array of n elements, each is tagged with a 1-bit key, 0 or 1. The goal

of tight compaction is to permute the elements into an output array such that all elements

that are tagged with 1 (called 1-elements) are in the front. In the output, stability is not

required, where stable means that the input ordering between any two same-key elements

is preserved in the output. Hence, tight compaction is a degenerated sorting problem that

works only for 1-bit keys. Another slightly harder problem, called distribution, is given as

input one array of n elements tagged with 1-bit keys and a destination array of n bits such

that the number of 1’s in the destination equals to the number 1-elements, and then the

output is a permutation of the n input elements such that each 0-element (or 1-element) is

aligned to a bit 0 (or 1 respectively) in the given destination.

We will present a deterministic PRAM algorithm that solves tight compaction with per-

fect obliviousness and that runs in O(n) work and O(log n) depth (Theorem 3.4.1). We starts

with a high-level overview of the ideas in Section 3.1 and then the tools we will use in Sec-

tion 3.2. Next, we present a list of abstractions in Section 3.3, construct a tight compaction

using the abstractions in Section 3.4, and then finally implement all the needed abstractions

in Section 3.5.

Our algorithm extends to the distribution problem directly; the definition and algorithm

of distribution is formalized in Section 3.4.1.

Historical note. The problem of efficient oblivious tight compaction was brought to me

by Tiancheng Xie after he noticed that tight compaction is a key building block in my

previous work on oblivious sorting [30]; in particular, Tiancheng guessed that there must be

a more efficient tight compaction (than just sorting). As a first step, we jointly developed a
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randomized oblivious tight compaction that runs in O(n · log log n) work [95]. Afterwards,

Enoch Peserico independently constructed a tight compaction, improved the work to O(n),

and achieved both perfect obliviousness and determinism [108]. Later, Gilad Asharov, Ilan

Komargodski, Kartik Nayak, Elaine Shi, and I applied the linear-work tight compaction to

construct the first optimal oblivious RAM (called OptORAMa, see Chapter 5). Because

tight compaction is a key building block (once again), we merged the two results and jointly

published it under the same title [9]. The parallel tight compaction in this chapter improved

the depth of the version in OptORAMa from linear to logarithmic, and we also published it

jointly [10].

3.1 Technical Overview

In this section, we give an overview of our construction with an emphasis on the main ideas

used to get the formal statement of our tight compaction later in Theorem 3.4.1.

The tight compaction problem is very related to the notion of self-routing super-

concentrator [32, 109]. Recall that a superconcentrator is a graph that consists of n source

vertices and n target vertices such that for any k ≤ n, any k-subset of sources is connected

to any k-subset of targets by k vertex-disjoint paths [3,109,123]. Viewing input elements as

balls, one can imagine associating the input balls with the source vertices and then routing

the 0 balls to the first target vertices and the 1 balls to the last target vertices. However,

this process (i.e., the way the superconcentrator decides how to route) is known to be non-

oblivious and the naive way to make it oblivious is by sending “dummy messages” along

unused edges—causing a logarithmic overhead in the total work (where overhead means the

multiplicative factor compared to the desired work or depth). Actually, delving into the

details of the algorithm, one can see that the logarithmic overhead is independent of the
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size of the balls and so the actual total work is O(n · log n + db/we · n) [32], where b is the

bit-size of each ball and w is the word size. In the following, we start with how to achieve

O(db/we · n) work, and then we refine our algorithm and achieve also O(log n) depth (with

the same work linear in n).

3.1.1 Linear Work

To get the total work down to O(db/we · n), we use two ideas: (1) reducing to loose com-

paction and (2) packing and decomposition.

Reducing to loose compaction. In this step the task of tight compaction is reduced

to the task of loose compaction. In loose compaction, one is given an array where balls are

marked either real or dummy and it is guaranteed that there are at most 1/` fraction of reals.

Henceforth, we arbitrarily assume that ` = 128. The goal is to output an array of size n/2

which contains all the reals. First note that every real within the first n/2 locations is already

in the “right” place and it should not be moved and so we only need to deal with the reals

which are in the second half of the array. To this end, imagine the n elements as associated

with the left nodes of a good bipartite expander and every “misplaced” real is swapped with

a “misplaced” dummy (i.e. a real from the second half of the array with a dummy from the

first half) if and only if they are neighbors of distance 2 on the expander. Using properties of

the expander, one can show that this “handles” almost all of the misplaced reals. Now, one

can use loose compaction to compress the array (since it now contains much fewer misplaced

reals) and recurse on the the array of size n/2. The access pattern is determined only by the

expander graph (we always touch distance-2 neighbors), which is public and hence implies

that the reduction is perfectly oblivious. The cost of this reduction is linear—the bipartite

graph has constant degree and each recursive step halves the array size.
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Decomposition and packing. These two ideas are used to implement loose compaction.

The idea is to zoom-in on the input array in various resolutions. In the smallest instance

case, one can pack lots of information into a single word and larger instances are decomposed

to this smaller one. Concretely, we define three scenarios, depending on the relation between

n (the number of balls in the input) and w (the word size):

1. Small instances—If n ≤ w/ logw: In this case, one can basically “download” the input

to the client and solve loose compaction. More precisely, one can download 1 bit per

input element, saying whether it is real or not. This is enough to compute the disjoint

routes which can then be used to perform the actual routing.

2. Medium instances—If n ≤ (w/ logw)2: The idea is to “zoom out” and view each block

of
√
n ≤ w/ logw balls as one ball which is labeled dense if and only if it contains at

least
√
n/4 real balls. Since the original array has at most 1/128 reals, the “zoomed

out” array has at most
√
n/32 denses. Notice that we can run our tight compaction

procedure on this “zoomed out” array, moving the dense blocks to the front, since it is

a “small instance”. Next, we run tight compaction for small instances again but now

within the non-dense blocks. This compresses 3/4 of the space for 3/4 of the blocks

(which are non-dense by assumption).

3. Large instances—If n > (w/ logw)2: Now that we have tight compaction for small

and medium instances (by the above two items), and we get loose compaction for

large instances in a very similar way. We “zoom out” and view the input array as

m = n/(w/ logw)2 blocks each consisting of (w/ logw)2 elements. As before, we mark

a block as dense if it contains more than 1/4 or reals (as before, at most 1/32 fraction

of the blocks can be dense). To perform loose compaction on the “zoomed out” array

we apply the naive oblivious algorithm to compute routes. As mentioned, the naive

algorithm has extra logarithmic overhead but this is okay since we apply it on an array

that contains m elements (indeed, O(m·logm+d(bw/ logw)2/we·m) ≤ O(db/we·n)).
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Once the dense blocks are at the front, we can invoke tight compaction for medium

instances and compact each block in linear time. As before, this compresses 3/4 of the

space for 3/4 of the blocks.

3.1.2 Logarithmic Depth

This completes the high-level description of the algorithm of linear work. We continue to

explain what are the challenges & ideas used to make it in depth O(log n).

Challenge 1. The the reduction to loose compaction is the first component that is not

optimal for depth. There, we perform swaps over the edges of a bipartite expander and

naively performing all of them in parallel does not work. Indeed, a single “misplaced” real

node could be the distance-2 neighbor of two (or more) dummys so we have to be able to

resolve these conflict somehow in low depth.

The solution for this is inspired by the solution for a similar problem from the supercon-

centrator and sorting networks literature. The idea is to use a particular property of the

expander graph: there is a natural partitioning of the entire edge-set into a constant number

of disjoint perfect matchings. Using this, we can perform the swaps in parallel between

different copies and it is guaranteed that there will be no “collisions”.

Challenge 2. Recall that the above construction consists of first reducing tight compaction

to loose compaction and then solving loose compaction (for small, medium and finally large

instances). In terms of depth, naively the reduction from tight compaction to loose com-

paction resumes for log n steps until the instance becomes of constant size. A simple obser-

vation is that we can actually run the recursion only for O(log log n) steps until the instance
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size becomes O(n/ log n) size in which case we can just invoke full-fledged oblivious sort [5].

What about the depth of loose compaction? For small instances it is O(n), for medium ones

it is O(
√
n), and for large ones it is O(log n) (the latter is the dominant one). In total, the

depth (after solving challenge 1 and using the above observation about the depth of the re-

cursion) is O(log n · log log n). Getting rid of the extra log log n factor is the most challenging

part to achieve logarithmic depth.

We do not know how to get loose compaction in depth better than O(log n). Our main

idea is to circumvent this by weakening the requirement from loose compaction by allowing

it to err. Concretely, we consider a weak version of loose compaction that we call weak

compression which takes an array of size n that has say 1/128 fraction of reals and it outputs

an array of size n/2 that contains almost, say ε-fraction of, all reals. The main observation

is that if ε is set to be 1/poly log(n), then weak compression can actually be realized in

O(log log n) depth (rather than O(log n) without errors). To see this, one has to recall the

details of how the superconcentrator chooses its routes. Roughly, this is a process that

proceeds in “rounds” over a bipartite graph, where at each round a constant fraction of

nodes become satisfied (i.e., routes are found). After O(log n) rounds, all nodes are satisfied,

but after O(log log n) rounds all but 1/poly log(n) fraction of nodes are satisfied.

Combining the above weak compression procedure with the reduction from tight com-

pression to (this variant of) loose compaction gives an abstraction we call a swapper and it

costs linear work and logarithmic depth. This abstraction can be viewed as (another) relax-

ation of tight compaction where any 1-ball that appears before a 0-ball is swapped except

for a 1/poly log(n) fraction of pairs which remain “in reverse order”. All we are left to do is

to correct these errors.

We correct the error by building (from scratch) a tight compaction procedure that works

for very sparse inputs (of density 1/poly log(n)) in linear work and logarithmic depth. Indeed,
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using such a procedure we can easily swap the remaining misplaced elements. To get a tight

compaction procedure for sparse inputs, the idea is to first compress the array into one that

is of size O(n/ log n). Then, we can run full-fledged oblivious sort which completes the task.1

The key technical contribution is the way we compress the sparse array to size O(n/ log n)

with only O(log n) depth. Towards this end, we stack O(log log n) many instances of loose

compaction, each compressing the size by factor 1/2. Indeed, since the input is only of density

1/poly log(n), O(log log n) layers are sufficient in terms of functionality. But what about

complexity? We said that the depth of loose compaction is O(log n) so stacking O(log log n)

many instances of them does not sound like a good idea. To see why this is okay, recall again

that loose compaction is basically implemented by using a fixed bipartite expander graph

and doing: (1) finding an appropriate matching (in rounds), and (2) performing the routing

over the matching.

The basic observation is that step (1) can be parallelized among all layers and then using

the computed matchings, the routing can be directly performed. Parallelizing step (1) is

not straight-forward as in layer i for i > 1 we do not know who are the sources when the

matching from layer i−1 has not been determined yet. But since the input is very sparse, we

can compute all possibilities of sources in each layer i. Since the bipartite graph has constant

degree, the number of possibilities only grows by a constant factor in every level and there

are only O(log log n) levels so choosing the parameters carefully, we can tolerate the extra

poly log(n) factor in the number of possibilities. Let us remark that a similar issue came up

in the non-oblivious self-routing superconcentrator of Pippenger [109] and the above idea is

inspired by Pippenger’s solution.

1Actually, this gives a stable tight compaction procedure for sparse input arrays since we can afford to
memorize the input ordering.
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Simplified construction and reduced asymptotic constant. As a bonus, the fact

that we introduce weak versions of compaction that permit various types of errors, allows

us to simplify the construction in Section 3.1.1. Concretely, our new algorithm has only two

cases “large instances” and “small instances” (i.e., we got rid of the “medium instances”).

Recall that in Section 3.1.1, for large instances (i.e., n > (w/ logw)2) it takes O(m·logm)

work to compute the matching. Thus, the large-medium cutoff is of size (w/ logw)2 so that

in the large case m = n/(w/ logw)2 implies that O(m · logm) = O(n). Medium instances

(i.e., n ≤ (w/ logw)2) are still too large to be solved directly, so we further divided each

medium instance into
√
n small instances. The latter can be solved directly by packing.

Now, the work overhead for large instances of only O(log logm). This allows us to split

large instances to m = n/ logw blocks which implies overhead O(m · log logm) = O(n) since

the PRAM space N ′ ≤ 2w and n < N ′. This directly reduces us to the “small instance”

case without going through the medium size instances case. While we are not motivated

by optimizing asymptotic constants, the simplified construction improves the constant from

roughly 230 to 220.2

Remark 3.1.1 (Sorting with more keys). Our tight compaction is an algorithm for sorting

an array of n balls where each ball is marked with a 1-bit key. Our algorithm can be extended

to sort n balls marked with k-bit keys where k is any constant. The idea is that our reduction

to loose compaction can be modified such that every element that is not “misplaced” will

remain in the same location throughout the execution of the algorithm (the details of this

modification will be elaborated in Remark 3.4.3). With this feature, we can first compact

the array, moving the elements tagged with the first key to the front, and then compact

(recursively) the rest of the array, keeping those elements at the front.

In more detail, to sort an array of balls marked with keys from [K] where K = 2k, we

2Very recently, Dittmer and Ostrovsky [47] improves our constant factor in a similar reduction but using
re-randomization and bootstrap percolation of the expander graphs.
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first run the plain tight compaction algorithm so that 1-balls (by x-balls we mean all balls

marked with key x ∈ [K]) are moved to the front. Then, we apply the variant of tight

compaction, mentioned above, to compact 2-balls while keeping 1-balls unmoved. At the

xth step for x ∈ [K], to move the x-balls to their correct locations, we apply the variant

of tight compaction to compact x-balls while keeping 1-balls through (x− 1)-balls in place.

The procedure finishes after K iterations. By inspection, this algorithm consumes O(K · n)

total work and O(K · log n) depth (which remain linear and logarithmic, respectively, as long

as K is constant).

3.2 Tools

We will use AKS sort as per Theorem 2.4.1. The following standard and well-known prop-

erties of expanders are also essential.

Expanders. Our construction relies on a dense family (i.e., one per say every power of 2)

of constant degree bipartite expander graphs that have several appealing properties: (1) their

entire edge set can be computed in linear time in the number of nodes and (2) their entire

edge set can be partitioned into a constant number of disjoint perfect matchings. For this,

we use either of the well-known construction of expander graphs presented by Margulis [99],

Gabber and Galil [58], or Jimbo and Maruoka [81]. It is well-known that these graph satisfies

the above properties (e.g., it was used in the sorting network of Ajtai et al. [5] and the self-

routing superconcentrators of Pippenger [109]). Below, we provide a precise statement for

completeness. We note that more modern constructions of expanders, while giving better

constants due to higher spectral gap, do not fit our purpose since they usually result with

families which are neither dense enough nor satisfy property (1).
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Let G = (L,R,E) be a d-regular bipartite graph such that L and R are the left and right

vertex sets, |L| = |R|, and E is the set of edges. Let P1, . . . , Pd be a partition of E into d

disjoint perfect matchings. (Note that by Hall’s theorem [76], such a partition always exists

though it may not unique and may not be efficiently computable for an arbitrary d-regular

bipartite.) We say the vertex u is the r-th neighbor of v, denoted as Γr(v), if and only if

(u, v) is an edge in Pr.

Theorem 3.2.1. For any constant λ ∈ (0, 1), there exists a family of bipartite graphs

{Gλ,n}n∈N and a constant dλ ∈ N, such that for every n ∈ N being a power of 2,

Gλ,n = (L,R,E) has |L| = |R| = n vertices on each side, it is dλ-regular, and for every

sets S ⊆ L, T ⊆ R, it holds that∣∣∣∣e(S, T )− dλ
n
· |S| · |T |

∣∣∣∣ ≤ λ · dλ ·
√
|S| · |T |,

where e(S, T ) is the number of edges (s, t) ∈ E such that s ∈ S and t ∈ T , and the inequality

is known as “expander mixing lemma” [122]. Additionally, in the PRAM model with word

size w such that w ≥ Ω(log n),

1. there exists a (uniform) linear work algorithm that on input 1n outputs the entire edge

set of Gλ,n.

2. there exists a (uniform) constant work algorithm that on input r ∈ [dλ], v ∈ L ∪ R,

computes Γr(v), where Γr(v) is defined with respect to a fixed partition of Gλ,n.

Proof. Our expander graph is the same as the one of Gabber and Galil [58] (for our purposes,

one can also use the expander of Jimbo and Maruoka [81] that has slightly better constants).

It satisfies property 1 directly (namely, that the edge set can be efficiently sampled). Before

showing how to compute Γr(v) efficiently (i.e., property 2), let us recall the construction.

Let n = m2 for an integer m, let H̄ = (V, Ē) be a graph of n vertices such that each

vertex v ∈ V is represented by v = (x, y) ∈ Z2
m, where Zm is the set of integers modulo m.
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The edge set Ē is defined by

Ē =


(
(x, y), (x, y)

)
,

(
(x, y), (x+ y, y)

)
,(

(x, y), (x, x+ y)
)
,

(
(x, y), (x+ y + 1, y)

)
,(

(x, y), (x, x+ y + 1)
)


(x,y)∈V

,

where the additions are modulo m. Gabber and Galil proved that for all n = m2, the above

H̄ satisfies the expander mixing lemma. Namely, for any S, T ⊆ V , it holds that∣∣∣∣e(S, T )− d̄

n
· |S| · |T |

∣∣∣∣ ≤ λ̄ · d̄ ·
√
|S| · |T |,

where d̄ = 10 is the degree of H̄, and λ̄ ∈ (0, 1) is a fixed constant. To obtain an expander

Hλ with arbitrary λ ∈ (0, 1), the standard approach is to raise H̄ to a constant power p

(i.e., to put an edge (u, v) in Hλ if the distance between u and v in H̄ is p) so that λ ≤ λ̄p

while increasing the degree to dλ = d̄p (see, e.g., [122]). To obtain the bipartite expander

Gλ,n = (L,R,E) required by Theorem 3.2.1, it suffices to duplicate all vertices of V into

L = R = V and then for each u ∈ L, v ∈ R, to add an edge (u, v) into E if and only if (u, v)

is an edge in Hλ.

To satisfy property 2, observe that each of the five mappings of Ē (e.g., (x, y) 7→ (x, x+

y + 1)) is a bijection from V to V . Thus, raising H̄ to the pth power is just composing p

bijections, which yields d̄p bijections from V to V . In this process, each edge is chosen from

the five bijections or their inverses. Finally, the construction of Gλ,n from Hλ extends each

V → V bijection to an L → R bijection, and then each L → R bijection defines a perfect

matching on Gλ,n. It follows by construction that these d̄p perfect matchings constitute a

partition of Gλ,n. Observe that, by construction, for each vertex v and each bijection the

mapping of v according to the bijection can be evaluated using O(p) = O(1) word arithmetics

if w ≥ Ω(log n).

This completes the required construction for sizes 22, 24, 26, . . . (i.e., for even powers of

2, or equivalently powers of 4). We can fill in the odd powers by applying “tensor product”
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on Gλ,n and the complete bipartite graph on two sets of two vertices. Since our applications

later will work with powers of 2 as well as powers of 4, we refer to Vadhan [122, Section

4.3.2.2 Tensoring] for the detailed proof of the inequality for odd powers of 2.

3.3 Our Abstractions

We will realize tight compaction in Section 3.4 in linear work and logarithmic depth. On our

path towards this goal, we implement a few abstractions that we define next. They will not

only help us present the construction in a modular way, but we believe that some of them

might be of independent interest. All the following abstractions take as input an array of

balls and are parameterized by functions α(?), β(?), ε(?), or γ(?), where ? is a placeholder for

the number of balls in the input array. Also, each of them are non-deterministic: there can

be multiple correct outputs for each input. Each abstraction (except for tight compaction)

is also follows by a statement that claims an algorithm realizing the abstraction.

3.3.1 Tight Compaction

In the tight compaction problem one is given an input array containing n balls each of which

marked with a 1-bit label that is either 0 or 1. The output is a permutation of the input

array such that all the 0-balls are moved to the front of the array.

Definition 3.3.1 (Tight compaction). Let I be an array of n balls such that each ball is

labeled with 0 or 1. On input I, tight compaction outputs an array O which is a permutation

of the balls in I such that all the 0-balls appear before the 1-balls.
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3.3.2 Swapper and Imbalanced Swapper

An ε-swapper is parametrized by a function ε : N → [0, 1]. This procedure gets as input an

array I of n balls where each ball is marked with a color from {red, blue,⊥}. It is guaranteed

that the number of red balls is equal to the number of blue balls. The output of the procedure

is an array O of size n in which all but at most ε ·n red-blue ball pairs are swapped, where the

swapped balls are marked as ⊥ but the non-swapped balls keep the input colors. Looking

forward, the output colors will be utilized to further swap balls later in order to accomplish

tight compaction.

Definition 3.3.2 (ε-swapper). Let I be an array of n balls such that each ball is marked

either red, blue, or ⊥ and the number of red balls equals to the number of blue balls. On

input I, ε-swapper outputs an array O of size n which is a permutation of I, the number of

red balls equals to the number of blue balls in O, the total number of red and blue balls in

O is at most ε · n, and for every i ∈ [n]:

1. If I[i] is ⊥, then O[i] = I[i] and O[i] is marked ⊥.

2. If I[i] is red (resp. blue), then either

(a) O[i] = I[i] and O[i] is marked red (resp. blue), or

(b) O[i] = I[j] and marked ⊥ for some blue I[j] (resp. red I[j]).3

An ε-imb-swapper (stands for imbalanced swapper) generalizes an ε-swapper. It also takes

as input an array I of n balls, where each ball is marked with a color from {red, blue,⊥}, but

the difference is that the number of red balls does not have to be equal to the number of blue

balls. Let q(I) = |nred − nblue|, where nϕ for ϕ ∈ {red, blue} is the number of balls with color

3As the word “swap” hints, our algorithm will indeed swap a blue I[i] with a red I[j] and then output
exactly (O[i],O[j]) = (I[j], I[i]) for the pair (i, j); the abstraction is relaxed (as no pairing required) yet
sufficient later.

46



ϕ in I, be the number of “extra” balls in I from either color. On input I, an ε-imb-swapper

outputs an array O that satisfies the same requirement as O in Definition 3.3.2 except that

the total number of balls in O that are either red or blue is at most ε · n+ q(I).

We provide realizations for both primitives. We call the first realization Swapper and the

second one ImWeakSwapper, where the difference is not only the imbalance of red and blue

balls but also the value of ε. Specifically, for an input array with n balls, Swapper makes all

necessary swaps except for (1/poly log n)-fraction in O(log n) depth, whereas ImWeakSwapper

makes all the necessary swaps except for a constant fraction but in constant depth. The

following lemmas are proven in Sections 3.5.3 and 3.5.4, respectively:

Lemma 3.3.3 (Swapper). For all constants c ∈ N, letting ε(?) = 1/ logc ?, there exists a

deterministic oblivious procedure Swapper that implements ε-swapper in the PRAM model.

Letting w be the word size, n be the number of balls in the input array, and b be the size of

each ball in bits, Swapper consumes O(db/we · n) work and O(log n) depth.

Lemma 3.3.4 (Imbalanced weak swapper). For every constant ` ∈ N, there exists a de-

terministic oblivious procedure ImWeakSwapper that implements an (1/`)-imb-swapper in the

PRAM model. Letting w be the word size, n be the number of balls in the input array, and b

be the size of each ball in bits, ImWeakSwapper consumes O(db/we ·n) work and O(1) depth.

3.3.3 Compression

The next abstraction is called (α, β)-compression and it is parametrized by α, β : N → [0, 1]

such that ∀? ∈ N : α(?) ≤ β(?). It gets as input an array I of n balls where each ball is

either real or dummy. It is guaranteed that the number of real balls in I is at most α · n.

The output of the procedure is an array O of size β ·n that contains all the real balls from I.
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The output may consist of “filler” balls that are not in the input (and note that even with

fillers, we can still “reverse route” the real output balls back to the input).

Definition 3.3.5 ((α, β)-compression). Let I be an array of n balls such that each balls

is marked real or dummy, where the number of real balls is at most α · n. On input I,

(α, β)-compression outputs an array O of size β · n that consists of all the real balls in I,

where the real balls are still marked real, and the other balls are arbitrary and marked

dummy.

The following lemmas are proven in Sections 3.5.2 and 3.5.7, respectively.

Lemma 3.3.6 (Compression). For all large enough constants c ∈ N, letting α(?) = 1/ logc ?

and β(?) = 1/ log ?, there exists a deterministic oblivious procedure Compression that im-

plements an (α, β)-compression in the PRAM model. Letting w be the word size, n be the

number of balls in the input array, and b be the size of each ball in bits, Compression consumes

O(db/we · n) work and O(log n) depth.

Lemma 3.3.7 (Fast compression for short inputs). There exists a constant α ∈ (0, 1/2) for

which there exists a deterministic oblivious procedure FastCompression that implements an

(α, 1/2)-compression in the PRAM model. Letting w be the word size, n ≤ w/ logw be the

number of balls in the input array, and b be the size of each ball in bits, FastCompression

consumes O(db/we · n)-work and O(n) depth.

3.3.4 Weak Compression

Lastly, we define γ-approx-(α, β)-compression for α, β, γ : N→ [0, 1] such that ∀? ∈ N : γ(?) ≤

α(?) ≤ β(?). This algorithm is the same as (α, β)-compression except that there the is a

“mistake” on γ ·n inputs which are not in the output array O. Those balls appear in another
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array E and they are in the same positions as in I. That is, intuitively, the algorithm moves

some real balls from I into the output array O, while other real balls are not moved and

still reside in I. We call that array E. Note that 0-approx-(α, β)-compression is equivalent to

(α, β)-compression, as E will consist of only dummy balls.

Definition 3.3.8 (γ-approx-(α, β)-compression). Let I be an array of n balls such that each

ball is marked real or dummy, where the number of real balls is at most α · n. On input I,

γ-approx-(α, β)-compression is an algorithm that outputs two arrays O and E, such that

� O is an array of β ·n balls that consists of all real balls in I except γ fraction, where the

real balls are still marked real, and the other balls are arbitrary and marked dummy.

� E is obtained by removing from I all the real balls that reside in O and replacing them

with dummys.

The following lemmas are proven in Sections 3.5.5 and 3.5.6, respectively.

Lemma 3.3.9 (Weak compression). There exists a constant α ∈ (0, 1/2), such that for

all constants c ∈ N, letting γ(?) = 1/ logc ?, there exists a deterministic oblivious procedure

WeakCompression that implements a γ-approx-(α, 1/2)-compression in the PRAM model. Let-

ting w be the word size, n be the number of balls in the input array, and b be the size of each

ball in bits, WeakCompression consumes O(db/we · n) work and O(log log n) depth.

Lemma 3.3.10 (Slow weak compression). There exists a constant α ∈ (0, 1/2) such that for

all constants c ∈ N, letting γ(?) = 1/ logc ?, there exists a deterministic oblivious procedure

SlowWeakCompression that implements a γ-approx-(α, 1/2)-compression in the PRAM model.

Letting w be the word size, n be the number of balls in the input array, and b be the size

of each ball in bits, SlowWeakCompression consumes O(n · log log n + db/we · n)-work and

O(log log n) depth.
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Name Reference Abstraction Worka Depth

TightCompaction Theorem 3.4.1 (§3.4) Tight Compaction O(n) O(log n)
Swapper Lemma 3.3.3 (§3.5.3) 1/poly log-swapper O(n) O(log n)
ImWeakSwapper Lemma 3.3.4 (§3.5.4) O(1)-imb-swapper O(n) O(1)
Compression Lemma 3.3.6 (§3.5.2) (1/poly log, 1/ log)-compression O(n) O(log n)
FastCompressionb Lemma 3.3.7 (§3.5.7) (O(1), 1/2)-compression O(n) O(n)
WeakCompression Lemma 3.3.9 (§3.5.5) 1/poly log-approx-(O(1), 1/2)-compression O(n) O(log log n)
SlowWeakCompression Lemma 3.3.10 (§3.5.6) 1/poly log-approx-(O(1), 1/2)-compression O(n · log log n) O(log log n)

aIn this table, we assume that b, each ball size in bits, is O(w).
bAssuming n ≤ w/ logw.

TightCompaction

Compression

Swapper

ImWeakSwapper

WeakCompression

SlowWeakCompression

FastCompression

Figure 3.1: The diagram depicted the relationship between the implementations of our ab-
stractions. TightCompaction is implemented using Compression and Swapper, where the latter is
implemented using ImWeakSwapper and WeakCompression, and the latter is implemented using
SlowWeakCompression and FastCompression.

Remark 3.3.11. All PRAM algorithms of the lemmas in this section are in the balls-and-

bins model, which means that an algorithm can only move each input ball indivisibly and

any other computation on the contents (other than the key) of balls is disallowed (thus such

model is also called “indivisible”). Given any balls-and-bins algorithm and input balls, we

can track the balls that are moved while performing the algorithm using an auxiliary storage.

We will use such tracking property to “reverse route” balls back to their input locations.

We summarize our lemmas and their complexities in Figure 3.1, where we let n denote the

number of balls in each input array. Figure 3.1 also depicts how our implementations corre-

spond to each other and provides an overview of the roadmap towards our tight compaction

algorithm.
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3.4 Parallel Tight Compaction

In this section we present our tight compaction algorithm.

Theorem 3.4.1. There exists a deterministic oblivious algorithm TightCompaction that im-

plements tight compaction in the PRAM model. Letting w be the word size, n be the number

of balls in the input array such that w = Ω(log n), and b be the size of each ball in bits,

TightCompaction consumes O(db/we · n) work and O(log n) depth.

We use the Swapper and Compression algorithms from Lemmas 3.3.3 and 3.3.6. Specif-

ically, we use Compression to implement ( 1
logc ?

, 1
log ?

)-compression for some constant c (see

Lemma 3.3.6) and let Swapper implement ( 1
logc ?

)-swapper (for the same constant c).

Algorithm 3.4.2: TightCompaction(I).

� Input: an array I of n balls, each ball is labeled by a single bit 0 or 1.

� Procedure:

1. Color the misplaced 1-balls by blue and the misplaced 0-balls by red
(notice that there is the same amount of each).

(a) Count the number of 0-balls in I, let d be this number.

(b) For i = 1, 2, . . . , n, in parallel, do the following:

i. If I[i] is a 1-ball and i ≤ d, mark I[i] as blue.

ii. If I[i] is a 0-ball and i > d, mark I[i] as red.

iii. Otherwise, mark I[i] as ⊥.

2. Swap red and blue balls guaranteeing that only n/poly logn misplaced balls
remain.

(a) Run Swapper(I) and let I′ be the resulting array.

3. Mark and compress the remaining misplaced balls into an array of size
n/ log n.

(a) For each ball in I′, in parallel, mark it as real if it is red or blue, and mark as
dummy if ⊥.
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(b) Run Compression(I′). Let C be the resulting array, and let aux1 be the array
recording every move of balls during the compression.

4. Swap reds and blues in the compressed array by sorting the array (mov-
ing reds to the front and blues to the end).

(a) Using an oblivious sort (AKS sort, Theorem 2.4.1), permute the array C so
that red balls are at the front and blue balls are at the back. Let aux2 be the
array recording every move of balls during the sorting.

(b) For each i ∈ [bn/2c], in parallel, swap C[i] and C[n− i+ 1] if and only if C[i]
is red and C[n− i+ 1] is blue. Let C ′ be the result.

(c) Perform the inversed permutation on C ′ (which can be achieved by either
using aux2 from Step 4a, or memorizing the originating locations of elements
and then sorting).

5. Reverse route the swapped balls in the compressed array back into the
original one.

(a) Using aux1 from Step 3b, perform the inversed compression on C ′ back to I′

(Remark 3.3.11). Let the result be O.

� Output: The array O.

Proof of Theorem 3.4.1: Correctness, obliviousness, and determinism follow by de-

scription. We analyze efficiency next. Step 1 consists of counting the number of 0-balls

and then checking for every ball if it is misplaced or not. Thus, this step consumes

O(db/we · n) work and O(log n) depth (by counting in a tree-like manner). Step 2 con-

sists, by Lemma 3.3.3, O(db/we · n) work and O(log n) depth. Step 3 consists of marking

misplaced balls (O(db/we · n) work and O(1) depth) and then compressing the array, so by

Lemma 3.3.6, this step consumes O(db/we · n) work and O(log n) depth. Step 4 requires

oblivious sorting on an array of size n/ log n which incurs O(db/we · n) work and O(log n)

depth, and swapping the misplaced balls which incurs O(db/we · n) work and O(1) depth.

Lastly, Step 5 reverses two steps from before. In total, the work is O(db/we · n) and the

depth is O(log n).
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Remark 3.4.3 (Compacting with more keys). In TightCompaction, the balls marked as ⊥

in Step 1 are never moved throughout the execution and remain in the same place in the

output array O. Hence, whenever we want the first t balls to remain in the same location

throughout the algorithm while compacting the last n− t balls for some t ≤ n, it suffices to

modify TightCompaction as follows. First, we let TightCompaction get t as an extra input.

Then, we modify Step 1 to always mark the first t balls as ⊥, while counting 0-balls and

marking blue and red on the remaining n−t balls. This modification achieves the abstraction

we mentioned in the end of Section 3.1 in the context of compacting balls tagged with more

than 1-bit keys: compacting an array while keeping some elements in place.

3.4.1 Parallel Distribution

The abstraction of distribution is defined below. Notice that distribution implies tight com-

paction, but the converse may not hold with the same asymptotics.

Definition 3.4.4 (Distribution). Let I be an array of n balls such that each ball is labeled

with 0 or 1, and let T be a target array of n bits such that the number of 1’s in T equals to

the number of 1-balls in I. On input I and T , distribution outputs an array O which is a

permutation of the balls in I such that for all i ∈ [n], O[i] is a 1-ball if and only if T [i] = 1.

Since our tight compaction is actually moving misplaced balls to their correct locations,

the algorithm extends to distribution directly. To extend, the only difference is that, in

Step 1, we mark I[i] as blue if I[i] is a 1-ball but T [i] = 0 and mark I[i] as red if I[i] is a

0-ball but T [i] = 1 for each i. The remaining procedures in Algorithm 3.4.2 will then swap

blue and red balls to achieve distribution. We thus claim the following.

Corollary 3.4.5. There exists a deterministic oblivious algorithm Distribution that imple-

ments distribution in the PRAM model. Letting w be the word size, n be the number of balls
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in the input array, and b be the size of each ball in bits, Distribution consumes O(db/we · n)

work and O(log n) depth.

3.5 Realizing the Abstractions

In this section we provide proofs of our abstractions, i.e., proofs for Lemmas 3.3.3, 3.3.4,

3.3.6, 3.3.7, 3.3.9, and 3.3.10. We start with a common procedure for obliviously finding

a matching with a particular structure in a bipartite graph. We use this procedure to im-

plement Compression (Lemma 3.3.6) and SlowWeakCompression (Lemma 3.3.10). As each

of the building block (including bipartite expander graphs, counting, and oblivious sorting)

are both deterministic and oblivious, a straightforward syntactic checking proves oblivious-

ness and determinism for each above lemma, and hence we will focus only on proving the

correctness and efficiency.

3.5.1 Find Matching

Let G = (L,R,E) be a d-regular bipartite graph. For r ∈ [d] and vertex u in Gλ,n, let Γr(u)

denote the r-th neighbor of u in Gλ,n. For a subset of edges M ⊆ E, and any node u ∈ L∪R,

let ΓM(u) = {v ∈ L∪R | (u, v) ∈M} be the set of neighboring vertices of u in M . We define

an (a, b)-matching for a subset of nodes S ⊆ L on the left, as a subset of edges for which

every vertex from S is connected to at least a vertices on the right and that each vertex on

the right is connected to at most b vertices from S.4

Definition 3.5.1 ((a, b)-matching). We say that M ⊆ E is an (a, b)-matching of S ⊆ L in

G iff (1) for all u ∈ S, |ΓM(u)| ≥ a, and (2) for all v ∈ R, |ΓM(v)| ≤ b.

4The term “matching” is also known as “assignment” or “compactor” [32,109].
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We relax Definition 3.5.1 to allow for an error. Namely, we define γ-approx-(a, b)-matching

as an (a, b)-matching except that condition (1) holds for all but a γ fraction of vertices from

S. That is, there is a subset S ′ ⊆ S such that |S ′| ≥ (1 − γ) · |S| and for every u ∈ S ′,

|ΓM(u)| ≥ a.

Definition 3.5.2 (γ-approx-(a, b)-matching). We say that M ⊆ E is a γ-approx

-(a, b)-matching of S in G iff condition (1) holds for all but γ faction of nodes in S, and

condition (2) still holds.

Let Gλ,n = (L,R,E) with λ := 1/64 be the dλ-regular expander from Theorem 3.2.1. Let

B := bdλ/2c. In the rest of this subsection, we prove the following claims.

Claim 3.5.3 (SlowMatch). For any input I ⊆ [n] such that |I| ≤ n/32, the procedure

SlowMatch (see Algorithm 3.5.6) outputs a (B,B/4)-matching of I in Gλ,n. It consumes

O(n · log n) work and O(log n) depth.

Claim 3.5.4 (WeakSlowMatch). Let constant c > 0, and γ(n) = 1/ logc(n). For any input

I ⊆ [n] such that |I| ≤ n/32, the procedure WeakSlowMatch (see Algorithm 3.5.7) outputs a

γ-approx-(B,B/4)-matching of I in Gλ,n. It consumes O(n · log log n) work and O(log log n)

depth.

Claim 3.5.5 (FastMatch, [9, Claim 5.16]). For any input I ⊆ [n] such that |I| ≤ n/32 and

n ≤ w/ logw, there exists a procedure FastMatch outputs a (B,B/4)-matching of I in Gλ,n.

It consumes O(n) work and O(n) depth.

Overview of matching algorithm. We start with a high-level overview of the non-

oblivious matching algorithm, inspired by Pippenger [109] and Chan et al. [32]. Claims 3.5.3,

3.5.4, and 3.5.5 are all based on this algorithm with minor variations, as we explain below.

Given a bipartite graph with vertices L, R and a set S ⊆ L of m marked vertices, we first

mark all vertices in S as “unsatisfied”. Then, in each round:

55



� Each unsatisfied vertex u ∈ S: Send a request to each one of the neighbors of u.

� Each vertex v ∈ R: If v received more than B/4 requests in each round, it replies

with “negative” to all requests it received in this round. Otherwise, it replies with

“positive” to all requests it received. (If v did not receive any request, it replies no

positive nor negative.)

� Each unsatisfied vertex u ∈ S: If u received more than B positive replies, then u

adds these edges to the matching and change the status to “satisfied”.

The output is all the edges in the matching. Note that in each round there are O(|S|) = O(m)

transmitted messages, where each message is just a single bit. Using the expansion of

the graph and the fact that |S| is small enough, in each round the number of unsatisfied

vertices is decreased by a factor 1/2. This implies that within O(logm) rounds all unsatisfied

vertices will become satisfied. Claim 3.5.3 is obtained by running this algorithm while always

simulating dummy access to hide which node is transmitting messages and which is not. This

causes a logarithmic blow-up in the total work. Claim 3.5.4 is obtained by observing that if

the above process is executed for only O(log log n) rounds, then all but 1/poly log(n) fraction

of vertices become satisfied. Lastly, Claim 3.5.5 is obtained by observing that if n is small

enough, the whole graph and the messages can fit into O(1) words, and so it can be read

within O(1) queries and so we can run the above algorithm without the logarithmic overhead

incurred by simulating dummy accesses.

Algorithm 3.5.6: SlowMatch, (B,B/4)-matching.

� Input: An array I of n indicators representing a subset I ⊂ [n] such that |I| ≤ n
32

.

� The procedure:

1. Let M be a (dλ×n)-array of indicators initialized to all 0s, where M [r, i] indicates
if the r-th edge of the i-th left vertex is in the (B,B/4)-matching.
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2. Let I ′ = I. Repeat the following for dlog ne iterations.

(a) Initialize two arrays Request and Positive, both containing n 0s.

(b) For each vertex u ∈ I ′, send a “request” to all neighbors of u: For each
r ∈ [dλ], perform the following sequentially.
For all vertex u ∈ L in parallel, if u ∈ I ′, increment Request [Γr(u)]. (If
u 6∈ I ′, perform fake accesses)

(c) For each vertex v ∈ R, if v received from 1 to B/2 requests, then reply “pos-
itive” to all neighbors of v: For each r ∈ [dλ], perform the following sequen-
tially.
For all vertex v ∈ R in parallel, if 1 ≤ Request [v] ≤ B/2, then increment
Positive[Γr(v)]. (Otherwise, perform fake accesses)

(d) For each vertex u ∈ I ′, if u received at least B positive replies, then u adds
the edge (u, x) to M such that x replied positively: For each r ∈ [dλ], perform
the following sequentially:
For all vertex u ∈ L in parallel, if u ∈ I ′ and Positive[u] ≥ B and
Request [Γr(u)] ≤ B/2, then set M [r, u] := 1. (Otherwise, perform fake
accesses)

(e) For each vertex u ∈ I ′, if u received at least B positive replies, then u removes
itself from I ′: For all vertex u ∈ L in parallel, if Positive[u] ≥ B, set I ′[u] := 0.

� Output: The array M .

Proof of Claim 3.5.3: Each sub-step in Step 2, including Steps 2b, 2c, and 2d, takes O(n)

work and O(1) depth as dλ is a constant. Hence, the dlog ne iterations result with O(n · log n)

total work and O(log n) depth. We next show that the output is a (B,B/4)-matching.

Observe that whenever a vertex u ∈ I ′ is removed from I ′, u adds at least B edges (and

thus at least B neighbors) to M , while for any vertex v ∈ R, the number of neighbors of v

in M is at most B/4. Hence, it suffices to show that all vertices in I are removed from I ′ at

the end. For this, it suffice to show that in each iteration of Step 2, the cardinality of I ′ is

reduced (at least) by half.

Fix any iteration, let T ⊆ R be the set of vertices that got more than B/4 requests and

thus do not reply positively in Step 2c, i.e., T = {v ∈ R : Request [v] > B/4}. We henceforth
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say that all vertices in T reply negatively in this proof even they do not reply anything in

the procedure. We obtain the following inequality

|T | · dλ
16

<
|T | ·B

4
< e(I ′, T ) ≤ dλ

n
· |I ′| · |T |+ λ · dλ ·

√
|I ′| · |T |, (3.1)

where the first inequality holds since B = bdλ/2c > dλ/4, the second inequality holds since

every vertex in T received more than B/4 requests from I ′ which implies that |T | · B/4 <

e(I ′, T ), and the last inequality follows from Theorem 3.2.1.

Dividing both sides of Inequality (3.1) by dλ · |T |, we have

1

16
< λ ·

√
|I ′|
|T |

+
|I ′|
n
.

Plugging in |I′|
n
≤ |I|

n
≤ 1

32
and λ = 1/64, it follows that |T | < |I ′|/4 (which means that the

number of nodes that reply negatively is smaller than |I ′|/4). The set of vertices T has at

most dλ · |T | ≤ dλ · |I ′|/4 = B · |I ′|/2 incoming edges. Each such incoming edge will cause a

negative reply. By averaging, there are at most |I ′|/2 vertices that get at least B negatives

(and the rest of the vertices are satisfied).

Algorithm 3.5.7: WeakSlowMatch, 1/ logc(?)-approx-(B,B/4)-matching.

� Input: An array I of n indicators representing a subset I ⊂ [n] such that |I| ≤ n
32

.

� The procedure:

1. Do everything exactly the same as in Algorithm 3.5.6, except that in step 2,
perform only c · log log n iterations.

� Output: The array M .

Proof of Claim 3.5.4: The proof is very similar to the above proof of Claim 3.5.3 except

that we make only c · log log n iterations. Thus, the total work is O(n · log log n) and the
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depth is O(log log n). As in the proof of Claim 3.5.3, whenever a node u ∈ I ′ is removed

from I ′, then at least B neighbors are added and in each iteration the cardinality of I ′ is

reduced (at least) by half. Thus, after c · log log n iterations, all but O(1/ logc n) nodes are

removed from I ′.

Algorithm 3.5.8: FastMatch: (B,B/4)-matching.5

� Input: An array I of n indicators representing a subset I ⊂ [n] such that |I| ≤ n
32

and
n ≤ w/ logw.

� The procedure:

1. Since n ≤ w/ logw, we store the adjacency list of Gλ,n in O(1) words. Also, set
I is stored in a list (which is an array), and we pack the list into O(1) words as
each element in I takes log n = O(logw) bits.

2. In the overview of matching algorithm, the set of unsatisfied vertices S is packed
into a list in O(1) words, and the set of neighbors of S is also packed into O(1)
words similarly.

3. Perform the “request-reply-add” procedure described in the overview of matching
algorithm, but now the unsatisfied vertices S and the neighbors of S are main-
tained in O(1)-word sized lists, the messages are sent through the O(1)-word sized
graph Gλ,n, and then the matched edges are added to the outputting adjacency
list M which is stored in O(1) words. Notice that a vertex is removed from S
when it becomes satsified.

4. Repeat the previous Step 3 for dlog ne rounds.

� Output: The array M .

Proof of Claim 3.5.5: The proof is very similar to the above proof of Claim 3.5.3 except

for the efficiency and obliviousness. FastMatch runs on a O(1)-word space during the whole

computation, so the access pattern is just accessing all O(1) words repeatedly, which is per-

fectly oblivious. The work per round in Step 3 is proportional to the (upper-bound) number

5An elaborated algorithm is also available in Asharov et al. [9, Algorithm 5.15 FastMatch].
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of unsatisfied vertices. Hence, the work and depth follows as the number of unsatisfied

vertices is reduced at least by half per iteration.

3.5.2 Compression

In this section we prove Lemma 3.3.6.

Lemma 3.3.6 (Compression). For all large enough constants c ∈ N, letting α(?) = 1/ logc ?

and β(?) = 1/ log ?, there exists a deterministic oblivious procedure Compression that im-

plements an (α, β)-compression in the PRAM model. Letting w be the word size, n be the

number of balls in the input array, and b be the size of each ball in bits, Compression consumes

O(db/we · n) work and O(log n) depth.

To implement ( 1
logc ?

, 1
log ?

)-compression for large enough constant c ∈ N, the input is an

array of n balls, where at most n
logc n

balls are real, and we want to compress the input down

to n/ log n balls. Previously, it is known how to implement (α′, 1/2)-compression for small

enough constant fraction α′ using (B,B/4)-matching in a bipartite expander [32,109]: Very

roughly, every µ balls are interpreted as a block, and every B blocks are put on a left vertex of

the bipartite expander, where µ and B are some parameters (which we will formalize later);

Then, the (B,B/4)-matching is capable of routing all real blocks (i.e., a block contains any

real ball) from left to right vertices while guaranteeing that every right vertex has at most B/4

real blocks; Hence, merging the real blocks on every two right vertices into one vertex yields

an array of a half number of balls. A straw-man implementation of ( 1
logc ?

, 1
log ?

)-compression is

applying SlowMatch for t := log log n rounds, but given that SlowMatch takes O(log n) depth

(Claim 3.5.3) to compute (B,B/4)-matching, the straw man takes more than logarithmic

depth.

To reduce the total depth, we separate every instance of (B,B/4)-matching into two
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phases. Notice that in the straw-man implementation, there is a bipartite expander in each

round, and every real block is routed through t layers of bipartite expanders. Thus, we

connect t expanders into a directed graph H, where each directed edge (u, v) represents a

potential move of a real or dummy block from u to v. In the first phase, given the input array,

our compression marks every vertex in the first-layer expander such that is associated with

any real block, and then it marks all vertices on H that is reachable by the first-layer marked

vertices (i.e., mark a vertex if there exists a path from the first-layer marked vertices). In

the second phase, we compute all t instances of (B,B/4)-matching in parallel as the marked

vertices are the only input to SlowMatch, which takes O(log n) depth as desired.

To ensure SlowMatch outputs correct (B,B/4)-matchings in the second phase, it suffices

to ensure that the fraction of marked vertices is at most 1/32 as required in Claim 3.5.3.

Given that the expanders are dλ-regular, after t = log log n layers, the number of marked

vertices grows by dtλ times, which is logc
′
n for some constant c′; Choosing a sufficiently large

constant c > c′ in the input satisfies the requirement. Finally, as the marked vertices consists

of all the vertices that any real block will be routed through, the resulting matchings are

capable of routing all real blocks. The algorithm is formalized in Algorithm 3.5.9.

Algorithm 3.5.9: Compression, ( 1
logc ?

, 1
log ?

)-compression.

� Input: an array I of n balls such that at most n
logc n

are marked as real and all others
are marked as dummy.

� Procedure:

1. Let µ := blog nc and t := dlog log ne. Let λ := 1/64 and let Gλ,? be the family of
dλ-regular expander graphs from Theorem 3.2.1. Let B := bdλ/2c.

2. Interpret every µ balls as one block: Interpret I as an array A0 of n/µ blocks so
that each block A0[i] consists of µ balls. For each block A0[i], in parallel, mark
A0[i] real if A0[i] consists of at least one real ball (and mark dummy otherwise).

3. Initialize the routing graph H: Let m := n/(B · µ). For each j ∈ {0, . . . , t − 1},
let Gλ,m/2j = (Lj, Rj, Ej) be the expander defined in Theorem 3.2.1 so that Lj =
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Rj = [m/2j]. Then, for each j ∈ {0, . . . , t − 2}, connect every two vertices from
Rj to each vertex in Lj+1; That is, for each i ∈ [m/2j+1], add two edges from
2i− 1, 2i ∈ Rj to i ∈ Lj+1. Let H be the resulting graph.

Initialize an indicator bit to 0 for all vertices: For each j = 0, . . . , t− 1, initialize
Mj and M j as two arrays each consists of m/2j 0-bits.

4. Mark each vertex on H if the vertex is reachable by any real block:

For each i ∈ [m], if any block in A0[(i − 1) · B + 1, . . . , i · B] is real, then set
M0[i] := 1.

For j from 0 to t− 2 sequentially, compute the indicator array Mj+1 as follows:

(a) For each r ∈ [dλ], perform the following sequentially:
For all v ∈ [m/2j] in parallel, set M j[Γr(v)] := 1 if Mj[v] = 1, where Γr(v)
denotes the r-th neighbor of the vertex v in the expander Gλ,m/2j as defined
in Theorem 3.2.1.

(b) For all i ∈ [m/2j+1] in parallel, set Mj+1[i] := 1 if and only if M j[2i− 1] = 1
or M j[2i] = 1.

5. Compute the (B,B/4)-matching: For all j from 0 to t − 1, in parallel, run Sj ←
SlowMatch(Mj) (from Claim 3.5.3).

6. Route all real blocks via the computed (B,B/4)-matchings: For each j from 1 to
t, let Aj be an array of n

µ·2j blocks initialized with dummy. Then, for each j from
0 to t − 1 sequentially, route all real blocks from Aj to Aj+1 using the matching
Sj as follows:

– For each r ∈ [dλ], perform the following sequentially:

(a) For all v ∈ [m/2j] in parallel, do the following:

i. If Sj[r, v] = 1, proceed the following; Otherwise, perform fake accesses.

ii. Sequentially find a real block in Aj[(v− 1) ·B + 1, . . . , v ·B], and move
the real block to a scratch space b[v].

iii. Let u = Γr(v) be the vertex in the expander Gλ,m/2j . Sequentially find
an empty block in Aj+1[(u − 1) · B

2
+ 1, . . . , u · B

2
] and then overwrite

this empty block with b[v].

� Output: Interpret the array At as balls and output the interpreted array of balls.

Proof of Lemma 3.3.6: We show that for any c ≥ 2 log dλ + 7, any n ≥ 4, Compression

(Algorithm 3.5.9) implements a ( 1
logc n

, 1
logn

)-compression that consumes O(db/we · n) work

and O(log n) depth. The algorithm is perfectly oblivious as the access pattern is totally

determined by the public expanders.
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To show the correctness, we begin with upper-bounding the fraction of 1-indicators in

the arrays Mj in Step 4. There are at most n
logc n

real balls in I, so the number of 1-indicators

in M0 is at most n
logc n

. For each j ∈ [t], the number of 1-indicators increases by at most

dλ times as dλ is the vertex degree of the expander Gλ,m/2j−1 . Hence, the number of 1-

indicators in Mt is at most (dλ)t·n
logc n

, while |Mt| = m/ log n. Plugging in m = n
B·µ ≥

n
dλ·logn

and

(dλ)
t ≤ (dλ)

log logn = (log n)log dλ , gives that the fraction of 1-indicators in Mt is at most

(dλ)
t · n

logc n · |Mt|
≤ (dλ)

t+1

logc−2 n
= dλ · (log n)log dλ−c+2 ≤ dλ · 2− log dλ−5 ≤ 1

32
,

where the penultimate inequality follows since c = 2 log dλ + 7 and n ≥ 4. Hence, for each

j from 0 to t, the fraction of 1-indicators in Mj is at most 1/32, which satisfies the input

requirement of SlowMatch. By Claim 3.5.3, Step 5 computes a correct (B,B/4)-matching for

each Mj.

Using the correct (B,B/4)-matching, every real block in Aj is routed to Aj+1 inductively

in Step 6: The induction invariant is that a 1-indicator of Mj[i] = 1 implies that the number

of real blocks in Aj[(i − 1)B + 1, . . . , iB] is at most B, while a 0-indicator of Mj[i
′] = 0

implies that Aj[(i
′−1)B+1, . . . , i′B] can not consist of any real block. Then, the subsequent

(B,B/4)-matching Sj is capable of routing at most B real blocks from Aj corresponding to

each 1-indicator of Mj to the next array Aj+1 corresponding to some 1-indicators of Mj+1.6

Inductively, all real blocks and thus all real balls are routed into At of n/2t ≤ n/ log n balls

as required.

The O(db/we·n) work follows since we apply the subroutine SlowMatch (see Claim 3.5.3)

only on arrays of geometrically decreasing sizes from m = n
B·µ = O(n/ log n), which sums up

to O(n), times the size of a ball (db/we). The O(log n) depth follows by that all instances

of the subroutine SlowMatch are performed in parallel (Step 5), which takes O(log n) depth

6To achieve the routing, it suffices to use (B,B/2)-matching, but we are just reusing the stronger
SlowMatch.
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by Claim 3.5.3, while other steps take O(t) = O(log log n) depth and are asymptotically

dominated.

3.5.3 Swapper

In this section we prove Lemma 3.3.3.

Lemma 3.3.3 (Swapper). For all constants c ∈ N, letting ε(?) = 1/ logc ?, there exists a

deterministic oblivious procedure Swapper that implements ε-swapper in the PRAM model.

Letting w be the word size, n be the number of balls in the input array, and b be the size of

each ball in bits, Swapper consumes O(db/we · n) work and O(log n) depth.

Let c ∈ N be the constant for which we wish to implement (1/ logc ?)-swapper. We use

ImWeakSwapper (from Lemma 3.3.4) and WeakCompression (from Lemma 3.3.9). Particu-

larly, we use WeakCompression which implements (1/ logc1 ?)-approx-(α, 1/2)-compression for

some constant α ∈ (0, 1/2) (as in Lemma 3.3.9) and c1 := max{2c + 2, 4 − logα}, and

ImWeakSwapper which implements (α/2)-imb-swapper.

In a high-level, we start by applying ImWeakSwapper to the input array. This swaps

a constant fraction of balls in constant depth. Then, we compress (most of) the remain-

ing balls into an array of size n/2 using WeakCompression. Then, we recursively apply

ImWeakSwapper on this smaller array. The end of the recursion is when the remaining array

has size O(n/ log n) (namely after O(log log n) recursive steps), in which case we can afford

to run a full oblivious sorting algorithm (e.g., Theorem 2.4.1 which consumes O(n) work and

has O(log n) depth). The formal description is given next. For simplicity of notation in the

recursive algorithm, we assume that n is a global fixed parameter.
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Algorithm 3.5.10: Swapper : ε-swapper for ε(?) = 1/ logc ? alg:e-swap

� Input: An array I of size ≤ n in which all balls are marked red, blue or ⊥. In the
outermost recursion (i.e., |I| = n), it is guaranteed that the number of red balls equals
the number of blue balls.

� The algorithm:

1. Base case: array is short enough to run oblivious sort.

(a) If |I| ≤ n/ log n: run oblivious sort (e.g., AKS; see Theorem 2.4.1) so that
blue balls are in the front and red balls are in the back, swap (blue, red) balls
which reside in symmetric locations (from the front and back), and reverse the
previous oblivious sort (i.e., identical to Step 4 of Algorithm 3.4.2). Output
the resulting array.

2. Swap all but an O(1) fraction of balls.

(a) Run I′ ← ImWeakSwapper(I).

3. Compress the array.

(a) Consider all balls that are not marked red or blue in I′ as dummies. Consider
all the remaining red or blue balls as reals.

(b) Run WeakCompression(I′), and let I′′ and E be the results. Note that I′′ is of
size |I′|/2 and it contains all the reals from I′ except for a γ-fraction, and E
is of size |I′| and it contains the γ = 1

logc1 |I′| fraction of reals that are not in

I′′ (in the same positions of I′). Record all ball movements during this step
in aux.

4. Continue recursively.

(a) Run this algorithm Swapper recursively on I′′. Let O′ be the result.

5. Reverse route.

(a) Reverse route all real balls from O′ and E back into I′ using aux, and let O
be the resulting array (note that |O| = |I|).

� Output: The array O.

Proof of Lemma 3.3.3: The perfect obliviousness follows directly. We next show the

correctness holds for all c ∈ N and all n ≥ 16. We say a ball is a “color ball” if it is blue

or red. Intuitively, we swap only (blue,red) pairs and all ⊥ balls remain in the same place

(after the reverse routing at Step 5). In each recursion, ImWeakSwapper reduces the number
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of color balls to (α/2) · |I|, and then WeakCompression moves all but at most |I|
logc1 |I| ≤

|I|
logc n

color balls into the array I′′ of |I|/2 balls. Hence, roughly speaking, the fraction of color balls

in I′′ is at most α, and then the recursion continues to further reduce color balls. However,

this is not true since WeakCompression may move more blue and less red balls into I′′ (or vice

versa). Then, at the next recursion we need to ensure that (α/2)-imb-swapper gets as input

roughly a balanced number of red and blue balls so that it can further reduce the number of

color balls. To this end, we upper bound the imbalance and then show that our algorithms

can handle it.

Assume, without loss of generality, that each WeakCompression in all recursion levels

moves more blue and less red balls (so that the input I gets more blue balls). We say the

difference between the number of blue balls and red balls as “excess” for short. We show

by induction that after WeakCompression in each recursion level, the number of excess is

increased by at most |I|
logc1 |I| . The induction hypothesis holds for the outermost recursion

trivially. Assume the induction hypothesis holds until a recursion level t ∈ [log log n] so that

input |I| = n/2t > n/ log n. Then, by summing up the increased excess of all recursion levels

from 1 to t− 1, the total excess in I is at most

t−1∑
j=0

n/2j

logc1(n/2j)
≤

t−1∑
j=0

n/2j

logc1/2 n
≤ 2n

logc1/2 n
,

where the first inequality holds as log(n/2j) ≥ log(n/ log n) ≥ log1/2 n holds for all n ≥ 16.

Thus, in recursion level t, using ImWeakSwapper at Step 2, I′ consists of at most |I′| · α/2 +

2n

logc1/2 n
color balls. Plugging in |I′| ≥ n/ log n, c1 ≥ 4− logα, and n ≥ 16, we have that

2n

logc1/2 n
≤ 2

(log n)c1/2−1
· |I′| ≤ 2(log n)(logα)/2

log n
· |I′| ≤ (α/2) · |I′|,

and thus I′ consists of at most α ·|I′| color balls. Hence, at Step 3, WeakCompression proceeds

correctly on the α fraction color balls (by Lemma 3.3.9) and outputs E that consists of at

most |I′|
logc1 |I′| color balls. This bound on the number of color balls is exactly the induction

hypothesis for recursion level t, completing our claim.
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Summing up, the total number of excess and thus the total number of color balls that go

to E (but not I′′) is at most
∑log logn

j=0
n/2j

logc1 (n/2j)
≤ 2n

logc1/2 n
. Due to the imbalance of blue and

red, each color ball that goes to E incurs at most one color ball that can not be swapped

and solved in the base case, and hence, in the array O of the outermost recursion, the total

number of color balls is at most 4n

logc1/2 n
≤ 4n

logc+1 n
≤ n

logc n
for all n ≥ 16. This bound fulfills

the ε(n) = 1/ logc n property and concludes correctness.

We analyze efficiency next. In the base case where |I| ≤ n/ log n, the total work of the

algorithm is O(db/we · |I| · log |I|) ≤ O(db/we · n) and the depth is O(log n). Consider

the outermost case where |I| = n. Step 2 takes linear work and O(1) depth. Step 3 takes

linear work and O(log log n) depth by Lemma 3.3.9. The recursion stops after log log n

iterations where in each iteration the instance size reduces by 1/2 so the total work db/we ·

O(n) + O(n/2) + . . . + O(n/ log n) ≤ O(db/we · n) and the total depth is O(log log n) +

O(log log(n/2))+. . .+O(log log(n/ log n)) ≤ O(log2 log n). Reverse routing doubles the work

and depth. In total, the total work is O(db/we · n) and the depth is O(log n + log2 log n).

3.5.4 Imbalanced Weak Swapper

In this section we prove Lemma 3.3.4.

Lemma 3.3.4 (Imbalanced weak swapper). For every constant ` ∈ N, there exists a de-

terministic oblivious procedure ImWeakSwapper that implements an (1/`)-imb-swapper in the

PRAM model. Letting w be the word size, n be the number of balls in the input array, and b

be the size of each ball in bits, ImWeakSwapper consumes O(db/we ·n) work and O(1) depth.

We begin with a warmup procedure that implements (1/`)-swapper for all ` ∈ N

with linear work but an undesirable linear depth, and the warmup actually implements
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(1/`)-imb-swapper for the same ` (we will prove this claim later in this subsection). We will

then improve the depth to O(1).

At a high level, the warmup proceeds as below and is elaborated in Asharov et al. [9,

Claim 5.7]. The procedure instantiates a d-regular bipartite expander (with sufficient ex-

pansion depending on `) for d ∈ O(1) that consists of n vertices on both sides. Every ball is

associated with a vertex on the left, and for every two vertices that share the same neighbor,

the two balls are swapped if and only if the labels are (red, blue). By the vertex expansion

of the bipartite expander, only a 1/` fraction of misplaced balls may remain not swapped.

The algorithm clearly requires linear work as the graph contains a linear number of edges,

however parallelizing it is challenging. Concretely, every vertex on the bipartite expander

has d neighbors, and so using a naive parallelization a node could be swapped with several

other nodes simultaneously, and it is not clear how to resolve conflicts in low depth.

To get over this we use Property 2 in the expander of Theorem 3.2.1. Namely, we

partition the edge set (of the bipartite expander) into disjoint perfect matchings (which can

be computed efficiently), and then perform the swaps in within the matchings in parallel as

below.

Given the disjoint perfect matchings M1, . . . ,Md from Theorem 3.2.1, for every pair

i, j ∈ [d], we want to swap each pair of red and blue balls that are the 2-edge neighbors

on the subgraph Mi ∪Mj. As the perfect matchings are parallel-friendly, one straw-man

solution is to route all n balls via both Mi and Mj from left to right (so there are two

copies for each ball), swap every pair of red and blue for every vertex on the right side, and

then route balls backward via Mi and Mj, where the routing and swapping are performed in

parallel. However, the straw-man solution doesn’t work as every vertex has two neighbors on

subgraph Mi ∪Mj, and a red ball may be swapped with both two blue balls simultaneously,

which still incurs a conflict. To this end, our second observation is that it suffices to copy
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only reds via Mi, copy only blues via Mj, and then swap the pairs if needed; Given a ball is

either red or blue exclusively, every ball has at most one copy now. We formally describe the

algorithm in the following.

Algorithm 3.5.11: ImWeakSwapper, ε-imb-swapper(I) for ε(?) = 1/`.

� Input: An array I of n balls, each ball is labeled as red, blue or ⊥.

� Parameters: A parameter ` ∈ N.

� The algorithm:

1. Let λ := 1
2
√
`
, and let dλ be the vertex degree given by Theorem 3.2.1.

2. For each (i1, i2) ∈ [dλ]
2, perform the following sequentially.

(a) Let Mi1 (resp. Mi2) be the i1-th (resp. i2-th) perfect matching given in The-
orem 3.2.1.

(b) For all edges (k1, j) ∈Mi1 and (k2, j) ∈Mi2 , do the following: If (I[k1], I[k2])
are labeled as (red, blue), then swap between I[k1] and I[k2]. Label both as ⊥.
Otherwise, perform dummy swap. That is realized as below, where all loops
are performed in parallel.

i. Initialize two arrays R1, R2, each consists of n empty balls labeled as ⊥,
For all j ∈ [n], let k1 := Γi1(j) and k2 := Γi2(j) (so that (k1, j) is an
edge in Mi1 and (k2, j) is an edge in Mi2 for each j by property 2 of
Theorem 3.2.1).

ii. For each edge (k1, j) in Mi1 , let R1[j] := I[k1] if I[k1] is red.
For each edge (k2, j) in Mi2 , let R2[j] := I[k2] if I[k2] is blue.

iii. For each j ∈ [n], if the pair (R1[j], R2[j]) is labeled (red, blue), then swap
between R1[j] and R2[j]), label both as ⊥. Otherwise, perform dummy
swap.

iv. For each edge (k1, j) in Mi1 , let I[k1] := R1[j] if I[k1] is red.
For each edge (k2, j) in Mi2 , let I[k2] := R2[j] if I[k2] is blue.

� Output: The array I.

Proof of Lemma 3.3.4: The ImWeakSwapper algorithm runs in O(db/we ·n) time: Step 2

runs in time O(db/we · d2
λ · n) = O(db/we · n) as ` is a constant, thus λ is a constant, and
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then dλ is a constant by Theorem 3.2.1. The depth is O(1) by Step 2 repeats Step 2b for

O(d2
λ) = O(1) iterations and Step 2b has O(1) depth. It remains to prove the correctness.

Without loss of generality, assume the number of blue balls is greater than or equal to

the number of red balls in I (otherwise, the following argument will work symmetrically).

Recall that q(I) is defined as the excess number of blue balls. Let Gλ,n = (L,R,E) be the

bipartite expander given in Theorem 3.2.1, where L = R = [n]. We claim that it suffices

to show that “for all vertices k1, k2 ∈ L and j ∈ R such that (k1, j), (k2, j) ∈ E, the pair

(O[k1],O[k2]) cannot have labels (red, blue).” To see why, we consider to cases of q(I).

If q(I) = 0, consider the end of the execution of the algorithm, let Lred be the set of

all vertices in L that have red balls, and let Lblue be the set of vertices in L that have blue

ball. Then, it must be that Γ(Lred) ∩ Γ(Lblue) = ∅ as otherwise it violates the above claim,

where Γ(X) denotes the set of neighbors of vertices in X. Since the number of balls in Lred

and in Lblue is equal, it suffices to show that for every subset L′ ⊂ L of size greater than

n/(2`), it holds that |Γ(L′)| > n/2, which implies that |Lred| = |Lblue| ≤ n/(2`), as otherwise

Γ(Rred)∩Γ(Rblue) 6= ∅. The fact that every set of vertices is expanding follows generically by

the equivalence between spectral expansion (the definition of expanders we use) and vertex

expansion. We give a direct proof below.

Let L′ ⊂ L with |L′| > n/2` and let R′ = Γ(L′) be its set of neighbors. Since the graph

is dλ-regular for some dλ ∈ O(1), it holds that e(L′, R′) = dλ · |L′|. Thus, by the guarantee

on the expander graph (Theorem 3.2.1) and by λ ≤ 1
2
√
`
, it holds that

dλ · |L′| = e(L′, R′) ≤ dλ|L′||R′|
n

+
dλ

2
√
`
·
√
|L′||R′|.

Dividing by dλ · |L′| and rearranging, we get

1− |R
′|
n
≤

√
|R′|

4` · |L′|
.
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Since |L′| > n/(2`), we have

1− |R
′|
n

<

√
|R′|
2n

.

Solving the above by squaring and rearranging,
(

1− |R
′|
n

)2

− |R
′|

2n
< 0, we have |R′| > n/2.

Back to the other case, q(I) > 0, it is more interesting: viewing the last q(I) excess blue

balls as if they were labeled as ⊥, the input I is reduced to the q(I) = 0 case, and then the

bound ε ·n+q(I) follows by adding up the q(I) = 0 case and the last q(I) excess. Notice that

this reduction is only needed in the proof so there is no additional cost in the procedure.

It remains to prove the above claim. Recall that, in Theorem 3.2.1, E =
⋃dλ
i=1Mi and

for each i ∈ [dλ], Mi is a perfect matching on Gλ,n. Suppose not for contradiction, the

edges (k1, j), (k2, j) ∈ E and (O[k1],O[k2]) have labels (red, blue). Then, there must exist

matchings Mi1 ,Mi2 such that (k1, j) ∈ Mi1 and (k2, j) ∈ Mi2 . Because (O[k1],O[k2]) have

labels (red, blue), (I[k1], I[k2]) must be (red, blue) and satisfy the criteria of Step 2(b)ii. Hence

the balls are copied to R1[j], R2[j], then swapped and relabeled to ⊥, and then moved back

to I[k1], I[k2] with no label, which contradicts that (O[k1],O[k2]) have labels.

3.5.5 Weak Compression

In this section we prove Lemma 3.3.9.

Lemma 3.3.9 (Weak compression). There exists a constant α ∈ (0, 1/2), such that for

all constants c ∈ N, letting γ(?) = 1/ logc ?, there exists a deterministic oblivious procedure

WeakCompression that implements a γ-approx-(α, 1/2)-compression in the PRAM model. Let-

ting w be the word size, n be the number of balls in the input array, and b be the size of each

ball in bits, WeakCompression consumes O(db/we · n) work and O(log log n) depth.

Let c ∈ N be the constant for which we wish to implement (1/ logc ?)-approx
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-(α, 1/2)-compression for some α ∈ (0, 1/2) to be determined shortly. We imple-

ment this procedure using FastCompression (from Lemma 3.3.7) and SlowWeakCompression

(from Lemma 3.3.10). Particularly, we use SlowWeakCompression which implements

(1/ logc1 ?)-approx-(α1, 1/2)-compression, for c1 = 2c + 2 and some α1 ∈ (0, 1/2), us-

ing super linear work but doubly logarithmic depth, and FastCompression which imple-

ments (α2, 1/2)-compression for some α2 ∈ (0, 1/2) using linear work and depth. We let

α = α1 · α2/4.

Algorithm 3.5.12: WeakCompression, 1/ logc ?-approx-(α, 1/2)-compression.

� Public parameters: Size of input array n,

� Input: An array I with n balls each of size b bits, where at most α · n balls are real
and the rest are dummy.

� The procedure:

1. Let µ := min(logw, log log n).

2. Compress the array, keeping most of the dense blocks.

(a) Represent I as another array A that consists of m := n/µ blocks each of
size µ · b bits: for each i ∈ [m], let A[i] be the block consists of all balls
I[(i− 1) · µ+ 1], . . . , I[i · µ].

(b) For each i ∈ [m], label A[i] as dense if A[i] consists of more than µ ·α2/2 real
balls.

(c) Run (O1,E1) ← SlowWeakCompression(A), where |O1| = n/2 and |E1| = n
(in number of balls). Record all moves in array aux1.

(d) Repeat the above process, this time on the array O1: interpret it as m/2
blocks each of size µ · b, mark dense blocks as before, and let (O2,E2) ←
SlowWeakCompression(O1), where |O2| = n/4, |E2| = n/2 (in number of
balls). Record all moves in array aux2.

(e) Using aux1, reverse route the real balls in E2 back into O1, and then using
aux2, reverse route and merge real balls from E1 and O1 back into an error
array E of size n (recall that E2 is in fact O1 where some elements were
excluded into O2; reversing E1 and O1 to A is also possible using aux1).

3. Compress the sparse blocks.

(a) Replace all dense blocks in A with dummy blocks. For every i ∈ [n/µ], in
parallel, run O3,i ← FastCompression(A[i]), where A[i] is interpreted as µ
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balls, and then again O′3,i ← FastCompression(O3,i). Note that |A[i]| = µ and∣∣O′3,i∣∣ = µ/4.

4. Set O = O2‖O′3,1‖ . . . ‖O′3,n/µ (which is of total size n/2, as |O2| = n/4 and∑n/µ
i=1

∣∣O′3,i∣∣ = n/4.

5. Output: O and E.

Proof of Lemma 3.3.9: We prove the correctness for all c ∈ N and all n ≥ 16 by analyzing

the sparsity α as below. Given the input I consists of at most α1α2

4
·n real balls, both A and O1

consist of at most 1
2
α1·nµ dense blocks, so the sparsity of A and O1 is α1/2 and α1, respectively.

Thus, SlowWeakCompression works correctly at Steps 2c-2d by Lemma 3.3.10. Afterwards,

for each non-dense block A[i] and O3,i, the sparsity is α2/2 and α2, respectively, and so

FastCompression works correctly at Step 3a by Lemma 3.3.7. Since SlowWeakCompression

works, the total number of real balls go to E is at most

m · µ
logc1 m

+
(m/2) · µ

logc1(m/2)
=

n

logc1(n/µ)
+

n/2

logc1(n/2µ)

≤ n

logc1(n/ log log n)
+

n/2

logc1(n/2 log log n)

≤ n

logc1/2 n
+

n/2

logc1/2 n
≤ n

logc n
,

where the first inequality holds by µ ≤ log log n, the second follows since log n
2 log logn

≥

log1/2 n holds for all n ≥ 16, and the third follows by plugging in c1 = 2c+2 and log n ≥ 1+ 1
2

for all n ≥ 4. All other real balls go to O and then correctness holds.

We next prove the efficiency of Algorithm 3.5.12. We divide the array into n/µ

blocks of size µ each. By Lemma 3.3.10, the SlowWeakCompression at Step 2c con-

sumes O(n
µ
· log log n + n

µ
· dµb/we) = O(n · db/we) work as µ = min{logw, log log n} =

min{log(Ω(log n)), log log n} = Ω(log log n), and O(log log(n/µ)) = O(log log n) depth; The

depth of counting and marking dense blocks at Step 2b is O(log µ) and dominated. Finally,
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we run in parallel FastCompression on instances of µ ≤ log log n balls each, so the depth of

is also O(µ) = O(log log n). We get overall O(log log n) depth and O(db/we · n) work.

3.5.6 Slow Weak Compression

In this section we prove Lemma 3.3.10.

Lemma 3.3.10 (Slow weak compression). There exists a constant α ∈ (0, 1/2) such that for

all constants c ∈ N, letting γ(?) = 1/ logc ?, there exists a deterministic oblivious procedure

SlowWeakCompression that implements a γ-approx-(α, 1/2)-compression in the PRAM model.

Letting w be the word size, n be the number of balls in the input array, and b be the size

of each ball in bits, SlowWeakCompression consumes O(n · log log n + db/we · n)-work and

O(log log n) depth.

In our implementation, α = 1/128. Let c ∈ N be the constant for which we wish to

implement 1/ logc ?-approx-(α, 1/2)-compression. The algorithm SlowWeakCompression uses

a sub-procedure WeakSlowMatch from Claim 3.5.4 (see Algorithm 3.5.7). Particularly, we

use WeakSlowMatch that implements (logc/2 ?)-approx-(B,B/4)-matching on the graph Gλ,n

(from Theorem 3.2.1) with λ = 1/64, regularity dλ, and B = dλ/2.

Algorithm 3.5.13: SlowWeakCompression, 1/ logc ?-approx-(α, 1/2)-compression.

� Input: An array I of n balls, in which at most α · n are real.

� The Procedure:

1. Interpret the array I as m := n/B bins, where each bin consists of B balls. Mark
all bins in I as dense or sparse, where a bin is dense if it consists of more than B/4
real balls. Let S be an array of m indicators representing the set of indexes of the
dense bins. Let I′ be an array of m empty bins, where the capacity of a bin is B
balls.
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2. Let Gλ,m = (L,R,E) be the dλ-regular bipartite graph guaranteed by Theo-
rem 3.2.1, where |L| = |R| = m.

3. Compute M ← WeakSlowMatch(S).

4. Distribute: For each edge (u, v) ∈ E (where u ∈ L, v ∈ R), if (u, v) ∈ M , move
a real ball from bin I[u] to bin I′[v] and then mark bin I[u] as sparse. This step
is achieved in the following parallel way. Recall that WeakSlowMatch outputs
M as a (dλ × m)-array of indicators such that M [r, u] = 1 iff the r-th edge of
vertex u ∈ L is in the (B,B/4)-matching. For each r ∈ [dλ], perform the following
sequentially:

(a) For all u ∈ [m], in parallel, do the following:

i. If M [r, u] = 1, proceed with the following (otherwise, perform fake ac-
cesses):

ii. Sequentially read every ball in bin I[u] and fetch the first encountered
real ball, then sequentially read every slot in bin I′[Γr(u)] and write the
fetched real ball to the first encountered empty slot.

iii. Mark bin I[u] as sparse.

5. Fold: Let O be an array of size m/2 empty bins, each of capacity of B balls.
For all i ∈ [m/2], in parallel, move all real balls from the bins marked sparse in
the four bins I[i], I[m/2 + i), I′[i], I′[m/2B + i] into bin O[i], and pad O[i] with
dummy balls if there are less than B real balls.

� Output: The array O, as well as the input array I.

Proof of Lemma 3.3.10: Given that m = O(n), by Claim 3.5.4, WeakSlowMatch takes

O(n · log log n) work and O(log log n) depth additively. Given that |E| = O(m) and B is a

constant, the remaining steps take work linear in db/we ·m = O(db/we ·n) and O(1) depth.

We next show the correctness holds for all c ∈ N and all large enough n ≥ max{16, d2
λ/4}.

At Step 1, there are at most m
32

dense bins as the total number of real balls is at most n
128

but

each dense bin consists of at least B/4 real balls; Thus, |S| ≤ m
32

, and M is a 1

logc/2 ?
-approx

-(B,B/4)-matching using WeakSlowMatch and by Claim 3.5.4. Hence, at most m
logcm

dense

bins are not distributed at Step 4, which is at most Bm

logc/2m
= n

logc/2m
≤ n

logc/4 n
= n

logc n
as

logm = log(n/B) ≥ 1
2

log n ≥ log1/2 n holds for n ≥ d2
λ/4 = B2 and for n ≥ 16.
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3.5.7 Fast Compression

In this section we prove Lemma 3.3.7.

Lemma 3.3.7 (Fast compression for short inputs). There exists a constant α ∈ (0, 1/2) for

which there exists a deterministic oblivious procedure FastCompression that implements an

(α, 1/2)-compression in the PRAM model. Letting w be the word size, n ≤ w/ logw be the

number of balls in the input array, and b be the size of each ball in bits, FastCompression

consumes O(db/we · n)-work and O(n) depth.

The algorithm FastCompression is the same as Algorithm 3.5.13, while using FastMatch

from Claim 3.5.5 instead of WeakSlowMatch at Step 3. Because FastMatch implements

(B,B/4)-matching, the resulting matching M is capable of distributing all real balls in every

dense bins at Step 4, correctness follows directly (so there is no need to calculate the number

of real balls remains in I). The work and depth follows also immediately from Claim 3.5.5.
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CHAPTER 4

PERFECT OBLIVIOUS PRAM

In this chapter, we present perfectly oblivious parallel RAM (OPRAM) schemes that

asymptotically improve the best results in the literatures. The major efficiency metric con-

sidered in our schemes and the literature [20, 29, 33, 35] is the amortized overhead : for any

PRAM program that runs in parallel time T on an N -word and m-CPU PRAM model, if

a secure OPRAM scheme simulates the computation of the given program in parallel time

γ · T on an N ′-word m-CPU PRAM model where N ′ ≥ N and the word size is the same w,

then we say the amortized overhead of the OPRAM scheme is γ (notice that γ is amortized

over T parallel time-steps so that the OPRAM can spend more than γ during some parallel

time-steps of the given program).

We will begin with a brief technical highlight and then give formal definitions of OPRAM

and oblivious simulation as well as building blocks (Section 4.1). Next, oblivious parallel

intersperse and oblivious one-time memory (OTM) are introduced and constructed (Sec-

tion 4.1.3 and 4.2). Then, we will construct our OPRAM scheme that runs in expected

O(log3N/ log logN) amortized overhead (Section 4.3). Finally in Section 4.4, we extend

the OPRAM scheme to achieve 1) the same O(log3N/ log logN) amortized overhead with

overwhelming probability, and 2) a O(log4N/ log logN) worst-case amortized overhead (i.e.,

it runs in the amortized overhead with probability 1). We stress that the schemes remain

perfectly secure no matter it runs faster or longer than the specified parallel time (indeed,

the parallel time is identically distributed for all inputs).

Technical Highlight

We briefly describe the novel techniques needed to achieve the O(log3N/ log logN) expected-

overhead result, and our result with worst-case overhead can be attained by changing one of
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the underlying building blocks to a slightly more expensive algorithm but with deterministic

running time.

To improve the overhead of perfectly secure ORAMs/OPRAMs to O(log3N/ log logN),

our techniques are inspired by the rebalancing trick of Kushilevitz et al. [86], and yet departs

significantly from the latter. We observe that existing perfect ORAM/OPRAM constructions

suffer from an imbalance of costs in the “offline maintain phase” and the “online fetch phase”;

specifically, in Chan et al. [32], the offline maintain phase costs O(log3N) per request whereas

the online fetch phase costs only O(log2N). A natural idea is to modify the scheme and

rebalance the costs of the offline maintain phase and the online fetch phase, such that both

phases would cost only O(log3N/ log logN). Unfortunately, existing techniques such as

Kushilevitz et al. [86] completely fail for rebalancing perfect ORAMs/OPRAMs — we defer

the technical reasons to Section 4.5.

We devise a combination of novel techniques and design a new ORAM/OPRAM scheme

whose offline maintenance phase and online fetch phase cost asymptotically the same, that is,

O(log3N/ log logN). To achieve this, we rely on a combination of several novel techniques.

Our starting point is the recent perfectly secure ORAM construction by Chan et al. [32]

in which the maintain phase costs O(log3N) and the fetch phase costs only O(log2N).

Specifically, their construction consists of D = O(logN) instances of ORAM such that

except for the last ORAM which stores the actual data blocks, every other ORAM serves

as a (recursive) index structure into the next ORAM. For this reason, these D instances

of ORAM are also called D recursion depths, all of the recursion depths jointly realize an

implicit logical index structure, and we note that the index structure is in fact isomorphic

to a binary tree (which has a branching factor of 2).

First, we show how to use a fat-block trick to increase the branching factor and hence
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reduce the number of recursion depths by a log logN factor. In Chan et al. [32]’s construction,

the implicit index structure’s branching factor is 2, since each block can store the pointers

(later called position labels in our construction) for two blocks in the next recursion depth.

A fat-block is defined as a bundle of logarithmically many normal words and hence each

fat-block can store logarithmically many pointers. In this way, the logical index structure

implemented by the recursion has a branching factor of logN and thus the recursion depth

is reduced by a log logN factor. The price, however, is that the fetch phase now costs

a logarithmic factor more per recursion depth (since obliviously accessing a fat-block is a

logarithmic factor more costly than accessing a normal word).

The primary challenge is how to realize the maintain phase such that the amortized per-

depth maintain-phase cost preserves the same asymptotics as Chan et al. [32], despite the

fat-block now being logarithmically fatter than normal blocks. To accomplish this we rely

on the following two key insights:

1. Exploit residual randomness. First, we rely on an elegant observation first made in

the PanORAMa work [105] in the context of computationally secure ORAMs. Here

we make the same observation for perfectly secure ORAMs. At the core of Chan et

al. [32]’s ORAM construction is a data structure called an oblivious “one-time-memory”

(OTM). When an OTM is initialized, all elements in it are randomly permuted (and

the randomness concealed from the adversary) — recall that in our setting, each el-

ement is a fat-block. The critical observation is that after accessing a subset of the

elements in this OTM data structure, the remaining unvisited elements still appear in

a random order. By exploiting such residual randomness, when we would like to build

a new OTM consisting of the remaining unvisited elements, we can avoid performing

expensive oblivious permutation (which would take time O(n log n) to sort n elements)

and instead rely on linear-time operations.
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2. Exploit sparsity. In Chan et al. [32]’s construction, the D instances of ORAM at all

recursion depths must perform a “coordinated shuffle” operation during the maintain

phase. An important step in this coordinated shuffle is (for each recursion depth) to

inform the parent depth the locations of its fat-blocks after the reshuffle. In Chan et

al. [32], two adjacent recursion depths perform such “communication” through obliv-

ious sorting, and thus incurring O(n log n) cost per-depth to rebuild a data structure

of size n.

Our key observation is that the fat-blocks contained in each OTM data structure in

each recursion depth are sparsely populated. In fact, most entries in the fat-blocks

are irrelevant and only a 1/ logN fraction of them are populated. Thus, at this point,

we employ oblivious tight compaction to compress away the wasted space — we will

use our oblivious parallel tight compaction (Chapter 3) to achieve such compaction in

linear time. After this compression, the OTM becomes logarithmically smaller and at

this point, we can apply oblivious sorting.

4.1 Preliminaries

4.1.1 Oblivious Simulation of PRAMs

PRAMs and OPRAM schemes. Given an arbitrary (also called original) PRAM algo-

rithm, we consider how to obliviously simulate the original algorithm in PRAM model; that

is, to transform the original algorithm into another functionally equivalent PRAM algorithm

such that the transformed, or the obliviously simulated algorithm, is oblivious. Both the

original (insecure) algorithm and the obliviously simulated algorithm run on a PRAM ma-

chine with P CPUs; and it is required that the oblivious counterpart must always give the
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same output distribution as the original PRAM on any input.

Recall that [N ′] is the address space of the shared memory in the PRAM. We assume

without loss of generality that P ≤ N ′ throughout this chapter (otherwise if P > N ′, the

oblivious PRAM can be achieved by assigning at most one address to each CPU and then

performing oblivious routing [20], which takes O(logP ) overhead). As defined in Section 2.2,

the original PRAM algorithm generates a batch of P memory requests in each parallel step,

where each memory request wants to either read or write a logical address. In order to

obliviously simulate the arbitrary original PRAM algorithm, in essence, our goal is to devise

a P -CPU PRAM algorithm, called an oblivious PRAM scheme, to serve every batch of

m memory requests ensuring not only the correctness of the answers to requests but also

obliviousness.

Definition 4.1.1 (Perfectly oblivious PRAM schemes). A P -CPU data structure OPRAM

is called an perfectly oblivious PRAM scheme (perfect OPRAM for short) if and only if the

following holds:

� (Perfect correctness.) For some N ≤ N ′, OPRAM solves the (N,w, P )-array mainte-

nance problem (Definition 2.3.5) with perfect correctness.

� (Perfect obliviousness.) For all t and any two sequences s = (op1, . . . , opt) and

s′ = (op′1, . . . , op′t) where each opi or op′i is a valid batch of P requests defined in

the (N,w, P )-array maintenance problem, it holds that

Access[OPRAM](s) ≡ Access[OPRAM](s′),

where ≡ denotes identically distributed distributions.

For write conflict resolution, in this chapter, we allow the original PRAM algorithm (i.e.,

the array maintenance problem) to support concurrent reads and concurrent writes (CRCW)
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with an arbitrarily parametrizable rule for write conflict resolution. In other words, there

exists some priority rule to determine which write operation takes effect if there are multiple

concurrent writes in some parallel step. For the constructed OPRAM scheme, we assume a

“exclusive-read, exclusive-write” PRAM (EREW). In other words, our OPRAM algorithm

must ensure that there are no concurrent reads or writes at any time. Note that allowing

the original PRAM to be CRCW but restricting the compile oblivious PRAM to be EREW

makes the OPRAM scheme a stronger result.

In this chapter, we will use that each CPU can perform word-level operations as “local

computation,” as metioned in Section 2.2. Specifically, sampling a uniformly random ele-

ment from [n] for any n ∈ [2w] is needed by the Alonso and Schott [6] oblivious random

permutation and by our parallel Intersperse algorithm in Section 5.4.

Metrics. We will use the standard notion of overhead to characterize an OPRAM scheme’s

performance. That is, if a scheme OPRAM obliviously completes a T -round (N,w, P )-array

maintenance problem using P CPUs and parallel time γ · T for all T ∈ N, then we say

that the simulation overhead of OPRAM is γ.1 Moreover, supposing that the OPRAM is

randomized (by a independent random tape), and letting the OPRAM completes in T ′ steps

with m CPUs where T ′ is a random variable, we say that the expected simulation overhead

is γ if E[T ′] = γT , and we say that the simulation overhead is γ with probability 1 − δ if

Pr[T ′ ≤ γT ] ≥ 1− δ. We additionally say the simulation overhead γ is deterministic if it is

γ with probability 1, which coincides with the standard simulation overhead.

More generally, suppose that an unbounded number of CPUs are available for an scheme

OPRAM, if OPRAM consumes work W and depth T = O(W/P ) for each round in (N,w, P )-

1For simplicity, we assume that all P CPUs in the array maintenance problem are active in all T rounds,
i.e., the array maintenance takes T · P total work. We believe removing such assumption is doable (without
extra cost) using the technique described in Chan et al. [29].
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array maintenance problem, then the OPRAM has simulation overhead O(W/P ).

Oblivious simulation of non-reactive functionalities. We next define the oblivious

simulation of non-reactive functionalities in order to define the security of intermediate

building blocks. Notice that the oblivious simulation generalizes Definition 2.3.2 on oblivious

algorithms as the simulation defines both security and correctness jointly, while the latter

does not quantify the input nor output distribution. Let F : {0, 1}∗ → {0, 1}∗ be a possibly

randomized functionality. We say that MF is a perfect oblivious simulation (or oblivious

simulation for short) of F with leakage L, iff there exists a simulator Sim, such that for every

input x ∈ {0, 1}∗, the following real-world and ideal-world distributions are identical:

� Real world: execute MF(x) and let y be the output and Addr be the memory access

patterns; output (y,Addr);

� Ideal world: output (F(x), Sim(L(x))).

For simplicity, if the leakage function L(x) = |x|, we often say that MF is a perfect

oblivious simulation of F (omitting the leakage function) for short.

Modeling input assumptions. Some of our building blocks provide perfect obliviousness

only if the input array is randomly shuffled and the corresponding randomness concealed.

Formally, suppose that a machine M(A, x) and a functionality F(A, x) both take in an

n-element array A ∈ Dn as input and possibly an additional input x ∈ {0, 1}∗, where

D = {0, 1}b is the set of elements for some b ∈ N. We say that “the machine M is a perfect

oblivious simulation of the functionality F with leakage L assuming that the input array A

is randomly shuffled”, iff for every A ∈ Dn and every x ∈ {0, 1}∗, the following real-world

and ideal-world distributions are identical:
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� Real world: randomly shuffle the array A and obtain A′, execute MF(A′, x) and let y

be the output and Addr be the memory access patterns; output (y,Addr);

� Ideal world: output (F(A, x), Sim(b,L(A, x)).

Note that the above definition considers only a single input array A, but there is a

natural generalization for algorithms that take two or more input arrays — in this case we

may require that some or all of these input arrays be randomly shuffled to achieve perfect

obliviousness.

4.1.2 Oblivious Algorithm Building Blocks

We describe following algorithmic building blocks. Unless otherwise noted, for algorithms

that operate on arrays of n elements, we always assume that a single memory word is wide

enough to store the index of each element within the array, i.e., w ≥ log n (where w is the

bit-width of each PRAM word). We typically use the following notation: let b denote the

bit-width of each element, and let β := db/we denote the number of memory words it takes

to store each element.

Oblivious all-prefix sums. Given an array A of n nonnegative integers such that the

sum
∑

i∈[n] A[i] can be represented in w bits, the all-prefix sums problem requires an output

array (s1, . . . , sn) such that si =
∑

j∈[i] A[j].

Theorem 4.1.2. There is a perfectly oblivious algorithm such that computes all-prefix sums

in O(n) work and O(log n) depth, where n is the number of integers in the input.

Proof. To compute all prefix sums in parallel, we can rely on a binary tree — without loss

of generality, assume that n is a power of 2.

84



1. Consider a binary tree with n leaves where the i-th leaf is tagged with the number

A[i]. Every node in the tree wants to compute two sums: 1) a subtree sum that sums

up all leaves in its own subtree; and 2) a prefix sum defined as the sum of the entire

prefix upto the rightmost child in its subtree.

2. First, compute the subtree sums of all nodes in O(n) total work and O(log n) depth

using the most natural algorithm: from the leaf level to the root, every node sums up

the subtree sums of its two children.

3. Next, compute all nodes’ prefix sums in the following fashion. First, the prefix sum of

the root is the same as its subtree sum. Now, a node in the tree can calculate its own

prefix sum as long as its parent has calculated its prefix sum:

� If the node is the left child of some parent, its prefix sum is its parent’s prefix sum

minus its sibling’s subtree sum;

� If the node is the right child of some parent, simply copy the parent’s prefix sum.

When executed in parallel, the above algorithm completes in O(n) work and O(log n) depth.

The algorithm is perfectly oblivious as the access pattern is determined only by n.

Stable (non-oblivious) tight compaction. Using the above all-prefix sums, it is simple

to construct a non-oblivious tight compaction that is parallel and stable (defined in Chap-

ter 3). Let bi be the 1-bit tag of the ith element of the input to tight compaction. We

firstly compute the prefix sum si :=
∑

j∈[i] bi for all i ∈ [n], we then assign i-th CPU to grab

the i-th element and if bi = 1, the CPU places it at index si in the output array of tight

compaction. Hence, we claim the following statement.

Theorem 4.1.3 (Stable (non-oblivious) tight compaction). There is an algorithm such that

solves stable tight compaction in O(β ·n) work and O(log n) depth, where n is the number of

elements in the input.
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Tight compaction. As mentioned in Chapter 3, tight compaction is the following task:

given an input array containing n elements where each element is tagged with a bit indicating

whether it is real or dummy, produce an output array containing also n elements such that

all real elements in the input appear in the front and all dummies appear at the end. We

will use the following algorithm that runs in linear work and logarithmic depth.

Theorem 4.1.4 (Oblivious parallel tight compaction, Chapter 3). There exists a determin-

istic, oblivious tight compaction algorithm that compacts an array of n elements in total work

O(β · n) and depth O(log n) where β ≥ 1 denotes the number of words it takes to represent

each element.

We recall that the above oblivious parallel compaction algorithm works in the so-called

balls-and-bins model, that is, the payload of the elements are moved around as opaque

strings.

Oblivious Random Permutation

Let Fperm denote an ideal functionality that upon receiving the input array X, outputs a

perfectly random permutation of X. We say that an algorithm ORP is a perfectly oblivious

random permutation (ORP), iff it is a perfect oblivious simulation of the functionality Fperm.

Alonso and Schott [6] construct a parallel random permutation algorithm that takes

O(n log2 n) total work and O(log2 n) depth to randomly permute n elements. Although

achieving obliviousness was not a goal of their paper, it turns out that their algorithm is

also perfectly oblivious, giving rise to the following theorem:

Theorem 4.1.5 (Alonso-Schott ORP). Suppose that for any integer m ∈ [n], each CPU of

the PRAM can sample an integer uniformly at random from [m] in unit time. Then, there

is a perfectly oblivious algorithm that permutes an array of n elements in O(β · n log n +
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n log2 n) total work and O(log2 n) depth where β ≥ 1 denotes the number of memory words

for representing each element.

The recent work of Chan et al. [27] describes another perfectly oblivious random permu-

tation algorithm which is asymptotically more efficient but the algorithm is Las Vegas, i.e.,

the algorithm satisfies perfect obliviousness and correctness, but with a small probability the

algorithm may run longer than the stated bound.2 Below, we restate this result in the form

that we desire in this paper — the specific theorem stated below arises from the improved

analysis, which is aslo published in Asharov et al. [9]. Notice that the following theorem

gives a high-probability performance bound for sufficiently large n. Later in our OPRAM

construction, we will adopt ORP for problems of different sizes — we will use Theorem 4.1.6

for sufficiently large instances and use Theorem 4.1.5 for small instances.

Theorem 4.1.6 (A Las Vegas ORP algorithm). Let β ≥ 1 denote the number of memory

words it takes to represent each element. There exists a Las Vegas perfectly oblivious random

permutation construction that completes in expected O(β · n log n) total work and expected

O(log n) depth. Furthermore, except with n−Ω(
√
n) probability, the algorithm completes in

O(β · n log n) total work and O(log2 n) depth.

Proof. We apply a similar algorithm as that of Chan et al. [27, Figure 2 and Lemma 10],

except with different parameters:

1. Assign each element an 8 log n-bit random label drawn uniformly from {0, 1}8 logn.

Obliviously sort all elements based on their random labels, resulting in the array

R. This step takes O (βn log n+ n) work and O(log n) using AKS sort as per Theo-

rem 2.4.1.

2Using more depth but only unbiased random bits, Czumaj [43] shows a Las Vegas switching network to
achieve the same abstraction.
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2. In R, each element identifies itself as colliding if and only if the element and its pre-

decessor element have the identical random label. Each colliding element is associated

with its index in R. Perform stable non-oblivious tight compaction (Theorem 4.1.3)

so that all colliding elements are moved into array X and the associated indices into I

(that is, I[i] stores the index of X[i] in R).

3. If the number of elements that collide is greater than
√
n, simply Retry from Step 1.

Otherwise, shuffle elements in X using Alonso-Schott ORP resulting in the array Y.

This step takes O
(
β ·
√
n log2 n

)
work and O(log2 n) depth.

4. Finally, for each j ∈ |I|, write back each element Y[j] to the position R[I[j]] and

output the resulting R.

To bound the probability of Rery, we first prove the following claim:

Claim 4.1.7. Let n > 100. Fix a subset S ⊆ {1, 2, . . . , n} of size α := |S| ≥ 2. Throw

elements {1, 2, . . . , n} to n8 bins independently and uniformly at random. The probability

that every element in S has a collision with any other elements is upper bounded by α!/n2α.

Proof. If all elements in S see collisions for some sample path determined by the choice of

all elements’ bins denoted ψ, then the following event GS must be true for the sample path

ψ: there is a permutation S ′ of S such that for every i ∈ {dα/2e, . . . , α}, S ′[i] either collides

with some element in S ′ whose index j < i (i.e., with an element before itself) or with an

element outside of S (i.e., from [n] \ S).

Therefore, the fraction of sample paths for which a fixed subset S of size α all have

collision is upper bounded by the fraction of sample paths over which the above event GS

holds. Now, the fraction of sample paths over which the GS holds is upper bounded by

α! · (n/n8)bα/2c ≤ α!/n2α.
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We proceed with the probability of Retry. The probability that there exists at least α

collisions is upper bounded by the following expression since there are at most
(
n
α

)
possible

choices for such a subset S:(
n

α

)
· α!

n2α
=

n!

(n− α)!α!
· α!

n2α
≤ e

√
n(n/e)n√

2π(n− α)((n− α)/e)n−α ·
√

2πα(α/e)α
· α!

n2α

≤e
√
n

2π
· nn

(n− α)n−α · αα
· α!

n2α
=
α! · e

√
n

2π
·
(

n

n− α

)n−α
· 1

αα
· 1

nα

≤α! · e
√
n

2π
·
(

1 +
α

n− α

)n
· 1

αα
· 1

nα

Plugging in α =
√
n, we can upper bound the probability of Retry at Step 3 as follows

assuming large n > 100:

√
n! · e

√
n

2π
·
(

1 +

√
n

n−
√
n

)√n·√n
· 1

(n
√
n)
√
n
≤
√
n! · e

√
n

2π
·
(

1 +
1

0.5
√
n

)0.5
√
n·2·
√
n

· 1

(n
√
n)
√
n

≤
√
n! · e

√
n

2π
· exp(2

√
n) · 1

(n
√
n)
√
n
≤ exp(−

√
n)

Having bounded the Retry probability, the obliviousness proof can be completed in identi-

cal manner to that of Chan et al. [27, Lemma 10], since our algorithm is essentially the same

as theirs but with different parameters. We stress the algorithm is oblivious even though the

positions of the colliding elements are revealed.

Oblivious Routing

Oblivious routing [20] is the following primitive where n source CPUs wish to route data to

n′ destination CPUs based on the keys, where each key consists of w bits.

� Inputs: The inputs contain two arrays: 1) a source array src := {(ki, vi)}i∈[n] where each

element is a (key, value) pair or a dummy element denoted (⊥,⊥); and 2) a destination

array dst := {k′i}i∈[n′] containing a list of (possibly dummy) keys. We assume that each
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(non-dummy) key appears no more than C times in the src array where C = O(1) is a

known constant; however, each (non-dummy) key can appear any number of times in

dst.

� Outputs: We would like to output an array Out := {v′i,j}i∈[n′],j∈[C] where (v′i,1, . . . , v
′
i,C)

contains all the values contained in src whose keys match k′i (padded with ⊥ to length

C).

Theorem 4.1.8 (Oblivious routing [20, 27, 33]). There exists a perfectly oblivious routing

algorithm that accomplishes the above task in O(log(n+n′)) depth and O(β·(n+n′) log(n+n′))

total work where β ≥ 1 denotes the number of words it takes to represent each element.

4.1.3 Parallel Intersperse

Oblivious intersperse is an abstraction that which can be used to mix two input arrays

such that the mixing is uniformly at random in the adversarial view. The abstraction

was originated in PanORAMa [105] and then formally defined and realized in OptORAMa

(Section 5.4). In this section, we define intersperse and then state the sequential and parallel

realizations that run in expected, high probability, or deterministic performance bounds.

Definition

Informally, the Intersperse algorithm receives the concatenation of the two input arrays

and only the sum of their lengths is public but not each array’s individual length where each

input array is shuffled uniformly at random, and then Intersperse is required to output a

uniformly shuffled array consisting of all input elements. More specifically, Intersperse has

the following syntax.
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� Input. The concatenated array I0‖I1, and two integers n0 := |I0| and n1 := |I1|.

� Output. An array B of size n = n0 +n1 that contains all elements of I0 and I1. Each

position in B will hold an element from either I0 or I1, chosen uniformly at random

and the choices are concealed from the adversary.

We defer the formal security of Intersperse (defined by oblivious simulation) to Func-

tionality 5.4.2, called FnShuffle.

In OptORAMa (Section 5.4.1, Claim 5.4.3), we will show how to construct an

Intersperse algorithm in linear time, i.e., O(n); however, the algorithm is inherently se-

quential (see the following warmup). Prior to this project, the manuscript by Asharov et

al. [11] considered how to devise a parallel version of Intersperse in an attempt to make

OptORAMa parallel; but their parallel Intersperse algorithm achieves only statistical se-

curity.3 Later in this section we will describe a variant of the parallel intersperse that is

perfectly secure but consumes more cost.

Warmup: A Sequential, Linear-Work Intersperse Algorithm

OptORAMa uses the following method to construct a sequential Intersperse algorithm:

1. First, initialize an array aux of size n that has n0 zeros and n1 ones, where the zeros’

positions are chosen uniformly at random (and the remaining positions are ones).

More formally, the algorithm must obliviously simulate the following FSampleAux(n, n0)

functionality.

3The algorithm of Asharov et al. [11] may abort and fail with a negligible probability, and such negligible
event reveals some information about the input (n, n0) so that it is only statistically secure.
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FSampleAux(n, n0) – Sample Auxiliary Array

� Input: Two numbers n, n0 ∈ N such that n0 ≤ n.

� The functionality: Sample an array aux of n bits uniformly at random condi-

tioned on having n0 zeros and n− n0 ones. Output aux.

2. Next, we route elements 1-to-1 from I0 to zeros in aux and 1-to-1 route elements from

I1 to ones in aux. This can be accomplished by running oblivious tight compaction

circuit (Theorem 4.1.4) to pack all the 0s in aux in the front. During the process,

all swap gates remember their routing decisions. Now, we can run the oblivious tight

compaction circuit in reverse and on the input array I0||I1. It is not hard to see that

in the outcome, every 0 position in aux would receive an element from I0 and every 1

position in aux would receive an element from I1.

We will prove that the above algorithm indeed realizes the Intersperse abstraction as

defined above, resulting in the following theorem:

Theorem 4.1.9 (Sequential, linear-time Intersperse (restatement of Claim 5.4.3)). There

exists an algorithm that perfectly obliviously simulates FnShuffle for two randomly shuffled input

arrays. Moreover, the algorithm completes in deterministic O(βn) total work where n denotes

the sum of the lengths of the two input arrays, and β ≥ 1 denotes the number of memory

words required to represent each element.

Parallel Intersperse Algorithms

We need a parallel version of the Intersperse algorithm. In OptORAMa’s Intersperse

construction, while the oblivious tight compaction building block can be replaced with a

parallel realization of tight compaction (Theorem 4.1.4), unfortunately they adopt a highly

sequential procedure for generating the aux array. To get a parallel algorithm, it suffices to
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devise a parallel procedure for generating such an aux array. More formally, we would like

to devise an algorithm that obliviously simulates the functionality FSampleAux(n, n0).

A näıve algorithm with deterministic performance. A näıve algorithm is the follow-

ing: simply write down exactly n0 number of 0s and n−n0 number of 1s, apply an oblivious

random permutation to permute the array, and output the result. If we use Theorem 4.1.5

to instantiate this näıve algorithm, we obtain the following theorem:

Theorem 4.1.10 (Näıve parallel algorithm for sampling aux). For any n0 ≤ n, there exists

an algorithm that perfectly obliviously simulates FSampleAux(n, n0); moreover, for sampling an

aux array of length n, the algorithm completes in deterministic O(n log2 n) total work and

O(log2 n) depth.

This immediately gives rise to the following corollary for Intersperse due to the result

of OptORAMa (Section 5.4.1) and parallel tight compaction (Theorem 4.1.4):

Corollary 4.1.11 (Näıve parallel Intersperse). There exists an algorithm that perfectly

obliviously simulates FnShuffle for two randomly shuffled input arrays. Moreover, the algorithm

completes in deterministic O(βn+ n log2 n) total work and O(log2 n) depth where n denotes

the sum of the lengths of the two input arrays, and β ≥ 1 denotes the number of memory

words required to represent each element.

A more efficient Las Vegas algorithm. To obliviously simulates the functionality

FSampleAux(n, n0) with better performance, we use the Las Vegas version of oblivious ran-

dom permutation, Theorem 4.1.6, which gives the following theorem:

Theorem 4.1.12 (Las Vegas parallel algorithm for sampling aux). For any n0 ≤ n, there

exists a Las Vegas algorithm that perfectly obliviously simulates FSampleAux(n, n0). Except with
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probability n−Ω(
√
n), the algorithm completes in O(n log n) total work and O(log2 n) depth.

Furthermore, the above stated performance bounds also apply in expectation.

Now due to Section 5.4.1 and parallel tight compaction (Theorem 4.1.4), we have the

following corollary.

Corollary 4.1.13 (Parallel Intersperse). Let β ≥ 1 be the number of words used to represent

an element. There is an Intersperse algorithm that is a perfectly oblivious simulation of

FnShuffle on two randomly shuffled input arrays; moreover, except with n−Ω(
√
n) probability, the

algorithm completes in O(βn+n log n) total work and O(log2 n) depth. Moreover, the stated

performance bounds also apply in expectation.

4.2 One-Time Memory

We describe an abstract data structure called an oblivious one-time memory (OTM) which

will serve as a core building block in our OPRAM construction. Roughly speaking, a one-

time memory (OTM) is initialized with a set of elements using a procedure called Build.

Once initialized, it allows each element stored in it to be looked up at most once using a

procedure called Lookup. Further, it is assumed that when each lookup request arrives, the

request is accompanied by a correct “position label” for the element requested. When the

OTM is no longer needed, one can call a Extract operation to extract the set of remaining

unvisited elements. A similar notion of oblivious OTM was formulated by Chan et al. [32].

Moreover, assuming that each element can be represented with χ ≥ 1 words, Chan et al. [32]

show how to construct a perfectly oblivious OTM that consumes O(χn log n) total work to

initialize an OTM data structure containing n elements; and where each lookup incurs only

O(χ) overhead.
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In this section, we construct an oblivious OTM assuming that the input array of elements

provided to the OTM at initialization has already been randomly shuffled (and the random-

ness hidden from the adversary). Our goal is to allow each lookup to be supported with O(χ)

total work as before (as long as a correct position label accompanies each lookup request);

however, we would like the initialization procedure to consume only O(n · (χ+ log n)) total

work which is asymptotically better than the OTM of Chan et al. [32] when χ dominates

log n. In other words, in our construction, the initialization procedure is allowed to perform

only linear work moving and/or copying the fat elements (i.e., a bundle of χ words), but is

additionally allowed O(n log n) amount of computation on metadata.

4.2.1 Definition

A parallel oblivious one-time memory supports three operations: 1) Build, 2) Lookup, and

3) Extract. Build is called once upfront to create the data structure: it takes in a set of

randomly permuted real elements (each tagged with its logical address) and creates a data

structure that facilitates lookup. After this data structure is created, a sequence of Lookup

operations can be performed: each lookup can request a real element identified by its logical

address or a dummy address denoted ⊥ — if the requested element has a real address, we

assume that the correct position label is supplied to indicate where in the data structure the

requested element is. Finally, when the data structure is no longer needed, one may call a

Extract operation to obtain a list of real elements (tagged with their logical addresses) that

have not been looked up yet, mixed with an appropriate number of dummies, and permuted

according to a secret random permutation.

We require that our oblivious one-time memory data structure retain obliviousness as

long as 1) the sequence of real addresses looked up all exist in the data structure (i.e., it

appeared as part of the input to Build), and 2) each real address is looked up at most once.

95



Formal Definition

A (parallel) one-time memory scheme denoted OTM[n,m,t] is parametrized by three param-

eters: n denotes the upper bound on the number of real elements; m is the batch size for

lookups; t is the number of batch lookups supported.

The scheme OTM[n,m,t] is comprised of the following possibly randomized, stateful algo-

rithms (Build, Lookup,Extract), to be executed on a exclusive-read, exclusive-write (EREW)

PRAM — note that since the algorithms are stateful, every invocation will update an im-

plicit data structure in memory. Henceforth we use the terminology key and value in the

formal description but in our OPRAM scheme later, a real key will be a logical memory

address and its value refers to its content.

� U ← Build(S): The algorithm takes as input an array S of n elements, where each

element is either a real key-value pair of the form (ki, vi), or dummy denoted (⊥,⊥);

moreover any two real elements in S must have distinct keys. The algorithm then

creates an in-memory data structure to facilitate subsequent lookup requests (not in-

cluded in the output); moreover it outputs a position-label array U containing exactly

n key-position pairs each of the form (k, pos). Further, every real key in the input S

will appear exactly once in the list U ; and the list U is padded with ⊥ to a length n.

Recall that each value vi in the input S can be “fatter” than its position label pos

that is included in the output U . Later in our OPRAM scheme (Section 4.3), this

key-position list U will be propagated back to the parent recursion depth during a

coordinated rebuild4.

� (vi : i ∈ [m]) ← Lookup
(
(ki, posi) : i ∈ [m]

)
: there are m concurrent Lookup requests

4Note that we do not explicitly denote the implicit data structure in the output of Build, since the implicit
data structure is needed only internally by the current oblivious one-time memory instance. In comparison,
U is explicitly outputted since U will later on be (externally) needed by the parent recursion depth in our
OPRAM construction.
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in a single batch, where we allow each key ki requested to be either real or ⊥. If ki

is a real key, then ki must be contained in S that was input to Build earlier. In other

words, Lookup requests are not supposed to ask for real keys that do not exist in the

data structure.5 Moreover, each real (ki, posi) pair supplied to Lookup must exist in

the U array returned by the earlier invocation of Build, i.e., posi must be a correct

position label for ki.

� R ← Extract: the Extract algorithm returns an array R of length n where each entry

is either ⊥ or real and of the form (k, v). The array R should contain all real elements

inserted during Build but have not been looked up yet, mixed with ⊥ to a length of n.

Valid request sequence. Our oblivious one-time memory ensures correctness and obliv-

iousness only if the sequence of requests is valid, defined as below. Roughly speaking, a

request sequence is valid only if lookups are non-recurrent (i.e., never look for the same real

key twice); and moreover the number of batch requests must be exactly the predetermined

parameter t. More formally, a sequence of operations is valid, iff:

� The sequence begins with a single call to Build upfront; followed by a sequence of t

batch Lookup calls, each of which supplies a batch of m keys and the corresponding

position labels; and finally the sequence ends with a single call to Extract.

� Also, in all Lookup operations in the sequence, no two real keys requested (either within

the same batch or across different batches) are the same.

Correctness. Correctness requires that

5 We emphasize this is a major difference between this one-time memory scheme and the oblivious hashing
abstraction of Section 5.3.4 (also defined and published earlier in Chan et al. [29]); the oblivious hashing
allows lookup queries to ask for keys that do not exist in the data structure.
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1. For any valid request sequence, with probability 1, for every Lookup ((ki, posi) : i ∈ [m])

request, if ki = ⊥, the i-th answer returned must be ⊥; else if ki 6= ⊥, Lookup must

return the correct value vi associated with ki that was input to the earlier invocation

of Build.

2. For any valid request sequence, with probability 1, Extract must return an array R

containing every (k, v) pair that was supplied to Build but has not been looked up;

moreover the remaining elements in R must all be ⊥.

Perfect obliviousness. For obliviousness, we require that there exists a simulator

Sim(1n, 1m, 1t) satisfies the following, where n is the length of the input array provided

to Build, m is the number of requests in a concurrent batch, and t is the total number of

batched requests the OTM must support. For any input array S consisting of n elements,

any sequence of batched requests K := {ki,j}i∈[t],j∈[m] such that every key queried must ap-

pear in S and moreover, every key is looked up at most once in the same batch or across

batches, the following real- and ideal-world distributions must be identical:

� Real-world. Consider the following real-world experiment.

1. Randomly shuffle the input array S; and run Build on the outcome;

2. Make a sequence of t batch Lookup operations defined by K, and in every request

in any batch, provide the correct position labels as defined by the output U of

Build;

3. Run Extract and let R be the resulting array.

4. The real-world distribution is defined by the tuple (Addresses, R) where Addresses

is the access patterns incurred by the OTM in the above experiment.
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� Ideal world. The ideal-world experiment outputs the following joint distribution:

(
Sim(1n, 1m, 1t),Fextract(S,K)

)
,

where Fextract(S,K) is the ideal functionality that performs the following: mark every

entry in S whose key is contained in K as dummy, randomly shuffle the resulting array

and output it.

4.2.2 Construction

Intuition

We would like achieve the following obliviously. When Build receives an input array of

elements, we want to create 1) an array A containing all real elements in the input and

an appropriate number of dummies such that all elements are randomly shuffled; and 2)

a dummy metadata array denoted dummy that contains a randomly permuted list of the

locations of dummy elements in A. When a batch of m Lookup requests arrive, each of the

m requests is either a real request tagged with the desired element’s correct position in A;

or it is a dummy request denoted as ⊥. Imagine that there are m CPUs, i.e., one for serving

each of the m requests. The m CPUs find the next m unvisited dummy positions from the

array dummy, denoted dpos1, . . . , dposm. For each CPU i ∈ [m], if it received a real request,

it fetches the element from the specified position (that accompanies the request); otherwise

it fetches a dummy element from position dposi. Finally, Extract simply removes all the

visited locations from A and returns the remaining unvisited elements — it is not hard to

see that in the array returned by Extract, all elements are still randomly shuffled. We stress

that the number of dummy elements in the array A must be sufficient to support the number

of lookup queries to the OTM.
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The main challenge is how to realize the Build procedure obliviously consuming only linear

total work on the (possibly fat) elements but allowing O(n log n) total work on metadata.

Here we exploit the fact that the input array has already been randomly shuffled and the

randomness hidden from the adversary. Therefore, we only have to pad the input array with

an appropriate number of dummies and intersperse this concatenated array. For building

the dummy metadata array dummy, we only have to deal with metadata, thus we can rely on

standard oblivious sorting techniques. We suppose that for each element, the key is stored

in O(1) words and value in χ words.

Detailed Construction

Algorithm 4.2.1: Build aims to create an in-memory data structure consisting of the
following:

1. An array A of length n + ñ, where ñ := tm denotes the number of added dummies
and n denotes the number of real elements. Each entry of the array A (real or dummy
alike) contains a key-value pair (key, val) (where val can be of large size).

2. An array dummy of ñ indices that indicate the positions of the added dummies within
A, and a counter count that keeps track of how many elements have been looked up so
far.

These in-memory data structures, (A, dummy, count), will then be updated during Lookup.

Build Algorithm Build ((ki, vi) : i ∈ [n]) proceeds as follows.

1. Initialize. In parallel, construct an array A1 of length n are copied from the input, an
array A0 of length ñ with entries set to (⊥,⊥).

2. Permute real and dummy elements. Perform parallel Intersperse (see Remark 4.2.2
for instantiation) on the arrays A0, A1, interleaving the n elements from A1 with the
ñ elements from A0. The resulting permuted array is the A in the data structure.

3. Construct the key-position map U . The map U is constructed in the following steps.
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a) Let M be a metadata array of length n + ñ, where the entries of M are of the
form (key, pos), and pos ∈ [1..n+ ñ] will index a position within the array A. For
each i ∈ [n+ ñ] in parallel, set M [i].key := A[i].key and M [i].pos = i.

b) Oblivious sort the array M according to the keys, resulting array M̂ , where the

extra dummy keys ⊥’s are at the end of M̂ .

c) We construct the key-position map U from the first n entries of M̂ — recall that
each entry of U is of a key-position pair (k, pos).

4. Construct the dummy indices. For each i ∈ [1..ñ], we denote M̂n[i] := M̂ [n + i].
Perform a perfectly oblivious random permutation (see Remark 4.2.2 for instantiation)

on M̂n[1..ñ] (which contain only metadata). We then construct the array of dummy

indices: for i ∈ [1..ñ] in parallel, we set dummy[i] := M̂n[i].pos.

We initialize the counter count := 0.

At this moment, the data structure (A, dummy, count) is stored in memory. The key-

position map U is explicitly output and later in our OPRAM scheme it will be passed to the

parent recursion depth during coordinated rebuild.

Remark 4.2.2 (Instantiate Intersperse and random permutation). If we instantiate

Intersperse using the algorithm corresponding to Corollary 4.1.13, and instantiate the

oblivious random permutation using the algorithm corresponding to Theorem 4.1.6, we ob-

tain the following fact — for simplicity, throughout Sections 4.2 and 4.3, we will focus on the

expected performance. Later in Section 4.4, we will describe how to obtain high-probability

performance bounds (where we will need to instantiate small instances with non-Las-Vegas

algorithms with deterministic performance bounds).

Fact 4.2.3. The Build algorithm completes in O
(
(n + ñ) · (χ + log(n + ñ))

)
total work and

O(log2(n+ ñ)) depth in expectation.

As mentioned before, when the elements can be “fat” and the metadata is “thin”, our
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Build is asymptotically more efficient than that of Chan et al. [32]. We now prove the above

fact.

Proof. The depth is dominated by Intersperse, which follows by Corollary 4.1.13. The

total work on elements is dominated by the Intersperse procedure on (A0, A1), which is

O
(
χ(n+ ñ)

)
by Corollary 4.1.13 as well. On metadata, the dominating subroutines are the

oblivious sort (realized with AKS sort [5]) on M and the oblivious random permutation on

M̂ (Theorem 4.1.6). Hence, the summed total work is O ((n+ ñ) · (χ+ log(n+ ñ))).

Algorithm 4.2.4: Lookup. We implement a batch of m concurrent lookup operations
Lookup ((ki, posi) : i ∈ [m]) as follows. For each i ∈ [m], we perform the following in parallel.

1. Decide position to fetch from. If ki 6= ⊥ is real, set pos := posi, i.e., we want to use the
position label supplied from the input. Else if ki = ⊥, set pos := dummy[count + i],
i.e., the position to fetch from is the next indexed dummy. (To ensure obliviousness,
the algorithm can always pretend to execute both branches of the if-statement.)

At this moment, pos is the position to fetch from (for the i-th request out of m con-
current requests).

2. Read and remove. Read value from A[pos], mark A[pos] := ⊥.

3. Update counter. The counter is only updated once per batch by the first lookup request:
if i = 1, let count := count +m.

4. Return. Return the value read in the above Step 2.

The following fact is straightforward from the algorithm.

Fact 4.2.5. The Lookup algorithm runs in O(mχ) total work and O(1) depth.
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Extract By always having exactly t batch requests, there are exactly ñ entries in A have

been accessed during previous Lookup operations. Our goal is to remove these accessed

entries and output a list of remaining unvisited entries. Note that the algorithm need not

hide which entries have been accessed since this information has already been observed by

the adversary. The construction of Extract is straightforward: perform stable non-oblivious

tight compaction (Theorem 4.1.3) on array A (in Algorithm 4.2.1), which accomplishes this

removal in O
(
(n+ ñ) · χ

)
total work and O(log(n+ ñ)) depth. We claim the following fact.

Fact 4.2.6. The Extract algorithm runs in O
(
(n+ ñ) ·χ

)
total work and O(log(n+ ñ)) depth.

Lemma 4.2.7 (Perfect obliviousness of the one-time memory scheme). The above (parallel)

one-time memory scheme satisfies perfect obliviousness.

Proof. It suffices to prove that for any S = ((ki, vi) : i ∈ [n]) and K ⊆ {ki}i∈[n], the real-world

distribution of (Accesses, R) is identical to the ideal-world (Sim(1n, 1m, 1t),Fextract(S,K)) for

some simulator Sim. We proceed by defining Sim, then we show the real-world Accesses is

identical to Sim and that the marginal distribution of R is identical to Fextract(S,K).

First, almost all parts of Build are deterministic and data oblivious and thus the algo-

rithm’s access patterns can be simulated in the most straightforward fashion. The only

randomized part of access patterns for Build is due to the oblivious random permutation. To

simulate this part, the simulator calls the oblivious random permutation’s simulator.

Second, to simulate the access patterns of Lookup, for every i ∈ [m], the simulator would

read the memory location storing count and then read the dummy index dummy[count + i].

Then, it reads a random unread index of the array A and writes to it once too. Finally, it

writes to count for every i ∈ [m].

Third, simulating the access patterns of Extract is done in the most natural manner since

the access pattern of Extract is a deterministic function of the access pattern of the second
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step, Lookup.

Observe that the list S is randomly permuted upfront (before Build) in the real-world

and the added dummies (⊥,⊥) are also randomly permuted (as dummies differ only in the

metadata M̂). Then, in the array A generated by Build, every real and dummy element

will be in a random location by Intersperse (Corollary 4.1.13). Thus, we replace Intersperse

with ideal functionality Fshuffle and use the simulator of Intersperse in a hybrid experiment.

With a valid request sequence, in the hybrid experiment, the real-world algorithm Lookup

accesses each real or dummy element at most once, and thus every real-world access visits a

random position of the array A (besides reading and writing dummy and count). The joint

distribution of Accesses and the output R (of both Lookup and Extract) in the hybrid is then

identical to that of ideal word because the visited positions of A is uniformly random and

simulated for each output of Fextract(S,K).

Summarizing the above Fact 4.2.3, 4.2.5, 4.2.6, and Lemma 4.2.7, we conclude with the

following theorem.

Theorem 4.2.8. The above scheme (Build, Lookup,Extract) is a perfectly oblivious (parallel)

one-time memory. For elements of O(1)-word keys and χ-word values, the performance is:

� Build: O
(
(n+ ñ) ·(χ+log(n+ ñ))

)
total work and O

(
log2(n+ ñ)

)
depth in expectation,

� Lookup: O(mχ) total work and O(1) depth, and

� Extract: O
(
(n+ ñ) · χ

)
total work and O(log(n+ ñ)) depth.
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4.3 Perfect OPRAM with Expected Performance Bound

In this section we will put together the building blocks constructed earlier and obtain our

final OPRAM scheme.

Terminology. Recall that the definition of an OPRAM scheme is to solve the (N,w,m)-

array maintenance problem consisting of N words, where each word consists of w ≥ logN

bits, and m is the number of (word access) requests per batch (Definition 4.1.1). We will use

the term word as in array maintenance and our construction uses χ = Θ(logN) to denote a

“branching factor” that we assume is a power of 2 without loss of generality.

4.3.1 Overview

Recursive OPRAMs. Let D := logχ
N
m

. Our OPRAM construction consists of D +

1 position-based OPRAMs (will be defined and constructed in Section 4.3.2) henceforth

denoted OPRAM0, OPRAM1, OPRAM2, . . ., OPRAMD — we also refer to them as D + 1

recursion depths. Each position-based OPRAM denoted OPRAMd consists of d log2 χ + 1

levels geometrically growing (with factor 2) in size, where each level is a one-time oblivious

memory scheme as defined and described in Section 4.2.

For d < D, OPRAMd stores Θ(χd ·m) fat-blocks where each fat-block is a bundle of χ

words. The last recursion depth OPRAMD stores the actual data words. Henceforth every

OPRAMd where d < D is said to be a metadata OPRAM; since these OPRAMs jointly store

a logical index structure for discovering the position labels of the desired fat-blocks or data

words in the next recursion depth. The last OPRAMD is called the data OPRAM since it

stores the actual data words. We say an element is a fat-block at depth d < D or a data
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word at depth D if the depth is clear from the context.

Format of depth-d addresses. Suppose that a word’s logical address is a log2N -bit

string denoted addr〈D〉 := addr[1..(log2N)] (expressed in binary format), where addr[1] is the

most significant bit. In general, at depth d, an address addr〈d〉 is the length-(log2m+d log2 χ)

prefix of the full address addr〈D〉. Henceforth, we refer to addr〈d〉 as a depth-d address (or the

depth-d truncated address of addr).

When we look up a data word, we look up the full address addr〈D〉 in recursion depth D,

we look up addr〈D−1〉 at depth D− 1, addr〈D−2〉 at depth D− 2, and so on. Finally at depth

0, the log2m-bit address uniquely determines one of the m fat-blocks stored at OPRAM0.

Since each batch consists of m concurrent lookups, one of them will be responsible for this

fat-block in OPRAM0.

For d < D, a fat-block with the address addr〈d〉 in OPRAMd stores the position labels

for χ fat-blocks (or data words) in OPRAMd+1 (or data words in OPRAMD), at addresses

{addr〈d〉‖s : s ∈ {0, 1}log2 χ} (recall the ‖ denote concatenation). Henceforth, we say that

these χ addresses are siblings to one another.

4.3.2 Position-Based OPRAM

A position-based OPRAM is almost a fully functioning OPRAM except that whenever a

batch of memory requests come in, we assume that each request must be tagged with a

correct position label indicating exactly where the requested fat-block or data word is in the

OPRAM. In our subsequent full OPRAM construction, to fetch a data word in OPRAMD, we

recursively request the word’s position label from OPRAMD−1 first — once a correct position

label is obtained, we may begin accessing OPRAMD for the desired data word. That is, every
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OPRAMd+1

OPRAMD

D = log𝜒 (N/m)
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d to d+1: Branch factor 𝜒

j to j+1: Branch factor 2 Level j
Level j+1

OPRAMd (stores ϴ(𝜒dm) blocks)

𝜒 words

(addr<d>, (level, index))

Figure 4.1: OPRAM data structure.

OPRAMd stores the position labels for the next OPRAMd+1.

Data Structure

We next describe OPRAMd for some 1 ≤ d ≤ D = logχ
N
m

. As we shall see, the case OPRAM0

is trivial and is treated specially.

Hierarchical levels. The position-based OPRAMd consists of d log2 χ+1 levels henceforth

denoted as (OTMj : j = 0, . . . , d log2 χ) where level j is a one-time oblivious memory scheme,

OTMj := OTM[2j ·m,m,2j ]

with at most n = 2j ·m real fat-blocks (or data words at depth D), m concurrent lookups

in each batch (which can all be real), and 2j batch requests. This means that for every

OPRAMd, the smallest level is capable of storing up to m real elements. Every subsequent

level can store twice as many real elements as the previous level. For the largest OPRAMD,

its largest level is capable of storing N real data words given that D = logχ
N
m

— this means

107



that the total space consumed is O(N). Plugging in the hierarchical levels, the full OPRAM

data structure is illustrated in Figure 4.1.

Every level j is marked as either empty (when the corresponding OTMj has not been

rebuilt) or full (when OTMj is ready and in operation). Initially, all levels are marked as

empty, i.e., the OPRAM initially is empty.

Position label. Henceforth we assume that a position label of an element specifies 1)

which level the element resides in; and 2) the index within the level the element resides at.

Augmented elements. We assume that each fat-block or data word is of the form (logical

address, payload), i.e., each element at depth d carries its own depth-d logical address addr〈d〉.

This will simplify the procedure MergeLevels later.

Operations

Each position-based OPRAM supports two operations, Lookup and Shuffle. In the following,

we describe the algorithms Lookup and Shuffle for every OPRAMd where d ≥ 1, and then we

will describe the Lookup and Shuffle for the trivial case, OPRAM0.

Lookup. Every batch lookup operation, denoted Lookup
(
(addri, posi) : i ∈ [m]

)
receives as

input the depth-d logical addresses addri of m elements as well as a correct position label for

each requested element. To complete the batch lookup request, we perform the following.

Algorithm 4.3.1: Lookup
(
(addri, posi) : i ∈ [m]

)
.

1. For each j = 0, . . . , d log2 χ in parallel, perform the following:
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� For each i ∈ [m] in parallel, perform the following:

If posi indicates that the element should be stored in level j, then set addr′i := addri
and let pos′i := posi (and specifically the part of the position label denoting the
offset within level j); otherwise, set addr′i := ⊥ and pos′i := ⊥.

� (vij : i ∈ [m])← OTMj.Lookup((addr′i, pos′i) : i ∈ [m]).

2. For each i ∈ [m] in parallel, perform the following:

Set vali to be the only non-dummy element in (vij : j = 0, . . . , d log2 χ) if it exists;
otherwise set vali := ⊥. This step can be accomplished using an oblivious select
operation in O(log d+ log logχ) depth consuming d log2 χ CPUs.

3. Return A0 := (vali : i ∈ [m]).

The following follows by Fact 4.2.5, the total work of OTM.Lookup.

Fact 4.3.2. For OPRAMd, for each Lookup containing a batch of m requests, the total work

is O(m · χ · d · log2 χ), and the depth is O(log d+ log logχ).

Shuffle. A shuffle operation, denoted Shuffle(U, `, A0), receives as input an update array

U (we will define constraints on U subsequently), the level ` to be rebuilt, and an array

A0 of m elements. For each OPRAMd it must be guaranteed that ` ≤ d log2 χ; moreover,

the operation is called only when level ` is empty or ` = d log2 χ. The Shuffle algorithm

is triggered by a previous Lookup instance, which fetches the m elements and then outputs

these m elements in the array A0. For the case d = D, the contents of these data words is

updated when the batch of requests are writes to data words.

The Shuffle algorithm then combines levels 0, 1, . . . , ` − 1 into level `: at the end of the

shuffle operation, all levels 0, 1, . . . , `−1 are now marked as empty and level ` is now marked

as full.
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For d = D, the update array U = ∅; for d < D, the update array U must satisfy the

following validity requirement. Let A := A0 ∪ (
⋃`
i=0 OTMi.Extract), where the operator ∪

denotes union. We shall see that each entry of the update array U contains a pair of depth-

(d + 1) address and the corresponding updated position label in OPRAMd+1; moreover, if a

real depth-(d + 1) address appears in U , then its depth-d prefix address must appear in A,

whose fat-block will need update.

In our full OPRAM scheme later, the update array U will be passed from the immediate

larger OPRAMd+1, and contains the new position labels that OPRAMd+1 has chosen for

recently accessed logical addresses. As we later see, Shuffle actually needs to be performed

in parallel across all recursion depths. Hence, Shuffle(U, `, A0), is actually broken into two

phases, MergeLevels and UpdateLevel, described as below.

Algorithm 4.3.3: MergeLevels(`, A0).

1. Randomly intersperse adjacent levels. Apply oblivious random permutation
(Theorem 4.1.6) to the m elements in A0. Then, for i from 1 to `, perform the following:

Ai := Intersperse(Ai−1,OTMi−1.Extract).

At this moment, only A` needs to be kept; the old OTM0, . . ., OTM` instances and
intermediate Ai’s (for i < `) are destroyed.

2. Let (OTM′, U ′) ← OTM`.Build(A`) (recall that each element in A` is augmented to
carry its own logical address).

3. OTM′ is now the new level ` and henceforth it will be denoted OTM`. Mark level ` as
full and levels 0, 1, . . . , `− 1 as empty.

4. Finally, output U ′ (in our full OPRAM construction later, U ′ will be passed to the
the next (i.e., immediately smaller) position-based OPRAM as the update array for
performing its shuffle.
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Algorithm 4.3.4: UpdateLevel(U, `).

1. Update positions. For d = D, U should be empty and this phase is skipped; for
d < D, we perform the following.

Recall that in OTM`, internally there is an array A of length 2 ·m ·2` (Algorithm 4.2.1),
where each non-dummy element is a fat-block containing χ positions in OPRAMd+1,
where each position contains the level number and the index within that level. Interpret
A as another array M that contains 2χ·m·2` entries, where each fat-block is interpreted
as χ sibling entries, each entry is a pair of depth-(d + 1) address together with the
corresponding position.

2. Next, observe that each entry of U is also a pair of depth-(d+ 1) address together with
its updated position. However, since U contains at most m · 2` entries, we want to
avoid performing oblivious sort on the whole of M and U .

The key insight is that the position of an entry in M contains the level number (in
OPRAMd+1). This position needs to be updated iff its level is at most `. Hence, each
such entry can be marked as special, and the number of special entries is at most m ·2`.

3. Using oblivious tight compaction (Theorem 4.1.4), we can produce an array M ′ of
size m · 2` that contains all these special entries. While performing oblivious tight
compaction, we also record the information (on the server) that later allows us to
obliviously reverse the movements.

4. The entries of M ′ are updated using the positions in U via oblivious routing (Theo-
rem 4.1.8).

5. Then, using the recorded information at Step 3, the movements of tight compaction
are reversed such that the updated positions in M ′ get obliviously routed back to the
special entries in M . Finally, from the updated array M , we get back the corresponding
updated array A, which actually updates the contents of A in OTM`.

Fact 4.3.5. For OPRAMd, let ` ≤ d log2 χ, then the above two phases of Shuffle(U, `, A) runs

in O(m · 2` · (χ+ `+ logm)) total work and O (` · (logm+ `)2) depth in expectation.

Proof. From the description of the algorithm, we analyze the two phases.
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� The first phase MergeLevels is dominated by Intersperse and OTM`.Build. The ` in-

stances of Intersperserun on fat-blocks of size χ, which takes O(m · 2` · (χ+ `+ logm))

total work and O(` · (logm + `)2) depth. By Fact 4.2.3, OTM`.Build runs in

O(m ·2`(χ+`+logm)) total work and O((logm+`)2) depth in expectation. Note that

if d = D, the elements are normal data words of size O(1), which is strictly bounded

by χ, and hence the total work holds as well.

� The second phase UpdateLevel is not used if d = D. For d < D, updating the positions

from U takes O(m ·2` ·χ) total work on address-position pairs due to tight compaction

and O(m · 2` · (` + logm)) operations due to oblivious sorting, which sums up to the

claimed total work. The depth is dominated by tight compaction, O(logm+ `).

Combining the above gives the result.

Trivial Case: OPRAM0. OPRAM0 simply stores its entries in an array A[0..m) of size m

and we assume that the entries are indexed by a (log2m)-bit string. Moreover, each address

is also a (log2m)-bit string, which are also stored at the corresponding entry in A.

� Lookup. Upon receiving a batch of m depth-0 truncated addresses where all the real

addresses are distinct, use oblivious routing to route A[0..m) to the requested addresses.

This can be accomplished in O(χm logm) total work and O(logm) depth. Note that

OPRAM0’s lookup does not receive any position labels.

� Shuffle. Since there is only one array A (at level 0), Shuffle(U, 0, A0) can be imple-

mented by oblivious sorting, where U contains the updated fat-block contents and A0

is empty for OPRAM0. To elaborate, OPRAM0.MergeLevels randomly permutes A and

outputs ∅, and OPRAM0.UpdateLevel takes U as input and updates the contents of A.

It takes O(χm logm) total work and O(log2m) depth.
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Analysis of Position-Based OPRAM

Fact 4.3.6. The construction of position-based OPRAM maintains correctness. More specif-

ically, at every recursion depth d, the correct position labels will be input to the Lookup

operations of OPRAMd; and every batch of requests will return the correct answers.

Proof. Given as input the correct position labels, the Lookup of position-based OPRAM

passes the labels to OTM.Lookup, and hence the correctness follows.

In our position-based OPRAM construction, for every OPRAMd at recursion depth d, the

following invariants are respected by construction as stated in the following facts. For any

recursion depth d, denote L(d) := d log2 χ as the largest level in OPRAMd.

Fact 4.3.7. For every OPRAMd, every OTM` instance at level ` ≤ L(d) that is created needs

to answer at most 2` batches of m requests before OTM` instance is destroyed.

Proof. For every OPRAMd, the following is true: imagine that there is a L(d) + 1-bit binary

counter initialized to 0 that increments whenever a batch of m requests come in. Now, for

0 ≤ ` < L(d), whenever the `-th bit flips from 1 to 0, the `-th level of OPRAMd is destroyed;

whenever the `-th bit flips from 0 to 1, the `-th level of OPRAMd is reconstructed. For the

largest level L(d) of OPRAMd, whenever the L(d)-th (most significant) bit of this binary

counter flips from 0 to 1 or from 1 to 0, the L(d)-th level is destroyed and reconstructed.

The fact follows in a straightforward manner by observing this binary-counter argument.

Fact 4.3.8. For every OPRAMd and every OTM` instance at level ` ≤ L(d), during the

lifetime of the OTM` instance: (a) no two real requests will ask for the same depth-d address;

and (b) for every request that asks for a real depth-d address, the address must exist in OTM`.
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Proof. We first prove claim (a). Observe that for any OPRAMd, if some depth-d address

addr〈d〉 is fetched from some level ` ≤ L(d), at this moment, addr〈d〉 will either enter a

smaller level `′ < `; or some level `′′ ≥ ` will be rebuilt and addr〈d〉 will go into level `′′

— in the latter case, level ` will be destroyed prior to the rebuilding of level `′′. In either

of the above cases, due to correctness of the construction, if ) addr〈d〉 is needed again from

OPRAMd, a correct position label will be provided for addr〈d〉 such that the request will not

go to level ` (until the level is reconstructed). Finally, claim (b) follows from correctness of

the position labels (Fact 4.3.6).

4.3.3 Full OPRAM Scheme

In this subsection, we describe the full OPRAM construction and then the analysis.

Construction of OPRAM

The input is a batch of m requests denoted as ((opi, addri, datai) : i ∈ [m]), where opi ∈

{read,write}, addri ∈ [N ], and datai ∈ {0, 1}w. Upon receiving the input, we perform the

following steps.

1. Conflict resolution. For every depth d ∈ {0, 1, . . . , D} in parallel, perform oblivious

conflict resolution on the depth-d truncated addresses of all m addresses requested

according to the following two cases of d.

For d = D, we suppress duplicate addresses using oblivious sort. If multiple requests

collide on addresses, we would prefer a write request over a read request (since write

requests also fetch the old memory value back before overwriting it with a new value).
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In the case of concurrent write operations to the same address, we use the properties

of the underlying PRAM to determine which write operation prevails.

For 0 ≤ d < D, after conflict resolution, the m requests for OPRAMd become

((addr
〈d〉
i , flagsi) : i ∈ [m]), where each non-dummy depth-d truncated address addr

〈d〉
i

is distinct and has a χ-bit flagsi that indicates whether each of the χ sibling addresses

{addr
〈d〉
i ||s : s ∈ {0, 1}log2 χ} is requested in OPRAMd+1.

For completeness, we briefly describe the conflict resolution procedure for 1 ≤ d < D

as follows:

(a) Consider the depth-(d+1) truncated address: A〈d+1〉 := (addr
〈d+1〉
1 , . . . , addr〈d+1〉

m ),

and use oblivious sorting to suppress duplicates of depth-(d + 1) addresses, i.e.,

each repeated depth-(d + 1) address is replaced by a dummy. Let Â〈d+1〉 be the

resulting array (of size m) sorted by the (unique) depth-(d+ 1) addresses.

(b) Using Â〈d+1〉, for each i ∈ [1..m], we produce an entry (addr
〈d〉
i , flagsi) according

to the following rules:

i. If addr
〈d+1〉
i is a dummy, then addr

〈d〉
i := ⊥ and flagsi := ⊥ are also dummy.

ii. Observe that all addresses with the same depth-d prefix are grouped together.

Hence, within such a group, we only need to keep the last one (truncated to its

depth-d prefix) and add a χ-bit flag to indicate which of the sibling addresses

are present. All other addresses are set to dummy.

(c) The batch access for OPRAMd is
(

(addr
〈d〉
i , flagsi) : i ∈ [m]

)
.

As noted by prior works [20,33,35], conflict resolution can be completed by employing

oblivious sorting.

2. Fetch. For d = 0 to D sequentially, perform the following:
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(a) For each i ∈ [m] in parallel: let (addr
〈d〉
i , flagsi) be the depth-d result of conflict

resolution.

(b) Call OPRAMd.Lookup to look up the depth-d addresses addr
〈d〉
i for all i ∈ [m]

(Algorithm 4.3.1), where OPRAM0.Lookup takes no position label, and all other

depth d > 0 has obtained the position labels P 〈d〉 as the result of depth-(d − 1)

(see the later Step 2c). Let Ad be the m elements (fat-blocks or data words)

returned from the lookup, and proceed with the following two cases of d.

(c) If d < D, each lookup from a non-dummy (addr
〈d〉
i , flagsi) will return positions for

the χ sibling addresses {addr
〈d〉
i ||s : s ∈ {0, 1}log2 χ}. The χ bits in flagsi determine

whether each of these χ position labels will be “needed” later in the lookup of

OPRAMd+1 as below.

At recursion depth d + 1, there will be m CPUs waiting for the position labels

corresponding to {addr
〈d+1〉
i : i ∈ [m]}. Now at depth d, there are χ (real or

dummy) labels per CPU. To get the m labels needed at depth d + 1, run tight

compaction on the χ · m labels such that moves the m needed positions to the

front. Now, using oblivious routing (see Theorem 4.1.8), deliver the m position

labels to the m CPUs at recursion depth d+ 1, let the resulting array be P 〈d+1〉.

(d) If d = D, AD will contain the data words fetched. Recall that conflict resolution

was used to suppress duplicates. Hence, perform oblivious routing to deliver each

data word to the corresponding CPUs that request it.

3. Maintain. For all depths d ∈ [0, D], we prepare (`d, Ad) as below, and U 〈D〉 is initial-

ized as a boundary case.

� At depth-D, for every i ∈ [m] in parallel: set ui := (addr
〈D〉
i , datai), where datai is

the updated data word for the address addr
〈D〉
i (or just the original data word if

it is not modified). Set the array AD := {ui : i ∈ [m]} and U 〈D〉 := ∅. Let `〈D〉 be
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the smallest empty level in OPRAMD or D logχ if there is no empty level.

� For 1 ≤ d < D, Ad is exactly the m fat-blocks that are returned from the lookup

of OPRAMd (Step 2b). For the trivial case d = 0, A0 := ∅. By the construction of

OPRAMd, we have the invariant that for all 0 ≤ d < D, if `〈D〉 < d log2 χ (recall

that OPRAMd consists of d log2 χ levels), then `〈D〉 is also the smallest empty level

in OPRAMd. Thus, if d log2 χ < `〈D〉, set `d := d log2 χ; otherwise, set `d := `〈D〉.

Then, for all d := D down to 0, each of the following steps is done in parallel across

different d’s:

� Perform U 〈d−1〉 ← OPRAMd.MergeLevels(`d, Ad).

� After the previous step, all U 〈d〉’s are ready. Hence, perform

OPRAMd.UpdateLevel(U 〈d〉, `d).

This concludes the procedures of answering a batch of m requests.

Analysis of OPRAM Scheme

Obliviousness. Given Fact 4.3.7 and 4.3.8, our OPRAM construction maintains perfect

obliviousness.

Lemma 4.3.9 (Obliviousness). The above OPRAM construction satisfies perfect oblivious-

ness.

Proof. For every parallel one-time memory instance constructed during the lifetime of the

OPRAM, Facts 4.3.7 and 4.3.8 are satisfied, and thus every one-time memory instance re-

ceives a valid request sequence. Putting together the perfect obliviousness of the parallel

one-time memory scheme (Lemma 4.2.7) and the Intersperse(Corollary 4.1.13), the position-

based OPRAM is perfectly oblivious — the output of OTM.Extract is uniformly random
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shuffled, then the result of Intersperseis uniformly random shuffled, and then the input to

the subsequent OTM.Build is uniformly random shuffled, which implies such OTM is per-

fectly oblivious. The perfect obliviousness of the position-based OPRAM and then the full

OPRAM follows by observing that all other access patterns of the construction are identically

distributed and independent of the input requests.

Efficiency. We now analyze the asymptotical efficiency of our OPRAM construction. First,

the asymptotical performance of the conflict resolution and fetch phases are stated in the

following fact.

Fact 4.3.10. The fetch phase can be completed using O(Dmχ logN) = O(m log3N
log logN

) total work

and O(D · (log logN + logm)) = O(logN · (log logN + logm)) depth.

Proof. The factor D comes from the number of recursion depths. For each recursion depth,

the following costs are incurred: 1) Within each recursion depth, there are O(log N
m

) hierar-

chical levels. Each of the m requests accesses and computes on one fat-block or data word

per level (Fact 4.3.2). 2) The routing between adjacent depths can be implemented with the

AKS sorting network [5] that moves O(m) fat-blocks, which takes O(χm logm) total work

and O(logm) depth. Hence, the total work is

O(Dmχ log
N

m
) +O(Dχm logm) = O(Dmχ logN) = O

(
m log3N

log logN

)
,

because χ = Θ(logN). The depth is O(D · (log logN + logm)), where O(log logN) is the

depth of each OPRAMd.Lookup (Fact 4.3.2).

We now proceed to analyze the efficiency of the maintain phase.

Fact 4.3.11. Let T be the total parallel time of the original m-CPU PRAM program (where

parallel time is defined in Section 2.2). Using m CPUs, the maintain phase of the above

OPRAM takes T ·O
(

log3N
log logN

)
parallel time in expectation.

118



Proof. After every 2` batch of m requests, for each OPRAMd, the level ` is reconstructed.

Due to Fact 4.3.5, each such reconstruction will take O(m · 2` · (χ+ `+ logm)) total work in

expectation for each d. Summing from d = 0 toD, the total work isO(D·m·2`·(χ+`+logm)).

The depth of all D reconstructions is still O(` · (logm + `)2) from Fact 4.3.5 because both

OPRAMd.MergeLevels and OPRAMd.UpdateLevel(U 〈d〉, `d) are performed in parallel across

different d’s. Because the depth is less than the total work divided by m, the parallel time

is just O(D · 2` · (χ+ `+ logm)) for each `.

Then, during T batches of requests, for each ` such that 2` ≤ T , level ` is reconstructed

T/2` times, which takes
⌈
T
2`

⌉
·O(D · 2` · (χ+ `+ logm)) = T ·O(D · (χ+ `+ logm)) parallel

time. Summing over all levels ` = 0 to D log2 χ, the total number of parallel steps is

T ·O
(
D ·
(
(χ+ logm)D log2 χ+D2 log2 χ

))
= T ·O

(
log3N

log logN

)
in expectation, because χ = Θ(logN) and D = O( logN

logχ
).

Theorem 4.3.12 (Formal statement of Theorem 1.1.3). The OPRAM construction achieves

O
(

log3N
log logN

)
simulation overhead in expectation for any sequence of operations.

Proof. Straightforward from Lemma 4.3.9, Facts 4.3.10 and 4.3.11.

4.4 Perfect OPRAM with High-Probability and Deterministic

Bounds

So far, we have focused on the expected performance of our OPRAM construction. We can in

fact upgrade our performance guarantees to hold with high probability or deterministically

(at the cost of logarithmi- cally greater overhead). Observe that in our OPRAM construction,

only oblivious random permutation (Section 4.1.2) and intersperse (Section 4.1.3) may run
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longer than the expected cost. To obtain an OPRAM that takes a claimed overhead with

high probability or deterministically, it suffices to instantiate oblivious random permutation

and intersperse that run in deterministic cost.

4.4.1 Deterministic Performance

Concretely, the OPRAM in Section 4.3 is modified as follows to achieve deterministic per-

formance.

OPRAM scheme with deterministic performance. The construction is similar to

that of Section 4.3.2 and the only difference is below:

1. Implement every oblivious random permutation using the algorithm of Theorem 4.1.5

(i.e., replacing Theorem 4.1.6). Recall that oblivious random permutation is used in

the following procedure:

� The Build procedure of one-time memory (Step 4, Section 4.2.2).

2. Implement every parallel intersperse using the algorithm of Corollary 4.1.11 (i.e., re-

placing Corollary 4.1.13). Recall that parallel intersperse is used in the following

procedures:

� The Build procedure of one-time memory (Step 2, Section 4.2.2).

� The MergeLevels procedure of position-based OPRAM (Step 1, Algorithm 4.3.3).

Also, note that the new parallel intersperse algorithm (Corollary 4.1.11) also uses the

new oblivious random permutation (Theorem 4.1.5) as an internal building block.
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For both building blocks, i.e., oblivious random permutation and intersperse, the new

modification takes logarithmically more total work while using the same depth, and the

performance bounds are now deterministic. Hence, for the resulting OPRAM, obliviousness

and correctness follow directly, and it takes logarithmically more overhead compared to

Theorem 4.3.12. We thus have the following theorem.

Theorem 4.4.1 (Formal statement of Theorem 1.1.5: OPRAM part). For any N , there

exists a perfect OPRAM scheme whose simulation overhead is O
(

log4N
log logN

)
deterministically.

If we do not need parallelism, the simulation overhead can be further reduced by a

logarithmic factor. Basically, to construct a perfect ORAM with deterministic performance

bounds, we can instantiate the oblivious random permutation with the sequential variant,

Theorem 5.3.4 (proved in Section 5.4.4). Similarly, the oblivious random permutation in

the Intersperse algorithm (Corollary 4.1.11) is also replaced with the sequential version

Theorem 4.1.9. Since the sequential version is a logarithmic factor more efficient in work

than the parallel version, we get the following corollary.

Corollary 4.4.2 (Formal statement of Theorem 1.1.5: ORAM part). For any N , there

exists a perfect ORAM scheme whose simulation overhead is O
(

log3N
log logN

)
deterministically.

4.4.2 High-Probability Performance

We now construct a perfect OPRAM that achieves simulation overhead O( log3N
log logN

+ log2N
log logN

·

poly log log 1
δ
) with 1 − O(T · δ) probability, where T is the parallel runtime of the original

PRAM. As will become later, the T factor is due to taking a union bound over all time steps.

Typically, one might want to set T · δ = negl(N) — in this case, assuming that T = poly(N),

our perfect OPRAM scheme achieves O( log3N
log logN

) simulation overhead with all but negl(N)

probability. Observe that the Las Vegas oblivious random permutation (Theorem 4.1.6) is
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more likely to exceed the performance bound n log n when the problem size n is smaller

— more specifically, the failure probability is upper bounded by n−Ω(
√
n). Hence, we would

like to apply the Las Vegas oblivious random permutation only when n is large enough

so that n−Ω(
√
n) is less than the given probability δ; in cases of small n, we simply apply

an oblivious random permutation with deterministic performance. The running time of

intersperse (Corollary 4.1.13) is bounded with similar probability, and thus we take a similar

approach. The modification is described below.

OPRAM scheme with high probability performance. Given probability δ < 1, let

σ := max{m, log2(1/δ)} for short. The construction is similar to that of Section 4.3.2 and

the only difference is below:

1. Implement oblivious random permutation using the algorithm of Theorem 4.1.5 (i.e.,

replacing Theorem 4.1.6) only when the input size n < σ, i.e., for levels i < log(σ/m).

Otherwise, Theorem 4.1.6 is still applied. Recall that oblivious random permutation

is used in the Build procedure of one-time memory (Step 4, Section 4.2.2).

2. Implement parallel intersperse using the algorithm of Corollary 4.1.11 (i.e., replacing

Corollary 4.1.13) only when the input size n < σ, i.e., for levels i < log(σ/m). Other-

wise Corollary 4.1.13 is still applied. Recall that the parallel intersperse is used in the

Build procedure of one-time memory (Step 2, Section 4.2.2), and in the MergeLevels

procedure of position-based OPRAM (Step 1, Algorithm 4.3.3). Note that for the

oblivious random permutation inside the intersperse procedure, we use Theorem 4.1.5.

Analysis. The correctness and obliviousness follows directly. We start from the high-

probability performance bounds for one-time memory and and position-based OPRAM.

Fact 4.4.3 (High probability performance bounds for one-time memory). There exists a

122



perfectly oblivious one-time memory scheme with the following performance. For n ≥ σ, the

Build algorithm completes in O
(
(n + ñ) · (χ + log(n + ñ))

)
total work and O(log2(n + ñ))

depth, except with probability δΩ(1). For n < σ, it completes, with probability 1, in O
(
(n +

ñ) · (χ+ log2(n+ ñ))
)

total work and O
(
log2(n+ ñ)

)
depth.

Proof. The n ≥ σ case is similar to the proof of Fact 4.2.3, and the only difference is that

we plug in the high-probability bounds of intersperse and random permutation, which are

both n−Ω(
√
n). Hence, the probability of running longer is at most exp(−Ω(n1/2)) ≤ δΩ(1).

The n < σ case follows by Theorem 4.1.5 and Corollary 4.1.11.

Fact 4.4.4 (High probability performance bounds for position-based OPRAM). For any

OPRAMd, let ` ≤ d log2 χ, then the two phases of Shuffle(U, `, A) (i.e., MergeLevels and

UpdateLevel) have the following performance:

� For m·2` < σ, with probability 1, it completes in O
(
m·2` ·(χ+(`+logm)2)+χm logm

)
total work and O(` · (`+ logm)2) depth.

� For m · 2` ≥ σ, except with probability ` · δΩ(1), it completes with
O
(
m · 2` · (χ+ `+ logm) + σ · (χ+ log2 σ) + χm logm

)
total work, and

O
(
` · (`+ logm)2 + log3 σ

)
depth.

Proof. We first analyze MergeLevels. For small instances, m · 2` < σ, the total cost of

MergeLevels is dominated by the non-Las-Vegas variants of Intersperse, ORP (only in the

case OPRAM0), and OTM`.Build, while the depth is dominated by performing Intersperse

for ` times. Hence, by Corollary 4.1.11, Theorem 4.1.5, and Fact 4.4.3, it takes O
(
m ·

2` · (χ + (` + logm)2) + χm logm
)

total work and O (` · (`+ logm)2) depth. Otherwise,

m · 2` ≥ σ, in MergeLevels, the first log(σ/m) levels of non-Las-Vegas Intersperse take O
(
σ ·

(χ + log2 σ) + χm logm
)

total work and O(log3 σ) depth; The remaining O(`) levels of
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Intersperse and one OTM`.Build are both Las Vegas, and thus the analysis is similar to the

analysis of Fact 4.3.5, where the only difference is taking union bound over the probability

that any of such subroutines run longer, where the probability is δΩ(1) for each Intersperse

(Corollary 4.1.13) and OTM`.Build (Fact 4.4.3). Adding up, except with probability ` · δΩ(1),

it takes the claimed total work and depth.

Then, in the second phase, UpdateLevel is constructed identical to the construction of

Fact 4.3.5, and hence the total work and depth is the same and absorbed by MergeLevels in

both cases.

We next give the high probability statement for the maintain phase of the OPRAM.

Fact 4.4.5. Let T be the total steps of the original PRAM (where each step contains m

memory concurrent requests). For any δ < 1 and N > σ, except with T ·δΩ(1) probability, the

maintain phase of the OPRAM scheme incurs T ·O
(

log3N
log logN

+ log2N ·log2 σ+logN ·log3 σ
log logN

)
parallel

steps consuming m CPUs. Otherwise, for N ≤ σ, the maintain phase incurs T ·O
(

log4N
log logN

)
parallel steps with probability 1.

Proof. If N ≤ σ, then the scheme is identical to the deterministic one (Section 4.4.1) and

the performance bound follows by Theorem 4.4.1.

If N > σ, we have levels ` from 0 to log(σ/m) falls to the small case and the remaining

O(D log2 χ) levels falls to the large case in Fact 4.4.4. During T batches of requests, for each

` such that m · 2` < σ, we perform DT/m2` instances of Shuffle(U, `, A) for all D recursion

depths, and hence the maintenance on the log(σ/m) small levels takes

T ·O
(
D ·
(
log σ · (log2m+ χ logm) + log2 σ · logm+ log3 σ

) )
=T ·O

(
log2N · log2 σ + logN · log3 σ

log logN

)
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parallel steps (recall that m ≤ σ). On the O(D log2 χ) large levels, the calculation is similar

to the proof of Fact 4.3.11, and the only difference is the probability of taking running longer.

Hence, the total number of parallel steps is

T ·O
(

log3N

log logN
+

log2N · log2 σ + logN · log3 σ

log logN

)
.

During any sequence of T requests, the Las Vegas subroutines Intersperse or ORP are called

by the maintain phase (indirectly from the position-based OPRAM or one-time memory) for

at most T times and the probability bound holds by taking union bound over Corollary 4.1.13

and Theorem 4.1.6, which yields T · δΩ(1).

Theorem 4.4.6 (Formal statement of Theorem 1.1.4). For any δ < 1 and capacity N ∈ N,

there exists a perfect OPRAM scheme whose simulation overhead is upper bounded by

O
( log3N

log logN
+

log2N · log2 log(1/δ) + logN · log3 log(1/δ)

log logN

)
with probability 1−O(T ·δ) where T denotes the parallel runtime of the original PRAM being

simulated obliviously by the OPRAM.

Proof. It follows from Lemma 4.3.9, Facts 4.3.10 and 4.4.5. We remark that our analysis of

the claimed probability uses only union bound in Fact 4.4.5, and one can obtain a tighter

probability when T is large via concentration bounds as all events of running longer are

independent.

4.5 Why the KLO Rebalancing Trick Fails for Perfect ORAMs

To asymptotically improve the overhead, one promising idea is to somehow balance the fetch

and maintain phases. This idea has been explored in computationally secure ORAMs first by

Kushilevitz et al. [86] and later improved in subsequent works [29]. Kushilevitz et al.’s idea

125



is essentially a reparametrization trick that works for a (computationally secure) hierarchical

ORAM.

We will explain Kushilevitz et al.’s trick pretending that the underlying hierarchical

ORAM construction is the position-based ORAM scheme in Section 4.3.2 — we then explain

why this particular trick is in fact, incompatible with our perfectly secure (position-based)

ORAM (even though it worked in the context of earlier computationally secure schemes).

Basically in Kushilevitz et al.’s trick, instead of having log2N many levels of doubling

sizes, we now have L := logχN + 1 super-levels numbered 0, 1, . . . , L − 1 where χ > 2

is called the branching factor. Except for the largest super-level L − 1, each super-level

` < L − 1 contains χ copies of normal levels where each level stores at most χ` real blocks

(and an appropriate number of dummies). The largest level can store N real blocks (and an

appropriate number of dummy blocks).

A super-level is full iff all levels within it are full. Now for the maintain phase, suppose

that super-levels 0, 1, . . . , `∗ are all full (and suppose that `∗ + 1 is not the largest level), we

will merge all super-levels 0, . . . , `∗ (as well as the most recently fetched block) into an empty

level contained within the super-level `∗ + 1. If all super-levels are full, then we merge all

super-levels into the largest super-level. For the fetch phase, we need to read a block from

every level residing in every super-level.

Assuming that this reparametrization had worked, then the fetch phase would incur

O(χ logχN) where χ stems from the number of levels within each super-level, and logχN

comes from the number of levels. For the maintain phase, every χ` accesses we would need

to rebuild a level of capacity χ`. Thus (pretending for the time being that the number

of dummies in a level equals the number of real blocks) the amortized cost incurred by

the maintain phase would be (logχN) · (log2N) where the log2N factor comes from the
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oblivious sorting and the logχN factor can be thought of as coming from the number of

super-levels. Now observe if we set χ = logN , both fetch- and maintain-phases would incur

O(log2N/ log logN); thus overall we achieve log logN factor improvement over Section 4.3.2.

There is, however, a flaw in the above argument. In this reparametrized scheme, it is not

hard to see that a level of capacity χ` (contained inside a super-level) is accessed χ`+1 times

before it is rebuilt. To ensure that each location is accessed at most once, the level needs to

contain χ`+1 number of dummies. Since the number of dummies is χ times larger than the

level’s capacity (i.e., the number of real blocks the level stores), the actual (amortized) cost

of the maintain phase is χ factor greater than our analysis above.

In comparison, in earlier computationally secure ORAM constructions [29,86], each level

is a data structure called an “oblivious hash table” where dummies need not be over-

provisioned relative to the number of reals (contrary to our perfectly secure one-time memory

in Section 4.2); and yet such an “oblivious hash table” can support unbounded number of

accesses, as long as each real block is requested at most once [29,86]. This explains why this

rebalancing trick worked in the context of earlier computationally secure ORAMs.
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CHAPTER 5

OPTORAMA: OPTIMAL OBLIVIOUS RAM

In this chapter, we consider RAM programs (that runs on a PRAM model with P = 1

CPU) so the efficiency is measured only in running time, runtime, or just time for short. We

will present our optimal ORAM that runs in O(logN) overhead as claimed in Section 1.1.1.

In Section 5.1 we provide a high-level overview of our ORAM construction which uses

an oblivious tight compaction algorithm (Chapter 3). Next, we present fine-grained models

of oblivious algorithms and functionalities in Section 5.2. The full ORAM scheme is con-

structed in Section 5.7 which uses oblivious hash tables (Sections 5.5 and 5.6), intersperse

(Section 5.4), and other essential building blocks (Section 5.3).

5.1 Technical Roadmap

In this section we present a high-level description of the main ideas and techniques underlying

our ORAM construction.

Hierarchical ORAM. The hierarchical ORAM framework, introduced by Goldreich and

Ostrovsky [65, 67] and improved in subsequent works (e.g., [29, 70, 86]), works as follows.

To implement a logical memory array of N words, we construct a hierarchy of hash tables,

henceforth denoted T1, . . . , TL where L = logN . Each Ti stores 2i memory words. We

refer to table Ti as the i-th level. In addition, we store next to each table a flag indicating

whether the table is full or empty. When receiving an access request to read/write some

logical memory address addr, the ORAM proceeds as follows:
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� Read phase. Access each non-empty levels T1, . . . , TL in order and perform Lookup

for addr. If the item is found in some level Ti, then when accessing all non-empty levels

Ti+1, . . . , TL look for dummy.

� Write back. If this operation is read, then store the found data in the read phase and

write back the data value to T0. If this operation is write, then ignore the associated

data found in the read phase and write the value provided in the access instruction in

T0.

� Rebuild: Find the first empty level `. If no such level exists, set ` := L. Merge all

{Tj}0≤j≤` into T`, i.e., build a fresh hash table T` that stores all merged items. Mark

all levels T1, . . . , T`−1 as empty and T` as full.

For each access, we perform logN lookups, one per hash table. Moreover, after t accesses,

we rebuild the i-th table dt/2ie times. When implementing the hash table using the best

known oblivious hash table (e.g., oblivious Cuckoo hashing [29,70,86]), building a level with

2k items obliviously requires O(2k ·log(2k)) = O(2k ·k) time. This building algorithm is based

on oblivious sorting, and its time overhead is inherited from the time overhead of the oblivious

sort procedure (specifically, the best known algorithm for obliviously sorting n elements

takes O(n · log n) time [5,69]). Thus, summing over all levels (and ignoring the logN lookup

operations across different levels for each access), t accesses require
∑logN

i=1

⌈
t
2i

⌉
· O(2i · i) =

O(t · log2N) time. On the other hand, lookup takes essentially constant time per level

(ignoring searching in stashes which introduce an additive factor) and this O(logN) per

access. Thus, there is an asymmetry between build time and lookup time, and the main

overhead is the build.

The work of Patel et al. [105]. Classically (e.g., [29, 65, 67, 70, 86]), oblivious hash ta-

bles were built to support (and be secure for) every input array. This required expensive
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oblivious sorting, causing the extra logarithmic factor. The key idea of Patel et al. [105] is

to modify the hierarchical ORAM framework to realize ORAM from a weaker primitive: an

oblivious hash table that works only for randomly shuffled input arrays. Patel et al. describe

a novel oblivious hash table such that building a hash table containing n elements can be

accomplished without oblivious sorting and consumes only O(n · log log λ) total time1 and

lookup consumes O(log log n) total time. Patel et al. argue that their hash table construc-

tion retains security not necessarily for every input, but when the input array is randomly

permuted, and moreover the input permutation must be unknown to the adversary.

To be able to leverage this relaxed hash table in hierarchical ORAM, a remaining question

is the following: whenever a level is being rebuilt in the ORAM (i.e., a new hash table is being

constructed), how do we make sure that the input array is randomly and secretly shuffled?

A näıve answer is to employ an oblivious random permutation to permute the input, but

known oblivious random permutation constructions require oblivious sorting which brings us

back to our starting point. Patel et al. solve this problem and show that there is no need to

completely shuffle the input array. Recall that when building some level T`, the input array

consists of only unvisited elements in tables T0, . . . , T`−1 (and T` too if ` is the largest level).

Patel et al. argue that the unvisited elements in tables T0, . . . , T`−1 are already randomly

permuted within each table and the permutation is unknown to the adversary. Then, they

presented a new algorithm, called multi-array shuffle, that combines these arrays to a shuffled

array within O(n · log log λ) time, where n = |T0| + |T1| + . . . + |T`−1|.2 The algorithm is

somewhat involved, randomized, and has a negligible probability of failure.

1λ denotes the security parameter. Since the size of the hash table n may be small, here we separate the
security parameter from the hash table’s size.

2The time overhead is a bit more complicated to state and the above expression is for the case where
|Ti| = 2|Ti−1| for every i (which is the case in a hierarchical ORAM construction).
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The blueprint. Our construction builds upon and simplifies the construction of Patel et

al. To get better asymptotic overhead, we improve their construction in two different aspects:

1. We show how to implement our variant of multi-array shuffle (called intersperse) in

O(n) time. Specifically, we show a new reduction from intersperse to tight compaction

(Chapter 3).

2. We develop a hash table that supports build in O(n) time assuming that the input array

is randomly shuffled. The lookup is O(1), ignoring time spent on looking in stashes.

Achieving this is rather non-trivial: first we use a “packing” style trick to construct

oblivious Cuckoo hash tables for small sizes where n ≤ poly log λ, achieving linear-

time build and constant-time lookup. Relying on the advantage we gain for problems

of small sizes, we then show how to solve problems of medium and large sizes, again

relying on oblivious tight compaction as a building block. The bootstrapping step from

medium to large is inspired by Patel et al. [105] at a very high level, but our concrete

construction differs from Patel et al. [105] in many technical details.

We describe the core ideas behind these improvements next. In Section 5.1.1, we present

our multi-array shuffle algorithm. In Section 5.1.2, we show how to construct a hash table

for shuffled inputs achieving linear build time and constant lookup.

5.1.1 Interspersing Randomly Shuffled Arrays

Given two arrays, I1 and I2 of size n1 and n2 respectively, where each array is randomly

shuffled, our goal is to output a single array that contains all elements from I1 and I2 in

a randomly shuffled order. Ignoring obliviousness, we could first initialize an output array

of size n = n1 + n2, mark exactly n1 random locations in the output array, and place the
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elements from I1 arbitrarily in these locations. The elements from I2 are placed in the

unmarked locations.3 The challenge is how to perform this placement obliviously, without

revealing the mapping from the input array to the output array.

We observe that this routing problem is exactly the “reverse” problem of oblivious tight

compaction, where one is given an input array of size n containing keys that are 1-bit and

the goal is to sort the array such that all elements with key 0 appear before all elements with

key 1. Intuitively, by running this algorithm “in reverse”, we obtain a linear time algorithm

for obliviously routing marked elements to an array with marked positions (that are not

necessarily at the front). We believe that this procedure is useful in its own right, and we

formalize it independently and call it oblivious distribution (Section 3.4.1). The full details

appear in Section 5.4.

5.1.2 An Optimal Hash Table for Shuffled Inputs

In this section, we first describe a warmup construction that can be used to build a hash

table in O(n · poly log log λ) time and supports lookups in O(poly log log λ) time. We will

then get rid of the additional poly log log λ factor in both the build and lookup phases.

Warmup: oblivious hash table with poly log log λ slack. Intuitively, to build a hash

table, the idea is to randomly distribute the n elements in the input into B := n/poly log λ

bins of size poly log λ in the clear. The distribution is done according to a pseudorandom

function (PRF) with some secret key K, where an element with address addr is placed in

the bin with index PRFK(addr). Whenever we lookup for a real element addr′, we access the

bin PRFK(addr′); in which case, we might either find the element there (if it was originally

3Note that the number of such assignments is
(

n
n1,n2

)
. Assuming that each array is already permuted,

the number of possible outputs is
(

n
n1,n2

)
· n1!n2! = n!.
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one of the n elements in the input) or we might not find it in the accessed bin (in the case

where the element is not part of the input array). Whenever we perform a dummy lookup,

we just access a random bin.

Since we assume that the n balls are secretly and randomly distributed to begin with,

the build procedure does not reveal the mapping from original elements to bins. However,

a problem arises in the lookup phase. Since the total number of elements in each bin is

revealed, accessing in the lookup phase all real keys of the input array would produce an

access pattern that is identical to that of the build process, whereas accessing n dummy

elements results in a new, independent balls-into-bins process of n balls into B bins.

To this end, we first throw the n balls into the B bins as before, revealing loads n1, . . . , nB.

Then, we sample new secret loads L1, . . . , LB corresponding to an independent process of

throwing n′ := n·(1−1/poly log λ) balls into B bins. By a Chernoff bound, with overwhelming

probability Li < ni for every i ∈ [B]. We extract from each bin arbitrary ni − Li elements

obliviously and move them to an overflow pile (without revealing the Li’s). The overflow

pile contains only m := n/poly log λ elements so we use a standard Cuckoo hashing scheme

such that it can be built in O(m · logm) = O(n) time and supports lookups effectively in

O(1) time (ignoring the stash).4 The crux of the security proof is showing that since the

secret loads L1, . . . , LB are never revealed, they are large enough to mask the access pattern

in the lookup phase so that it looks independent of the one leaked in the build phase.

We glossed over many technical details, the most important ones being how the bin sizes

are truncated to the secret loads L1, . . . , LB, and how each bin is being implemented. For the

second question, since the bins are of O(poly log λ) size, we support lookups using a perfectly

secure ORAM constructions that can be built in O(poly log λ · poly log log λ) and looked up

in O(poly log log λ) time [32, 44] (this is essentially where our poly log log factor comes from

4We refer to Section 5.3.5 for background information on Cuckoo hashing.
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in this warmup). The first question is slightly more tricky and here we employ our linear

time tight compaction algorithm to extract the number of elements we want from each bin.

The full details of the construction appear in Section 5.5.

Remark 5.1.1 (Comparison of the warmup construction with Patel et al. [105]). Our

warmup construction borrows the idea of revealing loads and then sampling new secret

loads from Patel et al. However, our concrete instantiation is different and this difference is

crucial for the next step where we get an optimal hash table. Particularly, the construction

of Patel et al. has log log λ layers of hash tables of decreasing sizes, and one has to look for an

element in each one of these hash tables, i.e., searching within log log λ bins. In our solution,

by tightening the analysis (that is, the Chernoff bound), we show that a single layer of hash

tables suffices; thus, lookup accesses only a single bin. This allows us to focus on optimizing

the implementation of a bin towards the optimal construction.

Oblivious hash table with linear build time and constant lookup time. In the

warmup construction, (ignoring the lookup time in the stash of the overflow pile5), the only

super-linear operation that we have is the use of a perfectly secure ORAM, which we employ

for bins of size O(poly log λ). In this step, we replace this with a data structure with linear

time build and constant time lookup: a Cuckoo hash table for lists of polylogarithmic size.

Recall that in a Cuckoo hash table each element receives two random bin choices (e.g.,

determined by a PRF) among a total of ccuckoo ·n bins where ccuckoo > 1 is a suitable constant.

During build-time, the goal is for all elements to choose one of the two assigned bins, such

that every bin receives at most one element. At this moment it is not clear how to accomplish

this build process, but suppose we can obliviously build such a Cuckoo hash table in linear

5For the time being, the reader need not worry about how to perform lookup in the stash. Later, when
we use our oblivious Cuckoo hashing scheme in the bigger hash table construction, we will merge the stashes
of all Cuckoo hash tables into a single one and treat the merged stash specially.
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time, then the problem would be solved. Specifically, once we have built such a Cuckoo hash

table, lookup can be accomplished in constant time by examining both bin choices made

by the element (ignoring the issue of the stash for now). Since the bin choices are (pseudo-

)random, the lookup process retains security as long as each element is looked up at most

once. At the end of the lookups, we can extract the unvisited elements through oblivious

tight compaction in linear time — it is not hard to see that if the input array is randomly

shuffled, the extracted unvisited elements appear in a random order too.

Therefore the crux is how to build the Cuckoo hash table for polylogarithmically-sized,

randomly shuffled input arrays. Our observation is that classical oblivious Cuckoo hash

table constructions can be split into three steps: (1) assigning two possible bin choices per

element, (2) assigning either one of the bins or the stash for every element, and (3) routing

the elements according to the Cuckoo assignment. We delicately handle each step separately:

1. For step (1) the n = poly log λ elements in the input array can each evaluate the PRF

on its associated key, and write down its two bin choices (this takes linear time).

2. Implementing step (2) in linear time is harder as this step is dominated by a sequence

of oblivious sorts. To overcome this, we use the fact that the problem size n is of

size poly log λ. As a result, the index of each element and its two bin choices can be

expressed using O(log log λ) bits which means that a single memory word (which is

w = Ω(log λ) bits long) can hold Ω
(

log λ
log log λ

)
many elements’ metadata. We can now

apply a “packed sorting” type of idea [7,30,39,75] where we use the RAM’s word-level

instructions to perform SIMD-style operations. Through this packing trick, we show

that oblivious sorting and oblivious random permutation (of the elements’ metadata)

can be accomplished in O(n) time!

3. Step (3) is classically implemented using oblivious bin distribution which again uses

oblivious sorts. Here, we cannot use the packing trick since we operate on the elements
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themselves (where an elemenet occupies one memory word), so we use the fact that

the input array is randomly shuffled and just route the elements in the clear.

There are many technical issues we glossed over, especially related to the fact that the

Cuckoo hash tables are of size ccuckoo · n bins, where ccuckoo > 1. This requires us to pad

the input array with dummies and later to use them to fill the empty slots in the Cuckoo

assignment. Additionally, we also need to get rid of these dummies when extracting the

set of unvisited element. All of these require several additional (packed) oblivious sorts or

our oblivious tight compaction. We refer the reader to Section 5.6 for the full details of the

construction.

Additional Technicalities

The above description, of course, glossed over many technical details. To obtain our final

ORAM construction, there are still a few concerns that have not been addressed. First, recall

that we need to make sure that the unvisited elements in a hash table appear in a (pseudo-

)random order such that we can make use of this residual randomness to re-initialize new

hash tables faster. To guarantee this for the Cuckoo hash table that we employ for poly log λ-

sized bins, we need that the underlying Cuckoo hash scheme we employ satisfy an additional

property called the “indiscriminating bin assignment” property: specifically, we need that

the two pseudo-random Cuckoo-bin choices for each element do not depend on the order

in which they are added, their keys, or their positions in the input array. In our technical

sections later, this property will allow us to do a coupling argument and prove that the

residual unvisited elements in the Cuckoo hash table appear in random order.

Additionally, some technicalities remain in how we treat the smallest level of the ORAM

and the stashes. The smallest level in the ORAM construction cannot use the hash table
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construction described earlier. This is because elements are added to the smallest level as

soon as they are accessed and our hash table does not support such an insertion. We address

this by using an oblivious dictionary built atop a perfectly secure ORAM for the smallest

level of the ORAM. This incurs an additive O(poly log log λ) blowup. Finally, the stashes for

each of the Cuckoo hash tables (at every level and every bin within the level) incur O(log λ)

time. We leverage the techniques from Kushilevitz et al. [86] to merge all stashes into a

common stash of size O(log2 λ), which is added to the smallest level when it is rebuilt.

On deamortization. As the overhead of our ORAM is amortized over several accesses, it

is natural to ask whether we can deamortize the construction to achieve the same overhead

in the worst case, per access. Historically, Ostrovsky and Shoup [102] deamortized the hier-

archical ORAM of Goldreich and Ostrovsky [67], and related techniques were later applied

on other hierarchical ORAM schemes [29, 71, 86]. Unfortunately, the technique fails for our

ORAM as we explain below (it fails for Patel et al. [105], as well, by the same reason).

Recall that in the hierarchical ORAM, the i-th level hash table stores 2i keys and is

rebuilt every 2i accesses. The core idea of existing deamortization techniques is to spread

the rebuilding work over the next sequence of 2i ORAM accesses. That is, copy the 2i keys

(to be rebuilt) to another working space while performing lookup on the same level i to

fulfill the next 2i accesses. However, plugging such copy-while-accessing into our ORAM, an

adversary can access a key in level i right after the same level is fully copied (as the copying

had no way to foresee future accesses). Then, in the adversarial eyes, the copied keys are no

longer randomly shuffled, which breaks the security of the hash table (which assumes that

the inputs are shuffled). Indeed, in previous works, where hash tables were secure for every

input, such deamortization works. Deamortizing our construction is left as an open problem.
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5.2 Modeling Oblivious Machines

In Chapters 3 and 4, we considered only algorithms or data structures with perfect or

statistical correctness and obliviousness, and thus the simpler definitions were sufficient for

previous purposes. In this chapter, we construct and compose algorithms that many of

them are only computationally oblivious, and thus fine-grained definitions are needed to

characterize such algorithms (e.g., adversaries may “adaptively” choose input). Later in this

chapter, we will formalize the correctness and security of such algorithms using the models

described in this section.

In this section, we begin with standard definitions of one-way functions and pseudo-

random functions. Then, we define oblivious simulation of (possibly randomized) both non-

reactive and reactive functionalities. We provide a unified framework that enables us to

adopt composition theorems from secure computation literature (see, for example, Canetti

and Goldreich [24,25,66]), and to prove constructions in a modular fashion.

Cryptographic pseudo-random functions. Throughout this chapter, the security pa-

rameter is denoted λ, and it is given as input to algorithms in unary (i.e., as 1λ).

Definition 5.2.1 (One-way functions). A function mapping strings to strings f : {0, 1}∗ →

{0, 1}∗ is a one-way function if 1) there is a polynomial time algorithm that computes f(x)

on all inputs x ∈ {0, 1}∗ and 2) for any probabilistic polynomial time adversary A, there

exists a negligible function δA such that for any n ∈ N,

Pr
x←{0,1}n,y:=f(x)

[f(A(1n, y)) = y] ≤ δA(n).

Definition 5.2.2 (Pseudorandom functions (PRFs)). Let PRF be an efficiently computable

function family indexed by keys sk ∈ {0, 1}λ, where each PRFsk takes as input a value

x ∈ {0, 1}n(λ) and outputs a value y ∈ {0, 1}m(λ). A function family PRF is δA-secure if for
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every (non-uniform) probabilistic polynomial-time algorithm A, it holds that∣∣∣∣ Pr
sk←{0,1}λ

[
APRFsk(·)(1λ) = 1

]
− Pr

f←Fλ

[
Af(·)(1λ) = 1

]∣∣∣∣ ≤ δA(λ),

for all large enough λ ∈ N, where Fλ is the set of all functions that map {0, 1}n(λ) into

{0, 1}m(λ).

It is known that one-way functions are existentially equivalent to PRFs for any polynomial

n(·) and m(·) and negligible δA(·) [74, 101]. Our construction will employ PRFs in several

places and we present each part modularly with its own PRF, but note that the whole ORAM

construction can be implemented with a single PRF from which we can implicitly derive all

other PRFs.

5.2.1 Oblivious Simulation of Non-reactive Functionalities

We are interested in defining sub-functionalities such as oblivious sorting, oblivious shuffling

of memory contents, and more, and then define more complex primitives by composing the

above. In the following, we parameterize the oblivious simulation (defined in Section 4.1.1)

with the probablity of distinguishing between the real or ideal world.

Definition 5.2.3 ((1 − δ)-Oblivious simulation). Let f : {0, 1}∗ → {0, 1}∗ be a (possibly

randomized) functionality in the RAM model, and let Mf be a machine that interacts with

the memory. We say that Mf obliviously simulates the functionality f , if there exists a prob-

abilistic polynomial time simulator Sim such that for every input x ∈ {0, 1}∗, the following

holds: {
(out,Addrs) : (out,Addrs)←Mf (1

λ, x)
}
λ
≈
{(
f(x), Sim(1λ, 1|x|)

)}
λ
,

where (out,Addrs)←Mf (1
λ, x) denotes the pair of random variables that correspond to the

output out of executing Mf on input x and the sequence of memory accesses Addrs during

the execution.

139



Depending on whether ≈ refers to computational, statistical, or perfectly indistinguisha-

bility, we say Mf is computationally, statistically, or perfectly oblivious, respectively. We

explicitly characterize the security: we say that Mf (1− δA)-obliviously simulates the func-

tionality f iff no non-uniform probabilistic polynomial-time adversary A(1λ) can distinguish

the above joint distributions with probability more than δA(λ) where the failure probability

δA is allowed to depend on the adversary A’s algorithm and running time (as in the definition

of PRFs). We also explicitly use (1 − δ)-oblivious (without denoting the adversary) when

Mf is statistically oblivious. Finally, a 1-oblivious algorithm is also called perfectly oblivious.

Intuitively, the above definition requires indistinguishability of the joint distribution of

the output of the computation and the access pattern, similarly to the standard definition of

secure computation in which the joint distribution of the output of the function and the view

of the adversary is considered (see the relevant discussions in Canetti and Goldreich [24,25,

66]). Note that here we handle correctness and obliviousness in a single definition. As an

example, consider an algorithm that randomly permutes some array in the memory, while

leaking only the size of the array. Such a task should also hide the chosen permutation.

As such, our definition requires that the simulation would output an access pattern that is

independent of the output permutation itself.

Parametrized functionalities. In our definition, the simulator receives no input, except

the security parameter and the length of the input. While this is very restricting, the sim-

ulator knows the description of the functionality and therefore also its “public” parameters.

We sometimes define functionalities with explicit public inputs and refer to them as “pa-

rameters”. For instance, the access pattern of a procedure for sorting of an array depends

on the size of the array; a functionality that sorts an array will be parameterized by the size

of the array, and this size will also be known by the simulator.
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5.2.2 Modeling Reactive Functionalities

We consider functionalities that are reactive, i.e., proceed in stages, where the functionality

preserves an internal state between stages. Such a reactive functionality can be described

as a sequence of functions, where each function also receives as input a state, updates it,

and outputs an updated state for the next function. We extend Definition 5.2.3 to deal with

such functionalities.

We consider a reactive functionality F as a reactive RAM machine, that receives com-

mands of the form (commandi, inpi) and produces an output outi, while maintaining some

(secret) internal state. An implementation of the functionality F is defined analogously, as

an interactive machine MF that receives commands of the same form (commandi, inpi) and

produces outputs outi. We say that MF is oblivious, if there exists a simulator Sim that can

simulate the access pattern produced by MF while receiving only commandi but not inpi.

Our simulator Sim is also a reactive machine that might maintain a state between execution.

In more detail, we consider an adversary A (i.e., the distinguisher or the “environment”)

that participates in either a real execution or an ideal one, and we require that its view

in both execution is indistinguishable. The adversary A chooses adaptively in each stage

the next command (commandi, inpi). In the ideal execution, the functionality F receives

(commandi, inpi) and computes outi while maintaining its secret state. The simulator is then

being executed on input commandi and produces an access pattern Addrsi. The adversary

receives (outi,Addrsi). In the real execution, the machine M receives (commandi, inpi) and

has to produce outi while the adversary observes the access pattern. We let (outi,Addrsi)←

Mf (commandi, inpi)) denote the join distribution of the output and memory accesses pattern

produced by M upon receiving (commandi, inpi) as input. The adversary can then choose

the next command, as well as the next input, in an adaptive manner according to the output

and access pattern it received.
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Definition 5.2.4 (Oblivious simulation of a reactive functionality). We say that a reactive

machine MF is an oblivious implementation of the reactive functionality F if there exists

a PPT simulator Sim, such that for any non-uniform PPT (stateful) adversary A, the view

of the adversary A in the following two experiments Exptreal,M
A (1λ) and Exptideal,F

A,Sim (1λ) is

computationally indistinguishable:

Exptreal,M
A (1λ):

Let (commandi, inpi)← A
(
1λ
)

Loop while commandi 6= ⊥:

outi,Addrsi ←M
(
1λ, commandi, inpi

)

(commandi, inpi)← A
(
1λ, outi,Addrsi

)

Exptideal,F
A,Sim (1λ):

Let (commandi, inpi)← A
(
1λ
)

Loop while commandi 6= ⊥:

outi ← F(commandi, inpi).

Addrsi ← Sim
(
1λ, commandi

)
.

(commandi, inpi)← A
(
1λ, outi,Addrsi

)
Definition 5.2.4 can be extended in a natural way to the cases of statistical security (in

which A is unbounded and its view in both worlds is statistically close), or perfect security

(A is unbounded and its view is identical). To allow our theorem statements to explicitly

characterize the security failure probability, we also say that Mf (1−δA)-obliviously simulates

the reactive functionality F , iff no non-uniform probabilistic polynomial-time A(1λ) can

distinguish the above joint distributions with probability more than δA(1λ) — note that the

failure probability δA is allowed to depend on the adversary A’s algorithm and running time.

An example: ORAM. An example of a reactive functionality is an ordinary ORAM,

implementing logical memory. Functionality 5.2.5 is a reactive functionality in which the

adversary can choose the next command (i.e., either read or write) as well as the address and

data according to the access pattern it has observed so far.

142



Functionality 5.2.5: FORAM

The functionality is reactive, and holds an internal state – N memory blocks, each of size
w. Denote the internal state X[1, . . . , N ]. Initially, X[addr] = 0 for every addr ∈ [N ].

� Access(op, addr, data): where op ∈ {read,write}, addr ∈ [N ] and data ∈ {0, 1}w.

1. If op = read, set data∗ := X[addr].

2. If op = write, set X[addr] := data and data∗ := data.

3. Output data∗.

Definition 5.2.4 requires the existence of a simulator that on each Access command only

knows that such a command occurred, and successfully simulates the access pattern produced

by the real implementation. This is a strong notion of security since the adversary is adaptive

and can choose the next command according to what it have seen so far.

Hybrid model and composition. We sometimes describe executions in a hybrid model.

In this case, a machine M interacts with the memory via read/write-instruction and in

addition can also send F -instruction to the memory. We denote this model as MF . When

invoking a function F , we assume that it only affects the address space on which it is

instructed to operate; this is achieved by first copying the relevant memory locations to a

temporary position, running F there, and finally copying the result back. This is the same

whether F is reactive or not. Definition 5.2.4 is then modified such that the access pattern

Addrsi also includes the commands sent to F (but not the inputs to the command). When a

machine MF obliviously implements a functionality G in the F -hybrid model, we require the

existence of a simulator Sim that produces the access pattern exactly as in Definition 5.2.4,

where here the access pattern might also contain F -commands.

Concurrent composition follows from Canetti [25], since our simulations are universal and

straight-line. Thus, if (1) some machine M obliviously simulates some functionality G in the
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F -hybrid model, and (2) there exists a machine MF that obliviously simulate F in the plain

model, then there exists a composed machine M ′ that obliviously simulate G in the plain

model.

Input assumptions. Similar to the input assumptions in Section 4.1.1, we will also use

input assumptions in some algorithms. We model the input assumption X as an ideal

functionality FX that receives the input and “rearranges” it according to the assumption X .

Since the mapping between an assumption X and the functionality FX is usually trivial and

can be deduced from context, we do not always describe it explicitly.

We then prove statements of the form: “The algorithm A with input satisfying assump-

tion X obliviously implements a functionality F”. This should be interpreted as an algorithm

that receives x as input, invokes FX (x) and then invokes A on the resulting input. We require

that this modified algorithm implements F in the FX -hybrid model.

5.3 Oblivious Building Blocks

Our ORAM construction uses many building blocks, some of which new to this work and

some of which are known from the literature. The building blocks are listed next. We advise

the reader to use this section as a reference and skip it during a first read.

� Oblivious Sorting Algorithms (Section 5.3.1): We will use the classical sorting

network of Ajtai et al. [5] and present a new oblivious sorting algorithm that is more

efficient in settings where each memory word can hold multiple elements.

� Oblivious Tight Compaction (Chapter 3): We will use the oblivious tight com-

paction and also the oblivious distribution algorithms that have O(1) overhead, both
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are constructed and stated in Chapter 3, Theorem 3.4.1. Notice that we need only

sequential algorithms so that the linear-work parallel algorithms suffices (and can even

be simplified since parallelism is unnecessary here).

� Oblivious Random Permutations (Section 5.3.2): We show how to perform effi-

cient oblivious random permutations in settings where each memory word can hold

multiple elements.

� Oblivious Bin Placement (Section 5.3.3): We state the known results for oblivious

bin placement of Chan et al. [29, 33].

� Oblivious Hashing (Section 5.3.4): We present the formal functionality of a hash

table that is used throughout our work. We also state the resulting parameters of a

simple oblivious hash table that is achieved by compiling a non-oblivious hash table

inside an existing perfect ORAM construction.

� Oblivious Cuckoo Hashing (Section 5.3.5): We present and overview the state-of-

the-art constructions of oblivious Cuckoo hash tables. We state their complexities and

also make minor modifications that will be useful to us later.

� Oblivious Dictionary (Section 5.3.6): We present and analyze a simple construction

of a dictionary that is achieved by compiling a non-oblivious dictionary (e.g., a red-

black tree) inside an existing ORAM construction.

� Oblivious Balls-into-Bins Sampling (Section 5.3.7): We present an oblivious sam-

pling of the approximated bin loads of throwing independently n balls into m bins,

which uses the binomial sampling of Bringmann et al. [22].
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5.3.1 Oblivious Sorting Algorithms

The elegant work of Ajtai et al. [5] shows that there is a comparator-based circuit with

O (n · log n) comparators that can sort any array of length n. See Theorem 2.4.1 for the

formal statement.

Packed oblivious sort. We consider a variant of the oblivious sorting problem on a RAM,

which is useful when each memory word can hold up to B > 1 elements. The following

theorem assumes that the RAM can perform only word-level addition, subtraction, and

bitwise operations in unit cost (as defined in Section 2.2).

Theorem 5.3.1 (Packed oblivious sort). There is a deterministic packed oblivious sort-

ing algorithm that sorts n elements in O
(
n
B
· log2 n

)
time, where B denotes the number of

elements each memory word can pack.

Proof. We will use a variant of bitonic sort, introduced by Batcher [14] (also stated in

Theorem 2.4.2). Below, we will briefly describe the structure of bitonic sort, then present

our observation of performing “packed operations” in bitonic sort, and then realize our

observation.

It is well-known that, given a list of n elements, bitonic sort runs in O
(
n · log2 n

)
time.

The algorithm, viewed as a sorting network, proceeds in O
(
log2 n

)
iterations, where each

iteration consists of n
2

comparators (see Figure 5.1). In each iteration, the comparators are

totally parallelizable, but our goal is to perform the comparators efficiently using standard

word-level operation, i.e., to perform each iteration in O
(
n
B

)
standard word-level operations.

The intuition is to pack sequentially O (B) elements into each word and then apply SIMD

(single-instruction-multiple-data) comparators, where a SIMD comparator emulates a vector

of O(B) standard comparators using only constant time. We show the following facts: (1)
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each iteration runs in O
(
n
B

)
SIMD comparators and thus O

(
n
B

)
time, and (2) each SIMD

comparator can be instantiated by a constant number of word-level subtraction and bitwise

operations.

Figure 5.1: A bitonic sorting network for 8 inputs. Each horizontal line denotes an input
from the left end and output to the right end. Each vertical arrow denotes a comparator
such that compares two elements and then swaps the greater one to the pointed end. Each
dashed box denotes an iteration in the algorithm. The figure is modified from [129].

To show fact (1), we first assume without loss of generality that n and B are powers of

2, and n/B is an integer. We refer to the packed array which is the array of n
B

words, where

each word stores B elements. Then, for each iteration of the standard bitonic sort, we want

a procedure that takes as input the packed array from the previous iteration, and outputs

the packed array that is processed by the comparators prescribed in the standard bitonic

sort. To use SIMD comparators efficiently and correctly, for each SIMD comparator, we

have to prepare two vectors each consisting of O(B) elements such that the bitonic iteration

performs a comparator on each pair of coordinate-i elements. Hence, it suffices to show

that it takes O(1) time to prepare O(B) pairs of elements. By the construction of standard

bitonic sort, in each fixed iteration, the offset between any to-be-compared pair of elements

is a fixed power of 2 (see Figure 5.1). Since B is also a power of 2, one of the following two

cases holds:

(a) All comparators runs on two elements from two distinct words.

(b) All comparators runs on two elements from the same word, but the offset t between

any to-be-compared pair is the same (fixed power of 2).
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In case (a), all vectors are already prepared for SIMD comparator. In case (b), it suffices to

do the following:

1. Interpret the elements in one word as t-element groups so that each group consists of

t consecutive elements.

2. Move even groups into another word called “even word,” and let the word of odd groups

be “odd word.”

3. Shift the even word by offset t and thus each to-be-compared pair of elements is now

on the same coordinate of two vectors (stored in even and odd words).

The above procedure takes O(1) time. Also, there are two applications of the comparators

(which are shown as either up or down arrows in Figure 5.1), and thus it blows up the cost

of the operation by a factor of 2. Back to a standard bitonic iteration, we perform such

preparation, apply SIMD comparators, and then reverse the even-odd moves of preparation.

With that, each iteration runs in O
(
n
B

)
SIMD comparators plus O

(
n
B

)
time.

For fact (2), note that to compare k-bit strings it suffices to perform one (k+ 1)-bit sub-

traction (and then use the sign bit to select one string). Hence, the intuition to instantiate

the SIMD comparator is to use “SIMD” subtraction, which is the standard word-level sub-

traction but the packed elements are augmented by the sign bit. To describe the procedure,

let k be the bit-length of an element such that B · k bits fit into one memory word. We

write the B elements stored in a word as a vector ~a = (a1, . . . , aB) ∈ ({0, 1}k)B. It suffices

to show that for any ~a = (a1, . . . , aB) and ~b = (b1, . . . , bB) stored in two words, it is possible

to compute the mask word ~m = (m1, . . . ,mB) such that

mi =


1k if ai ≥ bi

0k otherwise.
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For binary strings x and y, let xy be the concatenation of x and y. Let ∗ be a wild-

card bit. Assume additionally that the elements are packed with additional sign bits, i.e.,

~a = (∗a1, ∗a2, . . . , ∗aB). This can be done by simply splitting one word into two. Let two

input words be ~a = (1a1, 1a2, . . . , 1aB) and ~b = (0b1, 0b2, . . . , 0bB) such that ai, bi ∈ {0, 1}k.

The procedure runs as follows:

1. Let ~s′ = ~a−~b, which yields the format ~s′ =
(
s1∗k, s2∗k, . . . , sB∗k

)
, where si ∈ {0, 1} is

the sign bit such that si = 1 iff ai ≥ bi. Keep only sign bits and let ~s =
(
s10k, . . . , sB0k

)
.

2. Shift ~s and get ~m′ =
(
0ks1, . . . , 0

ksB
)
. Then, the mask is ~m = ~s− ~m′ =

(
0sk1, . . . , 0s

k
B

)
.

The above takes O(1) word-level subtraction and bitwise operations. This concludes the

proof.

5.3.2 Oblivious Random Permutations

We will use the oblivious random permutation given in Theorem 4.1.6 with two modifications:

1) we replace the AKS sorting with other perfectly oblivious sorting algorithm that sorts n

elements each of ` bits in time Tsort(n, `), and 2) whenever the Retry happens in the algorithm,

we abort and output the partially random array directly (instead of performing Retry). We

use the notation (1− δ)-statistically oblivious random permutation to explicitly denote the

algorithm’s failure probability δ.

Theorem 5.3.2. Let n > 100 and let D denote the number of bits it takes to encode an

element. There exists a (1 − e−
√
n)-statistically oblivious random permutation for arrays of

size n. It runs in time O(Tsort(n,D + log n) + n), where Tsort(n, `) is an upper bound on the

time it takes to sort n elements each of size ` bits.
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Later, in our ORAM construction, this version of ORP will be applied to arrays of size

n ≥ log3 λ, where λ is a security parameter, and thus the failure probability is bounded by

a negligible function in λ.

Proof of Theorem 5.3.2. The proof is very similar to the proof of Theorem 4.1.6: the running

time is dominated by the time of sorting, and the failure probability is identical to that of

Retry.

Packed oblivious random permutation. The following version of oblivious random

permutation has good performance when each memory word is large enough to store many

copies of the elements to be permuted tagged with their own indices. The algorithm follows

directly by plugging in our oblivious packed sort (Theorem 5.3.1) into the oblivious random

permutation algorithm (Theorem 5.3.2).

Theorem 5.3.3 (Packed oblivious random permutation). Let n > 100 and let D denote the

number of bits it takes to encode an element. Let B = bw/(log n+D)c be the element capacity

of each memory word and assume that B > 1. Then, there exists an (1 − e−
√
n)-oblivious

random permutation algorithm that permutes the input array in time O
(
n
B
· log2 n+ n

)
.

Perfect oblivious random permutation. The permutation of Theorem 5.3.2 runs in

time O(n · log n) but it may fail w.p. e−
√
n. We construct a perfectly oblivious random per-

mutation in this paper. This scheme comes as a by-product of our intersperse algorithms that

we will construct later in Section 5.4.4. Hence, we will prove this theorem in Section 5.4.4.

Theorem 5.3.4 (Perfectly oblivious random permutation). For any n, suppose that sam-

pling an integer uniformly at random from [m] takes unit time for all m ∈ [n]. Then, there

exists a perfectly oblivious random permutation such that permutes an input array of size n

in O(n · log n) time.
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5.3.3 Oblivious Bin Placement

Let I be an input array containing real and dummy elements. Each element has a tag from

{1, . . . , |I|} ∪ {⊥}. It is guaranteed that all the dummy elements are tagged with ⊥ and

all real elements are tagged with distinct values from {1, . . . , |I|}. The goal of oblivious bin

placement is to create a new array I′ of size |I| such that a real element that is tagged with

the value i will appear in the i-th cell of I′. If no element was tagged with a value i, then

I′[i] = ⊥. The values in the tags of real elements can be thought of as “bin assignments”

where the elements want to go to and the goal of the bin placement algorithm is to route

them to the right location obliviously.

Oblivious bin placement can be accomplished with O(1) number of oblivious sorts (Sec-

tion 5.3.1), where each oblivious sort operates over O(|I|) elements [29, 33]. In fact, these

works [29,33] describe a more general oblivious bin placement algorithm where the tags may

not be distinct, but we only need the special case where each tag appears at most once.

5.3.4 Oblivious Hashing

An oblivious hashing scheme is a (static) data structure that supports three operations

Build, Lookup, and Extract that realizes the following (ideal) reactive functionality. The

Build procedure is the constructor and it creates an in-memory data structure from an input

array I containing real and dummy elements where each real element is a (key, value) pair.

It is assumed that all real elements in I have distinct keys. The Lookup procedure allows a

requestor to look up the value of a key. A special symbol ⊥ is returned if the key is not found

or if ⊥ is the requested key. We say a (key, value) pair is visited if the key was searched for

and found before. Finally, Extract is the destructor and it returns a list containing unvisited

elements padded with dummies to the same length as the input array I.
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An important property that our construction relies on is that if the input array I is

randomly shuffled to begin with (with a secret permutation), the outcome of Extract is also

randomly shuffled (in the eyes of the adversary). In addition, we need obliviousness to hold

only when the Lookup sequence is non-recurrent, i.e., the same real key is never requested

twice (but dummy keys can be looked up multiple times). The functionality is formally given

next.

Functionality 5.3.5: FnHT – Hash table functionality for non-recurrent lookups.

� Assumption: throughout this chapter, we assume that both the key and the value
can be stored in O(1) memory words, i.e., D = O(w) where w denotes the word size.

� FnHT.Build(I):

– Input: an array I = (ai, . . . , an) containing n elements, where each ai is either
dummy or a (key, value) pair denoted (ki, vi) ∈ {0, 1}D × {0, 1}D.

– The procedure:

1. Initialize the state state to (I,P), where P = ∅.
– Output: The Build operation has no output.

� FnHT.Lookup(k):

– Input: The procedure receives as input a key k (that might be ⊥, i.e., dummy).

– The procedure:

1. Parse the internal state as state = (I,P).

2. If k ∈ P (i.e., k is a recurrent lookup) then halt and output fail.

3. If k = ⊥ or k /∈ I, then set v∗ = ⊥.
Else, set v∗ = v, where v is the value that corresponds to the key k in I.

4. Update P = P ∪ {(k, v)}.
– Output: The element v∗.

� FnHT.Extract():

– Input: The procedure has no input.

– The procedure:

1. Parse the internal state state = (I,P).
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2. Define an array I′ = (a′1, . . . , a
′
n) as follows. For i ∈ [n], set a′i = ai if

ai = (k, v) /∈ P. Otherwise, set a′i = dummy.

3. Shuffle I′ uniformly at random.

– Ouptut: The array I′.

As metioned (Footnote 5), oblivious hashing differs from one-time memory (Section 4.2.1)

in functionalities since the oblivious hashing allows lookup queries to ask for keys that do not

exist in the input given to Build. Moreover, each lookup query of a one-time memory must

be a key and the postion of the key, where as oblivious hashings have no such requirement.

Construction of näıveHT. A näıve, perfectly secure oblivious hashing scheme can be

obtained directly from a perfectly secure ORAM construction [32, 44]. Both previous

schemes [32,44] are Las Vegas algorithms: for any capacity n, it almost always takes O(log3 n)

time to serve a request — however with negligible in n probability, it may take longer to serve

a request. We stress that although the runtime may sometimes exceed the stated bound,

there is never any security or correctness failure in the known perfectly secure ORAM con-

structions [32, 44]. We observe that the scheme of Chan et al. [32] is a Las Vegas algorithm

only because the oblivious random permutation they employ is a Las Vegas algorithm. In this

paper, we actually construct a perfect oblivious random permutation that runs in O(n · log n)

time with probability 1 (Theorem 5.3.4). Thus, we can replace the oblivious random per-

mutation in Chan et al. [32] with our own Theorem 5.3.4. Interestingly, this results in the

first perfectly oblivious RAM that runs in poly-logarithmic time.6

Theorem 5.3.6 (Perfect ORAM (using perfect ORAM [32] + Theorem 5.3.4)). For any

capacity n ∈ N, there is a perfect ORAM scheme that consumes space O(n) and worst-case

6The perfectly oblivious (P)RAM in Chapter 4 is developed after this result, which can also be applied
to achieve O(log3 n/ log log n) overhead (but O(log3 n) suffices for our purpose).
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time overhead O
(
log3 n

)
per request.

To construct näıveHT using perfectly secure ORAM scheme, we use Theorem 5.3.6 to

compile a standard, balanced binary search tree data structure (e.g., a red-black tree). Fi-

nally, Extract can be performed in linear time if we adopt the perfect ORAM of Theorem 5.3.6

which incurs constant space blowup. In more detail, we flatten the entire in-memory data

structure into a single array, and apply oblivious tight compaction (Theorem 3.4.1) on the

array, moving all the real elements to the front. We then truncate the array at length |I|,

apply a perfectly random permutation on the truncated array, and output the result. This

gives the following construction.

Theorem 5.3.7 (näıveHT). Assume that each memory word is large enough to store at least

Θ(log n) bits where n is an upper bound on the total number of elements that exist in the

data structure. There exists a perfectly secure, oblivious hashing scheme that consumes O(n)

space; further,

� Build and Extract each consumes n · poly log n time;

� Each Lookup request consumes poly log n time.

Later in our paper, whenever we need an oblivious hashing scheme for a small (poly log(λ)-

sized) bin, we will adopt näıveHT since it is perfectly secure. In comparison, schemes whose

failure probability is negligible in the problem size (poly log(λ) in this case) may not yield

negl(λ) failure probability. Indeed, almost all known computationally secure [65, 67, 70, 86]

or statistically secure [118, 121, 125] ORAM schemes have a (statistical) failure probability

that is negligible in the problem’s size and are thus unsuited for small, poly-logarithmically

sized bins. In a similar vein, earlier works also employed perfectly secure ORAM schemes to

treat poly-logarithmic size inputs [118].
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5.3.5 Oblivious Cuckoo Hashing

A Cuckoo hashing scheme [103] is a hashing method with constant lookup cost (ignoring the

stash). Imagine that we wish to hash n balls into a table of size ccuckoo · n, where ccuckoo > 1

is an appropriate fixed constant. Additionally, there is a stash denoted S of size s for holding

a small number of overflowing balls. We also refer to each position of the table as a bin, and

a bin can hold exactly one ball. Each ball receives two independent bin choices. During the

build phase, we execute a Cuckoo assignment algorithm that picks either a bin-choice for

each ball among its two specified choices, or assigns the ball to some position in the stash.

It must hold that no two balls are assigned to the same location either in the main table

or in the stash. Kirsch et al. [83] showed an assignment algorithm that succeeds with with

probability 1− n−Ω(s) over the random bin choices, where s denotes the stash size.

Without privacy, it is known that such an assignment can be computed in O(n) time.

However, it is also known that the standard procedure for building a Cuckoo hash table

leaks information through the algorithm’s access patterns [29,70,120]. Goodrich and Mitzen-

macher [70] (see also the recent work of Chan et al. [29]7) showed that a Cuckoo hash table

can be built obliviously in O (n · log n) total time. In our ORAM construction, we will need

to apply Chan et al. [29]’s oblivious Cuckoo hashing techniques in a non-blackbox fashion

to enable asymptotically more efficient hashing schemes for randomly shuffled input arrays.

Below, we present the necessary preliminaries.

7Chan et al. [29] is a re-exposition and slight rectification of the elegant ideas of Goodrich and
Mitzenmacher [70]; also note that the Cuckoo hashing appears only in the full version of Chan et al.,
http://eprint.iacr.org/2017/924.
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Build Phase: Oblivious Cuckoo Assignment

To obliviously build a Cuckoo hash table given an input array, we have two phases: 1) a

metadata phase in which we select a bin among the two bin choices made by each input

ball or alternatively assign the ball to a position in the stash; and 2) the actual (oblivious)

routing of the balls into their destined location in the resulting hash-table data structure.

The problem solved by the the first phase (i.e., the metadata step), is called the Cuckoo

assignment problem, formally defined as below.

Oblivious Cuckoo assignment. Let n be the number of balls to be put into the Cuckoo

hash table, let I = ((u1, v1), . . . (un, vn)) be the array of the two bin choices made by each

of the n balls, where ui, vi ∈ [ccuckoo · n] for i ∈ [n]. In the Cuckoo assignment problem,

given such an input array I, the goal is to output an array A = {a1, . . . an}, where ai ∈

{bin(ui), bin(vi), stash(j)} denotes that the i-th ball is assigned either to bin ui or bin vi,

or to the j-th position in the stash. We say that a Cuckoo assignment A is correct iff it

holds that (i) each bin and each position in the stash receives at most one ball, and (ii) the

number of balls in the stash is bounded by a parameter s.

Given a correct assignment A, a Cuckoo hash table can be built by obliviously placing

the balls into the position it is assigned to. A straightforward way to accomplish this is

through a standard oblivious bin placement algorithm (Section 5.3.3)8.

Theorem 5.3.8 (Oblivious Cuckoo assignment [29, 70]). Let ccuckoo > 1 be a suitable

constant, δ > 0, n ∈ N, the stash size s ≥ log(1/δ)/ log n, and let ncuckoo := ccuckoo ·

n + s and ` := 8 log2(ncuckoo). Then, there is a deterministic oblivious algorithm de-

8The description here differs slightly from previous works [29]. In previous works, the Cuckoo assignment
A was allowed to depend not only on the two bin choices I, but also on the balls and keys themselves. In
our work, the fact that the Cuckoo assignment is only a function of I is crucial – see Remark 5.3.11 for a
discussion on this property that we call indiscrimination.
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noted cuckooAssign that successfully finds a Cuckoo assignment problem with probability

1 − O(δ) − exp
(
−Ω

(
n5/7

log4(1/δ)

))
over the choice of the random bins I. It runs in time

O
(
ncuckoo + Tsort(ncuckoo, `) + log 1

δ
· Tsort(n

6/7, `)
)
, where Tsort(m, `) is the time bound for

obliviously sorting m elements each of length `.

As a special case, suppose that n ≥ log8(1/δ), s = log(1/δ)/ log n, and the word size

w ≥ Ω(log n), using the AKS oblivious sorting algorithm (Theorem 2.4.1), the algorithm

runs in time O(n · log n) with success probability 1−O(δ).

In fact, to obtain the above theorem, we cannot directly apply Chan et al. [29]’s Cuckoo

hash-table build algorithm, but need to make some minor modifications. We refer the reader

to Remark 5.3.11 and Section 5.8 for more details.

A variant of the Cuckoo assignment problem. Later, we will need a variant of the

above Cuckoo assignment problem. Imagine that the input array is now of size exactly the

same as the total size consumed by the Cuckoo hash-table, i.e., ncuckoo := ccuckoo ·n+s where

s denotes the stash size; but importantly, at most n balls in the input array are real and

the remaining are dummy. Therefore, we may imagine that the input array to the Cuckoo

assignment problem is the following metadata array containing either real or dummy bin

choices: I = {(ui, vi)}i∈[ncuckoo] where ui, vi ∈ [ncuckoo] if i corresponds to a real ball and

ui = vi = ⊥ if i corresponds to a dummy ball.

We would like to compute a correct Cuckoo assignment for all real balls in the input.

This variant can easily be solved as follows: 1) obliviously sort the input array such that

the upto n real balls’ bin choices are in the front — let X denote the outcome; 2) apply the

aforementioned cuckooAssign algorithm to X[1 : n], resulting in an output assignment array

denoted A of length n; 3) pad A to length ncuckoo by adding ncuckoo − n dummy assignment

labels of appropriate length resulting in the array A′ and 4) reverse route A′ back to the
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input array — this can be accomplished if in step 1 we remembered the per-gate routing

decisions in the sorting network. Henceforth, we refer to this slight variant as cuckooAssign.

Note that Steps 1 and 4 of the above algorithm require oblivious sorting for elements of at

most ` := 8 log2(ccuckoo · n) bits.

Corollary 5.3.9 (Oblivious Cuckoo assignment variant). Suppose that δ > 0, n ≥ log8(1/δ),

the stash size s ≥ log(1/δ)/ log n. Then, there is a deterministic, oblivious algorithm denoted

cuckooAssign that successfully finds a Cuckoo assignment for the above variant of the problem

with probability 1−O(δ), consuming the same asymptotical runtime as Theorem 5.3.8.

Later, when we apply Corollary 5.3.9, if a single memory word can pack B > 1 elements

of length ` := 8 log2(ccuckoo ·n) — this happens when the Cuckoo hash-table’s size n is small

— we may use packed oblivious sorting to instantiate the sorting algorithm. This gives rise

to the following corollary:

Corollary 5.3.10 (Packed oblivious Cuckoo assignment). Suppose that δ > 0, n ≥

log8(1/δ), the stash size s ≥ log(1/δ)/ log n, and let ` := 8 log2(ccuckoo · n + s). Then, there

is a deterministic oblivious algorithm running in time O(ncuckoo + (ncuckoo/w) · log3 ncuckoo)

that successfully finds a Cuckoo assignment (for both of the above variants) with probability

1−O(δ) over the choice of the random bins, where w denotes the word size in bits.

Although we state the above corollary for general n, we only gain in efficiency when we

apply it to the case of large word size w and small n.

Proof. Let ncuckoo = ccuckoo · n + s. If ` = log ncuckoo < w, we use packed oblivious sorting

to instantiate all the oblivious sorting in the cuckooAssign or cuckooAssign algorithms. By

Theorem 5.3.1, the running time is upper bounded by O(ncuckoo + (ncuckoo/(w/ log ncuckoo)) ·

log2 ncuckoo + log(1/δ) ·
(
n

6/7
cuckoo/(w/ log ncuckoo)

)
· log2 ncuckoo) ≤ O(ncuckoo + (ncuckoo/w) ·
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log3 ncuckoo)) where the last inequality relies on the fact that n ≥ log8(1/δ). Finally, it is not

hard to see that the theorem also holds for ` ≥ w too — in this case, we can use the normal

AKS sorting network to instantiate the oblivious sorting.

Remark 5.3.11 (Indiscriminate hashing). As mentioned earlier, to get Theorem 5.3.8,

Corollary 5.3.9, and Corollary 5.3.10, we cannot directly apply Chan et al. [29]’s oblivi-

ous Cuckoo hash-table building algorithm. In particular, their algorithm does not explicitly

separate the metadata phase from the actual ball-routing phase; consequently, in their al-

gorithm, the final assignment computed may depend on the element’s key, and not just the

bin-choice metadata array I. In our paper, we need an extra indiscrimination property:

after the hash-table is built, the location of any real ball is fully determined by its relative

index in the input array as well as the bin-choice metadata array I. This property will be

needed to prove an extra property for our oblivious hashing schemes, that is, if the input

array is randomly shuffled, then all unvisited elements in the hash-table data structure must

appear in random order. Note that the way we formulated the Cuckoo assignment problem

automatically ensures this indiscriminate property. See Section 5.8 for details, where we

describe a variant of the algorithm of Chan et al. [29] that satisfies our needs.

Oblivious Cuckoo Hashing

We get an oblivious Cuckoo hashing scheme as follows:

� To perform Build, determine element’s (k, v) two bin choices by evaluating a pseudo-

random function PRFsk(k) where sk is a secret key sampled freshly for this hash-table

instance, and stored inside the CPU; then perform the aforementioned cuckooAssign

(Theorem 5.3.8) to resolve the bin choices; and then perform oblivious bin placement

on the elements and the assignments to construct the Cuckoo table.
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� For Lookup of key k, we evaluate the element’s two bin choices using the PRF, and

look up the corresponding two bins in the hash-table. Besides these two bins, we also

need to scan through the stash (no matter whether the element is found in one of the

two bins). After an element has been looked up, it will be marked as removed.

� Finally, to realize Extract we obliviously shuffle all unvisited elements using a perfect

oblivious random permutation (Theorem 5.3.4) and output the resulting array.

We have the following theorem:

Theorem 5.3.12 (cuckooHT). Assume a δAPRF-secure PRF. For any δ > 0, n ≥ log8(1/δ),

there is an oblivious hashing scheme denoted cuckooHTδ,n = (Build, Lookup,Extract) which

(1− O(δ)− δAPRF)-obliviously simulates FnHT. Moreover, the algorithm satisfies the following

properties:

� Build takes as input I of length n, and outputs a Cuckoo table T of size O(n) and a

stash S of size O(log(1/δ)/ log n). It requires O (n · log n) time.

� Lookup requires looking up only O(1) positions in the table T which takes O(1) time,

and making a linear scan of the stash S consuming O(log(1/δ)/ log n) time.

� Extract performs a perfect oblivious random permutation, consuming O (n · log n) time.

Remark 5.3.13. This above scheme is different from the one of Chan et al. [29] in three

aspects: 1) we explicitly separate the assignment phase from the ball-routing phase during

Build; 2) we satisfy the indiscriminate property mentioned in Remark 5.3.11, and 3) we

additionally support Extract (whereas Chan et al. do not).
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5.3.6 Oblivious Dictionary

As opposed to the oblivious hash table from Section 5.3.4, which is a static data structure, an

oblivious dictionary is a dynamic extension of oblivious hashing, which allows to add only one

element at a time into the structure using an algorithm Insert, where Insert is called at most

n times for a pre-determined capacity n. Also, the dictionary supports Lookup and Extract

procedures as described in oblivious hashing. Note that there is no specific order in which

Insert and Lookup requests have to be made and they could be mixed arbitrarily. Another

difference between our hashing notion and the dictionary notion is that the Extract operation

outputs all elements, including “visited” elements (while Extract of oblivious hashing outputs

only “unvisited” elements). In summary, an oblivious dictionary realizes Functionality 5.3.14

described below.

Functionality 5.3.14: FnDict – Dictionary Functionality.

� FnDict.Init():

– Input: The procedure has no input.

– The procedure:

1. Allocate an empty set S and an empty table T .

– Output: The operation has no output.

� FnDict.Insert(k, v):

– Input: A key-value pair denoted (k, v). (where (k, v) might be dummy (⊥,⊥)):

– The procedure:

1. If |S| < n and k 6= ⊥, add k to the set S and set T [k] := v.

– Output: The operation has no output.

� FnDict.Lookup(k):

– Input: The procedure receives as input a key k (that might be ⊥, i.e., dummy).

– The procedure:
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1. Initialize v∗ := ⊥.

2. If q ∈ S, set v∗ := T [q].

– Output: The element v∗.

� FnDict.Extract():

– Input: The procedure has no input.

– The procedure:

1. Initialize an empty array L.

2. Iterate over S and for each k ∈ S, add (k, T [k]) to L.

3. Pad L to be of size n.

4. Randomly shuffle L and denote the output by L′.

– Output: The array L′.

Corollary 5.3.15 (Perfectly secure oblivious dictionary). For any capacity n ∈ N, there

exists a perfectly-oblivious dictionary (Init, Insert, Lookup,Extract) such that the time of Init

and Extract is O
(
n · log3 n

)
, O
(
n · log3 n

)
, respectively, the time of Insert and Lookup are

both O
(
log4 n

)
.

Proof. The realization of the oblivious dictionary is very similar to the näıveHT. Without

security, the functionalities can be realized in O(n) or O(log n) time using a standard, bal-

anced binary search tree data structure (e.g., red-black tree) and the standard linear-time

Fisher-Yates shuffle [52]. To achieve obliviousness, it suffices to compile the algorithms and

the data structure using the perfect ORAM of Theorem 5.3.6, which is perfectly-oblivious

and incurs O(log3 n) overhead per access.
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5.3.7 Oblivious Balls-into-Bins Sampling

In this section, we consider the ideal functionality F throw-balls
n,m that throws n balls into m

bins uniformly at random and outputs the bin loads. A non-oblivious algorithm for this

functionality will throw each ball independently at random and will run in ime O(n). To

achieve obliviousness, we start with Sampling binomials.

Let Binomial(n, p) be the binomial distribution parameterized by n independent trial

with success probability p. Let Fbinomial be an ideal functionality that samples from

Binomial(n, 1/2) and outputs the result. The standard way to implement Fbinomial is to toss

n independent coins, but this takes time O(n). Since this is too expensive for our purposes,

we settle for an approximation using an algorithm of Bringmann et al. [22] (see also [50]).

Theorem 5.3.16 (Sampling binomial variables [22, Theorem 5]). Assume word RAM arith-

metic, logical operations, and sampling a uniformly random word takes O(1) time. For any

n = 2O(w), there is a (1−n · δ)-oblivious RAM algorithm SampleApproxBinomialδ that imple-

ments the functionality Fbinomial in time O
(
log5(1/δ)

)
.

Here is our implementation of F throw-balls using SampleApproxBinomialδ.

Algorithm 5.3.17: SampleBinLoadm,δ(n).

� Input: a secret number of balls n = 2O(w).

� Public parameters: the number of bins m ∈ N, which is a power of 2.

� The Algorithm:

1. (Base case.) If m = 1, output n. Otherwise, continue with the following.

2. Sample a binomial random variable X ← SampleApproxBinomialδ(n), where X is
the total number of balls in the first m/2 bins.

3. Recursively call SampleBinLoadm/2,δ(X) and SampleBinLoadm/2,δ(n−X), let L1, L2

be the results.
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4. Output the concatenated array L1‖L2.

If we use δ = 0 in the above algorithm, then SampleBinLoad perfectly and obliviously

implements F throw-balls. Using the efficient algorithm for sampling approximated binomials

(Theorem 5.3.16), we get the following theorem.

Theorem 5.3.18. For any integer n = 2O(w), m a power of 2, SampleBinLoadm,δ (1−m·n·δ)-

obliviously implements the functionality F throw-balls
n,m in time O(m · log5(1/δ)).

5.4 Interspersing Randomly Shuffled Arrays

In this section, we present the following variants of shuffling on an array of n elements. We

suppose that for any m ∈ [n], sampling an integer uniformly at random from the set [m]

takes unit time as metioned in Section 2.2.9

5.4.1 Interspersing Two Arrays

We first describe a building block called Intersperse that allows us to randomly merge two

randomly shuffled arrays. Informally, we would like to realize the following abstraction:

9In the standard RAM model, we assume only a memory word (i.e., fair random bits) can be sampled
uniformly at random in unit time. We note that to represent the probability of the shuffling exactly, infinite
random bits are necessary, which implies that no shuffling can finish in worst-case finite time. One may
approximate the stronger sampling using standard random words and repeating, and then bound the total
number of repetition to get a high-probability time (where the total number of repetition is a sum of geometric
random variables, which has a very sharp tail due to Chernoff bound). We adopt the stronger sampling for
simplicity.
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� Input: An array I := I0‖I1 of totally n elements and two numbers n0 and n1 such that

|I0| = n0 and |I1| = n1 and n = n0 + n1.

� Output: An array B of size n that contains all elements of I0 and I1. Each position

in B will hold an element from either I0 or I1, chosen uniformly at random and the

choices are concealed from the adversary.

Looking ahead, we will invoke the procedure Intersperse with arrays I0 and I1 that are

already randomly and independently shuffled (each with a hidden permutation). So, when we

apply Intersperse on such arrays the output array B is guaranteed to be a random permutation

of the array I := I0‖I1 in the eyes of an adversary.

The intersperse algorithm. The idea is to first generate a random auxiliary array of

0’s and 1’s, denoted aux, such that the number of 0’s in the array is exactly n0 and the

number of 1’s is exactly n1. This can be done obliviously by sequentially sampling each bit

depending on the number of 0’s we sampled so far (see Algorithm 5.4.1). We then use aux

to decide the following: if aux[i] = 0, then the i-th position in the output will pick up an

element from I0, and otherwise, from I1.

Next, to obliviously route elements from I0 (and I1, respectively) to the i-th position

such that aux[i] = 0 (and aux[i] = 0, respectively), we perform the deterministic oblivious

distribution given in Section 3.4.1 — mark every element in I0 as 0-balls, mark every element

in I1 as 1-balls, and then run Distribution (Corollary 3.4.5) on the marked array I = I0‖I1

and the auxiliary array aux.

The formal description of the algorithm for interspersing two arrays is given in Algo-

rithm 5.4.1. The functionality that it implements (assuming that the two input arrays are

randomly shuffled) is given in Functionality 5.4.2 and the proof that the algorithm imple-
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ments the functionality is given in Claim 5.4.3. Notice that Functionality 5.4.2 is identical

to the corresponding functionality of Section 4.1.3.

Algorithm 5.4.1: Interspersen(I0‖I1, n0, n1) – Shuffling an array via interspersing two
randomly shuffled subarrays.

� Input: An array I := I0‖I1 that is a concatenation of two arrays I0 and I1 of n0 and
n1 elements, respectively.

� Public parameters: n := n0 + n1.

� Input assumption: Each one of the arrays I0, I1 is independently randomly shuffled.

� The algorithm:

1. Sample an auxiliary array aux uniformly at random among all arrays of of size n
with n0 0’s and n1 1’s:

(a) Initialize m0 := n0 and m1 := n1.

(b) For every position 1, 2, . . . , n, flip a random coin that results in heads with
probability m1

m0+m1
. If heads, write down aux[i] := 1 and decrement m1. Else,

write down aux[i] := 0 and decrement m0.

2. For every i ∈ [n], mark I[i] as 0 if i ≤ n0, otherwise mark I[i] as 1.

3. Run Distribution(I, aux), let B be the resulting array.

� Output: The array B.

Functionality 5.4.2: Fn
Shuffle(I) – Randomly shuffling an array.

� Input: An array I of size n.

� Public parameters: n.

� The functionality:

1. Choose a permutation π : [n]→ [n] uniformly at random.

2. Initialize an array B of size n. Assign B[i] = I[π(i)] for every i = 1, . . . , n.

� Output: The array B.

166



Claim 5.4.3. Let I0 and I1 be two arrays of size n0 and n1, respectively, that sat-

isfies the input assumption as in the description of Algorithm 5.4.1. The Algorithm

Interspersen(I0‖I1, n0, n1) perfect-obliviously simulates functionality FnShuffle(I0‖I1). The im-

plementation runs in O(n) time.

Proof. We sketch the proof (the details are published in Asharov et al. [9, Appendix C.2]).

The time is straightforward, and the access pattern is a deterministic function of input size

n. Thus, it suffice to see that the output B is uniformly permuted. Notice that Distribution

moves elements according to only aux but nothing from the contents of the elements. Hence,

for each choice of aux, there are n0! ·n1! distinct possible inputs (I0, I1), and it yields n0! ·n1!

distinct possible output B’s. Also, each distinct aux yields distinct outputs. Putting together,

there are n! possible outputs and each is yielded with equal probability:(
n

n0

)
· n0! · n1! =

(n0 + n1)!

n0! · n1!
· n0! · n1! = n! .

5.4.2 Interspersing Multiple Arrays

We generalize the Intersperse algorithm to work with k ∈ N arrays as input. The algorithm

is called Intersperse(k) and it implements the following abstraction:

� Input: An array I1‖ . . . ‖Ik consisting of k different arrays of lengths n1, . . . , nk, re-

spectively. The parameters n1, . . . , nk are public.
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� Output: An array B of size
∑k

i=1 ni that contains all elements of I1, . . . , Ik. Each

position in B will hold an element from one of the arrays, chosen uniformly at random

and the choices are concealed from the adversary.

As in the case of k = 2, we will invoke the procedure Intersperse(k) with arrays I1, . . . , Ik

that are already randomly and independently shuffled (with k hidden permutations). So,

when we apply Intersperse(k) on such arrays the output array B is guaranteed to be a random

permutation of the array I := I1‖ . . . ‖Ik in the eyes of an adversary.

The algorithm. To intersperse k arrays I1, . . . , Ik, we intersperse the first two arrays using

Interspersen1+n2
, then intersperse the result with the third array, and so on. The precise

description is given in Algorithm 5.4.4.

Algorithm 5.4.4: Intersperse(k)
n1,...,nk

(I1‖ . . . ‖Ik) – Shuffling an array via interspersing k
randomly shuffled subarrays.

� Input: An array I := I1‖ . . . ‖Ik consisting of k arrays of sizes n1, . . . , nk, respectively.

� Public parameters: n1, . . . , nk.

� Input assumption: Each input array is independently randomly shuffled.

� The algorithm:

1. Let I′1 := I1.

2. For i = 2, . . . k, do:

(a) Execute Intersperse∑i
j=1 nj

(I′i−1‖Ii,
∑i−1

j=1 nj, ni). Denote the result by I′i.

3. Let B := I′k.

� Output: The array B.
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Claim 5.4.5. Let k ∈ N and let I1, . . . , Ik be k arrays of n1, . . . , nk elements, respectively,

that satisfy the input assumption as in the description of Algorithm 5.4.4. The Algorithm

Intersperse(k)
n1,...,nk

(I1‖ . . . ‖Ik) perfect-obliviously simulates the functionality FnShuffle(I). The

implementation requires O
(
n+

∑k−1
i=1 (k − i) · ni

)
time.

Proof. The claim follows by using Claim 5.4.3 as the base case k = 2, and then by induction

on k using Claim 5.4.3; the details are published in Asharov et al. [9, Appendix C.2].

5.4.3 Interspersing Reals and Dummies

We describe a related algorithm, called IntersperseRD, which will also serve as a useful build-

ing block. Here, the abstraction we implement is the following:

� Input: An array I of n elements, where each element is tagged as either real or

dummy. The real elements are distinct. We assume that if we extract the subset of

all real elements in the array, then these elements appear in random order. However,

there is no guarantee of the relative positions of the real elements with respect to the

dummy ones.

� Output: An array B of size |I| containing all real elements in I and the same number

of dummy elements, where all elements in the array are randomly permuted.

In other words, the real elements are randomly permuted, but there is no guarantee

regarding their order in the array with respect to the dummy elements. In particular, the

dummy elements can appear in arbitrary (known to the adversary) positions in the input,

e.g., appear all in the front, all at the end, or appearing in all the odd positions. The output

will be an array where all the real and dummy elements are randomly permuted, and the

random permutation is hidden from the adversary.
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The implementation of IntersperseRD is done by first running the deterministic tight

compaction procedure on the input array such that all the real balls appear before the dummy

ones. Next, we count the number of real elements in this array run the Intersperse procedure

from Algorithm 5.4.1 on this array with the calculated sizes. The formal implementation

appears as Algorithm 5.4.6.

Algorithm 5.4.6: IntersperseRDn(I) – Shuffling an array via interspersing real and
dummy.

� Input: An array I of n elements, where each element is tagged as either real or dummy.
The real elements are distinct.

� Public parameters: n.

� Input assumption: The input I restricted to the real elements is randomly shuffled.

� The algorithm:

1. Run the deterministic oblivious tight compaction algorithm on I (see Section 5.3),
such that all the real balls appear before the dummy ones. Let I′ denote the output
array of this step.

2. Count the number of reals in I′ by a linear scan. Let nR denote the result.

3. Invoke Interspersen(I′, nR, n− nR) and let B be the output.

� Output: The array B.

Claim 5.4.7. Let I be an array of n elements that satisfies the input assumption as in the

description of Algorithm 5.4.6. The Algorithm IntersperseRDn(I) perfect-obliviously simulates

the functionality FnShuffle(I). The implementation has O(n) time.

Proof. The claim follows by composing Claim 5.4.3 with tight compaction; the details are

published in Asharov et al. [9, Appendix C.2].
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5.4.4 Perfect Oblivious Random Permutation (Proof of Theo-

rem 5.3.4)

Recall that an oblivious random permutation shuffles an input array of n elements using a

secret permutation π : [n]→ [n] uniformly at random (Section 5.3.2). The following (perfect)

oblivious random permutation, PerfectORP, is constructed with standard divide-and-conquer

technique using Intersperse (Algorithm 5.4.1) for merging.

Algorithm 5.4.8: PerfectORP(I) – Perfect Oblivious Random Permutation

� Input: An array I of n elements.

� The algorithm:

1. (Base case.) If n = 1, output I directly (skip all following steps).

2. Let A1 be the front dn/2e elements of I, A2 be the back bn/2c elements.

3. Recursively run PerfectORP(A1),PerfectORP(A2), let A′1, A
′
2 be the results respec-

tively.

4. Run Interspersen(A′1‖A′2, dn/2e, bn/2c), let O be the result.

� Output: The array O.

We claim that PerfectORP runs in O(n · log n) time and permutes I uniformly at ran-

dom. The time bound follows since Intersperse runs in O(n) time (Claim 5.4.3) and the

recursion consists of 2 sub-problems, each of half the size. The fact that the permutation is

uniformly random follows by induction and that Intersperse perfectly-obliviously simulates

FnShuffle (Claim 5.4.3).
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5.5 BigHT: Oblivious Hashing for Non-Recurrent Lookups

The hash table construction we describe in this section suffers from poly log log λ extra mul-

tiplicative factor in Build and Lookup (which lead to similar overhead in the implied ORAM

construction). Nevertheless, this hash table serves as a first step and we will get rid of the

extra factor in Section 5.6. Hence, the parameter of expected bin load µ = log9 λ is seemingly

loose in this section but is necessary later in Section 5.6 (to apply Cuckoo hash). Addition-

ally, note that this hash table captures and simplifies many of the ideas in the oblivious hash

table of Patel et al. [105] and can be used to get an ORAM with similar overhead to theirs.

Construction 5.5.1: Hash table for shuffled inputs.

Procedure BigHT.Build(I):

� Input: An array I = (a1, . . . , an) containing n elements, where each ai is either dummy
or a (key, value) pair denoted (ki, vi), where both the key k and the value v are D-bit
strings where D := O(1) ·w.

� Input assumption: The elements in the array are uniformly shuffled.

� The algorithm:

1. Let µ := log9 λ, ε := 1
log2 λ

, δ := e− log λ·log log λ, and B := dn/µe.

2. Sample PRF key. Sample a random PRF secret key sk.

3. Directly hash into major bins. Throw the real ai = (ki, vi) into B bins using
PRFsk(ki). If ai = dummy, throw it to a uniformly random bin. Let Bin1, . . . ,BinB
be the resulted bins.

4. Sample independent smaller loads. Execute Algorithm 5.3.17 to obtain
(L1, . . . , LB) ← SampleBinLoadB,δ(n

′), where n′ := n · (1− ε). If there exists

i ∈ [B] such that ||Bini| − µ| > 0.5 · εµ or
∣∣Li − n′

B

∣∣ > 0.5 · εµ, then abort.

5. Create major bins. Allocate new arrays (Bin′1, . . . ,Bin′B), each of size µ. For every
i, iterate in parallel on both Bini and Bin′i, and copy the first Li elements in Bini
to Bin′i. Fill the empty slots in Bin′i with dummy. (Li is not revealed during this
process, by continuing to iterate over Bini after we cross the threshold Li.)

6. Create overflow pile. Obliviously merge all of the last |Bini|−Li elements in each
bin Bin1, . . . ,BinB into an overflow pile:
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– For each i ∈ [B], replace the first Li positions with dummy.

– Concatenate all of the resulting bins and perform oblivious tight compaction
on the resulting array such that the real balls appear in the front. Truncate
the outcome to be of length εn.

7. Prepare an oblivious hash table for elements in the overflow pile by calling the
Build algorithm of the (1−O(δ)− δAPRF)-oblivious Cuckoo hashing scheme (Theo-
rem 5.3.12) parameterized by δ (recall that δ = e−Ω(log λ·log log λ)) and the stash size
log(1/δ)/ log n. Let OF = (OFT,OFS) denote the outcome data structure. Hence-
forth, we use OF.Lookup to denote a lookup operation to this oblivious Cuckoo
hashing scheme.

8. Prepare data structure for efficient lookup. For i = 1, . . . , B, call
näıveHT.Build(Bin′i) on each major bin to construct an oblivious hash table, and
let OBini denote the outcome for the i-th bin.

� Output: The algorithm stores in the memory a state that consists of
(OBin1, . . . ,OBinB,OF, sk).

Procedure BigHT.Lookup(k):

� Input: The secret state (OBin1, . . . ,OBinB,OF, sk), and a key k to look for (that may
be ⊥, i.e., dummy).

� The algorithm:

1. Call v ← OF.Lookup(k).

2. If k = ⊥, choose a random bin i
$←[B] and call OBini.Lookup(⊥).

3. If k 6= ⊥ and v 6= ⊥ (i.e., v was found in OF), choose a random bin i
$←[B] and

call OBini.Lookup(⊥).10

4. If k 6= ⊥ and v = ⊥ (i.e., v was not found in OF), let i := PRFsk(k) and call
v ← OBini.Lookup(k).

� Output: The value v.

Procedure BigHT.Extract():

� Input: The secret state (OBin1, . . . ,OBinB,OF, sk).

� The algorithm:

10We stress that as key k was found in the overflow pile OF, choosing a random bin i is necessary for the
security proof (Claim 5.9.4). In particular, it would be insecure had we chose i := PRFsk(k).
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1. Let T = OBin1.Extract()‖OBin2.Extract()‖ . . . ‖OBinB.Extract()‖OF.Extract().

2. Perform oblivious tight compaction on T , moving all the real balls to the front.
Truncate the resulting array at length n. Let X be the outcome of this step.

3. Call X′ ← IntersperseRDn(X) (Algorithm 5.4.6).

� Output: X′.

We prove that our construction obliviously implements Functionality 5.3.5 for every se-

quence of instructions with non-recurrent lookups between two Build operations and as long

as the input array to Build is randomly and secretly shuffled.

Theorem 5.5.2. Assume a δAPRF-secure PRF. Then, Construction 5.5.1 (1 − n2 ·

e−Ω(log λ·log log λ) − δAPRF)-obliviously implements Functionality 5.3.5 for all n ≥ log11 λ, as-

suming that the input array (of size n) for Build is randomly shuffled. Moreover,

� Build and Extract each take O
(
n · poly log log λ+ n · logn

log2 λ

)
time; and

� Lookup takes O(poly log log λ) time in addition to linearly scanning a stash of size

O(log λ).

In particular, if log11 λ ≤ n ≤ poly(λ), then hash table is (1 − e−Ω(log λ·log log λ) − δAPRF)-

obliviously and consumes O(n · poly log log λ) time for the Build and Extract phases; and

Lookup consumes O(poly log log λ) time in addition to linearly scanning a stash of size

O(log λ).

Proof. The proof of security is deferred to Section 5.9.1. We give the efficiency analysis

here. In Construction 5.5.1, there are n/ log9 λ major bins and each is of size O(log9 λ). The

subroutine SampleBinLoadB,δ(n
′) runs in time O(B · log5(1/δ)) ≤ O

(⌈
n/ log9 λ

⌉
· log6 λ

)
=

O
(
n/ log3 λ

)
by Theorem 5.3.18 (recall that δ = e− log λ·log log λ) and since n ≥ log11 λ. We
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employed the hash table näıveHT (Theorem 5.3.7) for each major bin, and thus their initial-

ization takes time

n

µ
·O (µ · poly log µ) ≤ O(n · poly log log λ).

The overflow pile consists of εn ≥ log9 λ ≥ log8(1/δ) elements as n ≥ log11 λ, and it is

implemented via an oblivious Cuckoo hashing scheme (Theorem 5.3.12) so its initialization

takes time O(εn · log(εn)) ≤ O
(
n · logn

log2 λ

)
, where the stash size is O

(
log(1/δ)
log εn

)
≤ O(log λ).

Each Lookup incurs O(poly log log λ) time from the major bins and O(log λ) time from the

linear scan of OFS, the stash of the overflow pile (searching in OFT incurs O(1) time). The

overhead of Extract depends on the overhead of Extract for each major bin and Extract from

the overflow pile. The former is again bounded by O(n · poly log log λ) and the latter is

bounded by O(εn · log(εn)) ≤ O
(
n · logn

log2 λ

)
.

Finally, observe that it is not difficult to adjust the constants in our construction and

analysis to show the following more general corollary:

Corollary 5.5.3. Assume a δAPRF-secure PRF. Then, for any constant c ≥ 2, there exists

an algorithm that (1 − n2 · e−Ω(log λ·log log λ) − δAPRF)-obliviously simulates Functionality 5.3.5

for all n ≥ log9+c λ, assuming that the input array (of size n) for Build is randomly shuffled.

Moreover,

� Build and Extract each take O
(
n · poly log log λ+ n · logn

logc λ

)
time; and

� Lookup takes O(poly log log λ) time in addition to linearly scanning a stash of size

O(log λ).

Proof. We can let ε = 1
logc λ

in Construction 5.5.1. The analysis follows in a similar fashion.
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Remark 5.5.4. As we mentioned, Construction 5.5.1 is only the first step towards the final

oblivious hash table that we use in the final ORAM construction. We will make significant

optimizations in Section 5.6, showing how to improve upon the Build and Extract procedures

from O(n · poly log log λ) to O(n) by replacing the näıveHT hash table with an optimized

version (called SmallHT) that is more efficient for small lists. Additionally, while it may

now seem that the O(log λ)-stash overhead of Lookup is problematic, we will “merge” the

stashes for different hash tables in our final ORAM construction and store them again in an

oblivious hash table.

5.6 SmallHT: Oblivious Hashing for Small Bins

In Section 5.5, we constructed an oblivious hashing scheme for randomly shuffled inputs

where Build and Extract consumes n · poly log log λ time and Lookup consumes poly log log λ.

The extra poly log log λ factors arise from the oblivious hashing scheme (denoted näıveHT)

which we use for each major bin of size ≈ log9 λ. To get rid of the extra poly log log λ factors,

in this section, we will construct a new oblivious hashing scheme for (poly log λ)-sized arrays

which are randomly shuffled. In our new construction, Build and Extract takes linear time

and Lookup takes constant time (ignoring the stash which we will treat separately later).

As mentioned in Section 5.1.2, the key idea is to rely on packed operations such that the

metadata phase of Build (i.e., the cuckoo assignment problem) takes only linear time — this

is possible because the problem size n = poly log λ is small. The more tricky step is how

to route the actual balls into their destined location in the hash-table. We cannot rely on

standard oblivious sorting to perform this routing since this would consume a logarithmic

extra overhead. Instead, we devise a method to directly place the balls into the destined

location in the hash-table in the clear — this is safe as long as the input array has been
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padded with dummies to the output length, and randomly shuffled; in this way only a

random permutation is revealed. A technicality arises in realizing this idea: after figuring

out the assigned destinations for real elements, we need to expand this assignment to include

dummy elements too, and the dummy elements must be assigned at random to the locations

unoccupied by the reals. At a high level, this is accomplished through a combination of

packed oblivious random permutation and packed oblivious sorting over metadata.

We first describe two helpful procedures (mentioned in Section 5.1.2) in Sec-

tions 5.6.1 and 5.6.2. Then, in Section 5.6.3, we give the full description of the Build,

Lookup, and Extract procedures (Construction 5.6.5). Throughout this section, we assume

for simplicity that n = log9 λ (while in reality n ∈ log9 λ± log7 λ).

5.6.1 Step 1 – Add Dummies and Shuffle

We are given a randomly shuffled array I of length n that contains real and dummy elements.

In Algorithm 5.6.1, we pad the input array with dummies to match the size of the hash-table

to be built. Each dummy will receive a unique index label, and we rely on packed oblivious

random permutation to permute the labeled dummies. Finally, we rely on Intersperse on

the real balls to make sure that all elements, including reals and dummies, are randomly

shuffled.

More formally, the output of Algorithm 5.6.1 is an array of size ncuckoo = ccuckoo ·n+log λ,

where ccuckoo is the constant required for Cuckoo hashing, which contains all the real elements

from I and the rest are dummies. Furthermore, each dummy receives a distinct random index

from {1, . . . , ncuckoo− nR}, where nR is the number of real elements in I. Assuming that the

real elements in I are a-priori uniformly shuffled, then the output array is randomly shuffled.
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Algorithm 5.6.1: Shuffle the Real and Dummy Elements.

� Input: An input array I of length n consisting of real and dummy elements.

� Input Assumption: The real elements among I are randomly shuffled.

� The algorithm:

1. Count the number of real elements in I. Let nR be the output.

2. Write down a metadata array MD of length ncuckoo, where the first nR elements
contain only a symbol real, and the remaining ncuckoo − nR elements are of the
form (⊥, 1), (⊥, 2), . . . , (⊥, ncuckoo − nR), i.e., each element is a ⊥ symbol tagged
with a dummy index.

3. Run packed oblivious random permutation (Theorem 5.3.3) on MD, packing

O
(

w
logn

)
elements into a single memory word. Run oblivious tight compaction

(Theorem 4.1.4) on the resulting array, moving all the dummy elements to the
end.

4. Run tight compaction (Theorem 4.1.4) on the input I to move all the real elements
to the front.

5. Obliviously write down an array I′ of length ncuckoo, where the first nR elements
are the first nR elements of I and the last ncuckoo − nR elements are the last
ncuckoo − nR elements of MD, decompressed to the original length as every entry
in the input I.

6. Run Intersperse on I′ (Algorithm 5.4.6) letting n1 := nR and n2 := ncuckoo − nR.
Let X denote the outcome array.

� Output: The array X.

Claim 5.6.2. Algorithm 5.6.1 fails with probability at most e−Ω(
√
n) and completes in O(n+

n
w
· log3 n) time. Specifically, for n = log9 λ and w ≥ log3 log λ, the algorithm completes in

O(n) time and fails with probability e−Ω(log9/2 λ).

Proof. All steps except the oblivious random permutation in Step 3 incur O(n) time and are

perfectly correct by construction. Each element of MD can be expressed with O(log n) bits,

so the packed oblivious random permutation (Theorem 5.3.3) incurs O
(
(n · log3 n)/w

)
time

and has failure probability at most e−Ω(
√
n).
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5.6.2 Step 2 – Evaluate Assignment with Metadata Only

We obliviously emulate the Cuckoo hashing procedure, but doing it directly on the input

array is too expensive (as it incurs oblivious sorting inside) so we do it directly on metadata

(which is short since there are few elements), and use the packed version of oblivious sort

(Theorem 5.3.1). At the end of this step, every element in the input array should learn which

bin (either in the main table or the stash) it is destined for. Recall that the Cuckoo hashing

consists of a main table of ccuckoo · n bins and a stash of log λ bins.

Our input for this step is an array MDX of length ncuckoo := ccuckoo·n+log λ which consists

of pairs of bin choices (choice1, choice2), where each choice is an element from [ccuckoo · n] ∪

{⊥}. The real elements have choices in [ccuckoo · n] while the dummies have ⊥. This array

corresponds to the bin choices of the original elements in X (using a PRF) which is the

original array I after adding enough dummies and randomly shuffling that array.

To compute the bin assignments we start with obliviously assigning the bin choices of

the real elements in MDX. Next, we obliviously assign the remaining dummy elements to

the remaining available locations. We do so by a sequence of oblivious sort algorithms. See

Algorithm 5.6.3.

Algorithm 5.6.3: Evaluate Cuckoo Hash Assignment on Metadata.

� Input: An array MDX of length ncuckoo = ccuckoo · n + log λ, where each element
is either dummy or a pair (choicei,1, choicei,2), where choicei,b ∈ [ccuckoo · n] for every
b ∈ {1, 2}, and the number of real pairs is at most n.

� Remark: All oblivious sorting in the algorithm below will be instantiated using packed
oblivious sorting (including those called by cuckooAssign and oblivious bin placement).

� The algorithm:

1. Run the indiscriminate oblivious Cuckoo assignment algorithm cuckooAssign (see
Corollary 5.3.10) with parameter δ = e− log λ log log λ, and let AssignX be the result.
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For every i for which MDX[i] = (choicei,1, choicei,2), we have that AssignX[i] ∈
{choicei,1, choicei,2}∪Sstash, i.e., either one of the two choices or the stash Sstash =
[ncuckoo] \ [ccuckoo · n]. For every i for which MDX[i] is dummy we have that
AssignX[i] = ⊥.

2. Run oblivious bin placement (Section 5.3.3) on AssignX, and let Occupied be
the output array (of length ncuckoo). For every index j we have Occupied[j] = i
if AssignX[i] = j for some i. Otherwise, Occupied[j] = ⊥.

3. Label the i-th element in AssignX with a tag t = i for all i. Run oblivious sorting

on AssignX and let Ãssign be the resulting array, such that all real elements
appear in the front, and all dummies appear at the end, and ordered by their
respective dummy-index (i.e. given in Algorithm 5.6.1, Step 2).

4. Label the i-th element in Occupied with a tag t = i for all i. Run oblivious

sorting on Occupied and let ˜Occupied be the resulting array, such that all
occupied bins appear in the front and all empty bins appear at the end (where
each empty bin contains an index (i.e., a tag t) of an empty bin in Occupied).

5. Scan both arrays Ãssign and ˜Occupied in parallel, updating the destined bin of

each dummy element in Ãssign with the respective tag in ˜Occupied (and each
real element pretends to be updated).

6. Run oblivious sorting on the array Ãssign (back to the original ordering in the
array AssignX) according to the tag labeled in Step 3. Update the assignments
of all dummy elements in AssignX according to the output array of this step.

� Output: The array AssignX.

Claim 5.6.4. For n ≥ log9 λ, Algorithm 5.6.3 fails with probability at most e−Ω(log λ·log log λ)

and completes in O
(
n · (1 + log3 n

w
)
)

time. Specifically, for n = log9 λ and w ≥ log3 log λ,

Algorithm 5.6.3 completes in O(n) time.

Proof. The input arrays is of size ncuckoo = ccuckoo ·n+ log λ and the arrays MDX, AssignX,

Occupied, ˜Occupied, Ãssign are all of length at most ncuckoo and consist of elements that

need O(log ncuckoo) bits to describe. Thus, the cost of packed oblivious sort (Theorem 5.3.1)

is O((ncuckoo/w) · log3 ncuckoo) ≤ O((n · log3 n)/w). The linear scans take time O(ncuckoo) =
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O(n). The cost of the cuckooAssign (see Corollary 5.3.10) from Step 1 has failure probability

e−Ω(log λ·log log λ) and it takes time O((ncuckoo/w) · log3 ncuckoo) ≤ O((n · log3 n)/w).

5.6.3 SmallHT Construction

The full description of the construction is given next. It invokes Algorithms 5.6.1 and 5.6.3.

Construction 5.6.5: SmallHT – Hash table for Small Bins.

Procedure SmallHT.Build(I):

� Input: An input array I of length n consisting of real and dummy elements. Each real
element is of the form (k, v) where both the key k and the value v are D-bit strings
where D := O(1) ·w.

� Input Assumption: The real elements among I are randomly shuffled.

� The algorithm:

1. Run Algorithm 5.6.1 (prepare real and dummy elements) on input I, and receive
back an array X.

2. Choose a PRF key sk where PRF maps {0, 1}D → [ccuckoo · n].

3. Create a new metadata array MDX of length n. Iterate over the the array X and
for each real element X[i] = (ki, vi) compute two values (choicei,1, choicei,2) ←
PRFsk(ki), and write (choicei,1, choicei,2) in the i-th location of MDX. If X[i] is
dummy, write (⊥,⊥) in the i-th location of MDX.

4. Run Algorithm 5.6.3 on MDX to compute the assignment for every element in X.
The output of this algorithm, denoted AssignX, is an array of length n, where in
the i-th position we have the destination location of element X[i].

5. Route the elements of X, in the clear, according to AssignX, into an array Y of
size ccuckoo · n and into a stash S.

� Output: The algorithm stores in the memory a secret state consists of the array Y,
the stash S and the secret key sk.
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Procedure SmallHT.Lookup(k):

� Input: A key k that might be dummy ⊥. It receives a secret state that consists of an
array Y, a stash S, and a key sk.

� The algorithm:

1. If k 6= ⊥:

(a) Evaluate (choice1, choice2)← PRFsk(k).

(b) Visit Ychoice1 ,Ychoice2 and the stash S to look for the key k. If found, remove
the element by overwriting ⊥. Let v∗ be the corresponding value (if not found,
set v∗ := ⊥).

2. Otherwise:

(a) Choose random (choice1, choice2) independently at random from [ccuckoo · n].

(b) Visit Ychoice1 ,Ychoice2 and the stash S and look for the key k. Set v∗ := ⊥.

� Output: Return v∗.

Procedure SmallHT.Extract().

� Input: The algorithm has no input; It receives the secret state that consists of an
array Y, a stash S, and a key sk.

� The algorithm:

1. Perform oblivious tight compaction (Theorem 4.1.4) on Y‖S, moving all the real
elements to the front. Truncate the resulting array at length n. Let X be the
outcome of this step.

2. Call X′ ← IntersperseRDn(X) (Algorithm 5.4.6).

� Output: The array X′.

We prove that our construction obliviously simulates Functionality 5.3.5 for every se-

quence of instructions with non-recurrent lookups between two Build operations, assuming

that the input array for Build is randomly shuffled.
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Theorem 5.6.6. Assume a δAPRF-secure PRF. Suppose that n = log9 λ and w ≥ log3 log λ.

Then, Construction 5.6.5 (1 − n · e−Ω(log λ·log log λ) − δAPRF)-obliviously simulates Functional-

ity 5.3.5 assuming that the input for Build (of size n) is randomly shuffled. Moreover, Build

and Extract incur O(n) time, Lookup has constant time in addition to linearly scanning a

stash of size O(log λ).

Proof. The security follows by a sequence of hybrids that are similar to that of Theorem 5.5.2;

the details are described in Asharov et al. [9, Appendix C.4]. We proceed with the effi-

ciency analysis. The Build operation executes Algorithm 5.6.1 that consumes O(n) time

(by Claim 5.6.2), then performs additional O(n) time, then executes Algorithm 5.6.3 that

consumes O(n) time (by Claim 5.6.4), and finally performs additional O(n) time. Thus, the

total time is O(n). Lookup, by construction, incurs O(1) time in addition to linearly scanning

the stash S which is of size O(log λ). The time of Extract is O(n) by construction.

5.6.4 CombHT: Combining BigHT with SmallHT

We use SmallHT in place of näıveHT for each of the major bins in the BigHT construction

from Section 5.5. Since the load in the major bin in the hash table BigHT construction is

indeed n = log9 λ, this modification is valid. Note that we still assume that the number of

elements in the input to CombHT, is at least log11 λ (as in Theorem 5.5.2).

However, we make one additional modification that will be useful for us later in the

construction of the ORAM scheme (Section 5.7). Recall that each instance of SmallHT has

a stash S of size O(log λ) and so Lookup will require, not only searching an element in the

(super-constant size) stash OFS of the overflow pile from BigHT, but also linearly scanning

the super-constant size stash of the corresponding major bin. To this end, we merge the

different stashes of the major bins and store the merged list in an oblivious Cuckoo hash
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(Section 5.3.5). (A similar idea has also been applied in several prior works [33, 70, 72, 86].)

This results with a new hash table scheme we call CombHT.

Construction 5.6.7: CombHT: combining BigHT with SmallHT.

Procedure CombHT.Build(I): Run Steps 1–7 of Procedure BigHT.Build in Construc-
tion 5.5.1, where in Step 7 let OF = (OFT,OFS) denote the outcome structure of the overflow
pile. Then, perform:

8. Prepare data structure for efficient lookup. For i = 1, . . . , B, call SmallHT.Build(Bini)
on each major bin to construct an oblivious hash table, and let {(OBini, Si)}i∈[B] denote
the outcome bins and the stash.

9. Concatenate the stashes S1, . . . , SB (each of size O(log λ)) from all small hash tables
together. Pad the concatenated stash (of size O(n/ log7 λ)) to the size O(n/ log2 λ).
Call the Build algorithm of an oblivious Cuckoo hashing scheme on the combined set
(Section 5.3.5), and let CombS = (CombST,CombSS) denote the output data structure,
where CombST is the main table and CombSS is the stash.

Output: Output (OBin1, . . . ,OBinB,OF,CombS, sk).

Procedure Lookup(ki): The procedure is the same as in Construction 5.5.1, except
that whenever visiting some bin OBinj for searching for a key ki (where ki can be ei-
ther real or dummy), instead of visiting the stash of OBinj to look for ki (i.e. performing
SmallHT.Lookup(ki) and thus visiting the stash of OBinj), we visit CombS.

Procedure Extract(). The procedure Extract is the same as in Construction 5.5.1, except
that T = OBin1.Extract()‖ . . . ‖OBinB.Extract()‖OF.Extract()‖CombS.Extract().

Theorem 5.6.8. Assume a δAPRF-secure PRF. Suppose that the input I of the Build algorithm

has length n ≥ log11 λ. Then, Construction 5.6.7 is (1−n2 ·e−Ω(log λ log log λ)−δAPRF)-obliviously

simulates Functionality 5.3.5 assuming that the input for CombHT.Build is randomly shuffled.

Moreover,

� Build and Extract each take O
(
n+ n · logn

log2 λ

)
time; and
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� Lookup takes O(1) time in addition to linearly scanning a stash of size O(log λ).

In particular, if log11 λ ≤ n ≤ poly(λ), the hash table is (1−e−Ω(log λ·log log λ))−δAPRF)-oblivious

and consumes O(n) time for the Build and Extract phases; and Lookup consumes O(1) time

in addition to linearly scanning a stash of size O(log λ).

Proof. The proof of security is very similar to that of BigHT, Theorem 5.5.2. The main

difference is to prove that the output distribution of the extract procedure is a uniform

permutation, and a coupling argument similar to Claim 5.9.2 will prove the distribution.

Another subtle issue is that the stashes Si are stored in the Cuckoo hashing CombS, and

thus in the hybrids we shall firstly replace CombS with the ideal hashing functionality before

replacing each instance of SmallHT with the ideal hashing. The details are described in

Asharov et al. [9, Appendix C.5].

We proceed with the efficiency analysis. Since each stash Si is of size O(log λ) and there

are n/ log9 λ major bins, the merged and padded stash CombS has size O(n/ log2 λ). The size

of the overflow pile OF is O(n/ log2 λ). Thus, we can store each of them using an oblivious

Cuckoo hashing and this requires O(n/ log2 λ) space for the main tables (resulting with OFT

and CombST) plus an additional stash of size O(log λ) (resulting with OFS and CombSS).

Thus, by Theorem 5.6.6 and 5.5.2, CombHT.Build(I) and CombHT.Extract performs in

O
(
n+ n · logn

log2 λ

)
time. Regarding CombHT.Lookup, it needs to perform a linear scan in two

stashes (OFS and CombSS) of size O(log λ) plus constant time to search the main Cuckoo

hash tables (OFT and CombST).

If we use the earlier Corollory 5.5.3 to instantiate the BigHT, we can generalize the above

theorem to the following corollary:

185



Corollary 5.6.9. Assume a δAPRF-secure PRF and c ≥ 2. Then, there exists an algorithm

that (1− n2 · e−Ω(log λ log log λ) − δAPRF)-obliviously simulates Functionality 5.3.5 assuming that

the input array is of length at least n ≥ log9+c λ and moreover the input is randomly shuffled.

Furthermore, the algorithm achieves the following performance:

� Build and Extract each take O
(
n+ n · logn

logc λ

)
time; and

� Lookup takes O(1) time in addition to linearly scanning a stash of size O(log λ).

Remark 5.6.10. In our ORAM construction we will have O(logN) levels, where each (non-

empty) level has a merged stash and also a stash from the overflow pile OFS, both of size

O(log λ). We will employ the “merged stash” trick once again, merging the stashes of every

level in the ORAM into a single one, resulting with a total stash size O(logN · log λ). We

will store this merged stash in an oblivious dictionary (see Section 5.3.6), and accessing this

merged stash would cost O
(
log4(logN + log λ)

)
total time.

5.7 Oblivious RAM

In this section, we utilize CombHT in the hierarchical framework of Goldreich and Ostro-

vsky [67] to construct our ORAM scheme. We denote by λ the security parameter. For

simplicity, we assume that N , the size of the logical memory, is a power of 2. Additionally,

we assume that w, the word size is Ω(logN) bits.

ORAM Initialization. Our structure consists of one dictionary D (see Section 5.3.6), and

O(logN) levels numbered `+1, . . . , L respectively, where ` = d11 log log λe, and L = dlogNe

is the maximal level.
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� The dictionary D is an oblivious dictionary storing 2`+1 + logN log λ elements. Every

element in D is of the form (levelIndex,whichStash, data), where levelIndex ∈ {`, . . . , L},

whichStash ∈ {overflow, stashes,⊥} and data ∈ {0, 1}w.

� Each level i ∈ {` + 1, . . . , L} consists of an instance, called Ti, of the oblivious hash

table CombHT from Section 5.6.4 that has capacity 2i.

Additionally, each level is associated with an additional bit fulli, where 1 stands for full and 0

stands for available. Available means that this level is currently empty and does not contain

any blocks, and thus one can rebuild into this level. Full means that this level currently

contains blocks, and therefore an attempt to rebuild into this level will effectively cause a

cascading merge. In addition, there is a global counter ctr that is initialized to 0.

Construction 5.7.1: Oblivious RAM Access(op, addr, data).

� Input: op ∈ {read,write}, addr ∈ [N ] and data ∈ {0, 1}w.

� Secret state: The dictionary D, levels T`+1, . . . , TL, the bits full`+1, . . . , fullL and
counter ctr.

� The algorithm11:

1. Initialize found := false, data∗ := ⊥, levelIndex := ⊥ and whichStash := ⊥.

2. Perform fetched := D.Lookup(addr). If fetched 6= ⊥:

(a) Interpret fetched as (levelIndex,whichStash, data∗).

(b) If levelIndex = `, then set found := true.

3. For each i ∈ {`+ 1, . . . , L} in increasing order, do:

(a) If found = false:

i. Run fetched := Ti.Lookup(addr) with the following modifications:

– Instead of visiting the stash of OF, namely OFS, in Construction 5.6.7,
check whether levelIndex = i and whichStash = overflow. If so, treat the
value data∗ as if it is fetched from OFS.

11Steps 6b, 6c, 6(e)iv have been modified on August 18, 2020 thanks to the subtlety Falk et al. [49] pointed
out. The difference from the eprint version dated December 11, 2018 is that when we rebuild levels 1 . . . , j−1
into level j, we do not empty elements in D whose levelIndex is at most j − 1.
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– Instead of visiting the stash of CombS, namely CombSS, check whether
levelIndex = i and whichStash = stashes, and if so, treat the value data∗

as if it is fetched from CombSS
12.

ii. If fetched 6= ⊥, let found := true and data∗ := fetched.

(b) Else, Ti.Lookup(⊥).

4. If found = false, i.e., this is the first time addr is being accessed, set data∗ = 0.

5. Let (k, v) := (addr, data∗) if this is a read operation; else let (k, v) := (addr, data).
Insert (k, (`,⊥, v)) into oblivious dictionary D using D.Insert(k, (`,⊥, v)).

6. Increment ctr by 1. If ctr ≡ 0 mod 2`, perform the following.

(a) Let j be the smallest level index such that fullj = 0 (i.e., available). If all
levels are marked full, then j := L. In other words, j is the target level to be
rebuilt.

(b) Let D̃ := D.Extract(). Let D1 be a copy of D̃ preserving only elements whose
levelIndex is at most j − 1, and all other elements are marked dummy. Let
D2 be a copy of D̃ preserving only elements whose levelIndex is greater than
j − 1, and all other elements are marked as dummy.

(c) Let U := D1‖T`+1.Extract()‖ . . . ‖Tj−1.Extract() and set j∗ := j−1. If all levels
are marked full, then additionally let U := U‖TL.Extract() and set j∗ := L.
(Here, we change also Construction 5.6.7 such that CombHT.Extract() does
not extract the element from the stashes. The element of those are already
kept in D.)

(d) Run Intersperse
(j∗−`)
2`+1,2`+1,2`+2,...,2j∗

(U) (Algorithm 5.4.4) to randomly shuffle U.

Denote the output by Ũ. If j = L, then additionally do the following to
shrink Ũ to size N = 2L:

i. Run the tight compaction on Ũ moving all real elements to the front.
Truncate Ũ to length N .

ii. Run Ũ← IntersperseRDN(Ũ) (Algorithm 5.4.6).

(e) Rebuild the jth hash table with the 2j elements from Ũ via
Tj := CombHT.Build(Ũ) (Construction 5.6.7) and let OFS,CombSS be the
associated stashes of that level (of size O(log λ) each). Mark fullj := 1.

i. Initialize a new oblivious dictionary D which will hold at most 2`+1 +
logN log λ elements.

ii. For each element (k, v) in the stash OFS, run D.Insert(k, (j, overflow, v)).

iii. For each element (k, v) in the stash CombSS, runD.Insert(k, (j, stashes, v)).

iv. For each tuple e ∈ D2, run D.Insert(e).

(f) For i ∈ {`+ 1, . . . , j − 1}, reset Ti to be empty structure and set fulli := 0.

12Note that if we use the oblivious Cuckoo hash table construction of Chan et al. [29], even if the block is
found in the CombSS or OFS of level i, we will still visit real addresses (computed with a PRF function over
the logical addresses) in the main Cuckoo hash tables.
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� Output: Return data∗.

We prove that our construction obliviously implements the ORAM functionality (Func-

tionality 5.2.5) and analyze it amortized overhead.

Theorem 5.7.2. Let N ∈ N be the capacity of ORAM, w = Ω(logN) be the word size

in bits, and λ ∈ N be a security parameter. Assume a δAPRF-secure PRF. For any num-

ber of queries T = T (N, λ) ≥ N , Construction 5.7.1 (1 − T · N2 · e−Ω(log λ·log log λ) −

δAPRF)-obliviously implements the ORAM functionality. Moreover, the construction has

O
(

logN ·
(

1 + logN
log2 λ

)
+ log9 log λ

)
amortized time overhead.

Proof. The proof of security is deferred to Section 5.9.2. We give the efficiency analysis next.

We may consider two cases:

� if w < log3 log λ, which implies that N < 2O(log3 log λ), we can use a perfect ORAM on

N which yields an ORAM scheme with O(log9 log λ) overhead (see Theorem 5.3.6).

� therefore, henceforth it suffices to consider the case when w ≥ log3 log λ.

In each of the T Access operations, Steps 1–5 perform a single Lookup and Insert operation

on the oblivious dictionary, and one Lookup on each T`, . . . , TL. These operations require

O(log4 log λ) + O(logN) time. In Step 6, for every 2` requests of Access, one Extract and

at most O(2`) Insert operations are performed on the oblivious dictionary D, and at most

one CombHT.Build on T`+1. These require O
(
2` · log3(2`+1) + 2` · log4(2`+1) + 2`+1

)
= O(2` ·

log4 log λ) time. In addition, for each j ∈ {` + 1, . . . , L}, for every 2j requests of Access, at

most one Extract is performed on Tj, one Build on Tj+1, one Intersperse
(j−`)
2`+1,2`+1,2`+2,...,2j

, one
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IntersperseRDN , and one tight compaction, all of which require linear time and thus the total

time is O(2j + 2j · j
log2 λ

) by Build and Extract of CombHT (Theorem 5.6.8). Hence, over T

requests, the amortized time is

1

T

[
T

2`
·O
(
2` · log4 log λ

)
+

L∑
j=`+1

T

2j
·O
(

2j ·
(

1 +
j

log2 λ

))]

= O

(
log4 log λ+ logN ·

(
1 +

logN

log2 λ

))
.

As a corollary, we can now state a more general version:

Corollary 5.7.3 (Precise statement of Theorem 5.7.2). Let N ∈ N be the capacity of ORAM,

w = Ω(logN) be the word size in bits, and λ ∈ N be a security parameter. Assume a δAPRF-

secure PRF. For any number of queries T = T (N, λ) ≥ N and any constant c > 1, there is

a (1− T ·N2 · δ− δAPRF)-oblivious construction of an ORAM. Moreover, the construction has

O
(

logN ·
(

1 + logN
logc(1/δ)

)
+ poly(log log(1/δ))

)
amortized time overhead.

Proof. There are two differences to the statement of Theorem 5.7.2. First, we replaced

the term e−Ω(log λ·log log λ) with δ. This means that Ω((1/δ)1/ log log(1/δ)) ≤ λ ≤ O(log(1/δ)),

and so we can replace the O(logN/ log2 λ) term from Theorem 5.7.2 with O(logN ·

log2 log(1/δ)/ log2(1/δ)) and the poly(log log λ) term with poly(log log(1/δ)). Second, we gen-

eralize the exponent of the log2 λ to any constant c > 1 (and this absorbes the logc log(1/δ)

factor). This is okay by relying on Corollary 5.6.9 to instantiate our ORAM’s CombHT (which

will make the ORAM’s smallest level larger but still upper bounded by poly log(λ)).

Remark 5.7.4 (Using more local storage or CPU registers). Our construction can be slightly

modified to obtain optimal amortized time overhead (up to constant factors) for any number

of CPU registers as given by the lower bound of Larsen and Nielsen [90], where each register
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store 1 word. Specifically, if the number of CPU registers is m, then we can achieve a scheme

with O(log(N/m)) amortized time overhead.

If m ∈ N1−ε for ε > 0, then the lower bound still says that Ω(logN) amortized time

overhead is required so we can use Construction 5.7.1 without any change (and only utilize

a constant number of CPU registers). For larger values of m (e.g., m = O(N/ logN)), we

slightly modify Construction 5.7.1 as follows. Instead of storing levels ` = d11 log log λe

through L = dlogNe in the memory, we utilize the extra space in the CPU to store levels `

through `m , blogmc while the rest of the levels (i.e., `m + 1 through L) are stored in the

memory, as in the above construction. The number of levels that we store in the memory is

O (logN − logm)) = O (log(N/m)) which is the significant factor in the overhead analysis

(as the amortized time overhead per level is O(1)).

5.8 Details on Oblivious Cuckoo Assignment

Recall that the input of Cuckoo assignment is the array of the two choices, I =

((u1, v1), . . . (un, vn)), and the output is an array A = {a1, . . . an}, where ai ∈ {ui, vi, stash}

denotes that the i-th ball ki is assigned to either bin ui, or bin vi, or the secondary array of

stash. We say that a Cuckoo assignment A is correct iff it holds that (i) each bin is assigned

to at most one ball, and (ii) the number of balls in the stash is minimized.

To compute A, the array of choices I is viewed as a bipartite multi-graph G = (U ∪V,E),

where U = {ui}i∈[n], V = {vi}i∈[n], E is the multi-set {(ui, vi)}i∈[n], and the ranges of ui and

vi are disjoint. Given G, the Cuckoo assignment algorithm performs an oblivious breadth-

first search (BFS) such that traverses a tree for each connected component in G. In addition,

the BFS performs the following for each edge e ∈ E: e is marked as either a tree edge or

a cycle edge, e is tagged with the root r ∈ U ∪ V of the connected component of e, and e
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is additionally marked as pointing toward either root or leaf if e is a tree edge. Note that

all three properties can be obtained in the standard tree traversal. Given such marking, the

idea to compute A is to assign each tree edge e = (ui, vi) toward the leaf side, and there are

three cases for any connected component:

(1) If there is no cycle edge in the connected component, perform the following. If e =

(ui, vi) points toward a leaf, then assign ai = vi; otherwise, assign ai = ui.

(2) If there is exactly one cycle edge in the connected component, traverse from the cycle

edge up to the root using another BFS, reverse the pointing of every edge on the path

from the cycle edge to the root, and then apply the assignment of (1).

(3) If there are two or more cycle edges in the connected component, throw extra cycle

edges to the stash by assigning ai = stash, and then apply the assignment of (2).

The above operations take constant passes of sorting and BFS, and hence it remains to

implement an oblivious BFS efficiently.

Recall that in a standard BFS, we start with a root node r and expand to nodes at depth

1. Then, iteratively we expands all nodes at depth i to nodes of depth i + 1 until all nodes

are expanded. Any cycle edges is detected when two or more nodes expand to the same

node (because any cycle in a bipartite graph must consist of a even number of edges). We

say the nodes at depth i is the i-th front and the expanding is the i-th iteration. To do it

obliviously, the oblivious BFS performs the maximum number of iterations, and, in the i-th

iteration, it touches all nodes, yet only the i-th front is actually expanded. Each iteration is

accomplished by sorting and grouping adjacent edges and then updating the marking within

each group.13 Note that the oblivious BFS does not need to know any connected components

13If there is a tie in the sorting of edges, we resolve it by the ordering of edges in I. This resolution was
arbitrary in Chan et al. [29], which is insufficient in our case. Here, we want it to be decided based on the
original ordering as it implies that the assignment A is determined given (only) the input I. We called this
the indiscrimination property in Remark 5.3.11.
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in advance. It simply expands all nodes in the beginning, and then, a front “includes” nodes

in another front when the two meet and the first front has a root node that precedes the

other root. Such BFS is not efficient as the maximum number of iterations is n, and each

iteration takes several sorting on O(n) elements.

To achieve efficiency, the intuition is that in the random bipartite graph G, with over-

whelming probability, (i) the largest connected component in G is small, and (ii) there are

many small connected components such that the BFS finishes in a few iterations. The in-

tuition is informally stated by the following two tail bounds, where γ < 1 and β < 1 are

constants such that depends only on the Cuckoo constant, ccuckoo.

1. For every integer s, the size of the largest connected component of G is greater than s

with probability O(γ−s).

2. Conditioning on the largest component is at most s, the following holds. For any

integer t, let Ct be the total number of edges of all components such that the size is at

least t. Let c = 1/7. If t satisfies that nβt ≥ Θ(n1−c), then Ck = O(nβk) holds with

probability 2
−Ω
(
n1−2c

s4

)
.

Using such tail bounds, the BFS is pre-programmed in the following way. The second tail

bound says that after the t-th iteration of the BFS, we can safely eliminate (1 − β)n edges

that is (with high probability) in components of size at most t until there are Θ(n1−c)

edges remaining. Then, using the first tail bound, it suffices to run the BFS for s additional

iterations on the remaining edges to figure out the remaining assignment (with overwhelming

probability). To achieve failure probability δ, a standard choice is s = log 1
δ

[29, 70,86].

Therefore, the access pattern of such oblivious BFS is pre-determined by constants γ, β, δ,

which does not depend on the input I. The tail bounds incurs failure in correctness for a

δ fraction among all I, and then it is fixed by checking and applying perfectly correct but
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non-oblivious algorithm, which incurs loss in obliviousness. This concludes the construction

of cuckooAssign at a very high level, and we have the following lemma.

Lemma 5.8.1. Let n be the input size. Let the input of two choices be sampled uniformly

at random. Then, the cuckoo assignment runs in time O(T (n) + log 1
δ
· T (n6/7)) except with

probability δ+ log n · 2−Ω( n5/7

log4 1/δ
)
, where T (m) is the time to sort m integers each of O(logm)

bits.

Assuming n = Ω(log8 1
δ
) and plugging in T (m) = O(m logm), we have the standard

statement of O(n log n) time and δ failure probability [29,70,86].

5.9 Deferred Proofs

5.9.1 Proof of Security of BigHT (Theorem 5.5.2)

In this section, we prove Theorem 5.5.2. All the steps of Build, Lookup, or Extract (e.g.,

Step 3 of Build) in this proof are referring to Construction 5.5.1.

We view our construction in a hybrid model, in which we have ideal implementations

of the underlying building blocks (see Section 5.2.2 for hybrid models): an oblivious hash

table for each bin (implemented via näıveHT, as in Section 5.3.4), an oblivious Cuckoo

hashing scheme (Section 5.3.5), an oblivious tight compaction algorithm (Chapter 3), and

an algorithm for sampling bin loads (Section 5.3.7). Since the Cuckoo hash scheme (on

εn = n/ log2 λ elements with stash of sizeO(log λ)) could fail, we have to take into account the

probability that it fails: at most O(δ) + δAprf = e−Ω(log λ·log log λ) + δAprf , where δ = e− log λ·log log λ.

The failure probability of sampling the bin loads is nB · δ ≤ n2 · e− log λ·log log λ. These two

terms are added to the error probability of the scheme. Note that our tight compaction and
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näıveHT are perfectly oblivious.

We describe a simulator Sim that simulates the access patterns of the Build, Lookup, and

Extract operations of BigHT:

� Simulating Build. Upon receiving an instruction to simulate Build with security

parameter 1λ and a list of size n, the simulator runs the real algorithm Build on input

1λ and a list that consists of n dummy elements. It outputs the access pattern of this

algorithm. Let (OBin1, . . . ,OBinB,OF, sk) be the output state. The simulator stores

this state.

� Simulating Lookup. When the adversary submits a Lookup command but without

key, the simulator simulates an execution of the algorithm Lookup on input ⊥ (i.e., a

dummy element) with the state (OBin1, . . . ,OBinB,OF, sk) (which was generated while

simulating the the Build operation).

� Simulating Extract. When the adversary submits an Extract command, the simulator

executes the real algorithm with its stored internal state (OBin1, . . . ,OBinB,OF, sk).

We prove that no adversary can distinguish between the real and ideal executions. Recall

that in the ideal execution, with each command that the adversary outputs, it receives back

the output of the functionality and the access pattern of the simulator, where the latter is

simulating the access pattern of the execution of the command on dummy elements. On

the other hand, in the real execution, the adversary sees the access pattern and the output

of the algorithm that implements the functionality. The proof is via a sequence of hybrid

experiments. The most challenging hybrid is proved in Claim 5.9.4 where we prove that

throwing elements into bins in the clear but then sampling a slightly lower bin loads, i.e. a

(1− ε) faction, jointly and statistically hide the elements thrown if the elements are secretly

shuffled.
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Experiment Hyb0(λ). This is the real execution. With each command that the adversary

submits to the experiment, the real algorithm is being executed, and the adversary receives

the output of the execution together with the access pattern as determined by the execution

of the algorithm.

Experiment Hyb1(λ). This experiment is the same as Hyb0, except that instead of choosing

a PRF key sk, we use a truly random function O. That is, instead of calling to PRFsk(·) in

Step 3 of Build and Step 4 of the function Lookup, we call O(sk‖·).

The following claim states that due to the δAPRF-security of the PRF, experiments Hyb0

and Hyb1 are computationally indistinguishable. The proof of this claim is standard.

Claim 5.9.1. For any probabilistic polynomial-timeadversary A, it holds that

|Pr [Hyb0(λ) = 1]− Pr [Hyb1(λ) = 1]| ≤ δAPRF(λ).

Experiment Hyb2(λ). This experiment is the same as Hyb1(λ), except that with each

command that the adversary submits to the experiment, both the real algorithm is being

executed as well as the functionality. The adversary receives the access pattern of the

execution of the algorithm, yet the output comes from the functionality.

In the following claim, we show that the initial secret permutation and the random oracle,

guarantee that experiments Hyb1 and Hyb2 are identically distributed.

Claim 5.9.2. Pr [Hyb1(λ) = 1] = Pr [Hyb2(λ) = 1].

Proof. Recall that we assume that the lookup queries of the adversary are non-recurring.

Our goal is to show that the output distribution of the extract procedure is a uniform permu-

tation of the unvisited items even given the access patter of the previous Build and Lookup
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operations. By doing so, we can replace the Extract procedure with the ideal FnHT.Extract

functionality which is exactly the difference between Hyb1(λ) and Hyb2(λ).

Consider a sequence of operations that the adversary makes. Let us denote by I the set of

elements with which it invokes Build and by k∗1, . . . , k
∗
m the set of keys with which it invokes

Lookup. Finally, it invokes Extract. We first argue that the output of FnHT.Extract consists

of the same elements as that of Extract. Indeed, both FnHT.Lookup and Lookup mark every

visited item so when we execute Extract, the same set of elements will be in the output.

We need to argue that the distribution of the permutation of unvisited real items in the

input of Extract is uniformly random. This is enough since Extract performs IntersperseRD

which shuffles the reals and dummies to obtain a uniformly random permutation overall

(given that the reals were randomly shuffled to begin with). Fix an access pattern observed

during the execution of Build and Lookup. We show, by programming the random oracle

and the initial permutation appropriately (while not changing the access pattern), that the

permutation of the unvisited elements is uniformly distributed.

Consider tuples of the form (πin,O, R,T, πout), where (1) πin is the permutation performed

on I by the input assumption (prior to Build), (2) O is the random oracle, (3) R is the

internal randomness of all intermediate functionalities and of the balls into bins choices

of the dummy elements; (4) T is the access pattern of the entire sequence of commands

(Build(I), Lookup(k∗1), . . . , Lookup(k∗m)), and (5) πout is the permutation on I′ = {(k, v) ∈

I | k /∈ {k∗1, . . . , k∗m}} which is the input to Extract. The algorithm defines a deterministic

mapping ψR(πin,O)→ (T, πout).

To gain intuition, consider arbitrary R, πin, and O such that ψR(πin,O) → (T, πout)

and two distinct existing keys ki and kj that are not queried during the Lookup stage (i.e.,

ki, kj /∈ {k∗1, . . . , k∗m}). We argue that from the point of view of the adversary, having seen
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the access pattern and all query results, he cannot distinguish whether πout(i) < πout(j) or

πout(i) > πout(j). The argument will naturally generalize to arbitrary unqueried keys and an

arbitrary ordering.

To this end, we show that there is π′in and O′ such that ψR(π′in,O′) → (T, π′out), where

π′out(`) = πout(`) for every ` /∈ {i, j}, and π′out(i) = πout(j) and π′out(j) = πout(i). That is, the

access pattern is exactly the same and the output permutation switches the mappings of ki

and kj. The permutation π′in is the same as πin except that π′in(i) = πin(j) and π′in(j) = πin(i),

and O′ is the same as O except that O′(ki) = O(kj) and O′(kj) = O(ki). This definition of

π′in together with O′ ensure, by our construction, that the observed access pattern remains

exactly the same. The mapping is also reversible so by symmetry all permutations have the

same number of configurations of πin and O.

For the general case, one can switch from any πout to any (legal) π′out by changing only

πin and O at locations that correspond to unvisited items. We define

π′in(i) = πin(πout
−1(π′out(i))) and O′(ki) = O(kπin(πout

−1(π′out(i)))
).

This choice of π′in and O′ do not change the observed access pattern and result with the

output permutation π′out, as required. By symmetry, the resulting mapping between different

(π′in,O′) and π′out is regular (i.e., each output permutation has the same number of ways to

reach to) which completes the proof.

Experiment Hyb3(λ). This experiment is the same as Hyb2(λ), except that we modify the

definition of Extract to output a list of dummy elements. This is implemented by modify-

ing each Obini.Extract() to return a list of dummy elements (for each i ∈ [B]), as well as

OF.Extract(). We also stop marking elements that were searched for during Lookup.

Recall that in this hybrid experiment the output of Extract is given to the adversary by
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the functionality, and not by the algorithm. Thus, the change we made does not affect the

view of the adversary which means that experiments Hyb2 and Hyb3 are identical.

Claim 5.9.3. Pr [Hyb2(λ) = 1] = Pr [Hyb3(λ) = 1].

Experiment Hyb4(λ). This experiment is identical to experiment Hyb3(λ), except that

when the adversary submits the command Lookup(k) with key k, we run Lookup(⊥) instead

of Lookup(k).

Recall that the output of the procedure is determined by the functionality and not the

algorithm. In the following claim we show that the access pattern observed by the adversary

in this experiment is statistically close to the one observed in Hyb3(λ).

Claim 5.9.4. For any (unbounded) adversary A, there is a negligible function negl(·) such

that

|Pr [Hyb3(λ) = 1]− Pr [Hyb4(λ) = 1] | ≤ n · e−Ω(log5 λ).

Proof. Consider a sequence of operations that the adversary makes. Let us denote by I =

{k1, k2, . . . , kn : k1 < k2 < . . . < kn} the set of elements with which it invokes Build, by π the

secret input permutation such that the i-th element I[i] = kπ(i), and by Q = {k∗1, . . . , k∗m} the

set of keys with which it invokes Lookup. We first claim that it suffices to consider only the

joint distribution of the access pattern of Step 3 in Build(I), followed by the access pattern

of Lookup(k∗i ) for all k∗i ∈ I. In particular, in both hybrids, the outputs are determined by

the functionality, and the access pattern of Extract() is identically distributed. Moreover, the

access pattern in Steps 4 through 6 in Build is deterministic and is a function of the access

pattern of Step 3. In addition, in both executions Lookup(k) for keys such that k 6∈ I, as well

as Lookup(⊥) cause a linear scan of the the overflow pile followed by an independent visit of

a random bin (even when conditioning on the access pattern of Build) – we can ignore such
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queries. Finally, even though the adversary is adaptive, we essentially prove in the following

that the entire view of the adversary is statistically close in both experiment, and therefore

the ordering of how the view is obtained cannot help distinguishing.

Let X ← BallsIntoBins(n,B) denote a sample of the access pattern obtained by throwing

n balls into B bins. It is convenient to view X as a bipartite graph X = (Vn ∪ VB, EX),

where Vn are the n vertices representing the balls, VB are B vertices representing the bins,

and EX are representing the access pattern. Note that the output degree of each balls is

1, whereas the degree of each bin is its load, and the expectation of the latter is n/B. For

two graphs that share the same bins VB, X = (Vn1 ∪ VB, EX) and Y = (Vn2 ∪ VB, EY ), we

define the union of the two graphs, denoted X ∪ Y , by X ∪ Y = (Vn1 ∪ Vn2 ∪ VB, EX ∪EY ).

Consider the following two distributions.

Distribution AccessPtrn3(λ): In Hyb3(λ), the joint distribution of the access pattern

of Step 3 in Build(I), followed by the access pattern of Lookup(ki) for all ki ∈ I, can be

described by the following process:

1. Sample X ← BallsIntoBins(n,B). Let (n1, . . . , nB) be the loads obtained in the process

and µ = n
B

be the expectation of ni for all i ∈ [B].

2. Sample independent bin loads (L1, . . . , LB) ← F throw-balls
n′,B , where n′ = n · (1− ε). Let

µ′ = n′

B
be the expectation of Li for all i ∈ [B].

3. Overflow: If for some i ∈ [B] we have that |ni − µ| > 0.5εµ or |Li − µ′| > 0.5εµ, then

abort the process.

4. Consider the graph X = (Vn ∪ VB, EX), and for every bin i ∈ [B], remove from EX

exactly ni − Li edges arbitrarily (these correspond to the elements that are stored in

the overflow pile). Let X ′ = (Vn∪VB, E ′X) be the resulting graph. Note that X ′ has n′
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edges, each bin i ∈ [B] has exactly Li edges, and n− n′ vertices in Vn have no output

edges.

5. Recall that π is the input permutation on I. Let Ẽ ′X = {(π(i), vi) : (i, vi) ∈ E ′X} be

the set of permuted edges, Ṽn′ ⊂ Vn be the set of nodes that have an edge in Ẽ ′X , and

X̃ ′ = (Ṽn′ ∪ VB, Ẽ ′X). Note that there are n′ vertices in Ṽn′ .

6. For the εn remaining vertices in Vn but not in Ṽn′ that have no output edges (i.e.,

the balls in the overflow pile), sample new and independent output edges, where each

edge is obtained by choosing independent bin i ← [B]. Let Z ′ be the resulting graph

(corresponds to the access pattern of Lookup(ki) for all ki that appear in OF and not

in the major bins). Let Y = X̃ ′ ∪Z ′. (The graph Y contains edges that correspond to

the “real” elements placed in the major bins which were obtained from the graph X̃ ′,

together with fresh “noisy” edges corresponding to the elements stored in the overflow

pile).

7. Output (X, Y ).

Distribution AccessPtrn4(λ): In Hyb4(λ), the joint distribution of the access pattern

of Step 3 in Build(I), followed by the access pattern of Lookup(⊥) for all ki ∈ I, is described

by the following (simpler) process:

1. Sample X ← BallsIntoBins(n,B). Let (n1, . . . , nB) be the loads obtained in the process

and µ = n
B

be the expectation of ni for all i ∈ [B].

2. Sample independent bin loads (L1, . . . , LB) ← F throw-balls
n′,B , where n′ = n · (1− ε). Let

µ′ = n′

B
be the expectation of Li for all i ∈ [B].

3. Overflow: If for some i ∈ [B] we have that |ni − µ| > 0.5εµ or |Li − µ′| > 0.5εµ, then

abort the process.
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4. Sample an independent Y ← BallsIntoBins(n,B). (Corresponding to the access pattern

of Lookup(⊥) for every command Lookup(k).)

5. Output (X, Y ).

By the definition of our distributions and hybrid experiments, we need to show

|Pr [Hyb3(λ) = 1]− Pr [Hyb4(λ) = 1] | ≤ SD (AccessPtrn3(λ),AccessPtrn4(λ)) ≤ n · e−Ω(log5 λ).

Towards this goal, first, by a Chernoff bound per bin and union bound over the bins,

then by µ = log9 λ and ε = 1
log2 λ

, it holds that

Pr
AccessPtrn3

[Overflow] = Pr
AccessPtrn4

[Overflow] ≤ B · 2 exp(−µ(0.5ε)2/2) ≤ n · e−Ω(log5 λ).

We condition on Overflow not occurring and show that both distributions output two in-

dependent graphs, i.e., two independent samples of BallsIntoBins(n,B), and thus they are

equivalent.

This holds in AccessPtrn4 directly by definition. As for AccessPtrn3, consider the joint

distribution of (X, X̃ ′) conditioning on Overflow not happening. For any graph G = (Vn′ ∪

VB, EG) that corresponds to a sample of BallsIntoBins(n′, B), we have that X̃ ′ = G if and

only if (i) the loads of X̃ ′ equals to the loads of G and (ii) Ẽ ′X = EG, where the loads of

G are defined as the degrees of nodes v ∈ VB. Observe that, by definition, the loads of

X̃ ′ are exactly the loads (L1, . . . , Ln) (sampled independently), and hence the loads of X̃ ′

are independent of X. Also, since Overflow does not happen, the probability of Ẽ ′X = EG

is exactly the probability of the n′ vertices in X̃ ′ matching those in G, which is 1
n′!

by the

uniform input permutation π. It follows that

Pr
X,X̃′

[X̃ ′ = G | X ∧ ¬Overflow] = Pr
X,L1,...,Ln

[(L1, . . . , Ln) = loads of G | ¬Overflow] · 1

n′!

= Pr
Z←BallsIntoBins(n′,B),X

[Z = G | ¬Overflow]
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for all G, which implies that X ′ is independent of X. Moreover, in Step 6, we sample a new

graph Z ′ = BallsIntoBins(n− n′, B), and output Y as X̃ ′ augmented by Z ′. In other words,

we sample Y as follows: we sample two independent graphs Z ← BallsIntoBins(n′, B) and

Z̃ ′ ← BallsIntoBins(n−n′, B), and output the joint graph Z ∪Z ′. This has exactly the same

distribution as an independent instance of BallsIntoBins(n,B). We therefore conclude that

SD (AccessPtrn3(λ) | ¬Overflow,AccessPtrn4(λ) | ¬Overflow) = 0.

Thus, following a fact on statistical difference,

SD (AccessPtrn3(λ),AccessPtrn4(λ))

≤ SD (AccessPtrn3(λ) | ¬Overflow,AccessPtrn4(λ) | ¬Overflow) + Pr [Overflow] ≤ n · e−Ω(log5 λ).

Namely, the access patterns are statistically close. The above analysis assumes that all n

elements in the input I of Build are real and the m Lookups visit all real keys in I. If the

number of real elements in I is less than n (or even less than n′), then the construction and

the analysis go through similarly; the only difference is that the Lookups reveal a smaller

number of edges in X̃ ′, and thus the distributions are still statistically close. The same

argument follows if the m Lookups visit only a subset of real keys in I. Also note that fixing

any set Q = {k∗1, . . . , k∗m} of Lookup, every ordering of Q reveals the same access pattern

X̃ ′ as X̃ ′ is determined only by I, π,X, Z, and thus the view is identical for every ordering.

This completes the proof of Claim 5.9.4.

Experiment Hyb5. This experiment is the same as Hyb4, except that we run Build in input

I that consists of only dummy values.

Recall that in this hybrid experiment the output of Extract and Lookup is given to the

adversary by the functionality, and not by the algorithm. Moreover, the access pattern of

Build, due to the random function, each O(sk||ki) value is distributed uniformly at random,
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and therefore the random choices made to the real elements are similar to those made to

dummy elements. We conclude that the view of the adversary in Hyb4(λ) and Hyb5(λ) is

identical.

Claim 5.9.5. Pr [Hyb4(λ) = 1] = Pr [Hyb5(λ) = 1].

Experiment Hyb6. This experiment is the same as Hyb5, except that we replace the ran-

dom oracle O(sk‖·) with a PRF key sk.

Observe that this experiment is identical to the ideal execution. Indeed, in the ideal

execution the simulator runs the real Build operation on input that consists only of dummy

elements and has an embedded PRF key. However, this PRF key is never used since we

input only dummy elements, and thus the two experiments are identical.

Claim 5.9.6. Pr [Hyb5(λ) = 1] = Pr [Hyb6(λ) = 1].

By combining Claims 5.9.1–5.9.6, we have that BigHT is (1−n2 · e−Ω(log λ·log log λ)− δAPRF)-

oblivious, which concludes the proof of Theorem 5.5.2.

5.9.2 Proof of Security of ORAM (Theorem 5.7.2)

We show the existence of a simulator for which, for any sequence of operations

Access(op1, addr1, datai), . . . ,Access(opn, addrn, datan), the joint distribution of the output

of the simulator and the output of the functionality is indistinguishable from the access pat-

tern of the construction and the output of the construction. We show that by a sequence of

intermediate constructions.
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Construction 1. Our starting point is a construction in the (FHT,FDict,FShuffle,Fcompaction)-

hybrid model which is slightly different from Construction 5.7.1. In this construction, each

level T`+1, . . . , TL is implemented using the ideal functionality FHT (of the respective size).

The dictionary D is implemented using the ideal functionality FDict. Steps 6d and 6(d)ii

are implemented using FShuffle of the respective size, and the compaction in Step 6(d)i

is implemented using Fcompaction. Note that in this construction, Step 6(e)iv is invalid,

as the FHT functionality is not necessarily implemented using stashes. This construc-

tion boils down to the construction of Goldreich Ostrovsky using ideal implementations

of (FHT,FDict,FShuffle,Fcompaction). For completeness, we provide a full description:

Construction 5.9.7: Let ` = 11 log log λ and L = logN . The internal state include an
handle D to F2`

Dict, handles T`+1, . . . , TL to FHT
2`+1,N , . . . ,FHT

2L,N , respectively, a counter ctr
and flags full`+1, . . . , fullL. Upon receiving a command Access(op, addr, data):

1. Initialize found := false, data∗ := ⊥, levelIndex := ⊥ and whichStash := ⊥.

2. Perform fetched := D.Lookup(addr). If fetched 6= ⊥:

(a) Interpret fetched as (levelIndex,whichStash, data∗).

(b) If levelIndex = `, then set found := true.

3. For each i ∈ {`+ 1, . . . , L} in increasing order, do:

(a) If found = false, run fetched := Ti.Lookup(addr). If fetched 6= ⊥, let found = true
and data∗ := fetched.

(b) Else, Ti.Lookup(⊥).

4. If found = false, i.e., this is the first time addr is being accessed, set data∗ = 0.

5. Let (k, v) := (addr, data∗) if op = read operation; else let (k, v) := (addr, data). Insert
(k, (`,⊥, v)) into oblivious dictionary D using D.Insert(k, (`,⊥, v).

6. Increment ctr by 1. If ctr ≡ 0 mod 2`, perform the following.

(a) Let j be the smallest level index such that fullj = 0 (i.e., empty). If all levels are
marked full, then j := L. In other words, j is the target level to be rebuilt.

(b) Let D̃ := D.Extract(). Let D1 be a copy of D̃ preserving only elements whose
levelIndex is at most j − 1, and all other elements are marked dummy. Let D2 be
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a copy of D̃ preserving only elements whose levelIndex is greater than j − 1, and
all other elements are marked as dummy.14

(c) Let U := D1‖T`+1.Extract()‖ . . . ‖Tj−1.Extract() and set j∗ := j − 1. If all levels
are marked full, then additionally let U := U‖TL.Extract() and set j∗ := L.

(d) Run FShuffle(U). Denote the output by Ũ. If j = L, then additionally do the
following to shrink Ũ to size N = 2L:

i. Run Fcompaction(Ũ) moving all real elements to the front. Truncate Ũ to length
N .

ii. Run Ũ← FNShuffle(Ũ)

(e) Rebuild the jth hash table with the 2j elements from Ũ by calling FHT.Build(Ũ).

(f) Initialize a new dictionary D and for each tuple in e ∈ D2, run D.Insert(e). Mark
fullj := 1.

(g) For i ∈ {l, . . . , j − 1}, reset Ti to empty structure and set fulli := 0.

7. Output data∗.

Claim 5.9.8. Construction 1 is perfectly oblivious and implements Functionality 5.2.5

(FORAM).

Proof. Since the functionality FORAM is deterministic, it suffices to show that the construction

is correct (i.e., it computes the same output as the ideal functionality), and to present a

simulator that produces an access pattern that is computationally-indistinguishable from

the one produced by the real construction.

Correctness is straightforward, as all sub-algorithms are ideal implementations. Note

that all input assumptions are guarantees, e.g., we never lookup for the same element more

than once until the table is being rebuilt.

14Note that in Construction 1, all elements in D have (levelIndex,whichStash) = (`,⊥). At the end of this
step, D1 is always D, and D2 contains only dummies.
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The simulator Sim runs the algorithm Access on dummy values. In more detail, it main-

tains an internal secret state that consists of handles to ideal implementations of the dictio-

nary D, the hash tables T`+1, . . . , TL, bits full`+1, . . . , fullL and counter ctr exactly as the real

construction. Upon receiving a command Access(⊥,⊥,⊥), the simulator runs Construction

1 on input (⊥,⊥,⊥). By definition of the algorithm, the access pattern (in particular, which

ideal functionalities are being invoked with each Access) is completely determined by the

internal state ctr, full`+1, . . . , fullL. Moreover, the change of these counters is deterministic

and is the same in both real and ideal executions. As a result, the real algorithm and the

simulator perform the exact same calls to the internal ideal functionalities with each Access.

In particular, it is important to note that Lookup is invoked on all levels regardless of which

level the element was found, and the level that is being rebuild is completely determined

by the value of ctr. Moreover, the construction preserves the restriction of the functionality

FHT in which any key is being searched for only once between two calls to Build.

Give that Construction 1 obliviously implement Functionality 5.2.5, we proceed with a se-

quence of constructions and show that each and one of them implements also Functional-

ity 5.2.5.

� Construction 2. This is the same as in Construction 1, where we instantiate FShuffle

and Fcompaction with the real implementations. Explicitly, we instantiate FShuffle in

Step 6d in Construction 1 with Intersperse(j∗−`) (Algorithm 5.4.4), instantiate FShuffle

with IntersperseRD (Algorithm 5.4.6), and instantiate Fcompaction with an algorithm for

tight compaction (Theorem 4.1.4). Note that at this point, the hash tables T`+1, . . . , TL

are still implemented using the ideal functionality FHT, as well as D that uses FDict.

� Construction 3. In this construction, we follow Construction 2 but instantiate FHT

with Construction 5.6.7 (i.e., CombHT from Theorem 5.6.8). Note that we do not

combine the stashes yet. That is, we simply replace Step 6e (as Build), Step 3 (as

207



Lookup) and Step 6c (as Extract()) in Construction 1 with the implementation of Con-

struction 5.6.7 instead of the ideal functionality FHT.

� Construction 4. In this construction, we follow Construction 3 but change Step 6e (in

Construction 1) as the corresponding step in Construction 5.7.1: We add all elements

in D2, OFS, and CombSS into a newly initialized D, marked with their level index

and what stash they are coming from (where whichStash = overflow in case that the

element comes from OFS, and whichStash = stashes in case that the element comes

from CombSS). Moreover, we change the construction of CombHT.Extract() to ignore

the stashes, as in Step 6c in Construction 5.7.1.

Note that here except for the smallest level `, for every other level, we are not using D

for any lookup yet, and the stashes OFS and CombSS are still being used. Moreover,

note that now each element in the stash of some level i has two copies: one in D, and

one in the stash of level i. In Lookup, the element will be found in D, but we ignore

it except for the smallest level `. We will find it when we will visit the level i. When

rebuilding the level, we ignore the copy in the stash of level i, but use the copy that is

in D.

� Construction 5. In this construction, we follow Construction 4, but make the fol-

lowing change. In Step 3 of Construction 1, we modify the Lookup procedure to be

that of Construction 5.6.7. That is, whenever accessing OFS and CombSS, we perform

lookup at the stored values levelIndex and whichStash. Basically, in Construction 5, we

are no longer using OFS and CombSS (when being built, we copy their content to D;

in Lookup, we first look in D and if found, we continue to look in all levels until the

level in which the element belongs to. We do not access the stashes of each level).

� Construction 6. This is the same as Construction 5, where we replace the ideal

implementation FDict of the dictionary D with the real perfect oblivious dictionary

(Corollary 5.3.15). Note that this is exactly Construction 5.7.1.
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The theorem is obtained using a sequence of simple claims, given that Construction 1

implements FORAM.

Claim 5.9.9. Construction 2 perfectly-obliviously implements Functionality 5.2.5.

Proof. This follows by composing Claims 5.4.7, 5.4.5, and Theorem 4.1.4. It is important to

note that the input assumptions are preserved, and therefore we can replace the functionality

with the respective algorithm:

� We invoke Intersperse(j∗−`) (in Step 6d instead of FShuffle) on arrays that are output

of Extract and therefore are randomly shuffled, maintaining the input assumption of

Algorithm 5.4.4.

� We invoke IntersperseRD (in Step 6(d)ii) on an array in which the real elements are

randomly shuffled, as this is an output of compaction on a randomly shuffled array.

Therefore, this maintains the input assumption of Algorithm 5.4.6.

Claim 5.9.10. Construction 3 (1 − T · N2 · e−Ω(log λ log log λ) − δAPRF)-obliviously implements

Functionality 5.2.5

Proof. For any T ∈ N accesses, Construction 3 instantiates O(T ·logN) instances of CombHT.

The input for CombHT.Build in Step 6e is always randomly permuted, as this is an output

of IntersperseRD. By Theorem 5.6.8, each instantiation of CombHT incurs failure probability

N2 · e−Ω(log λ log log λ) + δAPRF. In Construction 3 instantiates O(N) CombHT per N requests.

Hence, using composition and taking union bound over T requests, Construction 3 is (1 −

T ·N2 · e−Ω(log λ log log λ) − δAPRF)-oblivious.

Claim 5.9.11. Construction 4 (1 − T · N2 · e−Ω(log λ log log λ) − δAPRF)-obliviously implements

Functionality 5.2.5.
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Proof. The difference from Construction 3 is only by adding more elements into D, however,

except with T · N2 · e−Ω(log λ log log λ) probability, the size of D never exceeds its capacity

log11 λ+ logN log λ. This is because there are O(logN) levels, each has its own stash of size

O(log λ). The probability that a level that contains n elements exceeds its stash of size s

is bounded by n−Θ(s). Since the smallest level is of size 2(log λ)11 and each stash is of size

O(log λ) except with probability e−Ω(log λ·log log λ). By a union bound over all O(logN) levels

and all T requests of the ORAM, the number of elements in all stashes combined does not

exceed logN log λ except with probability T ·N2 · e−Ω(log λ·log log λ). Moreover, it contains at

most log11 λ elements from level `.

Moreover, note that we do not consider these added elements to D when we perform

lookups (the construction will find them in D, but they will be ignored and will be found

again in the relevant level). In fact, we claim that the stash of each level appears twice:

Once in that level, and once in D. To see that, observe that whenever we rebuild level j

we take D and split it into 2: D1 contains all the stashes of level < j, and D2 contains all

the stashes of level > j. The dictionary D1 will be used for building the level j, whereas all

elements in D2 are copied into a new dictionary D. Thus, when we rebuild level j, all the

elements and all stashes of levels `, . . . , j − 1 will appear in level j after building the level,

whereas all stashes of levels j+1, . . . , L will remain in D. Note that when we rebuild a level,

Extract ignores the element in the stashes, and therefore we do not maintain multiple copies

of each element. An element is being copied when rebuilding level j into D, will be found

during lookup in level j, and the copy in level j will be destroyed when the level is rebuilt.

In terms of functionality, we compute exactly the same input/output behavior as in

Construction 3. As for the access pattern, the change is just by adding more accesses into

D when rebuilding a level, and omit accesses to the stashes when rebuilding a level. Those

are deterministic changes to the access pattern since D is realized by FDict at this moment.
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We therefore conclude that Construction 4 obliviously implements Functionality 5.2.5.

Claim 5.9.12. Construction 5 (1 − T · N2 · e−Ω(log λ log log λ) − δAPRF)-obliviously implements

Functionality 5.2.5.

Proof. The construction is just as Construction 4, where instead of searching in each level

for the elements in the stashes OFS and CombSS, we look at the stored values levelIndex and

whichStash and data∗. In case one of the elements appear in one of the stashes, it also appears

in the dictionary D, as we copy all those elements into D when building the level. We then

never access stashes of each level after copying the elements into D when re-building the

level.

In terms of functionality, the construction has the exact same input/output behavior as

Construction 4. In terms of the access pattern, we skip visiting of the stashes in each level,

which is just omitting (a deterministic and well defined) part of the access pattern. Note

that until accessing levelIndex, we look for the correct key, and pretend that the element was

not found yet. In levelIndex, we simulate exactly the case as the level is found in that level,

and in the correct stash in that level. Thus, D behaves as a logical extension of the stashes

of each level. The change in the access pattern is deterministic, as we just do not visit the

stashes in each level, and therefore the construction implements Functionality 5.2.5.

Claim 5.9.13. Construction 6 (1 − T · N2 · e−Ω(log λ log log λ) − δAPRF)-obliviously implements

Functionality 5.2.5

Proof. As Construction 5 is a construction in the FDict-hybrid model, substituting FDict with

the perfect oblivious dictionary (Corollary 5.3.15) incurs no security loss. Hence, the claim

follows by using composition.

This completes the proof of obliviousness (Theorem 5.7.2).
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CHAPTER 6

LOWER BOUND FOR OBLIVIOUS RAM WITH LARGE CELLS

In this chapter, we consider the lower bound of oblivious RAM (ORAM) schemes; thus

there is only 1 CPU although we believe the techniques are extensible to oblivious PRAM

as well. Specifically, we consider the scenario that the ORAM schemes utilize large physical

memory word of w bits (in the computation model) to simulate a logical memory array

of small words of b bits, where w ≥ b. Notice that such setting differs from previous

chapters where we often supposed a logical word or an element is represented in w bits and

thus is stored in and operated as a physical word (except for a few “packed” algorithms,

e.g. Theorem 5.3.1). In this chapter, a physical word is also called a cell to distinguish from

logical words,

Most of this chapter focus on proving the lower bound that, for any ORAM scheme such

that obliviously and correctly simulates a memory array of N words each word is b bits using

a model of w-bit cells and an m-bit local storage, the scheme must perform at least

Ω

(
log(Nb/m)

1 + log dw/be

)
amortized accesses to cells per simulated word operation. When w > b, the result improved

the lower bound of Larsen and Nielsen [90] and also Goldreich and Ostrovsky [67]. Even

the packing trick (i.e., large cells and small elements) improves some oblivious algorithms,

e.g. sorting in Theorem 5.3.1, this lower bound shows that larger cells helps only logarith-

mically in cell size. See Theorem 6.3.1 for the formal statement.

We will briefly describe our ideas in Section 6.1. The cell probe model and problem of

ORAM are formally introduced in Section 6.2. In Sections 6.3 and 6.4, the main theorem is

proved in a top-down fashion. As an application, we will then show the separation between

offline and online ORAMs in Section 6.5. Supplemental proofs are given in Sections 6.6, 6.7,
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and 6.8.

6.1 Technical Overview

This section gives a high level overview of our results. We first briefly recall the model and

problem we want to solve. We proceed with explaining the beautiful technique of Larsen

and Nielsen [90] and why it fails to give our desired lower bound. Lastly, building on the

intuition we gained up to that point, we explain the main ideas in our proof and highlighting

some of the technical challenges we are faced with.

6.1.1 The Model, Problem, and Recap of Larsen and Nielsen [90]

The model and problem. As observed by Larsen and Nielsen [90], it is convenient to

state the ORAM problem as an oblivious data structure, as defined in [127], solving the

array maintenance problem, where the goal is to maintain an array of N entries, each of size

b bits, while supporting two operations: (1) (write, a, x): set the content of entry a ∈ [N ] to

x ∈ {0, 1}b and (2) (read, a): return the content of entry a ∈ [N ]. The lower bound that we

prove, identical to Larsen and Nielsen [90], is on the cell probe complexity of any oblivious

data structures solving the array maintenance problem. To get a lower bound on the I/O

efficiency of ORAMs, it suffices to divide the number of probes by the number of operations.

Briefly, an oblivious data structure is a data structure that solves some given problem with

an additional security guarantee which says that the (physical, observable) access patterns

resulting from a sequence of logical data structure operations should reveal nothing on the

latter sequence other than its length. For this purpose the oblivious data structure can

use a small trusted/secure local storage (“cache”) on which it can perform operations “for

free” and without leaking any data. The oblivious data structure is therefore parametrized
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by N ′,w,m, its total number of cells, the bit-size of each cell, and the bit-size of its local

storage, respectively. The efficiency metric of interest is the number of probes to the physical

memory needed to answer one logical access. It is typically assumed that m ≥ w ≥ logN ′

so that the local storage can hold at least a single cell from the memory and that a single

cell can hold a pointer to another cell.

Throughout most of this overview (except where we explicitly say otherwise), we consider

the simpler setting where the oblivious data structure has perfect security and correctness.

Perfect security means that for all sequence of logical operations of the same length, the

observable sequence of physical memory probes is identically distributed. Perfect correctness

means that the data structure never makes mistakes. With some additional technical work,

these two assumptions can be relaxed.

Larsen and Nielsen’s lower bound. The lower bound of Larsen and Nielsen [90] adapts

the information transfer technique of Pǎtraşcu and Demaine [111] to the oblivious setting.

We give a high level overview next. Fix a given oblivious data structure for the array

maintenance problem (i.e., an ORAM). For any sequence of N operations, we associate a

complete binary tree with N leaves (we assume that N is a power of two for simplicity).

The leaves are associated with the logical operations and their associated physical probes,

in chronological order. That is, during the execution of the sequence, for each i, all cell

addresses probed during the ith operation are associated with the ith leaf. Next, the leaf-

level probes are partially assigned to internal nodes: for each probe to cell address q that

is associated with leaf i, if chronologically the most recent probe to cell q happened during

the jth operation (so that j < i), then the probe (i, q) is assigned to the lowest common

ancestor of leaves i and j. Notice that the assignment is partial, i.e., some physical probes

may not be assigned to any internal node, and thus it suffices to prove a lower bound on the

total number of probes assigned to internal nodes.
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For each fixed internal node v, Larsen and Nielsen [90] used the information transfer

technique [111] to prove a lower bound on the number of associated physical probes with

v by designing a hard distribution of sequences of operations. Let n be the number of

leaves and thus operations in the subtree induced by v. In the hard distribution, all N − n

operations that are not in the subtree of v are just dummy reads from a fixed address. In

the subtree induced by v, the first n/2 operations are writes to addresses 1, 2, . . . , n/2 with

uniformly random values x1, . . . , xn/2 ← {0, 1}b, and then the second n/2 operations are

reads from addresses 1, 2, . . . , n/2. That is,

(write, 1, x1), . . . , (write, n, xn/2), (read, 1), . . . , (read, n/2).

To show that node v is associated with “many” probes when executing a sequence of

operations from this distribution, the intuition is that in order to correctly answer the n/2

read operations, any data structure for the array maintenance problem (even non-oblivious

ones!) must probe “many” cells that were also probed during the n/2 write operations. This

intuition is formalized by a compression argument. Quantitatively, recalling that each cell in

the array maintenance problem consists of b bits and each cell in the data structure consists

of w bits, there must exist a set of Ω(n · b/w) cells from the data structure that are probed

during the first as well as the second n/2 operations (here, we ignore the local storage of m

bits for simplicity). By the definition of our binary tree, all of these Ω(n · b/w) probes are

associated with node v.

The proof proceeds by using the security guarantee of the data structure (as the above

argument relied solely on correctness). The main observation is that since the tree and the

associated probes of each node are efficiently computable by the adversary who only sees

physical probes, then by security, the number of associated probes of each node must be the

same for all sequences of operations. Namely, if node v is associated with Ω(n · b/w) probes

when executing the hard distribution, then node v must also be associated with Ω(n · b/w)
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probes when executing any other sequence of operations of the same length; otherwise, an

adversary can easily distinguish the two. Since the tree is a complete binary tree with N

leaves, by summation there are Ω(N · (b/w) · logN) associated probes to internal nodes

which implies their lower bound.

Losing the b/w term is inherent when using the hard distribution designed by Larsen

and Nielsen [90]. Recall that in their distribution we first write random values to addresses

1, . . . , n/2 and then read those addresses in order. Indeed, using only correctness, each

probe can carry information regarding w/b values and so the whole sequence of writes can

be read using only O(n · b/w) probes. The fundamental reason for the loss is therefore that

the sequence of addresses in the read phase is completely determined a priori and the data

structure can use this information during the write phase to organize data cleverly.

6.1.2 Our Hard Distribution and Information Transfer Tree

We propose the following hard distribution of sequences of n+ k ≤ N operations. The first

n operations are writes to addresses 1, 2, . . . , n with uniformly random values x1, . . . , xn ←

{0, 1}b (same as in Larsen and Nielsen [90]). Then, in the last k operations, instead of

sequentially reading from those addresses, we perform read from uniformly random words

a1, a2, . . . , ak ← [n]. That is,

(write, 1, x1), . . . , (write, n, xn), (read, a1), . . . , (read, ak).

Indeed, now the sequence of reads is not known during the write phase so we avoid the

aforementioned optimization the construction can use. But is this the only optimization? We

prove that it is. The intuition is that no matter how large the cell size w is, no matter how

the data structure scheme processes the n write requests, in order to read from a uniformly
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random address ai ∈ [n] correctly, the construction must probe at least one cell (unless the

construction got lucky and the corresponding value to address ai was accidentally in the local

storage). That is true only because the address ai is chosen both randomly and online and

therefore any pre-computation or pre-fetching that uses the fact that cells are moderately

large is useless. In a high level, using a compression argument we show that for k ≤ n ·b/w,

the following holds:

Lemma: Any correct data structure solving the array maintenance problem when

fed a length n+k sequence of requests sampled from our hard distribution, must

probe Ω(k) cells during the read phase that were also probed during the write

phase.

Whenever w ∈ ω(b), this lower bound is better than the Ω(k ·b/w) lower bound obtained

with Larsen and Nielsen’s hard distribution. We note that we are only able to prove that

the above statement holds with high-enough probability, smaller than 1 (which is enough to

carry out the rest of the argument). Indeed, there will always be “easy” read sequences, like

the one of Larsen and Nielsen, where the number of necessary probes will be smaller. Finally,

we emphasize that in the above lemma, the read phase consists of only k operations (which

differs from Larsen and Nielsen’s hard distribution which has n reads). This is specially

designed to work with the information transfer tree that we will introduce below.

This lemma is central to our proof and while it may seem intuitively correct, the actual

proof turns out to require very delicate and non-trivial probability analysis. We will get

back to this in Section 6.1.3, where we will explain the main challenges and describe our

solutions. Meanwhile, we proceed to explain how the lemma is used to derive the final lower

bound using a generalized version of the information transfer tree described above.
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Revisiting the information transfer tree. Recall that in the partial assignment of

Larsen and Nielsen [90], a probe to a cell is assigned to a node v only if v is the lowest

common ancestor between the probe and the most recent probe to the same cell. However,

if a cell is probed 100 times during the read phase corresponding to v (i.e., v’s right subtree),

it will be counted and associated to v at most once! Working out the details, it turns out

that even if we use our improved lemma from above in the binary tree approach, we would

still lose the b/w factor. Therefore, we need to find a more fine-grained way to account for

multiple probes to the same cell during the read phase.

Our solution is to consider a tree with larger arity so that we could count several probes

to the same cell during the read phase of a given node (i.e., with multiplicity). We let χ, the

arity of the tree, be proportional to w/b and consider a complete χ-ary tree with N leaves.

Consider a node v that has an induced subtree of 2n leaves and consider an associated

sequence of n writes followed by n reads. Divide the n read operations into χ/2 equal-size

groups so that each group has k , n/(χ/2) reads. For each such group we imagine a child

node which is “in charge” of this group. Let the children of v that correspond to the read

phase be u1, . . . , uχ/2 so that each ui is in charge of k disjoint read operations. Next in the

partial assignment, we associate with v index-cell pairs of the form (i, q), where i is an index

from [χ/2] and q is a physical address of a probed cell. The index i tells us from which

group the probe came and q tells us to which cell. Intuitively, this allows us to count probes

to the same cell q with multiplicity, distinguishing them by the value of i. (In comparison,

Larsen and Nielsen [90] only associated q’s to nodes and so they do not distinguish multiple

accesses to the same cell.) See Figure 6.1 for an illustration.

Using our Lemma. Our lemma from above almost fits this framework. To prove that

a group of k operations associated to node ui introduces Ω(k) accesses that are counted in v,

we slightly modify the hard distribution to consist of a padding sequence of read operations
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n operations k ops
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sequence

Figure 6.1: Hard distribution on χ-ary tree.

(say from address 1) between the write phase and the reads that ui is in charge of. Summing

up over all ui’s, the node v will be associated with Ω(χ · k) = Ω(n) index-cell pairs, which is

our goal and the best one can hope for.

The last step, where we use the obliviousness of the data structure in order to argue

that any sequence of operations behaves as “the hardest one”, is similar to Larsen and

Nielsen [90]. Recall that the tree is of depth logχN , the arity is χ, and for each level d,

there are χd nodes at that level each has associated Ω(N/χd) probes. Therefore, we get a

lower bound of Ω(N · logN/ log(w/b)) probes to perform N operations. This is essentially

the lower bound claimed in Theorem 1.1.6, omitting the size of local storage m (which we

ignored throughout this overview and only complicates the proof slightly).

Remark 6.1.1 (Relation to [111]). Pǎtraşcu and Demaine [111, Section 7] consider a related

problem in a somewhat different context. There, they observe that the basic information

transfer method suffers from the b/w factor loss. To remedy the situation they propose a

new hard distribution, similar to ours, and also propose to consider an information transfer

tree with higher arity, as we do. Essentially, our proof could be seen as an extension of

their technique to the oblivious setting. The latter introduces many technical challenges,

especially in the compression argument, as we elaborate next.
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6.1.3 Our Compression Argument

Recall that our hard sequence consists of n writes to fixed addresses 1, . . . , n of uniformly

random values followed by k ≤ n · b/w reads from uniformly random addresses from [n].1

Our goal is to argue that during the read phase, Ω(k) distinct cells must be probed. Let

us refer to the write sequence as L and the read sequence as R (for left- and right-side).

Denote by Cells(L) the cells probed during the execution of the L sequence of accesses and

by Cells(R) the cells probed during the execution of the R sequence (after executing the L

sequence). Note that L,R,Cells(L),Cells(R) are all random variables. We want to prove

that with high probability |Cells(L) ∩ Cells(R)| ∈ Ω(k). That is, for some constant ε < 1,

Pr [|Cells(L) ∩ Cells(R)| ≥ εk] > 3/4, (6.1)

where the probability is over the choice of L and R, and the randomness of the ORAM which

influences Cells(L) and Cells(R).

The proof is done via a compression argument where we imagine two communication

parties Alice and Bob. Alice gets as input x = x1, . . . , xn ← {0, 1}b (chosen uniformly

at random) and she sends one message to Bob who is able to recover x. If the message

sent by Alice contains < n · b bits, we get a contradiction. To this end, we assume that

Inequality (6.1) is false, namely that the read phase can be implemented with εk probes for

some small enough ε, and use that to get a too good to be true encoding scheme. This

implies a contradiction, as needed. This proof is somewhat technical so we provide some

intuition on how it works and refer to the technical section for full details.

1In fact, as mentioned we will need to consider an augmented sequence that has a padding sequence of
reads from some fixed address in between the write sequence and the read sequence mentioned above. This
will complicate the argument slightly so for simplicity we ignore it here.
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Warmup: an expectation argument. It is insightful to first prove a weaker statement

(which does not suffice for us) and then explain how to improve it. Here, we argue that

E [|Cells(L) ∩ Cells(R)|] ≥ εk. (6.2)

The proof is by contradiction, namely, we assume that Inequality (6.2) is false and obtain

an impossible compression scheme. To this end, Alice and Bob share a long string S that is

chosen completely independent of the input to Alice. The string consists of (1) a sequence

of k addresses a1, . . . , ak ← [n] that define the R, (2) a random tape ρ for the ORAM, and

(3) an integer t ← [k] sampled uniformly at random. Note that even conditioned on the

shared string S, the entropy in the input to Alice, namely x1, . . . , xn ← {0, 1}b, is still nb.

Therefore, by Shannon’s source coding theorem, the only way for Alice to correctly transmit

them to Bob is by sending at least nb bits.

In a high level, Alice splits the indices [n] into two groups: easy and hard. An index

i is easy if Bob can learn value xi without making a probe to Cells(L), that is, a probe

to a cell that was written to during the write sequence. All other indices are hard. By

our assumption, the set of hard indices cannot be too large. Alice sends those hard values

explicitly to Bob. To learn the values corresponding to easy indices, we use the correctness

of the data structure to transfer them. The challenging part is for Alice to determine which

index is easy and which is hard. Alice does this by seeing how likely it is to make the probe

in Cells(L) from a given index by “planting” that index in the random read operation given

in S (while keeping the rest of the operations fixed). If any Cells(L)-probe occurs, this index

is considered hard, otherwise it is easy. A more precise description follows.

Alice’s encoding on input nb bits interpreted as x1, . . . , xn ∈ {0, 1}b:

1. Using the ORAM, Alice executes the sequence of operations (L,R) prescribed by

x1, . . . , xn and a1, . . . , ak. Then, Alice sends the contents of overlapping cells (yielded
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by the execution) to Bob, where the overlapping cells are defined as the cells probed

during the write sequence L and then probed during the read sequence R (i.e.,

Cells(L) ∩ Cells(R)).

2. For each i ∈ [n], Alice replaces the tth read with operation (read, i) and (using the

ORAM) executes the replaced sequence, that is, the sequence (L, R̂t,i) where

L := (write, 1, x1), . . . , (write, n, xn)︸ ︷︷ ︸
write phase

,

R̂t,i :=(read, a1), . . . , (read, at−1), (read, i)︸ ︷︷ ︸
planted read

, (read, at+1), . . . , (read, ak).

Depending on the probed locations induced by (read, i), do:

(a) If (read, i) probes at least one cell that was written to during the write phase (i.e.,

in Cells(L)), then i is called hard. Alice sends value (i, xi) directly to Bob.

(b) Otherwise, (read, i) probes no cell in Cells(L) and i is called easy. Alice sends

nothing to Bob as Bob can recover xi by executing (read, i) himself.

On Bob’s side, the hard xi’s are received from Alice directly, while the easy xi’s are re-

covered by executing (read, i) planted as the tth read operation, that is, after the prefix

(read, a1), . . . , (read, at−1). Bob indeed recovers all easy xi’s correctly: Bob received the

content of the overlapping cells that suffice to execute the prefix read sequence.

Analyzing the size of the message from Alice to Bob is a bit more challenging. In a high

level, Alice’s message consists of just two parts, the contents of overlapping cells and the

values of “hard” inputs. By assumption (Inequality (6.2) is false), the number of overlapping

cells is εk and so the first part consists of at most εkw ≤ εnb bits. For the second part,

roughly speaking, we consider all possible samples of (a1, a2, . . . , ak, t) ∈ [n]k×[k] while fixing

x1, . . . , xn. By assumption, with probability at most ε, (read, at) is hard, which means that

at most ε fraction of all such samples are hard. Then, for any set of n distinct samples, on
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average, there are at most εn hard samples. Noticing that Alice’s procedure is choosing a

random set of n samples, we conclude that in expectation there are εn hard samples, which

means εn hard xi’s on average. It follows that the second part of Alice’s message consumes

εnb bits, and then the total message length is 2εnb bits, which is a contradiction when ε is

small enough.

The high probability argument. Recall that in the last step of lower bound proof we

need to move from a claim about the load of a node in the information transfer tree to the

load of the same node under any other input sequence of operations. Since security only

holds with constant probability, this step loses a constant factor and therefore we need our

original compression argument to hold with high probability and not just in expectation.

This complicates the compression argument as follows. Now, Alice cannot just send the

content of the overlapping cells directly to help Bob answer easy queries (for which it uses

the correctness of the data structure), since there is no bound on the expected number of

overlapping cells. Instead, we modify Alice’s procedure to distinguish between two cases,

either sending the overlapping cells directly is too expensive or it is not. In the latter case,

we need to analyze and bound the number of hard indices i conditioned on the event that the

number of overlapping cells is small. This requires delicate conditional probability analysis

on which we elaborate next. In the former case, there is no compression since Alice just

sends all x1, . . . , xn in the clear but we can show that this case does not happen too often

due to the assumption (Inequality (6.1) is false).

Specifically, the most challenging is to prove that conditioned on the overlapping cells set

being small, the expected size of the set of hard indices is bounded by a sufficiently small

constant times n. Let GoodL,R be the conditioned event. What we show is that if β < 3/4 is a

constant for which Pr [|Cells(L) ∩ Cells(R)| ≥ εk] = β (our assumption, see Inequality (6.1)),
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then:

Lemma: E [|H| | GoodL,R] < (β + ε/(1− β))n.

We define GoodL,R̂t,i similarly as the event when the overlapping cells between (L, R̂t,i) is

small. By linearity of expectation and the law of total probability:

E [|H| | GoodL,R] =
∑
i∈[n]

Pr[i ∈ H | GoodL,R]

=
∑
i∈[n]

Pr[i ∈ H ∧ ¬GoodL,R̂t,i | GoodL,R]+

∑
i∈[n]

Pr[i ∈ H ∧ GoodL,R̂t,i | GoodL,R].

We now bound each of these terms separately. It is rather easy (though a bit technical) to

bound the second term. Specifically, we show that
∑

i∈[n] Pr[i ∈ H ∧GoodL,R̂t,i | GoodL,R] ≤

εn/(1 − β). Indeed, for each i ∈ [n], Pr[i ∈ H ∧ GoodL,R̂t,i | GoodL,R] ≤ Pr[i ∈ H ∧

GoodL,R̂t,i ]/Pr[GoodL,R]. So, the denominator is exactly 1− β. The fact that the nominator

is bounded by ε follows from the definition of GoodL,R̂t,i .

The bound on the first term is much more interesting. In words, the event we are trying to

bound corresponds to sampling the sequences L and R and then R̂t,i and asking what is the

probability that GoodL,R̂t,i occurs conditioned on GoodL,R occurring (ignoring event i ∈ H).

To analyze this event, we recall that R̂t,i is obtained by resampling the tth operation in R.

So, what is the probability that by resampling only one read operation in R we suddenly

do not satisfy the event Good? We prove a general lemma that partial resampling cannot

reduce the probability beyond a certain point! Here is a simple variant of the lemma (we

state and prove a more general version in Section 6.4.3):

Partial Resampling Lemma: Consider two independent random variables X and

Y . Let Y ∗ be an independent random variable distributed identically to Y . Let
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f be an arbitrary Boolean function. Then,

Pr[f(X, Y ∗) = 1 | f(X, Y ) = 1] ≥ Pr[f(X, Y ) = 1].

This means that if the event GoodL,R occurs, then it must also occur in GoodL,R̂t,i with good

probability. Plugging in the assumption, we can bound the second term by βn.

Together, the two bounds imply that E [|H| | GoodL,R] < (β + ε/(1− β))n, as needed.

6.2 The Model

This section introduces the model in which our lower bound is proven. As in previous

works [79, 90, 107], we start-off with the cell probe model, first described by Yao [131].

Traditionally, this model is used to prove lower bounds for word-RAM data structures and

is extremely powerful in the sense that it allows arbitrary computations and only charges

for memory accesses. We stress that the following model differs from the standard RAM

(Section 2.2) as follows:

� As a lower-bound model, we charge unit cost only when the algorithm reads/writes

the memory. Especially, the algorithm can perform any computation on local storage

free of charge.

� To explore the potential improvement in efficiency, the size of each memory word in the

model and the size of each element in the data-structure problem are parameterized

separately.

� Hence, we use the number of accessed memory words as the new efficiency metric,

which is called as I/O efficiency.
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Our model for this chapter is fully stated next.

In a high-level, the cell probe model models the interaction between a CPU and a memory.

The memory is modeled as a word-RAM, that is, an array of cells such that each cell can

contain at most w bits. The CPU can perform operations on the memory, namely, either

reading the content of some cell or overwriting the content of some cell. An algorithm

executed in this setting is charged one unit of cost on every operation it makes (read or

write) and all computation based on the contents of probed cells is free of charge.

Whereas this model captures traditional data structures, it does not capture data struc-

tures that have privacy requirements for the stored data and/or the operations performed.

Indeed, the latter are usually modeled in the client-server model, where a client wishes to

outsource data to server while retaining the ability to perform computation over the data.

At the same time, the client wishes to hide the performed operations as well as the contents

of its data cells from the server who sees the entire memory and the memory accesses. To

address this gap, Larsen and Nielsen [90] introduced the Oblivious Cell Probe Model, an

augmented version of the cell probe model. We briefly introduce this model next, mostly

following Larsen and Nielsen.

Data structure problems. A data structure problem in the oblivious cell probe model is

defined by a tuple (U ,Q,O, f), where U is a universe of update operations, Q is a universe of

queries, and O is an output domain. Furthermore, there is a query function f : U∗×Q → O

(recall that U∗ is the set of finite sequences of elements in U). For a sequence of updates

u1, . . . , uM ∈ U and a query q ∈ Q, we say that the answer to the query q after updates

u1, . . . , uM is f(u1, . . . , uM , q).
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Oblivious Cell Probe Data Structures. An oblivious cell probe data structure for a

given data structure problem P = (U ,Q,O, f), consists of a randomized algorithm imple-

menting the update and query operations for P . The data structure is parametrized by three

integers m, w, and N ′, denoting the client storage and cell size in bits, and the number of

cells respectively. We follow the standard assumption logN ′ ≤ w so that any cell can store

the address of any other cell. We further assume that the data structure has access to a

finite string of randomness ρ of length `. The parameter ` can be arbitrary large and so ρ

can contain a random oracle. Fixing ρ, the algorithm DS is deterministic. As such, the data

structure can be described by a decision tree Top for every operation op ∈ U ∪ Q, i.e., it

has one decision tree for every possible operation in the data structure problem. Each node

in the decision tree is labelled by an index indicating the location to probe in the memory

(held by the server). The decision of which path to continue to in the tree depends on the

answer to the probe to the memory and small local information stored by the client.

More precisely, each node in the decision tree Top, where op ∈ U ∪Q, is labeled by an ad-

dress i ∈ [N ′] and it has one child for every triple of the form (m0, c0, ρ) ∈ {0, 1}m×{0, 1}w×

{0, 1}`. Each edge to a child is further labeled by (j,m1, c1) ∈ [N ′]× {0, 1}m × {0, 1}w. To

process an operation op, the oblivious cell probe data structure starts its execution at the

root of the tree and traverses from root to leaf. When visiting a node v in this traversal,

labelled with some address iv ∈ [N ′], it probes the memory cell iv. If C denotes its content,

M denotes the current contents of the client memory and ρ denotes the random bit-string,

the process continues by descending to the child of v corresponding to the tuple (M,C, ρ). If

the edge to the child is labelled (j,m1, c1), then the memory cell of address j has its contents

updated to c1 and the client memory is updated to m1. We say that memory cell j is probed.

The execution stops when reaching a leaf. Each leaf v of the decision tree Top, where op ∈ Q,

is labeled with an element ansv in O (the answer to the query). We say that the oblivious

cell probe data structure returns ansv as its answer to the query op.
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I/O efficiency. The I/O efficiency of an oblivious data structure is related to the depth of

the decision tree as each edge corresponds to a cell probe. Furthermore, our model assumes

that the server is passive, i.e., it can only update or retrieve a cell for the client.

Definition 6.2.1 (Expected amortized I/O efficiency). An oblivious cell probe data struc-

ture has expected amortized I/O efficiency t(M) on a sequence y of M operations from U∪Q

if the total number of memory probes is no more than t(M) ·M in expectation. The expecta-

tion is taken over the random choice of the randomness ρ ∈ {0, 1}`. An oblivious cell probe

data structure has expected amortized I/O efficiency t(M) if it has expected amortized I/O

efficiency t(M) on all sequences y of operations from U ∪ Q.

Remark 6.2.2 (Other efficiency notions). There are few other metrics of efficiency of interest

in the context of ORAM constructions. It is common to consider the bandwidth efficiency of

a construction, namely, the communication complexity consumed by the construction when

processing a sequence of operations, amortized per operation [46, 77, 121]. This is equal to

w times the I/O efficiency. Vice versa, if the amortized bandwidth of a construction is t(·),

then the I/O efficiency of that construction is t/w.

Thus, there is a Q = Q(N,w, b) lower bound on I/O efficiency if and only if there is aw·Q

lower bound on bandwidth. For example, suppose that b = logN and w,m ∈ Θ(log2N).

Then, the previous lower bound [90] says that Ω(log2N) amortized bandwidth is necessary

(that is Ω(1) I/O efficiency), but our improved lower bound says that Ω(log3N/ log logN)

bandwidth is necessary (that is Ω(logN/ log logN) I/O efficiency).

It is also common to define the complexity of an ORAM construction in the language

of efficiency overhead (either I/O or bandwidth) where we compare the ratio between the

efficiency of the ORAM and the efficiency of the insecure RAM (e.g., Section 4.1.1). This

makes complete sense when w = b, but when w ∈ ω(b) it is more confusing since the basic

unit of cost (cell size) is different between the two settings. Therefore, we avoid using the
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term overhead.

Correctness and security. Let y = (op1, . . . , opM) be a sequence of M operations to the

given data structure problem, where each opi ∈ U ∩ Q. For an oblivious cell probe data

structure, define the (possibly randomized) probe sequence on y as the tuple:

Access(y) = (Access(op1), . . . ,Access(opM)),

where Access(opi) is the sequence of memory addresses probed while processing opi. More

precisely, let Access(y; ρ) := (Access(op1; ρ), . . . ,Access(opM ; ρ)) be the deterministic se-

quence of operations when the random bit-string fixed to ρ and let Access(y) be the random

variable describing Access(y; ρ) for a random ρ ∈ {0, 1}`.

Definition 6.2.3 (Correctness and security). An oblivious cell probe data structure is said

to be δ-correct and ε-secure if the following two properties hold:

� Security: For any two data request sequences y and z of the same length M , their

probe sequences Access(y) and Access(z) cannot be distinguished with probability bet-

ter than ε by an algorithm which is polynomial time in M + log |U|+ log |Q|+w.

� Correctness: The oblivious cell probe data structure has failure probability at most

δ, namely, for every sequence and any operation op in the sequence, the data structure

answers op correctly with probability at least 1− δ.

ORAM is array maintenance. As observed in previous work [90], the definition of an

online ORAM coincides with the definition of an oblivious data structure (see [127]) solving

the array maintenance problem. In this problem, the goal is to maintain an array of N

entries, each of size b bits, while allowing write and read operations, where (write, i, v) sets

the content of the ith cell to the value v and (read, i) return the content of the ith cell (for

i ∈ [N ] and v ∈ {0, 1}b).
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Therefore, in order to prove a lower bound on the I/O efficiency of an ORAM scheme, it

suffices to prove a lower bound on the I/O efficiency of any correct and secure data structure

for the array maintenance problem in the oblivious cell probe model.

Remark 6.2.4 (Operation boundaries). We follow Larsen and Nielsen [90] and assume that

the adversary sees which cell access belongs to which operation from y. Hubáček et al. [77]

were able to extend the lower bound of Larsen and Nielsen [90] to account for this gap. We

suspect that our techniques and lower bound could be extended to capture this stronger

setting, as well. We leave this extension for future work.

6.3 An ORAM Lower Bound

This section is devoted to the proof of our lower bound on the I/O efficiency of oblivious cell

probe data structures solving the array maintenance problem. As mentioned, such a lower

bound directly implies an I/O efficiency lower bound for online ORAMs. Our main theorem

is stated next.

Theorem 6.3.1 (Main theorem). Let DS be an oblivious cell probe data structure for the

array maintenance problem on arrays of N entries, each of size b bits. Let N ′ denote the

number of cells in DS, w denote the cell size in bits, and m denote the number of bits of

client memory. Assume that w ≥ logN ′, 16 ≤ b ≤ w and b ≤ m ≤ Nb.

If DS is (1/128)-correct and (1/4)-secure, then there is a sequence of ` ∈

(N/(2dw/be), N ] operations such that the expected amortized I/O efficiency of DS on this

sequence is

Ω

(
log(Nb/m)

1 + log dw/be

)
.

In particular, when b ≤ m ≤ N1−ε for constant ε > 0, w = logcN for constant c > 1,
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and b = logN , the I/O efficiency is Ω
(

logN
log logN

)
. The rest of this section is devoted to the

proof of Theorem 6.3.1.

Proof of Theorem 6.3.1. We start with the following definition.

Definition 6.3.2 (Set of probed cells). Given a length M sequence of operations, seq =

(op1, . . . , opM), define Cells(opi | op1, . . . , opi−1) as the set of addresses of (physical)

cells accessed by DS during its execution of operation opi after executing the sequence

(op1, . . . , opi−1). Similarly, given seq and i, j ∈ [M ] such that i < j, Cells(opi, opi+1, . . . , opj |

op1, . . . , opi−1) is defined as the set of addresses of cells accessed by DS during its execution

of operations (opi, . . . , opj) after executing the sequence (op1, . . . , opi−1).

Notice that we define Cells(opi | op1, . . . , opi−1) as a set and so its cardinality

does not account for multiplicities. Therefore, we will use the sum of cardinalities∑
i∈[M ]

∣∣Cells(opi | op1, . . . , opi−1)
∣∣ as a lower bound on the total number of accesses made by

DS.

We now construct the information transfer tree. Fix ` to be a power of χ := 2dw/be

in the range (N/(2dw/be), N ]. Let T be the complete χ-ary tree consisting of ` leaves (see

Figure 6.2 for visualization). For any sequence of operations seq = (op1, . . . , op`), for each

i ∈ [`], we associate opi to the ith leaf of T. Additionally, Cells(opi | op1, . . . , opi−1) (i.e., the

addresses of cells accessed by DS during its execution of the ith operation in the seuence)

are associated to the same ith leaf. For each accessed cell q that is associated with a leaf i,

we map q to at most one internal node v of T, where v is an ancestor of i. This is described

next.

First, for each internal v ∈ T, we define a set of index-cell pairs, Pv(seq), as follows. A

pair of index-cell (i, q) ∈ [`]× [N ′] is in Pv(seq) if and only if
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v

· · · · · · · · ·u

A L B R C
n = `v/2 writes k reads

depth d

`v = `/χd write/read operations

total ` operations

root of complete χ-ary tree

1 χ/2 χ/2 + 1 χ

padding reads padding padding reads

Figure 6.2: The ditribution D(v, u) of hard sequences for the parent-child pair (v, u) in the
complete χ-ary tree of ` leaves. Each leaf is associated with a read or write operation, and
the hard sequence is the operations from the left-most to the right-most leaves. Given the
internal node v and its child u where u is in the right-side of the subtree induced by v, we
focus on the operations in the left-side of the subtree of v, i.e., L (for left-side) part, and
on the operations in the induced subtree induced by u, i.e., R (for right-side) part. The L
part is n = `v/2 write operations to fixed locations with random contents (where `v = `/χd

is the number of leaves in the subtree of v), and the R part is k = `v/χ read operations
from random locations that were written in L part. The remaining parts A,B,C are all
padding operations that just read the fixed location 1. The overall hard sequence is then
(A,L,B,R,C).

� i is a leaf in the subtree induced by v and q ∈ Cells(opi | op1, . . . , opi−1),

� There exists j < i such that q ∈ Cells(opj | op1, . . . , opj−1),

� For all j′ ∈ {j + 1, . . . , i− 1}, it holds that q /∈ Cells(opj′ | op1, . . . , opj′−1), and

� The lowest common ancestor of i and j is v.

Notice that each cell access q ∈ Cells(opi | op1, . . . , opi−1) during the execution of opi is

assigned to at most one v ∈ T. Hence, for any seq and execution of DS, we have that∑
i∈[`]

∣∣Cells(opi | op1, . . . , opi−1)
∣∣ ≥∑

v∈T

|Pv(seq)|.

We conclude the proof of the theorem using the following lemma whose proof is given

below.
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Lemma 6.3.3. Let ε := 1/128. Fix any sequence seq consisting of ` operations. Let v ∈ T

be an internal node whose subtree consists of at least 2 · max{8,m/(εb)} leaves. For any

(1/4)-secure and (1/128)-correct DS against ` operations, it holds that

E [|Pv(seq)|] ≥ ε · `/(4χd(v)),

where d(v) is the depth of v (i.e. the distance from v to the root).

Let us first explain why Lemma 6.3.3 implies Theorem 6.3.1. Let d∗ be the maximum

depth for which Lemma 6.3.3 applies. Summing over all nodes in T, by linearity of expecta-

tion, we have that

E

[∑
v∈T

|Pv(seq)|

]
=
∑
v∈T

E [|Pv(seq)|] ≥
∑

v∈T,d(v)∈[0,d∗]

E [|Pv(seq)|] ≥ (d∗ + 1) · ε`/4,

where the last inequality follows by Lemma 6.3.3. Since Lemma 6.3.3 applies to any node v

that has at least 2 ·max{8,m/(εb)} leaves in its induced subtree, we have

d∗ :=

⌊
logχ

(
`

2 ·max{8,m/(εb)}

)⌋
∈ Ω

(
log(Nb/m)

1 + log(w/b)

)
for all m,w, b, N such that w ≥ b ≥ 16 and b ≤ m ≤ Nb (which ensure that the logs are

nonnegative). Hence, for any seq of ` operations, the expected number of accesses is lower

bounded by ` · Ω
(

log(Nb/m)
1+log(w/b)

)
, which concludes the proof of Theorem 6.3.1.

We conclude this section with the proof of Lemma 6.3.3. Note that this proof will rely

on Theorem 6.4.1 which is stated and proved in Section 6.4.

Proof of Lemma 6.3.3. Recall that Pv(seq) consists of pairs of index-cell pairs (i, q) such that

during the ith operation DS accesses physical cell q and also the most recent access to q was

made at some operation j < i such that j is a leaf in the induced subtree of v and v is the
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the lowest common ancestor of i and j. Denote Pv,u(seq) the subset of (i, q) in Pv(seq) that

result from an operation i that happens in the subtree induced by u. It holds that

|Pv(seq)| =
∑

u is a child of v

|Pv,u(seq)|. (6.3)

We therefore prove a lower bound on each |Pv,u(seq)|. To this end, for a given pair

of parent-child (v, u) in the tree, we design a distribution of access seqhard which causes

|Pv,u(seqhard)| to be large with high probability. We then use the security guarantee of DS,

ensuring that the access pattern resulting from executing any seq must be indistinguishable,

and therefore the same large number of probes must occur on any input sequence. That is,

|Pv,u(seq)| is large with high probability. We give the hard distribution next.

The hard distribution. To describe the distribution of hard sequences, we set up some

notation. Specifically, we will explain how to “split” a given length ` sequence of operations

w.r.t a given internal node v ∈ T.

� Let d := d(v) be the depth of the node v, and let t := t(v) ∈
[
χd
]

be the index of v in

the dth level.

� Let `v := `/χd be the number of leaves in the subtree induced by v. Set n := `v/2, and

k := `v/χ.

� Recall that v has χ children. Let U := {χ/2 + 1, χ/2 + 2, . . . , χ} be the set of indices

of second half children of v (i.e., the right half of children). Given u ∈ U , we slightly

abuse notation and say that the uth child of v is u.

Because our goal is to bound the number of probes during the subtree of u (i.e. roughly

Pv,u), we choose to perform n writes during the first n leaves of v, and then perform k

reads during the k leaves of u ∈ U (Figure 6.2). The remaining parts are just padding to
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` operations. Formally, the distribution of hard sequence D(v, u), with induced parameters

t, `v, n, k as above, is sampled as follow:

1. Let A be the sequence consisting of (t − 1) · `v dummy reads, i.e., repeating (read, 1)

for (t− 1) · `v times.

A := (read, 1), . . . , (read, 1)︸ ︷︷ ︸
(t−1)·`v times

,

2. Let L (for left-side) be the sequence of n writes to fixed locations with random words,

i.e.,

L := (write, 1, x1), (write, 2, x2), . . . , (write, n, xn),

where x1, . . . , xn ← {0, 1}b are chosen independently uniformly at random.

3. Let B be the sequence consisting of k · (u− 1)− n dummy reads,

B := (read, 1), . . . , (read, 1)︸ ︷︷ ︸
k·(u−1)−n times

,

4. Let R (for right-side) be the sequence of k reads from random addresses in [n], i.e.,

R := (read, a1), (read, a2), . . . , (read, ak),

where a1, . . . , ak ← [n] are chosen independently uniformly at random.

5. Let C be the sequence of dummy reads whose goal is to pad the whole sequence to

length `,

C := (read, 1), . . . , (read, 1)︸ ︷︷ ︸
`−(t−1)·`v−u·k times

,

* Output the concatenated length ` sequence

seqhard = A,L,B,R,C.
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We are interested in the set of cells that are touched both during the (L,B) sequence

and then during the R sequence, i.e., the set Cells(L,B | A) ∩ Cells(R | A,L,B) (see Def-

inition 6.3.2 for Cells(. . . ) notation). (We will elaborately define Cells(X | Y ) later in Sec-

tion 6.4.) By definition, it holds that

|Pv,u(seqhard)| ≥ |Cells(L,B | A) ∩ Cells(R | A,L,B)|.

Later in Theorem 6.4.1, we will prove the following.

Theorem 6.3.4 (See Theorem 6.4.1). Let δ := 1/128 and ε := 1/128. If DS is δ-correct (for

the array maintenance problem), then as long as n ∈ [max{8,m/(εb)}, N ] and k ≤ n · b/w,

it holds that

Pr [|Cells(L,B | A) ∩ Cells(R | A,L,B)| ≥ εk] > 3/4.

Indeed, observe that the conditions to apply this theorem are met since k ≤ nb/w as

n = `v/2, k = `v/χ, and χ = 2dw/be. Also, since v is an internal node whose induced

subtree consists of `v ≥ 2 · max{8,m/(εb)} leaves, we also have n ∈ [max{8,m/(εb)}, N ].

Therefore, for each v and its child u ∈ U ,

Pr [|Pv,u(seqhard)| ≥ εk] > 3/4.

Due to the security guarantee of DS, we deduce that for any (equal-length) sequence seq

the above should hold. Namely, denoting the randomness of the DS by ρ, we have

Pr
seqhard,ρ

[|Pv,u(seqhard)| ≥ εk]− Pr
ρ

[|Pv,u(seq)| ≥ εk] ≤ 1/4.

Therefore, we obtain that

Pr [|Pv,u(seq)| ≥ εk] > 1/2 and so E [|Pv,u(seq)|] > εk/2

for each v and its child u ∈ U
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Using Eq. (6.3) and linearity of expectation we obtain that

E[|Pv(seq)|] = E

[ ∑
u is a child of v

|Pv,u(seq)|

]

≥
∑

u is a child of v, u∈U

E [|Pv,u(seq)|]

> (χ/2) · (εk/2) = ε`/(4χd).

6.4 The Compression Argument

Let DS be an oblivious cell probe data structure for the array maintenance problem on

arrays of N entries, each of b bits. Let N ′ denote the number of cells in DS, let w denote

the bit-length of each cell, and let m denote the number of bits of client memory.

Consider the following distribution over sequences of operations given to DS. The dis-

tribution is denoted DA,B,n,k and it is parametrized by two sequences of operations A and

B, and by two positive integers n, k ≤ N . The sequence A consist of arbitrary reads and

writes (A is going to be a prefix sequence) and B consist of arbitrary reads but no writes

(B is going to be a padding sequence). Each sequence of operations sampled from DA,B,n,k

consists of 4 parts, A,L,B,R, in this order, where L (for left-side) is a sequence of n writes

to fixed addresses 1, . . . , n with uniformly random data, and R (for right-side) is a sequence

of k reads from uniformly random indices in [n]. The full sequence (A,L,B,R) looks as
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follows:

A : Fixed sequence of reads and writes;

L : (write, 1, x1), (write, 2, x2), . . . , (write, n, xn),

where x1, . . . , xn ← {0, 1}b, chosen uniformly at random;

B : Fixed sequence of reads;

R : (read, a1), (read, a2), . . . , (read, ak),

where a1, . . . , ak ← [n], chosen uniformly at random.

Recall that in Definition 6.3.2, given a sequence of operations (X, Y ) and randomness

ρ, we let Cells(Y | X) be the set of addresses of (physical) cells probed by DS during its

execution of the Y sequence after executing the X sequence, where ρ is the randomness used

by DS.2 For example, in an instance of sequence (A,L,B,R) sampled from our distribution,

(1) Cells(L,B | A) contains the (physical) addresses of cells probed by DS during the execu-

tion of the L and B parts after executing the A sequence, and (2) Cells(R | A,L,B) contains

the (physical) addresses of cells probed by DS during the execution of the R sequence after

executing the A,L, and B sequences. We prove the following theorem.

Theorem 6.4.1. Let δ := 1/128, ε := 1/128 and α := 3/4. Further, fix integers n ∈

[max{8,m/(εb)}, N ], b ≥ 16, and k ≤ n · b/w. Lastly, fix arbitrary sequences A and B as

above. Then, if DS is δ-correct (for the array maintenance problem), then it holds that

Pr
[
|Cells(L,B | A) ∩ Cells(R | A,L,B)| ≥ εk

]
> α,

where the probability is taken over the choice of L and R (i.e., over the choice of (A,L,B,R)

from DA,B,n,k), and over the internal randomness of DS.

In order to prove Theorem 6.4.1, we assume for contradiction that the statement is false,

2Notice that Cells(Y | X) is a set of addresses, whereas Access(X‖Y ) is a sequence of addresses.
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namely that there are A,B, n, k as in the theorem statement and a β ≤ α for which

Pr [|Cells(L,B | A) ∩ Cells(R | A,L,B)| ≥ εk] = β. (6.4)

To reach a contradiction, we construct a randomized compression scheme that encodes nb

uniformly random bits into a message that is less than nb bits. Section 6.4.1 describes the

encoding and decoding procedure of such compression, and it also shows the compression is

correct. We then in Section 6.4.2 prove that the expected size of the encoding is less then

nb bits, which is a contradiction to Shannon’s source coding theorem [116] and concludes

the proof of Theorem 6.4.1.

The reader may find it helpful to first read Section 6.7 where we prove a weaker version

of Theorem 6.4.1. Specifically, we show that the expected size of the intersection of both sets

from Theorem 6.4.1 is Ω(k) (rather than that it holds with high probability).

6.4.1 The Encoding and Decoding Procedures

The encoder, Alice, gets as input the nb random bits interpreted as x1, . . . , xn ∈ {0, 1}b, and

the decoder, Bob, aims to recover x1, . . . , xn. Our compression scheme uses a long string

which is shared by Alice and Bob but is completely independent of x1, . . . , xn. This shared

string consists of

� Fixed read/write sequence A and read-only sequence B;

� A sequence R of k reads where the indices are sampled uniformly at random (i.e.,

(read, a1), (read, a2), . . . , (read, ak), where a1, . . . , ak ← [n]);

� An integer t← [k] sampled uniformly at random; and

� A random tape ρ used by DS.
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Since x1, . . . , xn are sampled independently and uniformly, their entropy conditioned on the

shared string is nb. Therefore, by Shannon’s source coding theorem, the only way for Alice

to correctly transmit them to Bob is by sending at least nb bits.

Alice’s encoding:

� Input: nb bits interpreted as x1, . . . , xn ∈ {0, 1}b.

� Procedure:

1. Using ρ and DS, execute the sequence of requests

A,L,B,R,

where A,B, and R are taken from the shared string, and L := (write, 1, x1),

(write, 2, x2), . . . , (write, n, xn). Define the following collections of cells’ indices

that are physically probed during the execution:

– C0 := Cells(L,B | A). That is, the cells probed during the execution of the

L,B sequences.

– C := C0 ∩ Cells(R | A,L,B). That is, the cells probed during the execution

of the L,B sequences which are also probed during the execution of the R

sequence.

Right after executing A,L,B using ρ, let σ be the local state of DS, and let

content(C) be the contents of the cells in C.

2. Define R[1 . . . t− 1] := (read, a1), . . . , (read, at−1) to be the sequence of operations

that consists of the first t − 1 reads from R. For each i ∈ [n], define R̂t,i to be a

sequence of operations that consists of R[1 . . . t−1] and then, as its tth operation,

it performs a read from index i. That is,

R̂t,i := (read, a1), . . . , (read, at−1), (read, i).
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3. For each i ∈ [n], using ρ and DS, execute the sequence of operations

A,L,B, R̂t,i.

– We say that i ∈ [n] (or R̂t,i correspondingly) is easy iff

Cells((read, i) | A,L,B,R[1 . . . t− 1]) ∩ C0 = ∅,

and hard otherwise. Let H ⊂ [n] be the set of hard i’s and h := (xi)i∈H

(written in increasing order w.r.t. i).

– For each i ∈ [n], add i into set Hc iff DS answers operation (read, i) incorrectly

(after the execution of A,L,B,R[1 . . . t−1]). That is, let i ∈ Hc iff the answer

to (read, i) is not xi. Let hc := (xi)i∈Hc (written in increasing order w.r.t. i).

� Output:

– If |C| ≥ εk, output a bit 0, followed by msg0 := (x1, . . . , xn).

– Else (i.e., |C| < εk), output a bit 1, followed by msg1 :=

(σ,C, content(C), H, h,Hc, hc).

Bob’s decoding:

� Input from Alice is either

– the first bit is 0, followed by msg0 := (x′1, . . . , x
′
n), or

– the first bit is 1, followed by msg1 := (σ,C, content(C), H, h,Hc, hc).

� Procedure:

1. If the first bit is 0, output the received x′1, . . . , x
′
n directly. Otherwise, continue

as follows.
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2. For each hard i ∈ [n], i.e., i ∈ H, recover x′i by reading it from h (recall that

elements in h are ordered in increasing i).

3. For each incorrect index i ∈ Hc, recover x′i by reading it from hc (recall that

elements in hc are ordered in increasing i).

4. For each easy and correct i ∈ [n], i.e., i /∈ H ∪Hc, recover x′i using the following

steps:

(a) Using DS and randomness ρ, execute the sequence of operations A. Then,

replace the content of cells in C with content(C) and replace the local state

of DS with σ.

(b) Using this configuration, randomness ρ, and DS, execute R̂t,i and let x′i be

the result of the tth operation in R̂t,i, i.e., (read, i).

� Output: x′1, . . . , x
′
n.

Correctness of compression. For correctness of the encoding scheme, we show that Bob

always outputs values x′1, . . . , x
′
n such that x′i = xi for all i ∈ [n], where x1, . . . , xn are the

inputs of Alice. Whenever |C| ≥ εk, correctness holds immediately since Alice just sends

x1, . . . , xn explicitly to Bob. We therefore consider the case where |C| < εk. For every hard

i ∈ H or incorrect i ∈ Hc, we have x′i = xi by construction (since it is transmitted explicitly

as part of h or hc). For each easy and correct i ∈ [n], executing R̂t,i (using DS, local state

σ, and random tape ρ) needs only the contents of cells either in C or not in C0 (observe that

R[1 . . . t− 1] needs both and then easy (read, i) needs only those not in C0). Bob can obtain

the content of these cells not in C0 by executing the sequence of operations A. Hence, all the

needed information can be obtained by Bob and it is identical to that of Alice. Recall that

sequence B is read-only so the output is indeed xi written by L. Therefore, by correctness

of DS (as writes to and reads from i ∈ [n] ⊆ [N ] are valid operations), Bob indeed obtains

x′i = xi for all i ∈ [n].
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6.4.2 Encoding Size Analysis

We upper bound the expected size of the encoding outputted by Alice. We follow the

conventions that i) |s| denotes the number of bits of s for any sequence s, and ii) |S| denotes

the cardinality of S for any set S.

The encoding consists of a bit j and the message msgj, where j depends on whether

|C| ≥ εk. Let Good be the indicator for the event that |C| < εk. By the law of total

expectation, the expected size is the sum of two cases,

E
[∣∣j,msgj

∣∣] = 1 + E [|msg0| | ¬Good] · Pr [¬Good] + E [|msg1| | Good] · Pr [Good] .

By Eq. (6.4), we have

Pr[Good] = 1− β and Pr[¬Good] = β, (6.5)

and by construction, |msg0| is always nb bits. We thus focus on proving an upper bound on

the second conditional expectation, namely on E[|msg1| | Good].

Recall that the encoding msg1 consists of σ,C, content(C), H, h,Hc, hc and so by linearity

of expectation, it suffices to bound the expected size of each component marginally. First,

since the local state of DS is m bits, we know that |σ| ≤ m. Second, by the definition of the

event Good, we have that

E [|C| | Good] < εk and E [|content(C)| | Good] < εkw,

where the latter inequality follows since each cell consists of w bits. Third, for Hc and hc,

we have E[|Hc|] ≤ δn by δ-correctness of DS and then linearity of expectation. Hence, we

have E[|hc|] ≤ δnb without conditioning on Good. That is, it takes just δnb bits even if

Alice had always sent hc.

We are therefore left with upper bounding the number of hard read requests R̂t,i, namely,

the cardinality of H. For this, we use the fact that the tth read request is online and is made
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after the previous t− 1 requests are executed. That is, after executed t− 1 requests where

DS reads cells in C, the set C is fixed. Then, when given the tth request, DS must touch

a new cell not in C (unless it got lucky and it was already in C). Intuitively, this means

that DS must spend probes in order to answer the tth random read request (no matter how

many probes were spent on write requests and on previous read requests). Formalizing this

intuition into a bound on |H| is done in the following Lemma.

Lemma 6.4.2. Assuming Eq. (6.4), then

E [|H| | Good] < (β + ε/(1− β))n.

The proof of Lemma 6.4.2 uses the following key lemma whose proof is deferred to

Section 6.4.3.

Lemma 6.4.3 (Partial re-sampling). Let k be a natural positive integer and f be a binary

function. Let X, Y be two independent and finite random variables and let Y1, . . . , Yk, Y
∗ be

independent random variables distributed identically to Y . Let I be a random variable which

is distributed uniformly over the set [k]. Assume that Pr[f(X, Y1, . . . , Yk) = 1] > 0. Then, it

holds that

Pr[f(X, Y1, . . . , YI−1, Y
∗, YI+1, . . . , Yk) = 1 | f(X, Y1, . . . , Yk) = 1] ≥ Pr[f(X, Y1, . . . , Yk) = 1].

Proof of Lemma 6.4.2. Define random variables X, Y, Z, Y1, . . . , Yn, Z1, . . . , Zn that are in-

duced by Alice’s encoding procedure as follows:

Definition 6.4.4 (Random variables induced by Alice). Alice’s encoding procedure induces

the following random variables:

1. Sample L,R (as per DA,B,n,k) and t ← [k] uniformly at random. Split the operations

in R into three parts: R[1 . . . t − 1] is the sequence of first t − 1 operations, the tth
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operation (read, at), and R[t + 1 . . . k] is the sequence of last k − t operations (so

R = R[1 . . . t− 1]‖(read, at)‖R[t+ 1 . . . k]).

2. Execute the sequence of operations A,L,B,R usingDS and fresh randomness ρ. Define

sets C0 and C as in Alice’s procedure, that is C0 := Cells (L,B | A), and C := C0 ∩

Cells (R | A,L,B).

3. Output X indicating the Good event,

X :=


1 |C| < εk

0 otherwise.

4. For each i ∈ [n], output an indicator Yi indicating whether sequence (R̂t,i, R[t+1 . . . k])

is “good”. That is, executing (R[1 . . . t− 1], (read, i), R[t+ 1 . . . k]) (using DS) probes

less than εk cells in C0:

Yi :=


1
∣∣∣C0 ∩ Cells

(
R̂t,i, R[t+ 1 . . . k] | A,L,B

)∣∣∣ < εk

0 otherwise.

5. For each i ∈ [n], output an indicator Zi indicating whether i is hard as in Alice’s

procedure. That is,

Zi :=


1 |C0 ∩ Cells ((read, i) | A,L,B,R[1 . . . t− 1])| ≥ 1

0 otherwise.

6. Sample I ← [n] uniformly at random. Output Y := YI and Z := ZI .

Observe that |H| =
∑

i∈[n] Zi just by definition. By linearity of expectation and since Zi

is an indicator,

E [|H| | Good] = E

∑
i∈[n]

Zi | Good

 =
∑
i∈[n]

E[Zi | Good] =
∑
i∈[n]

Pr[Zi = 1 | Good]

=
∑
i∈[n]

Pr[Zi = 1 ∧ Yi = 0 | Good] +
∑
i∈[n]

Pr[Zi = 1 ∧ Yi = 1 | Good]. (6.6)
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We bound each of the terms in Eq. (6.6) separately in Claims 6.4.5 and 6.4.6, respectively.

Specifically, in Claim 6.4.5 we bound the first term by βn and in Claim 6.4.6 we bound the

second term by (ε/(1− β))n, and so these claims conclude the proof.

Claim 6.4.5. For the random variables {Yi, Zi}i∈[n] and the event Good, as defined above,

it holds that ∑
i∈[n]

Pr [Zi = 1 ∧ Yi = 0 | Good] ≤ βn.

Proof. Since the event Zi = 1 ∧ Yi = 0 holds whenever Yi = 0 holds, we have that

∑
i∈[n]

Pr [Zi = 1 ∧ Yi = 0 | Good] ≤
∑
i∈[n]

Pr [Yi = 0 | Good]

=
∑
i∈[n]

Pr [Yi = 0 | X = 1]

= n ·
∑
i∈[n]

Pr [Yi = 0 | X = 1] · Pr [I = i]

= n · Pr [Y = 0 | X = 1] ,

where the first equality holds by definition of Good which happens if and only if X = 1,

the second equality follows since I and X are independent and I is uniform in [n], and the

last equality follows since Y is chosen by first choosing I uniformly and then choosing Yi

independently.

Observe that Y is obtained by re-sampling (only) the tth operation at in R. That is, in

Definition 6.4.4, X = 1 means that the experiment succeeds when executing the sequence

R, while Y = 1 means that the experiment succeeds when executing another sequence R′,

where R′ is obtained by re-sampling a uniform and independent coordinate in R. Therefore,

by Lemma 6.4.3, it holds that

Pr [Y = 1 | X = 1] ≥ Pr [X = 1] = 1− β.
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Plugging this back in, we get∑
i∈[n]

Pr [Zi = 1 ∧ Yi = 0 | Good] ≤ βn.

Claim 6.4.6. For the random variables {Yi, Zi}i∈[n] and the event Good, as defined above,∑
i∈[n]

Pr[Zi = 1 ∧ Yi = 1 | Good] < εn/(1− β).

Proof. For each i, it holds that

Pr[Zi = 1 ∧ Yi = 1 | Good] = Pr[Zi = 1 ∧ Yi = 1 ∧ Good]/Pr[Good]

≤ Pr[Zi = 1 ∧ Yi = 1]/Pr[Good]

= Pr[Zi = 1 ∧ Yi = 1]/(1− β),

where the last inequality follows by Eq. (6.5). It therefore suffices to prove that∑
i∈[n]

Pr[Zi = 1 ∧ Yi = 1] < εn.

By partition the event Z = 1 ∧ Y = 1, we get that

Pr[Z = 1 ∧ Y = 1] =
∑
i∈[n]

Pr[Z = 1 ∧ Y = 1 ∧ I = i]

=
∑
i∈[n]

Pr[Zi = 1 ∧ Yi = 1] · Pr[I = i]

= (1/n) ·
∑
i∈[n]

Pr[Zi = 1 ∧ Yi = 1].

Therefore, it suffices to prove that

Pr[Z = 1 ∧ Y = 1] < ε.

Since Pr[Z = 1 ∧ Y = 1] = Pr[Z = 1 | Y = 1] · Pr[Y = 1] = Pr[Z = 1 | Y = 1] · (1 − β), it

suffices to prove that

Pr[Z = 1 | Y = 1] < ε/(1− β).
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To this end, we define the set Heavy as follows. Let R̂ be the sequence of operations

relative to which Y and Z are defined. Namely, R̂ = (read, a1), . . . , (read, at−1), (read, I),

(read, at+1), . . . , (read, ak), where t and I are uniformly and independently chosen. Define

Heavy :=
{
j ∈ [k] :

∣∣∣C0 ∩ Cells
(
R̂[j] | A,L,B, R̂[1 . . . j − 1]

)∣∣∣ ≥ 1
}
.

Observe that Z = 1 holds if and only if t ∈ Heavy. Additionally, Y = 1 implies |Heavy| < εk.

Therefore,

Pr [Z = 1 | Y = 1] = Pr [t ∈ Heavy | Y = 1]

≤ Pr [t ∈ Heavy | |Heavy| < εk] /Pr[Y = 1] < ε/(1− β),

where the first inequality follows as for all events (E1, E2, E3) such that E2 implies E3, it

holds that Pr[E1 | E2] ≤ Pr[E1 | E3]/Pr[E2], and the last inequality holds since R̂ and t are

independent. That is, even though the sampling process of R̂ depends on t, the marginal

distribution of t given R̂ is completely uniform since given an instance of R̂, the underlying

value of t could be arbitrary with equal probability.

Expected size of encoding. We now sum up the expected size of msg1 sent by Alice

conditioned on the case Good. Recall that σ takes m bits, and C and content(C) consume

together at most 2εkw bits conditioned on Good. The set H can be described simply using

a binary string of n bits, where the ith bit indicates whether i ∈ H or not. To describe h, by

Lemma 6.4.2, h can be described with at most (β+ ε/(1−β))nb bits in expectation. The set

Hc is described using n bits as well, but we defer hc since its expectation is not conditional.
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So, the expected size conditioned on Good is

m+ 2εkw + n+ (β + ε/(1− β)) · nb+ n ≤

m+ 2εnb+ n+ (β + ε/(1− β)) · nb+ n ≤

(3ε+ ε/(1− β) + 1/8 + β) · nb,

where the first inequality follows since k ≤ nb/w, and the second is since m ≤ εnb and

b ≥ 16. The total expected size is then

1 + E[|hc|] + E[|msg0| | ¬Good] · Pr[¬Good] + E[|msg1| | Good] · Pr[Good]

≤ 1 + δnb+ nb · Pr[¬Good] + (3ε+ ε/(1− β) + 1/8 + β) · nb · Pr[Good]

= 1 + δnb+ nbβ + (3ε+ ε/(1− β) + 1/8 + β) · (1− β) · nb,

where the first term 1 is the bit indicating if the case is Good in Alice’s encoding, and the

last equality follows since Pr[Good] = 1 − β (Eq. (6.5)). Plugging in δ = 1/128, ε = 1/128

and β ≤ α = 3/4, we obtain that the expected encoding size is strictly smaller than

1 + (1/128 + 3/4 + (1/4)(1/16 + 1/8 + 3/4)) · nb < nb

in bits, where the inequality follows since n ≥ 8 and w ≥ 16. By Shannon’s source coding

theorem, we thus reached a contradiction which completes the proof of Theorem 6.4.1.

6.4.3 Proof of Lemma 6.4.3

For ease of notation, let

1. Y = (Y1, . . . , Yk) be a vector of random variables and

2. YI,Ỹ = (Y1, . . . , YI−1, Ỹ , YI+1, . . . , Yk) be the vector Y where we replace the Ith element

with a random variable Ỹ .
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With this notation, we need to prove that

Pr[f(X,YI,Y ∗)) = 1 | f(X,Y) = 1] ≥ Pr[f(X,Y) = 1].

Let Y ′ be another random variable distributed identically to Y . Define a variant of the

function f , called f ′, which gets two inputs Z, Ỹ , where Z is parsed as (X, I,Y). The

function f ′ evaluates f(X,YI,Ỹ ) and outputs its output. We therefore need to prove that

Pr[f ′(Z, Y ∗)) = 1 | f ′(Z, Y ′) = 1] ≥ Pr[f ′(Z, Y ′) = 1].

Multiplying both sides by Pr[f(Z, Y ′) = 1] and using the definition of conditional prob-

ability, it suffices to prove that

Pr[f ′(Z, Y ∗) = 1 ∧ f ′(Z, Y ′) = 1] ≥ (Pr[f ′(Z, Y ′) = 1])
2
. (6.7)

Let pz := Pr[Z = z], qz := Pr[f ′(Z, Y ′) = 1 | Z = z], and S := {z : pz > 0} be the finite

subset of the sample space of Z. We partition the event in the left-hand side of Eq. (6.7)

into disjoint sets according to the finite values z ∈ S.

Pr[f ′(Z, Y ∗) = 1 ∧ f ′(Z, Y ′) = 1] =
∑
z∈S

Pr[f ′(Z, Y ∗) = 1 ∧ f ′(Z, Y ′) = 1 ∧ Z = z]

=
∑
z∈S

Pr[f ′(Z, Y ∗) = 1 ∧ f ′(Z, Y ′) = 1 | Z = z] · Pr[Z = z]

=
∑
z∈S

Pr[f ′(Z, Y ∗) = 1 | Z = z] · Pr[f ′(Z, Y ′) = 1 | Z = z] · Pr[Z = z]

=
∑
z∈S

(qz)
2 · pz.

In the above, the third equality holds since the events f ′(z, Y ′) = 1 and f ′(z, Y ∗) = 1

are independent whenever z is fixed. The right-hand side event of Eq. (6.7) is partitioned
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analogously as follows.

Pr[f ′(Z, Y ′) = 1] =
∑
z∈S

Pr[f ′(Z, Y ′) = 1 ∧ Z = z]

=
∑
z∈S

Pr[f ′(Z, Y ′) = 1 | Z = z] · Pr[Z = z]

=
∑
z∈S

pz · qz.

Applying Jensen’s inequality3 and using the fact that
∑

z∈S pz = 1 and the squaring function

is convex, we get that
∑

z∈S(qz)
2 · pz ≥

(∑
z∈S pz · qz

)2
, which completes the proof.

6.5 Separating Offline and Online ORAM

In this section we prove a separation between the offline and online ORAM models. Con-

cretely, we prove the following result.

Theorem 6.5.1. Consider the task of obliviously simulating a RAM with N cells each of

size b = logN bits using a RAM of N ′ cells each of size w bits and using local memory of

size m bits for w,m ∈ poly logN . There exists an offline ORAM scheme with N ′ ∈ O(N)

for this task with o(1) I/O efficiency, while every online ORAM scheme for this task must

have Ω(logN/ log logN) I/O efficiency (no matter how large N ′ is).

Proof. The lower bound follows directly from Theorem 6.3.1. Plugging in the values of

b,w,m, we get that every online ORAM scheme for this task must have Ω(logN/ log logN)

I/O efficiency.

The upper bound states that there exists an offline ORAM scheme with N ′ ∈ O(N)

that runs with o(1) I/O efficiency, and it follows from existing results. First, we state the

3Jensen’s inequality states that for a real convex function ϕ, numbers q1, . . . , qn in its domain, and positive

reals p1, . . . , pn, it holds that
∑

pi·ϕ(qi)∑
pi

≥ ϕ
(∑

pi·qi∑
pi

)
.
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parameters of the oblivious sort of Chan et al. [30].

Theorem 6.5.2 (Corollary 4, 2nd bullet, in Chan et al. [30]). Consider the task of obliviously

sorting N elements each of size b bits. There exists an algorithm on a RAM with O(N) cells

each of size w ≥ b logN bits and local memory m ≥ w2/b for this task whose total number

of memory probes is

O
(
(Nb/w) · logm/w(Nb/w)

)
.

The algorithm is statistically secure and has negligible probability of failure.

Plugging in, say, b = logN,w = log2N , and m = log3N , we get an oblivious sorting

algorithm with o(N) total memory probes and negligible probability of error. We plug this

oblivious sort algorithm into a construction of Boyle and Naor [21] who showed that any

oblivious sort algorithm (even a randomized one that has statistical error probability) implies

an ORAM construction with comparable efficiency.

Theorem 6.5.3 (Proposition 3.10 in Boyle and Naor [21]). Suppose there exists an oblivious

sorting algorithm (perhaps randomized and with negligible statistical error) for sorting N

words of size b ∈ Ω(logN) ∩ N o(1) with total number of memory probes comp(N, b). Then,

there exists an offline ORAM simulating programs that consist of t ≥ N operations with I/O

efficiency O(comp(N + t, 3b))/t.

Since our sorting algorithm requires o(N) memory probes, we obtain an offline ORAM

with o(1) I/O efficiency when simulating programs of length t ≥ N (i.e., less than one

physical memory probe per logical operation, on average).
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6.6 The Balls and Bins Model and Goldreich-Ostrovsky [67]’s

Lower Bound

In this section, we recall the balls and bins model due to Boyle and Naor [21] and then re-

prove a generalization of Goldreich’s and Ostrovsky’s lower bound [67], taking into account

the possibility that the cell size in the insecure RAM is different than the one in the oblivious

one.

Our high level goal is to obliviously simulate a RAM of N cells each of size b bits on a

RAM of N ′ with cells of size w bits and using m bits of client storage. Since we deal here

with the ball and bins model, we think of N ′ as the number of bins in the memory, w as be

the bit-size of bins, and b as the bit-size of balls. Denote r := bm/bc the number of registers

in the local memory, namely, the number of balls from the original RAM the client can store.

Definition 6.6.1 (Balls and bins model [21]). A (probabilistic) RAM parametrized by

N ′, b,w,m operates in the balls and bins model if CPU registers begin empty and the

allowed CPU operations are:

1. Move bin to memory: Specify B ⊆ [r] registers such that |B| = bw/bc and a ∈ [N ′],

write the tuple (write, a,Regs(B)) to outgoing communication tape, where Regs(B)

are the content of registers numbered with indices from B, and erase the content of

registers in Regs(B).

2. Request bin: For an a ∈ [N ′], write the tuple (read, a,⊥) to outgoing communication

tape.

3. Move bin to registers: For B ⊆ [r] of size bw/bc of empty registers, set their value to

val where val is the value (of a bin) currently on incoming communication tape. Erase

val from tape.
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The CPU may have an unbounded “metadata” space , and it is allowed to perform un-

bounded computation on the metadata space, but it is only allowed to perform the above

operations on registers and communication taps.

Revisiting Goldreich-Ostrovsky’s lower bound. Following [21], we present the lower

bound of [67] in the balls and bins model and for the case of offline simulation, where all

requests are given to the ORAM upfront. The offline aspect of the lower bound corresponds

to a stronger lower bound. Our lower bound is stated for possibly different values of b and

w and the proof is given for completeness since we could not find such an explicit version

of the lower bound in the literature. We remark that the lower bound we give is tight for

essentially all ranges of parameters for offline ORAM schemes, as we explain in Remark 6.6.3

(see also Section 6.5).

Theorem 6.6.2 (The lower bound of [67], revisited). Fix N, b,w,m ∈ N such that m ≥

w ≥ b. Every offline oblivious simulation of a RAM of N cells each of size b bits using a

RAM of size N ′ cells each of size w bits and m bits of local storage in the balls and bins

model must have I/O efficiency

Ω

(
logN

1 + log
(
m
b

)
+ w

b
· log

(
m
w

)) .
See Remark 6.6.3 for a comment about tightness of this lower bound.

Proof. The proof of the lower bound is done by a counting argument using the guaranteed

correctness and security of the scheme. We assume for simplicity that the simulation is

perfectly secure and perfectly correct. The proof can be extended if security (obliviousness)

and correctness have constant probability of failure by a slightly more involved counting

argument. Fix an arbitrary query sequence q = (q1, . . . , qt) of length t on the insecure RAM.

Execute this sequence of operations on the simulated RAM and denote the physical (i.e.,
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observable) access sequence by A(q). Let ` = |A(q)| be the number of accesses in A(q). The

point is that the same access sequence must be equally likely to occur for any other access

sequence q′ of the same length.

Therefore, all we need is to count the total possible number of operations the simulated

RAM can make and this should be at least as large as the total number of possible input

sequences. Each visible operation of the simulated RAM is either “Move bin to memory”

(write, a, B) or “Request bin” (read, a,⊥). These operations have at most
(

r
w/b

)
+ 1 distinct

hidden choices (a is not hidden). Between any two executions of “Move bin to memory” or

“Request bin”, the CPU has the option to execute once the operation “Move bin to register”

which gives additional
(

r
w/b

)
hidden choices. In total, this allows at most 2(

(
r

w/b

)
+1) possible

hidden actions for each visible access, resulting in H = 2` · (
(

r
w/b

)
+ 1)` possible complete

hidden action sequences for any fixed visible.

It remains to count how many length-t sequences can be encoded inside each of the H

hidden action sequences, given the visible sequence. Fix a visible-hidden sequence of actions

act = (v1, h1), . . . , (v`, h`) and we say that it satisfies a query sequence (q1, . . . , qt) if there are

indices 1 ≤ j1 ≤ . . . ≤ jt ≤ ` such that for each i ∈ [t], after executing (v1, h1), . . . , (vji , hji),

the ball corresponding to the ith queried data item qi currently resides in one of the registers

of the client’s memory. Clearly, a fixed sequence of actions act can satisfy at most r` request

sequences.

Combining the above, we see that any given length ` visible access sequence must satisfy

at most 2` · (
(

r
w/b

)
+ 1)` · r` request sequences of length t. Thus, in order to satisfy all such

sequences, it must be that

2` ·
((

r

w/b

)
+ 1

)`
· r` ≥ N t
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which implies that

` ≥ t · logN

log (2r) + log
((

r
w/b

)
+ 1
)

≥ t · logN

log (2m/b) + log ((m/w)w/b + 1)

∈ Ω

(
t · logN

1 + log
(
m
b

)
+ w

b
· log

(
m
w

)) .

Remark 6.6.3 (Tightness of the lower bound). The lower bound is pretty tight for offline

ORAM schemes in a wide range of parameters. When w � b, there is an algorithm due

to Chan et al. [30]4 in the balls and bins model that sorts an array of N balls each of b

bit-length on a RAM with O(N) bins each of w bit-length with I/O efficiency (amortized

per element to sort)

O
(
(b/w) · logm/w(Nb/w)

)
= O

(
logN − log

(
w
b

)
w
b
· log

(
m
w

) )
.

Due to a result of Boyle and Naor [21, Proposition 3.10] (see Theorem 6.5.3), this implies

an offline ORAM construction with the same asymptotic I/O efficiency.

6.7 Warm-up for the Compression Argument

In this section, we prove a weaker form of Theorem 6.4.1, where we show that the claim

holds only in expectation. While the statement is strictly weaker, we believe that it serves

as useful warm-up for the stronger high-probability counterpart, i.e., Theorem 6.4.1. We

also assume here for simplicity that data structure DS is perfectly correct. For readability

4Chan et al. [30] is a follow up on Goodrich [70] whose algorithm had the same complexity but was not
in the balls and bins model.
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purposes, the definition of the sequence (A,L,B,R) is copied from Section 6.4:

A : Fixed sequence of reads and writes;

L : (write, 1, x1), (write, 2, x2), . . . , (write, n, xn),

where x1, . . . , xn ← {0, 1}b, chosen uniformly at random;

B : Fixed sequence of reads;

R : (read, a1), (read, a2), . . . , (read, ak),

where a1, . . . , ak ← [n], chosen uniformly at random.

Theorem 6.7.1. Let ε := 1/128. Further, fix integers n ∈ [max{8,m/(εb)}, N ], b ≥ 16,

and k ≤ n · b/w. Lastly, fix arbitrary sequences A and B as above. Then, if DS is perfectly

correct (for the array maintenance problem), then it holds that

E [|Cells(L,B | A) ∩ Cells(R | A,L,B)|] ≥ εk,

where the probability is taken over the choice of L and R (i.e., over the choice of (A,L,B,R)

from DA,B,n,k), and over the internal randomness of DS.

Proof. We assume for contradiction that the statement is false, namely that there are

A,B, n, k as in the theorem statement for which

E [|Cells(L,B | A) ∩ Cells(R | A,L,B)|] < εk. (6.8)

To reach a contradiction, we construct a randomized compression scheme that encodes nb

uniformly random bits into a message that is less than nb bits. The encoder, Alice, gets as

input the nb random bits interpreted as x1, . . . , xn ∈ {0, 1}b, and the decoder, Bob, aims to

recover x1, . . . , xn. Our compression scheme uses a long string which is shared by Alice and

Bob but is completely independent of x1, . . . , xn. This shared string consists of

� Fixed request sequences A and B;

257



� A sequence R of k reads where the indices are sampled uniformly at random (i.e.,

(read, a1), (read, a2), . . . , (read, ak), where a1, . . . , ak ← [n]);

� An integer t← [k] sampled uniformly at random; and

� A random tape ρ used by DS.

Since x1, . . . , xn are sampled independently and uniformly, their entropy, conditioned on the

share string, is nb bits. Therefore, by Shannon’s source coding theorem, the only way for

Alice to correctly transmit them to Bob is by sending at least nb bits. The procedures of

Alice and Bob are showen below. Compared to that of Section 6.4.1, there are only two

differences: 1) there is no “bad case” of |C| ≥ εk and Alice always sends C and content(C),

and also 2) incorrect answers Hc and hc disappear given that DS is perfectly correct.

Alice’s encoding:

� Input: nb bits interpreted as x1, . . . , xn ∈ {0, 1}b.

� Procedure:

1. Using ρ and DS, execute the sequence of requests

A,L,B,R,

where A,B, and R are taken from the shared string, and L := (write, 1, x1),

(write, 2, x2), . . . , (write, n, xn). Define the following collections of cells’ indices

that are physically probed during the execution:

– C0 := Cells(L,B | A). That is, the cells probed during the execution of the

L,B sequences.

– C := C0 ∩ Cells(R | A,L,B). That is, the cells probed during the execution

of the L,B sequences which are also probed during the execution of the R

sequence.
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Right after executing A,L,B using ρ, let σ be the local state of DS, and let

content(C) be the contents of the cells in C.

2. Define R[1 . . . t− 1] := (read, a1), . . . , (read, at−1) to be the sequence of operations

that consists of the first t − 1 reads from R. For each i ∈ [n], define R̂t,i to be a

sequence of operations that consists of R[1 . . . t−1] and then, as its tth operation,

it performs a read from index i. That is,

R̂t,i := (read, a1), . . . , (read, at−1), (read, i).

3. For each i ∈ [n], using ρ and DS, execute the sequence of operations

A,L,B, R̂t,i.

We say that i ∈ [n] (or R̂t,i correspondingly) is easy iff

Cells((read, i) | A,L,B,R[1 . . . t− 1]) ∩ C0 = ∅,

and hard otherwise. Let H ⊂ [n] be the set of hard i’s and h := (xi)i∈H (written

in increasing order w.r.t. i).

� Output: (σ,C, content(C), H, h).

Bob’s decoding:

� Input from Alice: σ,C, content(C), H, h.

� Procedure:

1. For each hard i ∈ [n], i.e., i ∈ H, recover x′i by reading it from h (recall that

elements in h are ordered in increasing i).

2. For each easy i ∈ [n], i.e., i /∈ H, recover x′i using the following steps:
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(a) Using DS and ρ, first execute the sequence of requests A. Then, replace the

cells in C with content(C), and replace the local state of DS with σ.

(b) Using this configuration, ρ, and DS, execute R̂t,i and let x′i be the result of

the last request of R̂t,i, i.e., (read, i).

� Output: x′1, . . . , x
′
n.

Analysis. We start with the correctness of the compression argument, i.e., Bob always

outputs values x′1, . . . , x
′
n such that x′i = xi, where x1, . . . , xn are the inputs of Alice. For

every hard i ∈ H, we have x′i = xi immediately by construction (since it is transmitted

explicitly as part of h). For each easy i ∈ [n], executing R̂t,i (using DS, local state σ, and

random tape ρ) needs only the cell contents of C or the contents of cells not in C0. The

former is given to Bob explicitly while the latter can be obtained by Bob by executing the

sequence of accesses A. Hence, all the needed information can be obtained by Bob and it

is identical to that of Alice. Therefore, Bob indeed obtains x′i = xi for each i ∈ [n] by

correctness of DS.

We next upper bound the expected size of the encoding outputted by Alice assuming

Eq. (6.8). Recall that the encoding consists of σ,C,CellContent(C), h,H and so by linearity

of expectation, it suffices to bound the expected size of each component marginally. First,

since the local state of DS is m bits, we know that |σ| ≤ m. Second, by Eq. (6.8) we directly

have that

E [|C|] ≤ εk and E[|content(C)|] ≤ εkw,

where the latter inequality follows since each cell consists of w bits and is indexed by at

most w bits.

We are therefore left with upper bounding the number of hard read requests, namely, the

cardinality of H. For this, we use the fact that the t-th read request is online and is made
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after the previous t− 1 requests are executed. That is, after executed t− 1 requests where

DS reads cells in C, the set C is fixed. Then, when given the tth request, DS must touch a

new cell not in C (unless it got lucky and it was already in C). Intuitively, this means that

DS must spend time in order to answer the tth random read request (no matter how much

time has spent on write requests). Formalizing this intuition into a bound on |H| is done

next.

Claim 6.7.2. E[|H|] < εn.

Proof. Recall our assumption:

E [|Cells(L,B | A) ∩ Cells(R | A,L,B)|] < εk,

where the randomness is over the choice of L,R (as per DA,B,n,k) and the internal randomness

of DS. Define random variables Z ′, Z1, . . . , Zn, Z that are sampled as follows:

1. Sample L,R (as per DA,B,n,k) and t ← [k] uniformly at random. Split the operations

in R into three parts: R[1 . . . t − 1] is the sequence of first t − 1 operations, the tth

operation (read, at), and R[t + 1 . . . k] is the sequence of last k − t operations (so

R = R[1 . . . t− 1]‖(read, at)‖R[t+ 1 . . . k]).

2. Execute the sequence of operations A,L,B,R usingDS and fresh randomness ρ. Define

sets C0, C as in Alice’s procedure, that is C0 := Cells (L,B | A), and C := C0 ∩

Cells (R | A,L,B).

3. Output

Z ′ :=
∣∣C0 ∩ Cells ((read, at) | A,L,B,R[1 . . . t− 1])

∣∣.
That is, the number of cells that are accessed both during the execution of L,B and

during the execution of the tth read request in R.
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4. For each i ∈ [n], output an indicator Zi indicating whether i is hard. That is,

Zi :=


1 |C0 ∩ Cells ((read, i) | A,L,B,R[1 . . . t− 1])| ≥ 1

0 otherwise.

5. Sample I ← [n] uniformly at random. Output Z := ZI .

First, by our assumption and linearity of expectation, we have

E[Z ′] = (1/k) · E [|Cells(L,B | A) ∩ Cells(R | A,L,B)|] < εk/k = ε.

By Markov’s inequality, it holds that

Pr[Z ′ ≥ 1] ≤ E[Z ′] < ε.

That is, the marginal probability of the event that the execution of the tth read request

touches any cell in C0 is at most ε, where the probability is taken over t, ρ, L,R.

Since Z is sampled by the same procedure as Z ′, except that the former is rounded to 1

whenever it is bigger than 1, we have that

Pr[Z = 1] < ε and E[Z] < ε.

By the law of total expectation,

ε > E[Z] =
∑
i∈[n]

E[Z | I = i] · Pr[I = i] =
1

n
·
∑
i∈[n]

E[Z | I = i].

Since Zi and the conditional random variable Z | I = i are identical for all i, we have

εn > nE[Z] =
∑
i∈[n]

E[Zi] = E

∑
i∈[n]

Zi

 = E[|H|].

262



We can now sum up the expected total size of the encoding sent by Alice. Recall that

σ takes m bits, and C and content(C) consume together in expectation at most 2εkw bits.

The set H can be described by n bits. By the above Claim 6.7.2, h can be described with

at most εnb bits. So, the total expected size is

m+ 2εkw + n+ εnb ≤

m+ 3εnb+ n ≤

4εnb+ n < nb,

where the first inequality follows by k ≤ nb/w, and the second is since m ≤ εnr, and the

last by b ≥ 16. By Shannon’s source coding theorem, we thus reached a contradiction which

completes the proof.

6.8 A Multi-Server ORAM Lower Bound

In this section we show how to extend and adapt our techniques to the non-colluding multi-

server setting, strengthening the recent result of Larsen, Simkin, and Yeo [91]. In a high

level, in the multi-server setting, data may be stored on multiple servers and an access can

be to some specific server. The adversary only controls and sees accesses to some fraction of

the servers. This relaxation not only makes the task of designing secure scheme presumably

easier, but also makes existing (single-server) ORAM lower bounds inapplicable directly.

This motivated numerous attempts to construct sub-logarithmic overhead oblivious RAM

schemes in the multiple-servers setting [23,31,48,73,87,97]. Larsen et al.’s [91] recent lower

bound shows essentially that the same lower bound from Larsen and Nielsen [90] can be

extended to the multi-server setting, even in the (weak) non-colluding adversarial model,

making the lower bound stronger. Their lower bound implies that no multi-server scheme
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can go below logarithmic overhead (even in the presence of such weak adversaries). The

extension of [91] uses the same hard sequence from [90] and so it suffers from the same b/w

multiplicative term. In this section we get rid of this term in their lower bound.

We start by describing the model and then proceed with the proof. Large portions of

the text in this section (definitions, problem statement, and many parts of the proof) are

borrowed as is from Larsen et al. [91]. Apart from various calculations that change, the

main differences are that we will apply our χ-ary information transfer tree and improved

compression argument (for our own distribution of operations), as in Section 6.3. This is

done below in a modular fashion as much as possible.

6.8.1 The Model

We extend the oblivious cell probe model (Section 6.2) to the setting of k servers. In this

model, there are k servers S1, . . . , Sk, each with a server memory that consists of N ′ cells

each of size w bits. We assume k ·N ′ ≤ 2w so that any cell can store the pointer to another

cell on any server. A data structure is equipped with a client storage of size m bits, which

is free to access. The array maintenance problem is defined identically as in Section 6.2,

i.e., there are N entries in the array and b bits per entry, and a data structure allows write

and read operations. That is, update operations U = {(write, i, a) : i ∈ [N ], a ∈ {0, 1}b} and

query operations Q = {(read, i) : i ∈ [N ]}. We refer to the access to a memory cell on a

server simply as probing it to distinguish accessing entries from read and write operations.

In the k-server setting, the allowed computation, δ-correctness, and expected I/O effi-

ciency are identically defined as in the single server setting (Section 6.2). We briefly recall

them for completeness. In the model, data structures have access to an arbitrarily long ran-

dom bit-string ρ which is drawn upfront and independently random, and is also referred to
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as the random tape. When executing read and write operations, data structures are allowed

to probe the cells on k servers and overwrite the contents to cells in each step, where the

cells and the contents is an arbitrary deterministic function of the client memory, random

tape, the given operations, and contents of all other cells probed so far. The data structure

is also allowed to update the client memory in each step, again setting the contents to an

arbitrary deterministic function of the current memory, random tape and contents of cells

probed so far. We say that a data structure is δ-correct if for every sequence of M operations

op1, . . . , opM , and for every query opi in that sequence, the probability that opi is answered

correctly is at least 1 − δ. The expected I/O efficiency is defined as the number of cells it

probes per operation when executing a sequence of read and write operations (notice that

the definition is amortized).

We also recall that the data structure is online, namely, it has to answer the current read

operation before obtaining the next operation. Moreover, the adversary sees the induced cell

probes of each operation as defined in the following definition.

Security. Let y = (op1, . . . , opM) be a sequence of M operations of the given data structure

problem, where each opi ∈ U ∪ Q. For an oblivious cell probe data structure, define the

(possibly randomized) probe sequence on y as the tuple:

Access(y) = (Access(op1), . . . ,Access(opM)) ,

where Access(opi) is the sequence of cells probed while executing opi. Notice that Access(y)

is a deterministic function of the random tape and the sequence y. Each probe in a list

Access(opi) is described by a tuple (s, a) ∈ [k]× [N ′], where s is the index of the server where

the probe is made, and a is the address of the memory cell probed at the server. For a server

Si, we let Access|Si(opj) denote the sub list of Access(opj) containing only the probes (s, a)

with s = i. We similarly define Access|Si(y) =
(
Access|Si(op1), . . . ,Access|Si(opM)

)
as the
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probes seen by server Si. A multi-server data structure is secure if it satisfies the following

security guarantee:

Definition 6.8.1 (Security of multi-server data structure). A multi-server data structure is

ε-secure if the following indistinguishability holds:

� For any two sequences of operations y and z of the same length M and for any server

Si, their probe sequences Access|Si(y) and Access|Si(z) cannot be distinguished with

probability better than ε by an algorithm which is polynomial time in N . For-

mally, if Access|Si,M denotes the image of Access|Si on sequences of length M and

f : Access|Si,M → {0, 1} denotes a polynomial time computable function, then it must

be the case that

∣∣Pr
[
f(Access|Si(y)) = 1

]
− Pr

[
f(Access|Si(z)) = 1

]∣∣ ≤ ε

for any two sequences y and z of length M . Here the probability is taken over the

randomness ρ of the data structure.

6.8.2 Proof of the Lower Bound

In this section, we will follow the arguments of Larsen et al. [91] together with our information

transfer tree and hard distribution over operation sequences to prove the following theorem.

Theorem 6.8.2. Let k be the number of servers, N ′ denote the number of cells, w denote

the cell size in bits, and m denote the number of bits of client memory. In the k-server

model, let DS be an oblivious cell probe data structure for the array maintenance problem

on arrays of N entries, each of size b bits. Assume that 16 ≤ b ≤ w and b ≤ m ≤ Nb.
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If DS is (1/128)-correct and (1/(4k))-secure, then there is a sequence of ` ∈

(N/(2dw/be), N ] operations such that the expected amortized I/O efficiency of DS on this

sequence is

Ω

(
log(Nb/m)

1 + log dw/be

)
.

We note that k does not appear in the lower bound expression except for the required

security of the given scheme. Indeed, for k = 1 we recover exactly Theorem 6.3.1.

Proof of Theorem 6.8.2. Fix ` to be a power of χ := 2dw/be in the range (N/(2dw/be), N ].

Given a length ` sequence of operations, seq = (op1, . . . , op`), define Cells(opi | op1, . . . , opi−1)

as the set of addresses of (physical) cells probed by DS during its execution of oper-

ation opi after executing the sequence (op1, . . . , opi−1). Thus, the sum of cardinalities∑
i∈[`]

∣∣Cells(opi | op1, . . . , opi−1)
∣∣ is a lower bound on the total number of probes made by

DS.

Next we define the χ-ary information transfer tree T, which is similar to the one we defined

in Section 6.3 (recall that Larsen et al. [91] constructed a binary tree). For any sequence of

` operations seq = (op1, . . . , op`), we construct a complete χ-ary tree T with the operations

as leaves. When executing operation opi, we assign the probes in Cells(opi | op1, . . . , opi−1)

to the nodes of T. For each probe p ∈ Cells(opi | op1, . . . , opi−1), consider the last time the

cell p was probed during op1, . . . , opi−1. If opj with j < i denotes the last operation in which

the cell was probed, we assign p to the lowest common ancestor of opi and opj in T. If there

is no such opj, we do not assign such p to any node of T. For each node v of T, any child

u of v, we let P (seq, v, u) denote the set of probes that are assigned to v and are in the

induced subtree of u while executing seq (note the P (seq, v, u) is a random variable due to

the randomness ρ of DS). Observe that any probe is assigned to at most one pair of nodes

(v, u) in T.
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We now consider a fixed “dummy” sequence of ` operations:

y := (read, 1), (read, 1), (read, 1), . . . , (read, 1)︸ ︷︷ ︸
` times

,

which always just reads the first entry of the array. We say that the root of T has depth 0

and the leaves have depth logχ `. For a node v ∈ T, we denote d(v) its depth. We will prove

the following:

Lemma 6.8.3. Let DS be the data structure parameterized by N, b, k,w,m as per Theo-

rem 6.8.2. Let d∗ := logχ

⌈
`

2·max{8,m/(εb)}

⌉
, let node v ∈ T of depth d = d(v) ≤ d∗, and let u be

child of v such that u is in the right half of the subtree induced by v. If DS is (1/128)-correct

and (1/4k)-secure, it holds that Eρ[|P (y, v, u)|] = Ω
(
`/χd+1

)
.

Lemma 6.8.3 immediately gives our result, since by linearity of expectation, we get that

the total number of probes T (y) made by DS satisfies:

E[T (y)] ≥
∑

v∈T, child u of v

E [|P (y, v, u)|]

≥
d∗∑
d=0

∑
v∈T, d(v)=d,

right-half child u of v

E[|P (y, v, u)|]

≥
d∗∑
d=0

χd · (χ/2) · Ω
(
`/χd+1

)
= Ω(d∗ · `).

Thus, it remains to prove Lemma 6.8.3. To do so, consider a pair of parent-child nodes

(v, u) ∈ T of depth d(v) ≤ d∗. We consider distribution D(v, u) over sequences of ` operations

op1, . . . , op`, where D(v, u) is identical to that of Lemma 6.3.3 (see also Figure 6.2):

� For every opi that is in the left-half induced subtree of v, we let the operations be

(write, 1, x1), . . . , (write, n, xn),
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where n := `/2χd is the number of leaves in the left-half induced subtree of v, and

x1, . . . , xn ← {0, 1}b are chosen independently and uniformly at random.

� For every opi that is in the induced subtree of u, let the operations be the sequence of

k := `/χd+1 reads from uniformly random addresses in [n], i.e.,

(read, a1), (read, a2), . . . , (read, ak),

where a1, . . . , ak ← [n] are chosen independently and uniformly at random.

� Otherwise, let opi = (read, 1).

Next, we apply D(v, u) as the hard distribution, which is the main difference compared to

Larsen et al. [91]. By Theorem 6.4.1, under distribution D(v, u), there must be many probes

assigned to v with high probability:

Corollary 6.8.4. Let v, u be the pair of nodes as per Lemma 6.8.3, and let z ∼ D(v, u) be

the sequence of ` operations sampled as above. If DS is 1/128-correct and has m-bit client

memory, then

Pr
z,ρ

[|P (z, v, u)| ≥ ε · `/χd+1] ≥ 3/4,

where ε = 1/128 as per Theorem 6.4.1.

We will now use the (1/(4k))-security of DS and Corollary 6.8.4 to prove Lemma 6.8.3.

To do so, start by partitioning the set P (seq, v, u) into k sets P|S1(seq, v, u), . . . , P|Sk(seq, v, u)

where P|Si(seq, v, u) contains all probes to any cell at server Si while executing a sequence

of operations seq. Let z ∼ D(v, u). Let J :=
⌊
log
(
(ε/4) · `/χd+1

)⌋
for short. For each

j ∈ {0, . . . , J}, define qi,j as

qi,j :=


Pr
z,ρ

[∣∣P|Si(z, v, u)
∣∣ ∈ [2j, 2j+1)

]
j < J,

Pr
z,ρ

[∣∣P|Si(z, v, u)
∣∣ ≥ 2J

]
j = J.
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Similarly, define

q̂i,j :=


Pr
ρ

[∣∣P|Si(y, v, u)
∣∣ ∈ [2j, 2j+1)

]
j < J,

Pr
ρ

[∣∣P|Si(y, v, u)
∣∣ ≥ 2J

]
j = J.

We first observe that for all i ∈ [k] and all j ∈ {0, . . . , J}, we must have q̂i,j ≥ qi,j−1/(4k).

To see this, observe that if q̂i,j < qi,j − 1/(4k), then for an x ∈ {y, z}, the server Si can

distinguish whether x = y or x = z with probability greater than 1/(4k) as follows: When

seeing Access|Si(x), output 1 if
∣∣P|Si(x, v, u)

∣∣ ∈ [2j, 2j+1) (or
∣∣P|Si(x, v, u)

∣∣ ≥ 2J when j = J)

and 0 otherwise. Notice that P|Si(x, v, u) can be computed from Access|Si(x). A technical

detail is that z is in fact random and not a fixed sequence as in the definition of the security

guarantee. But if the adversary can distinguish the random z from y, then by averaging,

there must exist a fixed sequence in the support of z which can also be distinguished from y

with the same advantage. Hence q̂i,j ≥ qi,j − 1/(4k) for all i, j.

We now split the proof into two cases. Assume first that
∑

i∈[k] qi,J ≥ 1/2. In this case,

we have
∑

i∈[k] q̂i,J ≥ 1/2− k/(4k) = 1/4. By linearity of expectation, this implies

Eρ[|P (y, v, u)|] ≥ (1/4) · 2J = Ω
(
`/χd+1

)
,

as claimed. Next, assume that
∑

i∈[k] qi,J < 1/2. By Corollary 6.8.4, we have

Pr
z,ρ

[
|P (z, v, u)| ≥ ε · `/χd+1

]
≥ 3/4.

Now let E denote the event that for all i ∈ [k], we have:

∣∣P|Si(z, v, u)
∣∣ < 2J .

We then have:

Pr
z,ρ

[
|P (z, v, u)| ≥ ε · `/χd+1 ∧ E

]
≥ 3/4− (1− Pr[E]) ≥ Pr[E]− 1/4.
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Therefore,

Pr
z,ρ

[
|P (z, v, u)| ≥ ε · `/χd+1

∣∣∣ E] = Pr
z,ρ

[
|P (z, v, u)| ≥ ε · `/χd+1 ∧ E

]
/Pr[E]

≥ (Pr[E]− 1/4)/Pr[E]

= 1− 1/(4 Pr[E])

≥ 1/2,

where the last inequality follows since Prz,ρ[E] ≥ 1/2 as
∑

i∈[k] qi,J < 1/2. This implies that

Ez,ρ [|P (z, v, u)| | E] ≥ (ε/2) · `/χd+1.

We will use (1/(4k))-security and show that this means that

Eρ[|P (y, v, u)|] = Ω
(
`/χd+1

)
.

Consider what happens if we modify the definition of P (z, v, u) such that we set

P (z, v, u) = ∅ if there is at least one server Si such that
∣∣P|Si(z, v, u)

∣∣ ≥ 2J . Let P ∗(z, v, u)

denote this modified version of P (z, v, u) and let q∗i,j denote the corresponding versions of

the qi,j’s. We clearly have q∗i,j ≤ qi,j for all i, j. Moreover, conditioned on E, we have

P (z, v, u) = P ∗(z, v, u). It follows that

Ez,ρ [|P ∗(z, v, u)|] ≥ Pr
z,ρ

[E] · Ez,ρ[|P (z, v, u)| | E] ≥ (ε/4) · `/χd+1.

At the same time, we also have

Ez,ρ[|P ∗(z, v, u)|] ≤
k∑
i=1

J−1∑
j=0

q∗i,j · 2j+1.

Using that q∗i,j ≤ qi,j, this means that

k∑
i=1

J−1∑
j=0

qi,j · 2j+1 ≥ (ε/4) · `/χd+1.
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Now, since q̂i,j ≥ qi,j − 1/(4k), we have that

k∑
i=1

J−1∑
j=0

q̂i,j · 2j+1 ≥ (ε/4) · `/χd+1 −
k∑
i=1

J−1∑
j=0

2j+1/(4k)

≥ (ε/4) · `/χd+1 −
k∑
i=1

2J+1/(4k)

≥ (ε/4) · `/χd+1 − (ε/8) · `/χd+1

= (ε/8) · `/χd+1.

Then, it follows that

Eρ[|P (y, v, u)|] ≥
k∑
i=1

J∑
j=1

q̂i,j · 2j

≥ (1/2)
k∑
i=1

J−1∑
j=1

q̂i,j2
j+1

= Ω
(
`/χd+1

)
.

This completes the proof of Lemma 6.8.3 and thus Theorem 6.8.2.
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CHAPTER 7

ADDITIONAL RESULTS

Our additional results are summarized in following sections. In Section 7.1, we present

our oblivious PRAM constructions that are prior or subsequent to OptORAMa. Then in

Section 7.2, we show oblivious tight compaction and sorting in both the external-memory

model and the circuit model. Section 7.3 includes other independent research results in

cryptography.

7.1 Oblivious PRAMs

Optimal Oblivious PRAM. To parallelize OptORAMa (Chapter 5) to PRAM model,

there are many technical challenges to overcome. Oblivious parallel tight compaction (Chap-

ter 3) is an essential subroutine and takes the first step, but parallelizing other building

blocks need involved techniques as well. For example, we do not know how to parallelize the

cuckoo assignment in Section 5.6. Another challenge is to sample the balls-into-bins loads

in logarithmic parallel time, where Section 5.3.7 achieved only linear total work.

Therefore, to obtain an optimal oblivious PRAM (OPRAM) in our subsequent

manuscript [11], we develop a novel oblivious hashing scheme that is more efficient in paral-

lel time and roughly replaces the cuckoo hashing in OptORAMa. Similarly, we construct a

new parallel algorithm to sample the balls-into-bins loads efficiently. Overall, we construct

an computationally secure OPRAM such that takes as per-step input a batch of m paral-

lel memory access requests, uses O(N) parallel CPUs, and answers every batch of requests

in O(logN) parallel time while the overhead of total work amortized over a sequence of

batches is still O(logN) [11, Theorem 1.1]. We also extend the lower bound of Larsen and

Nielsen [90] to OPRAM and show that our OPRAM is indeed optimal [11, Theorem 1.2].
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Hence, such subsequent result strictly generalizes OptORAMa.

Revisiting hierarchical O(P)RAM. In an earlier joint work with Chan, Guo, and

Shi [29], we constructed a two-tier oblivious hashing scheme. Then, using the two-tier hash-

ing, we constructed an OPRAM scheme that achieves overhead O
(

log2N
log logN

)
[29, Theorem

5]. Both the two-tier hashing and the OPRAM scheme are simple, and the OPRAM scheme

is only subsumed recently by our involved optimal OPRAM [11] mentioned above.

In addition to the two-tier hashing, we also revisited the oblivious cuckoo hashing of

Goodrich and Mitzenmacher [70, GM for short]. We found a weakness in the algorithm of

GM (see [29, Appendix A]), and then we fixed the weakness following the brilliant blueprint

of GM (see [29, Appendix B]). We stress that the fixed cuckoo hashing [29] is needed for the

cuckoo assignment used in Section 5.6.

7.2 Oblivious Sorting and Tight Compaction

Oblivious sorting in the cache-oblivious external-memory model. In the external-

memory model [2], in addition to the CPU and the memory of RAM model, there is an

intermediate storage called “cache” between CPU and memory; whenever CPU accesses a

word, it first looks for the word in the cache and uses the word directly if the word is found

in the cache (called a cache hit); otherwise, the word is not in the cache (called a cache miss),

then a sequence of words, also called a cache line, containing the desired word is moved from

the memory into the cache. The major efficiency metric in such external-memory model is

the number of cache misses consumed by an algorithm; the running time is still defined as

the number of word-level operations, and it is often the secondary metric.

As mentioned in Theorem 6.5.2, in the joint work with Chan, Guo, and Shi [30], we con-
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struct a randomized and statistically oblivious sorting such that consumes O
(
n
B

logM/B
n
B

)
cache misses, where M is number of words in the cache, B is number of words per cache

line, and it is assumed that M ≥ B2 and B ≥ log n. The number of cache misses is

equivalent to the I/O efficiency stated in Theorem 6.5.2. Moreover, our sorting algorithm

is cache-oblivious [57]: the algorithm achieves the claimed number of cache misses without

using/knowing cache parameters M and B. It is proved that cache-oblivious algorithms ex-

hibit several desired properties in the practical storage hierarchy [110, Section 8.2]. Hence,

we believe our oblivious sorting is also practically efficient.

Compared to the oblivious sorting of Goodrich [68], our result achieves the same number

of cache misses asymptotically , but our algorithm is additionally cache-oblivious and is in

the balls-and-bins model.

Oblivious and randomized tight compaction and small-key sorting. As mentioned

in the historical note in Chapter 3, before we achieved the optimal algorithm described in

Chapter 3, we constructed a sub-optimal oblivious tight compaction in an earlier joint work

with Shi and Xie [95], where the sub-optimal one takes O(n · log log n) time. Although

the earlier algorithm is asymptotically sub-optimal, it is practically more efficient than the

optimal one as the asymptotic constant is small.

In the same paper, another useful technique is to construct an oblivious sorting algo-

rithm using an oblivious tight compaction and a two-parameter recursion [95, Theorem 1.2].

Notice that the classic radix sort does not preserve obliviousness efficiently: applying radix

sort from the most-significant bit reveals the fraction of every bit, while applying from the

least-significant bit requires an expensive stable oblivious tight compaction (as mentioned

in Section 1.1.2). Hence, our two-parameter recursion is the first efficient and oblivious

reduction.
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Optimal tight compaction and small-key sorting circuits. In Chapter 3, we con-

structed the tight compaction in the PRAM model. Subsequently in the joint work with

Asharov and Shi [12], we also consider the tight compaction problem but in the circuit model

that allows only constant fan-in and constant fan-out logic gates. Precisely, we consider the

input to the circuit is an array of n elements and each element consists of w bits, and we

construct a circuit of size O(nw) · (log∗ n− log∗w)2+α, where log∗ denotes the iterated loga-

rithm and α > 0 is any constant [12, Theorem 1.2]. In the same paper using such circuit of

tight compaction, we also construct a sorting circuit for elements of small keys [12, Theorem

1.1]: the input an array of n elements and each element consists of a k-bit key and a w-bit

payload, and the output shall be the n elements sorted according to the keys. Our sorting

circuit achieves size O(nk · (k+w)) · (log∗ n− log∗(k+w))2+α. We also prove that if the Li-Li

network coding conjecture is true, our upper bound is optimal up to the poly log∗ factor, for

every k as long as k = O(log n) [12, Theorem 1.2].

In an ongoing joint work with Shi [94], we further improve the circuit depth to logarithmic

in the number n of input elements while preserving the previously claimed circuit sizes.

That is, we construct tight compaction circuits of size O(nw) · (log∗ n− log∗w)2+α and depth

O(log n+ logw), and sorting circuits of size O(nk · (k + w)) · (log∗ n− log∗(k + w))2+α and

depth O(log n + logw) for any key size k ≤ log n. For k = o(log n), our improved sorting

circuit [94] outperforms the famous sorting network of Ajtai, Komlós, and Szemerédi [5] in

circuit size and is asymptotically the same in circuit depth. In that paper, an intermediate

result of independent interest is a PRAM sorting algorithm: the algorithm takes as input an

array of n elements each is tagged by a k-bit key as well, and it runs in total work O(nk) and

parallel time O(log n) assuming only k ≤ log n and the word-size of the PRAM can store an

input element.

Our results in circuit model [12,94] share some ideas from the oblivious parallel tight com-
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paction (Chapter 3), but several novel techniques are also developed, e.g., “bootstrapping”

loose compaction from tight compaction [12, Section 2.3] and performing the AKS sorting

network “partially” [94]. We remark that PRAM and circuit models are incomparable: in

PRAM, each word-level operation takes unit cost but computes on a logarithmic or more

number of bits, whereas each logic gate in a circuit computes only on a constant number of

bits. Hence, translating (P)RAM word operations into a circuit of gates may consume too

much gates since some bit-computation in a word-level operation can be unnecessary; also,

translating gates into word operations may consume too much word-level operations since it

is not guaranteed that a logarithmic number of gates can be computed by a word operation.

7.3 Independent Results in Cryptography

Secure computation on a massively parallel computing architecture. Massively

Parallel Computation (MPC) is a model of computation widely believed to best capture

realistic parallel computing architectures [82] such as large-scale MapReduce and Hadoop

clusters. Motivated by the fact that many data analytics tasks performed on these platforms

involve sensitive user data, in the joint work with Chan, Chung, and Shi [28], we initiate

the theoretical exploration of how to leverage MPC architectures to enable efficient, privacy-

preserving computation over massive data. Clearly if a computation task does not lend

itself to an efficient implementation on MPC even without security, then we cannot hope to

compute it efficiently on MPC with security. We show, on the other hand, that any task

that can be efficiently computed on MPC can also be securely computed with comparable

efficiency. Specifically, we show the following results:

� any MPC algorithm can be compiled to a communication-oblivious counterpart while

asymptotically preserving its round and space complexity, where communication-
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obliviousness ensures that any network intermediary observing the communication

patterns learn no information about the secret inputs [28, Theorem 1];

� assuming the existence of fully homomorphic encryption with a suitable notion of com-

pactness [60, 64] and other standard cryptographic assumptions, any MPC algorithm

can be compiled to a secure counterpart that defends against an adversary who con-

trols not only intermediate network routers but additionally up to 1/3− η fraction of

machines (for an arbitrarily small constant η) – moreover, this compilation preserves

the round complexity tightly, and preserves the space complexity upto a multiplicative

blowup that depends only on the security parameter [28, Theorem 2].

As an initial exploration of this important direction, our work suggests new definitions and

proposes novel protocols that blend algorithmic and cryptographic techniques.

Game theoretic notions of fairness in multi-party coin toss. Coin toss has been

extensively studied in the cryptography literature, and the well-accepted notion of fair-

ness (henceforth called strong fairness) requires that a corrupt coalition cannot cause non-

negligible bias [18, 40]. It is well-understood that two-party coin toss is impossible if one of

the parties can prematurely abort; further, this impossibility generalizes to multiple parties

with a corrupt majority (even if the adversary is computationally bounded and fail-stop

only) [40].

Interestingly, the original proposal of (two-party) coin toss protocols by Blum [18] in fact

considered a weaker notion of fairness: imagine that the (randomized) transcript of the coin

toss protocol defines a winner among the two parties. Now Blum’s notion requires that a

corrupt party cannot bias the outcome in its favor (but self-sacrificing bias is allowed). Blum

showed that this weak notion is indeed attainable for two parties assuming the existence of

one-way functions.
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In the joint work with Chung, Guo, Pass, and Shi [37], we ask a very natural question

which, surprisingly, has been overlooked by the cryptography literature: can we achieve

Blum’s weak fairness notion in multi-party coin toss? What is particularly interesting is

whether this relaxation allows us to circumvent the corrupt majority impossibility that per-

tains to strong fairness. Even more surprisingly, in answering this question, we realize that

it is not even understood how to define weak fairness for multi-party coin toss. In the pa-

per, we propose several natural notions drawing inspirations from game theory, all of which

equate to Blum’s notion for the special case of two parties. We show, however, that for mul-

tiple parties, these notions vary in strength and lead to different feasibility and infeasibility

results [37].
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