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All domains of life are affected by temperature. Environmental temperature 

affects both macro- and molecular features, from species’ distribution and life cycle, 

to biochemistry. Temperature has a particularly important effect on protein function 

because it influences protein folding and structure as well as catalytic activity. 

Because high temperatures can denature key proteins needed for survival, elevated 

temperatures reduce fitness and lead to death if the organism cannot compensate for 

the protein loss.  

Plants are no exception to this rule. Although they have developed specific 

response pathways to deal with heat stress, elevated temperatures substantially reduce 

crop yields. Heat-related yield loss is particularly concerning given the increases in 

global temperature projected to occur in the next century. Adapting crops to maintain 

high yields in a warming world will require better understanding of molecular heat 

tolerance in plants, faster breeding strategies for a range of traits, and (likely) targeted 

genome editing approaches.  

This dissertation begins by discussing the Practical Haplotype Graph (PHG), a 

new imputation tool that allows breeders to genotype a breeding population with less 

input data. Reduced data requirements can lower sequencing costs and may make fast 



 

recurrent genomic selection more feasible for small breeding programs. Such tools 

will be needed to increase the rate of genetic gain and breed for heat-tolerant 

varieties.  

The remainder of the dissertation focuses on interactions between temperature 

and protein stability. It is still difficult to measure protein stability across the 

proteome, so the work here focuses on using evolutionary conservation to model 

protein stability across many species. An initial model built to predict optimal growth 

temperature (OGT) in prokaryotic species demonstrates that tRNA sequence is an 

excellent predictor of optimal temperature. The resulting OGT predictions are used to 

determine which elements of protein sequence are most predictive of temperature 

sensitivity. Site-specific linear regressions based on amino acid chemical properties 

make it possible to associate residues with temperature sensitivity across both 

prokaryotes and eukaryotes. These models are applied to plants to investigate how 

protein stability is distributed across tissues and organelles, and how mutations affect 

protein stability across populations.
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CHAPTER 1 

INTRODUCTION - AGRICULTURE IN A WARMING WORLD 

Temperature affects every aspect of plant growth and development, from 

timing and morphology to geographical distribution. The effects of heat stress on plant 

development and crop production have become an increasingly relevant issue due to 

climate change. Extreme high temperatures are predicted to have a significant 

economic impact on crop yields globally and may affect future planting locations and 

crop distributions. An increase in global mean temperatures of 1℃ is predicted to 

decrease staple crop yields by 3.1-7.4% globally [1]. Temperature increases are also 

expected to increase volatility in crop yields and to have substantial social and 

economic costs [2]. In the U.S. for example, it is predicted that corn yields in 2050 

will be 10-15% lower on average than they would be without climate change, leading 

to annual losses of six billion dollars or more [1,3].  

The effects of climate change will vary across the world due to existing climate 

conditions and socio-economic constraints. In the United States, a combination of 

breeding and intensive management strategies may help mitigate the most detrimental 

impacts of climate change on crop yields, but other regions of the world are more 

vulnerable [4,5]. Climate change is expected to reduce yields more in tropical regions 

than in temperate regions. Developing countries in the tropics are also more vulnerable 

to climate-related food insecurity [6]. In both India and Sub-Saharan Africa, for 

example, land temperatures are predicted to increase faster than the global average. 

Nighttime temperatures are expected to increase across 95% of Sub-Saharan Africa 

and reduce crop yields by as much as 35% [6,7]. One of the most important methods 
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to mitigate climate-induced yield losses will be to develop heat-tolerant cultivars of 

staple crops [6]. Doing so will require improved understanding of plant temperature 

adaptation and accelerated breeding efforts to create heat-tolerant varieties. 

First proposed in 2001, genomic selection will be an important tool to improve 

crop adaptation for high-temperature environments as it allows for faster genetic gain 

than phenotypic selection [8–10]. It has been successfully applied in large-scale 

breeding programs for many species. National programs in developing countries can 

adopt GS to breed locally-adapted crops for their stakeholders, but there are limited 

examples of national programs applying GS at scale in developing countries [11,12]. 

Cheaper genotyping platforms, shared genomic resources, and better access to 

technology will help small national breeding programs incorporate genomic selection 

practices into their programs to breed climate-resilient crops [11,13]. 

Plant thermotolerance is a highly quantitative trait, so genomic selection may 

be an effective way to improve crop thermotolerance. A mechanistic understanding of 

plant thermotolerance is not required to breed for heat-tolerant plants, but will likely 

make it easier to predict which elements of the genome are most important for heat 

tolerance and apply this knowledge across diverse populations and species. While 

whole-plant phenotypic responses to high temperatures can vary depending on the 

timing and severity of the stress, molecular phenotypic responses - like changes in 

RNA folding, chromatin structure, or protein abundance - can be similar across 

species and are good candidates for understanding molecular heat stress tolerance [14–

17].  
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Proteins are an important component of heat stress tolerance, and reduced 

protein stability is directly related to proteolysis [18]. The collective stability of an 

organism’s proteome is thought to impact overall temperature sensitivity and fitness, 

while changes in specific protein conformations can initiate stress response signaling 

cascades [19]. Structural changes in RNA or protein folding in phytochrome B, ELF3, 

and PIF7 at high temperatures, for example, activate signaling cascades that regulate 

plant growth [20–22]. Fitness is also tied to protein stability. Proteins are the most 

energetically costly components of the cell, with estimates suggesting that unstable 

proteins take twice as much energy to synthesize and maintain than stable proteins 

[23,24]. Most species have a set of proteins that are only marginally stable and that 

may denature in even routine temperature fluctuations [19]. These proteins may be 

especially important for understanding molecular heat stress responses in plants. 

In this study I address questions related to both the need for cost-effective 

genotyping strategies to help plant breeders implement genomic selection, and open 

questions about protein temperature sensitivity. I first discuss the Practical Haplotype 

Graph (PHG), a new imputation tool that was developed to allow SNP or haplotype 

imputation from low-coverage sequence data. The PHG reduces genotyping costs by 

lowering input data requirements, which may make genomic selection more feasible in 

resource-limited breeding programs. The PHG is a pan-genome database that 

represents the major haplotypes in a breeding program or species, and I demonstrate 

its ability to accurately impute SNPs and haplotypes from low-coverage sequence, 

unify genotyping platforms, and facilitate genomic prediction through examples from 

a sorghum breeding program based in Haiti.  
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I next turn to questions related to protein temperature sensitivity. Since a large, 

protein-independent dataset with predictions for optimal growth temperatures was not 

available at the start of this project, I created a model that predicts optimal growth 

temperature for prokaryote species using tRNA sequence as inputs. This ‘tRNA 

thermometer’ model allows OGT prediction for any prokaryotic species with a 

genome and I used it to create a dataset of prokaryotic optimal growth temperatures 

(OGTs). Using the prokaryote OGT dataset, I looked at how protein and Pfam domain 

regions are associated with optimal temperature and tried to understand the extent to 

which temperature sensitivity can be modeled across domains of life. Finally, I used 

temperature sensitivities from prokaryote amino acid residues to compare protein 

temperature sensitivity in maize, Arabidopsis, and poplar populations. This work 

provides a new set of methods to predict protein stability and opens the door for future 

research questions about how variations in protein stability affect plant phenotype. 
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2.1 ABSTRACT 

            Successful management and utilization of increasingly large genomic datasets 

is essential for breeding programs to accelerate cultivar development. To help with 

this, we developed a sorghum Practical Haplotype Graph (PHG) pangenome database 
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that stores haplotypes and variant information for a given set of individuals. We 

developed two PHGs in sorghum that were used to identify genome-wide variants for 

24 founders of the Chibas sorghum breeding program from 0.01x sequence coverage. 

The PHG called SNPs with 5.9% error at 0.01x coverage – only 3% higher than PHG 

error when calling SNPs from 8x coverage sequence. Additionally, 207 progeny from 

the Chibas genomic selection (GS) training population were sequenced and processed 

through the PHG. Missing genotypes were imputed from PHG parental haplotypes and 

used for genomic prediction. Mean prediction accuracies with PHG SNP calls range 

from 0.57-0.73 and are similar to prediction accuracies obtained with genotyping-by-

sequencing (GBS) or targeted amplicon sequencing (rhAmpSeq) markers. This study 

demonstrates the use of a sorghum PHG to impute SNPs from low-coverage sequence 

data and shows that the PHG can unify genotype calls across multiple sequencing 

platforms. By reducing input sequence requirements, the PHG can decrease the cost of 

genotyping, make GS more feasible, and facilitate larger breeding populations. Our 

results demonstrate that the PHG is a useful research and breeding tool that maintains 

variant information from a diverse group of taxa, stores sequence data in a condensed 

but readily accessible format, unifies genotypes across genotyping platforms, and 

provides a cost-effective option for genomic selection. 

 

2.2 INTRODUCTION 

            The goal of plant breeding is to develop improved cultivars with high yield 

potential and better quality traits while reducing input requirements and environmental 

impact. Over time, plant breeding techniques have shifted from unconscious selection 
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for domestication traits to deliberate selection and breeding program design. As the 

field of genetics developed, plant breeders began to use marker-assisted selection to 

associate genetic markers with desirable traits and inform breeding decisions 

(reviewed in Ramstein et al., 2018). First proposed by Meuwissen et al. in 2001, 

genomic selection (GS) is an extension of marker-assisted selection that uses genome-

wide markers to make predictions about individual performance. Many studies have 

shown that genomic selection can accelerate the breeding process and rate of genetic 

gain without significantly increasing program costs (for example: Meuwissen et al., 

2001; Bernardo and Yu, 2007; Heffner et al., 2010; Poland et al., 2012; Heslot et al., 

2015; Muleta et al., 2019a). Increasingly dense marker or haplotype maps in major 

crops like maize (Bukowski et al., 2018) and sorghum (Lozano et al., 2019) can now 

be leveraged to inform breeding decisions.  

Despite its apparent utility, wide-scale adoption of genomic selection has been 

slow, particularly in developing countries where labor is less expensive and labor-

intensive phenotypic selection is therefore cheaper than GS for many traits (Ribaut et 

al., 2010). GS costs depend on multiple components, including sample collection, 

processing, and sequencing costs, as well as bioinformatics requirements. Wider 

adoption of GS will require fast genotyping methods that are cheaper than phenotypic 

selection for all or most traits of interest. One way to make genotyping cheaper is to 

capitalize on pre-existing genomic data. Pan-genomic analyses capture a wider range 

of genetic variation and are becoming more common as genotyping costs decrease and 

the quantity of sequence data increases (for example: Alonso-Blanco et al., 2016; 

Morris et al., 2013; Shakoor et al., 2014). Tools that can extrapolate from existing 
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whole-genome sequences (WGS) or other marker technologies and impute genotypes 

for individuals in a breeding population can utilize pre-existing WGS to minimize the 

amount of new data that breeders need to generate.  

Here we introduce a method for genotyping breeding populations from low-

coverage sequence data called the Practical Haplotype Graph (PHG). The PHG uses a 

graph of haplotypes to represent the variability in a breeding program and can merge 

genotypes from WGS and marker technologies. It takes a pan-genome approach to 

marker identification and relies on having a limited number of recombination events in 

each generation (Mace et al., 2009; Bouchet et al., 2017). In a breeding population, all 

major haplotypes in the progeny population are contained within a set of founder 

haplotypes. Moderate recombination shuffles founder haplotypes in subsequent 

generations, but progeny genotypes can be reconstructed if the approximate 

recombination positions can be identified. The PHG is designed to reconstruct 

haplotypes for a breeding population based on low-coverage random sequence, which 

reduces the quantity of new sequence data that needs to be collected for each cycle of 

GS. 

In building a PHG database, moderate- to high-coverage WGS reads are 

aligned to the reference genome (Figure 2.1A) and collapsed into common, consensus 

haplotypes based on sequence divergence (Figure 2.1B, C). These consensus 

haplotypes are important for the PHG because they reduce the complexity of the 

graph, make it possible to associate traits with shared haplotypes, and fill in (impute) 

missing sequence information, while maintaining unique haplotypes. Once created, 

consensus haplotypes can be used to predict genotypes for new individuals. Skim 
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sequence data are aligned to consensus haplotypes to find the best path through the 

graph, and SNP variants from the predicted haplotype path can be written to a VCF 

file. The result is a set of genome-wide SNP variant calls for each taxon, imputed from 

skim sequence (Figure 2.1D).  

 

 

 

 

 

 

 

 

 

 

 

 

 
 
 
Figure 2.1: PHG database and haplotype creation. (A) WGS data are aligned to a 
reference genome and loaded into the PHG database. (B) A set of designated reference 
ranges is chosen and input data are condensed to produce consensus haplotypes at 
each reference range. Colors are used to indicate sequence similarity across taxa and 
only a single reference range is shown. In this range, 10 genotypes are condensed into 
3 major consensus haplotypes, with minor differences within a consensus haplotype 
maintained as variant sites. (C) Unique consensus haplotypes are built for each 
reference range across the genome. Reference ranges are indicated as red regions of 
the black reference genome bar. (D) Low-coverage sequence data are aligned to the 
consensus haplotypes and a hidden Markov model links reference ranges across the 
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genome to predict genome-wide haplotypes (black edges reflect HMM edge weights 
between haplotypes, with the most likely haplotype based on the low coverage 
sequence data highlighted as a bold, dashed line). 

 

We tested the efficiency and accuracy of the PHG in a sorghum breeding 

program at Chibas in Port au Prince, Haiti. The climate in Haiti offers year-round 

growing conditions with three growing seasons annually. Currently, the primary 

sorghum breeding program at Chibas uses phenotypic recurrent selection and takes 

about a year per selection cycle. The main targets of selection include high yield, stalk 

sugar content, and sugarcane aphid resistance. GS has the potential to speed up the 

breeding cycle so that selections can be made up to three times per year, but is only 

useful if the potential increased genetic gain per cycle outweighs additional 

genotyping costs (Muleta et al., 2019a). We tested a PHG built with 24 founders of the 

Chibas breeding program (referred to here as the “founder PHG”), and another built 

with the 24 Chibas founders plus an additional 374 taxa that are representative of 

overall sorghum diversity (referred to as the “diversity PHG”). With the Chibas 

breeding program as our test case, we evaluated whether the PHG can impute from 

low-coverage sequence, how PHG-imputed markers compare to other genotyping 

methods, and how much background genomic information is needed for a breeding 

program. Our results show that the PHG is an effective tool to impute genotypes for 

genomic selection from random skim sequence.    
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2.3 MATERIALS AND METHODS 

 
Phenotypic data:  

Phenotypes for height, brix, juice weight, leaf weight, earliness, stem weight, 

and grain yield were collected at the Regional Biofuels Technical and Knowledge 

Center field sites in Port au Prince, Haiti. The Chibas training population (250 taxa) 

was assayed in 5 experimental conditions (experiments) in Port au Prince, Haiti. 

Experiments differed by sowing date: (1) 9/7/2017, (2) 11/7/2017 to 11/10/2017, (3) 

11/8/2017 to 11/10/2017 (irrigated), (4) 2/3/2018, and (5) 2/16/2018. All experiments 

were rainfed except for (3). Taxa were evaluated under randomized complete block 

designs with 4 replicates in each experiment, except for (4) and (5), which had 2 

replicates each. For each trait, genotype (taxon) means were estimated as fixed effects 

under a linear mixed model with independent and identically distributed effects for 

experiments, interactions between genotypes and experiments, and replicates within 

experiments. Linear mixed models were fit with the R package lme4 (Bates et al. 

2015). 

Sample collection and DNA extraction:  

Strips of mature leaf tissue measuring 4cm x 0.5cm were collected from 

month-old sorghum plants growing at the Chibas field site in Port au Prince, Haiti. 

Fresh tissue samples were placed in 96-well costar tube plates and lyophilized for 48 

hours before being shipped to Intertek for DNA extraction. Samples were packed on 

silica beads and shipped at room temperature to the Intertek facility in Alnarp, 

Sweden, and DNA was extracted using their metal bead DNA extraction protocol. 
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Library preparation and sequencing:  

DNA samples from 24 population founders were used to make TruSeq Nextera 

sequencing libraries at the Genomics facility at Cornell University. Samples from all 

24 founders were pooled and sequenced in a single lane of 2 x150 bp reads on an 

Illumina NextSeq500 instrument resulting in an average of 8x coverage per individual. 

The Chibas training population consists of 238 individuals. Samples in the training set 

were pooled in a single lane with 2,736 other individuals and sequenced at 2x150 bp 

reads on an Illumina NextSeq500 instrument, resulting in approximately 0.1x 

coverage for each individual. GBS data for comparison with PHG genotypes were 

from Muleta et al. (2019b). 

Building the sorghum PHG:  

A sorghum practical haplotype graph was built using scripts in the 

p_sorghumphg bitbucket repository and PHG version 0.0.9. Instructions for building a 

new PHG can be found on the PHG Wiki, available on Bitbucket at 

https://bitbucket.org/bucklerlab/practicalhaplotypegraph/wiki/Home (Figure 2.2). 

Creating and loading reference ranges: 

Reference ranges for the PHG were chosen based on conserved gene 

annotations. Conserved coding sequences (CDS) were selected as likely functional 

genomic regions where reads are easier to map unambiguously. Coding sequences 

from the sorghum version 3.1 genome annotations and the version 3.0 reference 

genome were downloaded from the Joint Genome Institute (JGI) and compared to a 

BLAST database containing CDS for Zea mays, Setaria italica, Brachypodium 

distachyon, and Oryza sativa (Schnable et al., 2009; Bennetzen et al., 2012; Vogel et 
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al., 2010; Ouyang et al., 2007) that was created using BLAST+ command line tools 

(Altschul et al., 1997). The sorghum version 3.1 CDS annotations and version 3.0 

reference genome (McCormick et al., 2017) were compared to the 4-species database 

with blastn default parameters. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.2: Steps in building and using the sorghum PHG. The main PHG processing 
steps are indicated with bold arrows. Steps that store or read information from the 
PHG database are indicated with dotted lines. 
 

These species were used because they have high-quality genome assemblies and 

annotations and cover a diverse set of grasses. Sorghum gene intervals were kept if 

there was at least one hit to the four-species database, and gene start and end 
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coordinates were used to create initial reference intervals. Initial gene intervals were 

expanded by 1000 bp on either side of the gene coordinates, and intervals within 500 

bp of each other were merged to form a single reference range. The resulting dataset 

contains 19,539 intervals spaced across the genome, which we designated “genic 

reference ranges”, while the intervals between genic reference ranges were added to 

the database as 19,548 “intergenic reference ranges.” The LoadGenomeIntervals 

pipeline was used to add reference genome sequence to the database for both genic 

and intergenic ranges, while sequence data from additional taxa were added only to 

the genic reference ranges.  

Adding haplotypes from diverse taxa and creating consensus haplotypes: 

            Sequence data were aligned to the version 3.0 sorghum BTx623 reference 

genome with BWA MEM (McCormick et al., 2017; Li & Durbin, 2009). Taxa in the 

PHG are as follows: 24 founder individuals from the Chibas sorghum breeding 

program, 274 previously-published taxa (42 from Mace et al., 2013, 232 from Valluru 

et al., 2019), and 100 taxa from the ICRISAT mini-core collection, for a total of 398 

taxa. No de novo genome assemblies are included. Variants were called with 

Sentieon’s HaplotypeCaller pipeline (Sentieon DNAseq, 2018) and the resulting 

gVCF files were added to the PHG using the CreateHaplotypesFromGVCF pipeline. 

The Sentieon pipeline was chosen for computational efficiency. As an alternative, the 

Genome Analysis Toolkit (GATK) HaplotypeCaller pipeline offers a similar, but 

slower, open-source pipeline. The same process was used to make a smaller PHG 

database with only the 24 founder individuals from the Chibas breeding program. 
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The 398 or 24 individuals added to the PHG were condensed into common 

“consensus haplotypes” using the CreateConsensus pipeline. Taxa were clustered with 

the UPGMA clustering method in TASSEL (Bradbury et al., 2007) at ten possible 

divergence levels: 0.001, 0.00075, 0.0005, 0.00025, 0.0001, 0.000075, 0.00005, 

0.000025, 0.00001, and 0. Unique divergent haplotypes were retained as consensus 

haplotypes (minTaxa=1), and all other parameters were left at their default values. The 

Chibas founder taxa were used as a baseline to select the best level of haplotype 

collapse for this dataset, and a consensus level of 0.00025 (1 in 4000 bp differences) 

was chosen. This level balances SNP count and concordance with other sequencing 

methods, while minimizing the number of haplotypes at each reference range (Figure 

2.3). Subsequent genotyping and imputation analyses were run using this consensus 

level. 

Predicting new genotypes: 

After creating consensus haplotypes, the findPaths pipeline maps reads to the 

consensus pangenome and uses a hidden Markov model (HMM) and the Viterbi 

algorithm (Rabiner, 1989) to predict the best path through all consensus haplotypes in 

the graph. In each analysis we subset the pangenome graph to only the consensus 

haplotypes containing one or more of the 24 taxa that founded the Chibas breeding 

program. Paired-end 150 bp reads with varied sequence coverage from random 

sequence data were used as input to predict the best path through the graph, both for 

individuals in the database and for new taxa that are not already represented. Paths 

were exported to a VCF file and used to evaluate accuracy of imputation and genomic 

prediction with the PHG.  
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All steps described above were run using a Docker image containing necessary 

software and scripts available for download from the PHG Bitbucket site. We chose to 

run scripts through a Docker container because the PHG processing pipeline involves 

steps from multiple software applications. The Docker container implementation 

makes it easier to keep compatible versions of all software together as a single 

download. Specific parameters used to run each script can be found in the config.txt 

file on bitbucket. Additional scripts and files for creating the sorghum PHG are 

available at https://bitbucket.org/bucklerlab/p_sorghumphg/src/master. 

Imputation Accuracy: 

PHG imputation accuracy for WGS: 

            WGS data for the Chibas founder taxa were down-sampled with seqtk (Li, 

2013) to 1x, 0.1x, and 0.01x coverage. Sequences were produced with three separate 

seed integers to create three unique sets of reads at each level of coverage. The full 

WGS data and each set of down-sampled sequencing reads were run through the PHG 

findPaths pipeline using a PHG database with nodes built from the Chibas founders, 

minReads=0, minTaxa=1, and all other parameters left at default values. Setting the 

minReads parameter to 0 means that the HMM will attempt to find a path through the 

entire genome, even when there is no sequence data observed at a particular reference 

range. Setting the minTaxa parameter to 1 means that all haplotypes are kept, even if 

taxa are too divergent to group with other individuals in the database. SNPs were 

written at all variant sites in the graph, as well as all positions in the sorghum hapmap 

(Lozano et al, 2019). SNP calling accuracy was assessed by comparing PHG SNP 

calls to a set of 3,468 GBS SNPs (Muleta et al., 2019b). SNPs with minor allele 
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frequency < 0.05 or call rate < 0.8 were removed before comparing PHG and GBS 

SNP calls. Haplotype calling accuracy was evaluated by running low-coverage 

sequence through the database and counting the number of times that the selected node 

in the graph contained the taxon being imputed. 

While error rates for most taxa were consistent with the overall error, BF-95-

11-195 stood out as having a 5-fold higher error than expected in calling SNPs, 

although its haplotype calling error was not abnormally high. We suspect this sample 

was mixed up or contaminated with DNA from another sample during sequencing, but 

kept BF-95-11-195 in the database and included it in all analyses. 

Beagle 5.0 imputation accuracy: 

Because the PHG is expected to be useful when only skim sequence data is 

available for an individual, we compared PHG imputation accuracy to Beagle 5.0 

(Browning & Browning, 2016) imputation accuracy from low-coverage sequence. 

WGS data for each taxon was down-sampled as described above. Each down-sampled 

dataset and the full-coverage (~8x) WGS data from 24 founders of the Chibas 

sorghum breeding program was aligned to the sorghum v3.0 reference genome with 

BWA MEM (McCormick et al., 2017; Li & Durbin, 2009) and variants were called 

with the Sentieon DNASeq variant calling pipeline (Sentieon DNAseq, 2018). VCF 

files for each founder were merged using bcftools (Li et al., 2009). When variant sites 

did not line up in the full coverage WGS (i.e., a variant was called for one individual 

but not for another such that merging variant calls across taxa would produce a 

missing call in some taxa and an alternate allele call in others), the unobserved site 

was assumed to be the reference call. To simplify both the Beagle and PHG 
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imputation pipelines and because individuals used in the database construction were 

expected to be inbred lines, all heterozygous calls were assumed to come from 

sequencing and genotyping errors rather than residual heterozygosity, and were 

removed. For the downsampled datasets, unobserved sites were left as missing. A 

reference panel created from full-coverage WGS was used to impute SNPs in the 

down-sampled VCF files. No sites in the downsampled data were masked; instead, 

missing information was imputed directly using the reference panel. In the full-

coverage dataset, 1% of all sites were masked and re-imputed. Imputation accuracy at 

all levels of sequence coverage was evaluated by comparing Beagle calls to a set of 

3,849 GBS SNPs.  

Designing amplicon sequencing markers and using the PHG to impute variants: 

            Amplicon sequencing technologies like rhAmpSeq use PCR amplification to 

identify SNPs at targeted sites in the genome (Fresnedo-Ramírez et al., 2019). GS with 

custom rhAmpSeq markers was tested with and without PHG imputation. These 

rhAmpSeq markers were developed using 100 taxa from the ICRISAT mini-core 

collection, which are also used in the diversity PHG (Supplemental Table S2.1). 

Paired SNP variants between 10-100 bp apart were identified in this panel of 100 taxa 

and designated as potential haplotype regions. Each potential haplotype region was 

expanded on either side of the SNP pair to generate 104bp segments centered on the 

initial pair of SNPs. This identified 336,082 potential haplotype regions, and the 

polymorphic information content (PIC) score was calculated for each haplotype using 

the 100-taxa panel. 
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 The sorghum reference genome annotation (Sbicolor 313, annotation v3.1) and 

sequence (Sbicolor 312, assembly v3.0) were used to divide the chromosome-level 

assembly into 2904 genomic regions. Each region contained equal numbers of non-

overlapping gene models; overlapping gene models were collapsed into a single gene 

model. 2892 of these regions contained at least one SNP-pair haplotype. For each 

region, the SNP-pair haplotype with the highest PIC score was selected as a 

representative marker locus. These genome-wide candidates, along with 148 target 

marker regions of interest provided by the sorghum breeding community, were used 

by the rhAmpSeq team at Integrated DNA Technologies, Inc. to design and test 

rhAmpSeq genotyping markers. After design and testing, markers for 1974 genome-

wide haplotype targets and 138 community-identified targets were selected as the 

rhAmpSeq amplicon set.  

The rhAmpSeq sequence data was processed through the PHG findPaths 

pipeline in the same way as the random skim sequence data described above. To 

determine how many markers the PHG needs for imputation, we randomly sampled 

500 and 1000 loci from the original set of 2,112 haplotype targets and used the PHG 

findPaths pipeline to impute SNPs across the rest of the genome. Results were written 

to a VCF file and used for genomic prediction. 

Genomic prediction: 

            PHG SNP performance in genomic prediction was evaluated using a set of 207 

individuals in the Chibas training population for which GBS (Elshire et al., 2011) and 

rhAmpSeq SNP data was also available. PHG genotypes were predicted with the 

findPaths pipeline of the PHG using either random skim sequence data at 
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approximately 0.1x or 0.01x coverage, or rhAmpSeq reads for 2112, 1000, or 500 loci 

(corresponding to 4854, 1453, and 700 SNPs, respectively) as inputs. Paths were 

determined by using an HMM to extrapolate across all reference ranges (minReads=0, 

removeEqual=false). Genomic relationship matrices based on PHG-imputed SNPs 

were created with the “EIGMIX” option in the SNPRelate R package (Zheng et al., 

2012). A haplotype relationship matrix using PHG consensus haplotype IDs was 

created as described in Jiang, Schmidt, & Reif (2018) equation (2), using the 

tcrossprod function in base R. For GBS markers, markers with more than 80% missing 

or minor allele frequency £ 0.05 were removed from the dataset and missing markers 

were imputed with mean imputation, and a genomic relationship matrix was computed 

as described in Endelman et al., (2011). Genomic prediction accuracies were 

Pearson’s correlation coefficients between observed and predicted genotype means, 

calculated with 10 iterations of 5-fold cross validation. GBS and rhAmpSeq SNP data 

without PHG imputation were used as a baseline to determine prediction accuracy. To 

see if the PHG could impute WGS starting from rhAmpSeq amplicons, genomic 

prediction accuracies using the PHG with rhAmpSeq-targeted loci were compared to 

prediction accuracies using rhAmpSeq data alone. 

 

2.4 RESULTS 

We developed two sorghum PHG databases. One contains only the original 

founder haplotypes of the Chibas breeding population (“founder PHG”, 24 genotypes), 

while the other PHG contains both the Chibas founders and WGS from the founder 

taxa plus an additional 374 taxa that reflect the overall diversity within sorghum 
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(“diversity PHG”, 398 genotypes). We determined how much sequence coverage is 

needed for the PHG and how genomic prediction with PHG-imputed markers 

compares to genomic prediction with GBS and rhAmpSeq markers. Data was 

processed through the founder PHG and the diversity PHG in the same way. 

 

2.4.1 A PHG for global sorghum diversity: 

The sorghum diversity PHG stores sequence information for 398 diverse 

inbred lines at 19,539 reference ranges covering all genic regions of the genome, and 

is built from WGS data with coverage ranging from 4 to 40x, although most 

individuals have 10x coverage or less. The founder PHG contains WGS at ~8x 

coverage for 24 founders of the Chibas breeding program. A gVCF file is made by 

calling variants between WGS and the reference genome, and variants from the gVCF 

are added to the PHG database in all genic reference ranges. The reference ranges in 

both versions of the sorghum PHG are centered around gene regions. At each 

reference range, haplotypes are collapsed into consensus haplotypes to combine 

similar taxa and fill in missing sequence across the graph. There is a tradeoff when 

choosing a divergence cutoff for consensus haplotypes: a low divergence level will 

retain lower-frequency SNPs, but not fill in gaps and missing data as well as a high 

divergence level. In both the diversity PHG and the founder PHG, consensus 

haplotypes were created by collapsing haplotypes that had fewer than 1 in 4,000 bp 

differences (mxDiv=0.00025), which is a slightly lower density of variants than the 

GBS SNP density reported by Morris et al. (2013). This level was chosen because it 

marks an inflection point in the number of consensus haplotypes that are created 
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(Figure 2.3A), with an average of 5 haplotypes per reference range in the founder 

PHG and intermediate levels of missingness and discordance with WGS calls made 

with the Sentieon pipeline (Figure 2.3B-C). The consensus haplotypes produced at this 

divergence level were used to evaluate PHG SNP-calling and genomic prediction 

accuracy.  

 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.3: Metrics used to choose a consensus level for condensing haplotypes in the 
founder PHG. A) Number of haplotypes and B) Missing counts at each consensus 
level. C) Discordance between SNPs called by the PHG and a set high-confidence 
WGS SNPs. The divergence level of mxDiv=0.00025 is at an inflection point in A) 
and was chosen as the level that balances the tradeoff between amount of missing 
information in the database and discordance from collapsing haplotypes.  

 

2.4.2 PHG SNP-calling accuracy is minimally affected by read count: 

            PHG haplotype and SNP calling accuracies are minimally affected by 

decreasing amounts of sequence data. The PHG was evaluated to determine the lower 

boundary of sequence coverage before imputation accuracy decreased substantially. 

For each founder in the Chibas breeding program, WGS was subset down to ~2.4M, 

243,333, and 24,333 reads, corresponding to 1x, 0.1x, and 0.01x genome coverage, 

respectively. Sequencing reads were randomly selected from the original WGS fastq 

files and used to predict SNPs or haplotypes with the PHG, and PHG-predicted SNPs 
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and haplotypes at each level of sequence coverage were evaluated for accuracy. 

Haplotypes were considered correct if the imputed haplotype node for a given taxon 

also contained that taxon in the PHG. SNPs were considered correct if they matched 

GBS calls at 3,369 loci for which GBS data had MAF > 0.05 and a call rate > 0.8.  

Haplotype error was higher than SNP calling error in both the founder PHG 

database (24 taxa) and the diversity PHG database (398 taxa), and accuracy increased 

in both databases with increasing sequence coverage. Both haplotype and SNP error 

rate was lower with PHG imputation than with a naïve imputation that always imputes 

the major allele. Haplotype error ranged from 11.5-12.1% error in the founder 

database, to 18.6-23.5% error in the diversity database. SNP error ranged from 2.9-

5.9% and 4.3-15.2% in the founder and diversity PHG databases, respectively (Figure 

2.4). Higher haplotype error rates are likely due to similarity among haplotypes that 

leads the HMM to call an incorrect haplotype even if most of the SNPs within that 

haplotype are correct. We also compared imputation accuracies with the founder PHG 

for a set of unrelated individuals and found SNP error ranging from 2-32% depending 

on sequence coverage (Supplemental Figure S2.1). Increasing accuracy with coverage 

suggests that the correct haplotypes are in the founder PHG database, but the 

recombination break points of the new individuals are not captured in the existing 

consensus haplotypes. 

PHG-imputed SNP calls were better than Beagle-imputed SNP calls when 

using low-coverage skim sequence, and about equal to Beagle calls at full coverage 

(~8x) WGS. Notably, while SNP calling accuracy did improve with higher sequence 

coverage for all imputation methods, calling SNPs with the founder PHG resulted in 
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only a 3% difference in SNP-calling accuracy between the highest coverage tested (8x 

coverage, 2.9% error) and the lowest coverage tested (0.01x coverage, 5.9% error; 

Figure 2.4B). In contrast, there was a 23% difference in SNP-calling accuracy between 

low and high coverage sequence when using Beagle for imputation. These results 

indicate that the PHG is a useful imputation tool that can impute SNPs more 

accurately than Beagle when starting from low-coverage skim sequence. 

 

 

 
 
 
 
 
 
 
 
 
 
 
Figure 2.4: PHG haplotype (A) and SNP (B) error rates compared to GBS data with 
the 24-taxa founder PHG database (purple) and the 398-taxa diversity PHG database 
(green) for a random path through the PHG and a range of sequence coverages. Beagle 
SNP calling accuracy at each coverage level is included in B (blue). Solid red 
horizontal lines in both plots represent the error rate for a naïve imputation where the 
algorithm always imputes the major allele for the Chibas taxa. Black horizontal lines 
in B represent the best-case imputation results: minimum achievable error rate of the 
PHG (dotted), GBS (dot-dash), and Beagle (dashed). 
 

To determine the PHG baseline error rate, we looked at the intersection of 

PHG, Beagle, and GBS SNP calls at 3,363 loci in 24 taxa. These loci were chosen 

because they represented biallelic SNPs called with the GBS pipeline that also had 

genotype calls made by both the PHG and Beagle imputation methods. The baseline 



 

27 

error was calculated as the proportion of SNPs where genotype calls from one of the 

three methods did not match the other two. Using this metric, baseline error for Beagle 

imputation, GBS SNP calls, and PHG imputation were calculated to be 2.83%, 2.58%, 

and 1.15%, respectively (Figure 2.4B, dashed and dotted lines). To investigate the 

source of the 1.15% PHG error, we compared the SNP calls from a model path 

through the PHG (i.e., the calls that the PHG would make if it called the correct 

haplotype for every taxon at every reference range) to the incorrect PHG SNP calls. 

Allele calls that were correct in the model SNP set but not called in the genotypes 

predicted by the findPaths pipeline were counted as an error in the pathfinding step, 

which is caused by the HMM incorrectly calling the haplotype at a reference range. 

Allele calls that were not present in the model SNP set were counted as an error in the 

consensus step. Consensus errors are due to alleles being merged in the 

createConsensus pipeline because of similarity in haplotypes. Our analysis found that 

25% of the PHG baseline error comes from incorrectly calling the haplotype at a given 

reference range (pathfinding error), while 75% comes from merging SNP calls when 

creating consensus haplotypes (consensus error). Haplotype and SNP calls from the 

founder PHG were more accurate than calls with the diversity PHG at all levels of 

sequence coverage. Therefore, subsequent analyses were done with the founder PHG. 

We compared accuracy in calling minor alleles between PHG and Beagle SNP 

calls. Beagle accuracy drops when dealing with datasets where 90-99% of sites are 

missing (0.1 or 0.01x coverage) because it makes more errors when calling minor 

alleles (Figure 2.5, red circles). When imputing from 0.01x coverage sequence, the 

PHG calls minor alleles correctly 73% of the time, whereas Beagle calls minor alleles 



 

28 

Type ● Beagle PHG

●

●

●
●

●

●

●
●

● ●
●

0.00

0.05

0.10

0.15

0.20

0.0 0.1 0.2 0.3 0.4 0.5
MAF

A

●
●

●
●

●

●
●

●
●

●

●

0.00

0.05

0.10

0.15

0.20

0.0 0.1 0.2 0.3 0.4 0.5
MAF

B

●

●
●

●

●
●

● ● ● ●
●

0.00

0.05

0.10

0.15

0.20

0.0 0.1 0.2 0.3 0.4 0.5
MAF

C

● ●
● ● ●

● ● ● ●
●

●

0.00

0.05

0.10

0.15

0.20

0.0 0.1 0.2 0.3 0.4 0.5
MAF

D

Fa
ls

e 
po

si
tiv

e 
ra

te
 fo

r c
al

lin
g 

m
in

or
 a

lle
le

s

correctly only 43% of the time. The difference between PHG and Beagle minor allele 

calling accuracy decreases as sequence coverage increases. At 8x sequence coverage, 

both methods perform similarly, with minor alleles being called correctly 90% of the 

time. PHG accuracy in calling minor alleles was consistent regardless of minor allele 

frequency (Figure 2.5, blue triangles).   

 

 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.5: False positive rate when calling minor alleles at each minor allele 
frequency. Plots show the average number of incorrectly-called minor alleles divided 
by the total number of minor alleles at each allele frequency for Beagle (red circles) 
and the PHG (blue triangles) at each level of sequence coverage. (A) 0.01x coverage, 
(B) 0.1x coverage, (C) 1x coverage, (D) full (8x) coverage. 
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2.4.3 PHG genomic prediction accuracies match genomic prediction accuracies 

from GBS 

            To test whether PHG haplotype and SNP calls predicted from low-coverage 

sequence are accurate enough to use for genomic selection in a breeding program, we 

compared prediction accuracies with PHG-imputed data to prediction accuracies with 

GBS or rhAmpSeq markers.  We predicted breeding values for 207 individuals from 

the Chibas training population for which GBS, rhAmpSeq, and random skim 

sequencing data was available. Haplotype IDs from PHG consensus haplotypes were 

also tested to evaluate prediction accuracy from haplotypes instead of SNPs (Jiang, 

Schmidt, & Reif, 2018). The 5-fold cross-validation results suggest that prediction 

accuracies for SNPs imputed with the PHG from random skim sequences are similar 

to prediction accuracies from GBS SNP data for multiple phenotypes, regardless of 

sequence coverage for the PHG input. Haplotypes can be used with equal success; 

prediction accuracies using PHG haplotype IDs were similar to prediction accuracies 

using PHG or GBS SNP markers (Figure 2.6A). Results are similar with the diversity 

PHG database (Supplemental Figure S2.2). With rhAmpSeq markers, adding PHG-

imputed SNPs matched, but did not improve, prediction accuracies relative to 

accuracy with rhAmpSeq markers alone (Figure 2.6B). Using the PHG to impute from 

random low-coverage sequence can, therefore, produce genotype calls that are just as 

effective as GBS or rhAmpSeq marker data, and SNP and haplotype calls predicted 

with the findPaths pipeline and the PHG are accurate enough to use for genomic 

selection in a breeding program.  
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Figure 2.6: 5-fold cross validation prediction accuracies for the Chibas training 
population (n=207, 10 iterations) are the same when using A) GBS, PHG SNPs with 
0.1x and 0.01x sequence coverage, or PHG haplotypes. B) Prediction accuracies do 
not change when using rhAmpSeq markers alone or using rhAmpSeq markers with 
additional markers from the PHG, regardless of how many rhAmpSeq markers are 
included.  
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2.5 DISCUSSION 

2.5.1 SNP calling accuracy: 

            The PHG is a cost-effective genotyping tool that combines WGS data in a 

database to capture the main haplotype groups in a breeding program or species. 

Sequences and consensus haplotypes stored in the PHG can be used for genomic 

prediction. We built a diversity PHG with 398 individuals to capture sorghum-wide 

diversity and a second, smaller database with only the 24 breeding program founders. 

In general, the 24-taxa founder PHG database had higher SNP and haplotype calling 

accuracy, but both databases produced genotypes that could be used effectively for 

genomic prediction. 

When testing the accuracy of the PHG, we find that random skim sequence 

data can be imputed for SNPs across the PHG reference ranges with high accuracy. 

Based on the levels tested, 0.01x coverage is the most cost-effective level of sequence 

coverage with 94.1% SNP calling accuracy - only a 3% drop in SNP calling accuracy 

relative to accuracy at 8x-coverage WGS. For the sorghum genome, 0.01x coverage 

corresponds to ~25,000 completely random paired-end 150 bp reads. The sequence 

reads tested here were selected randomly and are unlikely to cover all reference 

ranges, which shows that the PHG can impute across reference ranges even when 

sequence can only be aligned to a portion of the ranges in the database. Long-read 

sequence data, which creates fewer reads, could, therefore, also be used as input for 

the PHG path-finding algorithm (findPaths pipeline). A few long reads spaced 

randomly across the genome would likely identify haplotypes with similar levels of 

accuracy as 0.01x coverage short-read sequence data. 
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The imputation accuracies reported here used a set of founder taxa from the 

Chibas breeding program to build the PHG and reported imputation accuracies for 

imputing SNPs in these same taxa, which is similar to the genotyping needs that might 

be encountered in a breeding program. In that case, important parent lines would be 

used to build the PHG, and then genotypes calculated for a derived (and similar) 

progeny population. As with genomic prediction, the imputation accuracy is expected 

to decay as individuals being genotyped diverge from the core set of genotypes used in 

the PHG database (Muleta et al., 2019a). To maintain high imputation accuracies, the 

PHG works best when the program founders or important parents are sequenced and 

included in the database when creating consensus haplotypes. 

The PHG can be updated to capture new information as new data are generated 

or new germplasm is added to a breeding program. For example, in a breeding 

program, new individuals can be periodically added to the PHG database to update 

genotypes as the breeding program progresses, or a smaller subset of target individuals 

can be used to predict genotypes if founders are removed from the breeding pool. If 

the PHG is built with the full genome, the list of reference ranges can be adjusted and 

intervals between reference ranges can also be included in the set of reference ranges. 

The PHG may be useful for other applications in population genetics, or diversity and 

evolution studies if a more diverse set of individuals is used to build the database.  

 

2.5.2 Genomic prediction accuracy: 

Both 0.01x and 0.1x coverage sequence imputed with the PHG, as well as 

haplotype IDs from the PHG, can be used for genomic prediction with prediction 
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accuracies similar to those produced by GBS markers. In the training dataset 

comprising 207 individuals, there was no difference in using a haplotype relationship 

matrix instead of genomic relationship matrix built from PHG SNPs. However, in 

larger datasets with more individuals, using haplotype IDs instead of SNP markers 

may improve computational efficiency without a cost in terms of prediction accuracy. 

Using the PHG with rhAmpSeq markers worked as well as using rhAmpSeq markers 

alone for complex traits, but prediction accuracies dropped slightly for some traits 

(e.g. height, juice weight) if only 500 rhAmpSeq markers were used with PHG 

imputation. This could be related to trait genetic architecture; height is an oligogenic 

trait in sorghum, while traits like grain yield and precocity would be expected to be 

more polygenic (Pereira and Lee, 1995; Girma et al., 2019).  

Low-coverage sequence in conjunction with the PHG allows large-scale 

imputation of progeny genotypes across the genome. We show that the PHG can be 

used with random skim sequence and rhAmpSeq sequences, suggesting that the PHG 

can also be used to unify sequence data from diverse genotyping platforms. With only 

0.01x genome coverage needed for accurate calls, per-taxon sequencing costs become 

negligible compared to the cost of DNA extraction and library preparation (both of 

which are also continuing to decrease: see Anderson et al., 2018; Baym et al., 2015; 

Zou et al., 2017). These new technologies, together with the PHG, provide breeders 

with an effective, inexpensive, and fast tool for imputation and genomic selection that 

works across genotyping platforms. Since the founder PHG produces more accurate 

SNP and haplotype calls than the diversity PHG, we also suggest that small PHG 
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databases built for specific breeding programs can be more effective than a single 

species-wide haplotype graph. 

It is surprising that the diversity PHG had lower SNP and haplotype calling 

accuracy than the founder PHG because it contains more information about the species 

diversity overall. We hypothesize that the difference in performance is due to 

differences in allele frequency or LD patterns between the Chibas breeding program 

and the taxa in the diversity PHG. As expected for a breeding program, the Chibas 

breeding material captures much less diversity than is present in the species as a 

whole. If common alleles in the Chibas founder individuals are rare relative to the taxa 

included in the diversity PHG, then the Chibas founders may have been pulled into 

consensus haplotypes with alleles that are not common in the Chibas breeding 

program. Using these consensus haplotypes to impute from skim sequence could have 

added alleles not present in the founder PHG which would increase SNP calling error 

relative to GBS. Linkage disequilibrium patterns between sorghum races may also 

differ. Therefore, transition probabilities between reference ranges may be estimated 

less accurately in a diverse PHG database comprising multiple races. For now, if 

working in a breeding context where diversity is limited, a founder PHG with 

program-specific haplotypes appears to work best. In the future, this issue could be 

solved by building a diverse PHG but using only a specific subset of taxa (in this case, 

the Chibas founders) to build consensus haplotypes. Sequence from other taxa in the 

database would be disregarded when creating consensus haplotypes, but could be used 

to fill in gaps in the sequence data for particular taxa if still needed after building 

consensus haplotypes. The resulting haplotypes would have less missing information 
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than the current founder PHG, but would maintain the allele frequencies and haplotype 

patterns of the original set of anchor taxa. The entire PHG database could then be 

useful both to represent diversity within the species and diversity within a specific 

program.  

 

2.5.3 Decreasing genotyping costs: 

 The cost of building a PHG depends on the number of individuals for which 

WGS or de novo assemblies need to be produced. Relying on existing resequencing 

data when possible can significantly reduce the overall cost. For the sorghum PHGs 

produced here, all taxa in the Chibas sorghum breeding program were multiplexed in a 

single sequencing lane, resulting in approximately 8x coverage for each individual and 

low levels of missing data. The initial sequencing investment for the founder PHG was 

$5,283. The additional 374 taxa added to the diversity PHG were produced for other 

research purposes and no additional sequence data were produced for these 

individuals. Thus, the total upfront cost for building the sorghum PHGs was under 

$6,000 - less than the genotyping costs for a round of genomic selection. 

The PHG aims to make genotyping and genomic selection marker agnostic, i.e. 

all marker systems should produce similar results. We see the PHG likely to be used 

with five current and future platforms. The most expensive is GBS at approximately 

$15/sample, which is substantially driven by expensive DNA preparation and uneven 

library coverage. Tn5 based skim sequencing can use simple DNA extraction 

protocols, has the same procedure for any species, and costs ~$10/sample. Targeted 

amplicon-based sequencing can use very inexpensive sample preparation protocols 
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and provides 500 to 2000 loci for $3.50 to $10 per sample. It does, however, require 

significant upfront investment to develop amplicons for each species, and the per-

sample cost is dependent on the number of samples processed annually. The cost of 

random prime sequencing with simple DNA extractions is similar to targeted amplicon 

sequencing at $5 to $10 per sample, but the price for random prime sequencing does 

not depend on sample number. Long-read sequence data can also be used with the 

PHG and the price is likely to drop as long-read technologies are developed further. 

The PHG is designed to work with any of these sequence types, making it possible to 

unify sequence data from across multiple platforms.  Because the per-sample read 

count can vary with skim-sequencing methods (for example, read count varied from 

12-480k reads/sample in skim sequence of the Chibas training set), reliable imputation 

is also necessary to allow fair comparison across genotypes. 

 

2.5.4 Turnaround time: 

            Continuous GS cycles require rapid data turnaround so that there is enough 

time to identify the best progeny and plan crosses before flowering. In the Chibas 

breeding program, tissue samples can be collected about 1 month after planting. For 

continuous GS cycles to be possible, all sample processing, sequencing, and variant 

calling must be complete 6 weeks after samples are collected. Using a DNA extraction 

service took two weeks, with another 1.5 weeks needed for library preparation and 

sequencing. Sequencing data took 48 hours to run through the founder PHG, giving us 

about a 4-week turnaround time from sample collection to genotype data and leaving 

two weeks to make selections and plan crosses. Additional time could potentially be 
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saved with cheap, on-site DNA extractions and library preparations (Anderson et al., 

2018; Zou et al., 2017). The extra time gained with on-site methods could make a 

second round of tissue collection and sequencing possible if samples are contaminated 

or if more data is needed for a particular breeding line. With these improvements, 

genotyping would no longer be the factor limiting turnaround time, and techniques 

like speed breeding could be used to further reduce cycle time in sorghum breeding 

(Watson et al. 2018). 

 

2.6 CONCLUSIONS 

            We developed two practical haplotype graphs: a diversity PHG with 398 

individuals consisting of all 5 sorghum races and a founder PHG with individuals 

specific to the Chibas sorghum breeding program, which consists mostly of breeding 

lines derived from east African caudatum sorghums (Muleta et al., 2019b). Our study 

demonstrated how the PHG can accurately impute SNPs and haplotypes from low 

coverage random sequence data and predict genotypes for a breeding population. The 

PHG was able to produce better imputed genotype calls than Beagle 5.0 when using 

low-coverage random sequence data, and prediction accuracies from PHG-imputed 

SNPs matched those produced with higher-cost GBS marker data for traits with a 

range of genetic architectures when starting from similar levels of sequence coverage. 

These results demonstrate that the PHG is a useful low-cost genotyping tool for 

breeders around the globe.   
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SUPPLEMENTAL FIGURES AND TABLE 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Supplemental Figure S2.1: SNP calling error rates for the founder PHG when 
imputing a set of 8 unrelated individuals. Solid red line represents a naïve imputation 
accuracy when the major allele is always imputed. Black horizontal lines represent the 
best‐case imputation results: minimum achievable error rate of the PHG (dotted), GBS 
(dot‐dash), and Beagle (dashed). 
 
 
 
 
 

 
 
 
 
 
 
 
 
 

 
Supplemental Figure S2.2: Genomic prediction accuracies from diversity PHG SNPs 
(green) or haplotypes (blue) match prediction accuracies of GBS (pink). 
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Supplemental Table S2.1: Names and source of taxa in the sorghum PHG database. 
Taxon name Source Race Database 

00-SB-FSDT427 CHIBAS Caudatum 24-taxa/398-taxa 

BF-95-11-195 CHIBAS Caudatum 24-taxa/398-taxa 

C10-68-2 CHIBAS Caudatum 24-taxa/398-taxa 

C36-52-1 CHIBAS Caudatum 24-taxa/398-taxa 

CIR1-0G2-4G-1G-M-M CHIBAS Caudatum 24-taxa/398-taxa 

CIR-2-7-3G-N-M-A27 CHIBAS Caudatum 24-taxa/398-taxa 

D1-370-DB-020 CHIBAS Caudatum 24-taxa/398-taxa 

D1-371-DA-088 CHIBAS Caudatum 24-taxa/398-taxa 

D20-422-DB-074 CHIBAS Caudatum 24-taxa/398-taxa 

D29-381-DA-091 CHIBAS Caudatum 24-taxa/398-taxa 

D30-391-DA-003 CHIBAS Caudatum 24-taxa/398-taxa 

D30-395-DB-054 CHIBAS Caudatum 24-taxa/398-taxa 

D33-404-DB-007 CHIBAS Caudatum 24-taxa/398-taxa 

D36-398-DB-083 CHIBAS Caudatum 24-taxa/398-taxa 

D38-413-DB-095 CHIBAS Caudatum 24-taxa/398-taxa 

D46-417-DB-022 CHIBAS Caudatum 24-taxa/398-taxa 

D47-362-DA-094 CHIBAS Caudatum 24-taxa/398-taxa 

D48-382-DB-055 CHIBAS Caudatum 24-taxa/398-taxa 

D9-331-DA-029 CHIBAS Caudatum 24-taxa/398-taxa 

DEKABES CHIBAS Caudatum 24-taxa/398-taxa 

Papesek CHIBAS Caudatum 24-taxa/398-taxa 

PCR-2-23C-1-M-1 CHIBAS Caudatum 24-taxa/398-taxa 

SANTO-275 CHIBAS Caudatum 24-taxa/398-taxa 

Wiley CHIBAS Caudatum 24-taxa/398-taxa 

IS1004 ICRISAT Durra 398-taxa 

IS10302 ICRISAT Caudatum 398-taxa 

IS1212 ICRISAT Bicolor-kafir 398-taxa 

IS1219 ICRISAT Bicolor-guinea 398-taxa 

IS1233 ICRISAT Bicolor 398-taxa 

IS12697 ICRISAT Bicolor 398-taxa 

IS12937 ICRISAT Kafir 398-taxa 

IS12945 ICRISAT Kafir 398-taxa 

IS13294 ICRISAT Bicolor-
caudatum 398-taxa 

IS13444 ICRISAT Unknown 398-taxa 

IS13549 ICRISAT Bicolor-
caudatum 398-taxa 
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IS13809 ICRISAT Unknown 398-taxa 

IS15401 ICRISAT Unknown 398-taxa 

IS15466 ICRISAT Caudatum 398-taxa 

IS15744 ICRISAT Caudatum-
durra 398-taxa 

IS15845 ICRISAT Unknown 398-taxa 

IS15931 ICRISAT Guinea 398-taxa 

IS18484 ICRISAT Unknown 398-taxa 

IS18758 ICRISAT Caudatum-
guinea 398-taxa 

IS19153 ICRISAT Caudatum-
guinea 398-taxa 

IS20740 ICRISAT Bicolor 398-taxa 

IS20743 ICRISAT Bicolor 398-taxa 

IS20956 ICRISAT Caudatum-
durra 398-taxa 

IS21055 ICRISAT Unknown 398-taxa 

IS21219 ICRISAT Unknown 398-taxa 

IS21645 ICRISAT Guinea 398-taxa 

IS22294 ICRISAT Kafir 398-taxa 

IS23216 ICRISAT Bicolor-
caudatum 398-taxa 

IS23496 ICRISAT Unknown 398-taxa 

IS23514 ICRISAT Caudatum 398-taxa 

IS23520 ICRISAT Unknown 398-taxa 

IS23521 ICRISAT Caudatum-
guinea 398-taxa 

IS23590 ICRISAT Caudatum-
guinea 398-taxa 

IS23684 ICRISAT Guinea 398-taxa 

IS23891 ICRISAT Durra 398-taxa 

IS2391 ICRISAT Unknown 398-taxa 

IS23992 ICRISAT Caudatum 398-taxa 

IS24139 ICRISAT Guinea 398-taxa 

IS24503 ICRISAT Bicolor 398-taxa 

IS24939 ICRISAT Bicolor 398-taxa 

IS24953 ICRISAT Caudatum-
guinea 398-taxa 

IS25395 ICRISAT Unknown 398-taxa 

IS25989 ICRISAT Guinea 398-taxa 

IS26694 ICRISAT Caudatum 398-taxa 

IS26737 ICRISAT Kafir 398-taxa 

IS27034 ICRISAT Durra 398-taxa 

IS27557 ICRISAT Guinea 398-taxa 
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IS27697 ICRISAT Guinea 398-taxa 

IS27786 ICRISAT Bicolor-durra 398-taxa 

IS28141 ICRISAT Caudatum-
durra 398-taxa 

IS28449 ICRISAT Caudatum-
guinea 398-taxa 

IS28614 ICRISAT Caudatum-
durra 398-taxa 

IS28747 ICRISAT Caudatum-
durra 398-taxa 

IS29091 ICRISAT Caudatum-
durra 398-taxa 

IS29187 ICRISAT Caudatum-
durra 398-taxa 

IS29335 ICRISAT Caudatum 398-taxa 

IS2940 ICRISAT Unknown 398-taxa 

IS29415 ICRISAT Unknown 398-taxa 

IS29714 ICRISAT Durra-kafir 398-taxa 

IS302 ICRISAT Unknown 398-taxa 

IS30383 ICRISAT Bicolor-
caudatum 398-taxa 

IS30400 ICRISAT Bicolor-
caudatum 398-taxa 

IS30450 ICRISAT Bicolor-
caudatum 398-taxa 

IS30460 ICRISAT Caudatum 398-taxa 

IS30508 ICRISAT Bicolor-
caudatum 398-taxa 

IS30536 ICRISAT Bicolor-
caudatum 398-taxa 

IS31651 ICRISAT Caudatum 398-taxa 

IS31681 ICRISAT Bicolor 398-taxa 

IS31714 ICRISAT Caudatum-
durra 398-taxa 

IS33023 ICRISAT Guinea 398-taxa 

IS33844 ICRISAT Durra 398-taxa 

IS33891 ICRISAT Unknown 398-taxa 

IS33892 ICRISAT Unknown 398-taxa 

IS3541 ICRISAT Unknown 398-taxa 

IS3693 ICRISAT Unknown 398-taxa 

IS3923 ICRISAT Unknown 398-taxa 

IS3924 ICRISAT Unknown 398-taxa 

IS4515 ICRISAT Durra 398-taxa 

IS4698 ICRISAT Durra 398-taxa 

IS473 ICRISAT Guinea-kafir 398-taxa 

IS4776 ICRISAT Durra 398-taxa 
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IS5301 ICRISAT Caudatum-
guinea 398-taxa 

IS5424 ICRISAT Unknown 398-taxa 

IS602 ICRISAT Bicolor 398-taxa 

IS6354 ICRISAT Durra 398-taxa 

IS6928 ICRISAT Caudatum-
guinea 398-taxa 

IS7131 ICRISAT Caudatum-
durra 398-taxa 

IS7679 ICRISAT Guinea 398-taxa 

IS8193 ICRISAT Unknown 398-taxa 

IS8571 ICRISAT Unknown 398-taxa 

IS8774 ICRISAT Durra-kafir 398-taxa 

IS8965 ICRISAT Unknown 398-taxa 

IS9108 ICRISAT Caudatum 398-taxa 

IS9302 ICRISAT Unknown 398-taxa 

IS9321 ICRISAT Unknown 398-taxa 

IS9323 ICRISAT Unknown 398-taxa 

IS9447 ICRISAT Unknown 398-taxa 

IS9468 ICRISAT Kafir 398-taxa 

IS9830 ICRISAT Caudatum 398-taxa 

Ai4 Mace et al., 2013 Mixed 398-taxa 

B35 Mace et al., 2013 Mixed (durra) 398-taxa 

B923296 Mace et al., 2013 Mixed 398-taxa 

B963676 Mace et al., 2013 Mixed 398-taxa 

Cherekit-IBC-E-460 Mace et al., 2013 Unknown 398-taxa 

drummondii-PI330272 Mace et al., 2013 Wild 398-taxa 

Greenleaf Mace et al., 2013 Bicolor 398-taxa 

EarlyHegari Mace et al., 2013 Caudatum 398-taxa 

IBC-E-38432 Mace et al., 2013 Durra 398-taxa 

ICSV745 Mace et al., 2013 Mixed 398-taxa 

IS3614-2 Mace et al., 2013 Guinea 398-taxa 

IS8525 Mace et al., 2013 Kafir 398-taxa 

IS9710 Mace et al., 2013 Caudatum 398-taxa 

Karper669 Mace et al., 2013 Mixed 398-taxa 

Kilo-IBC-E-382 Mace et al., 2013 Unknown 398-taxa 

KS115 Mace et al., 2013 Durra-
caudatum 398-taxa 

LR9198 Mace et al., 2013 Mixed 398-taxa 

M35-1 Mace et al., 2013 Durra 398-taxa 
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Macia Mace et al., 2013 Mixed 
(caudatum) 398-taxa 

Malisor84-7 Mace et al., 2013 Mixed 398-taxa 

PI226096 Mace et al., 2013 Bicolor 398-taxa 

PI525695 Mace et al., 2013 Margaritiferum 398-taxa 

PI563516 Mace et al., 2013 Durra-
caudatum 398-taxa 

PI585749 Mace et al., 2013 Durra (durra-
bicolor) 398-taxa 

PI586430 Mace et al., 2013 Margaritiferum 398-taxa 

propinquum-369-1 Mace et al., 2013 Wild 398-taxa 

propinquum-369-2 Mace et al., 2013 Wild 398-taxa 

QL12 Mace et al., 2013 Mixed 398-taxa 

R931945-2-2 Mace et al., 2013 Mixed 398-taxa 

Rio Mace et al., 2013 Kafir 398-taxa 

RTx7000 Mace et al., 2013 Kafir-
caudatum 398-taxa 

SC103-14E Mace et al., 2013 Guinea-
caudatum 398-taxa 

SC108C Mace et al., 2013 Caudatum 398-taxa 

SC170-6-8 Mace et al., 2013 Caudatum 398-taxa 

SC23 Mace et al., 2013 Durra 398-taxa 

SC237-14E Mace et al., 2013 Caudatum 398-taxa 

SC326-6 Mace et al., 2013 Caudatum-
bicolor 398-taxa 

SC35C Mace et al., 2013 Durra 398-taxa 

SC56-14E Mace et al., 2013 Caudatum-
nigricans 398-taxa 

SC62C Mace et al., 2013 Mixed 398-taxa 
verticilliflorum-AusTRCF-
317961 Mace et al., 2013 Wild 398-taxa 

verticilliflorum-PI300119 Mace et al., 2013 Wild 398-taxa 

Yik-solate-IBC-E Mace et al., 2013 Unknown 398-taxa 

Zengada-IBC-E-308 Mace et al., 2013 Wild 398-taxa 

NSL102183 Valluru et al., 2019 Caudatum 398-taxa 

NSL365694 Valluru et al., 2019 Kafir 398-taxa 

NSL365712 Valluru et al., 2019 Durra 398-taxa 

NSL50448 Valluru et al., 2019 Guinea 398-taxa 

NSL50449 Valluru et al., 2019 Guinea 398-taxa 

NSL50464 Valluru et al., 2019 Guinea 398-taxa 

NSL50499 Valluru et al., 2019 Guinea 398-taxa 

NSL50613 Valluru et al., 2019 Guinea 398-taxa 

NSL50614 Valluru et al., 2019 Guinea 398-taxa 

NSL50649 Valluru et al., 2019 Guinea 398-taxa 
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NSL50663 Valluru et al., 2019 Guinea 398-taxa 

NSL50685 Valluru et al., 2019 Guinea 398-taxa 

NSL50716 Valluru et al., 2019 Guinea 398-taxa 

NSL50748 Valluru et al., 2019 Guinea 398-taxa 

NSL50843 Valluru et al., 2019 Guinea 398-taxa 

NSL51356 Valluru et al., 2019 Kafir 398-taxa 

NSL51902 Valluru et al., 2019 Caudatum 398-taxa 

NSL51959 Valluru et al., 2019 Caudatum 398-taxa 

NSL51963 Valluru et al., 2019 Caudatum 398-taxa 

NSL51969 Valluru et al., 2019 Caudatum 398-taxa 

NSL51981 Valluru et al., 2019 Guinea 398-taxa 

NSL52282 Valluru et al., 2019 Kafir 398-taxa 

NSL54114 Valluru et al., 2019 Guinea 398-taxa 

NSL54141 Valluru et al., 2019 Guinea 398-taxa 

NSL54162 Valluru et al., 2019 Guinea 398-taxa 

NSL54165 Valluru et al., 2019 Guinea 398-taxa 

NSL54175 Valluru et al., 2019 Guinea 398-taxa 

NSL54184 Valluru et al., 2019 Guinea 398-taxa 

NSL54221 Valluru et al., 2019 Guinea 398-taxa 

NSL54222 Valluru et al., 2019 Guinea 398-taxa 

NSL54231 Valluru et al., 2019 Unknown 398-taxa 

NSL54236 Valluru et al., 2019 Guinea 398-taxa 

NSL54297 Valluru et al., 2019 Caudatum 398-taxa 

NSL54318 Valluru et al., 2019 Guinea 398-taxa 

NSL54577 Valluru et al., 2019 Durra (durra-
bicolor) 398-taxa 

NSL54591 Valluru et al., 2019 Durra 398-taxa 

NSL54705 Valluru et al., 2019 Unknown 398-taxa 

NSL54779 Valluru et al., 2019 Durra 398-taxa 

NSL55032 Valluru et al., 2019 Durra 398-taxa 

NSL55671 Valluru et al., 2019 Durra 398-taxa 

NSL55725 Valluru et al., 2019 Durra 398-taxa 

NSL55731 Valluru et al., 2019 Durra 398-taxa 

NSL55749 Valluru et al., 2019 Caudatum 398-taxa 

NSL67916 Valluru et al., 2019 Durra 398-taxa 

NSL67921 Valluru et al., 2019 Durra 398-taxa 

PI147828 Valluru et al., 2019 Durra 398-taxa 

PI147838 Valluru et al., 2019 Durra 398-taxa 

PI147933 Valluru et al., 2019 Durra 398-taxa 
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PI147937 Valluru et al., 2019 Durra 398-taxa 

PI147938 Valluru et al., 2019 Dura 398-taxa 

PI147939 Valluru et al., 2019 Durra 398-taxa 

PI148083 Valluru et al., 2019 Durra 398-taxa 

PI148084-1 Valluru et al., 2019 Durra 398-taxa 

PI148084-2 Valluru et al., 2019 Durra 398-taxa 

PI148084 Valluru et al., 2019 Durra 398-taxa 

PI148086 Valluru et al., 2019 Durra 398-taxa 

PI148089-1 Valluru et al., 2019 Durra 398-taxa 

PI148089-2 Valluru et al., 2019 Durra 398-taxa 

PI148101 Valluru et al., 2019 Durra 398-taxa 

PI148114 Valluru et al., 2019 Durra 398-taxa 

PI149831 Valluru et al., 2019 Caudatum 398-taxa 

PI151198 Valluru et al., 2019 Durra 398-taxa 

PI152594 Valluru et al., 2019 Durra 398-taxa 

PI152636 Valluru et al., 2019 Caudatum 398-taxa 

PI152654 Valluru et al., 2019 Unknown 398-taxa 

PI152702 Valluru et al., 2019 Caudatum 398-taxa 

PI152705 Valluru et al., 2019 Caudatum 398-taxa 

PI152730 Valluru et al., 2019 Caudatum 398-taxa 

PI152748 Valluru et al., 2019 Caudatum 398-taxa 

PI153824 Valluru et al., 2019 Caudatum 398-taxa 

PI153844 Valluru et al., 2019 Caudatum 398-taxa 

PI153852 Valluru et al., 2019 Caudatum 398-taxa 

PI153860 Valluru et al., 2019 Caudatum 398-taxa 

PI185458 Valluru et al., 2019 Unknown 398-taxa 

PI221624 Valluru et al., 2019 Guinea 398-taxa 

PI221651 Valluru et al., 2019 Guinea 398-taxa 

PI221662 Valluru et al., 2019 Durra 398-taxa 

PI248317 Valluru et al., 2019 Durra 398-taxa 

PI267542 Valluru et al., 2019 Guinea 398-taxa 

PI267614 Valluru et al., 2019 Guinea 398-taxa 

PI267643 Valluru et al., 2019 Durra 398-taxa 

PI267650 Valluru et al., 2019 Durra 398-taxa 

PI267653 Valluru et al., 2019 Durra 398-taxa 

PI276770 Valluru et al., 2019 Durra 398-taxa 

PI276773 Valluru et al., 2019 Durra 398-taxa 

PI276785 Valluru et al., 2019 Durra 398-taxa 
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PI276787 Valluru et al., 2019 Durra 398-taxa 

PI276789 Valluru et al., 2019 Durra 398-taxa 

PI276790 Valluru et al., 2019 Durra 398-taxa 

PI276800 Valluru et al., 2019 Durra 398-taxa 

PI276801-1 Valluru et al., 2019 Caudatum 398-taxa 

PI276803 Valluru et al., 2019 Durra 398-taxa 

PI276806 Valluru et al., 2019 Durra 398-taxa 

PI276816 Valluru et al., 2019 Durra 398-taxa 

PI276820 Valluru et al., 2019 Durra 398-taxa 

PI276823 Valluru et al., 2019 Durra 398-taxa 

PI276830 Valluru et al., 2019 Durra 398-taxa 

PI276853A Valluru et al., 2019 Durra 398-taxa 

PI282857 Valluru et al., 2019 Guinea 398-taxa 

PI285039 Valluru et al., 2019 Caudatum 398-taxa 

PI285042-1 Valluru et al., 2019 Caudatum 398-taxa 

PI285042-2 Valluru et al., 2019 Caudatum 398-taxa 

PI285043 Valluru et al., 2019 Guinea 398-taxa 

PI291231 Valluru et al., 2019 Durra 398-taxa 

PI291239 Valluru et al., 2019 Durra 398-taxa 

PI291240 Valluru et al., 2019 Durra 398-taxa 

PI297117 Valluru et al., 2019 Caudatum 398-taxa 

PI329597 Valluru et al., 2019 Durra 398-taxa 

PI329707 Valluru et al., 2019 Durra 398-taxa 

PI329719 Valluru et al., 2019 Durra 398-taxa 

PI329836 Valluru et al., 2019 Caudatum 398-taxa 

PI329915 Valluru et al., 2019 Durra 398-taxa 

PI330070-1 Valluru et al., 2019 Durra 398-taxa 

PI330095 Valluru et al., 2019 Durra 398-taxa 

PI330098 Valluru et al., 2019 Durra 398-taxa 

PI330877 Valluru et al., 2019 Durra 398-taxa 

PI330886 Valluru et al., 2019 Durra 398-taxa 

PI330887 Valluru et al., 2019 Durra 398-taxa 

PI330897 Valluru et al., 2019 Durra 398-taxa 

PI383856 Valluru et al., 2019 Caudatum 398-taxa 

PI505705 Valluru et al., 2019 Kafir 398-taxa 

PI522160 Valluru et al., 2019 Unknown 398-taxa 

PI524948-1 Valluru et al., 2019 Kafir 398-taxa 

PI525059 Valluru et al., 2019 Caudatum 398-taxa 
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PI562715 Valluru et al., 2019 Unknown 398-taxa 

PI562963 Valluru et al., 2019 Caudatum 398-taxa 

PI563006 Valluru et al., 2019 Guinea 398-taxa 

PI563023 Valluru et al., 2019 Guinea 398-taxa 

PI563509 Valluru et al., 2019 Durra 398-taxa 

PI570712 Valluru et al., 2019 Caudatum 398-taxa 

PI570813 Valluru et al., 2019 Durra 398-taxa 

PI570916 Valluru et al., 2019 Caudatum 398-taxa 

PI570928 Valluru et al., 2019 Caudatum 398-taxa 

PI570969 Valluru et al., 2019 Caudatum 398-taxa 

PI571001 Valluru et al., 2019 Caudatum 398-taxa 

PI571020 Valluru et al., 2019 Durra 398-taxa 

PI571022 Valluru et al., 2019 Caudatum 398-taxa 

PI586792 Valluru et al., 2019 Caudatum 398-taxa 

PI609612 Valluru et al., 2019 Unknown 398-taxa 

PI647743 Valluru et al., 2019 Durra 398-taxa 

PI647745 Valluru et al., 2019 Durra 398-taxa 

PI651102 Valluru et al., 2019 Kafir 398-taxa 

PI651113 Valluru et al., 2019 Guinea 398-taxa 

PI651116 Valluru et al., 2019 Guinea 398-taxa 

PI651124 Valluru et al., 2019 Guinea 398-taxa 

PI651131 Valluru et al., 2019 Guinea 398-taxa 

PI651141 Valluru et al., 2019 Guinea 398-taxa 

PI651167 Valluru et al., 2019 Guinea 398-taxa 

PI651168 Valluru et al., 2019 Durra 398-taxa 

PI651178 Valluru et al., 2019 Guinea 398-taxa 

PI651187 Valluru et al., 2019 Guinea 398-taxa 

PI660555 Valluru et al., 2019 Kafir 398-taxa 

PI660556 Valluru et al., 2019 Guinea 398-taxa 

PI660559 Valluru et al., 2019 Guinea 398-taxa 

PI660560-1 Valluru et al., 2019 Guinea 398-taxa 

PI660562 Valluru et al., 2019 Guinea 398-taxa 

PI660564 Valluru et al., 2019 Guinea 398-taxa 

PI660565 Valluru et al., 2019 Guinea 398-taxa 

PI660566 Valluru et al., 2019 Guinea 398-taxa 

PI660571 Valluru et al., 2019 Caudatum 398-taxa 

PI660580 Valluru et al., 2019 Caudatum 398-taxa 

PI660582 Valluru et al., 2019 Caudatum 398-taxa 
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PI660585 Valluru et al., 2019 Caudatum 398-taxa 

PI660587 Valluru et al., 2019 Caudatum 398-taxa 

PI660590 Valluru et al., 2019 Guinea 398-taxa 

PI660592 Valluru et al., 2019 Kafir 398-taxa 

PI660595 Valluru et al., 2019 Guinea 398-taxa 

PI660597 Valluru et al., 2019 Caudatum 398-taxa 

PI660602 Valluru et al., 2019 Guinea 398-taxa 

PI660606 Valluru et al., 2019 Caudatum 398-taxa 

PI660608 Valluru et al., 2019 Kafir 398-taxa 

PI660612 Valluru et al., 2019 Durra 398-taxa 

PI660615 Valluru et al., 2019 Durra 398-taxa 

PI660616 Valluru et al., 2019 Durra 398-taxa 

PI660618 Valluru et al., 2019 Durra 398-taxa 

PI660631 Valluru et al., 2019 Guinea 398-taxa 

PI660640 Valluru et al., 2019 Caudatum 398-taxa 

PI660643 Valluru et al., 2019 Caudatum 398-taxa 

PI660645 Valluru et al., 2019 Caudatum 398-taxa 

PI665071 Valluru et al., 2019 Kafir 398-taxa 

PI665072 Valluru et al., 2019 Kafir 398-taxa 

PI665073 Valluru et al., 2019 Kafir 398-taxa 

PI665074 Valluru et al., 2019 Guinea 398-taxa 

PI665075 Valluru et al., 2019 Guinea 398-taxa 

PI665076 Valluru et al., 2019 Guinea 398-taxa 

PI665079 Valluru et al., 2019 Guinea 398-taxa 

PI665080 Valluru et al., 2019 Guinea 398-taxa 

PI665081 Valluru et al., 2019 Durra 398-taxa 

PI665083 Valluru et al., 2019 Guinea 398-taxa 

PI665085 Valluru et al., 2019 Guinea 398-taxa 

PI665088 Valluru et al., 2019 Guinea 398-taxa 

PI665091 Valluru et al., 2019 Durra 398-taxa 

PI665092 Valluru et al., 2019 Kafir 398-taxa 

PI665093 Valluru et al., 2019 Kafir 398-taxa 

PI665097 Valluru et al., 2019 Caudatum 398-taxa 

PI665098 Valluru et al., 2019 Caudatum 398-taxa 

PI665103 Valluru et al., 2019 Guinea 398-taxa 

PI665104 Valluru et al., 2019 Guinea 398-taxa 

PI665107 Valluru et al., 2019 Kafir 398-taxa 

PI665108 Valluru et al., 2019 Kafir 398-taxa 
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PI665110 Valluru et al., 2019 Guinea 398-taxa 

PI665111 Valluru et al., 2019 Guinea 398-taxa 

PI665112 Valluru et al., 2019 Caudatum 398-taxa 

PI665114 Valluru et al., 2019 Caudatum 398-taxa 

PI665116 Valluru et al., 2019 Durra 398-taxa 

PI665117 Valluru et al., 2019 Caudatum 398-taxa 

PI665118 Valluru et al., 2019 Durra 398-taxa 

PI665121 Valluru et al., 2019 Durra 398-taxa 

PI665123 Valluru et al., 2019 Durra 398-taxa 

PI665124 Valluru et al., 2019 Durra 398-taxa 

PI665125 Valluru et al., 2019 Kafir 398-taxa 

PI665126 Valluru et al., 2019 Durra 398-taxa 

PI665129 Valluru et al., 2019 Durra 398-taxa 

PI665133 Valluru et al., 2019 Durra 398-taxa 

PI665137 Valluru et al., 2019 Durra 398-taxa 

PI665138 Valluru et al., 2019 Durra 398-taxa 

PI665141 Valluru et al., 2019 Durra 398-taxa 

PI665142 Valluru et al., 2019 Durra 398-taxa 

PI665143 Valluru et al., 2019 Durra 398-taxa 

PI665144 Valluru et al., 2019 Caudatum 398-taxa 

PI665145 Valluru et al., 2019 Durra 398-taxa 

PI665146 Valluru et al., 2019 Unknown 398-taxa 

PI665147 Valluru et al., 2019 Durra 398-taxa 

PI665148 Valluru et al., 2019 Durra 398-taxa 

PI665150 Valluru et al., 2019 Durra 398-taxa 

PI665153 Valluru et al., 2019 Durra 398-taxa 

PI665154 Valluru et al., 2019 Durra 398-taxa 

PI665156 Valluru et al., 2019 Kafir 398-taxa 

PI665159 Valluru et al., 2019 Caudatum 398-taxa 

PI665160 Valluru et al., 2019 Caudatum 398-taxa 

PI665170 Valluru et al., 2019 Guinea 398-taxa 
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3.1 ABSTRACT 

Because ambient temperature affects biochemical reactions, organisms living 

in extreme temperature conditions adapt protein composition and structure to maintain 
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biochemical functions. While it is not feasible to experimentally determine optimal 

growth temperature (OGT) for every known microbial species, organisms adapted to 

different temperatures have measurable differences in DNA, RNA, and protein 

composition that allow OGT prediction from genome sequence alone. In this study, 

we built a ‘tRNA thermometer’ model using tRNA sequence to predict OGT. We used 

sequences from 100 archaea and 683 bacteria species as input to train two 

Convolutional Neural Network models. The first pairs individual tRNA sequences 

from different species to predict which comes from a more thermophilic organism, 

with accuracy ranging from 0.538 to 0.992. The second uses the complete set of 

tRNAs in a species to predict optimal growth temperature, achieving a maximum  𝑟! 

of 0.86; comparable with other prediction accuracies in the literature despite a 

significant reduction in the quantity of input data. This model improves on previous 

OGT prediction models by providing a model with minimum input data requirements, 

removing laborious feature extraction and data preprocessing steps, and widening the 

scope of valid downstream analyses.   

 

3.2 INTRODUCTION 

Environmental temperature affects every biochemical reaction within an 

organism, from spontaneous protein folding to complex metabolite catalysis. Tools 

that infer an organism’s optimal growth temperature from genomic sequence have 

potential biological and economic implications and can improve understanding of how 

both individual cell components and whole organisms adapt to their environment. 

However, experimentally identifying the true optimal temperature of every newly-
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discovered microorganism is unfeasible due to the sheer number of prokaryotes that 

have been identified and the difficulty in isolating and culturing many prokaryotic 

species. Predicting an organism’s optimal growth temperature based on physical 

characteristics of the genome is one way to determine optimal temperature without 

needing to successfully culture a new species.  

Temperature has a significant effect on cell biochemistry. In general, cellular 

processes speed up as temperature increases, but extremely high temperatures can also 

denature proteins and negatively affect biochemical reactions. Proteins function best 

within a specific temperature window that maximizes enzymatic reaction rate without 

denaturing the protein, and most enzymes have evolved within an optimal temperature 

range that is closely tied to environmental temperature (1). Few enzymes show 

optimal activity more than 10°C above or below the optimal growth temperature of the 

host organism (1, 2). Maintaining catalytic function at extreme temperatures requires 

specific changes in genome composition, and many studies have identified differences 

between thermophilic and mesophilic genomes (1, 3–11). Thermophilic proteins tend 

to have more hydrophobic residues, disulfide bonds, and ionic interactions to pack 

amino acid residues closely together and prevent protein unfolding, while 

psychrophilic (cold-adapted) proteins require fewer strong interactions between amino 

acid residues  (2). Significant shifts in genome composition have also been correlated 

with environmental temperature conditions, affecting genome features like GC 

content, codon bias, and amino acid frequency (12, 13).  

Because physical changes in DNA, RNA, and protein composition have been 

correlated with optimal growth temperature, multiple approaches have been taken to 
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predict OGT from a combination of these features. Aptekmann et al. found a positive 

correlation between GC content of tRNA regions and OGT and between information 

content and optimal growth temperatures in Archaea (12). Li et al. implemented a 

machine learning workflow in order to predict the OGT of microorganisms and 

enzyme catalytic optima from 2-mer amino acid composition and investigated a wide 

range of  regression models (5). Sauer and Wang used multiple linear regression to 

predict the OGT of prokaryotes from genome size and tRNA, rRNA, open reading 

frame, and proteome composition (13). Ai et al. targeted a problem related to protein 

thermostability and classified thermophilic and mesophilic proteins using support 

vector machines and decision trees (6). Similarly, Capaldi et al. predicted bacterial 

growth temperature range based on genome sequences with a Bayesian model (1). 

These previously-published approaches to predicting organism OGT tend to 

use a combination of genome and sequence features that cover the entire Central 

Dogma of molecular biology. Such models can be useful when the end goal is to 

predict OGT for a newly-identified species, but they have limited downstream 

applications when the end goal is understanding how cellular components adapt or 

evolve under different temperature conditions, because using many cell features to 

predict OGT then statistically confounds downstream analyses involving the same 

cellular components. Optimal growth temperatures predicted with a model requiring 

amino acid composition as input, for example, cannot be used in subsequent analyses 

investigating how proteins evolve under different temperatures – the protein evolution 

results would be confounded with the initial OGT prediction. To address this, we set 

out to create a model that predicts prokaryote OGT using a minimal set of input data. 
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Transfer RNAs (tRNAs) are a vital and universal part of life, with remarkably 

conserved structure and function. Although most tRNAs have a standard “cloverleaf” 

structure with an acceptor arm, D-arm, anticodon arm, and T-arm, mutants have been 

identified that lack the T-arm, D-arm, or both (14, 15). We chose to focus on tRNA 

sequences with this model because of the ubiquity and conservation of tRNAs across 

domains, because RNA base pairing chemistry is known to be affected by 

temperature, and because single-base mutations in tRNAs can dramatically affect 

function and temperature sensitivity (16, 17). 

We refer to this model as a ‘tRNA thermometer’ because it uses tRNA 

sequence features as an indicator of an organism’s optimal growth temperature, thus 

measuring the “temperature” of the genome. Although biologists may be familiar with 

the concept of an ‘RNA thermometer’, here we use a similar term with a different 

context. The tRNA thermometer model uses a Convolutional Neural Network (CNN) 

to classify and predict prokaryote OGT using tRNA sequences as input data. Because 

the model uses only tRNA features, it is possible to use predicted optimal 

temperatures from this model in downstream analyses evaluating the effects of 

temperature on other cellular components, including protein and genomic features. 

Essentially, with only ~4000bp of sequence (~0.1% of the genome), this CNN model 

can predict OGT as well as summary data from the entire rest of the genome. Because 

it uses fewer features than previous OGT-prediction models and does not require 

feature extraction, it is also easier to use and removes researcher bias in selecting 

features.   
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3.3 MATERIALS AND METHODS 

Data collection and distribution 

A list of species for which optimal growth temperature has been determined 

was obtained from Sauer et al. and all existing genome assemblies were downloaded 

for each species, resulting in an initial set of 36,529 Bacteria and 276 Archaea 

genomes, with optimal growth temperatures ranging from 4 to 103°C (13). tRNA 

sequence and positions were predicted for each genome using tRNAscan-SE (version 

2.0.3; (18, 19)). rRNA sequence and positions were predicted for each genome using 

barrnap (version 0.9; (20)).  

A single genome was selected for each species, and only tRNA sequences from 

that genome were used in the CNN predictions. Genome assemblies were considered 

low-quality and removed if 16S, 23S, and 5S rRNA sequences could not be predicted 

by barrnap. For species with multiple remaining genome assemblies, the assembly 

with the highest number of predicted tRNA sequences was chosen as the single ‘best’ 

assembly. Selecting genome assemblies in this way resulted in genomes for 165 

unique archaea species and 2375 unique bacteria species. However, the distribution of 

optimal temperatures for this species set was highly skewed, with nearly 40% of 

archaea and nearly 70% of bacteria genomes having predicted optimal temperatures of 

28, 30, or 37°C. These three temperatures are common prokaryote culture 

temperatures so we decided to remove observations at these temperatures to reduce the 

bias and help balance the dataset, since we could not be sure that these were true 

adaptive growth temperatures rather than culture temperatures. After removing species 

with OGT listed at 28, 30, or 37°C, the dataset contained 683 bacteria species with 
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41,853 predicted tRNAs and 100 archaea species with 5,474 predicted tRNAs. In the 

final dataset, 70% of bacteria tRNAs come from species with OGTs between 20-40°C, 

and 24% of archaea tRNAs come from species in this temperature range. The range of 

optimal temperatures included in the dataset spans nearly 100°C and as expected, 

tRNA structures in the dataset appear consistent despite the large variation in species’ 

optimal growth temperatures (Figure 3.1). Sequences were used to train and test the 

model as-is and were not processed further to identify specific tRNA mutants or non-

standard structures.  

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 3.1: Sample structures for Lysine tRNAs calculated using predicted minimum 
free energy of folding (MFE) are consistent even in species with extreme differences 
in optimal growth temperature. (A) Aequorivita sublithincola, with OGT = 4°C, (B) 
Lactobacillus frumenti, with OGT = 40°C, (C) Pyrolobus fumarii, with OGT = 103°C. 
These tRNA structures were calculated and displayed using the ViennaRNA Web 
Services (21). 
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Prediction Method 

We used Convolutional Neural Networks (CNNs) for OGT prediction. CNNs 

are neural network (NN)-based machine learning models with at least one 

convolutional layer. They can predict both categorical (classification) and continuous 

(regression) targets depending on the configuration of downstream layers. When the 

input is a continuous or discrete signal such as images, sensor data, or base pair 

sequence, CNNs are useful because they automatically extract features from the input 

and can capture both local and global features. Moreover, thanks to weight sharing at 

the convolutional layers and downsampling at the pooling layers, CNNs have fewer 

parameters that need to be learned than regular NNs. Thus, CNNs require less training 

data and have lower risk of over-fitting. Additionally, other machine learning models 

have no prior knowledge of how input values are organized, and are not able to take 

advantage of the relative positions within a sequence, (i.e., they cannot determine 

consecutive bases in a sequence). CNN architectures naturally have this prior 

neighborhood knowledge. CNNs have been shown to be successful predicting a target 

by using genomic sequence data: Wang et al. presented a  sequence-based deep CNN 

model that accurately predicts the TF binding intensities to given DNA sequences 

(22), and Zeng et al., and Zhuang et al. predict enhancer–promoter interactions with 

DNA sequence data and CNNs (23, 24). 

We set two prediction problems in this study. One is a binary classification 

model that can take two tRNA sequences from different organisms as input. This 

classification model predicts which tRNA sequence in the pair comes from a 

microorganism with higher optimal growth temperature, and requires only a single 
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tRNA from each genome for the classification. The second model uses a CNN 

regression model that predicts the optimal growth temperatures of bacteria and 

archaea. In both cases, a CNN model was chosen to allow automatic feature 

extraction. This made it possible to use tRNA sequences as direct input and did not 

require manual extraction of hundreds of sequence features or assessment of the 

correlation of each individual feature with OGT. In both models, tRNA sequences 

were obtained as described above, then one-hot encoded. Because not all tRNA 

sequences are the same length, shorter sequences were padded with zeros to produce a 

final 4xL matrix of 0s and 1s, where L is the length of the longest tRNA in the input 

data.  

Models:  

Temperature Classifier Model based on Individual tRNA sequences 

In the first model, we built a CNN classification model that can take paired sets 

of tRNAs and  predict which tRNA belongs to a microorganism with higher optimal 

growth temperature. Before presenting our classifier model, in Equation 1 and 2 we 

introduce the data structure. In Equation 1, dataset 𝐷 has  𝑁 microorganisms. Each 

microorganism mi has a corresponding OGT ti. In Equation 2, because each organism 

in the dataset has more than one tRNA, 𝑛"is the number of tRNAs in microorganism 

𝑚". Since there are a different number of tRNAs in each microorganism, 𝑛"’s are 

different for each 𝑚". 	𝑡𝑅𝑁𝐴" # is the 𝑗$% tRNA of 𝑖$% microorganism 𝑚" and, it is an 

instance in 𝑅&	×) space. The input space is 4 × 𝐿 dimensional because there are 4 base 

pairs (one-hot encoding), and the length of the longest tRNA in the dataset 𝐷 is 𝐿.  
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𝐷	 = 	 {{𝑚*, 𝑡*} ,⋯ , {𝑚" , 𝑡"} ,⋯ , {	𝑚+ , 𝑡+}}, 𝑖	 ∈ 𝐼	 = 	 {1,⋯ ,𝑁}	 (1) 

 

𝑚" 	= 	 {𝑡𝑅𝑁𝐴"*, ⋯ , 𝑡𝑅𝑁𝐴" # , ⋯ , 𝑡𝑅𝑁𝐴",!}, 𝑡𝑅𝑁𝐴" # ∈ 𝑅&	×) , 𝑗	 ∈ 𝐽" 	= 	 {1,⋯ , 𝑛"}	, 

∀𝑖	 ∈ 𝐼 

(2) 

To predict which tRNA comes from an organism with higher OGT, we built a 

CNN classifier with two branches, each of which was fed an input tRNA sequence. 

Each branch starts with at least one pair of convolutional and pooling layers. After the 

last pooling layer, branches are flattened and merged. Convolutional and dense layers 

use a Rectified Linear Unit (ReLU) activation function. Two output nodes at the end 

are activated with the Softmax function which provides class probabilities. We predict 

the output as a binary label that indicates whether the first branch input or the second 

branch input has a higher OGT. The loss function of the model is the categorical cross 

entropy, and it is minimized with the Adam optimizer (25). Parameters of the model 

(e.g. layer sizes, number of layers, optimizer parameters and dropout rate etc.) were 

selected with hyper-parameter optimization. To train and test our classifier model, we 

created a dataset of tRNA pairs from the original dataset given in Equation 1 and 

Equation 2. In the classification dataset each sample is in the form of 

{{𝑡𝑅𝑁𝐴1, 𝑡𝑅𝑁𝐴2}, 𝑦}, where 𝑦	 ∈ {0, 1} is the class label. We used tRNA pairs only if 

their microorganism OGTs were different by at least 1℃ (Figure 3.2A).  

Species OGT Predictor Model 

The CNN regression model to predict species’ OGT starts with two 

convolutional and subsequent maximum pooling layers. After the last pooling layer 
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there is a single flattening layer before multiple fully-connected dense layers. The 

activation function of the convolutional and dense layers is Rectified Linear Units 

(ReLU; Figure 3.2B). The output node is a continuous variable and is activated 

linearly. The loss function of the model is the mean squared error, and it is minimized 

with the Adam optimizer. In Figure 3.2, we provide the general structure of the 

models. Dots mean the model may have more layers of the given type. The number of 

layers for each model is selected with the hyper-parameter optimization. 

A. 

 

 

 

 

 

 

 

 

B. 

 

 

 

 

Figure 3.2.  OGT prediction models. Input tRNA sequences are one-hot encoded and 
padded with 0s to make the matrix. A) The general structure of the temperature 
classifier model. The model has two channels. Both channels are fed a tRNA. Each 
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channel starts with a convolutional  layer and a maximum pooling layer. The sequence 
is flattened and passed to two fully connected and dropout layers. The two channels 
are concatenated and then passed to fully connected layers. The output layer has two 
neurons for binary classification. B) The general structure of the regression model. 
The input layer is followed by two convolutional layers and a maximum pooling layer. 
Then, data are processed through fully-connected dense layers, resulting in a single 
OGT prediction for each tRNA. This figure shows the general structure only, and the 
exact number of layers are selected with hyper-parameter optimization. Selected 
hyper-parameters are provided in the supplemental files. 
 

  To train and test the regression model, we created a dataset as in Equation 1 

and Equation 2, where each sample is in the form{𝑡𝑅𝑁𝐴, 𝑡}. 𝑡 is OGT of the related 

tRNA. We trained the CNN model by considering each tRNA as independent of all 

other tRNAs in the organism. Once we trained the model, we had 𝑛"tRNA-based OGT 

predictions for the microorganism 𝑚"; one for each tRNA. We determined the OGT 

prediction of the species as a whole by calculating the median of all tRNA-based OGT 

predictions. In Equation 3,  �̂�" is the OGT prediction of 𝑖$% microorganism 𝑚" and,	�̂�"
# 

is the OGT prediction of 𝑗$% tRNA of 𝑖$% microorganism. 

�̂�" 	= 	𝑚𝑒𝑑𝑖𝑎𝑛(�̂�"
*, ⋯ , �̂�"

# , ⋯ , �̂�"
,!), 𝑤ℎ𝑒𝑟𝑒		𝑗	 ∈ 𝐽" 	= 	 {1,⋯ , 𝑛"}, ∀𝑖	 ∈ 𝐼	 (3) 

Hyper-parameter Optimization 

Selecting the optimal combination of hyperparameters is important because 

hyperparameter values have a significant effect on the performance of CNN models. 

There are a large number of hyper-parameters and the possible values of each results 

in millions of potential hyper-parameter combinations. These hyper-parameters define 

the model structure and need to be selected by the user before training. In this study 

we used  Bayesian optimization to determine parameter values for layer size, the 

number of layers, the number of filters, kernel size, pooling size, strides, dropout rate, 
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batch size, and beta1, beta2, learning rate of the Adam optimizer. The search space for 

each hyper-parameter is listed in Supplemental Table S3.1. 

𝑥∗ =	𝑎𝑟𝑔	𝑚𝑖𝑛.	∈0	𝑓(𝑥) (4) 

In equation 4, 𝑥∗ corresponds to the best combination of hyper-parameter values. 

Selecting 𝑥∗ from the possible selection set 𝑋 is defined in Equation 4, where 𝑓(𝑥) is 

the loss (e.g. mean squared error, mean absolute error, classification error) on the 

validation set. It is not possible to try each combination of hyper-parameters to find 𝑥∗ 

since there are millions of potential hyper-parameter combinations. Thus, there is a 

need for an intelligent way to select candidate hyper-parameters. The optimization-

based approach that we use maximizes the expectation of the improvement (EI) on the 

performance. There are several ways to estimate expected improvement, and we used 

a tree-structured Parzen Estimator (TPE) provided in the Hyper-opt python package to 

find 𝑥∗ (26, 27). The TPE is a sequential optimization approach: it uses historical 

performance to sequentially select the candidate set of hyper-parameters, and then 

iteratively chooses new hyperparameters to test by maximizing performance. Bergstra 

et. al. provide formulations and algorithms about EI and TPE in detail (26).  We allow 

the algorithm to run 50 iterations to select the best combination of hyperparameters to 

use in each model.  

Data splitting procedure 

To evaluate the performance of each proposed model, we investigated two 

scenarios.  First, we split the species randomly into training, validation and test sets. 
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Second, we controlled for evolutionary relatedness and split data according to 

phylogenetic distance.   

Random Split 

Model evaluation commonly uses k-fold cross-validation or a random split of 

the training, test, and validation data sets. In the first part of the computational results, 

we held out 5% of all species as a validation set to fine-tune hyper-parameters and 

then used the rest of the species for 5-fold cross-validation: 76% for training, and 19%  

for testing in each iteration of the model. Hyper-parameter optimization was done 

once during the first iteration, and hyperparameters were selected according to 

performance on the validation set. We repeated the whole set of tests five times. 

Phylogenetic distance split  

Random train-test data splits work well for prediction models, and  previous 

OGT-prediction models use a random training/test split to evaluate their model (5, 6, 

9, 13). However, the random training/test split does not account for evolutionary 

relatedness between species. Previous machine learning studies have found that 

similarity between individuals can  provide overly-optimistic results because the 

training and test data sets may contain closely-related species. Washburn et al. (28) 

considered this situation in the prediction of mRNA expression levels, and found that 

machine learning models trained without taking evolutionary history into account 

were able to recognize species similarity and use it to inform predictions. 

Additionally, Washburn et al. states that ignoring shared evolutionary history can 

exaggerate model performance and possibly lead researchers to conclude that certain 

model features are important, when in fact, the model test set is contaminated by 
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similar observations that are present in both the training and test sets.  In fact, if the 

aim of using a predictive model is only to predict accurate OGTs/class labels, splitting 

training and test sets randomly is valid. However, if researchers would like to obtain 

biological insights from the model (i.e. to answer questions like which tRNA 

properties are correlated with high/low OGT), a dataset split by phylogenetic distance 

will provide better insights. A model trained using a phylogenetic distance train/test 

split is also likely to be more transferable to other problems. This is because by 

constraining the model and removing all information from phylogenetically related 

species, we push the model to extract other rules from the sequence that are more 

transferrable. 

 To account for evolutionary relationships across species, we tested each model 

with a phylogenetically-informed training/test split. A simple phylogenetic 

relationship between species was calculated as the relative relationship between 

species based on species’ taxa id and the NCBI Common Tree (29, 30). The tree was 

converted to a simple distance matrix using the ‘ape’ R package (31). The 

phylogenetic distance matrix was used to split species into clusters. For this purpose, 

we applied hierarchical clustering to species by minimizing the Ward variance (32). 

After preserving 5% of the species for the validation set, the rest of the species were 

split into 10 clusters, 8 of which were used as a training set and 2 of which were used 

as the testing set. This procedure was repeated 5 times, and each cluster was included 

in the test set only once. We repeated the whole set of tests five times. 
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Model attention 

To determine how the importance assigned to the tRNA stem structures affects 

model predictions, we selectively mutated each set of paired bases in the tRNA 

structure for 55 E. coli tRNAs for which structure information is available (33). For 

each paired nucleotide we mutated the original DNA base to all three other nucleotides 

(e.g. G → A, T, and C in turn) which would disrupt a single Watson/Crick base 

pairing interaction within the transcribed tRNA. This resulted in a set of 5,793 new 

tRNA sequences, each with a single nucleotide change that disrupted one set of 

pairing interactions. We then predicted OGT for these new sequences and compared 

predictions to OGT predictions for the original E. coli tRNA sequences.  

Software and Computation Power 

We implemented the proposed prediction method in Python 3.6 using Keras 

(2.2.5) to build and train the CNN model. For the distance split, species were clustered 

hierarchically with Sklearn (0.21.2) to find clusters related to phylogenetic distance.  

We have used the Keras-vis package to investigate model attention (34). Tests were 

carried out on a computer with a GeForce RTX 2080 GPU, 64 GB RAM, and Intel(R) 

Core(TM) i7-7800X CPU running at 3.5 GHz. 

 

3.4 RESULTS 

3.4.1 Model 1: Temperature classifier based on individual tRNA sequences 

We first built a model that uses a single tRNA to distinguish which of two 

species comes from a higher optimal growth temperature environment. Data was split 

into training and test sets either randomly or with phylogenetically-informed distance 
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splitting as described above. All tests were repeated five times and results represent 

the average and the standard deviation of these runs. 

 

Table 3.1. Classification model accuracy performance with Archaea, Bacteria, and 
combined dataset. 

Temperature 
Difference 

Archaea Bacteria Archaea + Bacteria 

Random Phylogeneti
c Distance Random Phylogenetic 

Distance Random Phylogenetic 
Distance 

> 0  ℃ 0.814±0.011 0.684±0.025 0.756±0.001 0.538±0.001 0.728±0.023 0.564±0.029 

> 5  ℃ 0.889±0.010 0.749±0.029 0.824±0.002 0.557±0.012 0.788±0.030 0.585±0.039 

> 10 ℃ 0.930±0.005 0.807±0.025 0.830±0.005 0.612±0.016 0.853±0.033 0.605±0.0512 

> 20 ℃ 0.974±0.004 0.902±0.011 0.882±0.005 0.660±0.024 0.914±0.032 0.622±0.063 

> 30 ℃ 0.992±0.002 0.954±0.008 0.921±0.007 0.694±0.035 0.950±0.037 0.636±0.071 
 

Table 3.2. Classification model F1 score with Archaea, Bacteria, and combined 
dataset. 

Temperature 
Difference 

Archaea Bacteria Archaea + Bacteria 

Random Phylogenetic 
Distance Random Phylogenetic 

Distance Random Phylogenetic 
Distance 

> 0 C 0.845±0.008 0.722±0.013 0.716±0.005 0.512±0.025 0.737±0.022 0.579±0.053 

> 5 C 0.911±0.006 0.786±0.018 0.801±0.003 0.529±0.027 0.805±0.025 0.612±0.062 

> 10 C 0.944±0.003 0.840±0.015 0.825±0.004 0.614±0.033 0.879±0.026 0.644±0.072 

> 20 C 0.980±0.003 0.925±0.006 0.893±0.005 0.688±0.036 0.933±0.025 0.669±0.079 

> 30 C 0.994±0.001 0.966±0.005 0.934±0.006 0.731±0.039 0.961±0.027 0.681±0.087 
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Figure 3.3. CNN classification results for models built for each phylogenetic domain 
and with either A) randomly split training and test datasets or B) phylogenetically-
informed training and test datasets. 
 

For both the random and phylogenetic data splits we calculated accuracy 

results when temperature differences are greater than 0℃, 5℃, 10℃, 20℃ and 30℃. 

For bacteria genomes, including phylogenetic information as well as the tRNA 

sequence improved predictions (Figure 3.3A, Tables 3.1-3.2). Interestingly, the model 

results showed that in archaea genomes, a single tRNA pair contains enough signal to 

distinguish between genomes from species adapted to different optimal growth 

temperatures, even when phylogenetic relationships between species have been 

deliberately removed (Figure 3.3B, Tables 3.1-3.2). Unsurprisingly, the model 

performs better when there are larger temperature differences between the species 

being compared. It is possible that the model learned species OGT, rather than 

sequence features related to OGT, so we also verified that the model was not just 

predicting the same direction for a given species in the results (i.e. was not always 

predicting “lower OGT” for a given species). 
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3.4.2 Model 2: Species OGT prediction 

We next asked whether it was possible to use information from all tRNAs 

within a species to predict overall species OGT using a regression CNN model. As 

with the classification model, prediction accuracy was compared using both random 

and phylogenetically-informed data splits. Data was split into hyperparameter 

validation, training, and test sets as described in the classification model. Root mean 

squared error (RMSE) and the coefficient of determination (𝒓𝟐) were used to evaluate 

model performance for both the random and phylogenetic distance split models. A 

good model will have both low RMSE and high 𝒓𝟐. Low RMSE indicates how closely 

the model can pinpoint a species’ OGT, while high 𝒓𝟐indicates that most of the 

variance in the true OGT dataset is explained by the OGT predictors. RMSE and r2 

were compared for each domain individually as well as the combined domains (Table 

3.3, Figure 3.4).  

Table 3.3. Regression model performance with Archaea, Bacteria, and combined 
dataset. 

Method 
Archaea Bacteria Archaea + Bacteria 

RMSE r2 RMSE r2 RMSE r2 

Random split 8.06±0.967 0.862±0.024 6.7 ±0.106 0.818±0.005 7.31± 0.115 0.875±0.003 

Phylogenetic 
distance split 11.06±1.005 0.772±0.043 12.67±0.862 0.370±0.085 13.23±1.643 0.590±0.108 

 

Results indicate that tRNA sequence alone can accurately predict both Archaea 

and Bacteria OGTs. Performance in all three datasets is highest for the randomly-split 

dataset, achieving 0.862, 0.818, and 0.875 𝒓𝟐 in Archaea, Bacteria and combined 

Archaea & Bacteria datasets, respectively (Table 3.3, Figure 3.4).  
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One drawback of randomly splitting data into training and test sets is that 

similarity between individual observations in the training and test sets may lead to 

overly-optimistic model performances. When the end goal of a model is prediction, 

species relatedness is less of an issue. However, biological insights are more difficult 

to draw from a model that does not control for population structure within the dataset, 

since causal elements (in this case, causal nucleotides in the tRNA sequence) are 

confounded by structure due to shared evolutionary history. The model accounting for 

phylogenetic distance achieved 0.772, 0.370 and, 0.590 𝒓𝟐 in Archaea, Bacteria, and 

combined Archaea & Bacteria datasets, respectively (Table 3.3, Figure 3.4) 

 

3.4.3 Regression model attention: 

One criticism of convolutional neural networks is that they create a “black box” that 

can be difficult to interpret, making it hard to draw meaningful biological insight from 

a model. To try to understand what portions of the tRNA sequence matter for OGT 

prediction, we correlated tRNA features to OGT predictions, then calculated attention 

statistics and evaluated the effects of directed mutagenesis on model predictions in 

bacteria. We found that both GC content and minimum free energy of folding (MFE) 

were correlated with OGT predictions for individual archaea tRNAs (r=0.79 and -0.63, 

respectively), and more moderately correlated with OGT predictions for individual 

tRNAs in bacteria (r=0.27 and -0.26 for GC content and MFE respectively; 

Supplemental Figure S3.1). There was also a trend in OGT predictions for different 

amino acid species, with certain amino acids being consistently assigned particularly 

high or low OGT values relative to other tRNAs (Supplemental Figure S3.2).  
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Figure 3.4.  CNN model performance when data is split randomly (A-C) and split 
with phylogenetic distance (D-F). Purple = bacteria, orange = archaea. 
 

To determine which parts of the tRNA were important for model OGT 

predictions, we calculated the CNN activation values to determine the attention paid to 

each nucleotide in the tRNA, then normalized the activation values by tRNA length to 
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get relative attention per base. While attention varied per nucleotide, results were 

consistent across all models and indicated that on average, the model paid most 

attention to nucleotides in the T arm and the anticodon arm (Figure 3.5A, 

Supplemental Figure S3.3). We used the predicted structure to determine the start and 

end of each stem-loop structure in each tRNA, and summed the normalized CNN 

activation values over the length of the structure to determine total attention for each 

stem-loop structure. The anticodon arm and T arm sequences are significantly more 

important for model predictions than the acceptor arm or D arm for both the random 

data split and for the phylogenetically-informed data split (Figure 3.5B and 

Supplemental Figure S3.3, ANOVA p< 2e-16).  

 

Figure 3.5. Average model attention across the tRNA for the model trained on 
Archaea data with a phylogenetic data split. (A) Mean and standard error for the 
relative proportion of attention paid to each nucleotide in the tRNA, averaged across 
all tRNAs. Colors indicate the average positions of the stem-loop structure across all 
tRNAs: purple=acceptor stem, green=D arm, orange=anticodon arm, blue=T arm. The 
dark orange bar within the anticodon arm shows the position of the anticodon. (B) 
Average percent attention paid to each arm as a whole; Acc = acceptor, D = D arm, 
AC = anticodon arm, T = T arm. 
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We selectively mutated 55 E. coli tRNAs to disrupt Watson/Crick base pairing 

and predicted OGT for each new sequence to determine how alterations in stem 

structure affect model OGT predictions. Results varied between the random-split and 

phylogenetic-split models. Mutations in the T arm of the tRNA led to a significantly 

different variance in OGT predictions for the random-split model, with some tRNA 

OGT predictions changing by 20 or 30℃ (Bartlett test of homogeneity of variances, 

p=1.917e-15), although the mean remained unchanged as did the mean and variance of 

predictions for other tRNA arms. In the phylogenetically-informed model, disrupting 

Watson-Crick base pairing did not affect model variances.  

 

3.5 DISCUSSION 

3.5.1 A machine learning model to predict prokaryote OGT 

In this paper we discuss the application of a tRNA thermometer machine 

learning model that predicts prokaryote optimal growth temperatures. Unlike previous 

models, we aimed to produce a model concentrating on only one element of cell 

biochemistry – the tRNA sequence – to predict OGT. An initial classification model 

was able to distinguish between pairs of tRNAs to identify which came from a species 

with higher OGT, suggesting that even individual tRNA sequences contain signatures 

of thermal adaptation. A second model uses the aggregate of effects from all tRNAs in 

an organism – together these sequences contain enough signal to predict organism 

OGT using a CNN regression model. 

The classification model was able to classify species OGT from a single tRNA 

with an accuracy greater than 0.8 for all temperature differences above 10℃ in models 
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where data was split randomly. In all cases, models performed best when phylogenetic 

information was available to help with predictions, suggesting that species-specific 

differences in tRNA composition are indicative of tRNA thermal adaptation. This 

extra information about species relatedness was not available in the phylogenetic split 

model, resulting in lower classification accuracies. However, classification accuracies 

remained relatively high when classifying Archaea sequences, which may be due to 

the wider range of OGTs available for Archaea species. The joint model with both 

archaea and bacteria tRNA sequences frequently performed worse than either the 

archaea or bacteria model alone, likely because it needed to learn relevant sequence 

features for two separate domains and learn rules that applied across a much larger 

phylogenetic distance. 

 Literature results using multiple linear regression to predict OGT achieved an 

𝒓𝟐 of 0.938 for archaea, 0.767 for bacteria, and 0.835 for a combined dataset by using 

genomic, tRNA, rRNA, open reading frames and proteome derived features and 

splitting training and test sets randomly (13). However, when only genomic and tRNA 

derived features are used by the authors, they achieved 0.616 𝒓𝟐(13). On the other 

hand, the proposed random-split CNN model achieves 0.875 𝒓𝟐 and shows a 42%  

improvement over literature 𝒓𝟐 results for both the bacteria dataset and the combined 

bacteria and archaea dataset with only tRNA sequences as input. It is interesting that 

the CNN model outperforms in bacteria and in the combined dataset, but not in the 

archaea dataset. This may be due to the small number of archaea species with genome 

assemblies and OGT information that were available to train the model. 
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3.5.2 Model predictions are correlated with GC content and tRNA MFE 

Although the regression model merges information from all tRNA species to 

produce a final OGT prediction, its predictions for individual tRNA species vary by 

amino acid. In the archaea models, there was a strong negative correlation between 

tRNA MFE and predicted OGT and a strong positive correlation between tRNA GC 

content and predicted OGT. The correlations in bacteria were weaker, but had the 

same directionality. These correlations suggest that the model is learning information 

about secondary and tertiary tRNA structure and using it to make predictions, despite 

the fact that only the primary sequence was explicitly provided. Both MFE and GC 

content affect tRNA stability and function (16). 

 

3.5.3 Post-transcriptional modifications affect tRNA stability 

Post-transcriptional modifications affect tRNA stability and can include 

methylation, thiolation, reduction, and isomerization of nucleotide bases. Although 

some modifications are shared across all tRNAs, others are specific to a single tRNA 

species or domain of life (35, 36). These modifications affect tRNA stability, 

maturation, degradation, and function and have been studied in organisms with a range 

of optimal growth temperatures, from psychrophiles to hyperthermophiles (16, 37, 

38). Post-transcriptional modifications can have opposing effects on tRNA stability. 

Pseudouridine, for example, is a common and highly-conserved post-transcriptional 

RNA modification that can stabilize tRNA stem structures, while dihydrouridine has 

the opposite effect and promotes stem flexibility in tRNAs (39, 40). Despite the links 

between post-transcriptional modifications, optimal growth temperature, and tRNA 
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function, details about post-transcriptional modifications were not included in this 

model. Experimentally-determined positions of tRNA post-transcriptional 

modifications exist for only a few species, and the complexity and specificity of tRNA 

post-transcriptional modification chemistry means that the accuracy of current 

prediction models varies considerably across species and is not always better than 

random assignment (41).  

The regression model attaches more importance to the regions of the input 

tRNA sequence that make up the anticodon and T arm structures, and mutating the 

structure of the T arm significantly changed the variance of model OGT predictions 

for the randomly-split dataset. Interestingly, the T arm and anticodon arms are the 

regions of a tRNA at which post-transcriptional modifications are most concentrated. 

Although the regression model is not given information about post-transcriptional 

modifications, these modifications are often specific to a certain base and are known 

to affect tRNA folding and stability, especially in thermophiles (16, 38). The fact that 

both the model with randomly-assigned training and test datasets and the model with 

phylogenetically-informed training and test datasets focus on the anticodon and T 

arms suggests that the CNN may be identifying signals related to post-transcriptional 

modifications in these regions. The T arm is also important for tRNA structure 

because its interactions with the D arm bend the tRNA into its appropriate three-

dimensional structure. In its folded state, the T arm forms the elbow region of the 

three-dimensional tRNA. The elbow region is typically hydrophobic and is important 

for tRNA interactions with other RNAs and proteins (16).  
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Disrupting Watson/Crick base pairing in this region of the tRNA increases 

model OGT prediction variance, suggesting that the model may be recognizing the 

importance of this region for maintaining tRNA structure and function. Results differ 

slightly between the random-split model and the phylogenetic-split model. The 

increase in OGT prediction variance for mutations in the T arm suggests that the 

random-split model is looking at least partially for species-specific differences in this 

region. The increased correlation between minimum free energy of folding and OGT 

prediction suggests that the phylogenetic-split model is looking more at overall tRNA 

stability. However, the model is less accurate because it cannot use information about 

species relationships or post-transcriptional modifications that would likely influence 

both MFE and species OGT. 

The benefits of these models are threefold. First, the number of prokaryote 

sequences is growing, but additional information is often not available for these 

species, and developing culture protocols for new species can be challenging. 

Understanding likely OGT for new species is useful because it provides a starting 

point for labs wishing to develop culture protocols and further study these species. 

Knowing OGT may also be useful in industrial processes requiring thermostable 

proteins, as this can provide insight into which species proteins are likely to be useful 

in such processes. Second, by using only the tRNA sequences we created a highly 

focused model that is independent of other cellular components. We use a minimum 

proportion of the overall genome sequence for predictions – only ~0.1% of total DNA 

in prokaryotes – to predict OGT. This is beneficial for downstream comparisons of 

temperature effects on protein, DNA, or other RNA features of the cell, as the OGT 
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predictions from the tRNA model are independent of other cell components. Third, by 

using sequence data as direct inputs to the CNN model, we made use of automatic 

feature extraction and allowed the model to determine which tRNA features were most 

relevant. This removed researcher bias and did not require initial assumptions about 

which components of the tRNA sequence were most important.  

 

3.5.4 The importance of phylogenetic relationships between species 

Although this model is able to accurately predict OGT within phylogenetic 

groups, it was unable to maintain high accuracy when predicting across phylogenetic 

groups, as demonstrated by the drop in prediction accuracy for the phylogenetic split 

in both the classification and regression models. These results indicate the importance 

of accounting for phylogeny when trying to extrapolate or draw biological insight 

from machine learning or other prediction models. In the current models, phylogeny is 

not part of the dataset, but the model clearly benefits from the shared evolutionary 

history between species in the dataset.  

 

3.6 CONCLUSIONS AND FUTURE WORK 

The current model shows that individual tRNA sequences contain signatures of 

organism thermal adaptation and that a CNN can pick up on these signals to accurately 

predict optimal growth temperature. Certain tRNA features, including minimum free 

energy of folding and GC content seem to be particularly important for determining 

organism OGT. To minimize inputs and simplify data pre-processing requirements, 

this model uses tRNA primary DNA sequences. However, incorporating information 
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about secondary and tertiary structures and/or post-transcriptional modifications may 

improve future iterations of this model, since these features are widely recognized to 

affect tRNA structure, function and temperature sensitivity (16). Additionally, the 

current model demonstrates the importance of phylogeny for model predictions, with 

model accuracy decreasing when phylogenetic relationships between species are 

hidden. Future studies may wish to determine how far insights from one group of 

organisms can be transferred – transfer may be limited to within species, clades, or 

superkingdoms, depending on the traits at hand. 
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SUPPLEMENTAL FIGURES AND TABLES 
 
 

 

 

 

 

 

Supplemental Figure S3.1: Components related to secondary structure and folding 
are strongly correlated with archaea OGT predictions and more weakly correlated with 
bacteria OGT predictions. Correlation between model predictions of OGT and 
minimum free energy of folding (A) or GC content (B). Plots in both cases show OGT 
predictions for each individual tRNA sequence. Predictions from all tRNA in a species 
were aggregated to predict overall species OGT.  
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Supplemental Figure S3.2: Predicted OGT varies for different tRNA species, but the 
order of the predicted OGT values is largely consistent between models. Spearman 
rank correlation coefficients are included at the top left of each plot. Selenocysteine 
and suppressor tRNAs are consistently assigned a higher and lower OGT respectively 
than canonical tRNAs. Proline, methionine, and histidine tend to have higher OGT 
predictions than most tRNAs, while cysteine and aspartic acid tend to have lower 
OGT predictions than other tRNAs.  
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Supplemental Figure S3.3: Relative mean and standard error for CNN attention, 
calculated for each nucleotide across the tRNA (A, C, E) and summed within tRNA 
structures (B, D, F). Results are consistent across all models (A-B: model trained on 
archaea with a random split; C-D: model trained on bacteria with a random split; E-F: 
model trained on bacteria with a phylogenetic split). Colors represent structures: 
purple=acceptor stem, green=D arm, orange=anticodon arm, blue=T arm. The dark 
orange band around the x=0 position indicate the anticodon. Nucleotides that are not 
highlighted fall outside the average positions of each structure.  
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Supplemental Table S3.1. Hyper-parameter search space.  
Hyper-parameter Search Space 

Dense layer size (part 1) choice from {4, 8, 16, 32, 64, 128}  
Dense layer size (part 2) choice from {4, 8, 16, 32, 64, 128} 
Number of Dense layers choice from {1,2} 
Number of Dense layers choice from {1, 2, 3} 
Number of Convolutional layers 
set choice from {1, 2, 3} 

Number of filters choice from {4, 8, 16, 32, 64, 128}  
Kernel size  choice from {1, 3, 5, 8, 16, 32} 
Pooling size  choice from {3, 5, 8, 16, 32} 
Strides   choice from {1, 3, 5, 8} 
Dropout rate  choice from {0, 0.05, 0.1, 0.2, 0.3} 
Batch size  choice from {16, 32, 64, 128} 

Beta1 selection from uniform distribution [0.9, 
0.9999] 

Beta2   selection from uniform distribution [0.9, 
0.9999] 

Learning rate choice from {0.1, 0.01, 0.001, 0.0001}  

We have eleven hyper-parameters to define before training models. Batch size, beta1, 
beta2, and learning rate are hyper-parameters about the model's training and optimizer 
(Adam: (25)). Dense layer sizes, dense and convolutional layer numbers, number of 
filters, kernel size, pooling size, strides, and dropout rates define the model's 
architecture. Possible choices or ranges are provided as search space. Then, the hyper-
parameter selection part of the study defines which parameters provide higher 
performance. Selected hyper-parameters are given in the Bitbucket repository of the 
paper. More information about parameters can be obtained from the Keras package 
web site (https://keras.io/). We also provide definitions below:  

Number of Dense layers: The number of dense layers. Part 1: Dense layers between 
convolutional layers and flattening. Part 2: Dense layers after flattening. 
Number of Convolutional layers sets: The number of convolutional layers. 
Dense layer size: The number of units (neurons) in a dense layer.  
Number of filters: The number of filters in a convolutional layer.  
Kernel size: Shape/size of the kernels in a convolutional layer.  
Pooling size: Pooling size in a pooling layer. 
Strides: The number of strides while moving kernels.  
Dropout rate: Some neurons are deactivated/dropped out randomly to prevent 
overfitting. This hyper-parameter defines what percentage of the neurons will be 
dropped out.  
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Batch size: The number of training samples utilized in one iteration. 
Beta1 and Beta2: Adam optimizer specific parameters. 
Learning rate: Convergence speed (step size) of optimizer in each iteration.  
 
Supplemental Table S3.2. Selected Hyper-parameters. 

 Regression Classification 

Hyper-
parameter Archaea Bacteria 

Archaea 
& 

Bacteria 
Archaea Bacteria 

Archaea 
& 

Bacteria 
Dense layer 
size (part 1) 8 128 8 64 64 16 

Dense layer 
size (part 2) 8 128 8 32 16 4 

Number of 
Dense layers 

(part 1) 
2 2 2 1 2 1 

Number of 
Dense layers 

(part 2) 
3 3 3 1 2 2 

Number of 
Convolutional 

layers set 
3 3 3 1 2 1 

Number of 
filters 32 64 32 16 16 8 

Kernel size 32 16 32 8 16 16 
Pooling size 32 3 32 8 3 3 

Strides 8 8 8 1 1 3 
Dropout rate 0 0 0 0 0.1 0 
Batch size 64 16 64 128 128 16 

Beta 1 0.964 0.966 0.964 0.974 0.909 0.968 
Beta 2 0.946 0.986 0.946 0.968 0.912 0.964 

Learning rate 0.001 0.001 0.001 0.0001 0.0001 0.0001 
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Cornell University, Ithaca, NY, 14853, USA  

2. Institute for Genomic Diversity, Cornell University, Ithaca, NY, 14853, USA 

3. United States Department of Agriculture, Agricultural Research Service, 
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4.1 ABSTRACT 

Protein thermostability is important for fitness, but it is difficult to measure 

stability for every protein in the proteome. Fortunately, protein thermostability is 

correlated with prokaryotic species’ optimal growth temperature (OGT), which can be 

predicted from other genome features. The link between sequence features, OGT, and 

protein stability makes it possible to build models that predict protein stability from 

protein amino acid sequences. Such prediction models are particularly useful for 

eukaryotic species, which have large proteomes with limited annotation. Models that 

can predict temperature sensitivity across the prokaryote-eukaryote divide would help 

inform how eukaryotes adapt to elevated temperatures, such as those predicted by 

climate change models. In this study we test whether prediction models can cross the 

prokaryote-eukaryote divide to predict both prokaryotic and eukaryotic protein 

stability. We compare models built using a) the whole proteome, b) Pfam domains, 
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and c) individual amino acid residues. Proteome-wide models accurately predict 

prokaryote optimal growth temperatures (r2 up to 0.93), while site-specific models 

demonstrate that nearly half of the proteome is associated with optimal growth 

temperature in both Archaea and Bacteria. Comparisons with the small number of 

eukaryotes with temperature sensitivity data suggest that site-specific models are the 

most transferable across the prokaryote-eukaryote divide. Using the site-specific 

models, we evaluated temperature sensitivity for 323,850 amino acid residues in 2,088 

Pfam domain clusters in Archaea and Bacteria species separately. 190,063 residues 

(58.7%) are significantly associated with OGT in Archaea species and 244,256 

residues (75.4%) are significantly associated with OGT in Bacteria species at a 5% 

false discovery rate. These models make it possible to understand which Pfam 

domains and amino acid residues are involved in temperature adaptation and facilitate 

future research questions about how species will fare in the face of increasing 

environmental temperatures. 

 

 
4.2 INTRODUCTION 

Understanding what makes a species resistant to heat stress starts with the 

proteome because high temperatures affect protein biochemistry, folding, and function 

(Fields et al. 2015; Laye et al. 2017; Ritchie 2018; Hait et al. 2020). Extreme 

temperatures can reduce enzyme stability and cause protein denaturation and 

aggregation in the cell. Protein denaturation is a problem because aggregated proteins 

can become cytotoxic, and because protein metabolism is energetically expensive. If 
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proteins are too unstable, even minor increases in temperature can cause protein 

denaturation and force the cell to devote extra energy to protein synthesis and 

recycling. As a result, stable proteins confer a substantial fitness benefit to their host 

(Geiler-Samerotte et al. 2011; Goff 2011; Lynch and Marinov 2015). By comparing 

protein thermostability across species, we can gain insights into how species adapt to 

high temperatures and facilitate questions about how climate change might affect 

evolution at the molecular level. 

Protein stabilities in the cell follow a distribution; the average protein is 

relatively stable, but there is a tail of unstable proteins that are prone to denaturation. 

In fact, as much as 15% of the proteome may be composed of proteins that are only 

stable across a temperature range of less than 5 degrees Celsius (Ghosh and Dill 

2010). These marginally-stable proteins likely exist because of constraints on protein 

evolution. Evolution favors protein conformations that avoid complete unfolding, but 

purifying selection is too weak in most proteins to avoid conformations that are only 

marginally-stable (Razban et al. 2021). The strength of purifying selection is related to 

protein expression. Because protein metabolism is energetically expensive, highly-

expressed proteins tend to be more stable than proteins with low or moderate levels of 

expression (Leuenberger et al. 2017).   

Extensive studies into each protein would make it possible to predict which 

amino acid residues are most important for stability and predict how changing one or 

more residues would affect protein stability. Experimentally determining amino acid 

substitution effects in such a comprehensive way is, however, still too time- and 

resource-intensive to apply across an entire proteome. Fortunately, evolution has 
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already run billions of independent experiments to determine which amino acid 

substitutions increase protein thermotolerance and organism fitness. Over time, minor 

residue changes compound to alter intramolecular interaction networks and adapt 

protein temperature sensitivity in response to the environment (Gu and Hilser 2009; 

Heizer et al. 2011). Comparing residue changes across species adapted to different 

temperatures can provide insights into how the observed amino acid mutations affect 

protein stability (e.g. Holland et al. 1997; Fields et al. 2006; Lockwood and Somero 

2012). 

Prokaryote species have short generation times and have adapted to a wider 

range of optimal temperatures than eukaryotes, which makes them good species in 

which to study protein thermostability. They also have effective population sizes on 

the order of 108-109, which means selection can act more efficiently in these species 

than in most eukaryotes (Clarke 2014; Bobay and Ochman 2018). As an added benefit, 

there are a large number of prokaryote species with available genome and proteome 

sequences that can be used to develop models of protein temperature sensitivity. 

Prokaryote optimal growth temperatures (OGTs) can be predicted using genome 

features, and OGT is known to correlate with proteome temperature sensitivity 

(Saelensminde et al. 2007; Zeldovich et al. 2007; Dehouck et al. 2008; Gu and Hilser 

2009; Jensen et al. 2012; Meruelo et al. 2012; Aptekmann and Nadra 2018; Li et al. 

2019; Sauer and Wang 2019; Cimen et al. 2020). OGT predictions from tRNA 

sequences provide protein-independent estimates of temperature sensitivity that can 

then be used to evaluate protein thermal stability (Cimen et al. 2020). Models built 



 

96 

with prokaryotic protein data that can be applied to predict eukaryotic protein thermal 

stabilities would help explain eukaryotic molecular adaptation to high temperatures. 

Evolutionary constraints on protein metabolism are consistent across 

phylogenetic domains, as is biochemistry (Camps et al. 2007; Harms and Thornton 

2013; Venev and Zeldovich 2018). We hypothesize that this shared biochemistry will 

make it possible to also share information about protein stability across species 

separated by large evolutionary time scales. Residue chemistry and protein stability 

estimates may be consistent and predictable across the prokaryote-eukaryote divide. 

With this in mind, we set out to understand whether protein sequence features can be 

used to compare protein temperature sensitivity across all domains of life and provide 

insights into eukaryotic protein adaptation. Because protein structures are only 

available for a subset of proteins, we opted to restrict our model inputs to features of 

primary sequence. We developed models that test the transferability of a) proteome-

wide sequence features, b) Pfam domain sequence features, or c) features of single 

amino acid residues. Our models are built and tested on a dataset of ~13.8 million 

proteins from 4,832 species across all three domains of life spanning more than 3 

billion years of evolution (Battistuzzi et al. 2004; Hug et al. 2016).  
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4.3 RESULTS 

4.3.1 Proteome amino acid composition predicts OGT in prokaryotes, but not 

eukaryotes 

4,827 Archaea and Bacteria species were evaluated to see if there is a 

relationship between proteome amino acid content and optimal growth temperature 

(OGT). Consistent with previous studies, we find that prokaryotic OGT can be 

predicted by amino acid composition in the proteome (Zeldovich et al. 2007; Dehouck 

et al. 2008; Jensen et al. 2012; Sauer and Wang 2019). We find that the accuracy of 

OGT predictions depends on which species are used to build the model and that Pfam 

domain regions of the protein are the most predictive. When the model is built using 

Archaea species, accuracy reaches r2 values up to 0.37 but overestimates Bacteria 

OGTs (Figure 4.1A, Table 4.1). The coefficient of determination between true OGT 

and predicted OGT is highest when the model is built with Bacteria species (r2 up to 

0.93), but this model tends to underestimate Archaea OGTs (Figure 4.1B, Table 4.1). 

The most predictive models (with both high r2 and low RMSE) come from using a 

random sample of both Archaea and Bacteria amino acid frequencies. The maximum 

r2 from these models is 0.82, and the root mean square error (RMSE) is only 4.6℃ 

(Figure 4.1C, Table 4.1).  
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Figure 4.1: Performance of global models using amino acid proportions across the 
whole proteome. A) Model built with Archaea species and applied to Bacteria species. 
B) Model built with Bacteria species and applied to Archaea species. C) Model built 
with 80% of all data and applied to a held-out 20%. Red lines show the point where 
the true OGT values match predicted OGT values.  
 
Table 4.1: Global model performance when trained with Archaea, Bacteria, or a 
combined dataset and tested on the remaining set of prokaryote species. 

  Dataset 
  Whole Proteome Pfam Domains Non-domain Regions 

Training 
Data r2 RMSE ⍴ r2 RMSE ⍴ r2 RMSE ⍴ 

Archaea 0.325 8.9 0.481 0.366 8.1 0.473 0.329 9.4 0.489 
Bacteria 0.909 11.9 0.829 0.926 9.4 0.816 0.893 15.0 0.833 

Both 0.780 5.0 0.643 0.815 4.6 0.658 0.717 5.7 0.601 
 

Transferability within prokaryotes depends on whether Archaea or Bacteria 

data is used as the training dataset and is highest when only Pfam domain amino acid 

composition is used (Figure 4.2A). However, models that use proteome-wide amino 

acid frequencies cannot predict temperature sensitivity in eukaryotes, and achieve an 

average r2=0.03 (Figure 4.2B, Table 4.2). These models are not, therefore, helpful for 

understanding eukaryotic protein adaptation to high temperature.  
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Figure 4.2: Global amino acid models accurately predict prokaryote optimal growth 
temperatures, but not eukaryote optimal temperatures. A) Model r2 in prokaryotes; B) 
model performance when applied to six eukaryote species. Colors in both plots reflect 
the type of input data used: yellow = Pfam domain regions of the proteome, blue = 
non-Pfam domain regions of the proteome, green = whole proteome. Transferability 
was tested for six eukaryotic species (Caenorhabditis elegans, OGT=20℃; 
Arabidopsis thaliana, OGT=25℃; Danio rerio, OGT=28℃; Drosophila 
melanogaster, OGT=28℃; Saccharomyces cerevisiae, OGT=30℃; Mus musculus, 
OGT=37℃; eukaryotic OGTs from Jarzab et al. 2020). 
 
Table 4.2: Global model performance when applied to eukaryotic species. 

  Dataset 
  Whole Proteome Pfam Domains Non-domain Regions 

Training 
Data r2 RMSE ⍴ r2 RMSE ⍴ r2 RMSE ⍴ 

Archaea 0.042 18.5 -0.348 0.026 12.5 -0.203 0.035 20.5 -0.348 
Bacteria 0.016 15.8 -0.348 0.046 16.6 -0.348 0.019 14.3 -0.348 

Both 0.017 15.3 -0.348 0.046 16.8 -0.348 0.023 15.1 -0.348 
 

4.3.2 Pfam domains explain temperature sensitivity with variable 

transferability 

Because the most accurate global model uses Pfam domain amino acid 

frequencies, we asked whether individual Pfam domains can be used to predict protein 

temperature sensitivity. Pfam domains were identified in each prokaryote proteome 

and separated into clusters based on k-means clustering of sequence features. 5,283 



 

100 

Pfam domains were identified in prokaryotes and were separated into 2-12 sequence 

clusters. A ridge regression model was built for each Pfam domain cluster and tested 

to see how well it could predict prokaryote OGT or eukaryote protein melting 

temperatures. 

 There is a range of prediction accuracies within prokaryotes. As with the 

global models, a joint dataset containing both Archaea and Bacteria data performs 

best. There were 16,158 unique Pfam domain clusters that could be modeled, resulting 

in an average model r2=0.30 when using the combined Archaea and Bacteria dataset. 

In this combined dataset, 80% of the data in each Pfam domain was randomly selected 

and used to build the model and the remaining 20% was held out to evaluate model 

performance. Fewer Pfam domains could be compared when models were built with 

only Archaea or only Bacteria species’ data due to the small number of available 

Archaea species. In both cases, models were built with one phylogenetic domain and 

accuracy was determined by predicting OGT for the other phylogenetic group (e.g. 

models were built using Archaea OGTs and Pfam domains were then evaluated based 

on their ability to predict Bacteria OGTs). In total, 2,619 Pfam domain clusters were 

tested and compared across these two phylogenetic domains. Models built using 

Bacteria data had an average r2=0.20 when used to predict Archaea OGTs, while 

models built using Archaea data achieved only r2=0.02 when used to predict Bacteria 

OGTs (Figure 4.3A; Table 4.3).  

The same models were then applied to eukaryotic species to see whether they 

could effectively transfer information across the prokaryote-eukaryote divide. These 

Pfam domain models transfer to eukaryotic species better than global amino acid 
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frequency models and are able to predict eukaryotic protein melting temperatures (Tm) 

with average r2 = 0.34-0.38 (Figure 4.3B). However, none of the correlations are 

significant at an FDR significance threshold of 0.05 and Spearman’s ⍴	values	are	low	

when	Pfam	domain	models	are	applied	to	eukaryotic	Pfam	domains,	suggesting	

that	Pfam	domain	models	still	cannot	reliably	transfer	protein	stability	estimates	

across	the	prokaryote-eukaryote	divide	(Table	4.3).	 

 
Figure 4.3: Pfam domain models perform better than global proteome models when 
applied to eukaryotic species. A) Distribution of model performances across all 
evaluated Pfam domain clusters when Pfam domain amino acid frequencies are used 
to predict prokaryote optimal growth temperatures. B) Performance of models when 
used to predict eukaryotic protein melting temperatures. Colors represent the different 
model training and test sets: yellow = built with Archaea, tested in Bacteria (or 
eukaryotes); blue = built with Bacteria, tested in Archaea (or eukaryotes); green = 
built with 80% of total data, tested with held-out 20% (or eukaryotes). 
 
Table 4.3: Average Pfam domain model performance across training and test sets 

Training 
Data 

Testing 
Data Average r2 Average 

RMSE Average ⍴ 

Archaea Bacteria 0.02 ± 0.044 22.5 ± 11.2 0.05 ± 0.15 
Bacteria Archaea 0.20 ± 0.19 21.5 ± 8.7 0.22 ± 0.32 

Both (80%) Both (20%) 0.30 ± 0.19 8.18 ± 4.36 0.20 ± 0.20 
Archaea Eukaryote 0.34 ± 0.38 16.0 ± 10.8 0.02 ± 0.41 
Bacteria Eukaryote 0.34 ± 0.38 15.3 ± 6.1 0.04 ± 0.42 

Both (80%) Eukaryote 0.38 ± 0.39 16.1 ± 5.7 0.02 ± 0.42 
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Pfam domain models range in accuracy, with amino acid composition being 

highly predictive of OGT for some domain models but not for others. Only 450 Pfam 

domains can be associated with Gene Ontology (GO) terms. GO enrichment analysis 

shows that the most transferable models - models that rank eukaryotic proteins with r2 

> 0.5 - were slightly enriched for GO terms related to metabolism and catalytic 

activity (Supplemental Figures S4.1-S4.2). 

 

4.3.3 Over one-third of the proteome is associated with species’ optimal 

temperature  

The large number of prokaryotic sequences available for most Pfam domains 

makes it possible to associate individual sites with prokaryote optimal growth 

temperatures. For each Pfam domain cluster, domain observations were aligned and 

re-coded to reflect each of 9 amino acid physicochemical properties (Li et al. 2016). 

Two principal components were added to control for species relatedness; these explain 

an average of 94% of the variance within each domain cluster (Supplemental Figure 

4.3). Site-specific associations were run separately in Archaea and Bacteria species, 

and the resulting positions were compared to determine whether sites could be 

consistently associated with OGT across phylogenetic domains. 

323,850 residue positions in 2,088 Pfam domain clusters were tested for 

associations with species’ OGT. Associations were calculated separately in Archaea 

and Bacteria species and OGT-associated sites were compared between the two 

phylogenetic domains to determine whether a consistent subset of residue positions are 

associated with optimal temperature. On average, 59.0% of sites in Archaea Pfam 
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domains and 75.2% of sites in Bacteria Pfam domains pass an FDR significance 

threshold of ɑ=0.05. There is a substantial overlap between sites in Archaea and 

Bacteria, with 48.0% of Pfam domain positions associated with temperature in both 

phylogenetic domains (Figure 4.4A). The lower proportion of significant sites in 

Archaea Pfam domains may be due to reduced power to detect associations in the 

smaller Archaea dataset. There is a positive rank correlation between p-values from 

sites in the Archaea dataset and sites in the Bacteria dataset for most Pfam domains, 

and the correlation is significant in nearly 40% of the tested Pfam domain groups, 

suggesting that similar positions within a protein domain are temperature sensitive in 

both Archaea species and Bacteria species (Figure 4.4B). For most of the significant 

sites, 4-7 physicochemical properties have consistent effect estimates and this 

distribution differs significantly from the expected distribution of effect estimates (ꭓ-

square test, p < 2.2e-16). The set of physicochemical properties that has a consistent 

effect estimate in both Bacteria and Archaea GWAS results varies from site to site, but 

each property is consistent across domains n about 50% of the tested positions 

(Supplemental Figure S4.4). 

To compare the transferability of this site-specific model to eukaryotes, we 

identified 41 single-copy orthogroups present in six eukaryotes. We used the 

prokaryote dataset to identify temperature-associated residues and calculated a value 

of temperature sensitivity for each site based on the mean OGT of prokaryotic species 

with the same amino acid at the same position. Temperature sensitivity values were 

then aggregated across all tested proteins. The correlation between the resulting 

measure of thermal sensitivity and the true OGT for the six eukaryotic species is 
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r2=0.39 (p=0.18) and the rank correlation is  ⍴= 0.72 (p=0.10). This is suggestive of an 

improvement over both the global proteome and Pfam domain models, although with 

so few eukaryotic species the correlation is not significant (Figure 4.4C). 

 
 
Figure 4.4: Individual Pfam domain sites are associated with temperature. A) 
Proportion of Pfam domain sites that pass a 5% FDR significance threshold in either 
Archaea (yellow), or Bacteria (blue), or are shared between both (green). B) 
Correlation of p-values between Archaea associations and Bacteria associations for 
each Pfam domain cluster. C) Relationship between the true optimal growth 
temperature of six eukaryote species and the predicted thermal stability in these 
species. Thermal stability is predicted using residue-specific associations with optimal 
temperature for single-copy orthologous proteins present in all six species (outlined in 
Figure 4.8).  
 

4.4 DISCUSSION 

In this study, we evaluated protein sequences from more than 4,800 

prokaryotic species to investigate whether trends in protein sequence or composition 

could be associated with optimal growth temperature and applied across a wide range 

of species. Our aim was to build transferable models of temperature adaptation for 

species from any phylogenetic domain using primary amino acid sequence. Our 

analyses show that while proteome-wide counts are good predictors of prokaryotic 

OGT, extension to eukaryotic species requires comparisons using smaller sections of 

the proteome. Protein domains, which are highly conserved across the tree of life, are 
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a good candidate for building transferable models across large phylogenetic distances 

to understand trends in molecular evolution, and GWAS-like models can identify 

individual residues that are associated with optimal growth temperature. 

While we were able to replicate findings from previous studies correlating 

amino acid frequency in prokaryotes with OGT (Zeldovich et al. 2007; Sauer and 

Wang 2019), these models cannot predict OGT for eukaryotes. We hypothesize that 

the failure to transfer global proteome models to multicellular eukaryotes is due to the 

additional complexity, lower effective population sizes, and longer generation times of 

the eukaryotic species tested here. These forces reduce the efficiency of selection on 

individual amino acid residues within eukaryotes (Huber et al. 2017). As a result, 

amino acid frequencies across the proteome are more influenced by genetic drift and 

do not accurately reflect temperature optima in eukaryotes the way they do in 

prokaryotes.  

For global models that incorporate information from across the proteome, 

Pfam domain regions of the protein are more predictive than the proteome as a whole. 

Models using Pfam domain amino acid frequencies to predict OGT can also predict 

eukaryote Tm with moderate levels of accuracy. Previous studies have found that 

protein functional requirements constrain evolution and amino acid frequency, which 

is consistent with our findings that functional Pfam domain regions are more 

predictive of prokaryote OGT than the proteome as a whole (Saelensminde et al. 2007; 

Zeldovich et al. 2007; Arcus et al. 2016). Since Pfam domains often carry out 

important binding and catalytic functions, it seems likely that these sequences are 

under strong selective pressure and that deleterious temperature-sensitive mutations 
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within Pfam domains would be purged quickly (El-Gebali et al. 2019). Selection may 

be weaker in the loop and disordered protein regions outside of Pfam domains, 

increasing noise and reducing the signal of temperature sensitivity.  

The site-specific models that associate individual amino acid residues with 

temperature give insight into which positions within a protein are temperature 

sensitive. This model also transfers best across the prokaryote-eukaryote divide, 

although it can only rank species by temperature sensitivity and cannot predict optimal 

temperature directly. These models likely transfer to eukaryotes better than models 

based on amino acid frequencies because they consider each residue separately, and 

only use residues associated with OGT in prokaryotes to make predictions about 

eukaryotic amino acid residues. The results support our hypothesis that a consistent 

subset of amino acid residues is important for protein evolution, and that many small 

changes in aggregate contribute to protein evolution and thermal adaptation (Petrović 

et al. 2018; Venev and Zeldovich 2018).  

This method provides the community with a rich set of predictions about 

which amino acids are temperature sensitive in Pfam domains and establishes methods 

to evaluate amino acid temperature sensitivity in other species. Estimates of 

temperature sensitivity can be used to provide context for amino acid changes across a 

range of species. For example, a single amino acid change in the maize HPC1 gene 

has been related to differences in phospholipid composition in warm- and cold-

adapted maize varieties. That amino acid change is present in the phospholipase Pfam 

domain (PF01764) and is significantly associated with OGT in prokaryotes, 

suggesting that this residue has a consistent and important effect on protein function at 



 

107 

different temperatures across both prokaryotes and eukaryotes (Rodriguez-Zapata et 

al. 2021). 

Further research is still needed to relate protein temperature sensitivity to 

organism fitness and to be able to predict how much a specific amino acid change will 

increase or decrease thermostability in a eukaryotic protein. Future models may also 

incorporate linkage or residue interactions to understand how a protein evolves 

(Petrović et al. 2018; Salinas and Ranganathan 2018). In this study we restricted most 

of our analyses to Pfam domains to make it easier to identify and align sequences 

across large evolutionary distances, but loop and disordered protein regions may play 

an important role in protein temperature sensitivity and warrant further study. 

 Despite these limitations, the results presented here demonstrate that some 

biochemical features are transferable across all three domains of life. We show that 

models focused on small regions of the proteome outperform global models based on 

amino acid frequency, and that protein evolution in prokaryotes can be used to gain 

insight into eukaryotic proteome thermal profiles. The methods developed here can be 

applied to newly-sequenced eukaryotic proteomes and will facilitate research into how 

protein temperature sensitivity interacts with organism fitness, allow comparisons of 

molecular temperature sensitivity across species, and help prioritize functional 

variants when determining candidate mutations for genome editing.  
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4.5 MATERIALS AND METHODS  

 
Figure 4.5: General steps for each model to evaluate proteome composition as it 
relates to temperature. Briefly, species’ proteomes and genomes are processed to 
predict OGT and to find Pfam domains. This data is used to create models predicting 
temperature sensitivity using global proteome features, Pfam domain features, or site 
features.  
 
Selecting species and determining OGT 

 All prokaryote species with both genomes and proteomes available on 

EnsemblBacteria were downloaded for evaluation, resulting in a total of 44,048 

genomes with some species having many duplicate genomes. We used tRNAscanSE 

to identify tRNAs in each genome. When there were multiple genomes available, only 

the genome with the highest number of tRNAs identified was selected. This resulted in 

a set of 4,827 unique species with both genome and proteome data, including 277 

Archaea species and 4,550 Bacteria species. Optimal growth temperature (OGT) was 

predicted for each species, using the model outlined in Cimen, Jensen, and Buckler 
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(2020). Eukaryotic species with protein melting temperatures were obtained from the 

meltome atlas dataset (Jarzab et al. 2020).  

 

Identifying Pfam domains 

The PfamScan pipeline was used to predict Pfam domains within each species 

proteome, and results were then sorted and separated into distinct files for each Pfam 

domain in the Pfam database (El-Gebali et al. 2019). Pfam domains were aligned 

using the hmmalign tool from HMMER and default parameters (hmmer.org; version 

3.3.1), and alignments were re-coded to reflect amino acid physicochemical properties 

(Li et al. 2016). A Snakemake pipeline facilitated replication and made it easier to 

scale the pipeline to many proteomes (Köster and Rahmann 2012). The number of 

observations varied by multiple orders of magnitude, with some Pfam domains having 

more than 100,000 observations, and others having no observations at all. To repeat 

this step, a docker image is available on Dockerhub at lynnjo/protein_temp:0.07 and 

scripts are available in a Bitbucket repository at 

https://bitbucket.org/bucklerlab/p_proteintemp/src/master/. 
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Global proteome models 

 
Figure 4.6: Logic used to build global proteome models to predict OGT from species’ 
amino acid counts. 
 
 The global OGT prediction models require amino acid frequency statistics 

from across each species’ proteome. Sites were grouped by whether or not they fell 

within Pfam domains. Amino acid frequencies were calculated for each proteome. 

Pfam domain amino acid counts were subtracted from the total proteome amino acid 

counts to determine amino acid frequency in non-Pfam domain protein regions. To see 

if previous literature results could be replicated, we used a linear regression to predict 

OGT from amino acid frequency statistics (Figure 4.1, Table 4.1). Models were built 

using data from only Bacteria species, only Archaea species, or a randomly-selected 

80% of the total dataset, including both Archaea and Bacteria. In each case, the model 

transferability was tested by applying the regression model coefficients to the held-out 

portion of the dataset (Archaea, Bacteria, and 20% of total, respectively). Performance 

was evaluated by comparing Spearman rank correlation (⍴) and r2 between models. 

Models with higher average performance on the held-out set were considered more 
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transferable. Regression coefficients were then applied to amino acid counts from six 

eukaryotic species to predict eukaryote OGT and evaluate performance across the 

prokaryote-eukaryote divide. 

 

Pfam domain models

 

Figure 4.7: Logic used to cluster Pfam domains and build domain-specific regression 
models to predict optimal temperature. 
 
Clustering domain observations 

 Pfam domains represent conserved functional segments of proteins, but similar 

proteins with slight functional differences are often grouped within a single Pfam 

domain (e.g. PF00006 contains both alpha and beta subunits of ATP synthase). To 

capture these differences, each re-coded Pfam domain was clustered using the k-

means clustering algorithm so that each Pfam domain contained 2 or more clusters. 

Because kmeans clustering can only be done on numerical values, each Pfam domain 
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amino acid sequence was recoded to reflect chemical properties of each amino acid 

before clustering (Li et al., 2016). Each domain was tested with 2 < k < 12 clusters. 

For each value of k, the clustering was repeated 10 times with random starting seed 

values. The Rand Index, which measures similarity between a set of data clusters, was 

used to evaluate clustering consistency at each value of k. The smallest value of k that 

produced reliable data clustering was selected (Rand 1971). Each observation in every 

Pfam domain was assigned a cluster ID that was used for subsequent analyses. 

Pfam domain regression analysis 

 Pfam domain clusters with fewer than 20 Archaea and 20 Bacteria 

observations were removed. The remaining domains were used to build ridge 

regression models for each Pfam domain. Ridge regression models were chosen 

because amino acid frequencies are not expected to be independent. Models attempted 

to predict OGT from amino acid composition within the Pfam domain and were then 

applied to a held-out portion of the data to determine how well information could be 

transferred across domains of life. As with the global models, data were either split by 

phylogenetic domain (e.g. trained in Bacteria, applied to Archaea and vice-versa) or 

by randomly selecting 80% of the data to build the model and predicting OGT for the 

remaining 20%. Predicted OGT was compared to known OGT to determine model 

accuracy. Prediction r2 and root mean square error (RMSE) were used to evaluate 

performance. 

 After building and comparing model performance on prokaryotic Pfam 

domains, the same models were applied to eukaryotic proteins from the meltome atlas 

dataset (Jarzab et al. 2020). Pfam domains were predicted for six eukaryotic species 
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from the meltome atlas using the Pfam prediction Snakemake pipeline, and amino acid 

frequencies were calculated for each domain as with prokaryotes. Prokaryotic protein 

domain model coefficients were used to predict Tm for eukaryotic protein domains and 

compared to the measured Tm values from the meltome atlas. 

GO analyses: 

 GO terms associated with transferable Pfam domain models were evaluated 

using the topGO program in R (Alexa and Rahnenfuhrer, 2020). Models were 

considered transferable if they resulted in an r2 > 0.5 when applied to eukaryotic 

protein melting temperatures. 

 

Site-specific models

 

Figure 4.8: Logic used for site-specific GWAS models on Archaea and Bacteria Pfam 
domains. 
 

Pfam domain observations were aligned using hmmalign (hmmer.org; version 

3.3.1) using default parameters. Alignments were clustered using the method 
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described above, and re-coded to reflect amino acid physicochemical properties (Li et 

al. 2016). Each Pfam domain was filtered to remove columns in the alignment that 

contained a gap character at 60% or more of the observations. The remaining 

alignment columns were then filtered to remove rows that were missing more than 

95% of the total Pfam domain sequence, as these Pfam domain fragments are unlikely 

to be functional domains (Triant and Pearson 2015).  

There were 1,243 Pfam domains with an average of 260.5 observations per 

domain left after filtering, resulting in a total of 323,850 tested residue positions. Pfam 

domain lengths vary from species to species, but the same set of 1,243 Pfam domains 

contained 801,168 positions in the aligned Pfam sequences, meaning that 40% of sites 

were retained after filtering. For each cluster and position in the Pfam domain, a 

separate linear regression was run to associate the residues at that position with 

species’ OGT. Terms included numerical values representing amino acid 

hydrophobicity, hydrophilicity, hydrogen bond count, side-chain volume, polarity, 

polarizability, solvent-accessible surface area, side chain net charge index, and mass, 

as well as 2 principal components (PCs) to account for phylogenetic relationships 

between species within the cluster. PCs were calculated on the filtered sequence data 

and used to control for shared evolutionary history between species. Initial tests of 

variance explained by 1-3 principal components showed that most of the variance in 

amino acids at a particular site could be captured by a single principal component, 

with an average of 92% of the variance within the domain sequences explained by one 

principal component and 94% and 95% explained by 2 and 3 PCs, respectively 

(Supplemental Figure S4.3). 
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To determine whether similar residues were responding to temperature in both 

Archaea and Bacteria, site-specific regressions were run in each phylogenetic domain 

separately. Sites that passed a 5% Bonferroni-corrected significance threshold in both 

Archaea and Bacteria were compared. The Spearman rank correlation of p-values in 

the Archaea and Bacteria analyses were used to determine whether OGT associations 

were similar across the two phylogenetic domains. 

Six eukaryotic species were used to determine whether sites associated with 

temperature in prokaryotic species were also predictive of eukaryotic temperature 

adaptation. Single-copy orthogroups were identified with OrthoFinder, resulting in 41 

single-copy orthogroups shared among all six species (Emms and Kelly 2015). Pfam 

domains were identified in the shared orthogroup proteins and aligned to the existing 

prokaryote Pfam domain sequences using the mafft --add function and default 

parameters, which ensured that alignment coordinates with the added eukaryotic 

sequences matched coordinates from the original prokaryote alignments (Katoh and 

Frith 2012). At each site, the eukaryotic amino acid residue was compared to the 

average OGT of prokaryote species with the same residue at that position, giving a 

measure of thermal adaptation for each site in every Pfam domain.  

Because the Pfam domains identified in homologous proteins varies across 

species, a different number of sites was tested for each of the six eukaryotes (Table 

4.4). All sites that were significantly associated with OGT in prokaryotes (and passing 

an FDR significance threshold of 0.1) were then collected and averaged across all sites 

to get a statistic representing thermal adaptation for each species. Sites were averaged 

to provide a single number for each genome for comparison purposes. The distribution 
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of predicted OGT values was similar in all six species, with bimodal normal 

distributions centered around 30ºC and 50 ºC. Both r2 and ⍴	decrease	if using mode 

OGT values instead of averages to account for the bimodality; r2=0.17 and ⍴=0.64. 

This thermal adaptation statistic was compared to the overall OGT of the species to 

evaluate transferability. 

 
Table 4.4: Testable amino acid residues and Pfam domain count for six eukaryote 
species. 

Species 
Pfam domain 

count 
Residue 
count 

Average 
sites/domain 

Arabidopsis thaliana 34 5912 173.9 
Caenorhabditis elegans 62 9000 145.2 

Danio rerio 31 4836 156.0 
Drosophila melanogaster 37 5745 155.3 

Mus musculus 30 5084 169.5 
Saccharomyces cerevisiae 28 5000 178.6 
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SUPPLEMENTAL FIGURES 

  
Supplemental Figure S4.1: GO terms enrichment showing the top Biological Process 
terms identified by the classic algorithm for enrichment. Boxes include the terms that 
are significant at the level of p<0.05, and box color shows the relative significance 
with dark red indicating the most significant terms and light yellow indicating the least 
significant terms. Arrows indicate is-a relationships between GO terms. 
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Supplemental Figure S4.2: GO terms enrichment showing the top Molecular 
Function terms identified by the classic algorithm for enrichment. Boxes include the 
terms that are significant at the level of p<0.05, and box color shows the relative 
significance with dark red indicating the most significant terms and light yellow 
indicating the least significant terms. Arrows indicate is-a relationships between GO 
terms. 
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Supplemental Figure S4.3: Proportion of variance within each Pfam domain captured 
by different number of principal components. Pink = one principal component, green 
= two principal components, blue = three principal components. 
 

 
 
Supplemental Figure 4: Effect estimates of each physicochemical property effect 
estimates have a consistent sign in about 50% of both Archaea and Bacteria GWAS 
hits. For comparison purposes, a red line is included at y=0.5. 
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5.1 ABSTRACT 

The increase in global temperatures predicted by climate change models 

presents a serious problem for agriculture because high temperatures reduce crop 

yields. Protein biochemistry is at the core of plant heat stress response, and 

understanding the interactions between protein biochemistry and temperature will be 

key to developing heat-tolerant crop varieties. Current experimental studies of 

proteome-wide plant thermostability are limited by the complexity of plant proteomes: 

evaluating function for thousands of proteins across a variety of temperatures is 

simply not feasible with existing technologies. In this paper, we use homologous 

prokaryote sequences to predict plant Pfam temperature adaptation and gain insights 

into how thermostability varies across the proteome for three species: maize, 

Arabidopsis, and poplar. We find that patterns of Pfam domain adaptation across 

organelles are consistent and highly significant between species, with cytosolic 

proteins having the largest range of predicted Pfam stabilities and a long tail of highly-
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stable ribosomal proteins. Pfam adaptation in leaf and root organs varies between 

species, and maize root proteins have more low-temperature Pfam domains than do 

Arabidopsis or poplar root proteins. Both poplar and maize populations have an excess 

of low-temperature mutations in Pfam domains, but only the mutations identified in 

poplar accessions have a negative effect on Pfam temperature adaptation overall. 

These Pfam domain adaptation profiles provide insight into how different plant 

structures adapt to their surrounding environment and can help inform breeding or 

protein editing strategies to produce heat-tolerant crops. 

 

 
5.2 INTRODUCTION 

Understanding the interactions between temperature and plant development is 

becoming more important as global temperatures rise. Temperature-induced abiotic 

stress can affect every aspect of plant development, from morphology and physiology 

to biochemistry. Climate change is predicted to increase the levels of extreme 

temperature stress to which plants are exposed, and as a result, shift existing ranges 

and alter planting times for important agronomic species[1–3]. An increase in growing 

season temperatures will affect both crops and natural vegetation. In crops, increasing 

temperatures are predicted to substantially reduce yields, with estimates of 1-7% yield 

reduction in major crop species for every 1℃ global temperature increase [4]. In other 

species, increases in maximum annual temperature are expected to increase the rate of 

local extinction and threaten both plant biodiversity and larger ecological networks 

that rely on keystone plant species [5,6]. Preventing substantial decreases in crop yield 
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and ecological disasters due to species extinction requires a better understanding of 

how plant species adapt to high-temperature environments. 

Specific metabolic pathways involved in plant temperature sensing and 

response, including thermomorphogenesis, have been well-characterized [7]. Less-

well studied is how the temperature of the environment shapes molecular evolution 

across the proteome. Interactions between biochemistry and temperature affect DNA, 

RNA, and protein composition, and are consistent across species and even across 

phylogenetic domains [8–12]. In plants, genome size, GC content, and proteome 

composition have been correlated with environmental temperature [13,14]. 

Temperature is also correlated with changes in diverse cellular processes including 

chromatin remodeling, lipid membrane composition, photosynthetic capacity, and 

hormone signaling in addition to protein expression [12,15–18].  

Because temperature affects protein folding, activity, and function, it likely 

also influences protein shifts toward increased or decreased stability [19–22]. Some 

proteins, like Phytochrome B and ELF3, are thermosensor proteins that have evolved 

to be only marginally stable. Denaturing these proteins initiates important stress 

response and circadian signaling pathways [23,24]. Other proteins remain only 

marginally stable because negative selection cannot prevent accumulation of 

destabilizing mutations. Purifying selection acts to avoid complete protein unfolding, 

but is too weak to optimize stability for most proteins [25]. As a result, there is a 

distribution of protein stabilities across the proteome. Most proteins are stable, but a 

significant proportion of the proteome - perhaps as much as 10-15% of all proteins - 

are only minimally stable and can be denatured by temperature shifts of as little as 4℃ 
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[26]. Plants experience temperature shifts of this magnitude or larger daily. It remains 

unclear how well plant proteomes will be able to adapt to the increasing global 

temperatures projected in the next century.  

Proteins are composed of functional regions, or domains, that carry out specific 

biochemical reactions. We hypothesize that Pfam domain temperature adaptation 

affects plant thermotolerance and that Pfam adaptation profiles differ across species. 

Because biochemical and physical constraints on protein function are similar across all 

species, we use comparisons to prokaryotic Pfam domains to create profiles of 

temperature adaptation for maize, Arabidopsis, and poplar [27]. We compare Pfam 

adaptation profiles between plant organs and organelles and look at mutation effects 

across populations to investigate how amino acid mutations affect adaptation profiles 

within a species. These estimates of protein stability provide insight into how plant 

proteomes evolve and will be a useful starting point from which to develop strategies 

to improve plant heat tolerance as global temperatures rise.  

 

5.3 MATERIALS AND METHODS 

Identifying eukaryote Pfam domains 

 Pfam domains were identified in maize (AGPv3; [28]), Arabidopsis (TAIR10; 

[29]), and poplar (v3.0; [30]) reference proteomes using the hmmscan function in 

HMMER3 and default parameters [31]. Pfam domains were aligned to existing 

prokaryote Pfam domain alignments, numerically recoded to reflect amino acid 

physicochemical properties, and assigned Pfam domain clusters based on sequence 

similarity to the prokaryotic sequences in the alignment. Realignment utilized the 
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mafft --add function with default parameters to maintain original alignment 

coordinates [32]. Prokaryote GWAS results from Jensen et al. (in prep) were used to 

identify Pfam domain positions significantly associated with temperature. Each 

aligned amino acid residue in the maize, Arabidopsis, and poplar Pfam domains were 

compared to the prokaryote Pfam domain GWAS results to estimate temperature 

adaptation at that residue. Positions that were not significantly associated with 

temperature in prokaryotes were removed.  

 

Population nonsynonymous mutations 

 Previously-published VCF files containing sequence data and collection 

locations were downloaded for 1119 Arabidopsis [33], 31 maize [34], and 567 poplar 

accessions [35,36]. Nonsynonymous mutations were identified with snpEff, and the ‘-

proteinFasta’ option was used to output both reference and variant protein fasta files 

for each accession [37]. SnpEff output files were filtered to identify unique 

nonsynonymous mutations in each accession. Allele frequencies were calculated from 

the original VCF files for all biallelic sites using vcftools [38]. Each identified 

nonsynonymous mutation and the corresponding reference amino acid was recorded, 

as was the mutation position and allele frequency. 
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Calculating mutation temperature sensitivity 

 
Figure 5.1: Process for calculating temperature sensitivity of each amino acid residue. 
Briefly, Pfam domain observations from maize, Arabidopsis, or poplar are aligned to 
an existing prokaryote multiple sequence alignment. Only the subset of sites that are 
significantly associated with prokaryotic optimal growth temperature (OGT) are kept. 
At each significant site, the eukaryote amino acid is identified, and the average OGT 
for prokaryotes sharing the same amino acid is recorded as the ‘optimal’ temperature 
of that residue and position. 
 

Average residue temperature was calculated by averaging the optimal growth 

temperatures (OGTs) across all prokaryotes sharing an amino acid at that site. Residue 

temperature averages were calculated for all positions that were significantly 

associated with OGT in prokaryotes (prokaryote OGT values range from 10.1-96.3ºC) 

and were recorded for all identified Pfam domains in maize, Arabidopsis, or poplar. 

These residue temperatures were used as a thermal proteome profile for each species 

based on the reference proteome (Figure 5.1). For sites with nonsynonymous 

mutations identified by snpEff, optimal temperature values were recorded for both the 

reference amino acid and the variant amino acid. Mutation effects were compared 

between the major allele amino acid and the minor allele amino acid. For each site 
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with a nonsynonymous mutation, the average prokaryote OGT for the ancestral amino 

acid was compared to the average prokaryote OGT for the derived amino acid to see 

whether the mutation likely increased or decreased Pfam domain thermostability. By 

necessity, this analysis focuses on single residues in isolation and does not consider 

interactions between amino acids within a folded protein. 

 

Tissue- and organelle-specific protein expression 

Organ-specific protein expression for Col-0, B73, and Nisqually-1 were 

identified from protein and mRNA expression atlas datasets [39–42]. Organelle 

expression data for plastid, mitochondria, and cytosol proteins was obtained from the 

Plant Proteome Database [43] for maize and the SUBA database [44] for Arabidopsis. 

Arabidopsis proteins were assigned a single unique organellar location using 

SUBAcon organelle calls [45].   

         Reference proteins were classified as leaf-expressed proteins or root-expressed 

proteins according to protein or mRNA expression levels in each organ. If multiple 

samples from leaf or root tissues were available, then these were merged to create a 

larger subset of proteins for testing. For maize and Arabidopsis, only proteins that 

were uniquely expressed in one organ and not the other were kept for the analysis. In 

poplar, the mRNA expression dataset contained too few organ-specific genes for 

comparison. Instead, the top 10% of mRNA transcripts were identified in each organ 

and used to compare protein stability. Protein counts for each organ and organelle are 

listed in Table 5.1. Pfam adaptation distributions were compared between organelles 

and between leaves and roots. 
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Table 5.1: Gene counts for maize, Arabidopsis, and poplar in each organ and 
organelle. 

  
Number of unique proteins 

Maize Arabidopsis Poplar 
Leaf 933 346 730 
Root 529 864 560 

Cytosol 254 2053 - 
Ribosome 208 239 - 

Plastid 1375 1357 - 
Mitochrondria 155 735 - 

 

GO analysis 

Gene ontologies associated with genes in Arabidopsis thaliana or Zea mays 

were used to identify terms enriched in proteins with high temperature stability 

estimates in organellar proteins [46,47]. The topGO R package was used to compare 

GO terms for protein with average predicted-stability values above 40℃ to the set of 

all proteins with predicted stabilities [48]. topGO was also used to evaluate the 

trimodal distribution of root Pfam domain adaptation, with low-temperature domains 

considered to have values < 30.4℃, moderate-temperature domains having values 

from 30.4-34.4℃, and high-temperature domains having values > 34.4℃. 

 

5.4 RESULTS 

5.4.1 Predicted Pfam adaptation correlates with half-life and expression 

measurements 

Protein expression and half-life experiments in Arabidopsis were used to 

compare Predicted Pfam Adaptation (PPA) from prokaryote-based estimates of Pfam 

domain adaptation to experimental values for rosette leaf protein expression (3618 
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proteins) and protein half-life (750 proteins) [39,49]. There is a weak positive 

correlation between log-linearized protein half-life and PPA (Figure 5.2A), and also 

between PPA and normalized protein expression values (Figure 5.2B). Surprisingly, 

the correlation between measured protein half-life and measured protein expression is 

even weaker than the correlations with Pfam adaptation estimates (Figure 5.2C). 

 
Figure 5.2: OGT-based predicted Pfam adaptation (PPA) values are weakly correlated 
with measured expression and stability values. A) correlation between predicted 
protein stability and protein half-life (r = 0.12, p = 9.25e-4, n = 750); B) correlation 
between predicted stability and protein expression (r = 0.12, p = 4.19e-13, n = 3618); 
C) correlation between protein half-life and expression level (r = 0.07, p = 0.036, n = 
1001).  
 
5.4.2 Predicted Pfam adaptation differs between organs and organelles 

Plant organs function in soil and air temperatures that fluctuate daily. In 

addition to changing air temperatures, leaf proteins experience variable light 

intensities and qualities, while root proteins function in the context of the larger 

rhizosphere. We hypothesized that the differences in environments experienced by 

these different plant organs would lead to different PPA profiles between Pfam 

domains in root-expressed proteins and leaf-expressed proteins. Organ-specific protein 

expression data are available for maize and Arabidopsis reference genomes, and 

organ-specific mRNA datasets are available in poplar [39,41,42]. These data were 
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used to determine whether protein stability differs between plant leaves and roots. In 

maize there is a significant difference in average root protein stability and average leaf 

protein stability, with a significantly higher average stability for leaf proteins (t-test, p 

= 0.0056; Figure 5.3A, Supplemental Figure 5.1). Neither Arabidopsis nor poplar have 

tissue-specific differences in protein stability between leaf and root proteins as 

predicted by the OGT pipeline (t-test, p > 0.05; Figure 5.3B-C). In all three species 

leaf proteins have higher average expression than root proteins, so the stability 

difference observed in maize proteins is not likely to be driven solely by expression 

differences between the tissues (Supplemental Figure 5.2).  

 

Figure 5.3: Leaf and root protein adaptation distributions predicted by the prokaryote 
optimal temperature pipeline. Organs have significantly different temperature profiles 
in maize (A) but not in Arabidopsis (B) or poplar (C). For clarity, distributions are 
truncated at 40℃, but all three have tails that extend beyond 60℃. Full distributions 
are included as Supplemental Figure 5.1. 
 

Maize root Pfam domains separated into a trimodal distribution, with a low 

PPA (< 30.4℃), moderate PPA (30.4-34.4℃), and high PPA (>34.4℃) groups of 

Pfam domains. GO enrichment analysis showed significant enrichment for specific 

classes of proteins in these three groups. Low-PPA domains were enriched for GO 

terms related to ion transport, vacuolar structures, and enzymes involved in redox 

reactions, including antioxidant, peroxidase, oxidoreductase, and hydrolase GO terms. 
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Moderate-PPA domains were enriched for basic cell processes including transport and 

signal transduction, membrane structures, and kinase, transferase, and peptidase 

enzymes. High-PPA domains seemed to contain a mix of proteins, with enrichment for 

GO terms related to binding processes and negative regulation (Supplemental Table 

5.1). 

In endotherms, respiratory chain and mitochondrial proteins operate at higher 

temperatures than normal body temperature, which suggests that some organelles 

operate at higher-than-ambient temperatures relative to the rest of the cell [50,51]. 

PPA comparisons across plant organelles suggests that organelles also operate at 

different temperatures within plant cells. Protein subcellular localization data are 

available for both Arabidopsis and maize [43,44]. PPA differs between organelles, and 

patterns of organellar stability are consistent in both maize and Arabidopsis. A Games-

Howell test, which is robust when variances are unequal between groups, was used to 

compare protein stability predictions across organelles. Cytosol, plastid, and 

mitochondrial proteins have significantly different average stabilities (p < 0.0001 for 

all pairwise comparisons, Games-Howell test; Table 5.2). PPA varies widely within 

each organelle, and further investigation shows that ribosome and translation-

associated GO terms are enriched in the set of Arabidopsis proteins with highest PPA 

values (Fisher’s test, p < 0.0001; Supplemental Table 5.1). GO enrichment analysis for 

maize did not indicate enrichment ribosomal protein annotations, but the trend in 

maize mirrors that of Arabidopsis and shows that maize proteins involved in 

translation have higher-than-average stability (Figure 5.4A, Supplemental Table 5.2). 

Ribosomal proteins are plotted separately from other organelles, but a long tail of 
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stable cytosolic proteins remains in Arabidopsis, suggesting that many other cytosolic 

proteins are also adapted to high temperatures. There is also a significant difference 

between plastid and mitochondrial PPA values, with plastid proteins predicted to be 

adapted to higher temperatures than mitochondrial proteins (Figure 5.4).  

 

 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 5.4: Predicted Pfam adaptation distributions differ in cytosol, ribosome, 
mitochondria, and plastid organelles in maize (A) and Arabidopsis (B). Group means 
were compared with a one-way ANOVA with unequal variances and pairwise 
comparisons were made using a Games-Howell test. 
 
Table 5.2: Games-Howell pairwise comparisons of predicted protein stabilities across 
organelles in maize and Arabidopsis. 

Species Organelle 1 Organelle 2 p-value (adj.) 
Maize Cytosol Ribosome 8.71E-13 
Maize Cytosol Plastid 9.20E-14 
Maize Cytosol Mitochondria 2.65E-10 
Maize Ribosome Plastid 4.45E-6 
Maize Ribosome Mitochondria 4.19E-14 
Maize Plastid Mitochondria 0 

Arabidopsis Cytosol Ribosome 7.74E-14 
Arabidopsis Cytosol Plastid 0 
Arabidopsis Cytosol Mitochondria 0 
Arabidopsis Ribosome Plastid 0 
Arabidopsis Ribosome Mitochondria 0 
Arabidopsis Plastid Mitochondria 4.57E-05 
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5.4.3 Cumulative mutation effects vary within a population 

Many plant species extend across a wide range of environments. Maize 

accessions, for example, grow in a range of environments, from cool, high-altitude 

environments to tropical environments [15]. Amino acid mutations that accumulate as 

a species expands its range may reflect adaptation to new environments, so we 

hypothesized that nonsynonymous mutations would affect Pfam adaptation predictions 

and be related to the environment from which an accession is collected. To test this 

hypothesis, we identified nonsynonymous mutations in populations of maize, 

Arabidopsis, and poplar and determined whether the mutation increased or decreased 

PPA relative to the major allele. Maize shows a particularly interesting pattern with 

this analysis: individual amino acid mutations in maize tend to decrease PPA and 

reduce Pfam adaptation to high temperature. However, the cumulative effects of maize 

mutations tend to increase PPA overall (Figure 5.5A, 5.5D). Arabidopsis and poplar 

show more expected distributions, with a consistent pattern between the proportion of 

mutations that decrease PPA and the overall effect of those variants. Arabidopsis 

accessions tend to accumulate mutations that increase PPA across the proteome 

(Figure 5.5B, 5.5E), while poplar accessions tend to accumulate mutations that 

decrease PPA (Figure 5.5C, 5.5F).  

Maize originates from the Balsas River Valley in Mexico [52] and Arabidopsis 

is thought to originate from Morocco [53]. Poplar samples in the dataset come from 

the American Pacific Northwest coast [42]. To see whether mutations have a different 

effect as a species expands beyond its center of origin we calculated the difference 

between PPA estimates for the major allele and the minor allele and summed the 
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effects across all nonsynonymous mutations in the individual. In all three species there 

is a negative relationship between the net mutation effects and the distance from the 

center of origin suggesting that the cumulative effect of mutations become more 

destabilizing as a species expands (Figure 5.6).  

 

Figure 5.5: Predicted amino acid mutation counts and stability effects are consistent 
in Arabidopsis and poplar, but not in maize. Each point in the plots shows the 
cumulative count (A-C) or effect (D-F) of nonsynonymous amino acids for a single 
landrace. Maize tends to accumulate individual mutations that reduce PPA (A), but 
these mutations have an overall positive effect on PPA (D). Arabidopsis accessions 
accumulate individual mutations that increase PPA (B) and these mutations also have 
a positive cumulative effect on PPA (E). Poplar accessions accumulate individual 
mutations that reduce PPA (C) and the overall effect of these mutations is reduced 
PPA (F). In A-C, the red dotted line indicates the point where the number of mutations 
that increase PPA equals the number of mutations that decrease PPA. In D-F the red 
dotted line indicates the point where the cumulative effects of nonsynonymous 
mutations is zero. 
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Figure 5.6: Net effects of mutations on predicted Pfam adaptation (major allele PPA – 
minor allele PPA) reduce temperature adaptation as accessions move further from the 
center of origin for A) maize, B) Arabidopsis, and C) poplar. Distance from the center 
of origin was determined with the geopy python package. The estimated center of 
origin for the species was (17.9373, -102.1360) for maize, (31.7917, 7.0926) for 
Arabidopsis, and (45.5001, -118.0013) for poplar based on the center of origins 
identified for each species. 
 

5.5 DISCUSSION 
We predicted Pfam adaptation across Arabidopsis, maize, and poplar 

populations to see if protein adaptation is distributed differently across three species 

with different growth strategies. Because proteins are energetically expensive cell 

components, the translational robustness hypothesis predicts that highly abundant 

proteins in the cell will be more stable, as will proteins with longer half-life 

[49,54,55]. Consistent with this hypothesis, we find that our predicted Pfam adaptation 

values are positively and modestly correlated with both protein half-life and protein 

expression. One benefit of using protein PPA estimates over measured stability values 

is that these estimates can be calculated for any species and can capture a larger 

proportion of the proteome than experimental studies. 

Proteins should be exquisitely adapted to their environment, but local 

environments may differ between different parts of a plant. In maize, leaf-expressed 
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proteins are adapted to higher temperatures than root-expressed proteins, but there is 

no difference in PPA between leaf and root proteins in Arabidopsis or poplar. This 

difference in organ effect across species is unlikely to be due to differences in protein 

expression between leaf and root tissues because all three species had higher protein 

expression in leaves, but only maize shows a difference in thermal adaptation profile. 

Interestingly, the difference in maize appears to be a result of higher PPA values in 

maize leaf proteins relative to root proteins. Unlike both Arabidopsis and poplar, 

maize is a C4 grass species adapted to grow in hot environments, and maize net 

photosynthesis is maximized between 30-35℃ [56]. In contrast, net photosynthesis 

reaches a maximum in poplar between 25-30℃ [57] and Arabidopsis maximum 

photosynthetic rate occurs around 25℃ [58]. We hypothesize that the observed 

difference in leaf and root protein temperature profiles in maize reflects the higher 

temperatures in which this species is photosynthetically active.  

Consistent with observations in birds and mammals, maize and Arabidopsis 

show similar protein stability profiles across organelles, and the observed PPA 

distributions are also consistent with previous work comparing protein half-life and 

turnover rates in Arabidopsis [49–51]. Surprisingly, cytosolic proteins showed a wide 

distribution of predicted Pfam adaptation values, with a long tail of high-PPA proteins 

that are enriched for ribosome and cytosolic ribosome GO terms. Ribosomal proteins 

are expressed at high levels in nearly every cell, and their high expression levels in 

addition to their importance for translation may explain their shifted stability 

distributions relative to other proteins in the cytosol [59].  
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         To see how amino acid mutations affect predicted Pfam adaptation, we 

compared mutations across multiple accessions of maize, Arabidopsis, and poplar. 

Most nonsynonymous mutations in maize and poplar decrease PPA relative to the 

major allele, while Arabidopsis amino acid mutations increase PPA relative to the 

major allele. Intriguingly, the maize accessions used in this study have a tendency to 

accumulate destabilizing PPA mutations, but the net effect of those mutations tends to 

be increased adaptation to high temperatures. This pattern suggests that there are many 

weakly destabilizing mutations in maize that lower temperature adaptation, but whose 

effects can be offset by a few mutations that substantially increase thermal stability. 

The extent to which these mutations affect protein function should be a topic for future 

studies. 

The last glacial maximum occurred only 18,000 years ago; a relatively short 

time in the context of plant evolutionary history. At that time, global temperatures 

were 4-8℃ lower than modern temperatures, even in the tropics [60]. Arabidopsis and 

maize are both annual pioneer species that expanded throughout the world within the 

last 4,000-10,000 years as vegetation patterns changed in response to temperature 

increases following the end of the glacial period [61–63]. Both species also benefited 

from large effective population sizes during their expansion [53,64]. We hypothesize 

that short generation times and large effective population sizes allow pioneer species 

to evolve and expand rapidly, leaving signatures of directional evolution within the 

proteome. Unlike maize and Arabidopsis, poplar is a long-lived perennial species. 

Like other trees, it may experience an adaptational lag that limits its ability to adapt to 

current climate conditions [65]. We expect allelic diversity to decline and deleterious 
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mutations to accumulate as species expand to new environments far from the center of 

origin [34,53]. Our observed negative correlation between net mutation effect and 

distance from origin in all three species is consistent with this expectation, and the 

weaker relationship in poplar may stem from the slow rate of molecular evolution 

observed in trees [66].  

         Proteins that are only minimally stable are of particular interest for 

understanding plant heat tolerance because temperature sensitivity has been linked to a 

loss of specific important proteins that disrupt cell function and lead to cell death [54]. 

The results presented here demonstrate that protein thermostability profiles differ 

across organelles, and to some extent across tissues, and suggest that population-wide 

mutation effects also differ across species. Importantly, these results show that even 

successful pioneer species may be only marginally successful at avoiding destabilizing 

protein mutations, as shown by the large number of destabilizing mutation effects 

observed in maize. This suggests that targeted human interventions will be needed to 

help adapt crops and wild species to higher average temperatures. Further studies are 

needed to understand the complex interactions between protein thermostability and 

plant heat stress tolerance. Maintaining crop yields and mitigating ecological disaster 

due to local species extinctions will likely require both intensive breeding for heat 

tolerant varieties and targeted genome editing to stabilize plant proteins.  
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SUPPLEMENTAL FIGURES 
 

 
 
Supplemental Figure S5.1: Full leaf and root protein stability distributions predicted 
by the prokaryote optimal temperature pipeline in A) maize, B) Arabidopsis, and C) 
poplar.  
 

 

Supplemental Figure S5.2: Leaf and root protein expression distributions for A) 
maize, B) Arabidopsis, and C) poplar. In all three species leaf proteins are expressed at 
higher levels than root proteins. Maize: p=0.02, Arabidopsis: p=9.1E-06, Poplar: 
p=8.3E-13. 
 
 
Supplemental Table S5.1: GO term enrichment for Arabidopsis proteins with high 
predicted stability (stability > 40). Bolded p-values pass a 5% Bonferroni multiple 
testing correction. Only the top 30 GO terms are shown. 

GO ID Term Annotated Significant Expected p-value 
GO:0022626 cytosolic ribosome 64 49 4.12 < 1e-30 
GO:0005840 ribosome 81 53 5.22 < 1e-30 

GO:0043228 non-membrane-
bounded organelle 131 61 8.44 < 1e-30 

GO:0043232 
intracellular non-

membrane-bounded 
organelle 

131 61 8.44 < 1e-30 
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GO:1990904 ribonucleoprotein 
complex 90 51 5.8 < 1e-30 

GO:0032991 protein-containing 
complex 188 70 12.11 < 1e-30 

GO:0044391 ribosomal subunit 59 40 3.8 < 1e-30 

GO:0005829 cytosol 186 61 11.98 6.80E-
30 

GO:0022627 cytosolic small 
ribosomal subunit 25 23 1.61 3.50E-

26 

GO:0015935 small ribosomal 
subunit 30 25 1.93 4.70E-

26 

GO:0022625 cytosolic large 
ribosomal subunit 19 14 1.22 1.20E-

13 

GO:0015934 large ribosomal 
subunit 29 15 1.87 3.00E-

11 

GO:0032993 protein-DNA 
complex 5 5 0.32 1.10E-

06 

GO:0005622 intracellular 2620 192 168.76 3.10E-
05 

GO:0005634 nucleus 589 61 37.94 4.10E-
05 

GO:0000428 DNA-directed RNA 
polymerase complex 6 4 0.39 0.00023 

GO:0030880 RNA polymerase 
complex 6 4 0.39 0.00023 

GO:0055029 
nuclear DNA-
directed RNA 

polymerase complex 
6 4 0.39 0.00023 

GO:1902494 catalytic complex 58 12 3.74 0.00024 

GO:0005681 spliceosomal 
complex 11 5 0.71 0.00036 

GO:1990234 transferase complex 24 7 1.55 0.00056 

GO:0061695 
transferase complex, 

transferring 
phosphatase 

8 4 0.52 0.00095 

GO:1905368 peptidase complex 5 3 0.32 0.00239 
GO:0031981 nuclear lumen 40 8 2.58 0.00332 
GO:0043226 organelle 2048 151 131.92 0.00362 

GO:0043229 intracellular 
organelle 2035 150 131.08 0.00395 

GO:0000228 nuclear chromosome 6 3 0.39 0.00456 
GO:0005694 chromosome 9 3 0.58 0.01657 
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GO:0031974 membrane-enclosed 
lumen 53 8 3.41 0.01862 

 
Supplemental Table S5.2: GO term enrichment for maize proteins with high 
predicted stability (stability > 40). Bolded p-values pass a 5% Bonferroni multiple 
testing correction. Only the top 30 GO terms are shown. 

GO ID Term Annotated Significant Expected p-value 

GO:0032991 protein-containing 
complex 157 47 7.73 1.00E-

27 

GO:0043228 non-membrane-
bounded organelle 237 44 11.66 1.10E-

16 

GO:0043232 
intracellular non-

membrane-bounded 
organelle 

237 44 11.66 1.10E-
16 

GO:0033176 
proton-transporting 

V-type ATPase 
complex 

11 11 0.54 2.60E-
15 

GO:0016469 
proton-transporting 
two-sector ATPase 

complex 
12 11 0.59 3.00E-

14 

GO:0005694 chromosome 184 36 9.06 3.20E-
14 

GO:0005667 transcription 
regulator complex 21 12 1.03 2.30E-

11 

GO:0000221 
vacuolar proton-

transporting V-type 
ATPase 

8 8 0.39 2.70E-
11 

GO:0016471 
vacuolar proton-

transporting V-type 
ATPase 

8 8 0.39 2.70E-
11 

GO:0033178 
proton-transporting 
two-sector ATPase 

complex 
8 8 0.39 2.70E-

11 

GO:0033180 
proton-transporting 
V-type ATPase, V1 

domain 
8 8 0.39 2.70E-

11 

GO:0000126 transcription factor 
TFIIIB complex 12 9 0.59 2.40E-

10 

GO:0090576 
RNA polymerase III 

transcription 
regulation 

13 9 0.64 7.60E-
10 

GO:0098796 membrane protein 
complex 22 11 1.08 1.10E-

09 

GO:0098687 chromosomal region 34 12 1.67 2.50E-
08 
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GO:0000228 nuclear chromosome 120 22 5.91 2.80E-
08 

GO:1902494 catalytic complex 98 19 4.82 1.10E-
07 

GO:0031981 nuclear lumen 226 30 11.12 1.50E-
07 

GO:0031974 membrane-enclosed 
lumen 244 30 12.01 8.30E-

07 

GO:0043233 organelle lumen 244 30 12.01 8.30E-
07 

GO:0070013 intracellular 
organelle lumen 244 30 12.01 8.30E-

07 

GO:0000781 chromosome, 
telomeric region 8 5 0.39 1.30E-

05 

GO:0000428 DNA-directed RNA 
polymerase complex 7 4 0.34 0.00017 

GO:0030880 RNA polymerase 
complex 7 4 0.34 0.00017 

GO:0061695 
transferase complex, 

transferring 
phosphatase 

7 4 0.34 0.00017 

GO:0000775 chromosome, 
centromeric region 26 7 1.28 0.00018 

GO:0000178 exosome (RNase 
complex) 16 5 0.79 0.00075 

GO:1905354 exoribonuclease 
complex 16 5 0.79 0.00075 

GO:0005774 vacuolar membrane 45 8 2.21 0.00126 
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CHAPTER 6 
CONCLUSIONS 

Climate change is leading to warmer global temperatures and increasingly 

variable weather conditions. Even slight increases in average global temperatures are 

likely to have adverse effects on crop growth and development and have substantial 

social and economic costs [1–3]. Heat-tolerant varieties and adjusted management 

practices will be needed to avoid crop yield losses due to climate change-induced heat 

stress. Methods that minimize new data collection requirements and allow 

extrapolation across species will help efficiently develop resilient new varieties in 

agronomically-important species.  

 In this dissertation I address questions related to both genotyping costs and 

temperature sensitivity. I start by describing the Practical Haplotype Graph (PHG). 

The PHG uses important parent haplotypes from a breeding program to impute 

genotypes for new individuals in the breeding population. I show that the PHG can 

accurately impute progeny genotypes from low-coverage random sequence data and 

that imputed genotypes can be used for genomic prediction. By reducing genotyping 

requirements for individuals, the Practical Haplotype Graph can make breeding for 

highly quantitative traits, including heat stress tolerance, more cost-effective and 

accessible to a wider range of breeding programs.  

The remainder of my dissertation is focused on protein thermostability. I start 

from the initial hypothesis that protein evolution is constrained by specific 

biochemical requirements and that, as basic rules of biochemistry, these requirements 

will be consistent across all species. From there, I build models using tRNA and 
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protein sequences to predict thermal stability in prokaryotes, and ultimately apply 

those models to plants. A large percentage of residues appear to be sensitive to 

temperature, and protein stability measurements derived from prokaryote optimal 

growth temperatures are correlated with measured protein turnover rates and 

expression levels. In plants, cross-species comparisons show that organellar patterns 

of protein stability are similar, but that tissue-specific protein stability and purifying 

selection intensity differ by species. Notably, the protein stability comparisons across 

populations demonstrate how difficult it can be for plants to evolve to match the 

temperature of their environment in a reasonable time frame, particularly for species 

with small effective population sizes or slow-growth perennial species. Humans will 

need to direct much faster changes in agronomically or ecologically important species 

to combat climate-change-induced crop yield losses and prevent ecological disasters 

due to local extinction. 

 

6.1 FUTURE STUDIES 

 To better understand how protein stability interacts with the environment with 

a goal of developing thermotolerant crop varieties, researchers should focus first on 

the unstable fraction of the proteome. As much as 15% of the proteome is estimated to 

have stability values less than 4 kcal/mol, which suggests that these proteins would be 

denatured by a temperature increase of only 4℃ [4]. Plants already go through 

temperature changes of this magnitude on a daily basis, and increasing global 

temperatures will expose them to ever more extreme temperatures. Some of the 

unstable proteins likely act as important thermoswitch regulators of circadian or stress 
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response pathways [5,6]. Others may represent a substantial energy sink and decrease 

productivity [7]. Future research on this unstable fraction of the plant proteome may 

provide insights into which proteins are unstable by design and which are a liability. 

Here I outline three possible avenues for future research with different expected time 

frames.  

 

6.1.1 Incorporate protein stability estimates into genomic prediction models 

With existing methods and datasets, researchers can incorporate estimates of 

protein stability or temperature sensitivity into genomic prediction models and 

determine whether protein stability estimates improve genomic prediction accuracies. 

A recent paper shows that gene expression values imputed from the PHG can improve 

cross-population predictions of crop yield [8]. Either prokaryote-based estimates of 

protein temperature sensitivity or stability estimates from other prediction methods 

could be used to annotate PHG haplotypes. Annotated PHG haplotypes could then be 

used to impute protein stability estimates for any individual in a breeding population, 

much the way DNA sequence or gene expression would be imputed. Estimates of 

protein stability then can be combined with imputed protein expression and 

localization to predict plant performance under different environmental conditions.  

 

6.1.2 Identify plant-specific mechanisms for protein thermal adaptation 

Low levels of diversity in breeding populations limit the efficacy of breeding 

for heat stress-resilient crops. Many protein sequences are identical, and deleterious 

mutations may already be fixed in breeding populations or even the species as a whole 
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[9]. The models I present in this dissertation show that a large proportion of the 

proteome can be associated with temperature in prokaryotes, but comparisons across 

the Andropogoneae tribe or across all angiosperms may give a more nuanced picture 

of how protein sequence, stability, and temperature are related in plants as well as 

provide insights into which biochemical pathways are most likely involved in 

adaptation. New genome assemblies for a diverse set of species from the 

Andropogoneae tribe are being developed, as are the methods needed to annotate and 

align protein orthogroups within these species (Edward Buckler, Baoxing Song, and 

Evan Rees, personal communication). By aligning homologous proteins across the 

sequenced Andropogoneae species, researchers can identify a set of tolerated amino 

acid mutations across all plant orthologs. Ortholog alignments can identify domain 

insertions or deletions that promote protein stability, such as the prion domain in ELF3 

[5], or single-residue mutations that affect function at different temperatures, such as 

the HPC1 I211V mutation identified in maize [10]. Plant-specific estimates of protein 

stability could be predicted from ortholog melting temperatures, growing season 

temperatures at plant collection locations, or with new models that predict the effects 

of mutations on protein stability directly [11–13].  

 

6.1.3 Design thermostable proteins and edit crop proteins directly 

Crop species will struggle to adapt to the temperature increases predicted for 

the next century, so long-term experiments should use genome editing technology to 

create new varieties with stabilized proteins. First, however, both unstable proteins 

and stabilizing mutations need to be identified. Existing prediction models can be used 
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to find the least-stable fraction of the proteome, and these minimally-stable proteins 

can be constitutively expressed in yeast for directed evolution experiments [11,13]. 

Researchers can introduce strong selective pressure for increased protein 

thermostability by growing each generation at progressively higher temperatures. 

Cells that successfully stabilize the introduced transgenic protein will be most 

successful, since they will need to waste less energy on protein metabolism. After 

generations of directed evolution in elevated temperatures the transgenic protein DNA 

sequences can be extracted and sequenced to identify thermotolerant mutations. An 

alternative method would be to run directed evolution experiments in silico (e.g. using 

CADEE [14]) to identify mutations. Protein-folding software (e.g. AlphaFold [15]) 

can then be used to predict the effects of the observed or in silico mutations. Mutations 

at active or allosteric protein sites would be discarded, and the remaining observed 

mutations can be added to a shortlist of candidate mutations thought to increase 

protein stability at high temperatures without negatively affecting function. Plant 

proteins can then be edited with CRISPR-Cas9 to reflect the mutations identified in 

the directed evolution experiments, and metabolic profiles can be evaluated to 

determine the effect of the mutation on protein function. Because the effect of any 

single protein is likely small, whole-plant phenotypic effects will likely not be visible 

unless multiple stabilized proteins are introduced in combination. When genome 

editing technology progresses enough to allow many mutations to be introduced into a 

single plant, combinatorial protein effects on yield and temperature sensitivity can be 

evaluated for larger phenotypic effects.   
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Questions about the effects of protein stability on crop growth and yield 

remain important, and developing heat-tolerant crops will be necessary to combat 

climate-change-induced yield losses. A better understanding of protein stability, 

expression, and interactions with the environment may help develop breeding 

strategies to combat the negative effects of high temperature on yield and limit the 

economic losses predicted to affect agricultural production as a result of climate 

change.  
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