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This dissertation presents three varied topics. The first topic concerns text mining.

GloVe and Skip-gram word embedding methods learn word vectors by decomposing

a denoised matrix of word co-occurrences into a low-rank matrix. In this work,

we propose an iterative algorithm for computing word vectors based on modeling

word co-occurrence matrices with Symmetric Generalized Low Rank Models. Our

algorithm generalizes both Skip-gram and GloVe as well as giving rise to other

embedding methods based on the specified co-occurrence matrix, distribution

of co-occurences, and the number of iterations in the iterative algorithm. For

example, using a Tweedie distribution with one iteration results in GloVe and using

a Multinomial distribution with full-convergence mode results in Skip-gram.

The second topic concerns algorithmic fairness. A substantial portion of the

literature on fairness in algorithms proposes, analyzes, and operationalizes simple

formulaic criteria for assessing fairness. Two of these criteria, Equalized Odds

and Calibration by Group, have gained significant attention for their simplicity

and intuitive appeal, but also for their incompatibility. This chapter provides a

perspective on the meaning and consequences of these and other fairness criteria

using graphical models which reveals Equalized Odds and related criteria to be

ultimately misleading. An assessment of various graphical models suggests that

fairness criteria should ultimately be case-specific and sensitive to the nature of

the information the algorithm processes.

The third topic concerns the fragility index. In recent years there has been a



renewed conversation concerning interpretable and proper techniques for statistical

hypothesis testing. In the medical literature on clinical trials, the count of patients

who must have a different outcome to reverse statistical significance in a 2 × 2

contingency table (the fragility index) has been proposed as a more interpretable

supplement to classical p value based testing. We studied the sampling distribu-

tion of the fragility index and created a sample size calculation strategy which

simultaneously designs for p values and fragility indices. Then, we extended the

fragility index to only incorporate sufficiently likely outcome modifications. Next,

we redefined what it means for an outcome modification to be sufficiently likely and

studied a variant of the fragility index tailored for patients who are lost to follow

up. Finally, we generalized the fragility index to any data type and any statistical

test.
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The first part of this dissertation contains a edited version of the manuscript

written by Baer*, Seto*, and Wells [2018]. The manuscript has been published at

the 2018 NeurIPS Workshop on Interpretability and Robustness in Audio, Speech,

and Language. The project started through us discovering that an iteratively

reweighted least squares like algorithm could reveal improved choices of the weight

in GloVe. Additional material in this chapter lies in the methodology section.
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CHAPTER 1

EXPONENTIAL FAMILY WORD EMBEDDINGS: AN ITERATIVE

APPROACH FOR LEARNING WORD VECTORS

1.1 Introduction

Word embeddings are low dimensional vector representations of words or phrases.

They are applied to word analogy tasks and used as feature vectors in numerous

tasks within natural language processing, computational linguistics, and machine

learning. They are constructed by various methods which rely on the distributional

hypothesis popularized by Firth: “words are characterized by the company they keep”

[Firth, 1957]. Two seminal methodological approaches to finding word embeddings

are Skip-gram [Mikolov et al., 2013a] and GloVe [Pennington et al., 2014]. Both

methods input a corpus D, process it into a word co-occurence matrix X, then

output word vectors with some dimension d.

Skip-gram processes a corpus with w words into a count co-occurence matrix

X ∈ Rw×w, where xij is the number of times word wi appears in the same context as

the word wj . Here, two words being in the same context means that they’re within

lc tokens of each other. Define this co-occurence matrix to be the count co-occurence

matrix. Next, Skip-gram [Pennington et al., 2014, Section 3.1] estimates

(Û , V̂ ) = arg max
U∈Rw×d,V ∈Rw×d

w∑
i=1

w∑
j=1

xij log
exp

(
uuuTi vvvj

)∑w
k=1 exp (uuuTi vvvk)

, (1.1)

where uuuTi is the ith row of U , then defines the word vectors to be the rows of Û .

GloVe processes a corpus with w words into a harmonic co-occurence matrixX ∈

Rw×w where xij is the harmonic sum of the number of tokens between words wi and
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wj over each co-occurrence. That is, xij =
∑

p1<p2,|p1−p2|≤lc,D(p1)=wi,D(p2)=wj

1
|p1−p2| ,

where D(p1) is the pth
1 word in the corpus and lc is the length of the context window.

Define this co-occurence matrix to be the harmonic co-occurence matrix. Next,

GloVe estimates

(Û , V̂ , âaa, b̂bb) = arg min
U,V ∈Rw×d;aaa,bbb∈Rw

w∑
i=1

w∑
j=1

h(xij)
(
uuuTi vvvj + ai + bj − log xij

)2
, (1.2)

where ai and bj are bias terms, h(xij) = (min{xij, xmax}).75 is the weight, and xmax

is some prespecified cutoff. GloVe then defines the estimated word vectors to be

the rows of 1
2
Û + 1

2
V̂ .

In both Skip-gram and GloVe, a matrix of co-occurences X is introduced by

processing the corpus, and an objective function is introduced to find a low rank

factorization related to the co-occurences X. In this paper, we derive the objective

functions from a model-based perspective. We introduce an iterative algorithm,

and show that problem (1.1) results from running the iterative algorithm on full-

convergence mode for a Multinomial model and problem (1.2) is one step of the

iterative algorithm for a Tweedie model. This algorithm additionally allows us

to introduce methods to “fill in the gaps” between Skip-gram and GloVe and to

introduce altogether new methods for finding word vectors.

1.2 Related Work

We saw that Skip-gram and GloVe compute a co-occurence matrix X which results

from processing the corpus D and an objective function J to relate the matrix X to

a product of low rank matrices U and V . Many existing approaches for explaining

word embedding methods do so by identifying or deriving the co-occurence matrix

4



X or the objective function J . In this section, we review relevant work in this area,

which helps frame our approach discussed in Section 1.4.4.

Much of the related work involves using the co-occurence matrix from Skip-gram.

For the remainder of this section, let X be the count co-occurence matrix.

Early approaches to finding low-dimensional embeddings of words relied on

the singular value decomposition [Landauer et al., 1998, Turney and Pantel, 2010].

These methods would truncate the singular value decomposition by zeroing out

the small singular values. Eckart and Young [1936] show that this is equivalent to

using an objective function J which is invariant to orthogonal transformation. For

simplicity, we specialize to the Frobenius norm and say these early approaches find

arg min
U∈Rw×d,V ∈Rc×d

‖UV T −X‖2
F .

That is, here J(M,X) = ‖M − X‖2
F is the objective function and X is the co-

occurence matrix.

The co-occurence matrix and the loss function for Skip-gram can be read off from

problem (1.1): the co-occurence matrix is X and the objective function is written in

problem (1.1) with uuuTi vvvj replaced by mij . Cotterell et al. [2017] find a probabilistic

interpretation of this loss function related to a Multinomial distribution, but do not

take advantage of it and only replace the inner product with a (higher dimensional)

variant, somewhat similar to the approach in Tifrea et al. [2018]. The deviance

of a Multinomial distribution is the cross-entory, which is the loss function in the

matrix factorization view of Skip-gram that Pennington et al. [2014] found.

Mikolov et al. [2013a] introduce Skip-gram with negative sampling (SGNS), a

variant of Skip-gram. If we view Skip-gram as maximizing the true positive rate of

predicting a word will appear within a context window of another word, we can
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view SNGS as maximizing the true positive rate plus k times an approximation of

the true negative rate. When k = 0, Skip-gram and SGNS coincide.

Levy and Goldberg [2014] use a heuristic argument to interpret SGNS as using

a co-occurence matrix that is a shifted PMI matrix.1 However, they did not

determine the objective function. Later, Li et al. [2015] and Landgraf and Bellay

[2017] explicitly identified both the co-occurence matrix and the objective function.

They find a different co-occurence matrix than Levy and Goldberg [2014], one that

does not depend on k, while their loss function does depend on k. Surprisingly, they

establish that SGNS is finding a low-rank matrix related to X, the same matrix

that Skip-gram uses. The loss function is

w,w∑
i,j=1

xij(uuu
T
i vvvj)−

(
xij + k

xi·x·j
x··

)
log
(
1 + exp(uuuTi vvvj)

)
.

Landgraf and Bellay [2017] explain that this loss function has a probabilistic

interpretation, and they use that interpretation to recover the shifted PMI matrix

as a prediction from within their model.

The approach in this paper will be to view the entries of the co-occurence matrix

as random variables and introduce an objective function via the likelihood of that

random variable. Our approach is most similar to Landgraf and Bellay [2017] and,

to a lesser extent, Cotterell et al. [2017]. In order proceed, some background in

probabilistic modeling and estimation needs to be developed.
1Define the total number of times word wi appears to be xi· =

∑w
j=1 xij , the total number

of times context wj appears to be x·j =
∑w

i=1 xij , and the total number of words to be x·· =∑w,w
i,j=1 xij . The shifted PMI matrix has entries log xijx··

xi·x·j
− log k.
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1.3 Background

In this section, we review the foundational statistical elements which our methodol-

ogy rely on. We develop some background on univariate and multivariate expo-

nential dispersion families [Jørgensen, 1997], generalized linear models [Agresti,

2015], iteratively reweighted least squares (IRLS) for generalized linear models, and

generalized low rank models [Udell et al., 2016].

1.3.1 Exponential dispersion families and the Tweedie dis-

tribution

We begin by discussing exponential dispersion families, the distribution of the

response in generalized linear models.

Definition 1. Let y ∈ R be a random variable. If the density function f(y; θ, φ)

of y satisfies

log f(y; θ, ϕ) =
y θ − ψ(θ)

a(ϕ)
+ c(y;φ)

over its support, then the distribution of y is in the exponential dispersion family.

The parameter θ is the natural parameter, ϕ is the dispersion parameter, and the

function ψ is the cumulant generating function.

In many cases, the function a(ϕ) is very simple, meaning that, for instance,

a(ϕ) = 1 or a(ϕ) = ϕ. The function c(y;ϕ) can be viewed as the normalizing

constant ensuring that the density integrates to one. When y follows a distribution

in the exponential dispersion family with natural parameter θ, its mean µ = ψ′(θ),

so we can equivalently specify the mean µ or the natural parameter θ.
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Many classical distributions such as the Poisson, Normal, Binomial, and

Gamma distribution are exponential dispersion families. For example, when

y ∼ Normal(µ, σ2) is a normal distribution with mean µ and variance σ2, its

log density satisfies

log

{
1√

2πσ2
exp

[
−1

2

(
y − µ
σ

)2
]}

=
yµ− 1

2
µ2

σ2
− 1

2
log(2πσ2)− y2

2σ2
, (1.3)

showing that here the natural parameter θ = µ, the dispersion parameter ϕ = σ2,

the functions ψ(θ) = 1
2
θ2, a(ϕ) = ϕ, and c(y;ϕ) = 1

2
log(2πσ2) + y2

2σ2 .

The Tweedie distribution [Jørgensen, 1997], of particular importantance to

us, also lies within the exponential dispersion family. Instead of defining the

Tweedie distribution through the form of its density, we will define it through the

relationship between its mean and variance. This relies on a result from [Jørgensen,

1987, Theorem 1] that distributions within the exponential dispersion family are

defined by the relationship between their mean and variance.

Definition 2. A random variable y has a Tweedie distribution with power parameter

p ∈ {0} ∪ [1,∞) when

var(y) = ϕ (E[y])p

and the distribution of y is an exponential dispersion family. In this case, we write

y ∼ Tweediep(µ, ϕ), where µ = E(y) is the mean.

The Normal distribution discussed above has a variance that does not depend

on the mean. In our new notation, this means that the Normal distribution is a

Tweedie distribution with power parameter p = 0. The Poisson distribution has

variance equal to the mean and is in the exponential dispersion family, so is a

Tweedie distribution with power parameter p = 1 and dispersion parameter ϕ = 1.
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A Gamma distribution with shape parameter α and rate parameter β is a Tweedie

distribution with power p = 2, mean µ = α
β
, and dispersion parameter ϕ = α−1.

We will only consider Tweedie distributions with power parameter p ∈ (1, 2).

These distributions are also known as compound Poisson-Gamma distributions due

to the representation

Tweediep(µ, ϕ) =
n∑
i=1

gi, (1.4)

where n ∼ Poisson(λ) and gi
i.i.d.∼ Gamma(α, β), and λ = µ2−p

(2−p)ϕ , α = 2−p
p−1

, and

β = µ1−p

(p−1)ϕ
[Jørgensen, 1997]. It is important to note that the Tweedie distribution

has positive mass at zero, an important characteristic for capturing the zero-inflation

prominent in some co-occurence matrices due to some words never appearing in

the same context. Specifically,

P [y = 0] = exp

(
−µ2−p

ϕ(2− p)

)
> 0. (1.5)

Using other arguments related to representations of the mean and variance

in terms of the cumulant generating function b, Jørgensen [1997] show that the

Tweedie distribution has ψ(θ) = 1
2−p ((1− p)θ)

2−p
1−p .

1.3.2 Multivariate Exponential Dispersion Families and the

Multinomial Distribution

Exponential dispersion families are defined over real numbers. Now, we generalize

their definition to a multivariate setting.

Definition 3. Let yyy ∈ Rm be a random vector. If the density function f(yyy;θθθ, ϕ)
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of yyy satisfies

log f(yyy;θθθ, ϕ) =
yyyT θθθ − ψ(θθθ)

δ(ϕ)
+ c(yyy;ϕ)

over its support, then the distribution of yyy is in the multivariate exponential

dispersion family. The parameter θθθ ∈ Rm is the natural parameter, ϕ ∈ R is the

dispersion parameter, and the function ψ : Rm → R is the cumulant generating

function.

A collection of independent draws from the same exponential dispersion family

is a multivariate exponential dispersion family. To see this, let yi (i = 1, . . . ,m)

be i.i.d. from an exponential dispersion family. Then, the density of yyy satisfies

log f(yyy;θθθ, ϕ) =
∑m

j=1 log f(yi; θi, ϕ) =
∑m

j=1
yjθj−ψ(θj)

δ(ϕ)
+c(yj ;ϕ), which has cumulant

generation function ψ(θθθ) =
∑m

j=1 ψ(θj).

Another useful example of a multivariate exponential dispersion family is the

Multinomial. Let xxx ∈ Rc have be distributed as xxx ∼ multinomial(s,πππ), where

s ∈ N is the total number of draws and πππ ∈ Rc is the probability vector. Introduce

a change of parameters where πj =
exp θj∑c

k=1 exp θk
. Then the log density

log
c∏
j=1

π
xj
j =

c∑
j=1

xjθj − s log

(
c∑

k=1

exp θk

)
,

showing that the multinomial distribution is in the multivariate exponential disper-

sion family with ψ(θθθ) = s log (
∑c

k=1 exp θk) .

1.3.3 Generalized linear models and the maximum likeli-

hood estimator

We start by reviewing the linear model. Given a response yyy ∈ Rn comprising

n observations, the model for yyy is a linear model with covariates xxxi ∈ Rp when
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yi
ind.∼ Normal(xxxTi βββ, σ

2) for all i ∈ {1, . . . , n}. In vector notation, this reads that

yyy ∼ Normal(Xβββ, σ2I), where X ∈ Rn×p is a matrix with ith row xxxTi .

Generalized linear models remove the assumptions of normality and that the

mean is a linear function of the coefficients βββ.

Definition 4. For some exponential dispersion family ED(µ, ϕ) with mean param-

eter µ and dispersion parameter ϕ, the model for yyy ∈ Rn is a generalized linear

model with link function g when
yi

ind.∼ ED(µi, ϕ)

g(µi) = ηi

ηi = xxxTi βββ.

In the first line of the displayed relationships, the distribution of the response

yyy is described. In the third line, the systematic component ηi expresses the effect

of the covariates xxxi. The second line connects the distribution to the covariates

through the link function. That is, the covariates effect a link-transformed mean.

Generalized linear models are used as the default modeling framework in many

fields of applied science for non-normal distributions [McCullagh and Nelder, 1989].

When g(µ) = µ is the identity map and ED is the Normal distribution, the

generalized linear model is simply the linear model. When g(µ) = logit(µ) =

log 1−µ
µ

and ED is the Binomial distribution, the generalized linear model is logistic

regression. Further, a generalized linear model can be viewed as a no-hidden-layer

neural network with activation function g.

The coefficient βββ is unknown and a target of estimation in the generalized

linear model. The standard approach to compute βββ in a generalized linear model is
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maximum likelihood estimation [Fisher, 1922, Section 7] to produce the maximum

likelihood estimator, or MLE β̂ββ, with β̂ββ defined to be the maximizer of the likelihood

of yyy given X. Define `(βββ) to be the negative log likelihood.

1.3.4 Iteratively Reweighted Least Squares

A computational approach to find the MLE in a Generalized Linear Model is through

Fisher scoring, a variant of Newton’s method on the log likelihood which uses the

expectation of the Hessian in place of the Hessian [Agresti, 2015, Section 4.5].

Define `(βββ) to be the log likelihood. Specifically, Fisher scoring produces a sequence

of estimates {β̂ββ
(t)
}∞t=1 starting with some initialization β̂ββ

(0)
so that β̂ββ

(t+1)
= β̂ββ

(t)
+(

E [D2`(βββ)]
∣∣∣
β̂ββ
(t)

)−1

∇`(β̂ββ
(t)

), where ∇` is the gradient and D2` is the Hessian.

Upon plugging in the gradient and expected Hessian for an exponential dispersion

family, a surprising identity emerges: each iteration of Fisher scoring is equivalent

to minimizing a weighted least squares objective:

β̂ββ
(t+1)

= arg min
βββ∈Rp

∥∥∥(H(t)
)1/2 (

Xβββ − zzz(t)
)∥∥∥2

2
, (1.6)

where the weight H(t) and pseudo-response z(t) at iteration t have

h
(t)
ii =

[(
g′
(
µ

(t)
i

))2

ψ′′
(

(ψ′)−1
(
µ

(t)
i

))]−1

, z
(t)
i = η

(t)
i + g′

(
µ

(t)
i

)(
yi − µ(t)

i

)
,

(1.7)

hij = 0 for i 6= j, where ηηη(t) = Xβ̂ββ
(t)

and µ(t)
i = g−1(η

(t)
i ).

1.3.5 Generalized Low Rank Models

Principal components analysis [Jolliffe, 2011] is one well-known method for finding

a low rank matrix related to X ∈ Rw×c. In principal components analysis, we
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model xij
ind.∼ Normal(uuuTi vvvj, σ

2) where uuui, vvvj ∈ Rd for some dimension d� w, c. A

maximum likelihood estimator for uuui is taken to be a low-dimensional embedding

of the ith row of X. The low-dimensional embedding enables interpretability and

reduces noise. However, data cannot always be viewed as being drawn from a

normal distribution, so it’s necessary to extend the method of principal components

to non-normal data. The extension can be made in a manner similar to the

extension from linear models to generalized linear models: the new model, called a

generalized low rank model [Udell et al., 2016] allows us to estimate model-based

low-dimensional embeddings of non-normal data.

Definition 5. For some exponential dispersion family ED(µ, ϕ) with mean param-

eter µ and dispersion parameter ϕ, the model for X ∈ Rw×c is a generalized low

rank model with link function g whenxij
ind∼ ED(µij, ϕ) (1.8)

g(µij) = ηij = uuuTi vvvj + ai + bj, (1.9)

where uuui, vvvj ∈ Rd are the rows of matrices U ∈ Rw×d and V ∈ Rc×d, respectively,

and aaa ∈ Rw and bbb ∈ Rc are bias (or offset) terms.

The difference between the generalized low rank model and the generalized

linear model is in the systematic component in equation (1.9). Here, the data is

modeled as having its link-transformed mean be a matrix with rank at most d.

This formalizes the way in which we relate the co-occurence matrix X to a low

rank factorization.

When the link function g is taken to be canonical, the generalized low rank

model is closely related to ePCA [Collins et al., 2002]. The generalization is

worthwhile since the canonical link can be inappropriate, as we will see for instance

in Section 1.5.1.

13



1.4 Methodology

In this section, we methodologically and algorithmically study and extend the

generalized low rank models. A key innovation we present is an iterative algorithm

inspired by IRLS to find a maximum likelihood estimator for a generalized low rank

model. The section culminates by proposing a comprehensive methodology to find

word vectors.

1.4.1 An algorithm for estimation in a generalized low rank

models

In this section, we propose an algorithm to calculate the (possibly penalized)

maximum likelihood estimator of a Generalized Low Rank Model. There are several

immediate algorithms which we could use, but our proposed algorithm will be

seen to be both efficient and closely connected to the natural language processing

literature. Some possible algorithms include coordinate descent on the (possibly

penalized) likelihood or stochastic gradient descent approximations within each step

of coordinate descent. Instead, we extend iteratively reweighted least squares to

generalized low rank models [Green, 1984]. We will iteratively replace the likelihood

with a second order approximation which we optimize subject to the constraints of

the systematic component. This generalization can be viewed as being related to

boosting in machine learning [Ghosal and Hooker, 2021].

We regularize the factors U and V by including the penalty

P (U, V ) =
λ

2

(
‖U‖2

F + ‖V ‖2
F

)
(1.10)

with some very small value of λ for two reasons. One reason is to reduce some
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Algorithm 1 Iteratively weighted low rank least squares (IWLRLS) algorithm for
GLRMs
1: Initialize µ(0) ← X
2: for t in 0, 1, . . . , r − 1 do

3: h
(t)
ij ←

[(
g′
(
µ

(t)
ij

))2

ψ′′
(

(ψ′)−1
(
µ

(t)
ij

))]−1

4: z
(t)
ij ← g(µ

(t)
ij ) + g′

(
µ

(t)
ij

)(
xij − µ(t)

ij

)
5: Û (t+1), V̂ (t+1), âaa(t+1), b̂bb

(t+1)
← arg minU,V,aaa,bbb

∑|W|,|W|
i,j=1 h

(t)
ij

(
uuuTi vvvj + ai + bj − z(t)

ij

)2

+

P (U, V )

6: µ
(t+1)
ij ← g−1

(
(uuu

(t+1)
i )T (vvv

(t+1)
j ) + a

(t+1)
i + b

(t+1)
j

)
7: end for
8: Return Û (r), V̂ (r), âaa(r), b̂bb

(r)

noise in the estimation of the factors. Udell et al. [2016, Lemma 7.3] show that

penalizing by (1.10) is equivalent to penalizing by λ‖UV T‖∗, the nuclear norm of

UV T . We will review the other reasons in Section 1.4.3.

1.4.2 Generalized low rank models under symmetry

The model proposed in Section 1.3.5 is somewhat idealized for our data of interest.

Each entry of the data matrix X for a generalized low rank model is independent.

However, that cannot be here since the co-occurence matrix X is symmetric. For

example, the number of times word w1 appears with word w2 is the same as the

number of times word w2 appears with word w1. Therefore the model of the

co-occurence statistics should only involve the upper diagonal of the symmetric

co-occurence matrix. Therefore we modify Definition 5 to the following.

Definition 6. For some exponential dispersion family ED(µ, ϕ) with mean param-

eter µ and dispersion parameter ϕ, the model for a symmetric co-occurence matrix
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X ∈ Rw×w is a symmetric generalized low rank model with link function g whenxij(1− 1i=j/2)
ind∼ ED(µij, ϕ) for 1 ≤ i ≤ j ≤ w (1.11)

g(µij) = ηij = uuuTi uuuj + bi + bj, (1.12)

where uuui ∈ Rd is the rows of matrix U ∈ Rw×d, and bbb ∈ Rw is a bias (or offset)

term. Each component in the model respects the symmetry of the data matrix X.

In the definition, the diagonal entries of X which measure the number of times

a word appears near itself is halved so that two nearby words are not counted twice.

This model is appropriate for word-word co-occurence matrices.

1.4.3 An algorithm for symmetric generalized low rank mod-

els

Fortunately, the iteratively reweighted least squares algorithm for generalized low

rank models can be almost immediately applied to calculate maximum likelihood

estimates for symmetric generalized low rank models. Write `≤ as the likelihood of

the lower diagonal of the data (with half of the diagonal) as described in Section 1.4.2.

Similarly write `≥ as the upper diagonal part.

The penalized maximum likelihood estimators for a symmetric generalized low
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rank model equals

arg max
U,bbb

`≤(X;UUT + bbb1T + 1bbbT ) + P (U)

= arg max
U,bbb

`≤(X;UUT + bbb1T + 1bbbT ) + `≥

(
XT ;

(
UUT + bbb1T + 1bbbT

)T)
+ P (U)

= arg max
U,bbb

`≤(X;UUT + bbb1T + 1bbbT ) + `≥(X;UUT + bbb1T + 1bbbT ) + P (U)

= arg max
U,bbb

`(X;UUT + bbb1T + 1bbbT ) + P (U)

= arg max
U,V,aaa,bbb :U=V,aaa=bbb

`(X;UV T + aaa1T + 1bbbT ) + P (U)

Write M = UUT + bbb1T + 1bbbT as the working expected value. The first equality

follows because `≤(X;M) = `≥(XT ;MT ) by definition. The second equality is due

to the constraints U = V and aaa = bbb forcing M to be symmetric in addition to X.

The third inequality is because the lower diagonal and the upper diagonal together

comprise the full data matrix, keeping in mind the 1/2 contribution of the diagonal

entries. Therefore the penalized maximum likelihood estimators for the symmetric

generalized low rank model can be found by constraining the algorithm for finding

the corresponding estimators for the generalized low rank model through iteratively

reweighted least squares.

We now continue from Section 1.4.1 to highlight reasons for penalizing the

low rank factors, or word vectors. First, we elaborate on the first reason. Since

penalizing the nuclear norm UV T shrinks the dimension of the embedding and

larger dimensional embeddings tend to be better [Melamud et al., 2016], we choose

a small tuning parameter to reduce noise while still preserving the dimension.

Another reason is to symmetrically distribute the singular values of Û V̂ T to

both matrices Û and V̂ . Write the singular value decomposition Û V̂ T = UΣV
T ,

for U and V orthogonal and Σ diagonal. Mu et al. [2018, Theorem 1] shows that

using penalty (1.10) results in having Û = UΣ1/2Q and V̂ = V Σ1/2Q for some
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orthogonal matrix Q. This is desirable since it was argued by Levy et al. [2015]

that it has empirically been shown that a symmetric distribution of singular values

works optimally on semantic tasks.

1.4.4 Our Proposed Methodology

Our method has three steps:

Step 1 Choose a co-occurence matrix X ∈ Rw×c to summarize the document. (Note,

in many cases c = w so that the “contexts” are just the words.)

Step 2 Choose a plausible exponential dispersion family to model the entries of the

co-occurence matrix. Choose a corresponding link function.

Step 3 Choose a number of iterations r to run IWLRLS (Algorithm (1)) with the

input specified above to output word vectors.

The first step of our method processes the corpus in order to extract the

linguistic information. Some co-occurence statistics use more information than

others: for instance, the harmonic co-occurence matrix makes use of the number

of tokens between words while the count co-occurence matrix does not. A typical

tuning parameters here is the length lc of the context window. We view this step

as involving a “linguistic” choice.

The second step specifies a distribution for the co-occurence matrix. A distribu-

tion can be considered as plausibly corresponding to reality if it can be derived by

a connection to the corpus. In our framework, the model is explicit: this is helpful

since knowing a model provides interpretation for its output [Gilpin et al., 2018,

Section II.A.]. The choice of distribution will often determine, through convention,
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the link function, so the link function often does not need to be separately chosen.

We view this step as involving a “statistical” choice.

The third step runs IWLRLS, a generalized version of IRLS. Recall that IRLS is

derived by iteratively maximizing a second order Taylor expansion of the likelihood

as a function β. The Taylor expansion is centered at the previous iterate. IWLRLS

can be derived by iteratively maximizing a second order Taylor expansion of the

likelhood as a function of η subject to the constraint 1.9. We view this as a

“computational” choice that we fix in advance.

1.5 Examples

In the following subsections, we run through many examples of our method as it

would be used in practice. There are two distinct choices of co-occurence matrices

that are made. Various choices of distributions recover common methods for finding

word vectors. An altogether new estimator is proposed via an improvement of

the assumed distribution in Skip-gram. Casting these estimators in this general

framework provides an interpretation and understanding of them: we make explicit

their assumptions and therefore know the driver of their behavior.

1.5.1 Example 1: GloVe

We will apply our proposed method under the choice of the harmonic co-occurence

matrix and the Tweedie distribution: one iteration of IWLRLS will recover GloVe.

Step 1 The first step of our method is to pick a co-occurence matrix that
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Co-occurence: Harmonic Count
Distribution: Tweedie Gaussian Multinomial Poisson Binomial
One iteration GloVe SVD · · ·
Early stopping · SVD · · ·
Full likelihood · SVD Skip-gram · SGNS

Table 1.1: The rows refers to the number of steps of IWLRLS. A “·” represents no
existing work. All filled-in positions in the lowest row were established in previous
work.

summarizes the corpus. We choose the harmonic co-occurence matrix X ∈ Rw×w.

Step 2 Now we must determine a plausible distribution for the co-occurence

matrix that is an exponential dispersion family. Recall that the Tweedie distribution

has the property mentioned in equation (1.4) that it is a sum of Poisson many

independent Gamma distributions. An informal way to write this is that

Tweedie
d
=

Poisson∑
i=1

Gammai
d
=

Poisson∑
i=1

1

InvGammai
.

We argue that the Tweedie distribution is reasonable by connecting the Poisson

and Inverse Gamma distributions displayed above to attributes of the corpus.

Intuitively, it is reasonable that the number of times word wi and word wj co-occur

within the corpus can be modeled as having a Poisson distribution. Another choice

of distribution is that of an Inverse Gamma distribution for the number of tokens

between word wi and word wj at some co-occurence, although it is an approximation

as the number of tokens is an integer while the Inverse Gamma is supported on

non-integers.

Instead of using the canonical link function, we will take g(µ) = log µ, which is

standard [Smyth, 1996]. A problem with the canonical link function preventing its

use is that its range is nonpositive.

Step 3 Next, we find the form of the weight H and the pseudo-response Z
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that the Tweedie distribution provides. This amounts to plugging in the cumulant

generating function ψ that is given in Section 1.3.1. This results in

hij = µ2−p
ij , zij =

xij − µij
µij

+ log µij. (1.13)

When the algorithm is initialized with µ̂(0) = X, the pseudo-response simplifies

to zij = log xij. Taking the power p = 1.25, the weight simplifies to x
3/4
ij . In

summary, we’ve shown that:

Result 1. Inputting the harmonic co-occurence matrix, the Tweedie distribution

with power p = 1.25, the log link, and the number of iterations k = 1 into IWLRLS

results in GloVe (without the algorithmic regularization induced by truncating the

weights.)

Given this connection, we can extend GloVe for several iterations rather than

one or even use the full likelihood. This result shows that even though the first

iteration does not depend on word pairs where xij = 0, later iterations do.

1.5.2 Example 2: SVD, Skip-gram, and More

We now consider an alternative first step: we choose another co-occurence matrix

to summarize the corpus. Then, we make multiple possible choices for step 2 to

illustrate connections to previous work that step 3 recovers. Various choices for step

2 will recover the SVD [Landauer et al., 1998], Skip-gram [Mikolov et al., 2013a], a

new estimator which is a distributional improvement over those, and Skip-gram

with negative sampling [Mikolov et al., 2013b].

Step 1 We choose the count co-occurence matrix.
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The SVD

Step 2 A proposed distribution for the entries of X is the Gaussian distribution.

This may not be the best choice, since the entries of X are non-negative integers.

As is usual, we take the link function to be g(µ) = µ. We restrict the systematic

component to not include the bias terms, so that ηij = uuuTi vvvj.

Step 3 We showed in Section 1.3.1 that the cumulant generation function from

the normal distribution is ψ(θ) = 1
2
θ2. This makes it so that

hij = 1, zij = xij. (1.14)

In other words, the IWLRLS algorithm will always converge in one iteration, so

our method recovers the method of computing a truncated SVD of X by Eckart

and Young [1936].

Another choice that could have been made in step 2 is to have the link function

g(µ) = log µ. This still may not be the best choice since the normal distribution

still has the same problems as before.

Skip-gram

Step 2 Another proposed distribution for the entries of X is a Multinomial

distribution. Specifically, we could propose that the row of X corresponding to

word wi has the distribution xxxi ∼ Multinomial
(∑w

j=1 xij,πππ
)
, where πππ ∈ Rw is

vector of probabilities of word wi appearing within a context window with the other

words and
∑w

j=1 xij is the total number of times word wi appears in the corpus.

We take the link function to be the multi-logit.2

2The Multinomial distribution is not in the exponential dispersion family, while it is in the
multivariate exponential dispersion family. (See Section 1.3.2.) In step 3, the problem is reduced
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Cotterell et al. [2017] show that the objective function of Skip-gram coincides

with the likelihood of this model when the bias terms are removed, so that the

systematic component ηij = uuuTi vvvj instead of the usual representation in equation 1.9.

Step 3 The Poisson trick [Birch, 1963] can be used to reduce estimation in a

Multinomial model to estimation in a particular Poisson model. Let Û , V̂ be the

maximum likelihood estimators in the Multinomial generalized low rank model

described in step 2. Using this trick, it holds that âaa, (the same) Û , and (the same)

V̂ are maximum likelihood estimators in a Poisson generalized low rank model with

independent responses xij and systematic component

ηij = uuuTi vvvj + ai. (1.15)

Notice that there is only one bias term. The weight and pseudo-response are

hij = µij, zij =
xij − µij
µij

+ log µij. (1.16)

Poisson Estimator

In the previous subsubsection, we saw that the choice of Multinomial model

implicitly gives rise to a Poisson model with a systematic component given by

equation (1.15). Since it could be most appropriate to have bias terms for both

rows and columns due to the symmetry of the co-occurence matrix, we directly

introduce a Poisson estimator with a non-restricted systematic component.

Step 2 Another proposed distribution is a Poisson. Due to the "law of rare

events" [Durrett, 2010, Section 3.6.1], this is a plausible model. We use the canonical

link function g(µ) = log µ.

to one in an exponential dispersion family.
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Step 3 The cumulant generating function is ψ(θ) = exp(θ) [Agresti, 2015], so

that the weight and pseudo-response are given by equations (1.16).

Arora et al. [2016] propose an estimator which is a close variant of one iteration

of IWLRLS. At one point in their derivation, they (using our notation) take

ηij = ‖uuui − vvvj‖2
2 + c, where c is an arbitrary constant which does not depend

on the word. This is inspired by their theorem 2.2. On the other hand, taking

ηij = uuuTi vvvj + ai + bj (as in equation 1.9) in their derivation recovers one iteration of

IWLRLS.

The Negative-Binomial distribution is commonly used as an alternative for the

Poisson in the presence of over-dispersion, which is the case when the variance is

higher than the mean. It produces the same weight and pseudo-response as the

Poisson.

Skip-gram with Negative Sampling

Step 2 We model xij
ind.∼ binomial (sij, πij), where sij = xij + k

xi·x·j
x··

is an inflated

count, ηij = uuuTi vvvj, and k ≥ 0. Landgraf and Bellay [2017] showed that a maximum

likelihood estimator from this model with canonical link g(π) = log π
1−π is identical

to a SGNS estimator.

Step 3 The cumulant generating function for the binomial distribution is

ψ(θ) = log(1 + exp θ), so the weight and pseudo-response are:

hij = πij(1− πij), zij = log
πij

1− πij
+

1

πij(1− πij)

(
xij
sij
− πij

)
(1.17)
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1.6 Conclusion

We present a general model-based methodology for finding word vectors from

a corpus. This methodology involves choosing the distribution of a chosen co-

occurrence matrix to be an exponential dispersion family and choosing the number

of iterations to run our algorithm.

In Table 1.1, we see that our methodology unifies the dominant word embedding

methods available in the literature and provides new and improved methods.

We introduce an extension of Skip-gram that is stopped before full-convergence

analagously to GloVe and an extension to GloVe beyond one iteration. Experimental

results on a small corpus demonstrate our method improves upon GloVe and

Skip-gram on the Google word analogy similarity task. It is our hope that this

methodology can lead to the development of better, more statistically sound, word

embeddings and consequently improve results on many other downstream tasks.

1.7 Future work

There is a long list of planned future work for this project. First and foremost,

we would like to get the word out about this work better to the community at

the intersection of machine learning and natural language processing. Methods

such as GloVe and Skipgram are seminal and taught in most introductory courses

in the same way that they were introduced, as matrix factorization versus neural

network approaches, respectively. In this work we showed that this is definitely the

case and that their relationship is a simple matter of the assumed distributions of

their word co-occurence statistics. All published work that we are aware of assume
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inappropriate distributions for the co-occurence statistics [Yin and Shen, 2018].

Further, important features revealed by our framework such as that Skipgram

is modelling a symmetric matrix with an asymmetric systematic component are

under appreciated. In future work, we would also like to return to our original

problem motivation and study improved mean-variance relationships to model the

co-occurence statistics in GloVe. The mean-variance relationship assumed by our

representation of GloVe involves a clipping which lower bounds the variance at

100. Exploring alternative relationships which similarly amount to an overdispersed

Tweedie distribution would be interesting [Kokonendji et al., 2021].

The matrix factorization perspective also clarifies other difficulties associated

with these methods. For example, Mimno and Thompson [2017] highlight that the

word embeddings output from GloVe and Skipgram can have unusual properties.

An overwhelmingly likely reason presents itself: since each method estimates UV T

and the naively extracts factors U and V , perhaps the factors selected by the

algorithm are undesirable. Recall that any factors RU and R−1V would give an

identical estimate for any invertible matrix R. This is a widely studied problem

in the statistical factor analysis literature. In future work, we would like to study

which factors to which the algorithms behind the default implementations of GLoVe

and Skipgram converge [Tibshirani et al., 2013].

We would like to apply our framework to even more examples of word embedding

estimation methods. For example, Athiwaratkun and Wilson [2017] develop an ap-

proach to extract multiple word embeddings for each word in order to appropriately

understand the multiple meanings behind an word. In the view of this article, such

an approach could be readily accomplished through a generalized low rank mixture

model. We would also like to extend our approach to solve problems similar to
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modern word embedding methods such as ELMO and BERT [Peters et al., 2018,

Devlin et al., 2019]. These approaches do not give a single word embedding for

each word and instead also depend on the words (or context) surrounding each

word. Perhaps a similar goal could be accomplished through the use of covariates

in the generalized linear models.

The generalized low rank models are a fascinating class of statistical models

which have almost no statistical theory developed. In future work, we would like to

begin to develop the statistical theory of estimators for the parameters in these

models [Josse et al., 2016, Fithian et al., 2018]. We would also like to develop the

algorithmic theory for the proposed iteratively reweighted least squares algorithm.

So far we have been unable to prove that the algorithm does not terminate before

reaching the solution set, due to difficulty in characterizing the space of low rank

matrices comprising the systematic component.

Additionally, generalized low rank models seem perfectly appropriate in other

application areas. In statistical genetics, low rank modelling such as canonical

correlation analysis or reduced rank regression is common to extract biologically

meaningful latent factors from high dimensional sequencing data. However for the

most part the methods do not make appropriate distributional assumptions, and

generalized low rank models can alleviate this issue.
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Part II

Algorithmic Fairness
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The second part of this dissertation contains a gently edited version of the

manuscript written by Baer*, Gilbert*, and Wells [2019]. The manuscript has been

published at The Oxford Handbook of Ethics of AI. The project started through

Marty introducing Dan to fairness followed by me including myself.
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CHAPTER 2

FAIRNESS CRITERIA THROUGH THE LENS OF DIRECTED

ACYCLIC GRAPHICAL MODELS

2.1 Introduction

The emergence of artificial intelligence’s algorithmic tools represents one of the

most important social and technological developments of the last several decades.

Machine learning based scoring systems now determine creditworthiness of con-

sumers and insurance prices [Robinson and Yu, 2014] and social media metrics

[Duffy, 2016], algorithmic hiring platforms target job advertisements and screen

résumés to calculate who should and should not be seen by human resource man-

agers [Ajunwa et al., 2016, Gillum and Tobin, 2019], and predictive analytics are

deployed as sentencing tools in the criminal justice system [Eubanks, 2018]. Big

data’s algorithmic tools have come to play a decisive role in many aspects of our

lives. However, there is concern that these algorithmic tools may lack fairness and

exacerbate existing social inequalities [Barocas and Selbst, 2016, Ziewitz, 2016,

O’Neil, 2017, Lum, 2017].

One might imagine that because algorithms are inherently procedural, ensuring

fairness should be a simple matter of not explicitly using race or gender as features

[Grgic-Hlaca et al., 2016]. This notion of fairness has been called Fairness Through

Unawareness, and it is easy to see why it is insufficient. First of all, other features

will generally redundantly encode sensitive variables [Barocas and Selbst, 2016]. We

could trivially skirt around Fairness Through Unawareness by including variables

which are close proxies for gender or race like hair length or name, but even less

suspicious and eminently predictive features such as zip code, language usage, or
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GPA will allow an algorithm to partially infer an individual’s sensitive characteristics

and make generalizations on those bases. Furthermore, including information about

an individual’s sensitive characteristics can actually serve to make a predictive

algorithm more fair, especially when there are interaction effects between sensitive

characteristics and other features. The area of algorithmic fairness constitutes an

attempt to move beyond Fairness Through Unawareness and develop a link between

the mathematical properties of algorithms and our philosophical and intuitive

notions of fairness. Unfortunately, there is little consensus on the philosophical

bedrock upon which algorithmic fairness should rest [Binns, 2017, Chouldechova

and Roth, 2018].

Much of the literature on fairness in algorithms has been influenced by a

controversy surrounding the Northpointe COMPAS algorithm, an algorithm for

predicting criminal recidivism. Angwin et al. [2016] analyzed the output of the

algorithm and determined that its predictions were unfair due to the fact that

the rate of false positives and false negatives differed significantly between racial

groups. In response, Northpointe published a rejoinder arguing the criteria used

by Angwin et al. [2016] to assess fairness were nonstandard, and a proper analysis

reveals that the predictions made by the COMPAS algorithm are in fact calibrated

by race [Flores et al., 2016].

Beyond merely inspiring interest in the study of algorithmic fairness, this

controversy may have influenced the early direction of the field. One significant

branch of the field is concerned with the development, study, comparison, and

implementation of simple fairness criteria, much like the balanced-odds criterion

implicit in Angwin et al. [2016] or the calibration criterion used in Flores et al.

[2016]. These fairness criteria have largely been tailored to the classification setting.
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Furthermore, Angwin et al. [2016] had access to limited information in assessing

the COMPAS algorithm; the authors were able to acquire the COMPAS scores for

11,575 pretrial defendants, along with information about their criminal histories,

race, and whether that defendant in fact went on to reoffend [Larson et al., 2016].

However, these authors did not have access to the precise features used by the

COMPAS algorithm nor the specifications of the COMPAS algorithm itself. There-

fore, the authors assessed the fairness of the COMPAS algorithm by examining

its false positive and false negative rates across races, which can be calculated

using only the COMPAS predictions, the races of the defendants, and whether they

reoffended.

Other commonly considered fairness-apt data sets have a similar form; we often

desire to assess whether a predictive algorithm is fair using only information about

the predictions, the observed outcomes, and the race or gender of the subjects.

Perhaps for this reason, much of the early work on algorithmic fairness has centered

around so-called oblivious fairness criteria, which assess algorithms only on the

basis of their outputs compared to the ground truth. The three central oblivious

criteria are most often called Demographic Parity, Equalized Odds, and Calibration

by Group, although it is common to encounter these and related concepts under a

host of names.

Two prominent strains of criticism have emerged which cast doubt on the utility

of simple one-size-fits-all metrics for the fairness of algorithms. The first criticism

concerns obliviousness; even alongside the introduction of Equalized Odds, Hardt

et al. [2016] note that intuitively fair and intuitively unfair algorithmic procedures

can appear identical if we only compare the algorithm’s output to the ground truth.

Indeed, many of our intuitive notions of fairness have to do with the nature of the
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information used to make a prediction, rather than the outcome.

A second strain of criticism concerns incompatibility between the three oblivious

fairness criteria, and thus their lack of universality. Most notably, Chouldechova

[2017] and Kleinberg et al. [2017] proved that Calibration and Equalized Odds could

not simultaneously be achieved; this recast the disagreement between ProPublica

and Northpointe as a philosophical rather than statistical debate.

Various review papers have been written which tie together the outpouring of

early ideas in fairness in algorithms. In this paper, we do not intend to exhaustively

catalogue the world of fairness criteria: instead we will focus on a small number of

basic criteria which have received significant attention, similar to Yeom and Tschantz

[2018]. For a comprehensive map of fairness measures and their relationships to one

another, see Mitchell et al. [2018]. Corbett-Davies and Goel [2018] elucidates the

incompatibility of Calibration and Equalized Odds using visualizations of outcome

distributions. These authors argue that the problem of infra-marginality suggests

that Equalized Odds is a poor criterion for fairness.

We agree. We are concerned that work which generalizes and operationalizes

Equalized Odds may further obscure the criterion’s underlying flaws. The purpose of

this article is to provide an alternate source of intuition about fairness criteria using

probabilistic directed acyclic graphical models. Graphical models have been used

to motivate and expose fairness criteria in other works, especially those which work

with explicitly causal criteria for fairness. We believe that graphical models provide

an invaluable source of intuition even in non-causal scenarios, and themselves reveal

the weakness of Equalized Odds.

Using Bayesian networks, we can view fairness criteria in a way which is easily
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generalized beyond classification settings. Considering generalizations as defined

in Barocas et al. [2018] of Demographic Parity, Equalized Odds, and Calibration

helps to expose certain fundamental aspects of these criteria which the classification

setting obscures.

In Section 2.2, we provide a brief overview of probabilistic directed graphical

models and the associated causal theory. In Section 2.3, we define the three oblivious

fairness criteria and their generalizations. In Section 2.4, we discuss two graphical

scenarios and the implications of various fairness criteria therein. In Section 2.5,

we review the incompatibility between Equalized Odds and Calibration and give

a graphical view of the problem with Equalized Odds. This motivates a modified

class of criteria which we call Separation by Signal. Finally, in Section 2.6, we

discuss the relationship between causality and fairness.

2.2 Graphical Models

A directed acyclic graph (DAG) G is a pair {V,E} where V = {V1, . . . , Vn} is a set

of nodes and E is a set of directed edges, each pointing from one node to another.

The acyclic property of DAGs requires that the edges in E never form a directed

path leading from one variable back to itself. Let the parents of Vi, Pa(Vi), refer to

the set of nodes which share an edge with Vi such that the edge is pointing to Vi.

2.2.1 Probabilistic Directed Acyclic Graphical Models

A probabilistic directed acyclic graphical (PDAG) model, sometimes known as

a Bayesian Network, is a pair {G,P} where G is a DAG and P is a probability
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Figure 2.1: In the leftmost graph, V2 is a confounder, in the center graph, V2 is a
mediator, and in the rightmost graph, V2 is a collider.

distribution over the nodes of G [Pearl, 2009b, Spirtes et al., 2000]. Each node

V1, . . . , Vn in G represents a random variable, and these random variables are jointly

governed by the probability distribution P. In this paper, we will consider only

PDAG models which satisfy the Markov Condition. A PDAG model {G,P} satisfies

the Markov Condition only if the probability distribution P can be factored into

the conditional distributions of each node given its parents. That is,

P(V1, . . . , Vn) =
n∏
i=1

P(Vi | Pa(Vi)). (2.1)

Node V1 is considered an ancestor of node V2 if there is a directed path leading

from V1 to V2. In that case, node V2 is a descendent of V1. A node is a root if it has

no ancestors and a leaf if it has no descendants. The random variables associated

with root nodes we call exogenous because their distribution does not depend on

any of the other modelled variables.

In discussing PDAG models, three common relationships between nodes are of

particular interest. Nodes V1 and V3 are confounded by node V2 if V2 is an ancestor

of both V3 and V1. In this case, we say there is a backdoor path between V1 and V3.

If V1 is an ancestor of V2 and V2 is an ancestor of V3, then V2 is a mediator of the

relationship between V1 and V3. Finally, if V1 and V2 are both ancestors of V3, then

V3 is said to be a collider for V1 and V2. See Figure 2.1 for a depiction of these

relationships.

We can determine certain marginal and conditional independence relationships

between the random variables V1, . . . , Vn using the structure of the DAG. The nodes
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Vi and Vj are d-separated if the structure of the DAG implies that Vi and Vj are

(marginally) independent, i.e., Vi⊥⊥ Vj. A set S of nodes d-separates Vi and Vj if

the structure of the DAG implies that Vi and Vj are independent given the variables

in S, i.e. Vi⊥⊥ Vj | S. Specifically, under the Markov Condition, the nodes Vi and

Vj are d-separated given S if S blocks all paths between Vi and Vj. A connected

sequence of edges between two nodes is considered a path regardless of the edges’

orientation. A path is blocked if either:

• it contains a mediator or confounder Vk where Vk ∈ S, or

• it contains a collider Vk where Vk 6∈ S and if Vl is a descendent of Vk, Vl 6∈ S.

Thus, conditioning on colliders (or their descendents) actually unblocks paths and

can induce dependency between marginally independent variables. See Figure 2.3

for examples. Note that while d-separation implies conditional independence, d-

connection or lack of d-separation does not necessarily imply dependence. Therefore,

it is sometimes useful to make the assumption that a PDAG model is faithful,

which means that every conditional d-connection relationship in the graph implies

dependence between those variables.

Unfaithfulness can occur because whenever there exist multiple paths leading

from Vi to Vj, the dependencies along those paths can cancel each other out. For

example, consider a PDAG model associated with the DAG in Figure 2.2. Let

V2 = 3V1 + ε2, V3 = 2V1 + ε3, and V4 = −2V2 + 3V3 + ε4. Then V4 = −2ε2 + 3ε3 + ε4,

thus V4 is independent of V1, despite the fact that V1 and V4 are d-connected. Thus

this PDAG model is unfaithful. Note, however, it is unusual for path effects to

precisely cancel each other except when variables are carefully constructed to do so.
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V1

V2 V3

V4

Figure 2.2: Because there are multiple paths from V1 to V4, this PDAG model may
be unfaithful if the effect of V1 on V4 along one path perfectly counteracts the effect
along the other path.

V1

V2 V3 V4

V5 V6

Figure 2.3: In this PDAG model, nodes V2 and V3 are d-separated a priori, that is,
conditional on the empty set S = ∅. However, conditional on the collider S = {V5},
V2 and V3 are d-connected. V2 and V4 are d-separated given any of the following
sets: {V1},{V1, V5, V3} or {V1, V6, V3}.

2.2.2 Causality

Strictly speaking, the directed edges in PDAG models need not have any causal

interpretation, as long as they are consistent with the conditional dependencies

in P. However, DAGs are not fully determined by their associated probability

distributions: a given probability distribution is usually consistent with multiple

DAGs with differently oriented edges. Thus it is natural to use a PDAG model to

convey causal meaning, so that an edge pointing from Vi to Vj then means that Vi

has a causal effect on Vj. When PDAG models are used in the context of causal

inference, they are often called Structural Causal Models and the associated DAG

may be called a Causal Graph.

Pearl’s theory of causality addresses two types of causal questions: questions

about the effects of manipulating variables and questions about counterfactual states

of affairs [Pearl, 2009b]. We will focus on inferences about variable manipulations.
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V1

V2 V3

Figure 2.4: In this PDAG model, V2 and V3 are confounded by the unobserved
variable V1; this will render an expression such as P(V3 | do(V2)) unidentifiable.

Pearl uses a construct called the do() operator to express do-statements such as

P(V1 = v1 | do(V2 = v2)). This statement can be interpreted as “the probability

that V1 = v1 when we intervene to set V2 = v2.” Formally, to intervene on the

variable V2 by setting it to v2 means to construct an alternate PDAG model in

which the edges between V2 and its ancestors are deleted and the distribution of

the root V2 is set to be a point mass at v2.

These do-statements can sometimes be resolved into equivalent see-statements

using Pearl’s three rules of do-calculus, which are consequences of the Markov

Condition. See-statements are expressions which may involve various conditional

probabilities, but do not contain the do-operator. Thus, see-statements can be

evaluated using only information about the joint probability distribution P of the

variables in the original PDAG. Note that in some cases, we may include unobserved

variables in a PDAG model. We will indicate that a variable is unobserved in

a DAG with a dotted outline as in Figure 2.4. When do-statements cannot be

resolved into see-statements depending only on observed variables, they are called

unidentifiable.

For an accessible and more complete introduction to PDAG models and Pearl’s

causal theory, see Pearl et al. [2016], Pearl [2009a]. The purpose of our use of

PDAG models in this paper is mostly to provide intuition regarding sets of variables

with various conditional dependency relationships. However, in Section 2.6 we will

discuss certain aspects of fairness which require a properly causal treatment.
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2.3 Three Criteria for Fairness

We will review the definitions of three prominent fairness criteria: Independence,

Separation, and Sufficiency, which we will examine through the lens of PDAG

models in this paper. Let Y be a response, an outcome of interest measured for an

individual. For example, Y could be whether an individual will repay a loan, or

whether she will click on an advertisement. Let A be a sensitive characteristic, a

categorical variable indicating that individual’s class with respect to a fairness-apt

feature such as race or gender. Let R be a prediction, an estimated response for

that individual.

If we select an individual at random from the population, the quantities Y ,

A, and R can be modelled as random variables. We are concerned with assessing

whether R is a fair prediction. The three fairness criteria we examine in this paper

are oblivious criteria, which means they assess only the joint distribution of the

tuple (A,R, Y ) [Hardt et al., 2016]. In other words, these criteria are not concerned

with the functional form of R or the information upon which it is based; they treat

R as a black box.

Most of the work that has been done on fairness criteria for machine learning has

considered the classification setting, in which Y is a categorical (and often binary)

variable. Therefore it is no surprise that each of the three fairness criteria defined in

this section were first introduced as criteria for assessing classifiers. These fairness

criteria for the classification setting are known as Demographic Parity, Equalized

Odds, and Calibration by Group. However, Barocas et al. [2018] offers sensible

generalizations of these three criteria to settings with arbitrary, possibly continuous

R and Y . Here we will introduce both the original and generalized versions of each

of the three criteria.
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2.3.1 Demographic Parity and Independence

As a starting point for assessing the fairness of a prediction algorithm, we may ask

whether the algorithm is making systematically different predictions for different

groups. Suppose A is a categorical sensitive characteristic taking values in the set

A. Considering only the binary classification case for the moment, suppose that

the response Y ∈ {0, 1} and the prediction R ∈ {0, 1}.

Definition 7. A prediction R satisfies Demographic Parity if

P (R = 1 | A = a) = P (R = 1 | A = a′)

for every sensitive characteristic a, a′ ∈ A.

In the binary case, this is equivalent to the statement R⊥⊥ A. Therefore, the

natural generalization of Demographic Parity as suggested by Barocas et al. [2018]

is as follows. For arbitrary random variables R, A and Y ,

Definition 8. A prediction R satisfies Independence if R⊥⊥ A.

This is a strong criterion in the sense that it requires that no aspect of the

distribution of R depend on A. A weaker form of Independence could require

only that the expected value and possibly the variance of R not depend on A.

See Johndrow and Lum [2019], Calders et al. [2009], Calders and Verwer [2010],

Del Barrio et al. [2018], Hacker and Wiedemann [2017] for methods for achieving

full or partial Independence in predictions.

40



2.3.2 Equalized Odds and Separation

The Independence criterion does not take the response Y into account; that is,

it enforces equality of the distributions of the prediction R across the protected

characteristic A even when the distribution of the response Y may differ across

protected classes. For binary classifiers, Hardt et al. [2016] argues:

Demographic Parity is seriously flawed on two counts. First, it doesn’t

ensure fairness. The notion permits that we accept the qualified ap-

plicants in one demographic, but random individuals in another, so

long as the percentages of acceptance match. This behavior can arise

naturally, when there is little or no training data available for one

of the demographics. Second, demographic parity often cripples the

utility that we might hope to achieve, especially in the common scenario

in which an outcome to be predicated, e.g. whether the loan will be

defaulted, is correlated with the protected attribute.

In light of this, Hardt et al. [2016] proposes an alternative criterion for fairness.

Suppose Y ∈ {0, 1} and the prediction R ∈ {0, 1}.

Definition 9. A prediction R satisfies Equalized Odds if

P (R = 1 | Y = y, A = a) = P (R = 1 | Y = y, A = a′)

for every sensitive characteristic a, a′ ∈ A and response y ∈ {0, 1}.

Hardt et al. [2016] argues that when Y and A are not independent, Y itself does

not satisfy Demographic Parity, and therefore nor would a “perfect” classifier R = Y .

On the other hand, a “perfect” classifier R = Y will always satisfy Equalized Odds.
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Thus unless we are attempting to modify our predictions as a form of affirmative

action, Equalized Odds seems to have an advantage over Demographic Parity. In

Section 2.5.2 we argue that this intuition regarding “perfect” classifiers is an artifact

of the discrete classification setting and its motivation has less force in arbitrary

regression settings. Thus we will consider a general form of Equalized Odds offered

by Barocas et al. [2018].

Definition 10. A prediction R satisfies Separation if R⊥⊥ A | Y .

Like Independence, this is a strong criterion, and can be relaxed by requiring only

that the conditional expectation E(R | Y ) and possibly the conditional variance

Var(R | Y ) do not depend on A. See Hardt et al. [2016], Pleiss et al. [2017], Donini

et al. [2018], Zafar et al. [2017], Corbett-Davies et al. [2017] for expositions of

Separation-like criteria and methods for enforcing them.

2.3.3 Calibration by Group and Sufficiency

Calibration itself is not a fairness concept; it is a popular criterion for assessing

an aspect of the performance of predicted probabilities [Lichtenstein et al., 1981].

Consider the case where the response Y ∈ {0, 1} is binary and the predicted

probability that Y = 1 is P ∈ [0, 1].

Definition 11. A predicted probability P satisfies Calibration if P (Y = 1 | P =

p) = p for any p ∈ [0, 1].

This would suggest that classifications generated by a calibrated predicated prob-

ability are trustworthy in the sense that a practitioner has no incentive to make

post-hoc adjustments to compensate for known biases in ranges of the prediction.
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A related criterion, which is directly relevant to fairness, is whether a predicted

probability is calibrated across subpopulations, that is, whether a given predicted

probability has the same meaning when generated for individuals from different

subpopulations. Suppose Y ∈ {0, 1} and P ∈ [0, 1].

Definition 12. A predicted probability P satisfies Calibration by Group if P (Y =

1 | P = p,A = a) = p for each sensitive attribute a ∈ A and probability p ∈ [0, 1].

Calibration by Group is intuitively appealing because if it is not satisfied,

some individuals’ predictions must deviate from the model-grounded truth in a

manner depending on their group membership. That is, a predicted probability P

which satisfies Calibration by Group has equal performance across the sensitive

attribute. Indeed, Calibration by Group is a combination of Calibration and lack

of dependence on the sensitive attribute A. The lack of dependence can be isolated,

in terms of a prediction R ∈ {0, 1}, through the following definition.

Definition 13. A prediction rule R ∈ {0, 1} satisfies Predictive Parity if P [Y =

1 | R = r, A = a] = P [Y = 1 | R = r] where the prediction r ∈ {0, 1} and the

sensitive characteristic a ∈ A.

Predictive Parity was discussed and coined by Chouldechova [2017]. Barocas

et al. [2018] present a natural generalization of predictive parity for a not necessarily

binary Y and R.

Definition 14. A prediction R satisfies Sufficiency if Y ⊥⊥ A | R.
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A

X1

X2

X3

Y

A Race
Y Repays Loan?
X1 Applicant’s Hair Color
X2 Applicant’s Credit Rating
X3 Loan Interest Rate

Figure 2.5: The random variables in Scenario 1: various features and their relation-
ship to race A and loan repayment Y .

2.4 Fairness Criteria in Two Scenarios

To supplement the basic motivations of these three fairness criteria, we will discuss

their implications in two prediction scenarios. We will find that these various

criteria do not represent equally viable choices with different subjective implica-

tions, but rather that certain criteria are operational in certain scenarios, and

seemingly meaningless in others. Independence has clear use cases and represents

an assumption about the relationships between the sensitive characteristic and the

response, or else a desire to impose a regime of special intervention in favor of a

particular group. Sufficiency, on the other hand, serves more as a measure of the

extent to which a prediction takes advantage of all of the information relevant in

predicting the response. And finally, Separation does have meaningful use cases

in esoteric scenarios such as Scenario 2. However, in most scenarios of interest,

Separation has counterproductive and destructive implications.

2.4.1 Scenario 1: Loan Repayment

We wish to predict whether an individual will repay a loan. Suppose we model the

situation using the PDAG in Figure 2.5.

We consider three features with different conditional dependency structures
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encoded by this PDAG model. The applicant’s hair color X1 is a descendant of her

race A and is not a mediator of the effect of A on the whether she repays the loan,

Y . Perhaps for this reason, it seems intuitively unfair (and is illegal in some places

[Stowe, 2019]) to determine an applicant’s loan premium based on her hair color.

However, in some cases it may be tempting to do so because there is a backdoor

path connecting X1 and Y , thus X1 and Y are statistically marginally dependent.

The nature of X1 illustrates one shortcoming of Fairness Through Unawareness,

which demands we do not use A itself as an input into our prediction. It would

be no violation of Fairness Through Unawareness to use X1 alone to predict Y .

However, if we do so, we are merely taking advantage of the backdoor path through

A; in other words, we are using a noisy version of A to predict Y rather than A

itself.

The applicant’s credit rating X2 is a mediator between A and Y . Therefore, it is

statistically dependent on race, but is also predictive of whether the applicant will

repay the loan even after taking race into consideration. While an applicant’s credit

rating is a natural feature for predicting loan repayment, it redundantly encodes

race to some extent. Finally, the interest rate of the loan X3 influences Y but is

marginally independent of race. Therefore, X3 itself seems to be an innocuous

prediction.

We now assess the implications of the Independence, Separation, and Sufficiency

criteria in this context.

Independence

The Independence criterion requires that our prediction R is marginally independent

of the applicant’s race A. Thus, assuming that our PDAG model is faithful, we
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Figure 2.6: This prediction R is d-separated from A and therefore satisfies Inde-
pendence.

A

X1

X2

X3

Y

εX2 R

Figure 2.7: The prediction R depends on only the part of X2 independent of race
A.

can achieve Independence only by positioning R such that it is unconditionally

d-separated from A. The applicant’s loan interest rate X3 is itself d-separated from

A, therefore any prediction R which is a descendant only of X3 will always satisfy

Independence.

However, a prediction R which descends from either the applicant’s hair color

X1 or credit rating X2 would fail to satisfy Independence. Nonetheless, there

may remain valuable information within X2 which may help us predict Y while

maintaining Independence. We can extract this information by constructing a

model which can be represented by the PDAG in Figure 2.7.

By decomposing X2 into a component which depends on A and an exogenous

component εX2 which is marginally independent of A, we can construct a prediction

R which uses more information but is still d-separated from A and thus satisfies

Independence. While X2 is observed in our model, this exogenous component εX2 is

unobserved, and must be recovered in a model-specific manner. Consider a simple

case, in which X2 | A ∼ N (µA, 1). Then εX2 = (X2 − µA) ∼ N (0, 1) would satisfy

the conditional independencies encoded by this PDAG model, and thus we may

46



A

X1

X2

X3

Y

εX2 R

Figure 2.8: A modification of Scenario 1 in which the only part of X2 which
contributes to the response Y is the noise εX2 , independent of A.

safely allow our prediction R to depend on εX2 .

In the context of this scenario, satisfying Independence while using information

about X2 entails that we use a version of X2 which is de-meaned by race. That is,

we would use as a feature an individual’s credit rating relative only to others of the

same race.

This procedure may seem justifiable if credit ratings are themselves racially

biased and thus an inaccurate indicator of an individual’s likelihood of repaying

the loan. However this is untrue by assumption in our model, because Y is

conditionally independent of A given X2. Thus in this case, the procedure of de-

meaning credit ratings by race to satisfy Independence should be interpreted as a

special modification of the prediction R to benefit a particular (likely disadvantaged)

group. If credit ratings are in fact racially biased, we may use a modification of the

model in Scenario 1.

In this modified scenario, X2 is a racially biased credit rating which unfairly

modifies information about an applicant’s true driver of default risk, εX2 . Under

these assumptions, we can achieve Independence without sacrificing any predictive

accuracy.

Finally, in Scenario 1, no information about an applicant’s hair color X1 can be

productively used while maintaining Independence. Any exogenous components
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Figure 2.9: Three examples of predictions, each where the prediction rule Rj

depends only on the feature Xj.

which resulted from a decomposition of X1 would be independent of Y ; in this

scenario, Independence bars us from considering an applicant’s hair color entirely.

Separation

The Separation criterion requires that our prediction R is independent of an

applicant’s race A conditional on whether she does in fact repay the loan, Y . We

have seen that Independence is a strong criterion that requires that R has no

dependency on A despite the fact that Y itself is dependent on A. In Scenario 1,

we may desire a criterion which allows us to take into account more information

about the applicant’s credit rating X2 (because X2 has a direct and perhaps causal

relationship with Y ). Nonetheless, we may we still desire that our criterion prohibits

the use of spurious information like hair color, X1.

However, in this scenario, Separation does no such thing. To see this clearly, we

will consider all prediction rules which are descendants of only one feature. Let Rj

denote an arbitrary prediction rule which depends on only the feature Xj, for each

j = 1, 2, 3.

Any prediction R1 depending on only X1 violates Separation as expected, since

Y does not d-separate R1 and A. But this is also the case for R2: Y does not

block the path between R2 and A. Even more surprisingly, because Y is a collider,

conditioning on Y actually unblocks the path between R3 and A. Therefore even
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though the interest rate of the loan X3 was eligible for use under Independence

due to its independence with A, it cannot be used under Separation. Extracting

components from the features X1, X2 or X3 is also futile; any graphical descendent

or ancestor of these features would still be d-connected to A given Y .

In general, Separation prevents us from constructing any predictions which are

descendants of X1, X2 or X3 in a faithful PDAG model. We can, however, induce

a violation of faithfulness to force independence between R and A. To do so, we

must let R be a direct descendent of A. For example, considering for simplicity a

prediction using information about credit rating, X2, suppose we the PDAG model

contains the following Gaussian linear model:

Y | X2 ∼ N (βX2, σ
2),

X2 | A ∼ N (µA, σ
2
A).

As throughout this paper, assume that all of the model parameters, β, σ2, µA, and

σ2
A are known. Then, by basic properties of the multivariate normal distribution

[Moser, 1996],

X2 | Y,A ∼ N
(

(1− ρA)µA + ρA
Y

β
, σ2ρA

)
,

where ρA =
β2σ2

A

β2σ2
A+σ2 . As we may have anticipated due to the structure of the PDAG

model, the mean and variance of X2 given Y still depend on race A. However, we

can use this conditional distribution to construct the optimal linear prediction R

which cancels out these dependencies by explicitly taking into account the race A.

It is:

R(X2) = β

(
X2 − (1− ρA)µA

ρA

)
+ Z,

where Z ∼ N (0, (c− 1
ρA

)σ2) is an independent source of noise, and c = max{ 1
ρa
}

across all races, a ∈ A. Thus, R’s dependencies are encoded by the new PDAG

model which is not faithful, depicted in Figure 2.10.
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Figure 2.10: The prediction R takes as input both A and X2, whose effects conspire
to violate faithfulness and make R⊥⊥ A | Y .

Figure 2.11: Here, the mean and variance of the distribution of X2 differs between
groups. In Group 1 (•), X2 has a lower mean and greater variance than Group 2
(•). However, for both groups, Y = βX2 + ε. That is, the known regression line
( ) accurately captures the signal component of Y for both groups. Nonetheless,
the modified predictions satisfying Separation for Group 1 ( ) and Group 2
( ) differ and greatly deviate from the true regression line. Furthermore, to
achieve equal conditional prediction variance between groups, we must randomize
the predictions for Group 1; the lighter dotted lines ( ) indicate two-standard-
deviation bounds for the randomized predictions.

Note that R(X2) | Y ∼ N (Y, cσ2), and this distribution does not depend on

A. However, this prediction rule R is suspicious perhaps most notably because it

requires that the addition of Harrison Bergeron-esque noise to to the predictions

for certain individuals in order to achieve parity in prediction error across groups.

The inclusion of additional noise is similar to a result found in Pleiss et al. [2017]

for discrete classifiers. A depiction of the prediction R above is in Figure 2.11.

Thus, in Scenario 1, Separation does not seem to be a natural criterion for
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fairness because it suggests only counterproductive procedures for constructing

estimators. However, we will show that in Scenario 2, Separation sometimes has

the power to discriminate between subjectively different prediction rules.

Sufficiency

The Sufficiency criterion demands that whether an applicant will repay her loan

Y is independent of her race A conditional on the prediction R. Because R will

always be a graphical descendent of some subset of the features, X1, X2, and X3,

we can see from Figure 2.9 that we cannot achieve Sufficiency merely by carefully

choosing R’s arguments. Conditioning on R will never d-separate Y from A.

However, we can see that the applicant’s credit rating X2 d-separates Y from A,

and therefore any invertible function R(X2) will satisfy Sufficiency. This argument

will not generally work when the prediction rule R is a function of more than

one feature, though, since it is not generally possible to invert such a function.

Indeed, in order to construct a prediction rule R(X2, X3) which satisfies Separation,

the prediction R must explicitly block the path between A and Y . This can be

done when the response Y only depends on the features X2 and X3 through a

parameter θ(X2, X3): in this case, the predictor R = θ satisfies Sufficiency. Of

course, the parameter θ which controls the way in which the probability of loan

repayment depends on the loan interest rate X3 and an applicant’s credit rating

X2 is not known in practice, so this exact predictor is not available for use. This

argument further shows that, in this case, the only way that prediction rules which

are estimated from training data can be Sufficient is through their recovery of the

signal.
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A

X1

Y X2
A Gender
Y Is Programmer?
X1 Visited pinterest.com?
X2 Visited stackexchange.com?

Figure 2.12: The random variables in Scenario 2: various features and their
relationship to gender A and progamming employment Y .

2.4.2 Scenario 2: Job Advertisement

In this scenario, modelled after a similar scenario from Barocas et al. [2018], we are

looking to serve advertisements for a programming job to web users who are likely

to be programmers. To predict whether or not the user is a programmer, we use

information about his or her browsing history. For a real life example of issues in

fairness which may arise from serving job advertisements, see Gillum and Tobin

[2019]. Suppose we model the relationship between measurements on an individual

user using the PDAG in Figure 2.12.

We assume X1, a variable indicating whether a user has visited pinterest.com,

has no relationship to whether or not the individual is a programmer except by virtue

of the information it encodes about gender. The novelty of this scenario is that we

observe X2, a variable indicating whether a user has visited stackexchange.com,

which we assume is a graphical descendant of whether a user is a programmer, Y .

According to this model, a user’s gender affects the likelihood that he or she is a pro-

grammer, but a programmer has a certain likelihood of visiting stackexchange.com

regardless of his or her gender.

Therefore if we do not wish to target users for this employment advertisement

based on gender, X1 is a suspicious candidate, but X2 may reasonably be considered

fair game. We now examine the implications of the oblivious criteria in this scenario.
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Figure 2.13: Two examples of predictions, each where the prediction rule Rj depends
only on the feature Xj.

Independence

As in Scenario 1, if the prediction R depends on whether a user has visited

pinterest.com, X1, R will violate Independence, and any information in X1 which

is independent of a user’s gender A will also be independent of whether he or

she is a programmer, Y . Furthermore, because X2 is a descendant of Y with

no backdoor connection to A, any component of whether the user has visited

stackexchange.com, X2, which is independent of A will also be independent of Y .

Therefore, we cannot construct any non-trivial predictions R in Scenario 2 which

satisfy Independence.

Separation

On the other hand, Scenario 2 is where Separation shines. Consider again estimators

which depend on only one feature: let R1 denote an arbitrary prediction rule which

depends on only X1, and, likewise, let R2 denote an arbitrary prediction rule which

depends on only X2.

A prediction R1 will fail to satisfy Separation because conditioning on whether

a user is a programmer, Y , does not d-separate whether he or she has visited

pinterest.com, X1, and his or her gender, A. Clearly, this will be the case

regardless of what information we extract from X1. However, any prediction which

is a descendent only of whether the user has visited stackexchange.com, X2, will
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X1

U X2

Y R2

A Gender
Y Clicks Job Ad?
U Is Programmer?
X1 Visited pinterest.com?
X2 Visited stackexchange.com?

Figure 2.14: A perhaps more realistic DAG that underlies the click-predicting task
in Scenario 2.

in fact satisfy Separation, because conditioning on Y blocks the path between X2

and A.

Thus we can interpret Separation as a criterion which encourages us to use

information which depends on A only through the response, Y . However, it is not

clear that there are many situations in which we observe features which behave as

graphical descendants of the response. We are generally interested in using features

which temporally precede the observation of Y ; usually X causes Y and not the

other way around.

In fact Scenario 2, which was designed to illustrate a possible use of the

Separation criterion, is unrealistic. A modification to Scenario 2 which is more

realistic can be modelled with the PDAG in Figure 2.14.

Here, whether or not a user is a programmer is actually an unobserved variable,

U , and is relevant to us only because it determines the likelihood of the observable

event that the user clicks on our advertisement, Y . From this more realistic model

we can see that Y no longer d-separates R2 from A. Thus to the extent that Y is

not identical to U , Separation will not hold.
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Sufficiency

In contrast to Scenario 1, we cannot construct a non-trivial prediction satisfying

Sufficiency. Neither X1 nor X2 are mediators of the effect of A on Y . The only way

our prediction R could block the direct path between A and Y would be for R to

perfectly encode the information in A.

2.5 Understanding Separation

Among the three oblivious criteria of fairness discussed, we are most skeptical of

Separation. As mentioned in Section 2.3.2, there is a significant literature focused

on applying and generalizing the criterion. However, unlike the other criteria,

Separation has fundamental limitations, which we now explore.

In Section 2.4.2, we found that predictions R which are a function of features

that are descendants of the response Y will satisfy Separation, so we will now focus

on other cases. In particular, we will focus on an arrangement of the features,

sensitive characteristic, and response which we feel is most likely to occur in practice.

We assume the DAG is arranged so that the sensitive characteristic A is a root, the

response Y is a leaf, and none of the features are descendants of the response. We

feel that this DAG is ubiquitous since predictions are often made about the future,

so that the features will need to be causal ancestors of the response. An example

of such an arrangement is provided in Scenario 1. To be concrete, we will focus

on a typical example of a DAG which encodes dependencies between the features,

visualized in Figure 2.15.

We will let A be a root node which may be an ancestor of any of the features,
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X1 X2 X3

Y

Figure 2.15: An example of a DAG where all features are mediators between the
sensitive characteristic A and the response Y .

X1, . . . , Xp. Furthermore, features may be ancestors or descendants of each other,

but all of the features are ancestors of the response, Y .

We will now argue that Separation will tend not to hold by examining the

structure of the typical DAG, which is visualized with a prediction R in the leftmost

graph of Figure 2.17. There, conditioning on a leaf of the graph, the response

Y , will not generally block paths from the root, the sensitive characteristic A, to

the prediction R, which depends on the mediators, the features X. This is due

to a nondegeneracy of the graph: the response Y will be influenced by exogenous

random noise, say ε, in addition to a signal through the features X1, . . . , Xp. Due to

the interference of the noise ε, the information in the response Y is fundamentally

different than the information in the features, which leads to the impossibility of

blocking, and the failure of Separation.

This argument is easiest to see in the case of the visualized Figure 2.17, but holds

more generally. Whenever there is at least one feature which is an ancestor of the

response Y : the exogenous noise ε will still interfere with the response Y , leading

to an inability to recover the information in the feature. Specializing the conclusion

of this argument to the binary case uncovers a peculiarity in Equalized Odds,

despite that Equalized Odds is derived from common measures for summarizing

the accuracy of a classifier.
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RY

Figure 2.16: A depiction of the prohibited paths between the random variables
A,R, and Y under Separation and Sufficiency.

2.5.1 Incompatibility between Separation and Sufficiency

Measures of fairness were beginning to be intensely studied and debated when

Kleinberg et al. [2017] and Chouldechova [2017] established the surprising result that

Calibration and Equalized Odds cannot simultaneously hold in all but degenerate

settings. Specifically, it was established:

Theorem 1. Consider the binary setting, where the response Y ∈ {0, 1} and

the prediction R ∈ {0, 1}. When R 6= Y , the prediction R can only satisfy both

Equalized Odds and Calibration by Group if P (Y = 1 | A = a) = P (Y = 1 | A = a′)

for all a, a′ ∈ A, i.e., the mean response does not differ between levels of the

protected characteristic A.

The theorem has been generalized beyond the binary case to hold for Separation

and Sufficiency. Barocas et al. [2018] provide an argument using undirected graphs,

which we now reproduce. In Theorem 1, we assumed that R 6= Y . In the general

case, we similarly, but more generally, assume that all events in the joint distribution

of (A,R, Y ) have positive probability. This assumption makes it so that there’s no

degeneracy between the random variables. Consider an undirected graphical model

of the variables A, R and Y .

Separation requires that R⊥⊥ A | Y , so that there can be no edge between A and

R. Similarly, Sufficiency requires that Y ⊥⊥ A | R, so that there can be no edge

between A and Y . We indicate the impossibility of an edge with a dashed line.
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Therefore, it must hold that A⊥⊥ Y , since there can be no path drawn connecting

A and Y . This establishes the result: under the non-degeneracy assumption, if

Separation and Sufficiency both hold, it must be that A ⊥⊥ Y . The condition

A⊥⊥ Y is a generalization of the condition in Theorem 1 that the mean response

does not differ between levels of the protected characteristic A.

These results cast the disagreement between ProPublica [Angwin et al., 2016]

and Northpointe [Flores et al., 2016] in a new light. On one hand, the failure

of the COMPAS algorithm to achieve equal error rates between groups does not

seem to be an objective form of unfairness if it is mathematically impossible for

a calibrated classifier to do so. On the other hand, there remains the question of

whether disparate impact caused by unbalanced error rates is sufficient cause to

dispense with calibration.

In binary classification settings, it is common to characterize the performance

of a classifier using the false positive and false negative rate. These quantities

specify the distribution of R given Y . However, as we have seen using the example

of a simple linear regression model in Section 2.4.1, attempting to enforce parity

between quantities conditional on Y can lead to counterproductive procedures.

Furthermore, as we have argued, even when Calibration by Group does not hold, in

general there is no reason to expect conditioning on Y to block the paths between

R and A. Thus we believe that the choice between Calibration by Group and

Equalized Odds is not a mere subjective trade-off; instead we find Separation to be

a fundamentally unhelpful fairness criterion.
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Figure 2.17: The leftmost graph is the same example graph, and the rightmost
graph shows the signal parameter θ.

2.5.2 Parity by Signal

The original motivation of Equalized Odds [Hardt et al., 2016] was to overcome

limitations of Independence. In addition to the stringency of the criterion, the

authors argue that a limitation of the criterion is that the response Y itself does not

satisfy Independence whenever there is dependence between Y and the sensitive

characteristic A. This is undesirable, they write, since the response Y is an “ideal

[prediction], which can hardly be considered discriminatory as it represents the

actual outcome.”

This line of reasoning seems to obscure a crucial point. When the probability

distribution of the response Y depends on the features X1, . . . , Xp only through a

signal parameter θ(A,X1, . . . , Xp), which we could take without loss of generality

to be the conditional mean E[Y | A,X1, . . . , Xp] when θ is one-dimensional, the

signal θ will not be an allowable prediction under Separation. This follows by

the same reasoning as in Section 2.5: in non-degenerate settings, conditioning on

the response Y will not block the dependence between any of its ancestors. This

is a significant limitation since the discrepancy between the response Y and the

signal θ is generally unique to each individual and cannot be predicted. Indeed, no

prediction rule R can achieve zero prediction error when the response Y has an
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exogenous noise component. Therefore, in practicality, the perfect prediction R

is the signal θ, not the response Y . With this in mind, we explicitly define a new

measure of fairness.

Definition 15. Represent Y = Fθ(A,X1,...,Xp)(ε), where ε is exogenous noise, that

is, ε⊥⊥ A,X1, . . . , Xp, and F is a function indexed by a signal parameter θ. Then

a prediction R satisfies Parity by Signal when R is conditionally independent of

the sensitive attribute A given the signal θ, i.e. R⊥⊥ A | θ.

Another way to view this definition of fairness is that the predictions for sim-

ilar people do not unnecessarily depend on the sensitive characteristic, where

similar people are defined to be those whose features contribute—via the signal

θ(A,X1, . . . , Xp)—in the same way to the outcome. This is related to the measure

of fairness described by Dwork et al. [2012], wherein Separation by Signal would

be considered as utilizing a perfect similarity metric. In Scenario 1, an optimal

prediction rule which satisfies Separation was presented, and it was found to be

unusual: however, in that same scenario, the true mean does indeed satisfy Parity

by Signal.

This definition of fairness is not without its limitations. Evaluating whether a

prediction R satisfies Separation by Signal requires the signal θ, which is generally

not known in practice. Above we demonstrated that Separation by Signal is a

useful device to develop understanding, but a close variant of it can also be made

operational. Separation by Signal compares the prediction R to the signal θ, but,

instead, R could be compared to another prediction S which we believe to be more

accurate than R.

Definition 16. A prediction R satisfies Parity by S if R is conditionally indepen-

dent of the sensitive attribute A given S, i.e. R⊥⊥ A | S.
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Notice that a prediction R satisfies Separation by Signal if and only if R satisfies

Separation by θ.

We can interpret a variety of fairness-testing procedures as a form of testing

for Parity by S. For example, in the context of testing whether various police

precincts exhibit racial bias in contraband searches, Simoiu et al. [2017] develop a

threshold test which is a test for a kind of Parity by Signal. They are in the binary

setting and consider the prediction R(X1, . . . , Xn) = I [pA(X1, . . . , Xp) > tA] to

be that an individual is carrying contraband when the probability pA(X1, . . . , Xp)

of the individual carrying contraband is larger than a threshold tA and to be

that an individual is not carrying contraband otherwise. They develop Bayesian

tests for whether the threshold tA depends on the race A, since they argue that

a fundamental form of unfairness occurs when minorities are ruled against more

stringent thresholds. Due to the prediction R depending only on the probability

pA and the threshold tA, this is a test for whether R satisfies Parity by pA.

In the above example, the threshold test sought to determine whether there was

a specific form of bias in police officers’ decisions to search for contraband. This is an

example of testing subjective human predictions, with some modeling assumptions.

However, a Separation by S criterion can also be desirable to hold for a prediction

R even when both R and S are generated by machine algorithms. Consider cases in

which we believe that a model is unfair due to misspecification; perhaps this model

is missing necessary features or fails to model interactions between the sensitive

characteristic and other features in a way which leads the predictions generated

by the algorithm to disparately impact certain groups. (See in particular Scenario

1: The Red Car in Kusner et al. [2017].) Specifically, suppose that the prediction

R(X) = βTX and the prediction S(X) = βTAX, where each coefficient βA differs

61



based on the sensitive characteristic A. In this case, a likelihood ratio test [Agresti,

2015] between these models would be a test for whether R satisfies Separation by

S.

2.6 Causal Considerations

In various discussions of Independence and Separation-like criteria, authors propose

generalizations which enforce parity only after conditioning on certain features

[Barocas et al., 2018, Hardt et al., 2016, Donini et al., 2018]. Consider the following

generalizations of Independence. Suppose X is some subvector of the features

X1, . . . , Xp.

Definition 17. A prediction R satisfies Conditional Independence with respect to

X if R⊥⊥ A | X.

Notice that Conditional Independence with respect to (X1, . . . , Xp) always holds

when the prediction R is a deterministic function of the features X1, . . . , Xp. This

reinforces that the purpose of Conditional Independence is to study the influence

of a subvector X of the features. Notice also the connection to Parity by Signal

and Parity by a prediction S, discussed in Section 2.5.2, which involve evaluating

independence conditional on a specific function of the features.

Conditional Independence criteria themselves convey little information about

the underlying desires of the practitioner. However, causal reasoning can provide

principled methods for developing fairness criteria which may ultimately be ex-

pressed as Conditional Independence criteria. Here, we discuss two scenarios in

which Conditional Independence criteria can be derived using causal reasoning.
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Figure 2.18: The random variables in Scenario 3: various features and their
relationship to race A and drop out status Y .

For a variety of perspectives on the role of Pearl’s causality theory in fairness, see

Kusner et al. [2017], Kilbertus et al. [2017], Nabi and Shpitser [2018] and Chiappa

[2019].

2.6.1 Scenario 3: College Admissions

For the purpose of college admissions, we wish to predict whether a student will

drop out before completing his or her degree. Suppose we model the situation using

the PDAG in Figure 2.18.

Suppose that the admissions committee wishes to use all of the relevant in-

formation about student performance contained in the student’s SAT score X2,

but otherwise wishes to ignore the student’s race-laden socioeconomic status X1,

despite the fact that socioeconomic factors do have a direct effect on a student’s

probability of dropping out. In the language of Kilbertus et al. [2017], this means

that X2 is a resolving variable. The Independence criterion would not allow us to

use all of the information in X2, since we would have to extract the component of

X2 which is independent of the student’s race A. Separation or Parity by Signal, on

the other hand, would not allow us to fully make use of X2 while entirely excluding

information in X1.

In fact we actually desire for A to have no direct effect on R that is not mediated
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Figure 2.19: The random variables in Scenario 4: an unobserved variable, and
various features and their relationship to religion A and car accident status Y .

by X2. We can express this criterion using the formula for Controlled Direct Effect

(CDE) as:

P(R | do(A = a), do(X2 = x)) = P(R | do(A = a′), do(X2 = x)) (2.2)

for all a, a′ ∈ A and all x in the range of X2. In this case, this do-expression is

identifiable and simplifies to the expression R⊥⊥ A | X2. However, in cases when a

resolving variable is itself confounded with other variables, the do-expressions in

(2.2) may be unidentifiable or require some do-calculus to resolve into observational

expressions.

2.6.2 Scenario 4: Insurance Prices

In the scenarios we have discussed so far, we model the sensitive characteristic A

as an exogenous variable. Thus A has always been a root in our PDAG models,

and the total causal effects of A on endogenous entities such as R and Y coincide

with the observed effects. However, when A is an endogenous variable, there may

be backdoor paths from A to our predictions or response. Consider the following

scenario, which makes clear the need for causal reasoning in fairness.

We wish to predict whether an individual is likely to have a car accident for the

purpose of determining her insurance premium. Suppose we model the relevant

variables using the PDAG in Figure 2.19.
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We may deem it unfair to use an individual’s religion, A, as a factor in our

prediction, R. However, there is a backdoor path between A and Y , and thus A

and Y are marginally dependent. For the same reason, any prediction R which

is a non-trivial descendent of the individual’s driving record X will fail to satisfy

Independence. Of course, as in all of the ubiquitous cases when the features are

ancestors of the response, conditioning on Y will not black the path between R

and A either, thus our prediction will also fail to satisfy Separation.

In this case, we need not consider X to be a resolving variable. Whatever

dependence results between A and R is spurious. We are interested in ensuring

that A has no Total Effect (TE) on R, which we can express as:

P(R | do(A = a)) = P(R | do(A = a′)). (2.3)

Note that this is a special case of the Counterfactual Fairness criterion in Kusner

et al. [2017], although these authors do not explicitly consider cases in which A

is endogenous. The consequence of this criterion is that we can freely construct

predictions R which are based on traffic tickets, X, or other inferred aspects of

personality, U .

2.7 Conclusion

In Scenarios 1 through 4, PDAGs have proven to be fertile ground for develop-

ing intuition about the three basic oblivious criteria for fairness: Independence,

Separation, and Sufficiency. In general, constructing a PDAG model relating the

sensitive characteristic, features, and response is a clarifying exercise, because it

allows us to more directly connect our senses about what is intuitively fair to the

implications of the decisions we make in specifying an algorithm. In contrast to the
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project of constructing statistically optimal estimators, a fundamental concern in

constructing fair estimators is blocking the use of information which is subjectively

unacceptable. Here, PDAGs and d-separation are natural tools.

In contrast, the oblivious fairness criteria alone are limited, because their be-

havior is opaque and sensitive to the particularities of the scenario. Enforcing

Independence between the sensitive characteristic and the prediction was seen to

have wildly different implications in scenarios when the response was dependent on

race and when it was not. In the former case, Independence prohibited discrimina-

tion which could not be statistically justified, and in the latter case, Independence

was an intervention in favor of adversely affected groups.

Sufficiency can be achieved by blocking all paths through which information can

flow between the sensitive characteristic and the response. Generally this is only

possible by accurately recovering the signal. That is, it was shown that Sufficiency

can be achieved by appropriately choosing the features through which information

flows from race to the response and appropriately choosing a prediction that blocks

that flow of information.

Separation naturally allows for the use of features which are descendants of

the response, but exhibits strange behavior whenever there are features which are

non-descendants of the response, even when those features are independent of the

sensitive characteristic. For non-degenerate and faithful PDAG models, Separation

will not hold since the response is comprised of not only the signal, but also the

noise, which obscures the information about the signal in the response. In Scenario

1, a violation of faithfulness was induced to produce an optimal prediction rule that

turned out to be highly inappropriate, for some groups even requiring the addition

of further random noise.
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For the most part, these measures have been found wanting. We join the

recent consensus that the assessment of fairness in algorithms should not start and

end with the use of a singular criterion. The constraints we wish to impose on

predictions should be sensitive to each scenario, and PDAG models can help to

explore them.

More generally, we notice that there is little consensus on the underlying

philosophical principles that should provide the foundation for the quantification

of fairness. While much work in fairness seems to be framed around preventing

unfairness like that allegedly exhibited by the COMPAS algorithm, there is no

consensus that the COMPAS algorithm was ever unfair. We worry that as constructs

from fairness are taken out of context and treated as black boxes for mathematical

study and elaboration, the implicit underlying notions of fairness will be obscured.

We hope that fairness research can be grounded in clear, practical examples of the

ways algorithms can be unfair.

2.8 Future work

In future work, we would like to connect the failure of separation to existing

frameworks for understanding algorithmic fairness. Yeom and Tschantz [2018]

develop an approach for fairness which essentially assume that the response is not

noisy, similar to the initial motivation for separation. Reworking their approach to

respect the noise in responses would be interesting. Additionally, we would like to

further develop Parity by Signal (introduced in Section 2.5.2).
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Part III

The Fragility Index
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The third part of this dissertation contains gently edited versions of the

manuscripts written by Baer, Gaudino, Fremes, Charlson, and Wells [2021c], Baer,

Gaudino, Charlson, Fremes, and Wells [2021b], Baer, Fremes, Gaudino, Charlson,

and Wells [2021a], and Baer, Gaudino, Fremes, Charlson, and Wells [2021d]. The

first manuscript is under review at the Journal of Clinical Epidemiology. The second

manuscript is under review at the Proceedings of the National Academy of Sciences.

The third manuscript is under revision at BMC Medical Research Methodology. The

fourth manuscript will soon be submitted to Statistics in Medicine. The material

has been implemented in the ∼ 2500 line R package FragilityTools [Baer et al.,

2020, R Core Team, 2020]. The project started because of Mario Gaudino’s and

Stephen Fremes’s interest in leveraging the fragility index to help clinicians better

interpret statistical decisions. Note, directions for future work are highlighted in the

discussion or conclusion within each chapter rather than in a standalone section.
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CHAPTER 3

FRAGILITY INDEX BASED CLINICAL TRIAL DESIGN: SAMPLE

SIZE CALCULATIONS

3.1 Introduction

The Fragility Index was introduced in 1990 and is now generally defined for 2× 2

tables as the minimum number of patients whose status would need to switch from

non-event to event or vice versa to change the statistical significance of trial results.

It is a measure of the fragility of randomized controlled trials (RCTs) [Feinstein,

1990]. The smaller the index, the more fragile the trial results are, and the larger

the index, the less fragile the trial results are [Walsh et al., 2014].

Traditionally, the statistical significance of RCTs has been evaluated using the

p value, a rigid metric with a fixed threshold, by convention α = 0.05. However, by

themselves, p values are of limited clinical utility. Shortcomings of p values as a

single summary measure were been detailed in the ASA’s statement on p values

[Wasserstein and Lazar, 2016, Wasserstein et al., 2019], where it was stressed that

the current practice of relying on p values should be updated. In addition to being

limited by the assumptions inherit in frequentist statistics, p value based statistical

significance can be lost or gained with alteration of few events in a trial’s arm [Lee,

2010, Gaudino et al., 2019].

The fragility index was created to partially overcome some of these limitations

and to intuitively quantify an interpretable measure of trial robustness. While the

fragility index is still related to the p value and associated with its limitations,

it provides an interpretable retrospective sensitivity analysis to stress-test the

70



significant result of an RCT and to contextualize its meaning to clinicians. The

stress test associated with the fragility index is comparable to using a statistical

test based on rejecting the null hypothesis when the fragility index is large. While

it is true that a higher fragility index is not conceptually different than a lower p

value, the former is more intuitive for the clinical audience in part since the units

of “patients” are more interpretable than the units of probability.

An additional useful metric for clinicians is the fragility index minus number of

patients lost to follow-up, as it is known that patients lost to follow-up have higher

probability of having experienced an adverse event and it can be hypothesized

that the number of patients lost to follow-up in an RCT could have altered the

statistical results of the trial [Potter, 2020, Peterson et al., 2012].

Published evidence demonstrates that the fragility index of RCTs in different

medical fields is generally low. In an analysis of 399 RCTs published in high-impact

medical journals from 2004 to 2010, Walsh et al [Walsh et al., 2014] found the

median fragility index to be 8, that is 8 patients changing event status would

change the conclusions, with 25% of the trials having a fragility index of ≤ 3

and 53% of trials having fragility index less than the number of patients lost to

follow-up. Other empirical investigations [Simonsohn et al., 2014a, Head et al.,

2015, Simonsohn et al., 2014b] across different fields of science have suggested that

there is a substantial concentration of p values in the .041 to .049 range which

indicates the prevalence of nearly insignificant studies.

Specifically, more than a quarter of RCTs supporting current guidelines on

myocardial revascularization have a fragility index of 3 or lower, and for over

40% of the trials, the fragility index is lower than the number of patients lost to

follow-up [Gaudino et al., 2019]. The median fragility indices was 5 for the RCTs
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Table 3.1: The median fragility indices reported from analyses of several medical
areas.

Trial area Median fragility index
Venous Thrombo-embolism 5
Trauma 3
Critical care 2
Nephrology 3
Spine and sport surgery 2
Anesthesiology 4
Diabetes mellitus 16

supporting the 2016 Chest Guidelines and Expert Recommendations for Venous

Thrombo-embolism [Edwards et al., 2018]. Similarly low fragility indices have

been reported in trauma (median FI=3), critical care (median FI=2), nephrology

(median FI=3), spine and sport surgery (median FI=2 for both), and anesthesiology

(median FI=4) [Khan et al., 2017, Evaniew et al., 2015, Ridgeon et al., 2016, Shochet

et al., 2017]. However, the RCTs supporting the 2017 guidelines for the treatment

of diabetes mellitus have a median fragility index relatively higher at 16 [Kruse

and Vassar, 2017]. These values are summarized in Table 3.1. Traditional sample

size calculations are blind to trial fragility and hence are inadvertently designed to

give fragile trials.

Until now, the fragility index has only been retrospectively applied to assess

the robustness of published RCTs. While this facilitates interpretation of existent

trial data, the current fragility index model lacks utility for guiding design of

prospective trials which remain susceptible to weak sample size calculation and

fragile conclusions. Sample size calculation for RCTs is a complex endeavor that

has clinical, ethical, and resource implications. Fragile RCTs are inconclusive and

expose patients to the risks and burden of clinical research without providing

definitive answers.
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We propose that the fragility index should be applied to the sample size

calculation of RCTs at the design stage. We implement our sample size calculation

by simultaneously designing for the classical p value based test and our novel

fragility index based test. The fragility index based sample size calculation has two

main advantages: it assures trial robustness at a design stage and it is based on a

statistical threshold that is tailored to the individual trial and research question,

rather than based on pre-determined and generic alpha and power levels. In

Section 3.2, we describe our proposed sample size calculation algorithm. The

algorithm is efficiently implemented in the R package FragilityTools [R Core

Team, 2020, Baer et al., 2020]. In Sections 3.3 and 3.4, we illustrate our algorithm

to redesign the FAME and FAMOUS-NSTEMI trials. In Section 3.5, we conclude

the paper by highlighting the important points and contextualizing the fragility

index.

3.2 Methods

In this section we will introduce our proposed sample size calculation algorithm,

discuss how to contextualize its output, and present the elements to consider to

choose values for the required input. The next two paragraphs define the notation

and underlying concepts used throughout the paper.

Classical statistical testing is based on having a rejection region R for which a

discovery (true positive result) is made whenever a test statistic T ∈ R. Rejections

declare that an effect size parameter δ of a model is not specified through the null

hypothesis H0 : δ = δ0 (where usually δ0 = 0) and instead is in the set specified by

the alternative hypothesis Ha. Here we focus on a model for 2× 2 tables with fixed
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row sums. Define X ∼ Binomial(n1, θ1) as the number events in the treatment

group (i.e. first row) and Y ∼ Binomial(n2, θ2) similarly for the control group (i.e.

second row). The parameter of interest is the effect size δ = θ1 − θ2. Two examples

of classical statistical tests for this model are Pearson’s chi-squared test and a test

which rejects when the fragility index is large.

This model and its associated probabilities Pθ2,δ at parameters θ2 and δ provide

a way to evaluate the errors associated with the rejection region: the Type I error

rate, α = Pθ2,δ0 [T ∈ R], is the probability of falsely rejecting a true null hypothesis;

and the power π = Pθ2,δ [T 6∈ R] is the probability of correctly rejecting a false null

hypothesis with the effect size δ. (For ease of presentation we are using the symbol

π for power rather than the traditional 1− β.) In the case that R consists of large

values of T , an observed test statistic T = t can be transformed to produce the

p value, p = Pθ2,δ0 [T ≥ t], the probability under the null hypothesis H0 that the

test statistic is more extreme than observed [DeGroot and Schervish, 2012]. It is

important to note that since the fragility index is a function of the test statistics

T and is defined as the minimum number of patients whose status would need to

switch from non-event to event (or vice versa to change the statistical significance

of trial results) it is a random variable with a distribution that depends on the

underlying probability model Pθ2,δ.

3.2.1 Sample size calculations

A major design step of any study is determining the sample size required to produce

meaningful inferences. Sample size calculations are commonly done through a power

analysis [Chow et al., 2007]. Power analyses find the fewest number of samples (i.e.

patients) for which the desired statistical test has a given Type I error rate and
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high enough power. In efficacy trials the Type I error rate is constrained because

falsely rejecting the null hypothesis (a false positive) is typically considered to

have a higher cost than failing to reject a false null hypothesis. In safety trials the

focus should be on the control of false negatives which is the equivalent of a power

constraint.

Performing a power analysis relies on specifying several terms. A maximum

Type I error rate α′ needs to be fixed. The default choice tends to be α′ = 0.05

[Fisher, 1934]. Estimates of the event probability θ2 of the control group and the

effect size δ need to be found, which usually require referencing the results of similar

studies. A minimum power π′ at the estimated parameters needs to be specified.

The default choice tends to be π′ = 0.80 or π′ = 0.90. The output of a power

analysis is then the sample size n∗ which satisfies that smaller studies (n < n∗)

with small enough Type I error rate (α ≤ α′) must have that the power is not high

enough (π < π′).

We propose to extend power analyses to simultaneously design for both the p

value based test and additionally a second, novel fragility index based test. Viewing

the fragility index procedure as a test is crucial for the construction of a sample size

calculation which follows the same principles as traditional power analyses. We let

1− τ ′ be the designed power of the fragility index based test, which is analogous to

the power π′ of the p value based test. However, instead of directly specifying the

Type I error rate of the fragility index based test, we instead specify the fragility

index cutoff ϕ′ of the test. A higher value of ϕ′ corresponds to a more stringent test

and a lower Type I error rate. Notice that the constraint Pθ2,δ [FI > ϕ′] ≥ 1− τ ′ in

the power analysis is equivalent to the 1−τ ′ quantile of the fragility index under the

alternative distribution being at least ϕ′. Therefore our power specification of the
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fragility index based test can alternatively be viewed as constraining the τ ′ quantile

of the fragility index. We usually take τ ′ = 0.50 so that we are constraining the

median fragility index, although other, possibly context dependent, values could be

used.

The traditional power analysis can be performed through simulation [Arnold

et al., 2011] by fixing the model parameters at the alternative values θ2 and δ and

the Type I error rate at α′ then increasing the sample size n until a precise estimate

of the power reaches π′. The simulation approach allows for estimating the power

through the proportion of rejections among many independent draws of samples

from the model with the given parameters θ2 and δ.

We implement our proposal by modifying this algorithm to run for a second

time which considers the fragility index in place of the usual p value. The second

run of the algorithm fixes 1− τ ′ as the power of the fragility index based test and

increases the sample size until the fragility index quantile reaches the fragility index

threshold ϕ′. Notice that this is an inversion compared to the traditional p value

based power analysis: instead of fixing the Type I error rate and achieving the

power, the second run instead fixes the power and achieves the fragility index cutoff

(in place of the Type I error rate).

The overall output of our algorithm is then the maximum of the sample sizes

between both runs, the p value based sample size and the fragility index-based

sample size. Notice that taking the maximum shows that our procedure is simulta-

neously designing for both the p value based test and the fragility index based test

and maintaining the guarantees for both tests: the output sample size satisfies the

cutoffs considered in both tests.
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Since simulations only return noisy estimates of the power and the fragility index

quantile, in both cases we use the Polyak-Ruppert averaging algorithm [Polyak

and Juditsky, 1992] to precisely find the smallest satisfactory sample size. Details

of our proposed algorithm are shown in the Algorithm in Figure 2. Note, we

calculate fragility indices in the standard way by swapping events or non-events in

the control or treatment group with the fewest events.

We define negative fragility indices to be the negative of a “reverse” fragility

index [Khan et al., 2020].

Algorithm 2 An algorithm to calculate sample size taking into account the fragility
index. We run the algorithm twice: first not touching the fragility index and second
not touching the power. We then output n∗ as the maximum between those two.
1: procedure FIDesign(θ2, δ, α

′, π′, ϕ′, τ ′)
2: Initialize n̂← 1
3: while n̂ not converged do
4: for many iterations do
5: X, Y ← sample independently from model with parameters θ2 and δ
6: p← the p value from data X, Y
7: FI ← the fragility index from data X, Y
8: end for
9: π̂ ← Proportion of rejections p < α′

10: ϕ̂τ ′ ← Sample τ ′ quantile of the fragility indices FI
11: n̂← Polyak-Ruppert-averagingπ′,ϕ′(π̂, ϕ̂τ ′ , n̂)
12: end while
13: n∗ ← n̂
14: end procedure

3.2.2 Finding the resulting Type I error rate and power

Unlike usual power analyses, the Type I error rate and power of the designed

statistical test is not roughly equal to the input values α′ and π′, respectively. In

fact, there is more than one test being considered—the p value based test and

the fragility index based test. In order to interpret the output of our sample size
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calculation algorithm, we will find the Type I error rate and power of the tests

which either (1) reject when the p value is less than the significance threshold α′

or (2) reject when the fragility index is larger than the fragility index cutoff ϕ′.

We do this numerically using Monte Carlo methods. In practice, neither of the

two tests will be used exactly, as both the p value (and hence the usual threshold

for statistical significance) and the fragility index will be taken into account by

practitioners to declare that a discovery is real. However, the procedure used will

likely be vaguely between the two, suggesting that the Type I error rate and power

of the test used in practice will be between the values provided for both.

For the p value based test, we know by design that the Type I error rate is

approximately α′. The power is at least π′ but often larger due to simultaneously

designing for a more stringent fragility index based test. For the fragility index

based test, the power of the test is approximately 1 − τ ′ due to the choice of

constraining the τ ′ quantile of the fragility index FI . We caution against choosing

quantiles too high since we feel that by default the consequent sample size inflation

is not justified in exchange for making the more stringent test excessively high

powered. By default, we will choose τ ′ = 0.50. The Type I error rate of the second

test will always be less than α′ but is often much smaller due to constraining the

strength of evidence to be high enough that the fragility index is larger than ϕ′.

An example is shown in Table 3.2 in Section 3.3.

In addition we also interpret our sample sizes through finding alternative choices

of the parameters α′, π′, and δ which produce the same sample size instead through

a traditional power analysis. These new parameter choices are connected to the

traditional p value based test and will show how analysts using traditional power

analyses would arrive to the same sample size recommendations as they would when
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taking into account the fragility index. Note that these new parameter choices do

not reflect the approximate properties of tests which involve the fragility index:

they instead help tie together our proposed sample size calculation and traditional

sample size calculations. An example is shown in Table 3.3 in Section 3.3.

3.2.3 Choosing the fragility index cutoff ϕ′

An important element of our proposed sample size calculation is specifying a fragility

index cutoff ϕ′. The value will be used to draw a line for the purposes of the

trial design between fragility indices which are “too small” and those which are

large enough. The determination of the cutoff is complicated and driven by several

elements which do not have standard guidelines. This puts choosing the fragility

index cutoff on the same footing that was intended for choosing a p value cutoff.

It was pointed out by Neyman and Pearson, the researchers that proposed the

hypothesis testing framework with Type I and Type II errors, that the p value

cutoff should be chosen with “discretion and understanding” [Neyman and Pearson,

1928] and that how “the balance [between the two kinds of error] should be struck

must be left to the investigator" [Neyman and Pearson, 1933].

The fragility index cutoff is a compromise between the importance of achieving

solid results and the risk of exposing randomized patients to a potentially less

effective (or more harmful) treatment. A cutoff should take into account

• the clinical question that is being addressed,

• how widely the result will be applied,

• the type of intervention, and
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• most importantly, the type of outcome

considered in the individual trials. In trials that use death or hard clinical events

as outcome (stroke, myocardial infarction) and/or that test high risk interventions

(coronary or cardiac valve interventions for example) a lower fragility index is

likely acceptable, whereas for trials that focus on less important clinical events

(re-hospitalization, in-hospital stay) or that use surrogate outcomes an higher

fragility index is appropriate. For each trial the fragility index cutoff to be used for

sample size calculation must be chosen based on the above considerations and on

the published evidence as well as experts’ and, ideally, patients’ opinions, similarly

to what is done for the choice of the non-inferiority margin in non-inferiority trials.

Based off of our review of the fragility indices in the literature, we choose to

consider fragility indices cutoffs between 0 and 30, depending on the elements

presented above. After specifying a fragility index cutoff, we consider the properties

of the designed tests to ensure they are satisfactory.

3.3 FAME Trial Example

This section contains the first example of the use of our proposed sample size

calculation. The Fractional Flow Reserve versus Angiography for Multivessel

Evaluation (FAME) trial was the first large RCT to show the efficacy of using

fractional flow reserve measurements to guide percutaneous coronary interventions

and is a landmark study in interventional cardiology [Tonino et al., 2009]. The trial

compared coronary angioplasty with implantation of drug-eluting stents guided

by angiography alone or guided by fractional flow reserve (FFR) measurements in

addition to angiography. The primary end point was MACE which is the rate of
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death, nonfatal myocardial infarction, and repeat revascularization at 1 year.

In this section, we reproduce and extend the sample size calculations based

on MACE in the FAME study. Their sample size calculation used the reasonable

default values α′ = 0.05 and π′ = 0.80, their assumed event probabilities were

θ2 = 0.14 for the angiography group and θ1 = 0.08 for the FFR group, and their

analyses were based on a two-sided chi-square test. With these values, they found

a total sample size of 852 patients was needed. Our calculations use the same

prespecified clinically important values.

3.3.1 The sample sizes

Figure 3.1 highlights the possible total sample sizes that our algorithm can output.

Throughout, we use α′ = 0.05. The horizontal lines in the figure show the output

of standard power analyses. The solid line (for power π′ = 0.80) cuts the vertical

axis at the sample size 858, approximately the same that their study calculated.

Along the horizontal axis of Figure 3.1, many possible choices of the fragility

index cutoff ϕ′ are considered. The points show the output of the second component

of our algorithm which finds the sample size so that the τ ′ quantile of the fragility

index is larger than ϕ′. The vertical axis consequently shows the sample size needed

for the fragility index to be higher than the cutoff ϕ′ with probability 1− τ ′. Recall

that the overall output of our algorithm is the maximum of the value of the point

and the horizontal line.

For example, if we specify the parameter π′ = 0.80, then the fragility index cutoff

ϕ′ = 10 produces a sample size of max{858, 975} = 975 patients when 1− τ ′ = 0.50

(circular) and max{858, 1409} = 1409 patients when 1− τ ′ = 0.80 (triangular). As
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Figure 3.1: A sample size plot for FAME showing the total sample size output of
our algorithm for various choices of the minimum tolerable fragility index ϕ′. The
α′ and π′ parameters contribute to the horizontal lines through the p value based
test, and the τ ′ and ϕ′ parameters contribute to the points through the FI based
test. The maximum over both give the designed sample size.

the fragility index cutoff is constrained to be higher so that the demanded strength

of evidence grows, the calculated sample size also grows. The curve generated

by the circular dots (for τ ′ = 0.50) intersects the 858 solid horizontal line when

the minimum median FI is 8, showing that in this case the default sample size

calculation designs a study with a median fragility index of 8. However, at the end

of the FAME trial, the fragility index of MACE was only 4, perhaps due to random

chance or misspecifying the effect sizes at design. The number of patients lost to

follow-up was 19, much higher than their fragility index 4.

The curve on which the points for each τ ′ lie is approximately linear, meaning

that we can reasonably interpret the slope. For the circular points corresponding

to 1 − τ ′ = 0.50 and the median fragility index, the slope is approximately 48.

Therefore, on average each additional fragility index costs 48 patients at design.

This metric is very helpful to consider when weighing expanding a trial for the sake

of decreasing its fragility. For 1− τ ′ = 0.80, the slope of the triangular points is

approximately 52, showing that the cost of designing for a higher fragility index
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Table 3.2: The estimated Type I error rate α and power in the FAME trial for the
p value based test based and the fragility index based test. The sample sizes were
found using our algorithm when α′ = 0.05 and π′ = 0.80. The estimated rates are
based on 1, 000, 000 Monte Carlo samples.

Reject if p < 0.05 Reject if FI > ϕ′

τ ′ ϕ′ n∗ α Power α Power
0.50 0 858 0.05010 0.80899 0.05010 0.80899
0.50 5 858 0.04975 0.80988 0.01411 0.64333
0.50 10 901 0.04985 0.82620 0.00333 0.47782
0.50 15 1135 0.04991 0.90282 0.00117 0.48263
0.50 20 1358 0.05002 0.94608 0.00042 0.48376
0.50 25 1569 0.05035 0.96941 0.00018 0.48067
0.50 30 1784 0.04959 0.98320 0.00007 0.48377
0.50 15 1134 0.05015 0.90257 0.00120 0.48196
0.35 15 1341 0.04966 0.94315 0.00173 0.63393
0.20 15 1607 0.05081 0.97276 0.00236 0.78218

grows as the designed power of the fragility index based test grows.

3.3.2 The resulting tests

Table 3.2 shows the Type I error rate and power for two natural tests with sample

sizes calculated using our algorithm with parameters α′ = 0.05 and π′ = 0.80. The

first test is based on the practitioner designing based on the fragility index but only

rejecting based on the p value being less than α′, while the second test is based on

the practitioner being more selective and only rejecting when the fragility index

exceeds their chosen cutoff ϕ′.

The Type I error rate of the FI -based test gets very small as the fragility index

grows. When ϕ′ = 30, the Type I error rate of the FI -based test is roughly 7×10−5,

which is three orders of magnitude smaller than the default α′ = 0.05. The Type

I error rate being so low for high choices of the cutoff ϕ′ means that using our
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Table 3.3: The new values for traditional sample calculations which produce the
same sample size as our algorithm when choosing one new value and the rest from
the old values α′ = 0.05, π′ = .80, and δ = 0.06. The estimated rates are based on
1,000,000 Monte Carlo samples.

τ ′ ϕ′ n∗ α′trad π′trad δtrad

0.50 0 858 0.04702 0.80868 0.06029
0.50 5 858 0.04702 0.80997 0.06044
0.50 10 901 0.04000 0.82571 0.05899
0.50 15 1135 0.01575 0.90285 0.05340
0.50 20 1358 0.00669 0.94569 0.05002
0.50 25 1569 0.00289 0.96953 0.04723
0.50 30 1784 0.00123 0.98320 0.04442

sample size calculation then using the FI -based test will lead to a very low chance

of falsely overturning standard procedures specified by the null hypothesis. The

Type I error rate of the first (p value based) test stays constant at around 0.05.

The power of the FI -based test starts at around 0.80 when the FI -cutoff ϕ′ = 0

then stabilizes at around 0.50 for ϕ′ ≥ 10. This behavior is predicted because the

sample size output from our algorithm is the maximum of two sample sizes: that

which makes the power of the first test at least π′ = 0.80 and that which makes the

τ ′ quantile of FI under the alternative at least ϕ′. For φ′ = 0 or 5, the maximum

is from the power-based calculation; however, for φ′ ≥ 10, the maximum is from

the FI-based calculation. Again, this shows that the median FI expected by a trial

that is designed without taking into account fragility index is around 8. In fact,

the power of the test when φ′ ≥ 10 is stabilizing at a value slightly less than 0.50

due to the rejection region relying on the discrete test statistic FI .

The power of the p value based test grows from 0.80 to higher than 0.99. The

power gets so high since the test designs for the fragility index FI to be high

but then only rejects based on whether FI > 0 (i.e. p < 0.05). In Table 3.3, we

explore which values could be used to make a traditional sample size calculation
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(based on the p value test alone) produce the same output as our calculation (which

takes into account the fragility index). Notice that the terms all get more extreme

as ϕ′ increases. The π′trad column coincides with the power of the p value based

test column in Table 3.2. However, the Type I error rate of the FI based test

and the new Type I error rate α′trad having a discrepancy reflects fundamental

differences between the fragility index and p values. The effect size δtrad reduces

to three-quarters of its original size to give the same sample size as our algorithm

when ϕ′ = 30 and τ ′ = .50.

The last three rows of Table 3.2 shows the result of fixing α′ but varying the

power 1 − τ ′ of the FI based test. Designing for the power of the FI based test

being larger makes power of the p value based test larger. The Type I error rate

of the FI based test increases as the FI based power 1− τ ′ increases because the

sample size increases. As the sample size grows larger, fragility indices which are

larger become increasingly common.

Designing without considering the fragility index then testing with the fragility

index is common in the literature, since there is currently no method to design

taking into account the fragility index. For the FAME trial, the sample size 852 was

found without considering the fragility index. Using that sample size but testing

based on ϕ′ = 15 leads to a power of approximately 0.16, which is very low. When

the Type I error rate and the power of the test are roughly equal, very little can be

learned from a rejection.

For ϕ′ = 15 and 1 − τ ′ = 0.50, Table 3.2 shows that a FI based test with

sample size 1135 has Type I error rate approximately α = 0.00117 and power

approximately 0.48263. A p value based test with the same sample size and Type I

error rate has power 0.494832 (estimated over one million Monte Carlo samples).
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This higher value suggests that using the p value based test could be preferred in

this case. The p value based test is the inversion of a statistical procedure that has

certain frequentist optimality properties [Lehmann and Romano, 2006], whereas

the fragility index based test is not rooted in any such optimality theory.

3.3.3 Our determination of ϕ′

The FAME trial addresses a highly relevant research question, as coronary artery

disease is among the leading causes of death in the western world and percutaneous

interventions are the first-line treatment applied annually in hundreds of thousands

of patients. The primary outcome of the trial included highly important clinical

events, such as death and myocardial infarction. Based on the above consideration

we postulated that a fragility index cutoff of 15 would be appropriate for this trial.

(ϕ′ = 15).

Such a constraint leads the calculated sample to be 1210, which is roughly 39%

higher than without the constraint. At that sample size, the resulting p value

based test has power roughly 0.92 and the resulting FI -based test has Type I error

rate roughly 0.001. The Type I error rate of the FI -based test is in line with (but

slightly more stringent than) the order of magnitude reduction in the default Type

I error rate advocated for through a calibration Bayesian arguments [Benjamin

et al., 2018, Ioannidis, 2018].
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3.4 FAMOUS-NSTEMI Trial Example

This section contains the second example of the use of our proposed sample size

calculation. The fractional flow reserve vs. angiography in guiding management

to optimize outcomes in non-ST- segment elevation myocardial infarction: British

Heart Foundation FAMOUS–NSTEMI randomized trial was designed to assess the

management and outcomes of patients with non-ST segment elevation myocardial

infarction. Patients were randomly assigned to fractional flow reserve-guided

management or angiography-guided standard care and the primary outcome was

the between-group difference in the proportion of patients allocated to medical

management.

In this section, we reproduce and extend the sample size calculations in the

FAMOUS-NSTEMI study. Their sample size calculation used the reasonable default

values α′ = 0.05 and π′ = 0.90, their assumed event probabilities were θ2 = 0.15 for

the angiography group and θ1 = 0.30 for the FFR group, and their analyses were

based on a two-sided chi-square test. With these values, they found that a total

sample size of 322 patients was needed. Our calculations use the same prespecified

clinically important values.

3.4.1 The sample sizes

The total sample size plot in Figure 3.2 shows largely the same behavior as the

corresponding plot for the FAME trial. The dashed horizontal line (corresponding

to π′ = 0.80) shows that a sample size calculation with ϕ′ = 0 produces the sample

size 321, roughly the same as was originally designed. The median fragility index of

a trial designed without considering the fragility index is around 10. At the end of
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Figure 3.2: A sample size plot for FAMOUS-NSTEMI showing the output of our
algorithm for various choices of the minimum tolerable fragility index ϕ′.

Table 3.4: The estimated Type I error rate α and power in the FAMOUS-NSTEMI
trial for the p value based test based and the fragility index based test. The sample
sizes were found using our algorithm when α′ = 0.05 and π′ = 0.90. The estimated
rates are based on 1, 000, 000 Monte Carlo samples.

Reject if p < 0.05 Reject if FI > ϕ′

τ ′ ϕ′ n∗ α Power α Power
0.50 0 321 0.05200 0.90663 0.05200 0.90663
0.50 5 321 0.05197 0.90646 0.00643 0.71991
0.50 10 331 0.05142 0.91355 0.00049 0.46578
0.50 15 429 0.05117 0.96591 0.00010 0.47168
0.50 20 522 0.05101 0.98650 0.00001 0.47884
0.50 25 610 0.05060 0.99459 < 0.00001 0.47612
0.50 30 698 0.05054 0.99786 < 0.00001 0.48132
0.50 25 611 0.05062 0.99468 < 0.00001 0.48140
0.35 25 678 0.05044 0.99745 0.00001 0.62965
0.20 25 766 0.05031 0.99900 0.00001 0.78460

their study, however, the fragility index for MACE was only 4. The difference could

be due to incorrectly specifying the effect sizes at design or perhaps just random

variation. The study has no patients lost to follow-up. Also, the curve following the

circular points (for τ ′ = 0.50) is less steep than in FAME and now only has slope

20 patients per fragility index. Therefore, when designing the FAMOUS-NSTEMI

trial each additional fragility index costs 20 patients at design.
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Table 3.5: The new values for traditional sample calculations which produce the
same sample size as our algorithm when choosing one new value and the rest from
the old values α′ = 0.05, π′ = .90, and δ = 0.06. The estimated rates are based on
1, 000, 000 Monte Carlo samples.

τ ′ ϕ′ n∗ α′trad π′trad δtrad

0.50 0 245 0.04649 0.90687 0.14824
0.50 5 245 0.04649 0.90700 0.14834
0.50 10 331 0.04156 0.91337 0.14666
0.50 15 429 0.01226 0.96602 0.12647
0.50 20 522 0.00382 0.98647 0.11439
0.50 25 610 0.00125 0.99451 0.10436
0.50 30 698 0.00041 0.99787 0.09689

3.4.2 The resulting tests

Table 3.4 shows the same general trend as in the previous section. However, here the

Type I error rate of the fragility index based test decreases more rapidly. Increasing

the fragility index cutoff ϕ′ from 0 to 5 reduces the Type I error rate by roughly an

order of magnitude, which happens again when ϕ′ is increased from 5 to 10.

Table 3.5 considers the p value based test and shows which possible values

could used with a traditional power analysis to output the same sample size as

our fragility index aware algorithm. It also shows the same general trend as in the

previous section. The effect size δtrad decreases to roughly the value of the sample

effect size when ϕ′ = 30, which is roughly two-thirds of the effect size used in the

design of the trial.

The power of the test designed by considering ϕ′ = 0 (ie using a traditional

power analysis) but testing with the cutoff ϕ′ = 25 is only 0.01, extremely small.
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3.4.3 Our determination of ϕ′

The FAMOUS-NSTEMI trial addresses the same question than the FAME trial (the

treatment by percutaneous interventions of patients with coronary artery disease).

However, a key difference with FAME is that in FAMOUS-NSTEMI the primary

outcome is made of a clinically less important event (management by medical rather

than invasive therapy). Because of this and based on the considerations discussed in

Section 3.2.3 we postulated that a fragility index cutoff of 25 would be appropriate

for this trial (ϕ′ = 25).

The constraint imposed by selecting that ϕ′ = 25 leads the calculated sample

to be 610 patients, which is roughly 89% higher than without the constraint. The

tests designed with ϕ′ = 25 have power greater than 0.99 (for the p value based

test) and slightly less than 0.00001 (for the FI based test). These values are close

to 1 and 0 respectively, which reflects the elements discussed but also the chosen

traditional test parameters such as the effect size δ = 0.15. The sample size 610 is

what a traditional sample size calculation would output with δtrad = 0.104, which

is in line with the effect size shown in the trial.

3.5 Conclusion

The medical literature is increasingly relying on the fragility index to interpret the

results of published RCTs. To unify the design and analysis of studies, we proposed

an intuitive algorithm to account for the fragility index at the time of study design

and sample size calculation.

We implemented our algorithm in an open source R package FragilityTools
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[Baer et al., 2020]. Included in the package is a toolbox of functions which implement

a general fragility index calculation and sample size calculation. The algorithm is

very fast; for example, a sample size calculation takes less than half a second on a

standard PC with a 2.80 GHz processor. Our functions flexibly accept any way

to calculate p values as an argument: in both examples above, we used Pearson’s

chi-squared test rather than a Fisher exact test. Compared to traditional sample

size calculations, the only additional information that needs to be specified are two

properties of the fragility index based test: the power 1− τ ′ and the fragility index

cutoff ϕ′. The fragility index based power, τ ′, is taken by default to be 0.50.

The acceptable fragility indices must be established for each trial based on

the available clinical evidence, expert opinions and the potential benefits of the

trial findings, similarly to what is generally done for the non-inferiority margin of

non-inferiority trials.

The chosen fragility index cutoff is based on clinical considerations on the

intervention tested, the clinical scenario and the outcomes considered. Two other

elements in choosing the cutoff are the sample size and event probability. The

meaningfulness of knowing that a fragility index is larger than a fixed cutoff lessens

as the sample size grows [Tignanelli and Napolitano, 2019]. For instance, a study

with a sample size of n = 100 and a fragility index of 5 is less fragile than a study

with a sample size of n = 1,000,000 and a fragility index of 5. Also, the higher the

event probability, the higher the (intuitive) fragility of a trial for the same level of

fragility index. For instance, 5 patients having a different outcome gets more likely

as their event probability gets closer to 1/2. In our examples we have considered

the sample size and event probabilities to be stable enough that we did not directly

consider them for our choices, but alternative scenarios are plausible.
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Some authors have pointed out shortcomings of the retrospective use of the

fragility index. One simulation study suggested that the fragility index is a repack-

aging of the p value for a clinical trial [Carter et al., 2017a]. Larger fragility indices

for a given effect is obtained for larger sample sizes since these are the cases with

small p values. Underpowered studies are associated with smaller fragility indices

[Chan and Altman, 2005]. Another simulation study, [Condon et al., 2020a] suggests

that the fragility index oversimplifies the complex, nonlinear relationships between

sample size, the p value and the effect size [Walter et al., 2020] and argues that the

fragility of trial results involves more than statistical significance alone and that

clinical importance and quantitative stability of results are also relevant.

The relationship between the p value and the fragility index makes sense in our

view because they’re both measures of evidence against the null hypothesis. The

framing of the fragility index procedure as a statistical test was crucial ingredient in

our sample size calculation. However we recommend that practitioners should not

apply the fragility index test procedure as a binary decision rule. Introducing the

fragility index testing procedure with parameters ϕ′ and τ ′ is an acknowledgement

that rigid choices of the comparable parameters α′ and π′ in the p value based test

are sufficiently ingrained that another, more intuitive, test needs to be put “on top”

of the p value based test to yield a test with flexible properties.

The fragility index based test is always more stringent than the p value based

test because the fragility index being positive is equivalent to the p value being less

than the significance threshold. The degree of stringency is controlled by the user

supplied fragility index cutoff ϕ′. Since the cutoff should be chosen in a clinically

relevant manner (being on the “person” scale rather than a probability scale), the

cutoff drives the Type I error rate of the fragility index testing procedure to be
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smaller than the default α′ = 0.05 in a clinically meaningful and context dependent

way. This lower significance level achieves an important guideline for testing set

forth by the statistical community [Benjamin et al., 2018, Ioannidis, 2018]. Further,

using our proposed sample size calculation approach, this desirable test will have

reasonable power.
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CHAPTER 4

THE INCIDENCE FRAGILITY INDEX: AN EXACT FRAGILITY

INDEX FOR ONLY SUFFICIENTLY LIKELY MODIFICATIONS

4.1 Introduction

Statistical hypothesis testing is a mainstay in the scientific method. Scientific

conclusions rely on p values and related summaries to achieve validity. However,

p values are widely misunderstood [Wasserstein and Lazar, 2016]. A complement

to the p value for 2× 2 tables which is taking a foothold in the medical literature

is the fragility index [Feinstein, 1990, Walsh et al., 2014], which is an alternative

measure of evidence which is in “patient” units instead of probability units to aid

interpretability.

The standard use case for 2× 2 tables is to store data from a clinical trial which

has a control and treatment arm and has a dichotomous outcome such as event or

non-event. A hypothesis test to determine whether the first group and the second

group have different event rates is classically conducted by determining whether a

p value is less than a significance threshold. In this case, the difference between

expected event rates is said to be statistically significant.

The fragility index is defined as the minimum number of patient outcome (i.e.,

event or nonevent) modifications that reverses the significance of a statistical test

[Walsh et al., 2014]. The measure is used to determine whether the significance of

a statistical test is “fragile”, that is, depends on the outcomes of a small number of

patients and thus should not be firmly trusted.

The fragility index has been used to reanalyze the key results in several fields.
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Researchers have found that surprisingly often the primary results in their field

hinge on the outcomes of a few patients [Holek et al., 2020]. To help ensure that

results do not only barely reach statistical significance, a recent proposal provides a

method to prospectively design clinical trials while taking into account the fragility

index [Baer et al., 2021c].

The fragility index is commonly calculated using an algorithm from Walsh et

al. [Walsh et al., 2014] or a close extension, which we call the original algorithm.

However, this algorithm can malfunction and fail to return the correct value of the

fragility index. Due to this, some researchers have relied on ad-hoc or alternative

arguments to calculate the fragility index [Walter et al., 2020, Atal et al., 2019].

In this work, we describe serious shortcomings of the original algorithm and then

propose an exact algorithm to calculate the fragility index.

In the years since Walsh and coauthors reintroduced the fragility index, the

concept has been widely used but also criticized. One of the more interesting

criticisms has been raised by Walter et al. (2020) [Walter et al., 2020]. They

argued that the modifications to patients’ outcomes which are behind the fragility

index can be unlikely to occur in practice. This is certainly true, and we feel that

the outcome probability is a crucial companion to the fragility index. This allows

researchers to contextualize the fragility index in terms of how likely the outcome

modifications were which reversed statistical significance.

However, researchers currently cannot choose the outcome probability associated

with the fragility index and are forced to accept whichever event modifications the

algorithm happened to use. In this way, the traditional fragility index is roughly

associated with an “anything goes” principle and is derived by assuming that any

outcome modification can occur.
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Table 4.1: The nomenclature for the methods and algorithms we use for various
fragility concepts. Due to limited space, we use “FI” to denote “fragility index”.

Method Algorithm Section
“Forward” FI Walsh’s algorithm 4.2.1
Reverse FI Johnson’s algorithm 4.2.1

Khan’s algorithm 4.2.1
Traditional FI Original algorithm 4.2.3

Exact algorithm 4.2.5
Incidence FI 4.3.1

Exact algorithm 4.3.3

In this paper, we contribute a method which generalizes the fragility index. To

define the generalization, we change the relationship between the fragility index

and a fixed outcome probability and instead provide a fragility index for any given

outcome modification probability. This enables researchers to have a version of

the fragility index which incorporates their assessment of which outcomes in either

group are too rare to permit modifications into. The measures take into account the

incidence in each group and hence we call the measures the incidence fragility indices

[Rothman et al., 2008]. We also extend the exact algorithm to further calculate the

incidence fragility indices. Several examples illustrate the incidence fragility indices

and code to reproduce them are available in our R package FragilityTools [Baer

et al., 2020].

The article proceeds by developing the fragility indices and algorithms presented

in Table 4.1. In Section 4.2, we review the formulation of the fragility index for

testing a treatment effect on 2× 2 tables. After modestly extending the existing

formulations by defining the traditional fragility index, we explain fundamental

shortcomings of the associated original algorithm and provide an exact algorithm

as a resolution. In Section 4.3, we introduce a fragility index generalization which

only permits modifications which are sufficiently likely and an associated algorithm

to exactly calculate the generalization. In Section 4.4 we provide examples of the
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incidence fragility indices to develop intuition for the proposed measures. We also

highlight malfunctions of the original algorithm. In Section 4.5, we discuss the use

of the incidence fragility indices in clinical practice. In Section 4.6, we summarize

our contributions and conclude the paper.

4.2 The traditional fragility index

In this section we formalize and study the fragility index which was introduced

by Walsh et al [Walsh et al., 2014]. In Section 4.2.1 we briefly review the fragility

index definitions and algorithms used in the literature. In Section 4.2.2 we explain

and appraise existing critiques of the fragility index. In Section 4.2.3 we define the

traditional fragility index and the original algorithm as modest extensions of the

definitions of and algorithms for the reviewed fragility indices. In Section 4.2.4, we

highlight three shortcomings of the original algorithm in calculating the traditional

fragility index. In Section 4.2.5, we introduce an exact algorithm which remedies

the shortcomings.

Throughout, we rely on Tables 4.2 and 4.3 to explain the fragility indices.

Table 4.2 shows the raw data from a clinical trial of the kind considered in this

paper, with two groups and a dichotomous outcome. For example, there are a

events in Group 1 with a + b total patients in Group 1 and c events in Group

2 with c + d total patients in Group 2. Table 4.3 shows the result of modifying

the outcomes within each group of the trial. For example, when f1 is positive, f1

patients have their outcome modified from non-event to event in Group 1; when

f1 is negative, −f1 patients have their outcome modified from event to non-event

in Group 1. These outcome modifications preserve the number of patients in each
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Table 4.2: The hypothetical sample
data.

Event Non
Group 1 a b
Group 2 c d

Table 4.3: The sample data with out-
come modifications.

Event Non
Group 1 a+ f1 b− f1

Group 2 c+ f2 d− f2

group and are the driving force behind the fragility index.

We will frequently refer to statistical significance without describing a particular

statistical test. In our view, researchers should determine statistical significance

for the fragility index in the same manner that they initially determined statistical

significance. In this case, both the measures of evidence are directly tied to the data

generating process [Bind and Rubin, 2020]. For example, if a researcher is using

Fisher’s exact test, the same test should be used for the fragility index. Likewise,

if a researcher is using Pearson’s χ2 test when the expected count is not low and

Fisher’s exact test when an expected count is low [Campbell, 2007], the same test

should be used for the fragility index.

We can view the fragility index as being a supplementary measure of evidence

to some underlying statistical test. The statistical test can be conducted in any

way, but the test is usually taken to be based on a p value. This choice is not

necessary, though. Alternative ways to conduct statistical tests include rejecting

whenever a null (or hypothesized) value is not in a confidence interval. In this

manuscript, we mostly use p values with the significance threshold 0.05 for the

underlying statistical test because this is standard in the fragility index literature;

however, readers should contextualize the presentation in terms of their preferred

statistical test or measure of evidence.
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4.2.1 “Forward” and reverse fragility indices

We start by reviewing the concepts of the fragility index commonly used for 2× 2

tables and their associated algorithms. We will sometimes refer to the fragility

index as the “forward” fragility index to maintain parity with the reverse fragility

index.

“Forward” fragility index

The fragility index was defined by Walsh et al. [Walsh et al., 2014] for only

statistically significant results. In their work, Walsh et al. extended earlier notions

of the fragility index discussed by Feinstein (1990) [Feinstein, 1990]. The concept of

the fragility index is to fix each patient’s group status since these are assigned and

not subject to change but allow patient outcomes to vary. This procedure explores

alternative outcomes that could have been realized from the same clinical trial.

When modifying a small number of a trials’ outcomes reverses the significance

of a statistical test, the trial conclusion can be considered to be fragile. In some

cases, modifying a single patient’s outcome can reverse the statistical significance

of a clinical trial result [Walsh et al., 2014].

The algorithm provided in Walsh et al. is widely used to calculate the fragility

index. It has three steps:

1. Choose the group with the fewest events.

2. Within that group, modify non-events to events until statistical significance

vanishes.

3. Report the total number of outcome modifications as the fragility index.
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The algorithm starts by determining a group in which to modify outcomes.

Then, the algorithm iteratively modifies a patient’s outcome from non-event to

event until the statistical test is no longer significant.

Reverse fragility index

Johnson et al. (2017) defined a fragility index for clinical trials with results which

are statistically insignificant by introducing the concept of the reverse fragility

index [Johnson et al., 2017]. The reverse fragility index is equivalent to the fragility

index, except that it is defined for nonsignificant trials instead of significant trials.

To calculate the reverse fragility index, Johnson et al. used an algorithm that

changed the number of patients in either group but kept (approximately) constant

the total number of events. However, this algorithm is plainly inappropriate since

it violates the principle of the fragility index that the number of patients within

each group should be kept constant.

More recently, Khan et al. (2020) prominently re-introduced the concept of

the reverse fragility index [Khan et al., 2020]. Their proposed algorithm has three

steps:

1. Choose the group with the fewest events.

2. Within that group, modify events to non-events until statistical significance

appears.

3. Report the total number of outcome modifications as the reverse fragility

index.

Khan’s algorithm is similar to Walsh’s, except that Khan’s algorithm modifies
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events to non-events in a particular group instead of vice-versa.

4.2.2 Existing fragility index critiques

We now review the existing critiques of the fragility index. The critiques are largely

about the “forward” fragility index although sometimes apply to both the “forward”

and reverse fragility indices.

First, there’s a critique from Walter et al. [Walter et al., 2020] that the fragility

index can be driven by inappropriately rare outcome modifications. We will

introduce the incidence fragility index in part to address the critique.

A second critique is that well designed clinical trials will tend to have low

fragility indices because p values from such trials are designed to only barely cross

the significance threshold [Dervan and Watson, 2019, Chaitoff et al., 2020]. A

consequence of this critique would be that the fragility index shouldn’t be considered

because it will always be low in well designed trials. This critique is based on

a statistical misunderstanding. There’s no evidence that the distribution of p

values under the alternative hypothesis will tend to cluster around the significance

threshold after a sample size calculation with chosen power such as 0.80. Indeed,

our earlier work showed that natural quantiles of the fragility index in well designed

studies are not always a low number such as one [Baer et al., 2021c].

A third critique is connected to the dependence of the fragility index on the

sample size [Carter et al., 2017b, Condon et al., 2020b], even after controlling for

the p value [Potter, 2020]. Researchers have addressed the issue of sample size

dependence in part by introducing the fragility index quotient [Ahmed et al., 2016],

which is the fragility index divided by the sample size.
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Potter (2020) made this critique by reviewing properties of posterior odds as

evidence measures [Potter, 2020]. In particular, Potter reviewed that larger trials

provide less evidence for the alternative hypothesis than smaller trials with the

same p value. Then, in contrast, Potter suggested via a simulation that larger trials

tend to have higher fragility indices (and hence more evidence for the alternative

hypothesis) than smaller trials with the same p value. This conflict led Potter to

argue that the fragility index had been dismantled.

However, the conflict is immediately resolved by considering the fragility index

quotient instead of the fragility index. In simulations of trials with a given effect

size (such as p1 = 0.10 and p2 = 0.15) and Poisson(100) distributed sample size,

we consistently found that the sample size has an inverse relationship1 with the

fragility index quotient while controlling for the p value. This deflates Potter’s

argument, but we still agree that the precise nature of the sample size dependence

is an interesting theoretical question.

Further, researchers who prefer Bayesian measures of evidence could use or

study a variant of the fragility index which determines statistical significance

using Bayesian methods. In our view, the fragility index concept is more broadly

applicable than just to p values. For example, the fragility index concept has been

applied to sensitivities instead of p values like usual [Pickering and Than, 2016].

A fourth critique is that the fragility index can only be calculated for clinical

trials with a particular kind of data structure such as a 2× 2 table. This was true,

but novel methods for other data types are increasingly being published. There are

methods to find the fragility index for meta analyses and network meta analyses
1The analysis was done with a Poisson generalized additive model restricted to only significant

studies. The response was the fragility index, the features were the p value and the sample size,
and the p value was represented with a smooth term.
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[Atal et al., 2019, Xing et al., 2020] and also various methods for time-to-event

outcomes [Johnson et al., 2017, Desnoyers et al., 2019, Bomze et al., 2020].

We ultimately feel that, despite critiques, the fragility index concept is sufficiently

compelling to warrant thorough investigation. Connecting statistical significance

to practical matters such as patient outcomes is clinically meaningful and can have

an impact on clinical practice.

4.2.3 Definition

There are several disparate approaches to fragility indices and their calculation in

the literature. To simplify our later discussion and to clarify concepts, we now unify

the “forward” and reverse fragility indices by introducing the traditional fragility

index. Instead of having both a “forward” fragility index and a reverse fragility

index, we simply use a single traditional fragility index which combines the two.

This definition is faithful to the those in Section 4.2.1 and is meant to be a modest

extension.

The traditional fragility index is the “forward” fragility index when the test

is initially significant and is the negative of the reverse fragility index when the

test is initially insignificant. We use the notation FI 0 for the traditional fragility

index, for reasons which will become clear later in Section 4.3. The choice of the

sign is consistent with treating the traditional fragility index as connected to the p

value and specifically the significance margin α− p associated with a significance

threshold α [Carter et al., 2017b]. If α− p is negative, so is the traditional fragility

index which represents the reverse fragility index. If α − p is positive, so is the

traditional fragility index which represents the “forward” fragility index.
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For example, if FI 0 = −99, then 99 patients must have their outcome modified

to turn an insignificant test into a significant test. Similarly, if FI 0 = 99, then

99 patients must have their outcome modified to turn a significant test into an

insignificant test.

The traditional fragility index FI 0 is formally determined for a given way to

assess statistical significance by the number of patient outcome modifications defined

below. The traditional fragility index is then either that value if the statistical test

is initially significant or minus that value otherwise.

min
f1,f2∈Z

|f1|+ |f2| (4.1)

subject to Table 4.2 and Table 4.3 have reversed significance

− a ≤ f1 ≤ b, −c ≤ f2 ≤ d,

where the second constraint and that f1, f2 ∈ Z are integers ensures that the entries

of Table 4.3 are not negative. Under these constraints, the optimization problem

returns the fewest total outcome modifications |f1|+ |f2| which reverses statistical

significance.

Unifying the “forward” and reverse fragility indices is conceptually useful: after

all, other evidence measures like the p value are not given by two separate measures

depending on whether the p value is small or large. We can determine whether

a statistical test is significant at the level α by checking if FI 0 > 0 since this is

equivalent to p < α by definition. By preferring that the number of patients whose

outcomes need to be modified to reverse statistical significance is not small, we are

expressing that FI 0 > ϕ for some positive number ϕ. From this perspective, the

traditional fragility is a more stringent test that is stacked on top of the usual p

value based test. Having a test which is more stringent than the usual significance

level 0.05 has been widely called for and is well justified using Bayesian arguments
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[Johnson, 2013].

We could even even choose ϕ to be a small negative number so that the rejection

region FI 0 > ϕ provides a test which is a less stringent substitute of the usual

p value test. In this case, the traditional fragility index being a small negative

number or higher would indicate a soft rejection of the null hypothesis [Khan et al.,

2020]. Throughout, the cutoff ϕ can be interpreted in a clinically meaningful way

since it is a count of patients [Baer et al., 2021c].

We can calculate the traditional fragility index simply by using Walsh’s algorithm

when the statistical test is initially significant and Khan’s algorithm otherwise. We

call this calculation procedure the original algorithm.

4.2.4 Algorithmic shortcomings

The original algorithm suffers from several shortcomings. Despite being intuitive,

the algorithm does not reliably find the minimum defined in the traditional fragility

index and hence malfunctions and is not exact. This is becoming increasingly well

known in the fragility index literature [Atal et al., 2019, Walter et al., 2020].

An immediate but minor shortcoming is that, in Step 1, the algorithm does

not prescribe how to choose a group when both groups have the same number of

events. We are unaware of published work clarifying this issue. In the case of a tie

in practice, we choose Group 1.

Below, we consider two ways in which the original algorithm fails. For each, we

provide an example for illustration. We will see that the original algorithm clearly

should not be trusted to calculate the traditional fragility index.
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Direction of outcome modifications

In Step 2, there’s a more interesting limitation: the direction of outcome modifi-

cations is constant within Walsh’s and Khan’s algorithm and so only depends on

the initial statistical significance in the original algorithm. There’s two prominent

ways in which this limitation can lead to the algorithm failing.

First, there’s an implicit assumption that events are rarer than non-events.

Because the statistical tests commonly used such as Fisher’s exact and Pearson’s

chi-squared test treat the event and non-event outcomes symmetrically, Walsh’s

algorithm is really just moving the most likely outcome to the least likely outcome

within the chosen group and vice-versa for Khan’s algorithm.

For example, in the case that there are no events within the chosen group,

Step 2 in Khan’s algorithm would be impossible to carry out and so the statistical

significance could not reverse. Instead of meaning that the statistical significance

cannot reverse, in this example Khan’s algorithm is looking to make modifications

in the opposite direction which is appropriate.

Second, the original algorithm was designed for two-sided statistical tests and

can severely malfunction for one-sided tests. The problem is particularly clear when

the statistical test is initially insignificant. In that case, both groups’ estimated

event rates ( a
a+b

and c
c+d

) are close enough that the expected difference is not

statistically significantly distinct from zero. Running the original algorithm will

drive the chosen groups event rate downward since events will be modified to

non-events. If the alternative hypothesis is one-sided in the opposite direction,

then the original algorithm will increase the p value rather than decrease the p

value. This makes the statistical significance impossible to reverse for any number
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of outcome changes considered by the original algorithm.

Modifying outcomes in only one group

A third shortcoming is that the original algorithm fixates on only one group to make

outcome modifications. This is overly restrictive and unnecessary. Modifying patient

outcomes in both groups can help to find fewer patients for which modifying their

outcomes reverses statistical significance. This shortcoming was nicely discussed by

Lin (2020) [Lin, 2020].

A clear example of this deficiency can be found in the experiment which caused

R.A. Fisher in 1935 to introduce Fisher’s exact test and also provide the first use

of a null hypothesis [Fisher, 1960].

Table 4.4: The lady tasting tea experiment, introduced by Fisher [Fisher, 1960].

Guessed milk Guessed tea.
Poured milk 3 1
Poured tea 1 3

The goal of the experiment was to determine whether one of Fisher’s colleagues,

Muriel Bristol, could taste whether milk or tea was added first to her cup of tea.

The experiment was roughly conducted by presenting Bristol with eight cups of tea:

four cups with milk added first and four cups with tea added first. She then tasted

the cups of tea and predicted which four cups had milk added first. Table 4.4 shows

the data which is commonly taken to be the outcome of the experiment [Agresti,

2003]. The test is one sided and was insignificant with p = 0.24.

Interestingly, no number of outcome modifications within a single group can

reverse the statistical significance of this test. Certainly then the original algorithm

would return that the traditional fragility index is not finite. However, this is not
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true. Modifying one incorrect guess to a correct guess in both the groups where

milk was poured first and tea was poured first produces statistical significance

(p = 0.014) and shows that the traditional fragility index is −2.

4.2.5 An exact algorithm

To close the gap between the output of the original algorithm and the correct

minimum number of patients defined in optimization problem in (4.1), we propose

an exact algorithm for the traditional fragility index. The exact algorithm addresses

all three shortcomings described in the previous section. As we were writing up

this article, we found an excellent article by Lin (2020) which already presents this

same exact algorithm [Lin, 2020]. The steps of the algorithm are shown below.

1. Initialize the total number of outcomes modifications f = 0.

2. Increase the total number of outcome modifications f by 1.

3. Calculate the p value of Table 4.3 for all outcome modifications (f1, f2) which

satisfy |f1| + |f2| = f and make Table 4.3 have non-negative entries. Find

the statistical significance associated with the most extreme p value.

4. Repeat Steps 2-3 until the significance reverses, then report f as the traditional

fragility index.

In Step 3 of the exact algorithm, there is an exhaustive search over all out-

come modifications (f1, f2) which have a given total number of outcome modi-

fications. For example, when f = 2, all (f1, f2) pairs among (2, 0), (1, 1), (0, 2),

(−2, 0), (−1, 1), (0, 2), (2, 0), (1,−1), (0,−2), (−2, 0), (−1,−1), and (0,−2) which
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make Table 4.3 have non-negative entries have their corresponding p value calcu-

lated. This addresses the shortcomings of the previous subsection by not restricting

the values of f1 and f2 so that one is either positive or negative and the other is zero.

However, the exhaustive nature of the algorithm can be somewhat computationally

wasteful so we look forward to more efficient algorithms appearing.

4.3 The incidence fragility indices

In this section, we introduce and study a generalization of the traditional fragility

index which allows researchers to specify that they only want to permit sufficiently

likely outcome modifications. As in Section 4.2, we again use Tables 4.2 and 4.3

to define the sample data of a clinical trial and the sample data with outcome

modifications, respectively.

In Section 4.3.1, we define the incidence fragility indices and show that the

traditional fragility index is a special case. In Section 4.3.2, we establish three

basic properties of the incidence fragility indices. In Section 4.3.3, we propose an

extension of the exact algorithm for the traditional fragility index which allows for

exact and efficient calculation of the incidence fragility indices.

4.3.1 Definition

Define the incidence fragility index FI q for any probability q ∈ [0, 1] as the minimum

number of patient outcome modifications which have probability at least q that will

reverse the significance of a statistical test. Compared to the traditional fragility

index defined in Section 4.2, the incidence fragility index includes a restriction
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on the permitted patient outcome modifications to only permit sufficiently likely

modifications. The line between modifications which are sufficiently likely or not

is determined by the likelihood threshold q, which adds an extra dimension to the

traditional fragility index. The collection {FI q}q∈[0,1] are the incidence fragility

indices.

We measure the probability of an outcome modification as the in-sample proba-

bility of observing the outcome for a given group. For example, in Table 4.2 the

in-sample probability of a patient in Group 1 having an event is a
a+b

since there were

a events among a+ b patients. Therefore, we take the in-sample probability a
a+b

as

the probability of a patient in Group 1 having the event instead of a non-event.

The incidence fragility index FI q is determined for a given way to assess

statistical significance by the number of patient outcome modifications defined

below. Like the traditional fragility index, the incidence fragility index is then

either that value if the statistical test is initially significant or minus that value

otherwise.

min
f1,f2∈Z

|f1|+ |f2| (4.2)

subject to Table 4.2 and Table 4.3 have reversed significance

− a ≤ f1 ≤ b, −c ≤ f2 ≤ d

f1 ≤ 0 if a
a+b

< q

f1 ≥ 0 if b
a+b

< q

f2 ≤ 0 if c
c+d

< q

f2 ≥ 0 if d
c+d

< q,

where the second constraint and that f1, f2 ∈ Z are integers ensures that the entries

of Table 4.3 are not negative.
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This definition differs from the definition of the traditional fragility index in

the optimization problem in (4.1) by the inclusion of the last four constraints. The

last four constraints ensure that all possible outcome modifications are sufficiently

likely. For example, the f1 ≤ 0 constraint prevents patients in Group 1 from having

their outcome modified from non-event to event if the Group 1 event probability is

not sufficiently likely, i.e. a
a+b

< q.

We now give further intuition about the role of the likelihood threshold q in

the incidence fragility index FI q. When q = 0, the incidence fragility index FI 0 is

the traditional fragility index defined in Walsh et al. [Walsh et al., 2014] since any

outcome modification has probability at least 0 and thus all outcome modifications

are permitted. In terms of the formal definition in the optimization problem in

(4.2), having q = 0 forces the last four constraints to be inactive since none of the

in-sample probabilities are negative. That is, the optimization problem is identical

to the optimization problem in (4.1).

When q = 1, the value of the incidence fragility index FI 1 is more complicated. If

no outcome for either group has probability one, the possible outcome modifications

are restricted so severely that reversing the significance is not possible. In this case,

we write that FI 1 is infinite. In terms of the formal definition in the optimization

problem in (4.2), having q = 1 when no outcome in either group has probability 1

forces all of the last four constraints to be active so that f1 ≤ 0, f1 ≥ 0, f2 ≤ 0,

and f2 ≥ 0 (that is f1 = 0 and f2 = 0). This makes Table 4.3 necessarily equal

to Table 4.2 and thus makes reversing the statistical significance an impossible

task. Note that the value infinity is chosen in a theoretically natural way: the

minimum in the optimization problem in (4.2) is considered to be an infimum, and

the infimum of an empty set is infinity [Tao, 2006]. In some sense, we use the

111



value infinity since the number of patient outcome modifications exceeds the upper

bound of the possible number of outcome modifications.

For likelihood thresholds q between 0 and 1, the incidence fragility index

FI q shows the result of intermediate probability constraints that fine tune the

researcher’s preferences; for example, the incidence fragility index FI 0.5 results from

only allowing outcome modifications that are more likely than not.

4.3.2 Basic properties

In this subsection we establish three basic properties of the incidence fragility

indices. These are helpful to develop an initial intuition for the incidence fragility

indices and are also crucial for the algorithm in next subsection.

Define the sample size n = a+ b+ c+ d. First, the incidence fragility index FI q

for any q ∈ [0, 1] will be an integer between −n and n, inclusive but not including

0, whenever it is finite. The number of outcome modifications associated with

the incidence fragility index cannot exceed the sample size n, and the statistical

significance cannot be reversed by modifying the outcomes of 0 patients. In fact, we

can tighten the range of the incidence fragility indices even further. Since outcomes

within a group will never be modified both from events to non-events and vice

versa, the incidence fragility index will actually be between −m and m, inclusive

but not including 0, where m = max{a, b}+ max{c, d}.

Second, the incidence fragility index FI q has at most five possible values as the

likelihood threshold q varies over [0, 1] because the value of the incidence fragility

index for a given trial is determined by which outcome modifications are permitted.

There are four kinds of outcome modifications: modifying a non-event to an event
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in Group 1, vice versa, and likewise for Group 2.

When q = 0, any outcome modification is permitted. As q grows, incrementally

fewer kinds of outcome modifications will be permitted. When q crosses the lowest

outcome probability in either group min{ a
a+b

, b
a+b

, c
c+d

, d
c+d
}, there will be at least

one fewer kind of outcome modification permitted since the rarest outcome across

both groups can no longer receive modifications. As q grows, eventually q will be

so high that no outcome modifications of any kind are permitted. Therefore, there

are either all 4 kinds of outcome modifications permitted (e.g. when q = 0) or

3, 2, 1, or 0 particular kinds of outcome modifications permitted, so there are at

most five possible values of the incidence fragility index.

Third, the incidence fragility index FI q grows away from zero as q increases,

because fewer of the four kinds of outcome modifications are permitted as q increases.

When fewer outcomes modifications are permitted, the incidence fragility index

is increasingly handicapped, and the method needs to work harder to reverse

statistical significance. In terms of the formal definition of the incidence fragility

index in the optimization problem in (4.2), this is due to minimums being larger

when the constraint set is smaller.

4.3.3 An exact algorithm for calculating FI q for q > 0

We now define an exact algorithm to compute the incidence fragility indices. We

had described an exact algorithm to calculate the traditional fragility index FI 0

in Section 4.2.5. Therefore, we now propose an algorithm to exactly calculate

other incidence fragility indices FI q for q > 0. The proposed exact algorithm will

calculate all of the incidence fragility indices for any q ∈ [0, 1].
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The algorithm relies heavily on the basic properties established in Section 4.3.2.

Starting at the traditional fragility index FI 0, we know that any incidence fragility

index FI q for q > 0 will necessarily correspond to a greater number of outcome

modifications by the third basic property. Therefore, our exact algorithm next

chooses the likelihood threshold q1 = min{ a
a+b

, b
a+b

, c
c+d

, d
c+d
} and finds FI q1 . To

find FI q1 , the exact algorithm searches through outcome modifications under the

constraints in the optimization problem in (4.2) with increasingly many total

outcome modifications.

By the second basic property, we know that FI q = FI 0 for any q < q1. The exact

algorithm then iteratively continues this process by finding the incidence fragility

index corresponding to each outcome probability in either group, in increasing

order.

The steps of the exact algorithm are shown below.

1. Find FI 0 through the exact algorithm for the traditional fragility index and

set this equal to f . Choose q to be the smallest nonzero outcome probability

in either group.

2. Calculate the p value for all feasible outcome modifications (f1, f2) that have

the given total number of outcome modifications f .

3. If statistical significance reverses, report FI q = f . If not, increase f by one

and go to Step 2.

4. Go to Step 2 for q equalling each outcome probability in either group, in

increasing order.

A feasible outcome modification is a modification which satisfies all but the first

constraint in the optimization problem in (4.2), i.e. which ensures all entries of
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Table 4.3 are not negative and which only permits sufficiently likely modifications.

The algorithm terminates when total number of outcome modifications f exceeds

the highest possible fragility index, as described in the first basic property.

Both of the algorithms that we presented for the traditional fragility index and

for the incidence fragility indices (for q > 0) are exact. Compared to the exact

algorithm for the traditional fragility index, the exact algorithm for the incidence

fragility indices increments in the opposite direction. The exact algorithm for the

traditional fragility index increments downward since it starts at a quickly found

initial guess for the traditional fragility index. However, the exact algorithm for the

incidence fragility indices increments upward since it is initialized at a incidence

fragility index which permits more likely changes and hence corresponds to a lower

number of outcome modifications.

4.4 Examples

In this section we provide several examples of the exact algorithm applied to the

incidence fragility indices. There are many possible behaviors of the fragility indices

FI q as the likelihood threshold q varies and here we explore some of them. We will

rely on both real and simulated trials. In each example, we use Fisher’s exact test

to determine statistical significance at the α = 0.05 level.

The trial examples are arranged into subsections according to the apparent

stability of the fragility indices. The first subsection illustrates trials for which the

traditional fragility index FI 0 could be a reasonable representative of the incidence

fragility indices. The second subsection illustrates trials for which the traditional

fragility index plainly does not represent the overall behavior of the incidence
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Table 4: The trial examples which produce mostly stable incidence fragility indices.

Table 4a: Data for an example corre-
sponding to Figure 4.1.

Event N.E.
Group 1 5 90
Group 2 0 96

Table 4b: Data for an example due to
[Woods et al., 1992] and discussed in
[Walsh et al., 2014].

Death Surv.
Magn. 90 1060

Placebo 118 1032
Table 4c: Data for a simulated trial
example

Event N.E.
Group 1 2 1
Group 2 1 2

Table 4d: Data for an example corre-
sponding to Figure 4.2.

Event N.E.
Group 1 24 126
Group 2 13 67

fragility indices. Different from the others, the third subsection contains an example

where the original algorithm returns a value which is not a incidence fragility index.

4.4.1 Stable incidence fragility indices examples

Walter et al. [Walter et al., 2020] argued that the traditional fragility index FI 0

can be driven by unlikely modifications by considering a simulated trial for which

data is given in Table 4a. In the trial, notice that Group 2 has no observed events.

The trial has a statistically significant treatment effect, with p value 0.029. The

original algorithm produces a traditional fragility index of 1, indicating that the

statistical significance is fragile. Walter et al. argued that the (traditional) fragility

index being 1 is not evidence of the fragility of the trial result because the original

algorithm reversed the significance of the test by modifying a non-event to an event

in Group 2—a modification which seemingly has probability 0.

We agree with this argument in principle but note that the incidence fragility

indices show that the simulated trial is not an example supporting the argument.
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Figure 4.1: A plot of the incidence fragility indices for the Walter et al. example
[Walter et al., 2020] shown in Table 4a. The incidence fragility index of 1 is stable.

(Based on the writing in Walter et al., they seem to be aware of this.) The incidence

fragility index FI q = 1 for any q < 0.947 and is infinite otherwise, as shown in

Figure 4.1. The likelihood threshold 0.947 is so high that perhaps even the most

conservative researcher would declare that 1 is a reasonable fragility index of the

simulated trial.

The three dots in Figure 4.1 show the in-sample probabilities for various outcomes

in either group. As described in Section 4.3.2, these points are the only possible

change point of the incidence fragility indices. The first two points (at q = 0

and q = 0.053) are the event probability in either group, and the last point (at

q = 0.947) is the non-event probability in Group 1. There is no value plotted

for q > 0.947 since the incidence fragility index is infinite there, indicating that

reversing statistical significance is not possible.

Second, the LIMIT-2 trial example considered by Walsh et al. shows similar

behavior [Walsh et al., 2014, Woods et al., 1992]. The 2× 2 data for the trial is

shown in Table 4b. While introducing the modern version of the fragility index,

Walsh et al. highlighted that the fragility index was merely 1 in the trial despite
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Figure 4.2: A plot of the incidence fragility indices for the trial in Table 4d. The
incidence fragility index is borderline stable.

the trial having thousands of patients. The incidence fragility indices shows that

this finding is stable in that FI q = 1 for any q < 0.897 and is infinite otherwise.

The 0.897 threshold corresponds to survival probability in the Placebo group.

Third, a stable example is demonstrated in the simulated trial whose data is

shown in Table 4c. There are only 6 patients in the trial, and the test is insignificant

with a p value 1. Every incidence fragility index is infinite, though: no amount of

outcome changes can produce a significant test.

Fourth, a borderline stable example is demonstrated in the simulated trial whose

data is shown in Table 4d. The test for a treatment effect is initially insignificant

with p value 1. The original algorithm returns a fragility index of −8 patients.

The incidence fragility index FI q = −8 when 0 ≤ q < 0.8375, FI q = −13 when

0.8375 ≤ q < 0.84, and FI q is infinite when q ≥ 0.84. These values are shown in

Figure 4.2. In the case that we instead use the significance threshold α = 0.005,

the incidence fragility indices are unsurprisingly lower negative numbers. Since the

statistical test is initially insignificant, more patients must have their outcomes

modified in order to reach the significance threshold. Specifically, the incidence
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Table 5: The trial examples which produce unstable incidence fragility indices.

Table 5a: Data for the trial corre-
sponding to Figure 4.3

Event N.E.
Group 1 75 75
Group 2 5 75

Table 5b: Data for the trial corre-
sponding to Figure 4.4

Event N.E.
Group 1 10 17
Group 2 27 65
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Figure 4.3: A plot of the incidence fragility indices FI q for the trial in Table 5a.
The value FI 0 does not persist past low likelihood thresholds q.

fragility indices have the same change points, but the “-8” is replaced by “-10” and

the “-13” is replaced by “-18”.

In the earlier three examples, there was only one finite value of the fragility

index which made interpretation immediate. However, the two possible finite values

in the fourth stable example, −8 and −13, make a determination of a single fragility

measure more challenging.

4.4.2 Unstable incidence fragility indices examples

We now focus on simulated trials for which the interpretation of the traditional

fragility index FI 0 is strained upon taking into account the incidence fragility
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indices.

First, we consider the simulated trial whose 2 × 2 data is shown Table 5a.

The test for a treatment effect is initially significant with p value 1.6 × 10−12,

and the original algorithm returns a fragility index of 24 patients. On the other

hand, the incidence fragility index FI q = 24 when 0 ≤ q < 0.063, FI q = 52 when

0.063 ≤ q < 0.50, and FI q is infinite when q ≥ 0.82. These values are shown in

Figure 4.3. In the case that we instead use the significance threshold α = 0.005,

the incidence fragility indices are unsurprisingly smaller positive numbers. Since

the statistical test is initially significant, fewer patients must have their outcomes

modified in order to reach the significance threshold. Specifically, the incidence

fragility indices have the same change points, but the “24” is replaced by “19” and

the “52” is replaced by “45”.

This example has the opposite properties of the fourth example in the preceding

subsection. The incidence fragility indices only agree with the traditional fragility

index for very small likelihood thresholds q. For a wide range of likelihood thresholds

q from nearly zero to one-half, the incidence fragility index is roughly double the

traditional fragility index FI 0.

Second, a final example is given by the simulated trial whose data is provided

in Table 5b. The test for a treatment effect is initially insignificant with a p

value of 0.48, and the original algorithm returns a fragility index of −8. The

incidence fragility index is −4 when q < 0.37, −8 when 0.37 ≤ q < 0.63, −11 when

0.63 ≤ q < 0.71, and infinite otherwise. These values are displayed in Figure 4.4.

There are three possible finite outcomes which makes the determination of a single

fragility measure especially difficult.
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Figure 4.4: A plot of the incidence fragility indices FI q for the trial in Table 5b.
The simulated trial supports three finite values of the fragility index.

4.4.3 A severe original algorithm malfunction

The original algorithm can malfunction and fail to return the correct minimum

number of patients defined in the traditional fragility. We showed this through

several examples in Section 4.2.4. In this subsection we highlight an example where

the original algorithm not only fails to return the traditional fragility index but also

fails to return any incidence fragility index. This shows that the original algorithm

can return a value which is essentially meaningless.

Table 6: Data for a simulated trial

Event Nonevent
Group 1 23 87
Group 2 44 46

In Table 6, a simulated trial is shown with p value 0.0004. The original algorithm

selects the first group to modify since the first group event count is the lowest

among all outcome counts and returns a traditional fragility index of 16 patients.

Therefore, using the original algorithm we would think that at fewest 16 patients

must have their outcomes modified in order for reverse statistical significance.
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However, the exact algorithm returns that the incidence fragility index FI q = 14

for q ≤ 0.51 and is infinite otherwise. That is, there’s only one finite value for the

incidence fragility indices, and it is 14. Therefore, the original algorithm completely

malfunctions and does not even return an incidence fragility index.

4.5 The incidence fragility indices in clinical practice

In this section we contextualize the incidence fragility indices in terms of their

use in clinical practice. In Section 4.5.1, we discuss the behavior of the incidence

fragility indices by framing the examples shown in Section 4.4. In Section 4.5.2, we

discuss possible summaries of the incidence fragility indices.

4.5.1 Behavior of the incidence fragility indices

Several examples were given in Section 4.4 which show the possible behavior of the

incidence fragility indices. Trials were shown which had one, two, and three finite

values of a incidence fragility index. The trials had finite incidence fragility indices

for varying lengths of the likelihood thresholds q, from 0.50 to 0.947. The examples

clearly showed that the incidence fragility indices do not have only one possible

behavior.

In seeking trial examples for the paper, we performed exhaustive searches over

clinical trials with a given number of patients and also extensive random searches.

There were some behaviors of the incidence fragility indices which we could not

find or only found rarely. We have never seen a real or simulated trial with four

finite values of the incidence fragility index, corresponding to five total values.
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Also, we’ve found that a trial will rarely have only one or exactly four values of

the incidence fragility index. The only trial example we found with exactly one

value of the incidence fragility for all q ∈ [0, 1] had an infinite incidence fragility

index. Further, all trials we found with exactly four values of the incidence fragility

index (corresponding to three finite values) had initially insignificant statistical

significance.

Beyond particular examples, fragility indices can be unstable in standard trial

settings. In one thousand simulated trials with 500 patients in each group and event

probabilities 0.10 and 0.15, the incidence fragility index spanned only one finite

value in 48.1% of trials and spanned two finite values in 51.9% of trials. In trials

with two finite values, the median change point between the two values was only

q = 0.092. This shows that researchers will have to reckon with complex behavior

of the incidence fragility indices during their work.

4.5.2 Summarizing the incidence fragility indices

In practice it is difficult to summarize the behavior of the incidence fragility

indices with only one number. The default summary previously in the literature

was inadvertently the traditional fragility index FI 0 which permits any outcome

modification. In this subsection, we provide various recommendations for a single-

number summary which is tailored to individual clinical trials. We then review

some secondary summaries which could accompany the single number summary.

Of course, any particular summary has to be examined further in other cases to

determine its applicability.

There are several possible single number summaries of the incidence fragility
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indices. A first possibility is to report the incidence fragility index corresponding

to a clinically motivated choice of the likelihood threshold q. This approach would

be based on expert opinion and previous evidence. A second possibility is to report

the most extreme incidence fragility index corresponding to the highest number of

outcome modifications to be as conservative as possible. A third possibility is to

report the incidence fragility index associated with the widest range of likelihood

thresholds q. This approach would be the fragility index most likely to be reported

by a clinician who uniformly randomly picks a likelihood threshold. The fragility

index of infinity could be included or not in this procedure. A fourth possibility is

to take q slightly larger than a given outcome rate in a group, such as the control

group event rate, and then report the incidence fragility index FI q. This would

only allow outcome modifications which are more likely than the specified outcome

in the specified group.

Instead of reporting an incidence fragility index for a data-dependent choice

of q, an aggregate of the incidence fragility indices could also be meaningful. A

particularly interesting aggregate is the average finite incidence fragility index,

weighted by the length of the thresholds q supporting each finite value. This

approach holistically takes into account each of the realized finite incidence fragility

indices.

Ultimately, we recommend summarising the incidence fragility indices with

multiple context-dependent descriptions. Besides a fragility measure itself, an

important secondary consideration is the stability of the measure. A nice way to

measure the stability of the traditional fragility index, corresponding to q = 0, is

through the largest likelihood threshold q for which FI q = FI 0. This shows the

highest degree of conservatism that would arrive to the same fragility measure.
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Note, this procedure is an improved version of the common approach of simply

using the event rate in the group chosen by the original algorithm.

A similar approach can be used to determine a likelihood threshold corresponding

to a single-number summary of the incidence fragility indices. Regardless of which

choice is made for a single number summary of the incidence fragility indices, a

useful secondary summary is the maximum threshold q which gives a finite incidence

fragility index or which gives the incidence fragility index under consideration.

4.6 Conclusion

We introduced the traditional fragility index to unify the “forward” and reverse

fragility indices by making reverse fragility indices correspond to negative values of

the traditional fragility index. This was conceptually useful since the traditional

fragility index allows both measures to be studied simultaneously. We then found

an efficient and exact algorithm to calculate the traditional fragility index. Next,

we introduced the incidence fragility indices which are fragility measures that only

permit outcome modifications which are more likely than the likelihood threshold q.

We further found an exact algorithm to calculate the incidence fragility indices. We

then considered several examples of the incidence fragility indices, and the exact

algorithm crucially enabled us to have an honest look at the fragility measures and

use values which are not biased due to algorithmic complications.

Our analyses have shown that the incidence fragility indices can be sensitive

to the outcome modification likelihood threshold q that is chosen. Therefore, the

fragility index itself can be fragile, that is, sensitive to the likelihood threshold,

if not handled appropriately. By being explicit about the likelihood threshold,
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the incidence fragility indices also allow researchers to be more precise about the

likelihoods underlying the traditional fragility index. Of course, the incidence

fragility indices are also interesting measures in their own right. We reviewed

several reasonable ways to determine how to summarize the incidence fragility

indices. For clinical trials with low incidence rates, choosing q to be slightly larger

than the control group event rate, so that patient outcomes cannot be modified in

the control group to become events, is a particularly fair choice.
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CHAPTER 5

ON CLINICAL TRIAL FRAGILITY DUE TO PATIENTS LOST TO

FOLLOW UP

5.1 Introduction

A parallel two group randomized clinical trial enrolls consenting patients and then

assigns them to one of two arms and later observes their outcomes. The time span

between the arm assignment and the observation of the patient’s outcome can be

large, up to several years or even several decades. Sometimes patients cannot be

located to observe their outcome. In this case, patients are said to be lost to follow

up (LTFU). The statistical analysis of clinical trials commonly ignores patients who

are lost to follow up, despite that considering the outcomes of these patients could

alter statistical significance and hence the trial’s findings [Dettori, 2011, Peterson

et al., 2012].

The validity of results from clinical trials can be considerably reduced by low

rates of patient participation and high rates of patients being lost to follow up. If

the patients who are lost to follow up induce an imbalance between the trial arms

the clinical trial may give biased results [Altman, 2009, Fleming, 2011]. Literature

surveys have reported that 60-89% of randomized trials have some missing outcome

data [Akl et al., 2012]. Based on a sample of articles from a top medical journal,

Akl et al. (2012) estimated the percentage of trials for which the relative risk would

no longer be significant under a number of assumptions about the outcomes of

participants lost to follow up and found that assumptions regarding outcomes of

patients lost to follow up could change the interpretation of trial results [Akl et al.,

2012]. In this article we investigate the sensitivity to reversal of the significance of
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trial results due to loss to follow up using a fragility index approach.

In clinical trials, a statistical measure called the fragility index is increasingly

used as an interpretable supplement to classical measures of evidence like the p

value [Walsh et al., 2014, Feinstein, 1990, Holek et al., 2020]. The fragility index

is defined as the number of patients whose outcomes must be modified to reverse

statistical significance. The fragility index measures the degree to which a clinical

trial’s results depend on a few patients. For example, researchers have found that

studies sometimes have a fragility index of 1, indicating that modifying the outcome

of only one patient reverses statistical significance and changes the trial’s conclusion

[Walsh et al., 2014]. This of course indicates a problem with a significant-or-not

approach to evaluating statistical hypothesis [Wasserstein and Lazar, 2016] but also

reveals the importance of having a clinically interpretable measure for the amount

of evidence against a null hypothesis.

Researchers commonly use the fragility index in part to understand the possible

influence of patients who are lost to follow up [Walsh et al., 2014, Evaniew et al.,

2015, Ridgeon et al., 2016, Khan et al., 2017, Docherty et al., 2017, Carter et al.,

2017b, Matics et al., 2017, Mazzinari et al., 2018, Shen et al., 2018, Del Paggio and

Tannock, 2019b, Tignanelli and Napolitano, 2019, Gaudino et al., 2019, Khan et al.,

2020, Huang et al., 2021]. The approach taken is to compare the fragility index to

the number of patients lost to follow up: when the fragility index is smaller than

the number of patients lost to follow up, there is a suggestion that there is cause

for concern that the patients lost to follow up could reverse statistical significance

had their outcomes been available.

Both measures are patient counts, so this procedure initially seems sensible.

However, the measures are fundamentally incompatible [Potter, 2020]. The fragility
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index calculation modifies patient outcomes from event to nonevent or vice versa

and hence does not change the number of patients in either group or in the whole

trial. This does not correspond to adding patients who are lost to follow up back

into the trial and exploring their possible outcomes, increasing the number of

analyzed patients. Separately, this fragility index procedure is problematic because

it only considers an aggregate number of the patients lost to follow up and does

not separate them into either group.

In this manuscript, we apply the fragility index concept to appropriately under-

stand the impact of patients who are lost to follow up. We assume that the trial

follow up happens in a way conducive for our analysis. Specifically, we assume that

a dichotomous follow up measurement is made at a particular time and that the

patient is not measured before that follow up time. In Section 5.2, we introduce a

family of measures, called the LTFU-aware fragility indices, which allow researchers

to permit only sufficiently likely outcome modifications. Then in Section 5.3, we

review three examples of the LTFU-aware fragility indices applied to clinical trials.

In Section 5.4, we discuss the role of the LTFU-aware fragility indices in clinical

practice. In Section 5.5, we conclude the paper.

5.2 Statistical methods

The fragility index due to Walsh et al. [Walsh et al., 2014] is comprised of two

main features: (1) it only considers patients for which the outcomes are known,

regardless of whether they are events or nonevents, and (2) it modifies patient

outcomes in such a way that statistical significance reverses. We will introduce a

method tailored for understanding the effect of patients lost to follow up by relaxing
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the component (1) while maintaining component (2). In our view, component (2)

is the core of the fragility index concept since it allows researchers to consider

alternative clinical trial outcomes from the same patients. For convenience, we

will describe the patients with observed outcomes as the observed patients and the

patients who are lost to follow up as the lost patients.

Our proposed method, the LTFU-aware fragility index, finds the number of lost

patients who would need to have had outcomes different than expected based on

the observed patients to reverse statistical significance. The name of our proposed

method uses the acronym LTFU for “lost to follow up”. Calculating a LTFU-aware

fragility index has two high-level steps:

1. Impute an outcome for the lost patients. Form an augmented contingency

table which includes both the observed patients with real outcomes and the

lost patients with imputed outcomes.

2. Find outcome modifications which reverse statistical significance of the aug-

mented contingency table.

Each Step will rely on a Bayesian motivated but frequentist grounded statistical

methodology. Since the outcomes of the lost patients are unknown, they can sensibly

be treated as random variables. The Bayesian approach we use is intuitively designed

so that the best estimate of the incidence among lost patients is closely related to

the incidence among observed patients.

The fragility index due to Walsh et al. [Walsh et al., 2014] does not take into

account the likelihood of the outcome modifications which underlie it. Walter et

al. [Walter et al., 2020] clearly pointed this out and suggested that this was a

serious shortcoming of the fragility index. Baer et al. [Baer et al., 2021b] partially
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Table 5.1: The notation needed to set up the statistical model. The same notation
holds for lost patients with an “`” replacing the “o” in the subscript.

Observed Observed Observed
patient cnt event cnt incidence

Control nCo XC
o pCo

Treatment nTo XT
o pTo

Either no Xo po

addressed this by only permitting the fragility index calculation to make sufficiently

likely outcome modifications, where the threshold for what is sufficiently likely is

controlled by a user-supplied probability term q ∈ [0, 1]. In this manuscript, we will

carry out Step 2 above with a similar spirit but take into account the likelihood of

outcomes more holistically.

5.2.1 The statistical model

We now introduce some necessary notation and the statistical model. For conve-

nience, we will describe the two arms of the clinical trial as being the control and

treatment arms. The notation is defined in Table 5.1. In the notation, the subscript

denotes whether the term is for observed patients or lost patients and the superscript

(when present) denotes whether the term is for the control or treatment arm. For

notational simplicity, we will describe the model without referring specifically to

the control or treatment arm as shown in the third row of Table 5.1. However, the

same model applies to both arms.
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Figure 5.1: A visualization of the prior in Equation (5.4) when po = 0.131 for
various choices of s.

The statistical model we assume is that

Xo | po ∼ Binomial (no, po) (5.1)

X` | p` ∼ Binomial (n`, p`) (5.2)

po ∼ Beta(1/2, 1/2) (5.3)

p` | po ∼ Beta(spo + 1, s− spo + 1) (5.4)

for some user-supplied hyperparameter s > 0. We also specify that each distribution

is independent, within and between each arm.

The model reasonably assumes that the event counts among both the observed

patients and the lost patients follow a Binomial distribution. The model also

includes the well-known non-informative Jeffreys prior for the observed incidence

po [Gelman et al., 2013]. Alternative reasonable choices for the observed patient

incidence prior distribution include the improper Haldane (i.e. Beta(0, 0)) and

uniform (i.e. Beta(1, 1)) distributions [Gelman et al., 2013].

The model also has the incidence p` among the lost patients dispersed relative
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to the incidence po among the observed patients. This allows for the incidences to

differ between the observed patients and the lost patients. The conditional prior

distribution p` | po is designed so that its mode is simply po [Johnson et al., 1995],

indicating that our belief about the incidence p` among lost patients is centered

at po. The dispersion is controlled by the hyperparameter s. A visualization of

the shape determined by various choices of s is in Figure 5.1. When s→∞, the

probability mass of p` | po is concentrated at po, that is p` = po. This encapsulates a

missing at random assumption for the lost patients [Little and Rubin, 2019]. When

s is small, the prior distribution p` | po has high variance. This can be used to

reflect uncertainty about the extent to which patients are not missing at random,

since in reality lost patients may be missing as they are unusual relative to the

observed patients.

There are several factors which could influence the extent to which lost patients

are not missing at random. We believe primary factors to include the degree of

sickness, the acuteness of illness, whether the trial is local or international, and the

country where the trial is based. By default, we will choose s so that a 75% equal

tail probability interval has right end point which is 1.3 times higher than po. We

believe this is a neutral amount of additional uncertainty. In Figure 5.1, the value

of s was chosen for each density so that this multiplier was either 1.1, 1.3, 1.5 or 2

times. The green curve corresponding to s = 136.2 is determined by the multiplier

1.3 which we use by default. We encourage researchers to tune this parameter if

problem specific information is available.

The statistical model has four unknown parameters: the incidences in the

control group and treatment groups for both the observed patients and the lost

patients. For most clinical trials and for this manuscript, the null hypothesis for
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the statistical test is

H0 :
pCo n

C
o + pC` n

C
`

nCo + nC`
=
pTo n

T
o + pT` n

T
`

nTo + nT`
,

i.e. that the overall incidences are identical in both arms. Note, our proposed

methodology naturally extends to other hypotheses as well.

5.2.2 Step 1: Imputation

Equipped with the statistical model, we can now find a method to impute outcomes

for the lost patients. To start, we establish the distribution of the outcome of the

lost patients given that we know the outcomes of the observed patients. That is, we

find X` | Xo for both the control and treatment arm. This conditional distribution

reflects two stages of uncertainty. First, there’s uncertainty due to not knowing

the true incidence among the observed patients. Conditioning on Xo allows us

to directly estimate the true observed incidence po, yet estimates are not perfect.

Second, due to equation (5.4) in the statistical model, there’s uncertainty due to

not knowing the true incidence p` among the lost patients, even if we knew the

true incidence po among the observed patients.

The conditional distribution X` | Xo is not in closed-form in general. Therefore

we use a sampling algorithm for computation. Specifically, we follow a three part

sampling scheme: sample from po | Xo, sample from p` | po, and then sample from

X` | p`. Note, the all parts in closed form including for po | Xo since the Beta and

Binomial distributions are conjugate. We then discard the po and p` samples, thus

marginalizing over them.

Note, the conditional distribution is in closed-form in the special case that

the only source of uncertainty is the first. The second source of uncertainty can
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be removed by taking the user-supplied hyperparameter s to be arbitrarily large

so that s → ∞. In this case, the incidences are equal among both the observed

patients and the lost patients, i.e. po = p`. Then, the only source of uncertainty

is due to not exactly knowing the common incidence, and so we can view X` | Xo

as a posterior predictive distribution [Gelman et al., 2013]. In this case, it can

be derived that X` | Xo ∼ Beta-binomial (n`;Xo + 0.5, no −Xo + 0.5) . The Beta-

binomial distribution is overdispersed relative to the Binomial distribution in

Equation 5.2 and so reasonably models the additional uncertainty.

Next, to impute the event count among the lost patients, we determine an

estimate by summarizing the conditional distribution X` | Xo. Common summaries

of the center of a distribution are the mean, median, and mode. For this model

in the case that s→∞ so that the conditional distribution has a Beta-Binomial

distribution, the expected value of the conditional distribution is n` Xo+0.5
no+1

. This

is approximately the number of lost patients times the observed incidence and so

is a very natural guess if one were trying to form an estimate based on intuition.

However, the expected value is not necessarily an integer count, so we cannot use

it to impute the event count of the lost patients. Instead, we use the mode of

the conditional distribution. We use the mode instead of the median for reasons

explained in Section 5.2.3.

By performing this imputation, an augmented contingency table is created

which has an observation for both the observed patients and the lost patients. The

observed patients have unchanged outcomes but the lost patients have imputed

outcomes.
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5.2.3 Step 2: Outcome modifications

With the augmented contingency table from Step 1 completed, we now find counts of

patient outcome modifications which will reverse statistical significance to complete

Step 2. Recall that outcome modifications are at the core of the fragility index

concept.

We will consider a subset of outcome modifications when minimizing the number

of outcome modifications to reverse statistical significance. The subset is determined

by the outcome modifications which have high enough probability or are sufficiently

likely. The LTFU-aware fragility index depends on a user-supplied number q,

which is the probability threshold which controls the likelihood of the permitted

outcome modifications [Baer et al., 2021b] in Step 2. When q is small, any

outcome modification is permitted and the LTFU-aware fragility index is the

absolute minimum number of outcome modifications which reverses statistical

significance. As q grows, the rarest outcome modifications will no longer be

permitted and so reversed statistical significance must be achieved by more likely

outcome modifications and hence the LTFU-aware fragility index will be larger.

Let CI q be the (1− q)% posterior highest density region (HDR) for the event

counts among the lost patients in both the control and treatment groups (XC
` , X

T
` ).

The HDR CI q is analogous to a frequentist confidence interval and shares many

of the same theoretical properties [Gelman et al., 2013]. Because we imputed

the outcomes of the lost patients by using the posterior mode, we know that the

imputation is in all (nonempty) highest density regions. A crucial perspective

that we will leverage below is that the HDR CI q is a collection of the outcomes

of the lost patients for which outcome modifications to them are sufficiently likely

according to the probability threshold q.
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To find the LTFU-aware fragility index for the probability threshold q, our

algorithm has the following four steps.

(a) Restrict to only considering patient outcomes in the highest density region

CI q, i.e. which are sufficiently likely.

(b) Restrict to only considering patient outcomes which are associated with

reversed statistical significance.

(c) Find the outcome which requires the fewest outcome modifications to reach

from the imputation, i.e. the posterior mode.

(d) Return the corresponding count of outcome modifications.

In the case that reversing statistical significance is impossible so that Step (b)

removes all outcomes, we say that the LTFU-aware fragility index is undefined or

infinite [Baer et al., 2021b].

The LTFU-aware fragility index is a natural extension of the fragility index

due to Walsh et al. [Walsh et al., 2014] when it is calculated exactly [Lin, 2020,

Baer et al., 2021b]. The underlying concept is the same, since both are finding the

fewest outcome modifications which reverse statistical significance. However, the

LTFU-aware fragility index additionally takes into account the likelihood of the

outcome modifications.

5.2.4 The role of the probability threshold q in Step 2

The probability threshold q can be chosen to be any number between 0 and 1, and

each determines a possibly different LTFU-aware fragility index. We can interpret
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the probability threshold q as controlling which outcome modifications we consider

to be sufficiently likely. Formally the threshold q determines the size of the highest

density region containing each considered outcome modifications.

When q = 0, all outcome modifications are sufficiently likely and are hence

permitted. However, as q grows, the bar for which outcomes modifications are

sufficiently likely grows and hence fewer outcome modifications are permitted. The

threshold q can be chosen to be so high that none of the sufficiently likely outcome

modifications reverse statistical significance and hence the LTFU-aware fragility

index is undefined.

There are two values of q that give particularly interesting LTFU-aware fragility

indices. These values are the extremes at the low end and the high end of the

probability thresholds q which give defined LTFU-aware fragility indices. They are:

• q = 0q = 0q = 0: Find the absolute smallest number of outcome modifications which

reverses statistical significance, or

• highest qqq: Find the number of outcome modifications for the most likely

outcome modification associated with reversed statistical significance.

The first approach is agnostic in Step 2 towards the statistical model and

corresponds more directly to the fragility index due to Walsh et al. [Walsh et al.,

2014, Lin, 2020]. However, the first approach with q = 0 could be driven by

exceedingly rare outcome modifications which may not realistically occur in practice.

This limitation for the fragility index is addressed by considering q > 0 and only

permitting sufficiently likely outcome modifications [Baer et al., 2021b].

The second approach resolves the shortcoming with the LTFU-aware fragility

index when q = 0 in the extreme by relying on the modeled distribution of X` | Xo
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to establish the likelihood of each outcome modification. When the first approach

returns an unrealistic outcome modification, the second approach will find a possibly

larger number of outcome modifications which still reverses statistical significance

but is more likely than any other outcome modification which reverses statistical

significance.

The statistical model we defined does more than just allow for the imputation

of the outcomes of the lost patients and determine regions of sufficiently likely

outcomes around that imputation. Additionally, the statistical model can produce

the posterior probability that the lost patients would have outcomes that reverse

statistical significance. We will also report this probability which does not take

into account the number of outcome modifications.

5.3 Examples

In this section, we provide examples of the LTFU-aware fragility indices on real and

simulated clinical trials. We chose each clinical trial example in order to illustrate

a spectrum of fragility. The examples are arranged so that the statistical results

are increasingly fragile due to the lost patients.

The statistical test we use for detecting a treatment effect with dichotomous

data is Fisher’s exact test with significance threshold 0.05, although any test and

any threshold would suffice. In each example, we determine whether a treatment

effect exists with a two-sided alternative hypothesis.
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Table 5.2: The experimental data from the GOPCABE trial in [Diegeler et al.,
2013].

Event Not LTFU
Off-pump 154 1025 12
On-pump 167 1024 21
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Figure 5.2: Information for each possible outcome for the lost patients in Table 5.2.
The posterior probability is shown via the border coloring, and the statistical
significance of the augmented data is shown with the tile color.

5.3.1 GOPCABE: A non-fragile result

The German Off-Pump Coronary Artery Bypass Grafting in Elderly Patients

(GOPCABE) trial [Diegeler et al., 2013] was a randomized, controlled, multicenter

trial conducted to investigate the benefits of coronary-artery bypass grafting (CABG)

without cardiopulmonary bypass in the elderly. The study included patients who

were at least 75 years of age undergoing first-time CABG. Eligible patients were

randomly assigned to off-pump CABG or on-pump CABG. The primary end point

was a composite of death or a major adverse event within 30 days and within

12 months after surgery. After some exclusions, 1191 patients in the off-pump

group and 1212 patients in the on-pump group underwent CABG. After surgery,

2 patients withdrew consent and 7 patients were lost to follow up at 30 days. At
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12 months, an additional 23 patients were lost to follow up and 1 patient had

withdrawn consent. A total of 1179 patients assigned to off-pump CABG and 1191

patients assigned to on-pump CABG were available for analysis of the 12-month

end point.

The GOPCABE trial was analyzed using a time-to-event analysis, which is

the best practice when such data is available. The GOPCABE trial found an

insignificant difference between the off-pump and on-pump CABG using a time-to-

event analysis. However, for the purposes of our example, we will coerce their data

to be dichotomous so that the LTFU-aware fragility index can be applied. After

making the trial outcomes dichotomous (either composite event or not), Fisher’s

exact test for the trial outcomes shown in Table 5.2 agrees with this finding and

returns a p value of 0.509.

We found that there’s no combination of outcomes that the lost patients could

have had which reversed statistical significance, as shown in Figure 5.2. The color

of each tile indicates that the Fisher’s exact on the augmented contingency table is

never significant. Therefore, the LTFU-aware fragility index can be considered to

be undefined or infinite [Baer et al., 2021b]. Further, the posterior probability of

the lost patients reversing statistical significance is 0. The GOPCABE trial result

is not fragile once the lost patients are taken into account.

5.3.2 EXCEL: Moderately fragile results

The Evaluation of XIENCE versus Coronary Artery Bypass Surgery for Effectiveness

of Left Main Revascularization (EXCEL) trial was an international, open-label,

multicenter, randomized trial that compared PCI everolimus-eluting stents with
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CABG in patients with left main coronary artery disease [Stone et al., 2019].

Patients were eligible to participate in the EXCEL trial if they had various predefined

stenosis of the left main coronary. The primary outcome was the composite of

death from any cause, stroke, or myocardial infarction.

Stone et al. (2019) showed that the risk of death, stroke, or MI was 22.0% in

the PCI arm and 19.2% in the CABG-treated patients, a difference that was not

statistically significant (p = 0.13). Correspondence to Stone et al. (2019) noted

that the composite outcome may have downplayed the increased risk of all-cause

mortality with PCI and that for MI where there was a higher risk of periprocedural

MIs in the CABG arm. Using data in Figure S1 of the Supplementary Appendix

in [Stone et al., 2019] it can be shown that there was a significant difference in the

LTFU rates in the two arms (p = 0.01). Consequently, sensitivity analyses were

performed that accounted for missing follow up data. With these comments as

background, the EXCEL trial seems to be a good candidate for sensitively analysis

using the LTFU-aware fragility index.

The EXCEL trial was primarily analyzed using a time-to-event analysis based

on the restricted mean survival time [Royston and Parmar, 2013], which found

an insignificant difference between the two arms using a time-to-event analysis.

However, the EXCEL trial investigators also considered a dichotomous analysis

based only on the assigned arm of the study, and we will focus on that approach

since it allows the LTFU-aware fragility indices to be applied.

In the initial dichotomous analysis in Stone et al. (2019), all lost patients were

assumed to not have an event. This is a problematic assumption because it is of

course not likely true but also because of the discrepancy between the LTFU counts

in the arms of the trial. Such an assumption makes the CABG incidence seem
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artificially lower due to the higher patient loss to follow up rate in the CABG arm.

The EXCEL investigators addressed these problems through a sensitivity analysis

involving imputation of the outcomes of the lost patients. This is an interesting

approach which is in line with our own, so we now expand on their sensitivity

analysis.

In Figure 5.3, we visualize the statistical significance associated with each

possible outcome of the lost patients. For example, there’s 65 tiles on the horizontal

axis which correspond to each possible event count, 0 events through 64 events. The

color of each tile indicates whether Fisher’s exact on the augmented contingency

table is significant or not. At the bottom right of the plot, there are lost patient

outcomes for which PCI has statistically significantly higher composite risk than

CABG. At the top left of the plot, there are lost patient outcomes which establish

statistical significant in the opposite direction. Already, the EXCEL trial result

seems moderately fragile since both possible significance conclusions could be

realized if the outcomes of the lost patients became available.

Figure 5.3 also visualizes a posterior distribution for the likelihood of each

possible outcome. The purple shading shows where the concentration the most

likely outcomes are located. The most likely outcome, which we impute, is 14

events (i.e. 21.9% incidence) and 19 events (i.e. 20% incidence) in the PCI and

CABG arms, respectively. The augmented data with these imputed outcomes is

statistically insignificant. We now consider nearby alternative outcomes which

produce statistical significance. When q = 0 so that any outcome is considered

sufficiently likely, a modification of only 12 lost patient outcomes would produce

statistical significance and establish that CABG has lower composite risk than PCI.

The smallest credible region which contains an outcome which reverses statistical
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Table 5.3: The experimental data from the EXCEL trial in [Stone et al., 2019].

Event Not LTFU
PCI 203 681 64
CABG 176 686 95
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Figure 5.3: Information for each possible outcome for the lost patients in Table 5.3.
The posterior probability is shown via the border coloring, and the statistical
significance of the augmented data is shown with the tile color.

significance has q = 0.251. When we consider only those outcomes as sufficiently

likely, a modification of 13 patient outcomes is needed to similarly reverse statistical

significance. Overall, there was a 5.5% posterior probability of reversing statistical

significance.

We’ve calculated the LTFU-aware fragility indices for various choices of the

sufficiently likely threshold q. We found that around a dozen outcome modifications

from the imputed most likely outcomes of the lost patients were needed to reverse

statistical significance. Given the size of the EXCEL trial and the uncertainty

associated with the outcomes of the lost patients, we feel that this is a notably low

number. Researchers should use the LTFU-aware fragility indices reported here to

contextualize the EXCEL trial’s statistical conclusions.
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5.3.3 CABG Arterial Pressure: A very fragile result

We now explore the fragility of a clinical trial studied by Peterson et al. and Gold

et al. [Peterson et al., 2012, Gold et al., 1995]. The Gold et al. clinical trial was

conducted from 1991–1994 among coronary artery bypass graft surgery patients

and investigated the effect of High mean arterial pressure (MAP) (intervention)

versus Low MAP (control) during cardiopulmonary bypass. The event of interest

was a composite of 5 complications: cardiac morbidity/mortality, neurologic mor-

bidity/mortality, all-cause mortality, neurocognitive dysfunction, and functional

decline. Peterson et al. [Peterson et al., 2012] employed a routine follow up strategy

to gather 6 month follow up information.

Additionally, as we will elaborate on later in this subsection, they also conducted

an extensive home follow up strategy to make non-lost many of the patients who

would otherwise be lost to routine follow up [Peterson et al., 2012]. Note, there

were 11 patients who were altogether lost, but for illustration purposes we do not

consider these patients.

The outcomes of the clinical trial are shown in Table 5.4. the trial had many

patients lost to routine follow up: The Low MAP and the High MAP arms had

18.5% and 26.6% of enrolled lost patients, respectively. The Low MAP and High

MAP incidence are 31.7% and 19.8%, respectively. The difference between expected

incidences in both groups is insignificant with a p value of 0.071.

We will now calculate the LTFU-aware fragility index. By including the lost

patients in the analysis, we are including 23 events or nonevents in the Low MAP

group and similarly 33 events or nonevents in the High MAP group. In Figure 5.4,

all possibilities for the combinations of event counts in both groups are shown. As
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Table 5.4: The experimental data from the clinical trial in [Peterson et al., 2012].

Event Not LTFU
Low MAP 32 69 23
High MAP 18 73 33
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Figure 5.4: Information for each possible outcome for the lost patients in Table 5.4.
The posterior probability is shown via the border coloring, and the statistical
significance of the augmented data is shown with the tile color.

before, the color of each tile indicates whether Fisher’s exact on the augmented

contingency table is significant or not.

The most likely outcome for the lost patients is 7 and 6 events in the Low MAP

and High MAP groups, respectively. This tile has a black outline in Figure 5.4.

Therefore, in Step 1 of our algorithm, we impute these outcomes for the lost patients

to form the augmented contingency table.

Amazingly, the augmented data has a statistically significant treatment effect

with a p value of 0.041. Therefore, the LTFU-aware FI is 0 for any choice of

the probability threshold q that permits any outcomes. The study conclusion of

insignificance is so fragile that lost patients having their expected outcomes reverses

statistical significance.
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The fragility of the study conclusion is further emphasized by three other points.

First, in Figure 5.4, there are orange tiles at the top-left, indicating that the lost

patients could have outcomes which reverse statistical significance but with the

opposite medical conclusion, i.e. that a Low MAP strategy has a lower incidence.

Indicated by the white tile borders, the statistical model determined that such an

outcome has very low probability. Second, the model-based posterior probability of

the patients lost to followup having outcomes which reverse statistical significance

is 52.1%, so that it is more likely than not.

Third, Peterson et al. conducted an extensive home follow up strategy to

determine the outcomes of the patients who were lost to routine follow up [Peterson

et al., 2012]. They found that 2 patients in the Low MAP group and 2 patients

in the High MAP group additionally had an event. This results in the statistical

test for a treatment effect to have a p value 0.045 which is statistically significant.

Despite being statistically significant as the model predicts, the actual event counts

of the lost patients were lower than the imputed values 6 and 7. Indeed, having

2 events in both groups is considered so unusual by our model that the posterior

credible interval needs to have at least 95.5% confidence to include the observation.

The incidence among the lost patients challenges the standard intuition that adverse

incidences are higher among lost patients. However, note that there were still 11

patients altogether lost to follow up which could for instance have all had an event;

if they did, the incidences would indeed be higher among the lost patients.

This clinical trial example is not contrived. Whenever the difference in observed

incidences is nonzero, having a large enough sample size with similar observed

incidences will result in a statistically significant test. This is simply because the

evidence that the expected incidences are different will grow as the number of
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patients with the same observed incidences grow.

Note, this value of 0 for the LTFU-aware fragility index has a different meaning

than the 0 value convention which is sometimes used for the fragility index due to

Walsh et al. [Walsh et al., 2014]. In the case of the fragility index due to Walsh et

al, a 0 value classically means that Fisher’s exact test is insignificant even though

the test which was originally used on the data was significant. The reason why

this ad-hoc convention is needed is because the fragility index should ideally be

based on the same statistical test which was originally conducted. However, the

LTFU-aware fragility index being 0 simply means that the lost patients having the

values expected based on the observed patients reverses statistical significance.

5.4 Discussion

In this section, we discuss some salient aspects of the methodology. In Section 5.4.1,

we discuss the relationship between the LTFU-aware fragility indices and existing

work concerning lost patients. In Section 5.4.2, we discuss the relationship between

the incidences among the observed and lost patients and its consequences for

interpretation of the LTFU-aware fragility indices. In Section 5.4.3, we review the

concept of only permitting sufficiently likely outcome modifications in more detail.

In Section 5.4.4, we discuss methodological aspects of the LTFU-aware fragility

indices including planned future work.
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5.4.1 Literature review

The LTFU-aware fragility index is not the first approach to evaluating and under-

standing the impact of lost patients on a clinical trial’s statistical conclusions. In

our view, earlier approaches in the literature have been much more coarse due to

the lack of the fragility index concept. Akl et al. (2012) [Akl et al., 2012] considered

the most extreme possible outcomes for the lost patients and determined whether

they would reverse the significance of a statistical test. This procedure is sometimes

called a tipping point analysis. The tipping point analysis can roughly be viewed as

determining whether LTFU-aware fragility index exceeds a certain threshold rather

than finding the precise LTFU-aware fragility index.

There have also been other statistical methods developed to account for the

lost patients. An epidemiological approach which closely parallels our imputation

strategy involves inverse probability weighting [Howe et al., 2016]. In our setting

which has no additional covariates, this method would up-weight the observed

patients to (roughly) impute outcomes for the lost patients such that the lost

incidence p` equals the observed incidence po.

5.4.2 The relationship between po and p`

The statistical model we considered is not the only reasonable model. We specified

that the observed incidence and the lost to follow up incidence were unknown before

the study but also closely related. If researchers know that the lost to follow up

incidence p` is higher than the observed incidence po by a specified amount, then

incorporating that into the model is crucial. In practice, this isn’t usually known

though, so treating the lost to follow up incidence as centered on the observed
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incidence helps the interpretability of the LTFU-aware fragility index by providing

a neutral assumption from which to measure deviations. We encourage researchers

to tune the prior distribution of p` | po for each arm when they have strong beliefs

about their relationship.

If only a small number of lost patients need to have their outcomes different

than expected to reverse statistical significance, there is evidence that the statistical

result is fragile. There are several possible reasons for why the patient count in

the LTFU-aware fragility index could be small. First and foremost, the modelling

assumptions could hold so that the incidence p` of the lost patients is centered at

the incidence po of the observed patients. This means for instance that lost patients

would have sought medical attention in the trial if something was wrong. In this

case, the reason could be because there exists outcomes that reverse statistical

significance and which are sufficiently likely to have occurred in practice had the

lost patients not been lost. Second, the modelling assumptions concerning the

relationship between p` and po could actually not hold. In this case, a LTFU-aware

fragility index should be interpreted as additionally measuring the discrepancy

between the incidence among lost patients and among observed patients.

5.4.3 The sufficiently likely concept

The fragility index due to Walsh et. al [Walsh et al., 2014] has been critiqued for

being possibly driven by rare outcomes modifications [Walter et al., 2020]. Recent

work has addressed this by making the fragility index rely on only sufficiently

likely outcome modifications. Baer et al. [Baer et al., 2021b] operationalized the

sufficiently likely concept by introducing the incidence fragility indices which are

indexed by a probability q ∈ [0, 1] and are based on unlocking or not modifications
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from event to nonevent or vice-versa in either group. Therefore, for each direction

and each group, the incidence fragility index permits all outcome modifications or

none, based on q. This is an efficient approach which has intuitive appeal since it

reduces the choice of which incidence fragility index (i.e. which q) simply to which

groups and directions to have unlocked.

Despite benefits, the approach taken by the incidence fragility indices also has

a shortcoming. Unlocking a kind of outcome modifications could open a kind of

flood gate. It’s possible that a few such outcome modifications are intuitively

likely, but that too many outcome modifications are not. We addressed this in

the LTFU-aware fragility indices by using a different operationalization of the

sufficiently likely concept. Here, we only permitted outcome modifications which

were “close” to the imputed outcome, as judged by a credible (or confidence) region.

This approach simultaneously permits outcome modifications in all directions, but

doesn’t permit too many. Further, this approach is firmly statistically grounded

and natural.

At a high level, it may seem like fragility measures which only permit sufficiently

likely modifications detract from the initial motivation of the fragility index (to

focus on patient counts) since they introduce a probability parameter q which must

be interpreted. In reality, the probability parameter has always been lurking behind

the fragility index; it has just been at an extreme value which permits all outcome

modifications. By making the probability parameter explicit, fragility measures

become more honest and can be tuned to researchers preferences.

Frank et al. (2021) recently presented a method which also claims to resolve

issues with the fragility index relying on unlikely outcome modifications [Frank

et al., 2021]. We read their work with great interest and share their enthusiasm for
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statistics which are parameterized in terms of patient counts. However, we disagree

that their approach meaningfully resolves the issue that the fragility index could

be driven by rare outcome modifications.

In their Section 2, they argue that the fragility index should be corrected by

taking into an account some other probability. So far, this parallels our argument.

Then they argue that this should be done by essentially dividing the fragility index

by the probability. On its surface this seems unnatural. Further consideration

doesn’t resolve the conflict: a more direct and more interpretable approach is to

simply only allow sufficiently likely outcome modifications such as via the incidence

or LTFU-aware fragility indices. We also don’t feel that the interpretation of

their measures are intuitive. The fragility index is based on exploring alternative

outcomes of the same clinical trial, leaving unchanged a patients group status since

they were assigned. Instead, their measure is based on removing treatment group

patients with events and randomly letting them be in the control group, subject to

some rounding.

5.4.4 Methodological discussion and future work

In this work, we’ve assumed that the clinical trial under study has a particular

structure which is inherited by the data. First, we assumed that the outcome was

dichotomous, such as event or nonevent, and that the only available attribute of

the patient is the arm to which they were assigned, such as control or treatment.

Second, we made assumptions about the nature of the follow up. We assumed that

researchers attempted to observe each patient only once, all at roughly the same

time. That is, we assumed that there was no longitudinal measurements or other

time information. This made it so that for lost patients we only knew that they
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were lost.

These assumptions will not hold for all clinical trials in practice. Indeed, we

hope they do not: we actively encourage researchers to learn as much as possible

about lost patients. Therefore, many researchers will have to coerce their data to

this format to apply the LTFU-aware fragility indices, potentially throwing away

useful information. In future work we plan to expand the LTFU-aware fragility

index approach to other data structures.

The data structure described above is the same that the usual fragility index

due to Walsh et al. requires. Therefore the usual fragility index can be calculated

whenever the LTFU-aware fragility indices can be calculated. These two fragility

indices capture different concepts but in some cases can be closely related. When

the loss to follow up is low, the augmented contingency table underlying the

LTFU-aware fragility indices is very “close” to the fully observed contingency table,

suggesting a close relationship between the two fragility indices. In this case, the

LTFU-aware fragility indices are still capped to be no larger than the number of

lost patients unlike the usual fragility index. When many patients are lost to follow

up, the fragility indices can be considerably different.

In future work, we also plan to integrate the fragility index approaches among

the observed patients only (i.e. the fragility index due to Walsh et al. or the

incidence fragility indices [Baer et al., 2021b]) and among lost patients only (i.e. the

LTFU-aware fragility index). The LTFU-aware fragility index treats all observed

patient outcomes as fixed, but in reality they are random variables, as is relied on

to conduct statistical inference like finding p values.

To create such a fragility measure, we must consider the hypothetical event
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count X̃o of the observed patients in a hypothetical alternative clinical trial. We

define this random variable X̃o to have the same Binomial conditional distribution

as the actual event count Xo shown in Equation 5.2. We can visualize the pertinent

random variables through the following diagram depicting a Bayesian network.

Xo po p`

X̃o X`

This joint fragility measure would be based on the joint conditional distribution of

the random variable (
X̃o, X`

)
| Xo.

The random variable X̃o | Xo is Beta-Binomial distributed while X` | Xo is more

dispersed when p` | po is not degenerate. Because we’ve modelled the incidence

p` among lost patients to be noisy relative to the incidence po among observed

patients, this fragility measure would then prefer to make outcome modifications

to lost patients rather than observed patients, when all else is equal.

5.5 Conclusion

In this manuscript, we introduced a family of fragility indices that are tailored for

discerning the potential impact of the lost patients. The usual fragility index due to

Walsh et al. [Walsh et al., 2014] considers modifying outcomes which were observed

and does not touch the lost patients. Therefore, the fragility index due to Walsh

et al. considers alternative clinical trial outcomes by essentially assuming that no

patients are lost to follow up and hence the full clinical trial data is available.

Since the p value and the fragility index due to Walsh et al. are based on the

same information, the fragility index due to Walsh et al. is a measure of evidence
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against a null hypothesis in the same category as a p value [Carter et al., 2017b, Baer

et al., 2021c]. The fragility index due to Walsh et al. is not a sensitivity measure,

insofar as p values are not sensitivity measures. However, the LTFU-aware fragility

index is a sensitivity measure. It leaves unchanged the outcomes of the observed

patients and incorporates new information from the lost patients. Therefore, the

LTFU-aware fragility cannot be a “p value in sheep’s clothing” [Carter et al., 2017b].

The LTFU-aware fragility index provides a way for clinicians to understand the

potential impact of the lost patients.

The LTFU-aware fragility indices are efficiently implemented in an open source

R package FragilityTools [R Core Team, 2020, Baer et al., 2020]. Code to exactly

reproduce the figures and examples are also available in the package.
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CHAPTER 6

A GENERALIZED DEVELOPMENT OF THE FRAGILITY INDEX

6.1 Introduction

Null hypothesis significant testing has been the default route to establish the

validity of scientific claims for generations. Throughout this time, the p value has

largely been the tool of choice for measuring the evidence against a null hypothesis.

Despite their ubiquity, the standard practice involving p values suffers from several

shortcomings [Wasserstein and Lazar, 2016]. Two of the most salient shortcomings

are that p values are widely misunderstood and that the default threshold for

significance (p < 0.05) is not stringent enough [Benjamin and Berger, 2019].

Towards resolving these two shortcomings, Walsh et al. (2014) popularized and

extended the fragility index, a measure originally introduced by Feinstein (1990)

[Walsh et al., 2014, Feinstein, 1990]. Walsh et al. (2014) and Feinstein (1990) were

focused on analysing 2× 2 contingency tables which resulted from clinical trials.

The fragility index is formally defined in Definition 18.

Definition 18. Consider data represented by a 2× 2 contingency table where the

rows indicate intervention (treatment or control) groups and the columns indicate

outcome (event or nonevent) status. The fragility index is the minimum number of

patients whose outcomes must be modified to reverse statistical significance.

The definition relies on a concept of statistical significance. In nearly all

applications, this has been taken to correspond to the p value from Fisher’s

exact test being less than the default cutoff 0.05. The definition then considers

alternative contingency tables wherein each each patient can have a modified
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outcome. Although Walsh et al. (2014) defined the fragility index only for initially

significant statistical tests, the measure was quickly and modestly extended to

initially nonsignificant tests as well, via so-called reverse fragility indices [Johnson

et al., 2017, Khan et al., 2020].

The intention of the fragility index is to provide a measure of the fragility

of a statistical result. In their reintroduction and popularization of the fragility

index, Walsh et al. highlighted the LIMIT-2 trial [Woods et al., 1992] which had a

statistically significant treatment effect and contributed to creating an expensive

large-scale clinical trial with tens of thousands of participants. Walsh et al. found

that the fragility index was merely 1 in the LIMIT-2 trial despite the trial having

thousands of patients. That is, there exists a patient for which had their outcome

been different, the statistical test in LIMIT-2 would not have been significant. The

fragility index is a supplement to traditional measures of evidence like the p value

which is in terms of “patient units” instead of probability units. While it’s true

that the p value in the test for a treatment effect in LIMIT-2 was close to the

0.05 threshold, the fragility index is more interpretable to clinicians and a general

audience. The fragility index has been used to reanalyse the principal results in

fields across medicine [Holek et al., 2020]. Note, the intuitiveness of patient counts

is further evidenced by other work relying on patient counts to contribute to the p

value debate [Walker, 2021].

Considering the value of the fragility index can be viewed as a statistical

hypothesis test [Baer et al., 2021b]. To make this clear, we must first somewhat

update Definition 18: consider the fragility index to be the signed count of outcome

modifications. Positive fragility indices correspond to initially significant tests, and

negative statistical fragility indices correspond to initially insignificant statistical
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tests. In a sense, this turns reverse fragility indices into negative fragility indices.

Additionally, we treat a fragility index of 0 as corresponding to the boundary

of statistical significance, i.e. when the p value coincides with the significance

threshold. Definition 19 clarifies this update to the definition of the fragility index.

Definition 19. Throughout this article, we consider the fragility index correspond-

ing to a 2 × 2 contingency table as being a signed variant of Definition 18, as

described above.

With this improved measure, the fragility index can be neatly treated as a

test statistic [Lehmann and Romano, 2006]. Suppose that we determine statistical

significance through p values. The fragility index being positive is equivalent to

the p value being less than the significance threshold. Therefore the fragility index

provides an alternative test statistic for the same rejection rejection offered by a p

value [Baer et al., 2021c]. This relationship is visualized in Figure 6.1. However,

researchers commonly use the fragility index to go a step further. Indeed, the

standard use-case of the fragility index is to determine whether the fragility index

of a statistically significant test is not “too low”, for otherwise the trial’s statistical

conclusion would hinge on a small number of patients. This procedure amounts to

comparing the fragility index to a positive threshold rather than merely 0 and hence

produces a more stringent statistical test with a lower type I error rate [Benjamin

and Berger, 2019]. Having a more stringent statistical test is further motivated

by reversals of statistical conclusions being surprisingly common in the medical

literature [Herrera-Perez et al., 2019].

The concept underlying fragility index is largely the same as the p value. Both

consider hypothetical outcomes from the same clinical trial. In one case, p values rely

on alternative patient outcomes and their distributional impact on test statistics;
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Figure 6.1: An intuitive depiction of the relationship between fragility indices (on
the top) and p values (on the bottom) when the p value significance threshold is
0.05. The precise scale depends on many elements, including the sample size and
effect size.

in the other, the fragility indices directly explore alternative patient outcomes.

Ultimately the fragility index is determined by exploring alternative realizations

of the same clinical trial. We feel that this is the most fundamental aspect of the

fragility index: each modification underlying the fragility index could have been

observed in the clinical trial.

The fragility index concept is applicable beyond situations involving statistical

testing with two possible intervention arms and two possible outcomes. Indeed,

there have been frequent calls in the literature for the introduction of a fragility

index for statistical tests on clinical trials with non-dichotomous outcomes [Hameed

and Gaudino, 2020, Nguyen and Landais, 2017, Del Paggio and Tannock, 2019a,

Dettori and Norvell, 2020, Dervan and Watson, 2019, Lin, 2020]. However, in the

view of the authors, the fragility index is even applicable beyond clinical trials and

beyond statistical tests.

For example, we feel that the fragility index can be used to formalize a critique

of the electoral college in United States presidential elections [Dixon, 1950]. In the

2000 presidential race of Bush versus Gore, Bush won the election with a final tally

of 50,999,897 votes for Gore, 50,456,002 votes for Bush, and 92,875,537 eligible

voters who did not vote. More detailed data by state reveals that Gore would have

won the election had 538 nonvoters in Florida instead voted for Gore [of Florida,

2000]. Among only voters, Gore would have similarly won the election had 269
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Bush voters instead voted for Gore. Even though this example did not involve a

statistical test or a clinical trial, it clearly demonstrates fragility through a person

count and hence is a kind of fragility index. Note that the decision in practice of

who will be the US President can depend on more than just these votes, due to the

possibility of ballot recounting, judicial review, faithless electors, etc.

Walsh et al. (2014) [Walsh et al., 2014] made two fundamental contributions to

the fragility index. They proposed the definition of the fragility index and also an

algorithm to calculate the fragility index. In Section 6.2 of this work, we generalize

the definition of the fragility index to the generalized fragility indices which can be

used for any data type and any decision rule, such as statistical significance or the

victor of an electionIn Section 6.3, we introduce a greedy algorithm to efficiently

but approximately calculate the generalized fragility indices in nearly any case

which arises in practice. In Section 6.4, we provide many interesting examples of

generalized fragility indices in varied settings to demonstrate the generality and

strength of the considered approach. In Section 6.5, we discuss some salient features

of the approach and some planned future work. We will highlight a relationship

between the generalized fragility index and some modern machine learning methods.

In Section 6.6, we conclude the paper.

6.2 The generalized fragility index method

In this section, we introduce the generalized fragility indices as a statistical method.

The generalized fragility indices provide a natural generalization of the fragility

index in Definition 19 to any data type or statistical test [Walsh et al., 2014].

Indeed, the generalized fragility indices can even be applied beyond statistical tests
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to any decision rule such as election results or whether E-values exceed a threshold

[VanderWeele and Ding, 2017]. Throughout this section and the remainder of the

article, we largely frame our discussion in terms of clinical trials and statistical

tests for concreteness. However, we encourage readers to contextualize the material

more generally.

There have been various approaches to generalizing the fragility index in Defini-

tion 19 beyond the case of 2× 2 contingency tables and dichotomous outcomes. All

existing approaches that we are familiar with in the literature violate the fragility

index concept of considering alternative realizations of the same clinical trial. That

is, none of the approaches fix the sample size, fix any assigned variables such as

intervention arm (e.g. treatment or control), and then modify other measurements

such as outcomes. Instead, one category of approach modifies the intervention arm

of patients [Caldwell et al., 2021, Bomze et al., 2020], another adds patients into

the study [Johnson et al., 2019, Desnoyers et al., 2021, Bomze et al., 2020], and

another removes patients from the study [Johnson et al., 2017], each in such a way

that statistical significance reverses. These approaches are interesting in their own

right, but they must be interpreted differently than the fragility index.

In Sections 6.2.1 and 6.2.2, we give the definition of the of the generalized

fragility indices which are faithful to the fragility index concept after providing

some motivation. In Section 6.2.3, we provide a framework which offers particularly

interpretable examples of generalized fragility indices by only permitting sufficiently

likely modifications [Baer et al., 2021b]. In Section 6.2.4, we consider the likelihood

of all the modifications which drive a generalized fragility index [Baer et al., 2021a].

Throughout most of the section, we refer to measurement modifications instead of

specifically outcome modifications, for the sake of generality which will be exploited
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later.

6.2.1 Restricting measurement modifications

The most foundational element underlying the fragility index concept is modifica-

tions to observed measurements. For the 2× 2 data case considered in Definition 19

and Walsh et al. [Walsh et al., 2014], this can be accomplished trivially. Since

there are only two possible outcomes, either event or nonevent, each patient’s

outcome can be kept the same or modified to the other. However, Definition 19 is

not readily generalizable to outcomes which are non-dichotomous. For continuous

data supported on the entire real line, measurement modifications are not uniquely

determined. Indeed, any modification is possible, including by an arbitrarily large

amount.

As a case study, let us consider a naive generalization of Definitions 18 and

19 to continuous outcomes which preserves the second sentence that “the fragility

index is the minimum number of patients whose outcomes must be modified to

reverse statistical significance” while ignoring the context of a dichotomous outcome.

Therefore this tentative fragility index permits a patient’s outcome to be modified

to any value. For illustration we calculate this tentative fragility index for the

most simple statistical test associated with continuous data: a one-sample t test.

Naturally, the ideas which will be developed in this case study generalize to other

continuous measurements, such as time-to-event. Write that there are a total of n

samples with observations Y1, . . . , Yn. Suppose that the t test is initially significant

and we use use the significance threshold 0.05.

In the extreme, a patient’s outcome could be modified by sending the outcome
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to infinity. When we do this (without loss of generality) for the first patient, the t

test statistic becomes

lim
Y1→∞

Ȳ − 0√
S2/n

=
1/n√
1−1/n
n(n−1)

= 1, (6.1)

where Ȳ = 1
n

∑n
i=1 Yi is the sample mean and S2 =

(
∑n

i=1 Yi)
2
−(

∑n
i=1 Y

2
i )/n

n−1
is the

sample variance. A test statistic of 1 corresponds to a non-significant test at the

α = 0.05 level for any sample size n. For example, when the sample size n = 100,

the p value is approximately 0.32. Therefore this naive definition of the fragility

index of a statistically significant one-sample t test would always be 1.

We conclude that there is no information in the fragility index for this case.

The modifications permitted by a proper generalization of the fragility index must

be restricted in some way.

6.2.2 Definition of the generalized fragility indices

In this section, we define the generalized fragility index. The measure suitably

generalizes the fragility index in Definition 19 to any data type and statistical

test. Crucially, we will see that the generalized fragility indices are faithful to the

fragility index concept. The definition will be abstract, but copious examples will

be provided across this section and Section 6.4.

There are three elements which comprise the definition of the generalized

fragility indices. The first two elements are statistically foundational and necessary

for any statistical hypothesis testing problem. The third element formalizes the

modifications involved in the fragility index concept.
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• a data frame Z for which each row represents patients and each column

represents relevant measurements such as covariates and outcomes. Write

that there are n patients so that Z has n rows.

• a region R for which interest lies in whether the data frame Z is in R. The

region R is commonly taken to be a rejection region for a chosen statistical

test so that the null hypothesis is rejected whenever Z ∈ R. Throughout we

will refer to R as a rejection region to fix ideas.

• a function ρ which maps one row Zi, of the data frame Z to a set of modified

values. The function is the measurement modifier and returns permitted

modifications of each patient’s measurements. The function can be data

dependent in the sense of dependence on summaries of Z. We force by

convention that the original measurements are possible modifications, i.e.

Zi, ∈ ρ(Zi,).

The generalized fragility index will be uniquely determined by the data Z, rejection

region R, and measurement modifier ρ. We refer to (Z,R) as the statistical setup

since they are necessary for any statistical testing problem; on the other hand, the

measurement modifier ρ is designed for the generalized fragility index itself.

Note, throughout this section we focus on modifying measurements broadly and

not specifically on outcome measurements. The measurement modifier ρ incorpo-

rates two noteworthy properties. First, we can specify that some measurements

are not subject to modifications, i.e. (ρ(Zi,))j = Zi,j for all patients indexed by

i = 1, . . . , n. Following the fragility index concept, all measurements which were

assigned (and hence would be constant across all possible observed trial realizations)

should have this property. Second, we can specify that the modified observations

within ρ(Zi,j) are close to the original observation Zi,j in some way. This would
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resolve the degeneracy highlighted in Section 6.2.1 for the one-sample t test if

done appropriately. For example, one choice of ρ which immediately presents

itself is to allow outcomes to be modified by up to a constant translation so that

ρ(y) = [y − c, y + c] for some constant c.

We define the generalized fragility index for the measurement modifier ρ and

statistical setup (Z,R) as follows. Let Zmod be a variant of the data frame Z which

has the same dimensions but with some rows possibly modified. Recall that each

row represents a patient indexed by the notation i. Then we define the generalized

fragility index to be a signed count of patients with measurement modifications,

where the count of patients with measurement modifications is:

min |M | (6.2)

such that Z ∈ R ⊕ Zmod ∈ R

Zmod
i, ∈ ρ(Zi,) for all i = 1, . . . , n

Zmod
i, 6= Zi, for i ∈M.

The sign of the generalized fragility index is determined by whether Z ∈ R: the

generalized fragility index is positive if Z ∈ R and is negative otherwise. Further, in

the case that Z is simultaneously on the boundary of the region R and the boundary

of its complement RC , the generalized fragility index equals 0 by convention.

We now explain the notation used in the definition. The first constraint includes

the exclusive or, ⊕, which denotes that either the original data frame Z or the

modified data frame Zmod is in the rejection region R, but not both. This formalizes

that the modified data frame reverses inclusion in R, i.e. statistical significance.

The second constraint forces that the considered measurement modifications are

permitted according to the measurement modifier ρ. This is essentially the definition

of ρ. The set M contains the indices of the patients whose measurements are
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modified, due to the last constraint. Since the optimization problem is minimizing

the cardinality |M | of the set M , the generalized fragility indices find the fewest

possible permitted modifications to the measurements of patients which reverse

whether Z ∈ R.

Note that we could have rewritten the optimization problem in Equation 6.2

as a projection onto the space of modified data frames (i.e. Zmods) spanned by

the first two constraints. The objective of this optimization problem would be

‖Z − Zmod‖#, where ‖ · ‖# is the norm which counts the number of nonzero rows,

i.e. the number of patients with modified values for their measurements. Therefore

the generalized fragility indices are a distance from the observed data frame to

the possible data frames which reverse inclusion in R and have permitted values.

Further, the distance is readily interpretable since it is a count of patients.

The generalized fragility indices are indeed a generalization of the fragility

index due to Walsh et al. (2014) [Walsh et al., 2014]. Let the data frame Z

have two columns, with the first column representing the intervention arm (with

values control or treatment) and the second column representing the outcome

(either event or nonevent). Let the measurement modifier fix the first entry

(since the intervention arm is assigned) and permit any outcome so that ρ(Zi,) =

{[Zi,1, event], [Zi,1, nonevent]}. Choose the rejection region R to correspond to a

Fisher’s exact test. Then, the generalized fragility index is the fewest outcome

modifications which reverse statistical significance, i.e. the fragility index due to

Walsh et al. (2014). The optimization problem defining the fragility index due to

Walsh et al. can be more concisely represented by reducing the data frame to a

2× 2 contingency table, as in Baer et al. (2021) [Baer et al., 2021b]. Note, there

exists early examples of fragility measures calculated using regions R which are
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not rejection regions [Pickering and Than, 2016].

The reader should be mindful about how the generalized fragility index interacts

with the underlying region R, which say is a rejection region for a statistical test.

Common use cases of the fragility index due to Walsh et al. involve performing

some chosen statistical test (which could be anything) and then finding the fragility

index assuming that R is the rejection region for Fisher’s exact test and possible

that the data frame Z is some coarsening of the original data. The discrepancy

between the chosen test and Fisher’s exact test sometimes leads the chosen test

to be statistically significant while Fisher’s exact test is not. In this case, some

researchers have adopted the convention that the fragility index equals 0. We

emphatically do not take this route [Lin, 2020, Baer et al., 2021b]. We encourage

users of the generalized fragility index to specify the region R to be the rejection

region for their chosen test. Making this possible is one of the great strengths of

the generalized fragility indices. In this case, the generalized fragility indices can

be considered to measure the robustness of decision resulting from the chosen test.

6.2.3 Per-patient sufficiently likely measurement modifica-

tions

In this section, we propose a class of generalized fragility indices which we will use

throughout the remainder of this article. Specifically we propose a construction

technique for a measurement modifier ρ that permits only sufficiently likely modifi-

cations [Baer et al., 2021b]. Doing this requires information beyond the statistical

setup (Z,R) which is minimally needed to conduct a statistical hypothesis test.

The source of additional information is the distribution of the patient measurements
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which are subject to modification. In the remainder of the section, we develop this

approach for univariate numeric and categorical data types. In Section 6.4.3, we

explain how to apply the development here to bivariate time-to-event outcomes.

First, we consider how to operationalize the sufficiently likely construction

technique for numeric data types. We describe the construction for continuous

variables with probability density functions, but an analogous construction works

for discrete variables with probability mass functions. For example, the variable

which is used in a one-sample t test satisfies this criterion.

There are three intuitive principles which underlie the construction of the set of

permitted measurement modifications which is provided by ρ:

• the observed value should be in the set of permitted values,

• likelier values have priority to be in the set, and

• the set of permitted modifications is an interval.

The first principle is simply a restating of an assumption given in the previous

section in the definition of the measurement modifier ρ. The second principle

ensures that the set of measurement modifications contains values that plausibly

could have arisen. This is the principle which relies on knowing the probabilistic

distribution of the measurement. The third principle follows immediately from

preferring that the set is connected. This is a reasonable principle because it arises

from allowing the unobserved statistical error to smoothly vary. We can consider

each of these principles as being axiomatic.

From considering these three intuitive principles, a clear choice of the measure-

ment modifier ρ emerges. The modifier function ρ should return the highest density
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Figure 6.2: An illustration of four possible intervals which could be returned by
the sufficiently likely construction of the measurement modifier, for varying levels
of confidence. The left-most plots show a Normal distribution, and the right-most
plots show a Poisson distribution.

region which includes the observation. Since highest density regions are indexed

by a confidence level q ∈ [0, 1], this construction provides a family of measurement

modifiers ρ.

To determine the likelihood of the permitted values, we will use the most

informative distribution possible. In general for parametric statistical testing

problems, this will involve the estimated distribution which has the parameter

estimated using all of the available data under no constraint. When it is appealing

for the problem of interest, the distribution will be the conditional distribution

given other measurements. this scenario arises for instance when the measurement

to be modified is a response in a regression setting and there are covariates available.

An illustration of the intervals which could be returned by ρ is provided in the

left-most plots in Figure 6.2 for the case of a measurement which is the outcome

in a one-sample t test. Specifically, we consider the permitted modifications when
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the observation has the value −1.2, denoted by the vertical black line segment in

Figure 6.2. Since an assumption for the t test to have exact error rates is that

the outcome is normally distributed, we assume that the outcome satisfies this.

The data we assume in the figure has sample size n = 100, sample mean Ȳ ≈ 1,

and sample standard deviation S ≈ 1. We consider the possible values of ρ(−1.2)

following the sufficiently likely construction. The density of the normal distribution

with parameters X̄ and S2 is included in the figure.

We consider a family of measurement modifiers ρq for q ∈ [0, 1]. The interval

returned by the modifier ρq is the set of values which span the shaded region, where

each shaded region is chosen to have area equal to a user-supplied confidence level

q ∈ [0, 1]. The top-left interval ρ.145(−1.2) = [−1.2, 0] is derived with the confidence

level q = 0.145. It is the highest density region which includes the observation.

The top-right interval ρ.678(−1.2) = [−1.2, 1.5] is similar yet with q = 0.678. The

bottom-left interval ρ.972(−1.2) = [−1.2, 3.2] is derived with q = 0.972 and is the

largest interval which does not include any values lower than the observation −1.2.

The bottom-right interval ρ.993(−1.2) = [−1.7, 3.7] is derived with q = 0.993 and is

symmetric. These sets returned by the modifiers ρq illustrate a clear pattern: as

the confidence level q grows, the interval grows and covers higher density, more

central values until the interval starts to grow symmetrically. More extreme values

of the measurement are not permitted until the confidence level q is large. Note,

the same construction can be immediately applied to discrete numeric data such as

counts.

The right-most plots in Figure 6.2 similarly show the construction in the case of

a Poisson distribution with rate 9. The observation, indicated by a vertical black

bar, is 13. We again see that as the confidence level q grows, the interval grows
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and covers higher density, more central values until the interval starts to grow

symmetrically

Second, we consider how to operationalize the sufficiently likely construction

technique for categorical non-numeric data types. In this case, each of the three

intuitive principles above cannot hold. Indeed, the third principle fails due to

the notion of intervals not being well-defined. At the very least, the existence of

an interval in a space implies that the space is ordered—but this in general does

not hold for categorical data. For example, for the 2000 US presidential election

considered in Section 6.1, the three possible measurements were the outcomes of

an eligible voter (1) voting for George Bush, (2) voting for Al Gore, or (3) voting

for a third party candidate or not voting. There isn’t a meaningful sense in which

voting for Al Gore is between voting for George Bush and the third option.

Therefore we abandon the third principle while retaining the first two. This

naturally leads to measurement modifications which contain the observation and

some of the other possible values which are most likely. Let us now formally describe

this set when, say, the observation is x. Let Sp = {x} ∪ {x′ : P[x′] > p} be such a

set, where P is the (possibly estimated) probability of the measurement. Then, for

any probability q ∈ [0, 1], the sufficiently likely construction technique returns the

set Sp(q) where p(q) is the minimum p such that P[Sp] ≤ q.

When the measurement is a dichotomous outcome such as event or non-event

and the probability is conditional on a dichotomous intervention assignment variable,

Baer et al. (2021) used a similar construction to define a generalization of the

fragility index due to Walsh et al. (2014), the incidence fragility indices [Baer

et al., 2021b]. However, instead of using the set Sp(q) as the permitted outcome

modifications, Baer et al. (2021) directly used the set Sq. With these permitted
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outcome modifications to define the measurement modifier ρ, the incidence fragility

indices are examples of generalized fragility indices. Note, this choice of ρ is

arguably more interpretable since Sq does not rely on the evaluation p(q) defined

earlier, which can be a complicated extra step. We will use this parameterization

throughout the remainder of the article.

The notion of sufficiently likely modifications addresses a deficiency of the

original fragility index due to Walsh et al. (2014) that was raised by Walter et

al. (2020) [Walter et al., 2020]. Walter et al. considered an interesting artificial

example of a clinical trial wherein one intervention arm (say the control group)

had many nonevents but no events. In their example, a modified data frame could

achieve reversed statistical significance by modifying the outcome of exactly one

patient in the control group from nonevent to event. This makes the fragility index

equal 1 (since the trial was initially significant). However, Walter et al. noticed

that this reveals a serious problem with the fragility index due to Walsh et al.: it

can be driven by excessively rare modifications. In this case, the modified outcome

had the lowest possible empirical probability of occurring, zero, since there were no

events in the control group. By permitting only sufficiently likely modifications, as

we considered in this section, this failure of the fragility index due to Walsh et al.

is resolved.

We can readily observe a basic property of the generalized fragility indices with

measurement modifiers which follow the sufficiently likely construction. When q

grows larger, the measurement modifier ρq covers a larger region and hence more

modifications are permitted. Therefore, in view of the variational definition, the

generalized fragility indices shrink towards zero. That is, fewer modifications are

needed to reverse inclusion in R since more expansive modifications are permitted.
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We will observe this decreasing pattern throughout the examples in Section 6.4.

6.2.4 Overall likelihood of modified data

In this section, we introduce a comprehensive probabilistic measure to determine

the overall discrepancy between the original data and the modified data [Baer et al.,

2021a]. By contrast, in Section 6.2.3, we introduced a local probabilistic measure

to determine the discrepancy between an observation and a modified observation.

In terms of the data storage, this section will compare the modified data frame

Zmod to the original data frame Z, whereas the preceding section compared rows

of Zmod to rows of Z. Both approaches will rely on the probabilistic distribution of

the measurements.

After finding a generalized fragility index, it is natural to want to better

understand the modifications which underlie it. This is equivalent to understanding

the projection which is used to define a generalized fragility index. A particularly

interesting query would be how likely or unlikely the collective measurements

modifications are. There’s a tension between the confidence level of the per-patient

modifications (in Section 6.2.3) and this measure of likelihood, and they are not

necessarily positively associated. When the confidence level is small so that each

patient’s measurement can only receive a minor modification, the generalized

fragility index will tend to be large because many modifications will be needed

to reverse inclusion in the rejection region R. Of course, when the confidence

level is 0 so that ρ(y) = {y} only includes the observation itself, the generalized

fragility index is infinite. When the confidence level is large so that each patient’s

measurement can be considerably modified, the generalized fragility index will tend

to be smaller. At a high level, there is no clear manner to apriori determine whether
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many likely modifications are overall more likely than few unlikely modifications or

vice versa.

In order to evaluate this overall likelihood comparison, we simply use the

likelihood of the data [Lehmann and Romano, 2006]. Let ` be the likelihood of

the modified measurements in the n-row data frame. When each observation is

independent, this equals the product of the likelihood of each patient’s measurements.

In most practical applications, the likelihood ` is not known due to its functional

dependence on e.g. unknown parameters. Define ˆ̀ as an estimated likelihood

using the original data under no constraint. (When ` is known, let ˆ̀ simply be the

likelihood `.) Then, we define the overall likelihood of the modified data as

ˆ̀(Z)

ˆ̀(Zmod)
, (6.3)

which is the likelihood relative to the observed data. Note that the function ˆ̀ is

the same in the numerator and denominator and estimates the likelihood using the

original data. The value of the overall likelihood is high when the modifications are

collectively unlikely, similar to how wide confidence intervals correspond to high

confidence levels.

We now give an example of the overall likelihood of the modified data in

the case of a one-sample t test. Let X1, . . . , Xn be the data points so that the

data frame Z = [X1, . . . , Xn]T ∈ Rn×1. An assumption for the statistical test to

have exact error rates is that the data is independent and normally distributed

with common expected value and variance; we make this assumption now. Let

X1, . . . , Xn
i.i.d.∼ N (µ, σ2), and let X̄ and S2 be the sample mean and sample

variance, respectively. The likelihood is not known since it depends on the unknown

parameters µ and σ2. Instead, we estimate the likelihood by plugging in estimators

of the parameters to get ˆ̀(Z) =
∏n

i=1
1√

2πS2
exp

[
−1
2

(
Xi−X̄
S

)2
]
. When a modified
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data frame Zmod is found through the generalized fragility index procedure, the

overall likelihood of the modified data can be found by plugging Z and Zmod into

this estimated likelihood ˆ̀.

In a particular case involving a dichotomous outcome and dichotomous explana-

tory variable (as considered in Walsh et al. (2014)), Baer et al. (2021) developed an

alternative measure of the overall likelihood of the modifications [Baer et al., 2021a].

In more detail, they studied a variant of the fragility index which was tailored

for evaluating the potential impact of patients who were lost to follow up. They

developed a Bayesian approach to impute the outcomes of the patients who were

lost to follow up, then found the usual fragility index of the augmented data which

contains both the real observations and the imputed observations. The imputation

was the mode of the posterior distribution of the outcomes of the lost patients

conditional on the patients who were observed. Leveraging that the imputation was

the mode, they defined an overall likelihood measure as the coverage of the smallest

posterior highest density region which contained the modified data frame that

resulted from the fragility index procedure. This is intuitively appealing because

wide posterior regions correspond to unlikely modifications and narrow posterior

regions correspond to likely modifications. The definition of overall likelihood

considered in Baer et al. (2021) was especially convenient because it allowed for a

direct comparison to the per-patient confidence level, but it is not generalizable.

6.3 Calculating the generalized fragility indices

In this section, we present algorithms to calculate the generalized fragility indices.

In Section 6.3.1 we discuss algorithms to exactly calculate the generalized fragility
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indices. However, these are not always feasible in practice. In Section 6.3.2 we

discuss an especially interesting approximation algorithm. Each algorithm focuses

on finding the count of measurement modifications which comprise the generalized

fragility index. With this, a generalized fragility index can be found simply by

additionally determining the position of the original data Z with respect to the

rejection region R, as described in the paragraph following Equation 6.2.

6.3.1 An exact algorithm

The possibility of exactly calculating the generalized fragility indices is appealing.

Due to the generality of the elements included in the generalized fragility index

methodology, including the set R, we do not describe an algorithm which leverages

problem-specific structure. We instead present a naive combinatorial algorithm in

Algorithm 3.

Algorithm 3 Exactly finding the modification count for generalized fragility indices
1: procedure CountExact(Z,R, ρ)
2: GFIcount ← 0
3: SameSig← TRUE . The statistical significance of Z and Zmod coincide
4: while SameSig do . Loop over number of patients to consider
5: GFIcount ← GFIcount + 1
6: if GFIcount > n then . If reversing inclusion in R is not possible
7: GFIcount ←∞; Break . Break out of while loop
8: end if
9: for each combination of patients do . Consider each

(
n

GFIcount

)
combo of

patients
10: if any values returned by ρ reverse inclusion in R then
11: SameSig← FALSE . Terminate the algorithm
12: end if
13: end for
14: end while
15: return GFIcount . The count of measurement modifications is GFIcount

16: end procedure
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We now make a few observations about the algorithm. First, the algorithm

involves a complicated expression in line 10 which involves nearly all of the compu-

tational workload. In order to evaluate it, we must be able to calculate whether

many (possibly infinitely many and high dimensional) possible modifications to

the rows of the original data frame Z reverse inclusion in the rejection region R.

Second, notably, the algorithm is exact by construction. Whenever a combination

of patients with particular values returned by the modifier ρ are discovered which

reverse inclusion in the rejection region R, it must be that no smaller value of

GFIcount does the same, for otherwise the algorithm would have terminated earlier.

Third, the algorithm does not treat equivalently each constraint in the Equation 6.2.

This can be seen because the algorithm forces the last two constraints involving

the permitted values of the rows of the modified data frame Zmod to hold while

searching for modifications which reverse inclusion in R, the first constraint. Finally,

the algorithm is extremely slow in general due to it being a combinatorial algo-

rithm. Each time the value of GFIcount increments, the computational complexity

of searching for a permitted modifications which reverses inclusion in R accrues a

higher order polynomial term, as shown in the comment on line 9.

Despite the complexity of Algorithm 3 in general situations, a great simplification

is possible when there are many repeated observations in the data frame Z. This

is the case for the data type studied by Walsh et al. (2014) [Walsh et al., 2014].

There, the data frame Z has two columns: one column for the two-level factor for

intervention assignment (control or treatment) and one column for the two-level

factor for outcome (event or nonevent). The data frame has as many rows are there

are patients, but each row can have one of only four possible values: (treatment,

event), . . . , (control, nonevent). There is little sense in having Algorithm 3

repeatedly check whether it is possible to reverse inclusion in the rejection region R
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by repeatedly modifying the measurements of patients with identical measurements.

Considering only rows with unique measurements here in Algorithm 3 reduces the

complexity from polynomial to linear, which is must faster here. Xing (2020) and

Baer et al. (2021) propose this algorithm to calculate the fragility index defined by

Walsh et al. (2014) [Xing et al., 2020, Baer et al., 2021b].

When Walsh et al. (2014) introduced the modern version of the fragility

index, they also proposed an algorithm to calculate it [Walsh et al., 2014]. Note,

their algorithm is only defined when the statistical test is initially significant.

In order to make the algorithm as fast as possible, they (implicitly) made an

approximation where they only modified outcomes of patients who had been

assigned to one particular intervention group (either control or treatment). They

chose the intervention to be whichever had the fewest observed events. Then, in

that one group, they incrementally modified patient outcomes from nonevent to

event until the statistical test became insignificant. Baer et al. (2021) reviewed

several shortcomings of this algorithm [Baer et al., 2021b].

6.3.2 A greedy algorithm

In the previous section, we proposed an exact algorithm to calculate the generalized

fragility indices. Unfortunately, the algorithm can be hopelessly slow in general.

In this section, we propose a much faster yet approximate algorithm, inspired by

the fast yet approximate algorithm originally proposed by Walsh et al. (2014).

The algorithm will be a greedy approximation algorithm [Williamson and Shmoys,

2011].

The greedy algorithm is not universally applicable to calculate any generalized
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fragility index. The algorithm relies on a convenient representation of the region

R, which is typically a rejection region. We assume that there is some underlying

roughly continuous measure for which the region R is a sublevel set. That is, we

assume that there is a measure f so thatR = {Z : f(Z) ≤ c} for some thresholding

constant c. Note there is of course always some measure for which this is true,

through the choice f = 1Z 6∈R. Therefore the assumption of the measure being

roughly continuous is crucial. When R is indeed a rejection region, we can take

f to be the p value since R = {Z : p(Z) ≤ 0.05} when the significance threshold

is 0.05 or we can similarly take f to be a confidence interval limit. The proposed

greedy algorithm is stated in Algorithm 4. Note, to allow for more convenient

notation, we assume that the original data frame Z /∈ R.

Algorithm 4 works by iteratively looking through measurement modifications

for each patient. Within each iteration, the algorithm determines which patient

has the measurement modification which makes f as small as possible. To do this,

the best measurement modification for each patient is found. By best, we mean

specifically the modification which drives the function f as low as possible. This is

a sensible goal because recall that we are seeking a modified data frame Zmod for

which f(Zmod) is lower than the cutoff c. Note, this optimization to find the best

measurement modification may be time-consuming, depending on the structure of f

and ρ. With this information for each patient, the algorithm can readily determine

which patient has the measurement modification which makes f as small as possible.

The algorithm then commits to that modification and restarts the process, again

exploring the permitted measurement modification of the remaining patients. This

is repeated until inclusion of R reverses or there are no longer patients to receive

measurement modifications.
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Algorithm 4 Approximately finding the modification count for generalized fragility
indices
1: procedure CountGreedy(Z,R, ρ)
2: GFIcount ← 0
3: Zmod ← Z . Initialize the modified data frame
4: SameSig← TRUE . The statistical significance of Z and Zmod coincide
5: while SameSig do
6: GFIcount ← GFIcount + 1
7: if GFIcount > n then . If reversing inclusion in R is not possible
8: GFIcount ←∞; Break . Break out of while loop
9: end if
10: for each patient i not yet modified do . Consider each patient for

which Zmod
i, = Zi,

11: fi ← minZtent :Ztent
k, =Zmod

k, for k 6=i, Ztent
i, ∈ρ(Zmod

i, ) f(Ztent) . Find the best
modification for each patient

12: Ztent(i) ← arg minZtent :Ztent
k, =Zmod

k, for k 6=i, Ztent
i, ∈ρ(Zmod

i, ) f(Ztent) . Store
the modification

13: end for
14: I ← arg mini fi . Find which patient had the best modification
15: Zmod ← Ztent(I) . Commit to modifying this patient with their best

modification
16: if f(Zmod) ≤ c then
17: SameSig← FALSE . Terminate the algorithm
18: end if
19: end while
20: return GFIcount . The count of measurement modifications is GFIcount

21: end procedure

This approach to approximating a fragility index has appeared earlier in the

literature. Atal et al. (2019) and Xing et al. (2020) similarly relied on a greedy

algorithm to calculate an extension of the fragility index for meta analyses and

network meta analyses [Atal et al., 2019, Xing et al., 2020]. They were in a

data setting which was very close to that originally considered by Walsh et al.

(2014): they had a dichotomous outcome variable (such as event or nonevent) and

a dichotomous explanatory factor (such as control or treatment), together with an

additional explanatory factor representing the study. They also explored alternating

the algorithm to only consider measurement modifications for a restricted class of
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patients, such as those in a particular study, for computational acceleration at the

cost of further approximation.

We now explain more carefully why Algorithm 4 is greedy. Imagine that the

generalized fragility index is 1 or −1 so that the corresponding count of measurement

modifications is 1. Then, the proposed greedy algorithm will find a measurement

modification which reverses inclusion in R and hence terminates at the correct

value. Indeed, the algorithm is identical to the exact Algorithm 3 in this case. Even

when the generalized fragility index corresponds to a count of patient measurement

modifications which is larger than 1, the same argument holds: the algorithm

iteratively makes the best possible modification. Hence, it is greedy.

The algorithm creates a modified data frame Zmod which reverses inclusion in

R when the algorithm finishes running, assuming it did not decide that reversing

inclusion in R is impossible given the permitted measurement modifications via

the modifier ρ. By construction, this modified data frame is feasible for the

optimization problem in Equation (6.2) defining the generalized fragility index;

hence the corresponding count of patient modifications is an upper bound for the

generalized fragility index. The bound will tend to be tight due to the greedy

nature of the algorithm, and we explore specific examples via simulation studies

and real data examples in the following section.

6.4 Examples of the generalized fragility indices

In this section, several examples of the generalized fragility indexes are presented

and calculated. We also demonstrate how to interpret the generalized fragility

indices. Any outcome type or test could be used to illustrate the approach, but we
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feel that the following are representative and widely used. First, in Section 6.4.1,

the approach is illustrated on data with a binary outcome. Second, in Section 6.4.2,

we finish discussing the t test example from Section 6.2.1 and also consider the

generalized fragility indices when permitting a variable which is not an outcome

to vary. Third, in Section 6.4.3, we introduce the generalized fragility indices

for time-to-event, or survival, outcomes and the accompanying sufficiently likely

construction.

Each example was analysed with R code using the open source package

FragilityTools [R Core Team, 2020, Baer et al., 2021c]. A script to repro-

duce each example is in the GitHub directory. The generalized fragility index

calculation is fully automatic after inputting the three elements highlighted in

Section 6.2.2. The package also features several preprogrammed helper functions

to find generalized fragility indices in commonly encountered settings. For each

example, the calculations were performed on a 2019 Macbook Pro with a 2.4 GHz

8-Core Intel i9 processor. We evaluated run time using system.time in R and

created plots using ggplot2 [Wickham, 2016].

There are a variety of important variants through each example that warrant

highlighting. Of course, first, there are many different data types which will be

modified, mostly one in each section. Second, most of the measurements which

we modify are outcomes, yet we also illustrate modifying an explanatory variable.

Naturally, outcomes will usually be modified since they are what are treated as

random in most statistical settings. Third, we usually define the region R to

be a rejection region of a statistical test and rely on p values to operationalize

the measure f in Algorithm 4. However, we also give one example where R is

still a rejection region, yet we use confidence intervals limits to operationalize f
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in Algorithm 4. Fourth, despite most examples only having one measurement

which is subject to modification, we also give time-to-event example which has two

measurements subject to modification (i.e. both the censoring and event time).

6.4.1 Binary measurements

In this section, we study the generalized fragility indices when they are applied

to modify dichotomous (or binary) measurements. We showed in Section 6.2.2

that the fragility index due to original Walsh et al. (2014) is a generalized fragility

index. In Section 6.4.1, we compare all of the proposed algorithms to calculate

the fragility index due to Walsh et al. (2014). Then, in Section 6.4.1, we consider

another generalized fragility index which can be used for meta analyses.

The original 2× 2 data type

There have been three algorithms proposed in the literature to calculate the fragility

index due to Walsh et al. (2014), including those proposed earlier in this article. For

clarity, we will describe the clinical trial data as if its stored in a 2× 2 contingency

table with rows representing the intervention arm and columns representing the

outcome, instead of the data being stored in a n-row data frame. Throughout we

will use Fisher’s exact test to determine statistical significance at the 0.05 level,

which is the standard set up that was initially considered by Walsh et al. (2014).

The first algorithm, proposed by Walsh et al., reduced the search for a modified

contingency table which reverses statistical significance to only those which differ

in the row with the fewest events [Walsh et al., 2014]. Then, in that row they

modified events to nonevents until statistical significance reverses. Since Walsh et
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al. (2014) were only concerned with initially significant statistical tests, we will

consider “Walsh’s algorithm” to be a slightly generalized version their algorithm

which also considers modifying nonevents to events until statistical significance

reverses [Khan et al., 2020]. This is thoroughly reviewed in Baer et al. (2021) [Baer

et al., 2021b]. It has been established in previous work that this algorithm fails to

find the fragility index in general and can overestimate the actual value [Lin, 2020,

Baer et al., 2021b]. A primary shortcoming of the algorithm is that it only permits

outcome modifications in a single intervention arm.

The second algorithm is an exact algorithm which searches through possible

outcome modifications. We displayed it in this article in Algorithm 3, but it was

initially proposed in Lin (2020) and Baer et al. (2021) [Lin, 2020, Baer et al.,

2021b]. This algorithm is too slow to use for most generalized fragility indices,

however it is feasible to use in this case due to the data compression afforded by

reducing to a 2× 2 contingency table. The third algorithm is the greedy algorithm

displayed in Algorithm 4. To accelerate the algorithm without altering its integrity,

at each iteration, we will only consider one patient with each combination of

intervention arm and outcome. This prevents the algorithm from performing

repetitive calculations. The greedy algorithm permits outcome modifications in

both intervention arms (so alleviates a salient shortcoming of the first algorithm)

but can also overestimate the fragility index.

We will also consider a fourth algorithm which is a comprise between the

first and second algorithm. The algorithm initializes at the output of the first

algorithm due to Walsh et al. (2014) which reverses statistical significance but could

overestimate the true value of the fragility index. Then, the algorithm performs a

backwards combinatorial search until statistical significance reverses back to what
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it was initially. This determines whether any counts of outcome modifications

which are smaller than but near the output of the first algorithm due to Walsh et

al. similarly reverse statistical significance. This algorithm may enjoy the benefits

of both the first and second algorithm (fast computation and exact calculation) but

we do not prove this.

We compare the algorithm in two statistical settings. Both settings have the

sample size n ∼ Poisson(500) independently in each intervention arm. In the

signal setting, the event rates differ between both groups, 0.1 versus 0.3; in the

no-signal setting, the event rates are equal in both groups at 0.4. We simulate 1000

independent draws from these models and calculate their fragility indices and run

times.

In the signal setting, the median run time of the algorithms were 0.095, 7.9, 0.37,

and 0.29 seconds for the first, second, third, and fourth algorithms, respectively.

The second (exact) algorithm is much slower than the others. The median exact

fragility index is 72. Walsh’s original algorithm disagrees with the exact algorithm

on 18.9% of the data sets, whereas the greedy algorithm disagrees with the exact

algorithm on 21.6% of the data sets. The maximum discrepancy between Walsh’s

algorithm and the exact algorithm was 16 patients, whereas the maximum for the

greedy algorithm was only 3 patients. The fourth algorithm always agrees with the

exact algorithm and is usually faster than the greedy algorithm.

In the no signal setting, the median run time of the algorithms were 0.037,

0.59, 0.107, and 0.104 seconds for the first, second, third, and fourth algorithms,

respectively. The second (exact) algorithm is much slower than the others. The

median exact fragility index is −17. Walsh’s original algorithm disagrees with the

exact algorithm on 21.4% of the data sets, whereas the greedy algorithm disagrees

185



with the exact algorithm on 18.4% of the data sets. The maximum discrepancy

between Walsh’s algorithm and the exact algorithm was 5 patients, whereas the

maximum for the greedy algorithm was only 2 patients. The fourth algorithm

always agrees with the exact algorithm.

The first algorithm to calculate fragility index proposed by Walsh et al. (2014)

is the most imprecise yet also the fastest. The exact algorithm is of course always

exact yet also the slowest. The greedy algorithm and the fourth algorithm are

effective comprises between the two. We recommend that researchers stop using

the first algorithm due to Walsh et al. (2014).

Meta-analyses of 2× 2 tables: an additional covariate

In this section, we explain how the meta analysis fragility index due to Atal et al.

(2019) fits into the generalized fragility index framework [Atal et al., 2019]. After,

we generalize the meta analysis fragility index to permit only sufficiently likely

outcome modifications. We will illustrate these methods on a data set compiled

by Nissen and Wolski (2007) to study the effect of Avandia, a drug to treat type 2

diabetes mellitus, on myocardial infarction [Nissen and Wolski, 2007]. Note, the

same techniques described here can be similarly used for the network meta analysis

fragility index in Xing et al. (2020) [Xing et al., 2020], although we do not report

the details here.

The drug Avandia was marketed by GlaxoSmithKline to improve the blood

sugar levels patients of patients with type 2 diabetes mellitus without certain

negative side effects. However, many of the clinical trials reported to the FDA

and other worldwide regulatory agencies showed a (not individually statistically

significance) increase in the risk of myocardial infarction (MI). Nissen and Wolski
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(2007) presented a meta analysis of 42 clinical trials the MI common odds ratio

was 1.43 (95% CI, [1.03, 1.98]) using Peto’s method [Nissen and Wolski, 2007]. The

presentation of a statistically significance increase in MI for patients who were

treated with Avandia launched a legal firestorm. The history is nicely reviewed by

Finkelstein and Levin (2011) [Finkelstein and Levin, 2011].

We will base our statistical setup on that used by Nissen and Wolski (2007).

They relied on three variables: the study ID, the intervention group (control or

Avandia/treatment), and whether the patient experienced MI during the study

follow up period. These comprise the three columns of the data frame Z. For

clarity, order the columns in the order they were mentioned above. The number of

rows of Z is the number of patients in the study, which was 27833. Compared to

the original data type considered by Walsh et al. (2014), the data type considered

here has an additional covariate for the study ID. Note, they did not consider the

duration of follow up of each study since that information was not released by

GlaxoSmithKline. The rejection region R is determined by Peto’s method for odds

ratios with a “continuity correction” at the 0.05 significance level. A data frame

belonging in the rejection region R in equivalent to rejecting the null hypothesis

that Avandia does not alter the risk of MI.

To define a generalized fragility index, we must additionally specify the measure-

ment modifier ρ. Since the study ID and the intervention group were assigned to each

patient, we will only consider the outcome of MI as subject to variation to remain

faithful to the fragility index concept. Recall that the possible values of the outcome

are ‘Event’ or ‘Nonevent’. We will initially consider that all outcome modifications

are permitted, so that ρ(Zi,) = {[Zi,1, Zi,2, ‘Event’]T , [Zi,1, Zi,2, ‘Nonevent’]T} for

each patient indexed by i, regardless of which study the patient was enrolled in (i.e.
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Zi,1) and which intervention arm the patient was assigned (i.e. Zi,2).

Each of these three terms Z,R, and ρ define a generalized fragility index for

this problem. We will calculate the generalized fragility index using the greedy

algorithm. The algorithm returns that the generalized fragility index is 2. Both

patient outcomes were modified in the third clinical trial, which had 774 patients

treated with Avandia, 185 control patients, with 1 event (MI) in each arm. The

modified patients were originally in the control group and did not experience

MI: the algorithm modified their outcomes to be that they did experience MI,

consequently bringing the odds ratio closer to unity. Since the greedy algorithm

outputs an approximation which upper bounds the generalized fragility index, the

generalized fragility index must be either 1 or 2. However, the generalized fragility

index cannot be 1 since the greedy algorithm is exact in this case. Therefore, the

generalized fragility index approximation of 2 must be exact. Therefore there exists

two patients among the 27833 considered in the meta analysis for which had they

experienced another outcome, the conclusion of the meta analysis would have been

that Avandia does not increase the risk of MI. Based on this, the authors believe

that the meta analysis conclusion seems rather fragile.

The rejection region R chosen by Nissen and Wolski (2007) was subject to

criticism [Nissen and Wolski, 2007]. The primary source of the criticism was due to

the handling of zero observed counts in the cells of the contingency tables for some

of the clinical trials [Finkelstein and Levin, 2011]. Since many of the trials had

a small sample size and myocardial infarction is rare, many arms had 0 observed

events and four clinical trials had 0 observed events across both intervention arms.

The test statistic is biased in the presence of 0 counts, even when the “continuity

correction” employed by Nissen and Wolksi (2007) which adds 1/2 events and 1/2
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nonevents to the clinical trial arms which have one 0 count. Earlier methodological

studies concluded that “ there is no one superior method in all situations and

therefore a sensitivity analysis across a number of correction factors is suggested”

[J. Sweeting et al., 2004]. For the purpose of illustration, we will continue using

the rejection region initially considered.

The generalized fragility index above permitted any outcome modification.

Walter et al. (2020) explained that this can be problematic in the case of the

original fragility index defined by Walsh et al. (2014) [Walter et al., 2020]. The

outcome modifications which drive the fragility index could be intuitively rare, they

reported. The same holds true for generalized fragility indices. In this case, the

generalized fragility index of 2 corresponds to modifications to outcomes which

empirically had a 1/185 ≈ 0.005 probability of occurring. A researcher could

reasonably consider that this outcome modification is too rare for them to entertain.

Therefore, we will highlight a generalization of the incidence fragility indices to

this meta analysis fragility index [Baer et al., 2021b]. That is, we will only permit

outcome modifications which are sufficiently likely, as judged by a user supplied

probability threshold q ∈ [0, 1].

The generalized fragility indices are visualized in Figure 6.3. The left-most shows

the generalized fragility indices as a function of the permitted outcome modification

probability threshold q. When q ≤ 0.981, the generalized fragility index equals 2.

When q = 0, this agrees with the previous finding. When 0.981 < q ≤ 0.9965, the

generalized fragility index is approximated to be 3. When 0.9965 < q ≤ 0.9968, the

generalized fragility index is approximated to be 4. When q is larger, no permitted

outcome modification which could reverse statistical significance of the overall odds

ratio could be found and hence the generalized fragility index is approximated as
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Figure 6.3: The sufficiently likely generalized fragility indices for the Avandia meta
analysis (a) indexed by the within-patient probability and (b) indexed by the overall
likelihood ratio

infinite. Earlier we described that the modifications which drive the generalized

fragility index being 2 could be excessively rare. The sufficiently likely construction

shows that this is clearly not the case. Other outcome modifications can reverse

statistical significance with two modifications when q is as high as 0.981.

Note, we calculated a generalized fragility indices using the sufficiently likely

construction for a grid of q values which spanned the event and nonevent rates of

each intervention arm in each study, analogously to the procedure in Baer et al.

(2021) [Baer et al., 2021b]. This was a total of 97 values. The calculation took 518

seconds, or roughly 5.35 seconds per generalized fragility index.

The right-most display in Figure 6.3 shows the generalized fragility indices

found previously as a function of the overall likelihood of the modified data frame

Zmod, as introduced in Section 6.2.4. The likelihood we used is motivated by

the relationship between conditional maximum likelihood estimate of independent

hypergeometric models for each study and the Peto method [Finkelstein and Levin,

2011]. We defined the likelihood to be the product of the likelihoods for each
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study, a noncentral hypergeometric conditional on the study marginals and the

overall odds ratio. We found the estimated likelihood ˆ̀ by partially evaluating the

likelihood at the estimated common odds ratio from Peto’s method, which recall

was 1.43. With the estimated likelihood, next we simply plugged in the value of

Zmod which resulted from each of the 97 generalized fragility index calculations

and found the ratio defined in Equation (6.3). The results are in the figure, where

we expressed the overall likelihood ratio. We see that each modified data frame

corresponding to 2 outcome modifications was less likely than the original data

frame. On the other hand, each modified data frame corresponding to 3 outcome

modifications was more likely than the original data frame, by approximately three

times. The modified data frames corresponding to 4 outcome modifications were

simultaneously less likely than those for 3 outcome modifications and had a higher

number of outcome modifications. This suggests that the generalized fragility

indices of 3 are uniformly better than the generalized fragility indices of 4, based

on this overall likelihood view. A researcher could summarize these generalized

fragility indices as being 2 if they were willing to permit modified data frames

which are collectively less likely than the originally observed data frame.

6.4.2 Normally distributed measurements

In this section, we study the generalized fragility indices when they are applied

to modify normally distributed measurements. We used this example throughout

Section 6.2 to motivate the techniques. In Section 6.4.2, we finalize the running

example of the one-sample t test and study its generalized fragility indices. Then,

in Section 6.4.2, we consider another generalized fragility index which modifies a

covariate in a multiple regression instead of an outcome. Recall that an existing
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approach for finding fragility measures for continuous measurements was developed

by Caldwell et al. (2021) [Caldwell et al., 2021]; however, this method violates

the fragility index concept. It modifies the intervention arm of patients, which is

assigned by the experimenter and hence not subject to modification. The method

can be calculated using a straightforward algorithm which swaps the most extreme’s

patient’s intervention arm.

A one-sample t test

In this section, we study the generalized fragility index applied to the one-sample

t test. Instead of using real data, we use simulated data so that we can leverage

the statistical model being known. Throughout the section we will study a random

vector y ∈ R500, where each entry yi ∼ N (µ, σ2) is normally distributed and

independent, where µ = 0.1 and σ2 = 1. The entries of the vector comprise a

random sample, and we will imagine that each entry measures an attribute of

a patient. We can form estimates for the parameters through the sample mean

ȳ = 0.999 and the sample variance S2 = 1.009.

The data frame Z has only one column and contains the continuous measurement.

There are as many rows as there are patients, which is 500. The rejection region

R is determined by whether a one-sample t test rejects at the 0.05 significance

level. A data frame lying within R is equivalent to rejecting the null hypothesis

that the expected value µ = 0. Using the simulated data, the one-sample t test

is statistically significant with p = 0.027, so we initially reject the null hypothesis

and the generalized fragility indices must be positive (nonnegative).

We define the measurement modifier to modify the single measurement. We

follow the sufficiently likely construction described in Section 6.2.3 by assuming
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Figure 6.4: The sufficiently likely generalized fragility indices for the simulated t
test (a) indexed by the within-patient probability and (b) indexed by the overall
likelihood ratio

a normal distribution. Since the parameters of the normal distribution are not

known in advance, we will use the estimated distribution N (ȳ, S2), which plugs in

the estimates described earlier. The sufficiently likely construction then defines a

family of modifiers ρq for each per-patient likelihood threshold q ∈ [0, 1]. Recall

that the left-most plot in Figure 6.2 visualizes this family. For each combination of

Z, R, and the modifier ρq, a generalized fragility index is determined.

We will efficiently approximate the generalized fragility indices using the greedy

algorithm. Each pass of the greedy algorithm requires maximizing the p value

(treated as a function of only one patient’s measurement value) over the interval

returned by ρq. Optimizing over infinitely many values can be complicated. Fortu-

nately here we can exactly find each maximizer because it must either make the

derivative of the p value vanish or lie on the boundary of the interval [Stewart,

2009]. In the algorithm, we simply check each of these points.

In Figure 6.4, we visualize the generalized fragility indices. We used an equally-

spaced grid of 50 distinct values of q in an equally spaced grid to create the figure.

193



The left-most plot illustrates some expected but notable behavior. The generalized

fragility index is large when q is small so that outcomes can only marginally be

modified; the generalized fragility index is near 1 when q is large, as shown in

Section 6.2.1. For moderate q, the generalized fragility indices seem to take many

of the intermediate values. For example, with q = 0.5, the generalized fragility

index equals 3. We interpret this as: there exists only 3 permitted outcome

modifications which reverse statistical significance, where permitted is interpreted

as being within the highest density interval which includes the observation and has

0.50 coverage. The broad spectrum of generalized fragility index values here makes

especially difficult the determination of a single number to summarize the family of

generalized fragility indices. We note however that there is a sharp scree behavior

in the generalized fragility indices, where the count approximately stabilizes at

approximately q ≈ 0.1. The calculation of the generalized fragility indices took in

total 112 seconds, or approximately 2.25 seconds per generalized fragility index.

The right-most plot in Figure 4b displays the relative likelihood of the modified

data which underlie each generalized fragility index. We can see that the points are

generally decreasing as the likelihood ratio grows, as anticipated. Most modifications

make the data frame empirically more likely to have been realized, indicated by

the likelihood ratio being less than unity. The generalized fragility indices larger

than around 5 correspond to low values of the per-patient likelihood threshold q.

They also correspond to measurement modifications which were the most likely

by roughly five orders of magnitude. Interestingly the highest generalized fragility

index (corresponding to q = .01) has an underlying modified data frame Zmod

which is less likely than nearby generalized fragility index with similarly small q,

indicated by the rightward skew of the highest point in the plot.

194



0

10

20

30

40

0 50 100 150 200 250

Generalized fragility index GFIq
C

o
u

n
t

Likelihood threshold q

0.05

0.5

0.95

Figure 6.5: The sampling distribution of the generalized fragility index GFIq for
various choices of the likelihood threshold q.

So far we have studied the generalized fragility indices on one simulated data

set. In Figure 6.5, we visualize the sampling distribution of the generalized fragility

indices under the i.i.d. Normal model assumed earlier. We estimate the sampling

distribution through 500 independent simulated data sets. For clarity, we only

consider the generalized fragility indices with a sufficiently likely threshold q ∈

{0.05, 0.5, 0.95}. The low value of q produces a measurement modifier which

permits only very nearby modifications, the high value of q produces a measurement

modifier which permits far modifications, and the intermediate value of q produces

a measurement modifier that permits intermediate modifications. In the figure,

we see that the generalized fragility indices for the low value q = 0.05 have a

broad region of plausible values, with a maximum finite realization of 240. (Note,

4 of the 500 samples produced an infinite generalized fragility index here.) For

q = 0.05, q = 0.5, and q = 0.95, the median of the generalized fragility index equals

24, 6, and 4, respectively. Similarly, the interquartile ranges are 52, 8.25, and 5,

respectively. The minimum of the generalized fragility indices in each case is only

1.
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Modifying covariates in a regression

In this section, we study an interesting class of generalized fragility indices which

only permit modifications to a patient attribute which is not an outcome. As far as

we are aware, such an example has not been considered elsewhere. We specifically

consider a data setup with two covariates (one dichotomous and one continuous) and

one dichotomous outcome. Although we will use simulated data, we can imagine

that the dichotomous covariate indicates the intervention arm (such as surgical

technique) assigned to a patient in a randomized trial, the continuous covariate

indicates the age of a patient, and the outcome indicates whether a patient had an

adverse event such as a myocardial infarction.

We test a null hypothesis concerning whether there is a differential effect of

the two surgical techniques. We assume that a logistic regression model holds

for the outcome conditional on the covariates. We will assume that whether a

patient experiences myocardial infarction yi ∼ Binomial (g−1(β0 + xiβ1 + ziβ2)) ,

where g is the canonical (logit) link function, xi ∼ N (0, 1) is the patient’s age,

zi ∼ Bernoulli(1/2) is an indicator for the surgical technique, and β0, β1, β2 = 1/5.

In fact, we will allow the patient’s age xi to be suitably transformed but will

henceforth continue to call it age. (Indeed, age is already initially standardized to

have mean 0 and variance 1.) Note, we determined the parameters of the model

arbitrarily. We will simulate the measurements of n = 500 patients. Therefore we

are precisely testing whether the surgical technique is independent of myocardial

infarction conditional on age. The p value of the simulated data set is 0.002. Note,

had we been interested in whether the surgical technique was only marginally

associated with myocardial infarction, it could still be reasonable to include age for

the purpose of improved statistical efficiency [Tsiatis et al., 2008, Colantuoni and
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Rosenblum, 2015].

We now describe the elements of the generalized fragility index. Therefore the

data frame Z will have 500 rows and 3 columns. We will order the columns by age,

intervention, then outcome. We will choose the rejection regionR to correspond to a

rejecting the null hypothesis using the Wald test of the coefficient of the intervention

arm. Since the intervention arm is assigned and not subject to variation, the only

measurements which permit modifications according to the fragility index concept

are age and the outcome. To make this example especially interesting, we will

permit modifications of the covariate age. We will write that age has a normal

distribution with unknown expected value and variance. To apply the sufficiently

likely construction, we must have access to a known distribution. We will hence

estimate the normal distribution by plugging in the sample mean and standard

deviation of age. The material we developed does not hinge on the normality

assumption, but we will use it for convenience: if for instance the distribution

was unknown, we could instead estimate the distribution nonparametrically. The

measurement modifier ρq is then determined when additionally the sufficiently

likely probability threshold q ∈ [0, 1] is provided. We use the greedy algorithm to

approximate the generalized fragility indices. To evaluate the best age modification

for each patient, we use L-BFGS-B in the optim function [Zhu et al., 1995, 1997].

In Figure 6.6, we visualize the generalized fragility indices. We used a grid of

10 equally spaced values of q from 0.01 to 0.99 to create the plot. The algorithm

was unable to find modifications which reversed statistical significance for each of

the lowest three values of q (0.01, 0.119, and 0.228), so the generalized fragility

index was estimated as infinite. The left-most plot shows a decreasing trend that

we expect. The highest generalized fragility index found was 46 for q = 0.337 and
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Figure 6.6: The sufficiently likely generalized fragility indices for the simulated
logistic regression (a) indexed by the per-patient probability and (b) indexed by
the overall likelihood ratio (on the log10 scale)

the lowest was 15 for q = 0.99. Notice there is no scree behavior as in Figure 6.4.

The right-most plot shows a nice decreasing trend. All but the two highest values

of the per-patient likelihood threshold q corresponded to a modified data frame

Zmod which was more likely than the original data frame.

So far we have studied the generalized fragility indices on one simulated data

set. We now describe the sampling distribution of the generalized fragility indices

over 100 independent draws under the model described earlier. For clarity, we

only consider the generalized fragility indices with a sufficiently likely threshold

q ∈ {0.5, 0.95}. Note, we did not consider calculating the generalized fragility index

for the threshold q = 0.05 since it tended to slowly give infinite values. For the

moderate q = 0.5, the generalized fragility index was infinite 3% of the time, and

the median was 25 (IQR: [19, 31]). For the liberal q = .99, the generalized fragility

index was never infinite, and the median was 14 (IQR: [10, 18]). The minimum

of the generalized fragility indices in each case was only 1. The higher value of q

has generalized fragility indices which are more concentrated near 1 and hence less

dispersed. The median time to calculate a generalized fragility was 2-3 minutes.
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6.4.3 Time-to-event measurements

In this section, we study the generalized fragility indices when they are applied

to modify time-to-event measurements. We will develop the generalized fragility

index; however, we omit numeric examples. Due to the intense interest in time-

to-event outcomes in medical research, we will instead write an article aimed at a

physician audience which relies on the content developed here. We will consider

right-censoring, as is standard in the medical literature.

There have been several published proposals for fragility measures for time-to-

event outcomes, each of which violates the fragility index concept. Johnson (2017)

defined a time-to-event fragility measure as the minimum number of patients who

must be removed from the study to reverse statistical significance [Johnson et al.,

2017]. Johnson et al. (2019), Bomze et al. (2020), and Desnoyers et al. (2021)

defined a time-to-event fragility measure as the minimum number of patients who

must be added into the study to reverse statistical significance [Johnson et al.,

2019, Bomze and Meirson, 2019, Bomze et al., 2020, Desnoyers et al., 2019, 2021].

Bomze et al. (2020) also defined another time-to-event fragility measure as the

minimum number of patients whose group status must change to reverse statistical

significance [Bomze et al., 2020].

So far each example in this article has considered modifying only one mea-

surement at a time. In our view modifying only one measurement helps make

interpretations of generalized fragility index as concrete as possible. However,

we cannot maintain that in this section. To make a generalized fragility index

for time-to-event data, we must simultaneously modify two measurements: the

event time and the censor time. Suppose that Ei and Ci are the event time and

censor time for a patient, indexed by i. The observed values for right-censored
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time-to-event data is the earliest time min{Ei, Ci} and whether the observation was

an event or not I(Ei < Ci), denote with the indicator function I. Therefore for each

patient, we only know the precise value of one of the two measurements. For the

other measurement, we only know that it is larger than the observed measurement.

In order to modify the unobserved measurement, it must be available. Therefore,

we will impute the value of the unobserved measurement for each patient. The

imputation will be the expected value of the measurement conditional on any other

values relevant to the problem such as the intervention arm. This requires having

a model for the event times and the censoring times. We will choose the model

family based on problem-specific features and then estimate the model. Note, we

will modify the imputation to be equal to the observed outcome time whenever the

imputation is earlier in time than the observation, which cannot be. Then, the

data frame Z for the generalized fragility index will have at least two columns: one

for the event time and one for the censoring time (one of which is imputed). There

will additionally be columns for any other covariates or explanatory variables of

interest, such as the intervention arm or any other patient attributes. Of course,

the rejection region R can be chosen according to whichever statistical test interests

a researcher.

The sufficiently likely construction for the measurement modifier ρ will rely on

the same estimated distributions of the event times and that censoring times that

was used to form the imputations. We could leverage assumed independence of the

event time and the censoring time to form the convex highest density region which

includes the observed measurement and the imputed other measurement with some

user-supplied sufficiently likely threshold q determining the coverage. However, this

would have an unusual shape and severely complicate later analysis. Therefore,
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we instead separately follow the sufficiently likely construction for the event time

and for the censoring time, each with sufficiently likely threshold √q. Then, the

product of these two intervals will have the desired coverage q. This is the route

we take for the time-to-event sufficiently likely construction.

We will use the greedy algorithm. In each iteration of the greedy algorithm, we

will need to optimize the p value for the chosen statistical test over the permitted

outcome modifications. This is in general a complicated optimization problem,

so we will approximate it in these two ways: (1) we will use a general-purpose

numeric solver such as the Nelder-Meade algorithm or the L-BFGS-B algorithm

(as in Section 6.4.2) or (2) we will restrict the optimization to the four corners of

the square region of permitted outcome modifications then simply evaluate the p

value on each of the four corners.

6.5 Discussion

We introduced the generalized fragility indices to cast the fragility index due to

Walsh et al. (2014) into a broad framework capable of analyzing any data type

and any statistical test [Walsh et al., 2014]. We found fragility measures for

unordered categorical data and continuous data, each of which were faithful to the

fragility index concept that stemmed from the work of Walsh et al. on modifying

dichotomous outcomes. The proposed measures are called generalized fragility

indices due to a high-level relationship with generalized linear models, which provide

a framework to extend linear models (for continuous, Gaussian outcomes) to other

outcome types [McCullagh and Nelder, 1989].

The generalized fragility indices are centered around the region R: they find
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the fewest permitted measurement modifications needed to reverse inclusion in R.

A decision rule or a notion of statistical significance is a fundamental part of the

generalized fragility index. We believe that this is reasonable, because in practice

decisions must be made and that notions of statistical significance such as at the

0.05 level are so widespread in statistical practice.

In each of the examples of the generalized fragility indices in Section 6.4, we

specified the measurement modifier ρ through a sufficiently likely construction.

This construction was developed to ensure that the generalized fragility indices

were not driven by rare modifications and in some cases degenerate. The definition

we proposed in Section 6.2.3 was not the first we considered. Naturally, in the case

of a one-sample t test with a normally distributed outcome, we initially did not

consider the likelihood of the modification and instead permitted any modification

within an interval centered at the outcome, i.e. [y − c, y + c] for some c when y

is the observation. The authors’ first foray into developing a sufficiently likely

construction for a continuous variate involved converting the previous approach to

having an interval which had constant radius on the cumulative probability scale.

Let F be the distribution function of the outcome; the set of sufficiently likely

modifications we considered was {y′ : |F (y′)− F (y)| ≤ q/2} for some probability

q when y ∈ R is the observation. This construction had intuitive appeal since it

produces intervals which were centered at the observation, but it suffered from

a serious drawback. Often the intervals had one end point which diverged. An

observation y for which F (y) ≈ 0 or F (y) ≈ 1 needs only a very small value of

q to make the left or right limit of such an interval diverge so that F (y′) = 0

or F (y′) = 1 for a modified outcome y′. We then updated the approach so that

F was the distribution function of an appropriate order statistic rather than of

the data distribution itself. This was helpful since it more closely centered the
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distribution at the observation y and hence needed a larger q for the modification

to diverge. After a few more variants, we converged to the three principles which

are presented in this article. These lead to a sufficiently likely construction which

does not permit modifications which make the measurement more extreme until

moderate modifications are permitted.

The sufficiently likely construction provides a family of generalized fragility

indices for any given statistical setup of a data frame Z and (rejection) rejection R.

In section 6.4, we illustrated several examples of these families which are indexed

by a probability parameter q ∈ [0, 1] that determines the width of the output of the

measurement modifier. If a researcher is interested in having only one value for a

fragility measure, it can be difficult to determine how to summarize this family. In

addition to having a per-patient sufficiently likely threshold, in Section 6.2.4 we also

provided a measure of the overall likelihood of all the measurement modifications

which underlie any particular generalized fragility index. We unfortunately do

not have specific recommendations on how to summarize the generalized fragility

indices. However, one possible summary is the smallest generalized fragility index

(using the sufficiently likely construction) which corresponds to a modified data

frame which is more likely than the original data frame.

6.5.1 Analysis comments

There are some shortcomings of the presented analysis. First, we did not develop

statistical theory of the generalized fragility indices. Viewing the generalized fragility

indices as test statistics in a statistical hypothesis testing framework presents several

interesting questions, two of which we review below. It would be interesting to

better understand the relationship between the sample size and the generalized

203



fragility indices. Potter (2020) studied the relationship between the fragility index

due to Walsh et al. and the sample size conditional on the p value and showed in

a simulation that that they can have positive dependence, contrary to Bayesian

considerations for measures of evidence. Baer et al. (2021) commented on this in

some detail and suggested that the fragility index quotient [Ahmed et al., 2016],

introduced in 2016, partially addresses this concern [Baer et al., 2021b]. Also, it

would be worthwhile to be able to evaluate the size and power of the statistical

test which compares the generalized fragility index to a given cutoff [Baer et al.,

2021c]. These are important questions for any statistical inference approach.

Second, there is room for further algorithmic development for the generalized

fragility indices. We did not theoretically study the proposed greedy algorithm

to provide an upper bound on the difference between the output and generalized

fragility indices. Additionally, we did not propose specialized algorithms which

adapt to the problem structure such as convexity inherent to some regions R to

improve run time. The (greedy) algorithm we proposed to improve the run time of

the exact algorithm relied on a representation of the region R as a sub-level set

of a function f . In practice, this function could be difficult to specify for regions

which are not rejection regions. For example, in the case of the outcome of the

2000 US Presidential election, there is no clear choice of f , although one can be

found by appropriately weighting the influence of citizen votes within each state

(or DC) and the designated votes of electors.

6.5.2 Methodological comments

Although the generalized fragility indices are a broad methodological extension

of the 2 × 2 fragility indices due to Walsh et al. (2014), there is still room for
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methodological extensions. First, the generalized fragility indices consider the

total sample size (the number of rows in Z to be fixed, yet this can be a dubious

assumption in the presence of missingness due to loss to follow up [Baer et al.,

2021a]. An ideal method would incorporate the patients who were lost to follow

up. Second, the generalized fragility indices involve distorting the measurements in

the original data frame Z to create the modified data frame Zmod which reverses

inclusion in the region R. This distortion can violate assumptions which make the

region R meaningful. For example, this is the case when the region R is a rejection

region for a statistical test which is sensitive to deviations from assumptions of

data distributions. The fragility index due Walsh et al. (2014) uses Fisher’s exact

test to define the rejection region R, which can be helpful since that statistical

test is recommended when there are low expected counts. In practice, the decision

rule of interest could be a two-part mixture of Fisher’s exact test and Pearson’s

χ2 test—the former when an expected counts is small, and the latter otherwise

[Campbell, 2007]. It would be interesting to explore a variant of the 2× 2 fragility

index due to Walsh et al. (2014) with this two-part statistical test in place of

Fisher’s exact test.

Third, the generalized fragility indices have a broad shortcoming which can

hamper their interpretation [Barreno et al., 2006, Barni and Pérez-González, 2013,

Wong and Kolter, 2021]. They are intimately connected to adversarial machine

learning techniques. The patient count corresponding to a generalized fragility index

answers the question “How many measurement modifications would an adversary

need to reverse inclusion in R?”. Here the function of an adversary is to make the

most impactful measurement modifications towards their goal of reversing inclusion

in R. Similar to the adversarial machine learning problem of modifying a few

pixels of an image (in a way that cannot be distinguished by a typical human
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eye) to reverse the prediction of some classifier, the fragility index method involves

modifying the fewest patient measurements. By permitting only sufficiently likely

measurement modifications, we limit the adversary and hence partially alleviate this

shortcoming. However, this does not fully alleviate the shortcoming, as there are two

stages of choice-making involved in the generalized fragility indices: choosing which

patients will have their measurements modified and choosing which modifications

to make. Therefore the sufficiently likely construction of measurement modifiers

only concerns itself with the latter choice.

When practitioners imagine the patients involved in the interpretation of the

generalized fragility indices, they may imagine patients who are average in a

certain sense. These are patients who may be fairly sick instead of patients who

are in especially poor or excellent condition. However, the generalized fragility

indices choose to modify patients who collectively have the most extreme impact

on inclusion in the region R. These patients aren’t necessarily typical or otherwise

representative of all of the patients in the study. For instance, in the 2 × 2 case

considered by Walsh et al., the fragility index can focus modifying outcomes of

patients in a particular intervention group and with a particular outcome, even

though these patients may not be typical.

With this view, the patient count corresponding to the generalized fragility

indices is the lowest count GFI such that

0 < P [GFI random patients have a permitted modification which reverses inclusion in R] ,

(6.4)

where the probability is over a random collection of patients. Instead of defining

the fragility measure to merely ensure the existence of patients with a permitted

modification which reverses inclusion in R (indicated by the probability being
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positive), we could instead define a fragility measure which allows a typical collection

of patients to reverse inclusion in R, such as the lowest count MGFI such that

1

2
≤ P [MGFI random patients have a permitted modification which reverses inclusion in R] .

(6.5)

This median generalized fragility index is no longer adversarial because the patients

are chosen to be typical rather than extreme.

The median generalized fragility index has an intuitive representation for the

case of the 2000 US Presidential election considered earlier. Suppose that we only

modify the votes of those who did not vote for either Bush or Gore. Since the race

in Florida was by far the closest race in the country, a moderate sized random

collection of eligible voters in the US can only reverse the outcome of the US

Presidential race by reversing the outcome of the Florida race. Therefore, since

538 Floridians who did not vote for Bush or Gore would need to vote for Gore to

reverse the outcome of the Florida race, we seek the lowest count MGFI such that

a random collection of MGFI eligible US voters includes 538 Floridian nonvoters.

Due to the hypergeometric distribution modelling this scenario, we seek the lowest

count MGFI such that

1

2
≤ P [538 ≤ HyperGeometric (194331526, 2693686,MGFI)] , (6.6)

where 194331526 is the number of eligible voters in the US and 2693686 is the

number of eligible voters in Florida who did not vote for Bush or Gore [of Florida,

2000]. Approximations for the median of a HyperGeometric distribution show

that MGFI ≈ 538
2693686/194331526

≈ 38814, where the denominator is the probability

of selecting an eligible voter in Florida who did not vote for Bush or Gore among

all eligible voters in the US. In this case, the median generalized fragility index

is simply an upweighted version of the generalized fragility index, directly taking
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into account the rarity of the eligible voters who must be selected to reverse the

outcome of the election. In future work, the authors look forward to studying this

exciting variant of the generalized fragility index which remains faithful to the

fragility index concept. Additionally, a further variant which randomizes instead of

optimizes over the measurement modifications would be interesting.

The data type in the 2000 US Presidential election example is a slight generaliza-

tion of the data type originally considered by Walsh et al. (2014). The different US

states (and DC) are a categorical factor, similar to the intervention arm considered

by Walsh et al., yet with more levels. The vote (or lack of vote) by an eligible voter

is a categorical outcome, similar to the event-or-not outcome considered by Walsh

et al., yet with more additional level. The region R will tend to be quite distinct

between these two cases, though. In the 2000 US Presidential election example, the

victor of the election was determined by several smaller winner-take-all elections

within each state. This reduced the MGFI calculation to a single state, Florida.

However, this reduction does not hold for Walsh et al.’s case, where R commonly

corresponds to a rejection region. There it will tend to be that moderately many

modifications of patients within each intervention arm could reverse statistical

significance. Therefore the median generalized fragility index is more difficult to

calculate in general. Perhaps the best general-purpose algorithm will be one from

the stochastic optimization literature [Ruppert, 1988, Baer et al., 2021c]

Fourth, it would be interesting to integrate the generalized fragility index for-

mulation deeper into existing statistical frameworks. We have already reviewed

a high-level relationship between the generalized fragility index and adversarial

learning. Additionally, the use of measurement modifications is reminiscent of

measurement error modelling: the generalized fragility indices can be interpreted
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as reporting the fewest patients who must have measurement errors to reverse a

conclusion. Fifth, in the definition of the generalized fragility index, we chose to

constrain the per-patient measurement modification rather than a comprehensive

across-patient measure such as the overall likelihood introduced in Section 6.2.4.

This was in part for algorithmic convenience since the greedy algorithm can only

consider per-patient modifications, although we of course find the current formu-

lation very interesting. The LTFU-aware fragility indices introduced by Baer et

al. (2021) managed to constrain by the overall likelihood rather than a per-patient

likelihood due to a combination of factors explained in that article [Baer et al.,

2021a].

6.6 Conclusion

We believe there is a promising future for statistics based on patients counts. They

are broadly interpretable to researchers and others from a variety of background

[Frank et al., 2021]. Besides fragility measures, other patient-count metrics have

been developed. The number needed to treat is commonly used in Epidemiology as

an interpretable reparameterization of an effect size [Laupacis et al., 1988]. The

generalized fragility indices are a large step towards making statistical and other

results more interpretable by providing a patient-count sensitivity measure for

decision rules. However, Rome wasn’t built in a day, and there is still more work

to do. Rejecting an idea which is not yet fully formed may to lead to suppressing

its fruitful development.
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