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This dissertation studies compactifications of string theory on Calabi-Yau

manifolds with large Hodge numbers. We develop efficient algorithms to con-

struct Calabi-Yau manifolds as hypersurfaces in toric varieties, compute rele-

vant topological data, and study the corresponding compactifications of critical

superstring theories, with an emphasis on type IIB flux compactifications.

In chapter 2, we prove rigorous upper bounds on the number of fine, regular,

star triangulations of polytopes in the Kreuzer-Skarke list, NFRST < 1.53×10928,

and on the number of topologically inequivalent hypersurfaces, NCY < 1.65 ×

10428. We introduce efficient algorithms for constructing representative ensem-

bles of Calabi-Yau hypersurfaces, including the extremal case h1,1 = 491, and

we study the distributions of topological and physical data therein. Finally, we

demonstrate that neural networks can accurately predict these data once the

triangulation is encoded in terms of the secondary polytope.

In chapter 3, we show that the Kähler cones of Calabi-Yau hypersurfaces are

very narrow at large h1,1, and as a consequence, control of the α′ expansion in

string compactifications on these hypersurfaces is correlated with the presence

of ultralight axions. If every effective curve has volume ≥ 1 in string units,

then the typical volumes of irreducible effective curves and divisors, and of the

hypersurface itself, scale as (h1,1)p, with 3 . p . 7 depending on the type of

cycle in question. Instantons from branes wrapping these cycles are thus highly



suppressed, giving rise to ultralight axions.

In chapter 4, we perform an extensive analysis of the statistics of axion

masses and interactions in compactifications of type IIB string theory, and we

show that black hole superradiance excludes some regions of Calabi-Yau mod-

uli space. Regardless of the cosmological model, a theory with an axion whose

mass falls in a superradiant band can be probed by the measured properties

of astrophysical black holes, unless the axion self-interaction is large enough to

disrupt formation of a condensate. We study a large ensemble of compactifi-

cations on Calabi-Yau hypersurfaces, with 1 ≤ h1,1 ≤ 491 closed string axions,

and determine whether the superradiance conditions on the masses and self-

interactions are fulfilled. The axion mass spectrum is largely determined by

the Kähler parameters, for mild assumptions about the contributing instantons,

and takes a nearly-universal form when h1,1 � 1. When the Kähler moduli are

taken at the tip of the stretched Kähler cone, the fraction of geometries excluded

initially grows with h1,1, to a maximum of ≈ 0.5 at h1,1 ≈ 160, and then falls for

larger h1,1. Further inside the Kähler cone, the superradiance constraints are far

weaker, but for h1,1 � 100 the decay constants are so small that these geometries

may be in tension with astrophysical bounds, depending on the realization of

the Standard Model.
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man, Andre Leclair, Peter Lepage, and Maxim Perelstein for creating a collabo-

rative and comfortable research environment where graduate students flourish.

I thank all of my fellow high energy theorists, in particular, Ofri Telem (and

Laura), Amirhossein Tajdini, Ibrahim Shehzad and Nima Afkhami-Jeddi. Not

only have I learned a great amount from our discussions, but also, graduate

school would have been a much bleaker experience without you.

I thank Kacey Acquilano, Deb Hatfield, Katerina Malysheva, Craig Wiggers

and all the administrative staff of the Physics Department, without whom so-

ciety would descend into chaos. I am particularly grateful to Craig for his un-

v



wavering positive attitude, and efforts to find me teaching positions when I

needed it. I especially thank Kacey, without whom this dissertation would not

have been written at this time and I would have missed multiple deadlines.

I thank the Friday group, for welcoming me back after I took a brief 4-year

break from Friday dinners. Some of my fondest memories from graduate school

have been with them. Soumyajit Bose, Yi Xue Chong, Alex Grant, Jihoon Kim,

Jaeyoon Lee, Kevin Nangoi, Albert Park, Meera Ramaswamy, Brian Schaefer,

Sam Schultz, and Rahul Sharma; you are all great, keep it weird.

I thank my cat, Sipidik, who has had numerous opportunities to wipe out

my work by walking on the keyboard, but has done so only semi-regularly.

Her mantra of eating, sleeping and acquiring pets, as well as her indifference to

recent developments in String Phenomenology, is an inspiration.

I thank my family: my mother Nuray, my father Kenan, my sister Meryem
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CHAPTER 1

INTRODUCTION

The two pillars of modern physics, the Standard Model (SM) of particle

physics and General Relativity (GR) describe physical phenomena in our uni-

verse with great precision. This is unfortunate, as the SM coupled to grav-

ity is an effective field theory that breaks down at the Planck scale Mpl '

2.4 × 1018 GeV. In other words, we know that this description of Nature is an

approximation which, no matter how successful at low energies, is not the final

answer. Moreover, it seems unlikely that experimental discoveries in the near

future will result in a paradigm shift. Even if (or rather, when) we discover new

fundamental particles and forces, it is the author’s opinion that our models will

have to be amended merely by adding new fields and terms to a Lagrangian,

and that the framework of a quantum field theory coupled to gravity will pre-

vail.1

While the study of theories of quantum gravity that are predictive at the

Planck scale will continue as human curiosity requires it, experimental obser-

vations provide little guidance.2 The situation appears to be grim: if we cannot

verify our theories with experiment, how are we to discover a theory of quan-

tum gravity that describes our universe? Can this endeavour even be classified

as science?

At this point of despair, Nature provides the most unexpected – and ironic

– assistance. It appears that writing down a UV-complete, mathematically con-

sistent theory that gives rise to (i) quantum mechanics, (ii) gravity, and (iii) a

1It would be extremely exciting to be proven wrong about this point.
2The discovery of a positive cosmological constant is a remarkable exception to this.
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smooth four dimensional spacetime at low energies, is surprisingly difficult. As

a result, instead of having dozens of competing frameworks that predict every-

thing we observe at low energies and differ only at the Planck scale, we have

few frameworks with little predictive power at the energies we can probe.

The most well-understood and successful of these frameworks is string the-

ory, or particularly, ’M-theory’. String theory is fundamentally quantum me-

chanical; the inclusion of gravity is a consistency condition; and it has solutions

that give rise to smooth, four dimensional spacetimes. It also has all the neces-

sary ingredients to accommodate the SM3. It offers possible solutions to many of

the major problems in fundamental physics including the cosmological constant

problem, hierarchy problems and the microscopic nature of dark matter.

A major obstacle to make connections between string theory and experiment

is that critical superstring theories live in 10 spacetime dimensions. The obvious

way forward is to study solutions of string theory where six of the dimensions

are compactified. While it is fortunate that these solutions exist, it is unfortunate

that there are too many of them. This greatly diminishes the predictive power

of the theory at low energies, as different solutions give rise to different four

dimensional effective field theories. This set of solutions is referred to as the

string landscape.

Studying the entirety of the string landscape is well outside of our reach as

of the writing of this dissertation. However, we can study subsets of the land-

scape that are in greater computational control. One such subset of interest is

compactifications on manifolds that admit solutions to the vacuum Einstein’s

equations (i.e. those that admit a Ricci flat metric). Constructing and analyz-

3Though putting these ingredients together to obtain SM without any extra matter is chal-
lenging.
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ing these manifolds using real geometry is challenging. So we must specialize

once more and require that the manifold is complex and Kähler. Such spaces

are called Calabi-Yau (CY) manifolds.4

Note that our universe might not be described by a compactification of a su-

perstring theory on a CY manifold. In fact, the correct description might not

be directly related to string theory at all. Even then, in the quest to understand

quantum gravity, constructing explicit compactifications of string theory is one

of our most powerful methods. Even if future generations of physicists study

quantum gravity using very different methods, things that we have learned

(and will learn) from string compactifications will illuminate their way.

1.1 Calabi-Yau hypersurfaces in toric varieties

It is not known whether the number of three complex dimensional CY mani-

folds, henceforth called CY threefolds, is finite. There does not exist a general

algorithm that can generate all CY threefolds either. This situation poses chal-

lenges in making statistical statements about the set of all CY threefolds. How-

ever, one can make strong statements about the set of all known CY threefolds.

This is the strategy we will pursue in this dissertation.

To date, the largest known class of CY threefolds are constructed as hyper-

surfaces in toric varieties, following Batyrev [1]. The construction starts with

a four dimensional reflexive lattice polytope. The number of such polytopes

is finite and an exhaustive list of 473,800,776 polytopes has been generated by

Kreuzer and Skarke in [2]. Given such a polytope, the next step is to obtain a

4Different, inequivalent definitions of CY manifolds are used by different authors. These
subtleties will not matter in this work.
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fine, regular and star triangulation (FRST) of the points on the polytope. This

triangulation defines a complete polyhedral fan, which in turn defines a four

complex dimensional toric variety. Batyrev showed in [1] that the anticanoni-

cal hypersurface of this toric variety is a CY threefold. More details about this

construction are given in chapters 2 and 3.

While 473,800,776 is a fairly large number itself, the number of FRSTs per

polytope increases exponentially with the number of points on the polytope. As

a result, the number of topologically distinct CY threefolds is expected to be an

exponentially large number. This number is not known5, but a rigorous upper

bound is derived in chapter 2.

Some of the topological data of the resulting CY hypersurfaces, such as the

Hodge numbers h1,1 and h2,1, depend only on polytope data, and were already

computed by Kreuzer and Skarke. However, many properties of compactifica-

tions of string theory on these manifolds depend on other data, such as intersec-

tion numbers, Chern classes and cones of effective curves and divisors. These

depend on the triangulation of the polytope.

In short, given a reflexive polytope, the task is to determine various proper-

ties of the polytope such as faces and points within, obtain an FRST, and com-

pute topological invariants relevant for the string compactification that is to be

studied. The difficulty of these computations scales with the number of points

on the polytope, or equivalently the Hodge number h1,1.6 In the Kreuzer-Skarke

list, h1,1 takes values 1 ≤ h1,1 ≤ 491. Methods and software packages that have

been available before the works presented in this dissertation are effective only

5This number is not known even to the nearest hundred orders of magnitude. So, the phrase
’not known’ is quite an understatement here.

6When the polytope is favorable, the number of points on the boundary of the polytope is
h1,1 + 4.
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when h1,1 . O(10).7 Since the number of FRSTs increases exponentially with

h1,1, the subset of CY hypersurfaces with h1,1 . O(10) is an exponentially small

fraction of all CY hypersurfaces.

Over a series of papers [6, 7, 8], we have drastically improved our capabilities

in generating CY hypersurfaces and computing a wealth of geometric invari-

ants. In particular, we can perform these computations for the largest reflexive

polytope within a few seconds. Studying the entirety of the Kreuzer-Skarke list,

i.e. obtaining CY hypersurfaces from every single reflexive polytope, is now

within reach. These advances enabled numerous phenomenological applica-

tions and underlie many of the results presented in this dissertation.

While these methods have been key ingredients in many applications we

have pursued in the past [6, 7, 9, 10, 11, 12, 13], the space of all possible applica-

tions is too vast to be explored by any single physicist or research group. This

is one reason why we are preparing CYTools [8], an open source software pack-

age based on Python, with a simple, user-friendly API, that will enable many of

these computations without requiring extensive knowledge of algebraic geom-

etry. It is my sincerest hope that these methods will be useful for the community

and will help generate great research.

1.2 Outline of this dissertation

This dissertation is based on four papers [6, 7, 12, 13]. Key facts about CY hy-

persurfaces and compactifications of type IIB superstring theory on them are

repeated whenever necessary in such a way that each chapter can be read inde-

7[3, 4, 5] are examples of earlier pioneering work in this direction.
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pendently.

Chapter 2 is based on [7] and includes three mostly independent results.

First, we prove an upper bound NFRST < 1.53 × 10928 on the total number of

FRSTs of the reflexive polytopes in the Kreuzer-Skarke list. As different FRSTs

might result in the same CY hypersurface, we then prove a more stringent upper

bound of NCY < 1.65 × 10428 on the number of topologically inequivalent CY

threefold hypersurfaces that can be obtained from the Kreuzer-Skarke list. Both

of these bounds are dominated by the largest polytope in the list that gives rise

to hypersurfaces with h1,1 = 491 and h2,1 = 11.

As the number of CY hypersurfaces is astronomical, it is not possible to enu-

merate and study all of them. Thus, the ability to construct fair random sam-

ples is crucial to make accurate physical predictions. Using the triangulation

algorithms that were available prior to this work results in extremely skewed

samples, as these methods were not developed to uniformly sample from the

set of all triangulations. In chapter 2, we present a Markov Chain Monte Carlo

algorithm and show that it produces fair samples of triangulations, at least at

small h1,1 where we can test it. Combined with novel methods to compute topo-

logical data of threefolds with h1,1 � 1, we obtain random ensembles of CY

manifolds arising from three exceptional polytopes, with the Hodge numbers

(h1,1, h2,1) = (491, 11), (11, 491) and (251, 251).

Given the size of the set of CY hypersurfaces, it is likely that making use

of data science techniques will lead to significant advances. In the final part of

chapter 2, we develop machine learning algorithms to predict various geomet-

ric properties of CY hypersurfaces. These algorithms are extremely accurate at

small h1,1, and remain fairly accurate even at h1,1 = 491. Moreover, they are
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∼ 104 times faster than conventional methods, allowing for much more efficient

exploration of the set of CY hypersurfaces.

Chapter 3 is based on [6]. Here, we make the following crucial observa-

tion: the Kähler cones of CY hypersurfaces with large h1,1 are extremely narrow.

While this has a number of consequences, we will focus on a particular one in

this work. To make sure that the α′ expansion is under control, one might de-

mand that every holomorphic curve has volume greater than c `2
s ≡ c (2π)2α′,

where c is a dimensionless constant. As the number of irreducible holomor-

phic curves is often larger than h1,1, this gives rise to a linear system with h1,1

variables and P constraints where P � h1,1. Some Kähler parameters are then

forced to take extreme values, resulting in some irreducible curves, divisors and

the CY itself having very large volumes.

A direct physical consequence is that the control of the α′ expansion is

strongly correlated with the presence of ultralight axions when h1,1 & O(10).

As a concrete example, we consider compactifications of type IIB string theory

on orientifolds of CY hypersurfaces. The RR four-form C4 gives rise to axions

θi =
∫
Di
C4 where Di is a 4-cycle. These axions have continuous shift symme-

tries at all orders in perturbation theory. These symmetries are broken only by

non-perturbative effects such as Euclidean D3-branes and gaugino condensa-

tion on D7-branes. The actions of these objects scale with the volumes of the

4-cycles that they wrap. Then, in the region of parameter space where the vol-

umes of some 4-cycles are very large, the corrections to the potential due to

non-perturbative effects are exponentially suppressed, resulting in axions that

are ultralight. This so-called ’Axiverse’ is among the most promising paths to-

ward making connections between string theory and experiment.
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Understanding whether super-Planckian displacements R � Mpl of fields

occur in well-controlled compactifications of string theory is a pressing prob-

lem. Axions are particularly good candidates for achieving large field ranges,

due to the perturbative shift symmetries mentioned above. In the final part of

chapter 3 we study the radius of axion fundamental domains in an ensemble of

geometries and find that R . Mpl for most geometries. However, we cannot

exclude the possibility that geometries with R � Mpl might exist. Ultimately,

determining whether such geometries exist requires improvements of our un-

derstanding of Kähler cones of CY hypersurfaces and our ability of searching in

the set of all hypersurfaces. As of the writing of this dissertation, both of these

improvements are well underway and might result in exciting discoveries in the

near future.

The axiverse studied in chapter 3 suggests that observational constraints on

axions could lead to constraints on the string landscape. The main difficulty is

that most constraints depend strongly on the couplings of the axions to the visi-

ble sector, the initial state of the axions and the thermal history of the Universe.

Relating these constraints to the string landscape is therefore quite difficult.

In chapter 4, based on [12] and [13], we will use black hole superradiance

(BHSR) to constrain string compactifications in a way that is mostly independent

from visible sector couplings and the cosmological model. This phenomenon

can be summarized as follows. A spinning black hole creates a cloud of axions

via gravitational interactions. When certain conditions regarding the masses

and self-interactions of axions are met, this cloud can extract angular momen-

tum from the black hole efficiently. The observation of spinning black holes

then puts strong constraints on theories containing axions, such as those arising
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in string compactifications.

In this dissertation, we present an extensive and systematic study of BHSR

in compactifications of type IIB string theory on orientifolds of CY hypersur-

faces in toric varieties. To this end, we construct an ensemble of ∼ 200, 000

compactifications with 1 ≤ h1,1 ≤ 491. For each compactification, we compute

mass spectra and quartic interactions of the axions and determine whether it

is excluded by BHSR. By doing so, we are able to exclude certain regions in

the moduli spaces of some of the CY manifolds. These exclusions are strongly

correlated with the geometric properties of the compactification manifolds and

exhibit a high level of regularity. The methods developed in this work will en-

able further explorations of astrophysical constraints on the string landscape.
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CHAPTER 2

BOUNDING THE KREUZER-SKARKE LANDSCAPE

2.1 Introduction

String theory gives rise to an immense wilderness of four-dimensional effective

theories. A first step to understanding these theories is to chart out the regions

in theory space that are populated by specific classes of solutions. Compacti-

fications of critical string theories on Calabi-Yau threefolds, or on orientifolds

thereof, are perhaps the best-understood class for this purpose, because of the

perspective afforded by algebraic geometry.

Although Calabi-Yau threefolds are not fully classified, or even known to

be finite in number, one can learn much by studying subclasses that enjoy ad-

ditional structure. Calabi-Yau threefolds that are hypersurfaces in toric vari-

eties can be treated combinatorially because the ambient toric varieties corre-

spond to certain triangulations of reflexive polytopes in Z4, as we will recall

below. Kreuzer and Skarke famously enumerated the 473,800,776 distinct four-

dimensional reflexive polytopes [2], and their list has served as a wellspring of

topological data of Calabi-Yau threefolds (see e.g. [14, 15]). However, the actual

number of inequivalent Calabi-Yau threefolds arising as hypersurfaces in toric

varieties has not been known, even to the nearest thousand orders of magni-

tude.

In this work we prove an upper bound, NCY < 1.65 × 10428, on the num-

ber of inequivalent Calabi-Yau threefold hypersurfaces in toric varieties. We

also show that the number of fine, regular, star triangulations (FRSTs) of four-
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dimensional reflexive polytopes is bounded above by NFRST < 1.53×10928. Both

upper bounds are dominated by the single polytope with the largest number

of points: this is a four-simplex containing 496 lattice points, which engenders

Calabi-Yau threefolds with h1,1 = 491 and h2,1 = 11.

To grapple with these astronomically large discrete sets, we then develop

novel algorithms for fair sampling of triangulations and of Calabi-Yau three-

folds. Enumerating FRSTs of polytopes with hundreds of points and then op-

erating on the triangulation data is computationally demanding, and to reach

acceptable speeds we were obliged to adapt and combine a considerable num-

ber of software packages and libraries. Our methods allow rapid enumeration

of triangulations of even the largest polytope in the Kreuzer-Skarke list, and

give samples that are representative in the range of h1,1 where we are able to

test them.

Finally, the immense size of discrete data sets in string theory, such as those

encountered here, suggests the use of data science techniques — see [16, 17, 18,

19, 20, 21, 22, 23, 24, 25, 26, 27, 28, 29, 30, 31, 32, 33, 34, 35, 36, 37] as well as

the reviews [38] and [39]. In the final part of this work, we develop machine

learning algorithms to predict the topological data of Calabi-Yau threefolds. We

demonstrate that these are orders of magnitude faster than our enumerative

algorithms, have outstanding accuracy at modest Hodge numbers, and remain

accurate for some quantities even at h1,1 = 491. The key idea is to represent

the data of a regular triangulation in terms of the GKZ vector — introduced

in Definition 1 below — that arises in the secondary polytope construction of

Gelfand, Kapranov, and Zelevinsky (GKZ) [40].

The organization of this chapter is as follows. In §2.2 we review key ele-
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ments of Calabi-Yau threefold hypersurfaces in toric varieties, and of the sec-

ondary polytope of a point configuration. In §2.3 we derive upper bounds on

the number of FRSTs and the number of distinct Calabi-Yau threefolds that re-

sult from polytopes in the Kreuzer-Skarke list. In §2.4 we present algorithms for

fair sampling of FRSTs and Calabi-Yau threefolds, as well as our software im-

plementation (in §2.4.3). In §2.5 we demonstrate that deep neural networks can

very accurately predict topological data of Calabi-Yau threefold hypersurfaces.

We conclude in §2.6. Appendix §2.A contains the results of testing our sampling

algorithms.

2.2 Regular Triangulations and the Secondary Polytope

We start by briefly reviewing Batyrev’s construction [1] of Calabi-Yau three-

folds as hypersurfaces in toric varieties. Let ∆ and ∆◦ be a dual pair of four-

dimensional reflexive polytopes, and let T be a triangulation of ∆◦. When T

is a fine, regular, star triangulation (FRST), conditions that we will presently dis-

cuss, it defines a subdivision of the normal fan of ∆, and so defines a four-

dimensional toric variety whose generic anticanonical hypersurface is a smooth

Calabi-Yau threefold.

Each condition on the triangulation T plays an important role in the con-

struction. T is called star if all of its full-dimensional simplices have the origin

as a vertex. This allows one to define cones forming a complete fan, and hence

construct a compact toric variety. T is called fine if every point in the point con-

figuration, which in our case consists of all lattice points not interior to facets,1 is

1Points strictly interior to facets correspond to divisors of the ambient variety that do not
intersect the Calabi Yau hypersurface transversely. See e.g. Appendix B of [41] for a detailed
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a vertex of a simplex in T . This ensures that the singularities in the toric variety

are sufficiently mild so that the Calabi-Yau is smooth. Finally, T is called reg-

ular if it can be obtained as the projection of the lower faces of the convex hull

of a point set in one higher dimension. This is required so that the toric vari-

ety is projective, and hence Kähler — the hypersurface then inherits this Kähler

structure.

Let us now dissect the regularity condition, which will be crucial in our anal-

ysis. A triangulation T of a configuration A of n points pi ∈ Rd, i = 1, . . . , n, is

regular if it can be constructed as follows. One starts with the points of A and

lifts them into one higher dimension, i.e. into Rd+1, by adding an extra coordi-

nate and defining heights hi ∈ R, i = 1, . . . , n. One can then construct the convex

hull. For generic heights, the lower faces of this convex hull will be simplices

that can be projected down to produce a triangulation of A. A schematic of this

process is shown in Figure 2.1. If one of the lifted points, p, lies in the interior of

the convex hull, then the resulting triangulation does not include p. Note that

within the space of heights there are lower-dimensional subspaces that do not

result in triangulations of A, but rather in regular subdivisions that do not fully

divide A into simplices.

The regular triangulations of a point configuration have a very rich structure

studied by Gelfand, Kapranov, and Zelevinsky (GKZ) [42, 43]. An extensive

discussion of their results can be found in their book [40] and in the more recent

textbook [44], which also provides more general information on triangulations.

Here we recall the constructions and theorems that will be necessary for our

purposes. The main concepts we will need are those of the secondary polytope

and secondary fan of a d-dimensional point configuration A with n points. To

discussion.
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Figure 2.1: Regular triangulations descend from projections of the lower faces of
a convex hull in one higher dimension. In the figure, a two-dimensional point
set is lifted by a set of heights into a three-dimensional convex hull. The lower
faces (shown in red) induce a triangulation on the original point set via their
projection.

this end, we first define the GKZ vector of a triangulation.

Definition 1 (GKZ Vector) Let A be a point configuration with points pi ∈ Rd,

i = 1, . . . , n, and let T be a triangulation of A. We define a map ϕA :

{triangulations of A} → Rn such that ϕA(T ) is a vector whose ith component is given

by

ϕiA(T ) :=
∑

{σ∈T |pi∈vert(σ)}

vol(σ) , (2.1)

where the sum is over all maximal simplices σ that have pi as a vertex. This is called the

GKZ vector (or volume vector) of T .

The secondary polytope can now be constructed from the GKZ vectors as

follows.

Definition 2 (Secondary Polytope) Let A be a point configuration. The secondary

polytope Σ(A) is the convex hull of the GKZ vectors associated to all the triangulations

of A,

Σ(A) := conv
{
ϕA(T )|T is a triangulation of A

}
. (2.2)
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We adopt the convention that the standard simplex has unit volume, which

implies that if the points in A are lattice points, as in our situation, then the

secondary polytope is a lattice polytope in Zn. The key result due to GKZ is the

following theorem.

Theorem 1 (Gelfand, Kapranov, Zelevinsky 1989) For a point configuration A,

the vertices of the secondary polytope Σ(A) are in one-to-one correspondence with the

regular triangulations of A.2

Let us now relate the secondary polytope Σ(A) to the definition of regular-

ity described above. Given a point configuration A with n points, the set of

height vectors that result in a given triangulation forms (the interior of) a full-

dimensional cone in Rn. The set of such cones (including their boundaries and

intersections) from all of the regular triangulations forms a complete fan, called

the secondary fan, which can be equivalently defined as follows [42, 43]:

Definition 3 (Secondary Fan) The secondary fan of a point configuration A is the

normal fan of the secondary polytope Σ(A).

Since the construction of smooth Calabi-Yau hypersurfaces requires triangu-

lations to be fine and star, we need to determine the regions in the secondary fan

that correspond to FRSTs. To this end, we make use of the following theorem

[44]:

Theorem 2 Let A be a point configuration. Let h and h′ be the generic height vectors

defining two regular triangulations T and T ′. Finally, let Tt be the triangulation (or

subdivision) obtained from the height vector ht := (1− t)h + th′ for t ∈ [0, 1]. Then:
2In fact, the theorem is much stronger: it asserts that the face lattice of Σ(A) is isomorphic to

the refinement poset of regular polyhedral subdivisions of A. For more details see [40, 44].
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a) All subdivisions Tt are either triangulations or bistellar flips between two trian-

gulations.

b) All subdivisions Tt contain all the simplices that are common to both T and T ′.

Theorem 2 implies that the cones from FRSTs form a subfan with convex sup-

port of the secondary fan.3 To see this we use the simple fact that a triangulation

is fine and star if and only if for each point other than the origin there is a one-

simplex having this point and the origin as its vertices.

A two-dimensional cross section of the subfan of FRSTs of the largest reflex-

ive polytope in the Kreuzer-Skarke database is shown in Figure 2.2.

Figure 2.2: A two-dimensional cross section of the secondary subfan of FRSTs of
the largest four-dimensional reflexive polytope (left), and the result of combin-
ing regions therein that give rise to the same Calabi-Yau (right). Each colored
region on the left (resp. right) corresponds to a different FRST (resp. Calabi-
Yau), and the outermost boundaries are defined by heights beyond which the
triangulation becomes non-fine or non-star.

3We remark that the cones in the secondary fan are closely related to the Kähler cones of the
ambient varieties: see [45].
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2.3 Upper Bounds on the Number of Triangulations

As a step toward understanding the statistics of string vacua, it would be valu-

able to compute the number NCY of distinct Calabi-Yau hypersurfaces arising

from the Kreuzer-Skarke list. In this work we will derive a rigorous upper bound

on NCY, leaving a direct computation of NCY as a challenge for future work.

In this section, we describe a general procedure for deriving upper bounds

on the number of regular triangulations of lattice polytopes. To our knowledge,

our result in equation (2.4) is the best upper bound available in the literature

for the number of regular triangulations of lattice polytopes4 in d ≥ 3. We then

specialize to the case of fine, regular, star triangulations of reflexive polytopes,

and derive an upper bound for the number of topologically distinct Calabi-Yau

threefolds that can arise.

2.3.1 Bounding the number of regular triangulations of lattice

polytopes

Our derivation of an upper bound relies on the construction of the secondary

polytope described in §2.2. In particular, we will make crucial use of the fact

that the vertices of the secondary polytope are in bijective correspondence with

regular triangulations of the original point configuration.

Consider a set A of n points in Zd whose convex hull is a d-dimensional

polytope.5 Let V be the volume of the polytope, in units where the standard

4Lattice polygons have been studied more extensively, see e.g. [46, 47, 44].
5The set of n points need not include all the lattice points contained in the convex hull.
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simplex has unit volume. Definition 1 then implies that the components ϕiA of

the GKZ vectors take integer values ranging from 0 to V . By counting the lattice

points in the box defined by 0 ≤ ϕiA ≤ V , i = 1, . . . , n, we obtain an upper

bound on the number of regular triangulations of A.

We can obtain a tighter bound by using the fact that the sum of all compo-

nents of each GKZ vector must be (d + 1)V , which follows from the fact that

each simplex has d + 1 vertices and hence its volume is counted d + 1 times.

The counting problem then reduces to finding the number of solutions to the

equation
n∑

i=1

xi = (d+ 1)V , with xi ∈ Z≥0 . (2.3)

This is a straightforward combinatorial problem that yields an upper bound of

Nreg.triang. ≤
(

(d+ 1)V + n− 1

n− 1

)
. (2.4)

It is worth noting that the secondary polytope is of codimension d + 1 [44],

whereas here we are counting the number of lattice points in a simplex of codi-

mension one. Restricting the counting to a lower-dimensional space would

yield a better upper bound, but we leave this to future work.

By restricting to FRSTs of reflexive polytopes we can apply further con-

straints that improve the above bound. For this case, the relevant n is the num-

ber of points not strictly interior to facets, plus the origin. The star condition

requires that the component of the GKZ vector corresponding to the origin is

equal to V , while the fine condition simply requires that all other components

are positive. We have thus shown that bounding the number of FRSTs reduces

to counting the number of solutions to

n−1∑

i=1

xi = dV, with xi ∈ Z>0 . (2.5)
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Solving this simple combinatorial problem we find the bound

NFRST ≤
(
dV − 1

n− 2

)
. (2.6)

We can now apply the formula (2.6) to the polytopes in the Kreuzer-Skarke

database, for which d = 4 and n ≤ 496. The resulting upper bound is shown in

Figure 2.3, and Table 2.1 shows the values for the largest polytopes. We find that

the single largest polytope, which has h1,1 = 491, h2,1 = 11, n = 496, and V =

3528, gives the overwhelmingly dominant contribution to the bound: N (491,11)
FRST <

1.53× 10928, which is 55 orders of magnitude larger than the contribution of the

first subleading polytope. This observation is consistent with [48], although our

upper bound is lower than their estimate.

Figure 2.3: The upper bounds on the number of FRSTs, NFRST, and distinct
Calabi-Yau threefolds, NCY, from four-dimensional reflexive polytopes. The
fits for h1,1 ≥ 200, shown in red, are log10(NFRST) = 1.91h1,1 − 5.31 and
log10(NCY) = 0.90h1,1 − 15.45. In the right panel, we show (2.7) for h1,1 < 200,
i.e. to the left of the vertical line, while for h1,1 ≥ 200 we show the tighter bound
obtained by explicitly computing NFRT(f) for some of the 2-faces f , and using
this data in (2.7).
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2.3.2 Bounding the number of distinct Calabi-Yau hypersur-

faces

We have now bounded the number of FRSTs, but different FRSTs can give rise

to the same Calabi-Yau threefold, in different regions of its Kähler moduli space.

We will now derive a stronger bound for the number of distinct — i.e., homo-

topy inequivalent — Calabi-Yau threefolds.

Wall’s theorem [49] implies that the homotopy types of compact Calabi-Yau

threefolds with torsion-free homology are classified by the Hodge numbers,

triple intersection numbers (κABC , defined in (2.11)) and second Chern class.

Now suppose that T1 and T2 are two FRSTs of a reflexive polytope ∆◦ whose

restrictions to the 2-faces of ∆◦ are identical. Let us show that T1 and T2 define

Calabi-Yau hypersurfaces X1 and X2, respectively, that are homotopy equiva-

lent.

First of all, the Hodge numbers of X1 and X2, being determined only by ∆◦,

are identical. Similarly, the triple intersection numbers of X1 and X2, which are

specified by the restrictions of T1 and T2 to the 2-faces of ∆◦, are equal — see for

example [41].

Finally, we show that the second Chern classes ofX1 andX2 are equal. View-

ing the second Chern class c2(X) of a threefold X as a linear form acting on

the homology classes of divisors D, c2[D] :=
∫
D
c2(X), one easily shows (see

e.g. [50]) that c2[D] can be computed from the triple intersection numbers κABC

ofX and the holomorphic Euler characteristic ofD, χh(D) := h0,0(D)−h0,1(D)+

h0,2(D). For D a prime toric divisor, χh(D) is easily expressed in terms of poly-

tope data, and so the action of c2(X) on a basis of prime toric divisors can be
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computed from polytope and triangulation data that is sufficient to compute

the κABC : that is, from the data of a triangulation restricted to the 2-faces of ∆◦.

In summary, for a Calabi-Yau threefold hypersurface X in a toric variety de-

fined by an FRST of a reflexive polytope ∆◦, the data required by Wall’s theorem

to determine the homotopy type of X is specified by the restriction of the FRST

to the 2-faces of ∆◦. In particular, two FRSTs of ∆◦ that differ only by simplices

in 3-faces define homotopy equivalent Calabi-Yau threefolds.

Thus, to bound the number of homotopy inequivalent Calabi-Yau hypersur-

faces arising from the Kreuzer-Skarke list, we need only bound the number of

triangulations of the 2-faces of the corresponding polytopes. This reduces our

task to that of counting triangulations of lattice polygons, which is rather well-

understood. To our knowledge, the following theorem by Anclin [46] provides

the best upper bound for our purpose. We use the more convenient formulation

presented in Theorem 9.3.7 of [44].

Theorem 3 (Anclin 2003) The number of fine triangulations of a lattice polygon is

bounded by 23i+b−3, where i and b are the number of interior and boundary lattice points

in the polygon.6

We stress that this is an upper bound for the number of all fine, not necessar-

ily regular, triangulations. Even so, it yields a stronger bound than the method

described in §2.3.1, even when the latter is restricted to fine and regular trian-

gulations.

From the above theorem it follows that the number of distinct Calabi-Yau
6This theorem is applicable to lattice polygons embedded in a higher-dimensional lattice

since their affine Z-span is an affine lattice isomorphic to Z2.
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threefolds that arise from a particular four-dimensional reflexive polytope is

bounded by

NCY ≤
∏

f∈F∆◦ (2)

23if+bf−3, (2.7)

where F∆◦(2) denotes the set of 2-faces of ∆◦ and if and bf denote the number of

interior and boundary points, respectively, of the 2-face f . Sometimes one can

compute the actual number NFRT(f) of fine, regular triangulations for certain 2-

faces f , such as those with relatively few points, and replace the corresponding

factors in (2.7) with NFRT(f), leading to a tighter bound.

We have evaluated (2.7) for the 473,800,776 polytopes in the Kreuzer-Skarke

list. For polytopes with h1,1 ≥ 200, we used TOPCOM [51] to compute NFRT(f)

for 2-faces f with up to 17 lattice points,7 while for the far more numerous poly-

topes with small h1,1 we used (2.7) directly.

In total, we find that the number of distinct Calabi-Yau threefolds arising

from the Kreuzer-Skarke list obeys8

NCY < 1.65× 10428 . (2.8)

This is one of our main results.

The bound (2.8) is dominated by the polytope with h1,1 = 491, which con-

tains the largest 2-face in the database, and contributes

N
(491,11)
CY ≤

(
26 · 32 · 52 · 172 · 972 · 1012

)
· 21374 ≈ 1.65× 10428 , (2.9)

7We stop at 17 lattice points because in the polytope with h1,1 = 491, which dominates the
bound, the next-larger 2-face has 129 lattice points, making an exact count impractical.

8The exact bound is 16468748345409819248194378023304313940946564187432078509364852963014
6040575488255243589332232903592518474658158429571147325462793749362868946853319691948129
8883395339972203613804284096289742550789265088421675080072368874768688779979297016169174
5194720127658754222186509852391225057750610021878875802809122461761270655713263315386424
8913905073354395569564592722506413231664691489296656747662315313727961454833931913041383
322595623.
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where the factors in parentheses come from the numbers of triangulations of

2-faces with ≤ 17 points. The contribution (2.9) is 27 orders of magnitude more

than that from the first subleading polytope.

In Figure 2.3 we show the contributions to the upper bound as a function of

h1,1, and explicit values for the largest polytopes are shown in Table 2.1.

Table 2.1: Upper bounds for polytopes with h1,1 ≥ 400.

Hodge Numbers Upper bounds

h1,1 h2,1 NFRST NCY

491 11 1.53× 10928 1.65× 10428

462 12 1.13× 10873 3.71× 10401

2.67× 10873 2.66× 10401

433 13

8.39× 10817 8.36× 10374

1.98× 10818 6.00× 10374

4.67× 10818 4.30× 10374

3.06× 10816 3.00× 10374

416 14 2.46× 10786 7.64× 10359

1.04× 10786 6.65× 10359

404 14

1.47× 10763 1.35× 10348

3.47× 10763 9.69× 10347

8.20× 10763 6.94× 10347

2.27× 10761 6.75× 10347

5.37× 10761 4.84× 10347

8.30× 10759 2.42× 10347

As a final comment, even though there exist lower bounds for the number

of triangulations of polygons, e.g. in [47], these do not directly lead to lower

bounds on the number of Calabi-Yau threefolds, as not all combinations of tri-

angulations of 2-faces occur in a full triangulation of the polytope.
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2.4 Random Sampling of Calabi-Yau Threefolds

The set of Calabi-Yau threefold hypersurfaces in toric varieties is potentially

of astronomical proportions. As it is not possible to study every Calabi-Yau

hypersurface in this set, we instead aim to construct representative ensembles

of hypersurfaces. Below we describe a method that allows us to produce diverse

samples, and we demonstrate that it in fact produces fair samples, at least at the

modest values of h1,1 where we can test it. The key strategy that makes this

possible is to explore the space of regular triangulations via their height vectors,

as well as with the more common technique of performing bistellar flips.

In this section, we first describe our sampling algorithms and the software

used to implement them. We then use these algorithms to obtain random sam-

ples of Calabi-Yau threefolds arising from the polytopes with largest Hodge

numbers. Finally, we analyze these ensembles and present the statistics of rele-

vant geometric quantities.

2.4.1 Sampling algorithms

The most straightforward way of obtaining random triangulations is to move

in the space of triangulations by performing random bistellar flips (see e.g. [52,

47]).
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Algorithm 1: Random Flips

1. Pick an initial FRST T = T◦.

2. Construct a new FRST Tnew by performing Nflip random flips on T ,

making sure that the resulting triangulation is fine, regular and star.

3. Add Tnew to the sample, set T = Tnew and repeat step 2.

The main shortcoming of this algorithm is that it has a very long mixing time:

it produces samples that are strongly dependent on the initial triangulation T◦,

and the statistics of the sample converge very slowly, even for relatively small

polytopes with O(10) points. The reason for this behavior is that Algorithm

1 explores the space of FRSTs by taking small steps, performing Nflip flips at

a time, and it takes a long time to move from one corner of the space to the

other. Increasing the step size by setting Nflip � 1 is prohibitively expensive, as

regularity needs to be checked after each flip.

We now propose an algorithm that addresses this issue. As explained in

§2.2, Theorem 2 implies that the set of heights h that result in an FRST form a

convex, polyhedral cone, which we denote by C̃. We can thus explore the space

of FRSTs by taking random walks within C̃. Moreover, since a homogeneous

scaling of the heights h → λh, λ ∈ R+ does not change the triangulation, a

suitable subspace to explore is the intersection of C̃ and a sphere of radius one:

C := {h|Th is fine and star, and |h| = 1}. Although constructing C explicitly is

difficult, we can obtain a random sample of points in C using a hit and run

algorithm, as it is easy to determine whether a given height vector h is contained

in C. In practice, we explore the space of fine, regular but not necessarily star

triangulations this way, and transform them into FRSTs at the end, for technical
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reasons we describe in §2.4.3.

Algorithm 2: Random Walks

1. Pick an initial height vector h = h◦ ∈ C.

2. Pick a random unit vector α ∈ Rn, |α| = 1.

3. Consider h′ = (h + εα)/|h + εα|, and find the largest ε = εmax such that

h′ ∈ C.

4. Pick a random real number δ ∈ [0, εmax] and set h = (h + δα)/|h + δα|.

5. Repeat steps 2-4, Nwalk times.

6. Compute Th, convert it to a star triangulation, and add it to the sample.

7. Repeat steps 2-6.

The main advantage of Algorithm 2 is that it converges much faster than Al-

gorithm 1. There are two factors that contribute to this improvement. First, ob-

taining a regular triangulation from a given height vector is significantly faster

than determining whether a given triangulation is regular. Second, a single step

of Algorithm 2 can produce FRSTs that differ by a large number of bistellar flips,

enabling more efficient exploration of the space of FRSTs.

A crucial step in implementing Algorithm 2 is finding the initial height vec-

tor h◦ ∈ C. A natural choice is hi◦ = |pi|2 where |pi| are the norms of the lattice

points on the polytope. The height vector h◦ is not generic and gives rise to a

subdivision, rather than a triangulation. A triangulation can be obtained by an

infinitesimal perturbation h = h◦ + ε. Such triangulations are called Delaunay,

and they enjoy a number of nice properties, including being fine and regular

[44].

26



Although Algorithm 2 is very efficient, it has a crucial shortcoming: even if

it returns a representative sample of points in C, the resulting sample of FRSTs

is not representative. In fact, different regions in C corresponding to different

triangulations need not have the same volume, cf. Figure 2.2, and we expect the

triangulations corresponding to larger regions to be sampled more frequently.

One way to combat this problem is by estimating the volumes of these regions

and constructing a weighted sample of triangulations. However, this becomes

prohibitively expensive at large h1,1. We will instead address this issue by com-

bining Algorithms 1 and 2:

Algorithm 3: Random Walks + Random Flips

1. Pick an initial height vector h = h◦ ∈ C.

2. Pick a random vector unit vector α ∈ Rn, |α| = 1.

3. Consider h′ = (h + εα)/|h + εα|, and find the largest ε = εmax such that

h′ ∈ C.

4. Pick a random real number δ ∈ [0, εmax] and set h = (h + δα)/|h + δα|.

5. Repeat steps 2-4, Nwalk times.

6. Compute Th.

7. Construct a new triangulation Tnew by performing Nflips random flips on

Th, making sure that the triangulation stays fine and regular.

8. Convert Tnew to a star triangulation, and add it to the sample.

9. Repeat steps 2-8.

This algorithm does not suffer from the weaknesses mentioned above. As

we explain in Appendix 2.A, at small h1,1 we can enumerate all the distinct
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Calabi-Yau hypersurfaces resulting from a polytope, and verify that the out-

put of Algorithm 3 gives a fair sampling of this set. We cannot similarly prove

that Algorithm 3 gives a fair sampling for polytopes with h1,1 � 1, because

computing the true distribution for the purpose of verification is too expensive.

However, we are not aware of any particular biases in the sampling, and so we

propose Algorithm 3 as a way to efficiently generate (provisionally) fair samples

for any polytope in the Kreuzer-Skarke list.

2.4.2 Geometric data

Before constructing random samples of Calabi-Yau threefolds using the algo-

rithms described above, we recall the definitions of the relevant geometric data

of a Calabi-Yau hypersurface in a toric variety.

Let ∆◦ be a four-dimensional reflexive polytope, and consider the set of lat-

tice points {vA} ∈ Z4 that are on the boundary of ∆◦ but are not strictly interior

to a facet. An FRST of {vA} defines a toric variety V of which a generic anti-

canonical hypersurface X ⊂ V is a smooth Calabi Yau threefold. The Hodge

numbers h1,1 and h2,1 of X are determined solely by polytope data. In particu-

lar, when ∆◦ is favorable,9 which is the case for all polytopes we consider below,

there are h1,1 + 4 lattice points {vA}.

Each of the points vA corresponds to a prime effective divisor D̂A of V , and

the intersectionDA = D̂A∩X defines an irreducible effective divisor onX .10 The

irreducible algebraic curves Ca on X generate the Mori cone,MX ⊂ H2(X,Z).

9We will give a precise definition in chapter 3.
10In general, not all irreducible effective divisors of X can be written this way: see chapter 3.
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The volumes of algebraic subvarieties of X are calibrated by the Kähler form J ,

V := Vol(X, J) =
1

6

∫

X

J ∧ J ∧ J ,

τA := Vol(DA, J) =
1

2

∫

DA

J ∧ J ,

ta := Vol(Ca, J) =

∫

Ca

J .

(2.10)

The Kähler cone of X , KX ⊂ H2(X,R), is defined as the set of cohomology

classes of closed (1, 1) forms J for which the volumes above are all positive. We

define the intersection numbers

MaA = #Ca ∩DA ,

κABC = #DA ∩DB ∩DC .

(2.11)

It is useful to pick h1,1 of the irreducible divisors Di, i = 1, . . . , h1,1, to construct

a basis for H4(X,Z). The Poincare duals [Di] of the Di furnish a complete basis

for H2(X,Z). We expand the Kähler form J in terms of [Di],

J = ti[Di] , (2.12)

and rewrite (2.10) as

V =
1

6
κijkt

itjtk ,

τA =
1

2
κAjkt

jtk ,

ta = Makt
k .

(2.13)

The Kähler metric Kij computed from the Kähler potential K = −2 logV can be

expressed as

Kij =
titj
8V2
− Aij

4V , (2.14)

where Aij = ∂ti
∂τj

.

For most Calabi-Yau hypersurfaces X , computing the generators of the Mori

coneMX is difficult. The Mori cone of the ambient varietyMV ⊃ MX , how-

ever, is easily computed from toric data and is a useful approximation forMX .
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As different ambient toric varieties can give rise to the same Calabi-Yau hyper-

surface, a better approximation toMX can be obtained by taking the intersec-

tion of the Mori cones of the ambient varieties,

M∩ :=
⋂

α

MVα . (2.15)

Here, α runs over the ambient toric varieties that contain the same Calabi-Yau

hypersurface. This is equivalent to gluing together the Kähler cones of the am-

bient varieties,

K∪ :=
⋃

α

KVα . (2.16)

To study the large-volume region of the Kähler cone KV , we define the

stretched Kähler cone K̃V as the subset of KV where the volumes of all curves

Ca ∈MV are greater than one,

K̃V =
{
J ∈ H1,1(X,R)

∣∣∣ ta ≥ 1 ∀ Ca ∈MV

}
. (2.17)

Similarly, we define

K̃∪ =
{
J ∈ H1,1(X,R)

∣∣∣ ta ≥ 1 ∀ Ca ∈M∩

}
. (2.18)

In practice, constructing K̃∪ is prohibitively expensive at large h1,1. Thus, we

will construct and use K̃V in most of our analyses.

Finally, we define the tip of the stretched Kähler cone as the point J? ∈ K̃V that

is closest to the origin, and we write

J? = ti?[Di] . (2.19)

The distance between the origin and J? is then

dmin =

√
δijti?t

j
?. (2.20)
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Many physical quantities of interest depend on the Kähler form J . Ideally, given

a mechanism for moduli stabilization at large h1,1 one might sample Kähler

forms within the Kähler cone according to a measure defined by the dynam-

ics of stabilization, i.e. favoring regions of moduli space where stabilization is

likely. Here, for want of a sufficiently general theory of moduli stabilization, we

will set J → J?. Thus, we will compute V and the eigenvalues of Kij at the tip

of the stretched Kähler cone. Revisiting our analysis in the context of specific

scenarios for moduli stabilization would be worthwhile.

2.4.3 Computation

Obtaining random samples of Calabi-Yau hypersurfaces and computing their

topological data poses a significant computational challenge, especially at large

h1,1. To this end, we have developed a number of algorithms and made use of a

collection of software packages, which we now summarize.

Given the vertices of a reflexive polytope, we first find the lattice points not

strictly interior to facets using PALP [53]. (An alternative library for analyzing

polytopes is PPL [54]. For a convenient wrapper, see SageMath [55].) We then

obtain a fine and regular triangulation by lifting these points into one extra di-

mension by a set of heights, constructing the convex hull using Qhull [56], and

projecting down its lower faces to obtain the simplices of the triangulation.11 To

obtain a star triangulation, the height of the origin can be set to be much lower

than all other heights. However, for large polytopes this leads to numerical

overflow issues with Qhull. As a solution, we first construct a non-star trian-
11Within the space of height vectors, there will be lower-dimensional subspaces that give rise

to convex hulls with non-simplicial faces, which Qhull automatically subdivides into simplices.
This subdivision may not preserve regularity, so one must avoid such cases.
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gulation and make it star by removing edges strictly interior to the polytope and

connecting all points to the origin, as described in [57].12

Although the triangulation algorithm described above is very fast, it does

not allow one to systematically compute all triangulations of a given point con-

figuration. We use TOPCOM [51] and MPTOPCOM [60] for this purpose. Carrying

out the random sampling Algorithms 1 and 3 requires performing random flips

and checking regularity. We use a modified version of TOPCOM to perform ran-

dom flips. Checking whether a triangulation is regular using these packages,

however, is prohibitively slow. To perform this check, we compute the corre-

sponding secondary cone, which is full-dimensional if and only if the triangu-

lation is regular [42, 43]. The problem of determining whether a cone is full-

dimensional can be translated into checking the feasibility of a linear program,

which we carry out using Google’s OR-Tools [61].

Once we obtain an FRST, the next step is to compute the topological data

of the Calabi-Yau hypersurface. We compute the generators of the Mori cone,

cf. (2.11), using the algorithm described in [62] (see also [45]). Finding the tip of

the stretched Kähler cone is a sparse quadratic programming problem, which

we solve using the optimization package Mosek [63]. To compute the triple in-

tersection numbers κijk of the hypersurface, we first compute the intersection

numbers κABCD of the prime effective divisors in the ambient variety. When

A,B,C,D are all distinct, we calculate the corresponding intersection number

simply by inspecting the simplices in the FRST. We then use the linear equiva-

lences between the prime effective divisors to construct a linear system of equa-

12It is worth mentioning that there is a significantly faster triangulation library in the Com-
puter Geometry Algorithms Library (CGAL) [58]. With it, one can directly compute star trian-
gulations, even for the largest polytopes in the Kreuzer-Skarke database. Additionally, when
further subdivisions are necessary for non-generic height vectors, it always performs one that
preserves regularity. More details can be found in [59].
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tions involving the self-intersection numbers.13 The resulting system is overde-

termined but consistent, and can be solved using Mathematica [64]. (For an

alternative tool for solving sparse linear systems, see [65].)

2.4.4 Random samples at large Hodge numbers

We now use the methods described above to construct and study random en-

sembles of Calabi-Yau hypersurfaces arising from three exceptional polytopes,

with the Hodge numbers (h1,1, h2,1) = (491, 11), (11, 491), and (251, 251). These

are the three polytopes with the maximal value of h1,1 + h2,1 in the Kreuzer-

Skarke list, and the first and the second, which are dual to each other, attain the

maximal values of h1,1 and h2,1, respectively.

These polytopes, which we denote by ∆◦h1,1,h2,1 , are defined by the vertices

∆◦491,11 :




v1 v2 v3 v4 v5

1 0 0 21 −63

0 1 0 28 −56

0 0 1 36 −48

0 0 0 42 −42




∆◦251,251 :




v1 v2 v3 v4 v5

1 0 0 0 −903

0 1 0 0 −602

0 0 1 0 −258

0 0 0 1 −42




(2.21)

∆◦11,491 :




v1 v2 v3 v4 v5

1 0 0 0 −42

0 1 0 0 −28

0 0 1 0 −12

0 0 0 1 −1




All three polytopes are favorable, and ∆◦251,251 is self-dual.

13We are indebted to Mike Stillman for this method of calculating the intersection numbers.
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(a) # of nonzero entries of κABC (b) # of nonzero entries of κABC

(c) RMS size of nonzero entries of κABC (d) RMS size of nonzero entries of κABC

Figure 2.4: Distributions of the number and RMS size of the nonvanishing in-
tersection numbers κABC , cf. (2.11), from a sample of 10,000 triangulations of
∆◦491,11 and ∆◦251,251, obtained using Algorithm 3 with Nflip = 40 and Nwalk = 50.

34



(a) dmin (b) VJ?

(c) Eigenvalue spectrum of Kij (d) λmax, maximum eigenvalue of Kij

Figure 2.5: Distributions of dmin, cf. (2.20), VJ? , cf. (2.10), (2.17), (2.19), and the
eigenvalues of Kij , cf. (2.14), from a sample of 10,000 triangulations of ∆◦491,11

and ∆◦251,251, obtained using Algorithm 3 with Nflip = 40 and Nwalk = 50.
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N 6=0(κABC) 94
RMS(κABC) 62.31

dmin 28.86
VJ? 9.83× 104

Vmin 9.83× 104

λmin 3.42× 10−10

λmax 2.34× 10−4

Table 2.2: The results for the Calabi-Yau hypersurface from ∆◦11,491.

For ∆◦491,11 and ∆◦251,251, we use Algorithm 3 with Nflip = 40 and Nwalk = 50

to obtain a sample of 10,000 FRSTs for each polytope. We find that each of these

FRSTs corresponds to a distinct14 Calabi-Yau hypersurface. The polytope with

the largest h2,1, ∆◦11,491, has 252 FRSTs, all of which give the same Calabi-Yau.

For each Calabi-Yau hypersurface X , we compute the generators of the Mori

cone MV , the intersection numbers κABC , the tip of the stretched Kähler cone

J?, and the distance dmin. We then calculate the volume ofX and the eigenvalues

λmin ≤ · · · ≤ λmax of the Kähler metric Kij with J = J?. (See (2.11), (2.19), (2.20),

(2.10), and (2.14) for the definitions of these quantities.)

Focusing on the ensembles obtained from ∆◦491,11 and ∆◦251,251, we first ex-

amine the properties of the intersection numbers κABC . For each geometry, we

compute the number and root mean square (RMS) size of the nonvanishing in-

tersection numbers, see Figure 2.4. In both ensembles, the intersection numbers

are extremely sparse and the distribution of the RMS size of the nonvanishing

entries is strongly peaked.

The distance dmin, given in Figure 2.5a, is a good measure of the size of the

14For present purposes, we say that two Calabi-Yau hypersurfaces are distinct if they have
different triple intersection numbers κABC . It is in principle possible that two sets of intersec-
tion numbers that appear different are related by a basis transformation and the corresponding
Calabi-Yau manifolds are equivalent. We do not expect this subtlety to affect any conclusions
we draw in this work, though it would matter for an attempt to exactly count, rather than to
give an upper bound on, inequivalent threefolds.
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Kähler cones KV .15 Large values of dmin indicate that the Kähler cones are very

narrow. As a direct consequence, the volume of X at J?, denoted VJ? , is large

in both ensembles, while the eigenvalues of Kij , suppressed by VJ? , are accord-

ingly small, see Figure 2.5. It is worth noting that although the hypersurfaces

from ∆◦491,11 have narrower Kähler cones compared to that of ∆◦251,251, they have

smaller volumes VJ? .

Finally, we study the Calabi-Yau from ∆◦11,491 in more detail. In particular,

we construct K∪, cf. (2.16), and define J? as the tip of K̃∪, cf. (2.16). In addition

to the quantities discussed above, we numerically minimize V in K̃∪ and find

that it is minimized at J?. The results are summarized in Table 2.2.

2.5 Machine Learning Triangulations

Despite the significant computational advances summarized in §2.4.3, con-

structing a Calabi-Yau hypersurface with h1,1 = 491 and computing the inter-

section numbers κABC still takes of order a second on a modern CPU [8]. It is

therefore of great interest to design machine learning algorithms to more rapidly

predict these topological quantities. In this section, we will demonstrate that

given a training set consisting of a large number of triangulations of a reflex-

ive polytope, a neural network can learn to predict a wide range of geometric

quantities with high precision, within ∼ 50µs on a modern GPU.

The main difficulty in making use of a machine learning algorithm in this

setting is that the input data (i.e. an FRST) is not a simple vector in Rn, but

is structured. Although machine learning with structured data, such as sets,

15See chapter 3 for a detailed discussion.
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graphs and triangulations, is an area of active research and there are a number

of effective approaches,16 machine learning triangulations directly remains dif-

ficult. We now point out a key fact that makes regular triangulations amenable

to machine learning: a regular triangulation T can be represented efficiently by

the GKZ vector ϕ(T ).

Datasets We consider triangulations of two reflexive polytopes: a randomly

chosen polytope with h1,1 = 15 and h2,1 = 42, which we denote by ∆◦15,42, and

the largest polytope in the Kreuzer-Skarke database, ∆◦491,11. Working with a

polytope with moderately large h1,1 is useful as the number of FRSTs is large

enough to train machine learning algorithms while the computational cost of

preparing datasets is minimal, allowing for fast experimentation with modest

computational resources. On the other hand, ∆◦491,11 gives rise to the largest and

most challenging triangulations to study.

We start by constructing two million FRSTs for each polytope by picking

random height vectors h = h◦+ε, where h◦ gives rise to a Delaunay subdivision

and the ε are sampled from a Gaussian distribution. We do not use the random

sampling algorithms described in §2.4.1, as preparing a dataset large enough to

train a neural network would be prohibitively expensive. For each FRST, we

compute the GKZ vector ϕ(T ) and the following geometric quantities:

1. N6=0(κABC): number of nonzero entries of κABC , cf. (2.11).

2. RMS(κABC): root mean square size of nonzero entries of κABC .

3. κ111.

4. dmin, cf. (2.20).
16See, for example, [66].
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5. VJ? , the volume of the Calabi-Yau hypersurface at J?, cf. (2.10), (2.17),

(2.19).

6. λmin, the smallest eigenvalue of Kij at J?, cf. (2.14).

7. λmax, the largest eigenvalue of Kij at J?.

We then construct seven datasets for each polytope, where an element of a

dataset consists of a GKZ vector ϕ(T ) as the input data and one of the geo-

metric quantities above as the label. We divide each dataset into a training set

(70%), a validation set (10%), and a testing set (20%), making sure that a given

Calabi-Yau does not appear in both the training/validation and testing sets.17

The statistics of these datasets are summarized in Table 2.3. Note that the

statistics for ∆◦491,11 differ from those described in §2.4.2. This indicates that the

dataset does not consist of a fair random sample of FRSTs. Ultimately, there

is a tradeoff between the quality of the sampling algorithm and the size of the

dataset. Here, we use a simple sampling algorithm to obtain a sizable train-

ing set. Employing the random sampling Algorithm 3 to construct datasets of

higher quality is likely to improve the performance of the neural networks; we

leave this to future work.

Network Architecture The most prominent feature of our neural network ar-

chitecture is the use of ReZero layers [67]. Denoting the output of a dense

layer as F (xi), where xi are the inputs to the layer, a ReZero layer implements

xi + αF (xi), where the parameter α is trainable and initialized to zero at the be-

ginning of the training. This layer allows for training very deep neural networks

17Note that different triangulations can give rise to the same Calabi-Yau hypersurface. We
compute the intersection numbers κABC to detect identical Calabi-Yau threefolds.
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µ σ MAE R2

N6=0(κABC) 114 3.396 6.92× 10−2 1.00
RMS(κABC) 2.35 9.72× 10−2 8.08× 10−3 1.00

log10 dmin 1.92 9.44× 10−2 4.07× 10−3 0.996
log10 VJ? 4.13 0.290 1.41× 10−2 0.995
log10 λmin -6.74 0.387 1.81× 10−2 0.999
log10 λmax -5.23 0.316 1.82× 10−2 0.993
κ111 3.80 2.34 1.32× 10−2 1.00

(a) h1,1 = 15

µ σ MAE R2

N6=0(κABC) 3906 12.8 5.62 0.698
RMS(κABC) 7.98 1.76× 10−2 6.94× 10−3 0.756

log10 dmin 5.83 1.48× 10−2 9× 10−3 0.403
log10 VJ? 13.1 0.113 2.69× 10−2 0.909
log10 λmin -18.5 0.156 3.54× 10−2 0.917
log10 λmax -12.8 0.811 8.48× 10−2 0.980
κ111 5.00 1.91 6.52× 10−2 0.999

(b) h1,1 = 491

Table 2.3: Mean (µ) and standard deviation (σ) of the labels and performance of
the neural networks given in terms of the mean absolute error (MAE), cf. (2.22)
and the coefficient of determination (R2), cf. (2.23).

efficiently — see [67] for more details.

Our architecture consists of a dense layer followed by 32 ReZero layers, all

with width 512 and ReLU activation functions. To regularize the network, we

incorporate a Dropout layer in each ReZero layer, except for the last one. For

the datasets containing triangulations of ∆◦15,42, we use a dropout rate of 0.1. For

∆◦491,11, we observe that the neural networks are much more prone to overfitting,

so we use a dropout rate of 0.9, as well as both L1 and L2 regularization with

magnitude 10−6. We use Tensorflow [68] to implement and train the networks

with a learning rate of 5 × 10−3 and a batch size of 213, on a single Nvidia RTX

2080 Ti GPU.
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Results We quantify the performance of the neural networks via the mean

absolute error

MAE :=
1

N

N∑

i=1

|yi − xi| , (2.22)

and the coefficient of determination,

R2 := 1−
∑N

i=1(yi − xi)2

∑N
i=1(yi − 〈x〉)2

, (2.23)

where N is the size of the dataset, yi are the predictions, xi are the true values

and 〈x〉 is the mean of the xi. Note that R2 takes values in (−∞, 1]: a perfect

predictor achieves R2 = 1 while a naive model that predicts the mean 〈x〉 every

time has R2 = 0.

We summarize the performance of the neural networks in Table 2.3. At

h1,1 = 15 the networks achieve essentially-perfect performance with R2 > 0.99

for all seven quantities. While the results are less consistent at h1,1 = 491, it is

worth noting that the networks still achieve very high precision with R2 > 0.9

for some quantities most relevant for the phenomenology of string compactifi-

cations, such as VJ? and λmax.

2.6 Conclusions and Outlook

In order to count and understand a vast class of solutions of string theory, we

have surveyed Calabi-Yau threefold hypersurfaces in toric varieties.

We first proved an upper bound NFRST < 1.53× 10928 on the number of fine,

regular, star triangulations (FRSTs) of reflexive polytopes in the Kreuzer-Skarke

list, by means of counting lattice points in the associated secondary polytopes.
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We then proved an upper bound, NCY < 1.65× 10428, on the number of inequiv-

alent Calabi-Yau threefold hypersurfaces resulting from the Kreuzer-Skarke list.

Both bounds were dominated by the largest polytope in the list, with h1,1 = 491

and h2,1 = 11.

In order to explore these extremely large sets, we then developed algorithms

and software to generate representative samples of FRSTs and Calabi-Yau three-

folds, including the most challenging — but also, potentially, the most numer-

ous — cases, where h1,1 � 1. Our methods allow computation of the topological

data of a Calabi-Yau threefold with h1,1 = 491 in of order a second.

Finally, to more rapidly survey the space of geometries, we devised a ma-

chine learning algorithm that can predict the topological data of a Calabi-Yau

threefold in ∼ 50µs, with nearly perfect accuracy for h1,1 ∼ 15, and with good

accuracy for some quantities even at h1,1 = 491. The key to our approach is

representation of the data in terms of the GKZ vector of the secondary polytope

construction (see Definition 1). In a time when it is not clear which problems

in physics and mathematics are amenable to machine learning, we find it worth

emphasizing that neural networks can evidently excel at predicting properties

of regular triangulations of lattice polytopes, and the corresponding Calabi-Yau

hypersurfaces in toric varieties, provided that the triangulation data is repre-

sented by the GKZ vector.

We are preparing a user-friendly Python package for constructing and ma-

nipulating Calabi-Yau hypersurfaces in toric varieties, with the capability to

carry out the calculations described above [8]. An obvious next step is to de-

ploy our methods in a systematic study of Calabi-Yau threefold hypersurfaces.
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Perhaps the most urgent question left unanswered by our work is a lower

bound on the number of distinct Calabi-Yau threefolds arising from the Kreuzer-

Skarke list, or from individual polytopes in it. Our upper bounds are dominated

by the largest polytope, and it is not unreasonable to guess that there are expo-

nentially many inequivalent Calabi-Yau threefolds with h1,1 = 491, but this is as

yet unproven.

More generally, computing the actual sizes of the astronomically large dis-

crete sets in the string landscape is an important open problem.

2.A Testing the Random Walk Algorithm

In §2.4.1, we described three algorithms for obtaining random samples of

Calabi-Yau hypersurfaces. We now test these algorithms by constructing ran-

dom samples of FRSTs of a reflexive polytope with h1,1 = 11, defined by the

vertices

∆◦test =




v1 v2 v3 v4 v5

−1 1 −1 −1 −1

−1 −1 −1 7 −1

0 0 0 −2 2

0 0 2 −2 0




. (2.24)

This polytope has 15 lattice points not strictly interior to facets and is favorable.

It has 330,019 FRSTs, corresponding to 117,893 distinct Calabi-Yau hypersur-

faces.

As we can explicitly construct the complete set of Calabi-Yau hypersurfaces

arising from this polytope, we can determine whether a given sample is repre-
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sentative. To this end, we construct three samples of 10,000 FRSTs using Algo-

rithms 1, 2 and 3, with Nwalk = 50 and Nflip = 40. All three algorithms return

samples for which the properties of the intersection numbers κABC match the

true distribution. The comparison for the root mean square of the nonzero in-

tersection numbers is given in Figure 2.6. However, Algorithm 2 prefers FRSTs

with wider Kähler cones and, as a result, smaller volumes: see Figure 2.7. As

discussed in §2.4.1, this behavior is due to the fact that Algorithm 2 generates

samples where FRSTs corresponding to larger cones in the secondary fan are

favored.

A random sampling algorithm is useful only if the statistics of the sample

it produces converge within a reasonable time frame. We compare the conver-

gence rates of our algorithms by computing the GKZ vector ϕi, cf. Definition 1,

for each triangulation in the sample and comparing the mean value 〈ϕi〉sample of

the sample to the true mean value 〈ϕi〉true. As the algorithm converges, the ratio

〈ϕi〉sample/〈ϕi〉true approaches 1 for all i. In Figure 2.8, we plot 〈ϕi〉sample/〈ϕi〉true

for Algorithms 1, 2 and 3 versus run-time on a single CPU, adjusting Nflip and

Nwalk such that all three algorithms produce samples of ∼ 1000 triangulations

per minute. While Algorithms 2 and 3 converge reasonably quickly, Algorithm

1 is significantly slower.

In summary, testing the random sampling algorithms at small h1,1 reveals

that Algorithm 1 converges slowly, Algorithm 2 produces skewed samples, and

Algorithm 3 produces fair samples efficiently.
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(a) Algorithm 1 (b) Algorithm 2 (c) Algorithm 3

Figure 2.6: Comparison of the root mean square of nonzero intersection num-
bers from samples obtained using our sampling algorithms with Nwalk = 40 and
Nstep = 50 versus the true distribution.

(a) Algorithm 1 (b) Algorithm 2 (c) Algorithm 3

Figure 2.7: Comparison of the volume of the Calabi-Yau at J? from samples
obtained using our sampling algorithms with Nflip = 40 and Nwalk = 50 versus
the true distribution.

(a) Algorithm 1 (b) Algorithm 2 (c) Algorithm 3

Figure 2.8: 〈ϕi〉sample/〈ϕi〉true vs. run-time of Algorithm 1 with Nflip = 1, Algo-
rithm 2 with Nwalk = 8 and Algorithm 3 with Nflip = 1, Nwalk = 4.
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CHAPTER 3

THE KREUZER-SKARKE AXIVERSE

3.1 Introduction

As a step toward understanding general properties of quantum gravity in

four spacetime dimensions, one can study compactifications of weakly-coupled

string theories on six-manifolds whose curvatures are small in string units. Un-

derstanding what is possible in such compactifications can shed light on what

is possible in quantum gravity.

Bounds on topological or geometric properties of a class of compactifica-

tions can imply interesting statements about the corresponding effective theo-

ries, such as bounds on the number of fields, the rank of the gauge group, or

the diameter of moduli space. Moreover, an understanding of generic prop-

erties of compactifications can inform low-energy model building, e.g. the fact

that typical Calabi-Yau threefolds have scores or hundreds of moduli and ax-

ions suggests considering inflationary and dark sectors that might be discarded

as excessively complicated from a bottom-up perspective.

The Kreuzer-Skarke database of four-dimensional reflexive polytopes [2] is

a fount of data on Calabi-Yau compactifications. A fine, regular, star triangula-

tion (FRST) of any of the 473,800,776 polytopes ∆◦ in the list determines a toric

variety V , in which a generic anticanonical hypersurface is a smooth Calabi-

Yau threefold X . However, only the most elementary data, such as the Hodge

numbers ofX , can be obtained directly from the database without computation.

To more fully characterize a compactification on X , one needs to compute and
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manipulate an FRST of ∆◦.

A key measure of the difficulty of this computation is the number N of rele-

vant lattice points in ∆◦, or equivalently the Picard number h1,1 of X : when X is

favorable,N = h1,1+4. The number of possible triangulations of a given ∆◦, and

the complexity of each triangulation, both grow rapidly with N . Most publicly-

available software, such as Sage, is effective only for N . 10. Through a major

computational effort, Altman et al. obtained the data of all compactifications

with N ≤ 10 [3]. However, there have been few studies, none systematic, of

compactifications on Calabi-Yau threefold hypersurfaces with h1,1 � 1. This is

a critical gap in our understanding: the Kreuzer-Skarke list contains threefolds

with h1,1 as large as 491, and vast numbers of triangulations — corresponding

to potentially-distinct threefolds — are possible at h1,1 � 1. To the best of our

knowledge, most Calabi-Yau threefold hypersurfaces have not yet been exam-

ined.

In this work we initiate a study of Calabi-Yau threefold hypersurfaces with

large Picard number. We obtain FRSTs of 2,010,401 reflexive polytopes with 2 ≤

h1,1 ≤ 491, including one triangulation for each polytope with 240 ≤ h1,1 ≤ 491.1

We compute the Mori cones of the associated toric varieties V , and for 2 ≤ h1,1 ≤

100 we compute the intersection numbers of Calabi-Yau hypersurfaces X ⊂ V .

We first use these data to bound the Kähler cone KX of X . We know of no

efficient algorithm to compute KX directly in a hypersurface with h1,1 & 10,

so we instead place upper and lower bounds by computing cones containing

KX , and contained in KX . The Kähler cone KV of V obeys KV ⊂ KX , while a

cone K∩ associated to the intersections of divisors D̂ ⊂ V (see §3.2 for a precise

1Huang and Taylor have shown that all Hodge number pairs with h1,1 ≥ 240 in the Kreuzer-
Skarke list can be realized by elliptically fibered Calabi-Yau threefolds [69].
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definition) obeys KX ⊂ K∩.

Equipped with bounds on the Kähler cone of X , we examine the α′ expan-

sion in a compactification of string theory2 on X . For the α′ expansion to be

under control, we will require that every holomorphic curve Σ on X has vol-

ume obeying

Vol(Σ) ≥ (2π)2c α′ ≡ c `2
s , (3.1)

with c a dimensionless constant, so that worldsheet instantons wrapping Σ give

corrections to the effective action . e−2πc. Although we will suppose that c is of

order unity, one can immediately extend our findings to any desired numerical

value of c. We henceforth set `2
s = 1 and c = 1, and so the constraint (3.1) reads

Vol(Σ) ≥ 1 . (3.2)

We argue in §3.2 that (3.2) is a useful proxy for control of perturbative and non-

perturbative corrections in the α′ expansion.

The requirement that (3.2) holds for all Σ typically implies that some irre-

ducible holomorphic curves have volumes � 1. Moreover, some irreducible

effective divisors have even larger volumes, and the total threefold volume V

is larger still. At first glance these trends appear unsurprising: the number of

nonvanishing triple intersection numbers κijk must grow with h1,1, and so too

should V = 1
6
κijkt

itjtk, where ti, i = 1, . . . , h1,1, are the volumes of a basis of

H2(X,Z). However, obtaining the intersection numbers κijk for a hypersurface

with h1,1 � 1 is computationally expensive, so prior studies of this point have

been very limited. In this work we precisely quantify the growth of curve, di-

visor, and threefold volumes with h1,1: our computation of K∩ leads to lower

2For specificity one can imagine type IIB string theory on an orientifold of X , but most of
what follows is purely geometric, and applies, mutatis mutandis, in other string theories.
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bounds on these quantities. The volumes grow far more quickly with h1,1 than

can be accounted for by the growth of the intersection numbers alone. We find

that there are only O(h1,1) nonvanishing intersection numbers in each geome-

try, with mean size independent of h1,1, yet we find that V grows as (h1,1)p with

p ∼ 7: see §3.6.

The primary cause of this rapid growth of volumes is the narrowness of the

Kähler cone. The Kähler cone conditions enforce inequalities relating the various

curve volumes, and with increasing h1,1, this effect becomes more pronounced,

because the number of inequalities grows. Intuitively, the Kähler cone becomes

very narrow for h1,1 � 1, so to be well-separated from every wall one must be

very far from the origin of the cone.

One physical consequence of this finding is that requiring control of the α′

expansion, in the sense of (3.2), typically leads to ultralight axions, unless h1,1

is small. As an example, in a compactification of type IIB string theory on an

orientifold of a hypersurface X , the Ramond-Ramond four-form C4 gives rise

to axion fields that are massless to all orders in perturbation theory, and ac-

quire mass from Euclidean D3-branes. Suitable holomorphic four-cycles (i.e.,

suitable effective divisors) support superpotential contributions [70], which are

well-understood, while non-holomorphic four-cycles can support contributions

to the Kähler potential. We find that for typical geometries in our ensemble, ev-

ery basis constructed from generators of the cone of effective divisors (cf. §3.4)

contains elements with volume & (h1,1)3: see Figure 3.6. Thus, superpotential

couplings3 give extremely small masses to some of the axions. In every geom-

etry in our ensemble with h1,1 > 22, the lightest axion is essentially massless,

3We argue in Appendix 3.A that contributions to the axion masses from Kähler potential
instantons are plausibly comparably suppressed.
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with m < 10−33 eV.

An important caveat is that our finding of rapid growth of volumes with h1,1

is a consequence of the requirement (3.2). It is possible that α′ corrections to the

four-dimensional action are small in some cases even if some effective curves

have volumes violating (3.2). Constraining this possibility would be worth-

while, but would likely require advances in computing perturbative corrections

in the α′ expansion. Moreover, our qualitative results would be unaffected un-

less most curves can be made small in string units.

We also study the radius of the axion fundamental domain for each geom-

etry in our ensemble. Understanding whether super-Planckian displacements

of an inflaton field can occur in well-controlled compactifications is a pressing

problem, and one way forward is to search for geometries in which the axion

field space has radius R � Mpl. Prior work in [5] has shown that R . O(1) in

every Calabi-Yau hypersurface with h1,1 ≤ 4. Here we extend the analysis of [5]

to 2 × 106 hypersurfaces with 5 ≤ h1,1 ≤ 100. We show that R . Mpl for most

of the geometries in our ensemble. However, in a small fraction of cases we

cannot exclude the possibility of radii R � Mpl in the parameter regime where

(3.2) holds and the α′ expansion is well-controlled. Obtaining definitive results

in these intriguing cases would require advances in computing the Kähler cones

of Calabi-Yau hypersurfaces per se, rather than just the Kähler cones of the cor-

responding ambient toric varieties.

The organization of this chapter is as follows. In §3.2 we review basic facts

about the Kähler cone of a Calabi-Yau hypersurface in a toric variety. In §3.3 we

introduce the notion of a stretched Kähler cone, and in §3.4 we explain how up-

per bounds on axion masses can be obtained by computing cycle volumes in an
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appropriate stretched Kähler cone. In §3.5 we describe our algorithm for com-

puting the Kähler cones, and approximations to the Kähler cones, in an ensem-

ble of Calabi-Yau threefold hypersurfaces constructed from the Kreuzer-Skarke

database. We present our results in §3.6. In §3.7 we explore the implications

of our findings for the axion mass spectrum in type IIB compactifications. We

conclude in §3.8. Although our findings directly involve the volumes of holo-

morphic cycles, in Appendix §3.A we discuss how instantons wrapping non-

holomorphic volume-minimizing chains could be governed to good approxi-

mation by the growth of volume that we establish in the holomorphic case.

3.2 The Effective, Kähler, and Mori Cones

In this section we recall the definitions and basic properties of the effective cone,

the Kähler cone, and the Mori cone of a projective algebraic variety X , and we

explain how to compute approximations to these cones when X is a Calabi-Yau

threefold hypersurface in a toric variety. From the data of these convex cones

one can read off properties of the effective theory arising in a string compactifi-

cation on X .

3.2.1 The effective cone

Let X be a projective algebraic variety of complex dimension n. A Weil divisor

D on X is a finite formal sum of irreducible codimension-one subvarieties DA,

D =
∑

A

nADA nA ∈ Z . (3.3)
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The divisor D is called effective if the nA are all nonnegative. We define the

effective cone Eff(X) to be the convex cone in H2n−2(X,R) spanned by the classes

of effective divisors.

The relevance of the effective cone is that a Euclidean D3-brane wrapping a

divisor D in an orientifold of a Calabi-Yau threefold X can contribute to the su-

perpotential only if D is effective. Intuitively, effective divisors consist of finite

collections of irreducible holomorphic hypersurfaces, each of which can support

BPS D-branes.

Effective divisors of a Calabi-Yau hypersurface

Let ∆◦ be a four-dimensional reflexive polytope. An FRST of ∆◦ defines a fan

that corresponds to a simplicial toric fourfold V . The generic anticanonical hy-

persurface X ⊂ V is a smooth Calabi-Yau threefold [71].

Each lattice point vI on the boundary of ∆◦ corresponds to a homogeneous

toric coordinate xI , whose vanishing defines a prime toric divisor D̂I . The prime

toric divisors are irreducible effective divisors on V . A subset {vA} ⊂ {vI} of

the points on the boundary of ∆◦ are not interior to 3-faces (facets) of ∆◦, but

instead lie in faces of dimension ≤ 2. Each such lattice point vA not interior to

a facet corresponds to a prime toric divisor that intersects X transversely. The

restriction to X then defines a divisor DA ⊂ X ,

DA := D̂A ∩X , (3.4)

that is effective onX . Points interior to facets, on the other hand, define divisors

of V that do not intersect a generic Calabi-Yau hypersurface X . In triangulating

∆◦ we may therefore ignore lattice points interior to facets; such a triangulation
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corresponds to a maximal projective crepant partial (MPCP) desingularization,

in the sense of [72]. We will restrict ourselves to such partial desingularizations.

In general, DA may be a reducible divisor on X , even though D̂A is irre-

ducible on V . This occurs if and only if vA corresponds to a point in the strict

interior of a 2-face f ⊂ ∆◦, and `∗(f ◦) > 0, where `∗(f ◦) is the number of lattice

points in the strict interior of the dual face f ◦ ⊂ ∆. The condition that all of

the prime toric divisors D̂A on V that intersect X in fact restrict to irreducible

divisors on X is thus
∑

f⊂∆◦

`∗(f)`∗(f ◦) = 0 , (3.5)

where the sum is over all 2-faces f ⊂ ∆◦ . A polytope obeying (3.5) is called

favorable, and by extension we refer to the associated V andX as being favorable.

For simplicity we will confine our attention to the case where X is favorable,

though we expect the results of our analysis to extend into the non-favorable

regime. For X favorable, there are exactly h1,1(X) + 4 prime toric divisors D̂A.

We call

{DA} := {D̂A ∩X} A = 1, . . . , h1,1(X) + 4 (3.6)

the inherited prime toric divisors on X .

The set {DA}, A = 1, . . . , h1,1(X) + 4, provides a complete set of generators

for H4(X,Z). Since dimH4(X,Q) = h1,1(X), by reordering the DA we can ensure

that {Di}, i = 1, . . . , h1,1(X), is a basis for H4(X,Q).

Inherited and autochthonous divisors

The inherited prime toric divisors DA of a Calabi-Yau threefold hypersurface

X ⊂ V are effective divisors on X that are inherited from effective divisors
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on V . We call the cone in H4(X,R) generated by the classes of the {DA} the

inherited effective cone Effι(X). Clearly, Effι(X) ⊆ Eff(X). Because V is specified

by combinatorial data, it is straightforward to compute Effι(X). However, in

many cases Effι(X) ( Eff(X): that is, there are effective divisors on X that

are not inherited from any effective divisor on V . We call such a non-inherited

divisor an autochthonous divisor.

In this work, we approximate Eff(X) by Effι(X). In particular, in comput-

ing axion masses in compactifications of type IIB string theory on X , we here

consider only Euclidean D3-branes wrapping inherited effective divisors. Eu-

clidean D3-branes wrapping autochthonous divisors do not significantly affect

the axion mass hierarchies found here, and so for present purposes it suffices to

study the conceptually and computationally simpler inherited effective cone.

3.2.2 The Kähler cone and the Mori cone

Let X be a projective algebraic variety, and let J ∈ H1,1(X,R) be a closed (1,1)-

form on X . For a k-dimensional subvariety U ⊂ X , we define

VolJ(U) :=
1

k!

∫

U

∧kJ . (3.7)

We define the Kähler cone of X , KX , as the subset of H1,1(X,R) consisting of

cohomology classes of Kähler forms J on X , i.e. J such that VolJ(U) > 0 for

all subvarieties U . The Kähler cone KX , also called the ample cone, is an open

convex cone whose closure KX is the cone of nef (1,1) classes.4

We next define the Mori cone of X ,MX , to be the cone in H2(X,R) generated

by irreducible algebraic curves Ca on X . (The Mori cone of X is often denoted
4See [73] for a more detailed treatment.

54



NE(X) in other parts of the literature.) The Kähler cone and the Mori cone are

related by

M∨ = KX , (3.8)

i.e. the dual of the Mori cone is the closure of the Kähler cone.

When X is a Calabi-Yau threefold hypersurface, the subvarieties of interest

are the curves Ca, the divisors DA, and the threefold itself. The volumes of these

subvarieties are
ta :=VolJ(Ca) =

∫

Ca

J ,

τA :=VolJ(DA) =
1

2

∫

DA

J ∧ J ,

V :=VolJ(X) =
1

6

∫

X

J ∧ J ∧ J .

(3.9)

It is convenient to expand J in terms of the Poincaré duals [Di] of the divisors

Di,

J = ti[Di] . (3.10)

Defining

Mai :=#Ca ∩Di ,

κAjk :=#DA ∩Dj ∩Dk ,

κijk :=#Di ∩Dj ∩Dk ,

(3.11)

the volumes (3.9) are then written as

ta =Mait
i ,

τA =
1

2
κAjkt

jtk ,

V =
1

6
κijkt

itjtk .

(3.12)

The h1,1 Kähler parameters ti, which are not necessarily positive when J is in-

side the Kähler cone, should not be confused with the curve volumes ta, which

are positive for J ∈ KX .
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3.3 The Stretched Kähler Cone

One of the aims of this work is to determine the volumes of holomorphic sub-

manifolds in X , when every effective curve in X is constrained to have volume

> 1, as in (3.2). We therefore need to determine the cone of effective curves,

i.e. the Mori coneMX .

To our knowledge there is no established algorithm for computingMX , even

for the well-studied ensemble of Calabi-Yau threefold hypersurfaces. However,

we will identify two conesMin andMout that boundMX on the inside and the

outside, respectively, i.e.

Min ⊆MX ⊆Mout , (3.13)

and it is these bounding cones that we will study. The duals of these cones will

then provide cones that bound KX on the outside and the inside, respectively:

defining Kin := M∨
out and Kout := M∨

in, and writing Kin for the interior of Kin,

and Kout for the interior of Kout, we have

Kin ⊆ KX ⊆ Kout . (3.14)

As we shall see, the Kähler cone KV of the ambient toric variety V can play the

role of Kin, while a new cone, K∩, provides the outer bound Kout [74].

KV :

Although computingMX is challenging, the Mori coneMV of the toric variety

V can be computed efficiently from the fan using an algorithm due to Berglund,

Katz, and Klemm [75], which is equivalent to the classical algorithm of Oda and

Park [45]. By (3.8), the dual ofMV is the closure KV of the Kähler cone KV of
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V . Restricting the Kähler parameters ti so that ti[Di] ∈ KV ensures that all holo-

morphic submanifolds of V have positive volume, and therefore this restriction

also guarantees that all holomorphic submanifolds of X have positive volume.

We therefore have

KV ⊆ KX . (3.15)

We remark that subvarieties of V that correspond to simplices interior to

facets do not intersect a generic X , and therefore any triangulations of ∆◦ that

differ only by simplices interior to facets define isomorphic Calabi-Yau hyper-

surfaces, but with different toric ambient spaces Vα. It is then natural to glue the

Kähler cones KVα together and define K∪ [72]:

K∪ :=
⋃

α

KVα . (3.16)

However, such a process appears prohibitively complicated at large h1,1, and

will not play a role in our analysis.

K∩:

Consider the following set of surfaces in V :

{ŜAB} := {D̂A ∩ D̂B, A,B = 1, . . . , h1,1 + 4, A 6= B} . (3.17)

The intersection of any of the ŜAB with a generic anticanonical hypersurface X ,

if nonempty, is transverse and defines a corresponding curve in X ,

CAB = DA ∩DB ⊂ X (A 6= B) . (3.18)

The curve CAB lies inMX , but in general not every element ofMX can be writ-

ten in the form (3.18). Because the {CAB} are the curves inherited from intersec-

tions of distinct prime toric divisors, we call the {CAB} toric intersection curves.
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The volumes of the toric intersection curves are

Vol(CAB) ≡ tAB :=

∫

DA∩DB

J . (3.19)

We define the intersection cone K∩ as the space of Kähler parameters ti for which

the volumes V , τA and tAB are all positive:

K∩ := {J | V , τA, tAB > 0} . (3.20)

As these conditions are necessary, but in general not sufficient,5 to ensure that

ti[Di] ∈ KX , we have the inclusions

KV ⊆ KX ⊆ K∩ . (3.21)

The stretched Kähler cone:

In order to study the effect of demanding that all cycles satisfy the minimal

volume constraint (3.2), we introduce the notion of a stretched Kähler cone. Let

X be a projective algebraic variety, let J ∈ H1,1(X,R) be a closed (1,1) form on

X , and letW = {W} be a set of subvarieties W ⊂ X . Given a number c > 0, we

define the (c,W)-stretched Kähler cone of X ,

K̃X [c,W ] :=
{
J ∈ H1,1(X,R)

∣∣∣VolJ(W ) ≥ c ∀W ∈ W
}
. (3.22)

The first stretched Kähler cone we consider is the stretched Kähler cone of X,

K̃X := K̃X [1, {C ∈MX}] . (3.23)

We next define the stretched intersection cone

K̃∩ := K̃X [1, {CAB, DA, X}] , (3.24)
5In a few cases, K∪ = K∩ and we may therefore determine KX exactly, but this is far from

generic.
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as the region in which all intersection curves CAB, all inherited prime toric di-

visors DA, as well as X itself, have volume ≥ 1. In all cases we have K̃X ⊆ K̃∩,

but because the curves CAB typically do not generate MX , we typically have

K̃X ( K̃∩. Finally, noting that for favorable X , H1,1(V,R) can be naturally iden-

tified with H1,1(X,R), we define the stretched Kähler cone of V,

K̃V := K̃V [1, {Ĉ ∈MV }] , (3.25)

i.e. K̃V is the subset of H1,1(X,R) ∼= H1,1(V,R) in which all curves Ĉ on V have

volume ≥ 1.6

In a complete toric variety, any curve is rationally (and thus numerically)

equivalent to an effective sum of toric curves [76]. A curve Ĉ ⊂ X ⊂ V is also

a curve in V , and so in homology Ĉ can be expressed as a non-negative integral

linear combination of toric curves. It follows that K̃V ⊂ K̃X .

We have therefore bounded the stretched Kähler cone:

K̃V ⊆ K̃X ⊆ K̃∩ . (3.26)

3.4 Axion Couplings

Consider a compactification of type IIB string theory on an orientifold7 of a

Calabi-Yau threefold hypersurface X . The four-dimensional theory contains

h1,1 axions from reduction of the Ramond-Ramond four-form C4. In this sec-

6In a general computation of K̃V using the algorithm of [75], care would be needed to ensure
that toric curves Ĉ that can be singular in V obey the constraint (3.2) with c = 1, rather than
with some fractional c. However, for our analysis it suffices to require that smooth toric curves
obey (3.2), and this is readily checked using [75].

7For simplicity we suppose here that h1,1− = 0.
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tion we explain how the kinetic and potential couplings of the axion fields are

computed from geometric data.

3.4.1 Kinetic term

In terms of a basis {Di}, i = 1, . . . , h1,1 for H4(X,Z), we define

θi :=

∫

Di

C4 (3.27)

to be the corresponding dimensionless axions. The Kähler coordinates on

Kähler moduli space are the complexified divisor volumes

Ti := τi + iθi , (3.28)

with τi = 1
2

∫
Di
J ∧ J , cf. (3.9). The axion kinetic term is then8

Lkin = −
M2

pl

2
Kij∂

µθi∂µθ
j , (3.29)

where the Kähler metric Kij is obtained from the Kähler potential K =

−2 log V .

3.4.2 Nonperturbative superpotential

The axions are perturbatively massless and receive mass only nonperturba-

tively, from instantons: specifically, from Euclidean D3-branes wrapping four-

cycles.9

8Indices on τi and θi are raised with the identity matrix.
9Strong gauge dynamics on a stack of D7-branes wrapping a four-cycle can also produce a

nonperturbative contribution to the axion potential. Our considerations apply equally to Eu-
clidean D3-branes and to D7-branes, but for simplicity of language we only refer to the former.
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The leading-order bosonic action S for a Euclidean D3-brane is given by the

Dirac-Born-Infeld action plus an imaginary Chern-Simons term that provides

the coupling to the axion (see e.g. [77]). Consider Euclidean D3-branes wrap-

ping the four-cycles

Σα := n i
αDi , (3.30)

for some n i
α ∈ Z, α = 1, . . . ,N , and for some N > 0. The action Sα of the

Euclidean D3-brane wrapping Σα is then

Sα = 2πVol(Σα) + 2πi

∫

Σα

C4 = 2πVol(Σα) + 2πin i
αθi . (3.31)

Although one can in principle consider Euclidean D3-branes wrapping any

four-cycle Σα ∈ H4(X,Z), the situation is best-understood when Σα is an ef-

fective divisor, i.e. when [Σα] ∈ Eff(X): precisely in that case, Σα is calibrated

by the Kähler form J , and so obeys

Vol(Σα) =
1

2

∫

Σα

J ∧ J = n i
ατi , (3.32)

so that Sα = 2πn i
α(τi + iθi) = 2πn i

αTi.

If instead [Σα] 6∈ Eff(X), determining the volume of the minimum-volume

representative of the class [Σα] is in general very difficult, as we explain in Ap-

pendix 3.A. Moreover, Euclidean D3-branes wrapping a representative Σα of

a class [Σα] 6∈ Eff(X) cannot contribute to the superpotential. They may con-

tribute to the Kähler potential, but such effects are not well understood.

For now we will focus on effective divisors, and we suppose that superpo-

tential terms arise from Euclidean D3-branes wrapping the divisors

Dα := q iαDi ∈ Effι(X) , (3.33)
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for some q iα ∈ Z, α = 1, . . . , p, and for some p > 0. The superpotential then takes

the form [70, 78]

W = W0 +
∑

α

Aα exp
(
− 2πq iαTi

)
(3.34)

where W0 is the classical flux superpotential [79]. The Pfaffians Aα depend on

the complex structure moduli, and will be set to unity in our analysis. The axion

potential can then be written as

V = −8π

V2

[∑

α

q iατiW0e
−2πq iα τi cos

(
2πq iαθi

)

+
∑

α>α′

(
π(K−1)ijq

i
αq

j
α′ + (q iα + q iα′)τi

)
e−2πτi(q

i
α+q i

α′ ) cos
(
2πθi(q

i
α − q iα′)

)] (3.35)

We will make the conservative choice W0 ∼ 1: a smaller value of the flux su-

perpotential would make our upper bounds on axion masses more stringent.

Performing a GL(h1,1,R) transformation φi = MplM
j
i θj such that φ has canoni-

cal kinetic term, we arrive at

L = −1

2
∂µφi∂µφ

i − V (φ) . (3.36)

The Hessian of the canonically-normalized axions is

Hij :=
∂2

∂φi∂φj
V (φ) , (3.37)

and we denote its eigenvalues by h2
1 ≤ . . . ≤ h2

h1,1 . The potential (3.35) has a rich

structure of minima and critical points, cf. e.g. [80, 81, 82], and finding the global

minimum numerically is expensive when h1,1 � 1 and p � h1,1 (for p slightly

larger than h1,1, which does not hold here, the methods of [82] could be used).

In the remainder, by axion masses-squared we mean the Hessian eigenvalues h2
i ,

evaluated at the origin ~0, i.e. at θ1 = θ2 = · · · = θh1,1 = 0. By minimum axion

mass-squared we mean

m2
min := min

i
|h2
i (~0)| . (3.38)
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One should bear in mind that these quantities could change slightly upon shift-

ing the axion vev to a minimum, but we have found no evidence for changes

large enough to invalidate our parametric results.

3.4.3 Geometric field ranges

The effective Lagrangian for the axions is usefully rewritten as

L = −
M2

pl

2
Kij∂

µθi∂µθ
j −

P∑

a=1

Λ4
a

(
1− cos(Q i

a θi)
)
, (3.39)

where the mass scales Λa are determined by the instanton actions Sα, and the

charge matrix Q has the entries

Q i
a = 2π




q iα

q iβ − q iγ


 , (3.40)

where a = 1, . . . p(p + 1)/2 ≡ P . The rows involving q iβ − q iγ arise from cross

terms in the F-term potential, see [83, 5].

Because the potential is periodic it is natural to define the axion fundamental

domain F [83, 5], given by the hyperplane constraints:

F = {θi | − π ≤ Q j
a θj ≤ π} . (3.41)

The fundamental domain is compact when Q has rank h1,1.

A quantity of key interest for axion inflation is the geometric field range, i.e. the

maximum distance R from the origin to the boundary of F , measured with

respect to Kij . That is,

R := max
ρ

√
dTρ ·K · dρ , (3.42)
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where dρ is the matrix of the vertices of F , and K is the Kähler metric. The

walls and vertices of F are determined by the integers q iα , i.e. by the set of effec-

tive divisors {Dα} in (3.33) that support superpotential terms. The problem of

identifying those effective divisors of a Calabi-Yau threefold hypersurface that

support nonvanishing superpotential terms has not been fully solved, cf. [84].

For the purposes of the present work we will assume that every prime toric

divisor DA supports a Euclidean D3-brane superpotential term, cf. [5].

Computing R directly from (3.42) is prohibitively expensive at large h1,1,

since the number of vertices that must be checked is at least 2h
1,1−1. We will

instead consider an upper bound onR. By performing a basis transformation

θi = (Q−1) ji ϑj , (3.43)

where Q is a rank h1,1 subblock of Q, we can trivialize 2h1,1 of the hyperplane

constraints. The metric in the ϑ basis is then

Ξ = (Q−1)T ·K · (Q−1) , (3.44)

with eigenvalues ξ2
1 ≤ · · · ≤ ξ2

h1,1
. An upper bound forR is then given by

R ≤ Rbound = π
√
h1,1ξh1,1 , (3.45)

where ξ2
h1,1 is the largest eigenvalue of Ξ. When Q is not square,Rbound depends

on the choice ofQ, but each choice does provide an upper bound onR. Because

we have assumed that each of the DA supports a Euclidean D3-brane superpo-

tential term, we can choose h1,1 of the toric coordinates forQ, in such a way that

Q is the h1,1 × h1,1 identity, and Ξ = K.
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3.4.4 Masses

Suppose that, for some specified Kähler form J , and for some positive number

L, every basis of H4(X,Z) contains at least k ≥ 1 members Σα with Vol(Σα) >

L in string units. Then at least k axions must have mass . e−2πL. One can

therefore place upper bounds on the masses of the lightest axions by placing

lower bounds on the volumes of four-cycles furnishing bases for H4(X,Z).

Let us first consider placing upper bounds on superpotential contributions

to axion masses, by placing lower bounds on the volumes of effective divi-

sors. As explained in §3.2.1, in this work we approximate Eff(X) by Effι(X).

The inherited prime toric divisors {DA}, A = 1, . . . , h1,1 + 4, provide a set of

generators of Effι(X), and also, in the above approximation, of Eff(X). For

any J ∈ H1,1(X,R), not necessarily inside KX , we can compute the volumes

τA := 1
2

∫
DA

J ∧ J . There are at most
(
h1,1+4
h1,1

)
sets {Di} of h1,1 prime toric divisors

that furnish bases for H4(X,Q), and for each such basis B we can compute the

volumes τB1 ≤ · · · ≤ τBh1,1 of the basis generators. Define Bmin to be the basis

choice that minimizes τBh1,1 . Roughly speaking, Bmin is a minimum-volume basis

of generators of the effective cone. We write

τlast(J) := τBmin
h1,1 , (3.46)

denoting explicitly the dependence on the choice of J . We can now give an

upper bound on the magnitude of the leading superpotential term involving

the lightest axion, for the given J :

|W | ≤ exp
(
−2πτlast(J)

)
. (3.47)

Furthermore, given any region R ⊂ H1,1(X,R), not necessarily inside KX , we
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can compute

τRlast := min
J∈R

τlast(J) . (3.48)

We then write

τVlast := τ K̃Vlast , (3.49)

τXlast := τ K̃Xlast , (3.50)

τ∩last := τ K̃∩last . (3.51)

Using (3.26), we have τ∩last ≤ τXlast ≤ τVlast. Thus, when the condition (3.2) for

control of the α′ expansion is imposed, the superpotential for the lightest axion

is bounded above by

|W∩| := exp (−2πτ∩last) . (3.52)

For h1,1 � 1 the exponentials in (3.35) are parametrically dominant, and in eval-

uating the dependence of (3.35) on the lightest axion we can omit factors that

are only polynomial in the volumes, including the effect of canonical normal-

ization.10 We then arrive at an upper bound on the mass-squared m2
min of the

lightest axion from (3.52),

m2
min . |W∩| . (3.53)

One of our main results is the computation of the boundm2
min for the geometries

in our ensemble.

What about axion mass terms from instanton contributions to the Kähler

potential, resulting from Euclidean D3-branes wrapping classes [Σα] ∈ H4(X,Z)

that are outside Eff(X), and admit no holomorphic representative? Could such

instantons give masses � mmin? We discuss this question in Appendix 3.A,

and find that present knowledge of minimum-volume representatives of classes

outside Eff(X) is not sufficient to give a definite answer, but at the same time

10We will verify in §3.6 that this is an excellent approximation, see Figure 3.12.
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there is no evidence of such a parametric enhancement in known threefolds. We

find it plausible that masses from K are least parametrically comparable to those

from W , and so are approximately given by (3.53).

3.5 Computation

We obtained the topological data of Calabi-Yau threefold hypersurfaces as fol-

lows. For each value of h1,1 that we studied, we drew a number N (h1,1) of

polytopes at random from the Kreuzer-Skarke database: see Table 3.1.11 We ma-

nipulated the polytopes using Sage [55]. For each polytope that was favorable,

we used TOPCOM to obtain a fine and regular (but not star) triangulation. We

removed the lines in the strict interior of the polytope and included a line from

the origin to each point in the polytope, thus producing an FRST T̂ [57]. Such a

triangulation defines a fan, and in turn defines a toric variety V . As explained

in §3.2.1, to study a generic Calabi-Yau threefold hypersurface, one can omit

simplices of T̂ that pass through facets of ∆◦. We denote the set of remaining

simplices by T , and abuse language slightly in calling T an FRST as well.

Because we have restricted to favorable polytopes, there are h1,1 + 4 prime

toric divisors D̂A ⊂ V , each corresponding to a ray of the fan determined by T .

We picked a basis for H4(X,Q) by selecting a set of h1,1 of the inherited prime

toric divisors DA := D̂A ∩ X that are linearly independent. Using Sage, we

computed the triple intersection numbers κijk in the chosen basis. Finally, we

computed the Mori cone MV of the toric variety in Mathematica using the

11We remark in passing that the Euler number χ of X is negative in more than 99% of the
geometries in our ensemble with h1,1 ≤ 18, but by h1,1 = 100 less than 2% of geometries have
χ < 0.
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algorithm described in [75], which is equivalent to that of [45], but easier to

implement.

With this data in hand, we turned to analyzing the resulting cones. For

each geometry the stretched cones K̃V and K̃∩ were constructed as described

in §3.3. We minimized the volumes τA and V inside K̃V and K̃∩ using IPOPT,

a software package for large-scale nonlinear optimization, which is included in

version 11 of Mathematica. Because IPOPT uses an interior point algorithm

that finds a local solution to the optimization problem, we performed the min-

imization multiple times, from different starting points, in an attempt to find

the global minimum. Finding even one feasible starting point for the optimiza-

tion algorithm is challenging at large h1,1, as the cones K̃V and K̃∩ become very

narrow. We made use of IBM’s optimization software CPLEX as well as the

LinearProgramming function of Mathematica to find such points.

Non-convex optimization is NP-hard, and so at large h1,1 we are unable to

definitively prove that the local minima we obtain are global minima. However,

we can provide some evidence in support of this possibility. First, the parameter

space in which we perform the optimization, namely the space of Kähler forms,

has a natural decomposition into an overall scaling variable and angular vari-

ables. The overall scaling rigidly dilates the volumes of all cycles. In this work

we have demonstrated that the angular variables are severely constrained, ly-

ing in a narrow cone, and so to achieve a large amount of variation in the cycle

volumes one must go far out in the stretched Kähler cone itself. Therefore, near

the apex where the volumes are generally small, we do not expect there to be

many solutions to the optimization problem. In addition, for each data point we

have performed the optimization with many initial values, finding little varia-
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tion in the solution. For a subset of the data, the optimizations were repeated,

and verified, using global optimization algorithms with many thousands of ini-

tial points. We therefore expect our general conclusions about minimal volumes

to be robust.

Note that we computed one FRST for each favorable polytope studied. With

our methods it takes of order a day to obtain the topological data of all FRSTs

of all threefolds with h1,1 ≤ 6, but for larger h1,1 it quickly becomes infeasible

to compute all triangulations. In order to provide a better point of comparison

for the data we can obtain at h1,1 � 1, we limited ourselves to one FRST per

polytope even for small h1,1.

The values of h1,1 that we studied, and the numbers N (h1,1), were chosen to

balance the computational expense at h1,1 � 1 against the potential for illumi-

nating scaling laws. Obtaining more extensive data at large h1,1 is an obvious

next step. In fact, the present work has established the feasibility of obtaining

the topological data of at least one threefold (i.e., one FRST) for each polytope in

the Kreuzer-Skarke database. A very rough estimate is that such a computation

could require a few CPU-centuries, absent any improvements to the algorithms.

3.6 Results

The primary topological data produced by our analysis are the generators of the

Mori conesMV of toric varieties V , and the intersection numbers κABC of inher-

ited prime toric divisors DA of Calabi-Yau hypersurfaces X ⊂ V . Taking these

data and imposing the condition (3.2), we can compute the stretched Kähler

cones K̃V and K̃∩, which bound the stretched Kähler cone K̃X of X from the in-
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side and the outside, respectively, cf. (3.26). Then, for any holomorphic 2k-cycle

Σ2k (1 ≤ k ≤ 3) in X , K̃∩ determines a lower bound on Vol(Σ2k) ≡ 1
k!

∫
Σ2k
∧kJ .

In this section we report salient features of the intersection numbers, Mori

cones, volumes of holomorphic cycles, geometric field ranges, and masses in

our ensemble.

Topological Data:

The volumes V , τA and tAB depend on the intersection numbers κijk, as given in

(3.9). Since κijk depends on a choice of basis of H4(X,Z), we instead report the

statistical properties of κABC , which is basis-independent.

We first examine the sparseness of κABC . The number of nonvanishing in-

tersection numbers per geometry increases approximately linearly with h1,1, as

shown in Figure 3.1. As a result, κABC becomes very sparse at large h1,1. In

Figure 3.2 we show the root mean square (RMS) size of the nonvanishing inter-

section numbers for each geometry.

The cone KV is given by the intersection of the half-spaces defined by the

linear inequalities

Mait
i > 0. (3.54)

As h1,1 increases, the number of inequalities grows and KV becomes very nar-

row. A conceptually straightforward way to quantify the narrowness of the

cone KV would be to analyze the behavior of the solid angle subtended by KV
as a function of h1,1. However, this becomes computationally expensive when

h1,1 & 15. Instead, we characterize the narrowness of KV by computing the
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Figure 3.1: Number of nonzero entries of κABC , cf. (3.11), vs. h1,1.

cosine of the smallest angle between two hyperplanes, denoted Ma and M b:

cos(θmin) := min
a,b

(
Ma ·M b

|Ma||M b|

)
. (3.55)

As the angle θmin between two hyperplanes approaches zero, the cone becomes

infinitely narrow. This can also be understood from the perspective of the dual

coneMV . WhenMV has two generating rays Ma and M b that are almost an-

tiparallel (such that KV has facets whose normals are almost antiparallel), it is

difficult to find a Kähler form J such that both of the associated curves have

positive volumes simultaneously. Figure 3.3 shows cos(θmin) as a function of

h1,1.
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h1,1 # of polytopes in KS database # of polytopes studied # of favorable polytopes # of volume minimizations
2 36 36 36 36
3 244 244 243 243
4 1197 1,197 1,185 1,185
5 4,990 4,990 4,987 3,000
6 17,101 17,101 16,608 3,000
7 50,376 50,376 48,221 3,000
8 128,165 128,165 120,759 3,000
9 285,929 285,929 264,558 3,000

10 568,078 568,078 515,319 3,000
11 1,022,264 300,000 261,541 3,000
12 1,685,784 100,000 86,860 3,000
13 2,580,222 100,000 84,923 3,000
14 3,697,767 100,000 82,939 3,000
15 5,011,933 100,000 80,415 3,000
16 6,473,431 100,000 78,756 3,000
17 7,989,780 100,000 76,749 3,000
18 9,561,562 100,000 75,109 3,000
19 11,054,578 100,000 73,454 3,000
20 12,434,427 100,000 71,656 3,000
21 13,652,664 20,000 14,136 3,000
22 14,677,475 20,000 13,844 3,000
23 15,484,811 3,000 2,047 2,047
24 16,088,119 3,000 2,025 2,025
25 16,495,690 3,000 1,988 1,988
30 15,914,795 3,000 1,907 1,907
35 12,955,936 3,000 1,866 1,866
40 9,620,216 3,000 1,808 1,808
45 6,787,275 3,000 1,774 1,774
50 4,659,208 3,000 1,729 1,729
55 3,171,468 3,000 1,700 1,700
60 2,174,347 3,000 1,654 1,654
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h1,1 # of polytopes in KS database # of polytopes studied # of favorable polytopes # of volume minimizations
65 1,494,731 3,000 1,634 1,634
70 1,018,865 3,000 1,641 1,641
75 762,815 3,000 1,627 1,627
80 487,805 3,000 1,655 1,655
85 339,574 3,000 1,641 1,641
90 246,570 3,000 1,604 1,604
95 179,981 3,000 1,629 1,629
100 129,605 3,000 1,626 1,626
105 92,887 3,000 1,597 0
110 68,453 3,000 1,627 0
115 51,509 3,000 1,619 0
120 39,847 3,000 1,602 0
130 23,001 3,000 1,597 0
135 16,731 3,000 1,659 0
140 12,392 3,000 1,626 0
145 9,411 3,000 1,596 0
155 5,440 3,000 1,646 0
160 4,101 3,000 1,697 0
165 3,160 3,000 1,717 0
170 2,502 2502 1,403 0
180 1,486 1486 899 0
185 1,318 1318 750 0
190 1,209 1209 685 0
195 830 830 497 0
205 535 535 324 0
210 483 483 276 0
215 392 392 233 0
220 356 356 208 0
230 219 219 113 0
235 172 172 113 0
≥ 240 4,358 4,358 2,671 0

Table 3.1: The dataset.
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Figure 3.2: Root mean square size of nonzero entries of κABC vs. h1,1.

Figure 3.3: cos(θmin), defined in (3.55), vs. h1,1.
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Figure 3.4: log10(dVmin), defined in (3.56), vs. h1,1 and vs. log10(h1,1). The fit is
log10(dVmin) = −1.7 + 3.1 log10(h1,1).

75



Figure 3.5: log10(d∩min), defined in (3.57), vs. log10(h1,1). The fit is log10(d∩min) =
−1.4 + 2.5 log10(h1,1).

As KV becomes more narrow, the stretched cone K̃V , defined in (3.25), gets

pushed further away from the origin. Another measure of the size of KV is

therefore the shortest distance dVmin between the origin and any point of K̃V ,

dVmin := min
ti

{√
titi

∣∣∣ ti[Di] ∈ K̃V
}
, (3.56)

and we denote the minimum-distance point by tVd . See Figure 3.4.

Although KV is computationally accessible (even for h1,1 = 491), and the

size of KV is generally correlated with the size of KX , KV can in principle be

much more narrow than KX . Analysis of KV alone can therefore provide only

estimates of the volumes of holomorphic cycles inX , for ti[Di] ∈ KX , rather than

definite bounds. To obtain lower bounds on cycle volumes, we instead examine

K∩, which contains KX . The tradeoff is that K∩ is a complicated cone defined

by linear, quadratic and cubic constraints, and defining a quantity analogous to

θmin is difficult. We can, however, compute d∩min, the shortest distance between

the origin and any point of K̃∩,

d∩min := min
ti

{√
titi

∣∣∣ ti[Di] ∈ K̃∩
}
, (3.57)
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and we denote the minimum-distance point by t∩d . See Figure 3.5.

Volumes:

To compute lower bounds on τlast and V , for each prime toric divisor DA we

numerically minimize the divisor volume τA in K̃V and in K̃∩. We then calcu-

late τVlast and τ∩last as described in §4 and §5. The resulting bounds are shown in

Figures 3.6-3.9.12

12We omit cases in which the only K∩ constraint on V is the trivial one V > 1, cf. (3.24): for
these geometries a direct computation of KX is plausibly necessary.
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(a) log10(τVlast) vs. log10(h1,1). The fit is log10(τVlast) = −1.9 + 4.3 log10(h1,1).

(b) log10(τ∩last) vs. log10(h1,1). The fit is log10(τ∩last) = −1.7 + 3.2 log10(h1,1).

Figure 3.6: Lower bounds on τVlast, defined in (3.49), and τ∩last, defined in (3.51),
vs. h1,1.
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(b) log10(τ∩last).

Figure 3.7: τVlast (left) and τ∩last (right) for h1,1 = 10 (leftmost peak), 30 (center
peak), and 50 (rightmost peak).
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(a) log10(VV ) vs. log10(h1,1). The fit is log10(VV ) = −3.4 + 7.2 log10(h1,1).

(b) log10(V∩) vs. log10(h1,1). The fit is log10(V∩) = −3.8 + 6.2 log10(h1,1).

Figure 3.8: Lower bounds on V , defined in (3.9), vs. h1,1 in K̃V (top) and K̃∩
(bottom).
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Figure 3.9: Lower bounds on V in K̃V (left) and K̃∩ (right) for h1,1 = 10 (leftmost
peak), 30 (center peak), and 50 (rightmost peak).
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Geometric field ranges:

As explained in §3.4, we estimate the radius R (3.42) of the axion fundamental

domain F by assuming that all prime toric divisors DA contribute to the super-

potential. The radius depends on the Kähler parameters ti, and we report upper

bounds on R at two locations. We define tVV and t∩V to be the points in K̃V and

K̃∩, respectively, where the threefold volume V is minimized, and we define

RV := R(tVV ), R∩ := R(t∩V) . (3.58)

We first compute the Kähler metric Kij at tVV . We next trivialize 2h1,1 of the hy-

perplane constraints, as in (3.43), takingQ to be the h1,1 × h1,1 identity subblock

of the charge matrixQ corresponding to a choice of h1,1 of the toric coordinates.

This yields an upper bound RV
bound ≥ RV , shown in Figure 3.10. Computing

Kij instead at t∩V and repeating the trivialization, we obtain the upper bound

R∩bound ≥ R∩, shown in Figure 3.10.

(a)RVbound vs. h1,1. (b)R∩bound vs. h1,1.

Figure 3.10: Upper bounds on the geometric field range, cf. (3.58), vs. h1,1. Left:
log10(RV

bound). Right: log10(R∩bound). 5th, 50th, and 95th percentiles are shown.
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(a) log10(ξVh1,1) vs. h1,1. (b) log10(ξV1 ) vs. h1,1.

(c) log10(ξ∩h1,1) vs. h1,1. (d) log10(ξ∩1 ) vs. h1,1.

Figure 3.11: Maximum (left) and minimum (right) eigenvalues of the kinetic
matrix Ξ, defined in (3.44), vs. h1,1, evaluated at tVV (top) and t∩V (bottom).

Axion masses:

Now consider type IIB string theory compactified on an orientifold of a hy-

persurface X from our ensemble. The large divisor volumes lead to powerful

suppression of superpotential contributions to the potential for C4 axions θi. We

find that in every geometry in our ensemble13 with h1,1 > 22, the lightest axion

is essentially massless, with the canonically-normalized field having mass

m < 10−33 eV . (3.59)
13One must bear in mind that we have examined a very limited sample of the Kreuzer-Skarke

list, and so our findings should be understood as indicating typical behavior, not establishing a
no-go.
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Figure 3.12: ln(mmin) evaluated at t∩d , cf. (3.38), vs. τ∩last. The edge is at ln(mmin) =
−πτlast.

Let us also give a heuristic estimate of the expected mass of the lightest axion.

By the definition (3.48), every basis forH4(X,Q) consisting of elements of Eff(X)

has members with volume ≥ τ∩last. As seen from the fit in Figure 3.6, τ∩last ∼

0.02(h1,1)p with p ∼ 3. Hence, one or more of the h1,1 axions θi receives no

superpotential contributions larger than

|W∩| ≡ exp(−2πτ∩last) ∼ exp
(
−0.1(h1,1)3

)
. (3.60)

The exponent p changes, within the range 3 . p . 6, depending on whether one

examines τ∩last — which is the most direct and conservative — or instead a more

computable proxy such as τVlast or (dVmin)2. However, such changes do not alter

our central finding that one or more axions are extremely light when h1,1 � 1

and J ∈ K̃∩.
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Summary:

A root cause of our findings is that the Kähler cones of Calabi-Yau threefold hy-

persurfaces are very narrow for h1,1 � 1, as shown in Figure 3.3. The condition

(3.2) that every effective curve has volume ≥ 1, which we have used as a proxy

for control of the α′ expansion, then implies that the Kähler form J ∈ H1,1(X,R)

is far from the origin in H1,1(X,R), in the sense of (3.56): see Figures 3.4 and

3.5. In turn, many irreducible effective curves and irreducible effective divisors

have large volumes, see Figures 3.6-3.7. Furthermore, the volume V ofX itself is

large (Figures 3.8-3.9), the geometric field range is generally small (Figure 3.10),

and the eigenvalues of the axion kinetic matrix are small (Figure 3.11). The min-

imum axion mass is small, and strongly correlated with τ∩last (Figure 3.12).14

3.7 Implications for Axion Cosmology

The overall picture that emerges from our analysis is that in a compactification

of type IIB string theory on an orientifold of a Calabi-Yau threefold hypersurface

X with h1,1 � 1, in the regime of control of the α′ expansion, X and most of its

subvarieties have very large volumes in string units. The resulting effective

theory has many axions, some of which are essentially massless,15 with m �

10−33 eV. The axion kinetic matrix has small eigenvalues, and the radius of the

14In fact, mmin(t∩d ) is almost perfectly correlated with τlast(t
∩
d ). Note that by (3.46), τ∩last 6=

τlast(t
∩
d ).

15Many authors use the term ‘ultralight axion’ for axions with m & 10−33 eV that could make
up part of the dark matter, as in [85, 86]. We avoid the term ‘ultralight’ when speaking of the
far lighter axions found here, with m� 10−33 eV; these we instead call ‘massless’, even though
strictly speaking their masses are negligibly small, not zero.
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axion fundamental domain is sub-Planckian.16 In summary, we find an axiverse

with hundreds of axions, some of them massless, and all with small periodicities. In

this section we will mention a few of the implications of these findings for the

cosmology of compactifications with h1,1 � 1.

Axions and axion-like particles with appreciable couplings to the Standard

Model are strongly constrained by a wealth of data from diverse channels, in-

cluding terrestrial appearance experiments such as helioscopes and haloscopes;

red giant evolution; supernovae; CMB spectral distortions; and X-ray produc-

tion in galactic or cosmological magnetic fields. See [87] for a review. To apply

these constraints to the large-h1,1 axiverse that we have described, it would be

necessary to make specific assumptions about the realization of the Standard

Model, and its couplings to the axion sector. While very interesting, such an

analysis is extremely model-dependent.

Cosmological effects of the gravitational couplings of axions present a more

direct, but still somewhat model-dependent, set of constraints. Sufficiently light

axions, with m � 10−33 eV, are indistinguishable from vacuum energy unless

excitations of the axion field (i.e., particles) are produced as dark radiation, for

example through the decay of an associated modulus. The limits on dark ra-

diation are rather stringent, cf. [88, 89, 90], but again depend on the details of

post-inflationary evolution. For example, if the lightest modulus decays only to

a single axion, as well as to Standard Model particles, the dark radiation con-

straints are insensitive to the existence of other axions and moduli [90], but can

be severe nonetheless [88, 89]. Axions with m ∼ 10−33 eV can be quintessence

16As explained in §3.6, in a small fraction of cases we cannot exclude the possibility of super-
Planckian radii, but neither can we prove that all curves in X have positive volume in these
cases. For the present discussion we consider only the better-established examples with J ∈ K̃V ,
for which the radii are sub-Planckian.
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fields [91], and in special cases could even alleviate the “why now” problem

[92]. Axions with m ∼ 10−22 eV could constitute a portion of the dark matter,

and could give rise to small-scale structure in better agreement with observa-

tions than that predicted by cold dark matter models [85] (for recent work, see

e.g. [86, 93, 94, 95]). Overproduction of axion dark matter — and in some mass

ranges, isocurvature perturbations in the CMB — provide serious constraints

[96, 97, 98], especially in models with many axions [99].

Perhaps the most interesting constraints on the large-h1,1 axiverse come from

black hole superradiance [100]. Axions in the mass range 10−10 eV − 10−20 eV,

even if not present as a cosmologically abundant population, can trigger insta-

bilities of black holes. Detailed modeling of moduli stabilization would be nec-

essary to make precise statements, but as a rough estimate, we find that approx-

imately half the geometries in our ensemble have an axion in the mass range

10−10 eV ≤ m ≤ 10−20 eV. Superradiance limits on many-axion theories have

been obtained in [101]. However, the analysis of [101] is only directly appli-

cable to theories with relatively large decay constants, f & 1014 GeV. Axions

with smaller periodicities suffer from nonlinear interactions, potentially chang-

ing the limits of [101]. A dedicated study of superradiance constraints on the

Kreuzer-Skarke axiverse would be a worthwhile topic for the future.

3.8 Conclusions

We have initiated a survey of compactifications on Calabi-Yau threefold hyper-

surfaces with arbitrary h1,1, i.e. of the entire Kreuzer-Skarke list.

This work extends and complements the complete enumeration carried out
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by Altman et al. [3] for h1,1 ≤ 6. The large h1,1 regime presents evident com-

putational challenges, a few of which we have overcome. Publicly-available

software such as Sage [55] generally produces FRSTs only for h1,1 . 10, and

the improved triangulation algorithms that have been implemented on a large

scale in the past are expensive, and function only for h1,1 . 30 [4, 3]. More-

over, the sheaf cohomology computations needed for studying divisors D ⊂ X

likewise explode in difficulty for h1,1 & 10. These limitations have led to a per-

ception that systematic enumeration and study of hypersurfaces with h1,1 � 10

— corresponding to the bulk of the Kreuzer-Skarke database — is not possible

at present. In this work we have demonstrated, on the contrary, that large-scale

studies are feasible for any range of h1,1 arising in the Kreuzer-Skarke list, given

only modest computational resources.

A key step was implementing the triangulation algorithm described in [57],

which allowed us to obtain fine regular star triangulations ∼ 5 · 103 times faster

(per CPU) than was possible in [4, 3]. With our methods, finding one FRST takes

just seconds even for h1,1 = 491.17 However, although we can efficiently gen-

erate large numbers of compactifications at any desired h1,1, several challenges

remain. In this work, we used Sage to obtain the intersection numbers of hyper-

surfaces with h1,1 ≤ 100, at a computational cost of order half a CPU-hour per

hypersurface at h1,1 = 100. Significant further gains are possible in this area, and

allow efficient computation of intersection numbers for any h1,1 ≤ 491. Even so,

one thing that remains out of reach is a complete enumeration of hypersurfaces

at large h1,1, simply because the number of such hypersurfaces — corresponding

to the number of inequivalent triangulations of reflexive polytopes with many

lattice points — appears to be vast.

17Given such a triangulation, the results of [84] allow immediate study of the Hodge numbers
of square-free divisors of the corresponding threefold.
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The principal raw data produced by our analysis are FRSTs of four-

dimensional reflexive polytopes; the Kähler cones of the corresponding toric

varieties V ; and the intersection numbers of generic Calabi-Yau threefold hy-

persurfaces X ⊂ V . These data provide a wealth of information about four-

dimensional effective theories arising from string compactifications on such X .

In this chapter, we studied two of the most salient physical findings, axion mass

hierarchies and axion field ranges, leaving a complete characterization of the

physical implications of our topological and geometric data as a significant task

for future work.

The first observable we studied is the set of relations among cycle volumes

enforced by the Mori cone conditions, which control the structure of the poten-

tial generated by instantons. We found that enforcing that every effective curve

has volume at least one in string units, as a proxy for ensuring control of the

α′ expansion, has — for h1,1 � 1 — a striking consequence: the volumes of

many irreducible curves and divisors on X , and of X itself, become extremely

large. We found that these volumes scale roughly as (h1,1)p, with the exponent

3 . p . 7 depending on the type of cycle considered.

One consequence is that in a compactification of type IIB string theory on an

orientifold of a typical Calabi-Yau threefold hypersurface with h1,1 � 1, one of

the following holds:

1. One or more axions are effectively massless.

2. Many effective curves have volumes . 1.

3. The axion mass terms produced by Euclidean D3-branes wrapping non-

holomorphic four-cycles are parametrically larger than those from holo-

morphic four-cycles.
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When condition (3) holds, the breakdown of the α′ expansion cannot be detected

by computing the volumes of calibrated cycles, while condition (2) suggests

but does not guarantee the existence of large perturbative and nonperturbative

corrections in the α′ expansion. Thus, we have established a tension between

nonvanishing masses for all axions, and manifest control of the α′ expansion.

The second observable we studied is the metric on Kähler moduli space,

which is relevant for understanding quantum gravity constraints on large-field

inflation. We found that the eigenvalues of the axion kinetic matrix are typically

small at large h1,1, primarily because of the large volume ofX . In each geometry

we computed an approximation to the radius of the axion fundamental domain.

The radius depends strongly on how restrictive a condition one imposes on the

Kähler form J . For Kähler forms such that every curve in the ambient toric va-

riety V has volume ≥ 1, we found field ranges � Mpl in every example. In

the less restrictive case of Kähler forms in the region defined by (3.24), corre-

sponding to the outer approximant to the stretched Kähler cone of X , we found

super-Planckian axion field ranges in a small fraction of geometries, at each h1,1.

While intriguing, this finding cannot be taken as evidence for large field ranges

in the regime of control of the α′ expansion, because without a direct compu-

tation of KX we cannot exclude the possibility that in each example giving an

apparent large field range, one or more effective curves C ∈ MX has volume

< 1, or indeed < 0.18 Overcoming this limitation is an important task for the

future.

Because our results are drawn from a statistical study of an ensemble of ge-

ometries, they should be taken as statements about typical compactifications,

18Note that because KX ⊂ K∩, computing K∩ is sufficient to place definite lower bounds
on volumes, or upper bounds on field ranges. However, because KX ( K∩ in general, any
examples with J 6∈ KV are necessarily provisional, and await a direct computation of KX .
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and there can be special Calabi-Yau threefolds that violate the behavior ob-

served in this work. For instance, the Mori cone constraints in the geometry

studied in [102] are much milder than those of a typical hypersurface, possibly

because the Kähler moduli space in [102] has a symmetry corresponding to ex-

changing the Kähler moduli that correspond to blowups. It would be interesting

to understand the incidence of such geometries.

Our results give a sharper picture of the spectrum of axion masses and decay

constants arising in geometric compactifications of string theory. Reasonable a

priori estimates of these spectra, as well as studies in families of examples, have

been made and used in the study of the string axiverse [100, 103, 104, 90, 105],

and our ensemble provides a foundation for refining these estimates.

The geometric data obtained here can serve to answer questions about which

sorts of effective theories are possible in compactifications on Calabi-Yau hyper-

surfaces. To answer such questions, it would be natural to use machine learn-

ing [106, 107, 108, 20, 109, 110, 111, 112], among other tools, given the scale and

complexity of the data.

3.A Non-holomorphic Instantons

We noted in §3.2 that computing contributions to the superpotential from Eu-

clidean D3-branes wrapping holomorphic four-cycles (i.e., effective divisors) is

much simpler than computing contributions to the Kähler potential from Eu-

clidean D3-branes wrapping non-holomorphic four-cycles. On the physics side,

one reason for the disparity is that superpotential terms are constrained by holo-

morphy. Geometrically, the difference between the two computations is that a
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holomorphic four-cycle Σ4 is calibrated by the Kähler form J , and enjoys the

relation

Vol(Σ4) =
1

2

∫

Σ4

J ∧ J , (3.61)

so that once J is given, Vol(Σ4) is determined by topological data. Similarly, an

antiholomorphic four-cycle Σ4 has orientation opposite to that of a holomorphic

cycle, and obeys

Vol(Σ4) = −1

2

∫

Σ4

J ∧ J , (3.62)

However, it is much more difficult to compute the volume of a cycle that is

neither holomorphic nor antiholomorphic, as we now explain.

3.A.1 Volume-minimizing currents

Suppose that X is a compact Kähler manifold of dimension n,19 with Kähler

form J , and consider a class [α] ∈ H2n−2(X,Z). By definition, [α] can be rep-

resented by some effective divisor D if and only if [α] ∈ Eff(X). So suppose,

henceforth, that [α] 6∈ Eff(X), and also −[α] 6∈ Eff(X). Then [α] admits neither a

holomorphic representative nor an antiholomorphic representative.

Writing Vol(α) for the volume of a given representative α of the class [α], one

might attempt to define

MinVol([α]) = min
α∈[α]

Vol(α) , (3.63)

i.e. MinVol([α]) is the volume of the smallest-volume representative of the class

α.
19Assuming that X is Calabi-Yau, and/or that n = 3, does not lead to appreciable simplifica-

tions, and so we shall not make these assumptions in this section.
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However, it is not obvious that the variational problem implied by (3.63) is

well-posed: does one search over all representatives of α, or just representatives

obeying an appropriate smoothness condition? It is also not clear a priori how

smooth the volume-minimizing configuration will be: in fact, one can easily

find examples in which the volume-minimizing configuration has singularities,

at least at complex codimension one.

Fortunately, the problem of finding the minimum-volume representative of

a given homology class is one of the central questions of geometric measure the-

ory, and was put on sound footing in the 1960s by Federer and Fleming. They

defined objects called integral p-currents, which roughly correspond to formal

sums of p-dimensional submanifolds, except for sets of p-dimensional Haus-

dorff measure zero. Federer and Fleming showed that the class of integral p-

currents has a compactness property that is very useful in formulating varia-

tional problems: in fact, they proved that for each class20 [α] ∈ H2n−2(X,Z),

there exists an integral current of least volume [113]. In other words, (3.63) ac-

tually does define the solution of a well-posed variational problem, provided

that α is understood to vary over integral currents, not just over smooth sub-

manifolds.

3.A.2 Non-holomorphic instantons and volume reduction

Consider a Euclidean D3-brane in a homology class [α] 6∈ Eff(X), which neces-

sarily cannot contribute to the superpotential, but may contribute to the Kähler

potential. The real part of the action of such a Euclidean D3-brane is plausibly
20Federer and Fleming’s theory of integral currents is is not limited to the case that X is

Kähler, nor even complex, nor does it require that [α] is dual to a hypersurface, but for simplicity
of presentation we state what their results imply for the case of present interest.
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proportional to MinVol([α]), which is well-defined thanks to geometric measure

theory. Even so, computing MinVol([α]) is nontrivial.

As a toy example, suppose that X is such that four-cycles α1 and α2 are a

basis for H4(X,Z) = Z2, and α1 and α2 also generate Eff(X). For a given Kähler

form J , define τi := 1
2

∫
αi
J ∧ J and θi :=

∫
αi
C4, i = 1, 2. If J is such that

τ1, τ2 � L for some L� 1, then Euclidean D3-brane terms in the superpotential

are no larger than e−2πL.

In this situation, one should ask about contributions to the Kähler potential

from Euclidean D3-branes wrapping a representative γ of a non-effective class

such as [γ] := [α1 − α2] 6∈ Eff(X). Because α1 and α2 are calibrated by J , we

have MinVol([αi]) = τi � L. The action of instantons on γ is determined by

τγ := MinVol([γ]). However, we cannot conclude that

τγ ≥ τ1 + τ2 . (3.64)

If α1 and α2 are disjoint, then (3.64) actually does hold, but more generally the

intersection locus of the minimum-volume representatives of [α1] and [α2] can

be deformed to produce a representative of [γ] with volume < τ1 + τ2. When

τγ = τ1 + τ2 −∆τ for ∆τ > 0, we will say that recombination has led to volume

reduction by an amount ∆τ > 0.

The question of volume reduction is best-understood for two-dimensional

currents. Building on work of Almgren [114], Chang proved that in any Rie-

mannian manifold, the singular set of a volume-minimizing two-dimensional

current consists of isolated branch points [115]. It is therefore tempting to

conjecture that in a Kähler manifold, a volume-minimizing two-dimensional

current consists of a union of holomorphic and antiholomorphic curves, inter-

secting at points; one consequence would be that there is no volume reduc-
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tion for two-dimensional currents in a Kähler manifold. However, in [116],

for X a K3 surface, Micallef and Wolfson gave an explicit example of a non-

effective class [α1 − α2] ∈ H2(K3,Z) whose minimum-volume representative

is not a union of holomorphic and antiholomorphic curves,21 and for which

MinVol([α1 − α2]) < MinVol([α1]) + MinVol([α2]). The volume reduction is pro-

portional to the small parameter ε measuring the deviation from the orbifold

limit of K3.

The issue, returning to four-cycles, is then the following. If a significant

volume reduction ∆τ ∼ O(τ1, τ2) could occur in some setting, so that τγ �

τi, then ensuring τ1, τ2 � L would not place any upper bound on the size of

Euclidean D3-brane terms in the Kähler potential. The axion masses from non-

holomorphic instantons in K would be parametrically larger than those from

holomorphic instantons in W .

Although the Micallef-Wolfson construction proves that nonzero volume re-

duction can occur in a Calabi-Yau compactification, we are not aware of any ex-

ample of parametrically large volume reduction in a comparable setting. More-

over, the cycle volume determines only the leading semiclassical action of a

Euclidean D-brane, and one should compute corrections to this action, such as

the fluctuation determinant, before drawing conclusions about the relative sizes

of physical effects.22

In summary, determining whether Euclidean D3-branes wrapping non-

holomorphic cycles can contribute axion masses that are parametrically larger

than those arising from holomorphic cycles is an open problem. The avail-

21However, see [117] for a related variational problem whose extrema are unions of holomor-
phic and antiholomorphic curves.

22We thank Eran Palti for comments on this point.
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able evidence does not exclude this possibility, but also does not, in our view,

strongly support it. Our results on axion masses rely on our computation of the

volumes of holomorphic cycles, and could be affected if large volume reduc-

tion occurs and causes non-holomorphic instantons to dominate in the poten-

tial. This proviso should be kept in mind when interpreting our findings.
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CHAPTER 4

SUPERRADIANCE IN STRING THEORY

4.1 Introduction

String theory does not predict a unique low-energy effective theory in four-

dimensional spacetime. Instead, compactifications of the ten-dimensional su-

perstring theories on six-manifolds generate a landscape of possible theories.

The ten-dimensional theories contain p-form fields, and reducing these on p-

cycles of the internal space leads to a potentially large number of pseudoscalar

axion-like fields1 in the effective theory, a so-called axiverse [100]. As discussed

in chapter 3, the properties of the axions are linked to the geometry of the com-

pactification [6, 87, 100, 118, 119, 120], which suggests that observational con-

straints on axions could lead to constraints on the landscape.

However, despite the impressive array of observational and experimental

data constraining axion theories [121, 87, 122], it has proved difficult to translate

such constraints into limits on string compactifications per se. The challenge is

that most constraints are highly model-dependent: they involve not just the

Lagrangian for the axion itself, but also the couplings of the axion to the visible

and hidden sectors, the history of our universe, or both. It is therefore difficult

to infer constraints on axions alone — one can instead exclude axion theories

paired with specific models of particle physics and cosmology. Furthermore,

explicit constructions of the axion potential have until recently been limited to

geometries with a small number of axions.

1Throughout this work, we will refer to such fields as ‘axions’.
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Terrestrial experimental constraints clearly rely on couplings between axions

and the visible sector, while cosmology provides the alternative of constraining

axion theories through gravitational couplings. The most direct cosmological

constraint is via the relic density. All axions can be produced by the vacuum re-

aligment mechanism of coherent field evolution in the potential [123, 124, 125].

Heavy axions have the possibility to overclose the Universe and suffer from a

form of the cosmological moduli problem [126]. Light axions may be stable, and

could contribute to the dark matter density. The density of such stable ultralight

axions is strongly constrained by cosmological structure formation [97, 98, 127].

However, computing the relic density relies on a number of assumptions about

the initial state of the axions, and about the thermal history of the Universe.

Axions with suitable potentials can play an even more central role in the

expansion history by driving a phase of accelerated expansion, powering in-

flation in the very early universe [128] (see [129] for a review) or contributing

to the present-day dark energy [97, 130, 131]. However, accelerating solutions

are merely a possibility in such theories, not an inevitable outcome, and the ac-

tual expansion depends on the initial conditions. In any case, even if one could

prove that axion inflation and axion quintessence were impossible in a given

effective theory, this would not rule out the theory as a description of our Uni-

verse, because there are also successful non-axion models of these phenomena.

In this work we will obtain limits on string compactifications that are in-

dependent of the cosmological model, and are almost independent of the axion

couplings to the visible sector, using black hole superradiance (BHSR) [132, 133,

100, 134, 135, 136]. A brief summary of the BHSR mechanism, which we will

review in detail in §4.3, is as follows. A spinning astrophysical black hole (BH)
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grows an axion cloud from vacuum fluctuations via purely gravitational inter-

actions. The growth of the cloud extracts spin from the BH. If the axion Comp-

ton wavelength is of order the size of the BH ergoregion then this process can

be efficient enough to reduce the BH spin by an observable amount. However,

superradiance is shut off if the axion self-interactions are large. The observation

of spinning astrophysical BHs thus leads to limits on the allowed axion masses

and self-interactions.

We will use BHSR limits on axion theories to obtain constraints on an en-

semble of approximately 200,000 compactifications of type IIB string theory on

orientifolds of Calabi-Yau threefold (CY3) [137] hypersurfaces in toric varieties.

We will find that part of the parameter space is indeed excluded by observations

of astrophysical black holes.2

In the compactifications considered here, the number of axions resulting

from the Ramond-Ramond four-form C4 is the Hodge number h1,1
+ of the ori-

entifold [138, 139], which we write as h1,1 for notational simplicity. Upon in-

cluding the scalar potential generated by instantons, the effective Lagrangian

for the axion fields θi, i = 1, . . . , h1,1 takes the form

L = − 1

8π2
M2

plKijg
µν∂µθ

i∂νθ
j +

∞∑

a=1

Λ4
a

{
1− cos

(∑

i

Qai θi + δa

)}
, (4.1)

whereMpl is the reduced Planck mass,Kij is the Kähler metric, gµν is the inverse

of the spacetime metric, Λa is a mass scale associated to the ath instanton,Qai ∈ Z

is the charge of the ath instanton under the ith axion shift symmetry, and δa is a

CP phase.

The data ofKij , combined with {Λa,Qai , δa} for the finite set of instantons for
2As we will explain in §4.2, there is some fine print relating to modeling Euclidean D3-brane

contributions to the axion potential, but we will present a series of tests that support the robust-
ness of our findings.
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which Λa is not negligibly small,3 fully specifies the axion theory for the purpose

of computing BHSR constraints. The task is then to determine these parameters

in an ensemble of compactifications.

Much prior work has made use of simple models for the distributions of

axion parameters in string-inspired models. The simplest model for the mass

spectrum is log-flat, i.e. uniform on a log scale. This relies on the observation

that the mass scale Λa is related to the action Sa of the ath instanton as Λ4
a ∝ e−λS ,

where the order-one constant λ is model-dependent. A reasonably uniform dis-

tribution of actions Sa then leads to a log-flat mass spectrum [100]. More in-

volved models for the mass spectrum and for the Kähler metric eigenvalues can

be motivated using random matrix theory [140, 80, 141, 105].

In the present work we do not rely on this sort of modeling. Instead, follow-

ing chapter 3, we directly computeKij and (up to an order-one prefactor) the Λa

for specific CY3’s constructed from triangulations of four-dimensional reflexive

polytopes [2]. For the charge matrix Qai we adopt a conservative model of the

contributing instanton terms in the superpotential, and demonstrate that our

results depend only weakly on this model. The basics of our construction are

reveiwed in Section 4.2. We then derive the masses directly from the Hessian

eigenvalues of the resulting supergravity potential evaluated at its minimum.4

We are now in possession of our nut (the type IIB axion landscape), and our

hammer (BHSR) with which to crack it. The process of cracking involves a great

deal of numerical computation: minimizing axion potentials, and computing

3Due to limitations of numerical precision we omit scales Λa . 10−53 eV, which in any case
are so light as to be irrelevant for BHSR: see §4.4.

4Computing the phases δa is quite subtle — see e.g. [142, 143]. In Appendix 4.B we consider
two models, one with δa = 0 and the other with δa uniformly distributed in [0, 2π), and show
that the results are indistinguishable.
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eigenvalues of large matrices and tensors involving a vast hierarchy of scales.

This process, and the resulting statistics in the type IIB landscape, is presented

in Section 4.4, and represents the main results of this chapter. By computing the

appropriate overlap between the axion parameter distributions and the avail-

able data on astrophysical BHs [101, 144], we are able to exclude certain CY3’s

in certain regions in moduli space. A short summary of our main results has

been presented already in [12].

4.2 The Kreuzer-Skarke Axiverse

In this section, following chapter 3, we describe an ensemble of axion effective

theories arising in compactifications of type IIB string theory on orientifolds of

Calabi-Yau hypersurfaces in toric varieties. These are the theories that we will

constrain using BHSR in the remainder of this work.

4.2.1 Calabi-Yau orientifolds

The Kreuzer-Skarke list [2] of the 473,800,776 four-dimensional reflexive poly-

topes provides a starting point for generating an astronomically large set of so-

lutions of string theory. A fine, regular, star triangulation (FRST) of a polytope

from the list defines a toric fourfold V that contains a Calabi-Yau threefold (CY3)

hypersurface, X . Computing the topology and the moduli space metric of X is

a combinatorial problem whose complexity grows rapidly with the number of

Kähler moduli of X , corresponding to the Hodge number h1,1. Recent progress

[7, 8] allows for very efficient computation for any favorable polytope in the
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Kreuzer-Skarke list, including at the maximal value h1,1 = 491.

Compactifying type IIB string theory on such a CY3 hypersurface X yields

a four-dimensional theory with N = 2 supersymmetry. In order to allow for

realistic models of particle physics and cosmology, we would like, instead, to

preserve N ≤ 1 supersymmetry. To this end we consider compactification of

type IIB string theory on an O3/O7 orientifold, X/O, with O an orientifold

involution, arriving at a theory with N = 1 supersymmetry in four dimen-

sions. Systematic enumeration of all such involutions is not yet possible for

the Kreuzer-Skarke list (although such a classification has been achieved for

a related ensemble [145]), and our approach will be to work with the data of

X . We do not fully specify O, stipulating only that h1,1
− (X/O) = 0, so that

h1,1
+ (X/O) = h1,1(X) ≡ h1,1. In passing from X to X/O for a specific O, some

of the data that will enter our analysis of superradiance would change: for ex-

ample, some cycles have their volumes reduced by a factor of two. We expect

that our conclusions, expressed as averages over an ensemble of geometries, are

robust against such changes, and thus against the choice of O. Even so, the ax-

ion spectrum of any individual geometry would depend to some degree on the

particular involution O that is considered.

Let us now consider a compactification of type IIB string theory on such

an orientifold of a Calabi-Yau threefold hypersurface X . The four-dimensional

theory contains h1,1 axions from reduction of the Ramond-Ramond four-form

C4. In terms of a basis {Di}, i = 1, . . . , h1,1 for H4(X,Z), we define

θi :=

∫

Di
C4 (4.2)

to be the corresponding dimensionless axions. We take the Di to be a set of h1,1
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irreducible toric divisors, and we term the resulting basis the5 toric basis.

The Kähler coordinates on Kähler moduli space are the complexified divisor

volumes

T i := τ i + iθi , (4.3)

with τ i = Vol(Di). The volume of X is given by

V =
1

6
κijkt

itjtk , (4.4)

where κijk are the triple intersection numbers of the Di, and the ti are the Kähler

parameters, corresponding to the volumes of curves. The curve and divisor

volumes are related by τ i = ∂
∂ti
V , and we note that indices are raised using δij .

4.2.2 Stretched Kähler cone

Throughout this work we will aim to consider only the region of Kähler moduli

space in which the α′ expansion is well-controlled. This ensures that the kinetic

term for the axions is accurately described by the metric on the Kähler moduli

space of X/O:

L = −M
2
Pl

8π2
Kij∂

µθi∂µθ
j , (4.5)

where the Kähler metricKij is obtained from the Kähler potential K = −2 logV

by Kij = ∂2K /∂τ i∂τ j . We denote the square roots of the eigenvalues of Kij as

fK . As V is determined by the Kähler parameters and the intersection numbers

of X , the axion kinetic term (4.5) is readily computable in terms of the data of

5Strictly speaking, there are other toric bases corresponding to other choices of h1,1 irre-
ducible toric divisors, but we will work with just one choice throughout. Our results are of
course independent of this choice.
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a triangulated polytope and a specification of the vevs of the Kähler moduli

(saxions) τ i. Background for these results is given in chapter 3 as well as e.g.

[83, 5].

The α′ expansion is well-controlled if all curvatures are small in units of the

string scale `s ≡ 2π
√
α′, so we would like to identify the region in Kähler moduli

space in which this condition holds. We call this region the stretched Kähler cone

ofX , denoted by K̃(X). A standard approach, which we will adopt, is to require

that the volume of X itself, and of all divisors and holomorphic curves within

X , are at least one in units of `s. This condition, which amounts to imposing a

restriction on all submanifolds that are calibrated by the Kähler form, is actually

not necessary — for example, certain holomorphic curves can be small in string

units without giving large corrections to the effective action — and it is also not

sufficient, because the curvature of the metric on X/O depends on the complex

structure moduli as well as the Kähler moduli.

With increasing h1,1, the number of constraints defining K̃(X) grows rapidly.

As a result, K̃(X) becomes very narrow, and gets pushed away from the origin.

This translates into large hierarchies between the Kähler parameters ti and the

divisor volumes τ i, see chapter 3. This is the dominant effect that controls the

scaling of divisor volumes with h1,1. In turn, the divisor volumes determine the

actions of Euclidean D3-branes and ultimately the instanton mass scales Λa.

Given a toric variety V with a Calabi-Yau hypersurface X ⊂ V , constructing

the stretched Kähler cone requires identifying the homology classes of holomor-

phic curves, which generate a cone in H2(X,Z) called the Mori cone of X . Com-

puting the Mori cone X is rather challenging, and there is no general algorithm

available. However, the Mori cone of the ambient variety V is easily computed
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using toric geometry. This cone contains the Mori cone of the hypersurface X :

any holomorphic curve in X is also a holomorphic curve in V . Then, one can

approximate K̃(X) by imposing restrictions on the volumes of all holomorphic

curves in V . The resulting region in the Kähler moduli space, K̃(V ), is contained

inside K̃(X). In our main datasets, we set the Kähler moduli at the tip of K̃(V ),

which we denote KV1 (because the minimal curve volume in units of `s is one).

This point in the moduli space is relatively easy to identify for all h1,1, and the

volumes of holomorphic curves and divisors in K̃(V ) scale similarly with h1,1

as those in K̃(X). Next, we define another point further inside the Kähler cone,

KV25, by uniformly scaling KV1 so that the smallest holomorphic divisor volume

τmin = 25 = 1/αGUT [146, 147]. These two points mark the boundaries of the

region in the Kähler cone where the α′ expansion is well controlled and a visible

sector with a realistic grand unified gauge coupling αGUT can be realized via

D7-branes wrapping holomorphic divisors.

A better but more computationally expensive approximation to the stretched

Kähler cone can be obtained by constraining the volumes of curves inX that are

holomorphic in any ambient variety V ⊃ X that arises from the same reflexive

polytope. We denote this region by K̃∪(V ), and we have K̃(V ) ⊆ K̃∪(V ) ⊆ K̃(X).

As the number of such ambient varieties increases exponentially with h1,1, con-

structing them via brute force becomes unfeasible when h1,1 � 1. Instead, one

can construct K̃∪(V ) by considering the relevant circuits on the reflexive poly-

tope.6 Even then, the resulting cones become prohibitively complicated when

h1,1 & 100. To quantify the improvement achieved by computing K̃∪(V ), we

constructed a smaller dataset with 1 ≤ h1,1 ≤ 100 and found that the axions in

the resulting sample of theories were relatively heavier and the decay constants

6We thank Andres Rios Tascon for this algorithm [148].
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V
1

V
25

1

Figure 4.1: Cartoon of the Kähler cones and stretched Kähler cones for h1,1 = 2.
The three adjacent cones whose boundaries are cyan or blue rays are the Kähler
conesK(V1), K(V2), andK(V3) of three ambient toric varieties V1, V2, and V3. The
union of these cones, which here is the first quadrant, is denoted K∪(V ). The
gold region is the stretched Kähler cone K̃∪(V ), defined such that no curve that
is in all three of V1, V2, and V3 has volume < `s. The tip of this cone, marked
with a gold star, is denoted K∪1 . The blue cone is K(V2), and the pink region the
stretched Kähler cone K̃(V2), defined such that no curve that is in V2 has volume
< `s. The tip of this cone, marked with a red star, is denoted KV1 . (Strictly
speaking this point should be called KV2

1 , but the numbering of V1, V2, and V3

is arbitrary and we will select just one of them.) The point KV25 is obtained by
uniformly scaling KV1 such that the smallest holomorphic divisor volume τmin =
25 = 1/αGUT.

were larger than in theories where the Kähler moduli are set at the tip of K̃(V ).

We will describe these tests in detail in Section 4.4 and Appendix 4.B.

In this work we will not consider the dynamics of the saxions τi. Such moduli

are famously problematic in cosmology, from the inflationary era to the present

104



— see [129] for an overview — and understanding their stabilization is one of

the central problems in string compactifications. Our interest here is in exclud-

ing certain geometries based on BHSR. The effects of saxions could make our

considerations irrelevant by disrupting cosmology so much that black holes,

and the galaxies that contain them, never form, but this would only exclude the

corresponding geometry. Provided that the saxions are heavier than the axions

and as such do not contribute to the decay rate of the cloud (see Section 4.3), it

is implausible that saxion dynamics could rule in a geometry that is excluded

here based on superradiance. So it will suffice to suppose that the saxions are

stabilized at a point inside the Kähler cone, for example by perturbative cor-

rections to the Kähler potential. Where exactly they are stabilized is pivotal, as

we shall see. We will find that, for some geometries, the axion effective theory

arising in certain regions in Kähler moduli space is ruled out by BHSR. Thus, if

the physics of moduli stabilization leads the saxions to be stabilized in such a

region, the corresponding model is excluded.

4.2.3 Instanton potential

The axions θi enjoy all-orders shift symmetries θi → θi + const. that are broken

by nonperturbative effects. Specifically, a Euclidean D3-brane wrapping a holo-

morphic four-cycle Σa = qaiD
i, with qai ∈ Z, and with i = 1, . . . , h1,1, contributes

a superpotential term

W ⊃ Wa ≡ Aa exp
(
−2πqai

(
τ i + iθi

))
. (4.6)

HereA is a moduli-dependent Pfaffian that we will set to unity in the following,

and the index a is a label that runs over all the holomorphic four-cycles wrapped
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by Euclidean D3-branes. In general this is an infinite set, but only some finite

number P of terms will be important for our purposes. The scalar potential then

takes the form

V =
P∑

a=1

Λ4
a

{
1− cos

(
Qaiθi + δa

)}
, (4.7)

where summation over the repeated index i is understood. Here we have de-

fined the rectangular charge matrix

Qai =




qαi

qβi − qγi


 , (4.8)

in which α = 1, . . . , p, a = 1, . . . , p(p + 1)/2 ≡ P , and p is the number of non-

perturbative contributions to the superpotential. The rows involving qβi − qγi

arise from cross terms in the F-term potential.7 The mass scales Λa in (4.7) are

determined by the instanton actions, and the exponential dependence is given

by

Λa ∼ exp
(
−2πQaiτ i

)
. (4.9)

As a result, there are typically exponential hierarchies among the Λa, as shown

in Appendix 4.B.

For a given geometry, one may, in principle, determine which four-cycles Σa

support Euclidean D3-brane superpotential terms — and so, using (4.8), com-

pute the axion charge matrixQ i
a — by counting the zero modes of suitable Dirac

operators on the cycles Σa [70]. Some progress in this direction was made in e.g.

[149, 77, 150, 151, 152, 153, 154, 41], but a complete understanding remains out

7A classical flux superpotential W0, if present, would also contribute to the axion masses
via cross terms with the non-perturbative superpotential, but the effect on the axion masses is
subleading compared to the exponential dependence on the τ i. The same holds for the Pfaffian
prefactors Aa that we have set to unity.
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of reach. At the very least, one would have to specify the orientifold involution

O, which projects out certain zero modes, and even then no effective algorithm

is currently available to count zero modes for h1,1 � 1. Finally, even if a certain

four-cycle Σa has too many zero modes to support a superpotential term from

a non-magnetized Euclidean D3-brane, once one sums over possible magnetiza-

tions (i.e. possible quantized worldvolume fluxes) and accounts for the effect

of bulk closed string fluxes, the result is often a nonvanishing superpotential.

These effects of fluxes are again largely understood in principle, but explicit

counting in an ensemble with h1,1 � 1 is not yet feasible.

We will nevertheless be able to arrive at a plausible and fairly robust model

of the axion mass spectrum. To describe this model, we consider the h1,1 +

4 prime toric divisors DA, which correspond to the vanishing loci of the toric

coordinates xA. The DA are irreducible holomorphic hypersurfaces with the

property that any holomorphic hypersurface (i.e. any effective divisor) can be

written as a nonnegative integer linear combination of theDA. As Euclidean D3-

brane superpotential terms can only arise from effective divisors, we may view

the DA as a generating set of all possible Euclidean D3-brane superpotential

terms.

Our model is just that: we suppose that there is a Euclidean D3-brane su-

perpotential term for each of the h1,1 + 4 prime toric divisors DA. Prime toric

divisors often support Euclidean D3-branes even before accounting for the pos-

sibility of magnetization [5], and so it is reasonable to anticipate that most of the

DA will contribute superpotential terms once magnetization and closed-string

fluxes are incorporated. Indeed, completeness conjectures [155, 156, 157] applied

to these instantons would imply that all these divisors — or in the case of the
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sub-Lattice Weak Gravity Conjecture [156]8 at least enough to fill out a sublattice

— give non-negligible contributions.

For the purposes of our analysis, what matters is that the axion mass spec-

trum obtained from our simplified model of the contributing instantons — i.e.

of the instanton charge matrix — gives a good approximation to the axion mass

spectrum that would result from a complete computation. To this end we have

carried out a series of tests for varying models of the charge matrix. Perform-

ing these tests on the entire dataset would be prohibitively expensive, so we

used a smaller dataset consisting of 1000 geometries at each of h1,1 = 10, 30,

and 50. For every geometry in this set, we constructed effective theories using

different models of the instanton charge matrix and computed the key physi-

cal parameters: the axion masses, decay constants, and quartic interactions. We

then performed Kolmogorov-Smirnov 2-sample tests on these distributions to

compare them to our original dataset.

The models of the charge matrix that we analyzed are as follows. First of all,

what if other effective divisors besides the DA support Euclidean D3-branes?

Because all effective divisors are nonnegative linear combinations of the DA,

such an extension only introduces terms subdominant to those already captured

by the DA. The Kolmogorov-Smirnov 2-sample test for this model gave p ∼ 1,

i.e. the effect on the physical parameters is insignificant.

Second, if only some number K < h1,1 of the divisors support Euclidean D3-

branes, then the axion mass matrix necessarily has one or more zero eigenval-

ues. We have verified that when h1,1 −K � h1,1, the effect of this change on the

nonzero eigenvalues, i.e. those interesting for BHSR, is negligible, with p ∼ 1.

8See also [158].
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On the other hand, for sufficiently small K the impact is substantial. Without

an explicit computation we cannot exclude the possibility that K � O(h1,1), but

we find this unlikely in view of the evidence from examples [5].

Third, what if non-holomorphic divisors support Euclidean D3-brane con-

tributions to the Kähler potential? We computed the effects of such terms from

Euclidean D3-branes taken to wrap piecewise-calibrated representatives (cf. [9])

of all classes DA − DB for A 6= B, as well as 103 random charges of the form
∑

A αAD
A where αA ∈ {−1, 0, 1}. We found the effect of these additional con-

tributions to be negligible, with the Kolmogorov-Smirnov 2-sample test giving

p ∼ 1.

Finally, for any non-effective divisor class, there may exist a non-

holomorphic representative that is smaller than the piecewise-calibrated rep-

resentative. In this case, contributions from the corresponding instantons could

be dominant. In general, computing volumes of non-holomorphic cycles and

the actions of the associated Eulidean D3-branes is a difficult problem (see e.g.

[9] and references therein). However, the instantonic form of the (sub-)Lattice

Weak Gravity Conjecture puts conjectural upper bounds on the volumes of non-

holomorphic cycles,9 corresponding to lower bounds on the importance of the

resulting terms in the effective action. We used the Lattice Weak Gravity Conjec-

ture bounds as estimates for the volumes of non-holomorphic cycles, and found

that the effect of the corresponding non-holomorphic instantons on the axion

masses, decay constants, and quartic interactions is negligible, with p ∼ 1, espe-

cially for h1,1 � 1. Thus, even the strongest form of the Weak Gravity Conjecture

does not require non-holomorphic instantons to be relevant for our purposes.

9There are cases where these upper bounds are smaller than the volume of any piecewise-
calibrated representative: see [9] for details.
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In summary, we compared the axion mass spectrum resulting from our

model of the charge matrix, in which all prime toric divisors support Euclidean

D3-brane superpotential terms, to a range of related models, representing plau-

sible corrections and refinements in which instantons wrapping various divi-

sors are added or removed. The mass spectra we found were practically in-

distinguishable, with p ' 1, in all cases except that in which there are � h1,1

independent instantons, such that the axion mass matrix has many exactly zero

eigenvalues. We argued that this final case is unlikely, though we did not prove

it is excluded. Thus, for the remainder of this work we will adopt the basic

model in which instantons occur on prime toric divisors.

4.3 Black Hole Superradiance

In this section we provide a brief summary of BHSR — see [134, 135, 136] for

more extensive reviews. Our quantitative model and our treatment of BH data

follow [101, 144].

4.3.1 Preliminaries

The Klein-Gordon equation on a Kerr spacetime background [159, 160] pos-

sesses bound states with complex eigenvalues, signalling that the occupation

number of such a state can grow or decay without any external influence. These

states are hydrogenic in nature, and are parameterised by the principal (n), or-

bital angular momentum (l), and azimuthal angular momentum (m) quantum

numbers. Extraction of angular momentum from the BH supplies energy to
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increase the occupation number of the bound states. Since the Klein-Gordon

equation on a Schwarzschild background possesses no such classical instability,

the process switches off in the limit that the BH spin goes to zero.

The existence of the instability can be understood qualitatively by appeal

to the Penrose process [132] and the scenario of the “Black Hole Bomb” [133,

161]. Consider a physical object entering the ergoregion of the Kerr spacetime.

Within the ergosphere, the Killing vector field associated to time translations at

spatial infinity becomes spacelike. Although all timelike paths must corotate

with respect to observers at spatial infinity, an infalling object with sufficiently

negative angular momentum has negative energy, and can reduce the energy of

the black hole upon falling through the event horizon. Thus, an infalling object

that splits in two in a process 1 −→ 2 + 3, where the part entering the event

horizon has E2 < 0, can lead to an emerging component with more energy than

it went in with, as a consequence of energy conservation, i.e. E3 = E1 + |E2|. See

Fig. 4.2 for a cartoon depiction of this process. This signals the presence of an

instability, since placing a “mirror” around the BH allows this process to repeat.

Furthermore, such a process occurs naturally for a massive boson. Bound

state solutions exist in the ergoregion, where the effective potential has a large

angular momentum barrier separating this region from the event horizon, and

a gravitational potential energy barrier preventing escape to infinity, providing

the “mirror”. The superradiance process occurs for frequencies that satisfy the

superradiance condition 0 < ω < mΩH, where ΩH is the angular velocity of

the event horizon and m is the magnetic quantum number. The bound state

wavefunction allows a small probability of tunnelling through the angular mo-

mentum barrier to the event horizon, allowing some fraction of the particles to
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E1 > 0

E3 > E1

E2 < 0

Outer horizon Inner horizon Ergoregion

Figure 4.2: The Penrose Process. The figure shows the ergogregion and the
horizons of the Kerr metric from a view looking down the spin axis. A parti-
cle enters the ergoregion and decays as 1 −→ 2 + 3, with particle 2 falling into
the event horizon. If particle 2 has angular momentum in the opposite orien-
tation to the BH itself, then the energy E2 can be negative and particle 3 can
escape to infinity with E3 > E1, thus extracting angular momentum and energy
from the BH. If the BH is surrounded by a mirror, the process can repeat. A
bosonic field living on the Kerr background creates this scenario naturally. The
hydrogenic bound states with radius inside the ergoregion can partially tunnel
into the event horizon, with the remaining bound part increasing in energy by
sapping the rotational energy of the BH.

fall into the event horizon, while the reverse process is (locally) forbidden due to

the one-way nature of the horizon. Efficient tunnelling for the Penrose process

requires significant overlap of the wavefunction with the region inside the event

horizon. Superradiance is maximal when the Compton wavelength is of order

the radius of the event horizon, λC = 1/ma ∼ RH ∼ GNMBH. When λC � RH
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(i.e. high particle mass) the would-be bound states are inside the event horizon,

for small quantum numbers (and are thus unstable), while for large quantum

numbers the states are sharply localised in radius and cannot effectively tunnel

through the potential barrier. When λC � RH (i.e. low particle mass) there is

significant tunnelling out of the gravitational potential well, and the states are

unbound. The instability is thus a narrow-band resonance when the effective

coupling of the hydrogen-like bound states satisfies α = GNMBHma ∼ 1.

The value of the dimensionless product α parameterises the efficiency of the

energy extraction process. For non-interacting bosons the occupation number

grows according to the rate equation dN
dt

= NΓSR, until the angular momentum

of the BH is significantly depleted, at [162]

N = Nmax ≈ 1076 ×
(

∆a?
0.1

)( MBH

10M�

)2

, (4.10)

where ∆a? is the change in spin. The quasibound state growth rate ΓSR is deter-

mined by the largest unstable eigenvalue, and defined by the imaginary com-

ponent of the angular frequency ω, which can be decomposed as ω = ωRe + iΓSR,

where ωRe represents the leading order hydrogenic mode eigenfrequencies.

Scalar perturbations on the Kerr spacetime in Boyer-Lindquist coordi-

nates are fully separable in the Teukolsky formalism [163, 164] as a prod-

uct of one-dimensional functions, according to the general ansatz Φ(t, r) =

e−iωt+imφR(r)S(θ) [165]. This separability ansatz permits solvable spheroidal

wavefunctions and a confluent Heun radial equation that leads to non-singular

solutions satisfying certain boundary conditions. For scalars, the superradiance

timescale can be found analytically in the non-relativistic limit (α � 1) using a

Taylor expansion. In the range of validity of the radial equation, the imaginary
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component of the frequency is [159, 166],

ΓSR = 2mar+(mΩH − ω)α4l+4Anl
l∏

k=1

(
k2(1− a2

?) + 4r2
+(mω −ma)

2
)
, (4.11)

Anl =
24l+2(2l + n+ 1)!

(l + n+ 1)2l+4n!

(
l!

(2l)!(2l + 1)!

)2

, (4.12)

where r+ is the radius of the outer horizon.10

The most dominant state is the nodeless corotating mode with n = 2, l =

m = 1, which has the approximate growth rate ΓSR ∼ 24−1a?α
8ma. In order

for SR superradiance to be the dominant process affecting the BH, ΓSR must

be larger than all other rates that could possibly affect the BH mass and spin.

The superradiance rate decreases as the dimensionless spin a? decreases, lead-

ing to a saturation bound when ΓSR(a?,crit) = Γsat, with Γsat the largest non-

superradiance rate. For definiteness, we use the Salpeter characteristic timescale

τSal = 4.5×107 yrs for compact objects radiating at their Eddington limit [168] to

fix the saturation rate, Γ−1
sat ≡ τBH = τSal. This saturation defines the Regge trajec-

tories a?,crit(MBH,ma) for astrophysical BHs. BHs above the Regge trajectory are

efficiently spun down by a boson until they reach the trajectory, at which point

superradiance becomes too slow and other processes take over the evolution.

Thus, the observation of BHs above the Regge trajectory can be used to exclude

the existence of certain massive bosons.

Due to the instability, any unstable state will become populated from vac-

uum fluctuations alone, and hence the BHSR process is independent of the cos-

mological model, in particular on the details of inflation or the axion relic density.

This process leads to non-trivial macroscopic phenomena (depletion of BH spin)

from initially small quantum perturbations. Moreover, BHSR relies only on

10Numerical solutions [160] have been found to agree reasonably well when in the limit α .
O(0.1). See also [167] for results in the strong coupling regime.
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gravitational interactions of a minimally coupled massive boson, and does not

require as a necessary condition any additional particle content or interactions.

However, as we will discuss below, BHSR can be disrupted by non-gravitational

interactions, such as axion decays to other sectors, or, more importantly, axion

self-interactions.

4.3.2 Axion self-interactions

Self-interactions are one of several non-linear characteristics present in the hy-

drogenic boson-BH system. Such features can allow the exponential amplifica-

tion of the dominant state to be quenched before the instability extracts maximal

spin within a characteristic e-folding timescale.11 The case of a single axion field

has been well studied for the canonical cosine potential [176, 134, 162, 177, 178].

In this case, the self-interactions are attractive and lead to collapse of the cloud in

a “Bosenova” process. The critical occupation number beyond which a Bosen-

ova occurs is

NBose =
1078cBosen

4

α3

(
MBH

10M�

)2(
fpert

Mpl

)2

, (4.13)

where here fpert is defined in terms of the coefficient λ of the quartic self-

interaction (for a multi-axion system, care is needed in the definition, see Ap-

pendix 4.A), and cBose is anO(1) constant to be specified. This process was stud-

ied numerically in [176] with the critical coupling fitting the estimate in (4.13)

with cBose ≈ 5 [162].

After a Bosenova occurs, the axion cloud grows back and the process

11The other key example is the interactions between growing and decaying eigenmodes,
through both perturbation level-mixing [134, 162] and resonances from inspiral orbital dynam-
ics [169, 170, 171, 172, 173, 174, 175].
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Figure 4.3: Example exclusion functions for two typical BHs. The left panel
shows a supermassive BH, and the right panel a stellar mass BH. BHSR operates
over a resonant region in ma, and is shut off by the Bosenova process at large
values of the quartic coupling, parameterised by f−1

pert.

can repeat. However, the rate at which superradiant growth punctuated by

Bosenovae depletes the angular momentum of the BH is slower by a factor

∼ NBose/NMax than the rate in the absence of axion self-interactions [162]. Suffi-

ciently strong self-interactions therefore cause the depletion of BH spin through

superradiance to be slower than other dynamical processes, rendering super-

radiance effectively irrelevant in determining the BH spin. Thus, axions with

sufficiently small fpert cannot be excluded by measurements of BH spin.12

The Bosenova limit (4.13) was used in [162] to compute limits in the (ma, λ)

plane, or equivalently (ma, fpert), where there is now a maximum λ (minimum

fpert) above (below) which superradiance constraints no longer apply. These

12However, as we will discuss in §4.5, strengthened interactions with the visible sector at
small fpert may allow for exclusions based on astrophysical bounds not involving BHs.
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constraints were also computed in [144], where the exclusion probability, Pex, in

the plane (ma, fpert) was computed for a given BH, illustrated in Fig. 4.3 for two

typical BHs. Rather than repeat this analysis for every point in our database,

we precompute the exclusion probabilities, and use them as a likelihood for

(ma, fpert). This approach to the superradiance exclusions is somewhat crude,

and does not account in detail for all the different possible processes affecting

the evolution of the cloud [179]. However, it provides the correct broad picture

in the plane (ma, fpert), and is sufficient for our statistical exclusions on the land-

scape: slight shifts in the exclusion probabilities will not change our conclusions

based on large samples of geometries. The reason for the correct broad picture

can be justified by a simple argument.

The limit (4.13) can be estimated by appeal to the action for a massive field

with self-interactions in a Kerr spacetime. Self interactions can shut off superra-

diance when the self-coupling λ is large enough to play a role in the evolution.

We anticipate this to happen when the corresponding term in the action, λφ4/4!,

becomes of the same order as the mass term,m2
aφ

2/2, that drives the instability.13

We have:

Mcloud = Nma , (4.14)

Vcloud =
4π

3
R3

cloud ∼
4π

3
r3

ergo =
32π

3
(GNMBH)3 , (4.15)

where N is the occupation number of the cloud. By equating m2φ2/2 ∼

Mcloud/Vcloud, we find that

φ2 ∼ 3

16π

N

(GNMBH)3ma

. (4.16)

using this value of φ2 we equate the terms in the potential to find the critical

13The superradiance condition itself can be estimated by equating m2
aφ

2/2 to the Ricci curva-
ture, R ∼ 1/2(GNMBH)2 and taking φ ∼Mpl by dimensional analysis.
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value of λ:

φ2 ∼ 12m2
a

λ
⇒ N ∼ 64π

(GNMBHma)
3

λ
∼ 64π

λ
, (4.17)

where in the final step we used that superradiance occurs approximately when

α = GNMBHma = 1. Using λ ≡ m2/f 2
pert and α = GNMBHma = 1 gives:

N ∼ 64π

λ
≈ 7× 1078

(
MBH

10M�

)2(
fpert

Mpl

)2

, (4.18)

which is remarkably close to (4.13) with cBose = 5 and α = n = 1. The util-

ity of the estimate (4.18) is that it is easily generalised to arbitrary interactions,

and applies whether or not a Bosenova proper (ejection of large quantities of

relativistic axions) occurs.

As we describe shortly, in our database of compactifications the four-axion

interaction Vint = λijklθ
iθjθkθl/4! has most entries nonzero, but the dominant ef-

fect comes from the self-interaction λiiii. Furthermore, the self-interaction term

λiiii can be positive or negative (see §4.4), corresponding to attractive and re-

pulsive self-interactions, respectively. Repulsive interactions are not present in

the canonical single cosine potential studied numerically by [176], and may or

may not lead to collapse of the cloud in a Bosenova. However, as our argument

above was based only on the magnitude of the action (4.18) and thus (4.13) can

be used with |λiiii| for either case. Furthermore, as discussed in detail in [179],

the perturbative evolution of the cloud depends on the tree level matrix ele-

ment, which is proportional to λ2. Thus the point where scattering dominates

over superradiance is independent of the sign of λ. Lastly, we approximate the

superradiance rates in the non-relativistic limit, where the two body potential is

attractive regardless of the sign of λ.

In a multi-axion system, axion flavour-changing processes contribute to the

rate via the off-diagonal terms in λijkl. Assuming that the scattering process
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involves two fields in the cloud annihilating into one that remains in the cloud,

and one that escapes, then the λ in (4.13) should simply be replaced by the sum

of all terms in λiiij wheremj < mi so that the process is kinematically allowed. It

turns out that the off-diagonal terms in λijkl are hierarchically smaller than those

on the diagonal, and so we neglect these processes, but they could be included

in principle.

Finally, a typical critical point in a multi-axion potential need not satisfy a Z2

symmetry for the mass eigenbasis directions, i.e. cubic terms will in general be

present in the Taylor expansion of the potential, although we have not investi-

gated this in our database. Repeating the above argument for a cubic interaction

L = ηφ3/3! ≡ (m2/f3)φ3/3! leads to the critical occupation number:

N3 ∼ 192π

(
m

η

)2

≈ 2× 1079

(
MBH

10M�

)2(
f3

Mpl

)2

. (4.19)

If f3 ∼ fpert, i.e. the same scale controls all the perturbative interactions (as we

show in §4.4, fpert is strongly correlated with the Kähler metric eigenvalues,

fK , and thus we expect the same for f3), then the critical occupation number

for cubic interactions is sub-dominant to that for quartic interactions. Cubic

interactions are also discussed in detail in [179], where it is argued that cubic-

interaction processes that compete with superradiance are relativistic, and are

sub-dominant to non-relativistic effects of the quartic interactions.

4.3.3 Single-field constraints

Our BH data set is summarised in Table 4.1, along with the axion mass ranges

excluded by each individual BH, for which we adopt the statistical method of

[101, 144]. The exclusion probability in this method is computed as the prob-
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Stellar Mass Black Holes
Black Hole MBH (M�) a∗ Refs. Axion Mass Constraint (68% CL)

GRO J1655-40 6.30+0.5
−0.5 0.7+0.1

−0.1 [180]/[181] 2.3× 10−13eV ≤ ma ≤ 1.6× 10−11eV
A 0620-00 6.61+0.25

−0.25 0.12+0.19
−0.19 [182]/[183] −

LMC X-3 6.98+0.56
−0.56 0.25+0.13

−0.16 [184]/[185] 2.6× 10−13eV ≤ ma ≤ 8.7× 10−13eV
XTE J1550-564 9.10+0.61

−0.61 0.34+0.37
−0.34 [186]/[187] 2.0× 10−13eV ≤ ma ≤ 6.4× 10−13eV

4U 1543-475 9.40+1.0
−1.0 0.8+0.1

−0.1 [188]/[189] 1.6× 10−13eV ≤ ma ≤ 1.7× 10−11eV
LMC X-1 10.91+1.41

−1.41 0.92+0.05
−0.07 [190]/[191] 1.4× 10−13eV ≤ ma ≤ 1.9× 10−11eV

GRS 1915+105 10.10+0.6
−0.6 ≥ 0.95 [192]/[193] 1.5× 10−13eV ≤ ma ≤ 2.2× 10−11eV

Cygnus X-1 14.80+1.0
−1.0 ≥ 0.983 [194]/[195] 1.0× 10−13eV ≤ ma ≤ 1.8× 10−11eV

M33 X-7 15.65+1.45
−1.45 0.84+0.05

−0.05 [196]/[197] 1.0× 10−13eV ≤ ma ≤ 1.1× 10−11eV
GW150914 (1) 35.6+4.7

−3.1 0.28+0.57
−0.25 [198]/[198] −

GW150914 (2) 30.6+3.0
−4.4 0.34+0.53

−0.30 [198]/[198] 8.4× 10−14eV ≤ ma ≤ 9.7× 10−14eV
GW151226 (1) 13.7+8.8

−3.2 0.57+0.36
−0.43 [198]/[198] 1.3× 10−13eV ≤ ma ≤ 1.8× 10−12eV

GW151226 (2) 7.7+2.2
−2.5 0.51+0.44

−0.45 [198]/[198] 2.2× 10−13eV ≤ ma ≤ 2.7× 10−12eV
GW170104 (1) 30.8+7.3

−5.6 0.34+0.52
−0.30 [198]/[198] 7.9× 10−14eV ≤ ma ≤ 1.0× 10−13eV

GW170104 (2) 20.0+4.9
−4.6 0.43+0.48

−0.38 [198]/[198] 9.7× 10−14eV ≤ ma ≤ 3.5× 10−13eV
GW190521 (1) 85.0+21.0

−14.0 0.69+0.27
−0.62 [199]/[199] 2.6× 10−14eV ≤ ma ≤ 3.3× 10−13eV

GW190521 (2) 66.0+17.0
−18.0 0.73+0.24

−0.64 [199]/[199] 3.1× 10−14eV ≤ ma ≤ 6.8× 10−13eV
Supermassive Black Holes (MBH (106M�))

Fairall 9 255.0+56.0
−56.0 0.52+0.19

−0.15 [200]/[201] −
Mrk 79 52.40+14.40

−14.40 0.70+0.1
−0.1 [200]/[202] 1.8× 10−19eV ≤ ma ≤ 8.8× 10−19eV

NGC 3783 29.80+5.40
−5.40 ≥ 0.98 [200]/[203] 2.8× 10−19eV ≤ ma ≤ 5.0× 10−18eV

Mrk 335 14.20+3.70
−3.70 0.83+0.09

−0.13 [200]/[204] 5.8× 10−19eV ≤ µ0 ≤ 4.2× 10−18eV
MCG-6-30-15 2.90+1.80

−1.60 ≥ 0.98 [205]/[206] 2.5× 10−18eV ≤ ma ≤ 5.9× 10−17eV
Mrk 110 25.10+6.10

−6.10 ≥ 0.89 [200]/[204] 3.4× 10−19eV ≤ ma ≤ 2.6× 10−18eV
NGC 7469 12.20+1.40

−1.40 0.69+0.09
−0.09 [200]/[207] 6.5× 10−19eV ≤ ma ≤ 4.0× 10−18eV

Ark 120 150.0+19.0
−19.0 0.64+0.19

−0.11 [200]/[204] 7.5× 10−20eV ≤ ma ≤ 1.4× 10−19eV
NGC 4051 1.91+0.78

−0.78 ≥ 0.99 [200]/[208] 3.3× 10−18eV ≤ ma ≤ 9.6× 10−17eV
M87* 6500.0+700.0

−700.0 0.9+0.1
−0.1 [209]/[210] 2.6× 10−21eV ≤ ma ≤ 1.2× 10−20eV

Table 4.1: Mass and dimensionless spin parameter measurements, with corresponding literature
references, for the full set of BHs used in this work. Mass values are quoted up to 1σ confidence,
whereas the dimensionless spin values are quoted at the 90% confidence level. The value of
the mass constraint represents the excluded axion mass values from BHSR for each BH at the
68% confidence level. For the gravitational wave LIGO observations the designations (1) and (2)
denote the primary and secondary merger components of the binary system measurements.
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ability that a given BH lies within the region of the (MBH, a?) plane forbidden

by superradiance for a given value of (ma, fpert), which can be found from the

area overlap of the error ellipse with the Regge trajectories. The method ap-

proximates the (MBH, a?) errors as Gaussian and uncorrelated when computing

the overlap. The method is also Bayesian. Overall this leads to a slightly wider

exclusion on the axion mass by an O(1) factor on either end of the 95% region

compared to the statistical method employed in [162].

For the self-interactions, following [144], we use the approximation based

on NBose consistent with [162], and neglect cubic interactions. The analysis in

[144] shows that, in the stellar mass domain, the free field mass constraints hold

for fpert & 1014 GeV, and disappear completely for fpert . 1012 GeV. In the su-

permassive domain, the free field mass constraints hold for fpert & 1016 GeV,

and disappear completely for fpert . 1015 GeV. This treatment of the self-

interactions is cruder than the detailed evolution considered in [179], and in

terms of bounds on fpert it gives weaker exclusions. Applying the approach of

[179] to the Kreuzer-Skarke axiverse would be worthwhile, but is beyond the

scope of this work.

Measurements of SMBHs are subject to larger uncertainty than those of stel-

lar mass BHs. Even when a high spin is confirmed there can be large errors on

the mass. As we will show, SMBHs have comparably little effect on our main

conclusions due to the relatively small values of fpert across most of our datasets.

A separate issue concerns the LIGO BH spin measurements, which are taken

over a short period of time shortly before merger, and thus have a large spin

uncertainty from fitting the waveforms without a significant inspiral period. As

a default, we include the LIGO BHs in our dataset, taking the quoted errors from
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waveform fitting at face value. In [162, 179], precise measurements of both the

BH mass and spin are demanded, whereas our Bayesian method allows for the

inclusion of BHs with imprecisely measured values of (MBH, a?), thus enlarging

the dataset. 14

Nevertheless, to be complete, in the following we consider constraints both

including and excluding the LIGO BHs (i.e. only using cases where the likeli-

hood dominates the prior on the spin). As is evident from Table 4.1, the LIGO

BHs only extend the range of excluded masses by around one order of magni-

tude overall, and thus including or excluding them also only has a minor effect

on our later conclusions.

4.3.4 Gauge interactions

Interactions between axions and other fields not included in our model could

also outcompete superradiance if the interactions are strong enough [211, 212,

213]. The most dangerous are those between axions and massless fields. For

the case of photons and hidden photons, such interactions occur via the Chern-

Simons term, gφF F̃/4, where F is the photon or hidden photon field strength,

gaγ is the coupling strength, and φ is the canonically normalised axion field. For

closed string axions we expect that g ∼ α/(πfK), where fK is defined below

(4.5), and α is the gauge coupling constant. The limit on g for this process to
14The authors of [179] object to the inclusion of spins with large errors on the grounds that,

using our method, an imprecise measurement still leads to an exclusion. This is not a prob-
lem of the method. Take the example in [179] where the poor measurement implies an almost
flat posterior on the BH spin. This indeed implies that a BH has 95% probability of a? > 0.05,
and thus will lead to an exclusion on the axion mass using the information from the measure-
ment to update the prior. Furthermore, if one had a physically motivated prior on a? (whatever
that was), a Bayesian analysis would also allow exclusions on the axion mass for BHs with no
spin measurement at all. A Bayesian analysis demands an assumption on the prior, and prior
dependence in the case of poor measurements is unavoidable.

122



dominate over superradiance can also be estimated by appeal to the relevant

terms in the action. We do not include this possibility in our model, and leave

the study of the axion interactions with gauge fields to future work. We suspect

that if axion-gauge field interactions were large enough to compete with super-

radiance, then they might be large enough to be in conflict with astrophysical

constraints on the axion-photon coupling, as in the large h1,1 models studied

in [214]; this possibility is discussed in §4.5.

4.4 Axion Parameters and Constraints

Having detailed the constraints arising from BHSR, we can now apply these

bounds to an ensemble of axion effective theories obtained from type IIB string

compactifications. The construction of the ensemble has been outlined in §4.2.

Here we first present numerous statistics of the ensemble in §4.4.1, and then

derive the relevant couplings of the resulting axion effective theories in terms

of the geometric data in §4.4.2. We finally compute exclusions on geometries in

§4.4.3

4.4.1 Ensemble of geometries

We generated 200,145 fine, regular, star triangulations (FRSTs), for the full range

of h1,1 in the Kreuzer-Skarke database, i.e. for 1 ≤ h1,1 ≤ 491. Specifically, at

each h1,1 we picked up to15 1000 random favorable reflexive polytopes from

the database, obtained a single FRST per polytope and calculated the relevant

15For some values of h1,1 there are fewer than 1000 polytopes, and indeed for some values
there are none [2].
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topological data of the resulting CY3 hypersurface using CYTools [8]. We then

considered the moduli at the three fixed positions KV1 , K∪1 , and KV25, as defined

in Figure 4.1.16

The statistics of the geometric data of the CY3’s depends on the algorithm

used to obtain the FRSTs. In this work, we obtained the FRSTs by lifting the

points of the polytope into one higher dimension by a set of heights and con-

structing the convex hull of the resulting point set — see Section 2 of [7] for a

detailed discussion. In the following we will refer to this as the fast sampling al-

gorithm. While this algorithm is robust and efficient, the set of FRSTs obtained

this way may not be a fair random sample of all FRSTs, i.e. with each FRST

sampled with equal probability. To construct a sample that is plausibly closer

to being representative of the total set, one can use the random sampling algo-

rithm of [7]. As this method is computationally expensive, we used it to prepare

a smaller dataset of 1000 CY3’s at each of h1,1 = 10, 30, 50 and quantified its ef-

fect on the statistics of axion masses and decay constants. We found that the

sample of CY3’s obtained by random sampling give rise to theories where the

axions are lighter and the decay constants are smaller.

Our aim in this work is to consider the region of Kähler moduli space in

which the α′ expansion is well-controlled. We call this region the stretched

Kähler cone of X , and denote it by K̃(X). In our main datasets, we approx-

imate this region by the stretched Kähler cone of the ambient variety, K̃(V ).

An even better approximation can be obtained by computing K̃∪(V ), defined in

§4.2. This results in theories where the axions are heavier and the decay con-

stants are larger.

16As mentioned previously, due to the computational intensity, the dataset K∪1 consists of 100
geometries per h1,1 ≤ 100.
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Given that the statistics of axion masses and decay constants depend on the

way we sample CY hypersurfaces and approximate the streched Kähler cones,

we prepared a small dataset where we used both the fair sampling algorithm

of [7] and computed K̃∪(V ) for each geometry. As these computations are ex-

pensive both in CPU time and memory, we constructed 100 CY3 hypersurfaces

at each 1 ≤ h1,1 ≤ 100 and analyzed the resulting theories. We found that the

effects of using these two algorithms mostly cancel out to give theories where

axions are only slightly lighter and decay constants only slightly larger – see

Appendix 4.B.

We wish to emphasize that, regardless of the sampling method and selection

of a point within the stretched Kähler cone, all of the geometries considered are

valid string compactifications in which the resulting effective theory is expected

to be under good theoretical control: that is, all known perturbative and non-

perturbative corrections are small. Thus, our analysis will rule out portions of

the string landscape via BHSR constraints, and the only question we are ad-

dressing by tests of our sampling method is how representative these constraints

are of manifolds specified by a given h1,1.

4.4.2 Computing axion data

As outlined in Section 4.2, we construct the axion Lagrangian using the under-

lying geometric quantities arising in our compactifications. The data we extract

to construct these is, thus, in a particular basis: the lattice basis. We must there-

fore transform these axion systems into a physical basis – see Appendix 4.A –

and derive the various physical quantities – i.e. ma, fa, λijkl – in order to apply
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the constraints from Section 4.3.3. We describe the methods using examples

from the KV1 dataset for illustration, however they are applied to each of the 3

datasets: KV1 ,KV25, and K∪1 .

Cycle volume hierarchies

As shown in Appendix 4.B, the hierarchies between elements of Λa are ex-

tremely large, and inhibit automated computations significantly due to numer-

ical precision issues.17 Indeed, there are elements of Λa that are so small they

would be inaccessible using floating point-precision limited scientific packages

such as scipy. To handle such hierarchies, one can use multiprecision packages

such as mpmath [216] or proprietary software such as Mathematica. With an

increase in precision, large hierarchies slow computations significantly, and has

prevented analysis of minima in geometries with h1,1 � 100. Despite the diffi-

culties, we were still able to optimize a sample of our potentials, using a variety

of optimization techniques available in pygmo2 [217] in order to compute an

ensemble of local minima and critical points18

Working with data type float64, commonly known as double precision, in

pygmo2 we can reach a numerical precision of

Λnum := 10−80Mpl ∼ 10−53 eV , (4.20)

and so we impose Λnum as a cutoff, setting to zero any Λa < Λnum. Such extremely

small terms in Λa would, in any case, contribute axion mass contributions well

below the Hubble scale, and therefore outside of any observational possibility,

17Unfortunately, the hierarchies are also large enough to preclude the use of the excellent
methods developed in [215] which analyse and find the global minima of multiaxion systems.

18We only include critical points for which every tachyonic direction has m2
a > −H2

0 , and so
is stable on cosmological timescales.
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rendering these directions effectively massless. We now turn to the massive

directions.

Axion masses
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Figure 4.4: Distributions of ma for the datasets we studied, evaluated at the
origin of the axion field space. Results for different triangulations are combined
to a single distribution at each h1,1. Note that we clip the mass distributions at
H0 and MPl – though there are no ma &MPl.
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Superradiance occurs in the vacuum. As such, the axion masses and quartic

self interactions should be evaluated at points in the potential that are stable

on cosmological time scales. The only absolutely stable point is the global min-

imum. Local minima are stable if the tunnelling rate [218] is longer than the

age of the Universe, while critical points are stable if the most tachyonic mass

satisfies |m2| < H0.

Due to the dimensionality of the field space, finding global minima is not

feasible. We used the method of differential evolution (DE), a genetic algorithm-

like optimization routine, to find ensembles of local minima and critical points.

Importantly, for the case with vanishing phases, δa = 0, the origin ~θ = ~0 is al-

ways a critical point. In Appendix 4.B we summarize our computation of axion

parameters at all these locations in the potential (critical points, local minima,

at the origin, and both with and without phases), as well as our comparison of

the distributions. Remarkably, we find that our conclusions are robust across

these possibilities, and the axion mass and decay constant spectra for a given

point in moduli space are largely independent of where they are evaluated in

the axion potential.19 For computational simplicity, we present the subsequent

high statistics results computed at the origin.

Once a minimum or critical point is found we can compute the masses: these

are just the eigenvalues of the Hessian matrix transformed to the canonical basis,

Hij =
∂2V (θ)

∂θi∂θj
. (4.21)

The results for the datasets are shown in Fig. 4.4. For presentation, we bin

these results to present a single distribution at each value of h1,1. Each individ-

ual triangulation, i.e. each individual CY3 makes a draw from this distribution,
19This can be attributed to the large hierarchies in Λa: only a handful of particularly large

elements will contribute to the axion parameters.
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with the value of the mass independent of the critical point in the potential (see

Appendix 4.B).
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Figure 4.5: Mean number of axions per geometry that fall within different inter-
esting physical mass windows. The noise at large h1,1 is caused by low number
statistics in our dataset at these values.

We observe that at the tip of the Kähler cone the mass distribution converges

to an almost universal shape at large h1,1. The shape is almost log-flat in the tails,

with a broad peak below the Planck scale. The peak moves slowly to smaller
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masses as h1,1 increases and the average volume grows. Consistent with the

convergent nature of the distributions, we find an almost fixed fraction of mass-

less axions, i.e. axions with ma < H0 (see Figure 4.12). Inside the Kähler cone,

we find a similar convergent behaviour in the fraction of effectively-massless

fields. Here the average volumes are larger, and thus the peak of the distri-

bution is far lower, near 10−10 eV. Due to the cutoff imposed at H0, the peak

appears narrower in this case, and the movement of the peak as h1,1 increases is

more pronounced.

Having the mass spectra to hand, as a first investigation we look at the num-

ber of axions that fall in interesting mass windows, as shown in Fig. 4.5. As

we see, in fact, a non-zero number of axions lie within the excluded BHSR

windows at each h1,1. We also show for reference the “birefringence” window,

10−33 eV ≤ ma ≤ 10−28 eV [100] (see discussion in Sec. 4.5). For the two datasets

near the tip of the stretched Kähler cone, we observe that the number of ax-

ions in any fixed mass window increases linearly with h1,1, showing that a fixed

fraction of all the axions in any of these geometries reside in these windows.

This is consistent with our assertion that the tails of these distributions at large

h1,1 have converged to a universal form away from the evolving peak near the

Planck scale. On the other hand, for our dataset inside the stretched Kähler

cone, we observe a sharp increase in the number of axions in the stellar mass

BHSR region at large h1,1. This is caused by the evolution of the peak of this

distribution into the BHSR window (see Fig. 4.4).
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100. The green bars indicate the distribution of the signs of λiiii in the complete
dataset.

Quartic interactions

With access to the full axion potentials, we can Taylor expand a critical point to

fourth order and extract the full four-axion interaction tensor, λijkl in the mass

eigenbasis (see Appendix 4.A). We did this for all 1 ≤ h1,1 ≤ 20 and the diagonal

components only for the remainder of the data. We found off-diagonal elements
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of λijkl are hierarchically smaller than the diagonal elements λiiii.

The distribution of the on-diagonal terms is shown in Fig. 4.6 for h1,1 = 100.

Similarly to the mass, a convergent and almost log-flat distirbution is found at

large h1,1. We also noticed a strong positive correlation between ma and λiiii,

i.e. ρs (ma, λiiii) ∼ 1, where ρs is the Spearman rank coefficient. The correlations

ρs (ma, fpert) and ρs (λiiii), however, were found to be only weakly positive at

' 0.5 (see Appendix 4.B for details).

In addition, we examined the distributions of signs of λiiii, where λ < 0 is at-

tractive and λ > 0 is repulsive. The distribution of the signs at the origin of field

space is shown in Fig. 4.6, where we see a preference for attractive interactions,

but a number of directions have repulsive interactions. In the case of the signs,

we found some dependence on the location of the critical point in the potential:

at the origin, the self-interactions were mostly attractive, while at generic local

minima and critical points, they were found to be both repulsive and attractive

(see Appendix 4.B for details).

From the diagonal terms in the interaction tensor we extract the perturbative

decay constant:

fpert ≡
√
m2

λiiii
. (4.22)

We computed fpert for all of the geometries in our three datasets: the distri-

butions of fpert are shown in Fig. 4.7. We observe a log-normal distribution of

values when binned over h1,1. The log-normal distribution can be understood

loosely from the product distributions of m and λ with tight, but not exact, cor-

relations. The mean of the log-normal distribution shows a clear decreasing

trend as h1,1 increases. For KV25, the mean is typically two orders of magnitude
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smaller than forKV1 . Fig. 4.7 also indicates the approximate values of fpert above

which superradiance can occur in the stellar and supermassive mass windows.
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Figure 4.7: Probability distributions of fpert for the three datasets we considered.
Marked in arrows are the approximate minimum values of fpert required for
BHSR to operate for the stellar and supermassive cases. In the top panel, the
distribution for h1,1 = 157 (where, as we will see, the probability of exclusion
peaks) is shown in red.

For all three datasets and for every geometry, we also computed the square

roots of the Kähler metric eigenvalues fK , see equation (4.5).20 Importantly, fK
20The fK are related to ‘axion decay constants’, but this term is used to refer to several quan-
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are never larger than MPl in our dataset. Just as with fpert, the fK distributions

are log-normal, with the mean reducing as h1,1 increases. In fact, the distribu-

tions of fK and fpert are statistically similar. The distributions are displayed

side-by-side for KV1 in Fig. 4.8.

Figure 4.8: A comparison of the fK and fpert distributions.

Due to the computational cost of calculating fpert at large h1,1, only those

fpert in φm>H0 directions were computed. This leads to a narrower log-normal

distribution than the fK , distributions – as seen in Fig. 4.8 – with a higher peak

value, though a Kolmogorov-Smirnov 2-sample test comparing the Nm>H0 fpert

values with the largest Nm>H0 fK values shows they represent very similar dis-

tributions. Thus, we may conclude that the easily attainable fK could be used

as a good statistical proxy for fpert.

tities that are in general inequivalent. To avoid ambiguity we work with the precisely-defined
quantities fK and fpert.
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4.4.3 Exclusions on triangulations from BHSR

We are now in a position to apply the exclusions outlined in Section 4.3 to our

axion spectra. Using the mass spectra and decay constants, we compute the

probability of exclusion for each triangulation (i.e. each CY3) in our database.

The methodology is outlined in Appendix B of [101] and we summarise here for

convenience.

The probability of excluding a model, A = {ma, fpert}, with a single axion

given a dataset of BHs, {di}, is given by Pex (A| {di}). The total exclusion prob-

ability is equivalent to the probability that any single BH lies in the excluded

superradiance region of the (MBH, a∗). To compute this, we first note that the

probability is normalised such that

Pex (A| {di}) = 1− Pal (A| {di}) (4.23)

where Pal (A| {di}) is the probability that the model is allowed. Using a simple

probability tree we note that Pal (A| {di}) is the cumulative probability that all

BH points simultaneously fall outside the excluded region. Thus:

Pal (A| {di}) =
∏

i

Pal (A| di) , (4.24)

where Pal (A| di) is the probability that the model is allowed given the single BH

data point di in the dataset.

Now let us consider the axiverse. Each triangulation, with a choice of a point

in moduli space, is a model, M = {Ai} containing Nax axions. Since any one

axion in the excluded region is enough to falsify that model, the probability that

the model is allowed is given by the probability that every axion in the model is
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Point in MS
Stellar Supermassive

With LIGO Without LIGO h1,1 Pex (CY3)
h1,1 Pex (CY3) h1,1 Pex (CY3)

KV1 157 0.541 157 0.474 6 0.128

KV25 11 0.067 11 0.058 3 0.062

K∪1 42 0.55 92 0.44 13 0.18

Table 4.2: h1,1 for largest fraction of geometries excluded – at 95% C.L. – by stel-
lar and supermassive BH data at different points in the moduli space (extracted
from Fig. 4.9).

allowed, i.e.

Pal (M|{di}) =
∏

i

Pal (Ai| {di}) . (4.25)

Thus, the exclusion probability for the triangulation is:

Pex (M|{di}) = 1− Pal (M|{di}) . (4.26)

We now compute the probability of exclusion for each geometry individu-

ally. In most cases a geometry is either excluded at high probability (if its axions

lie in the BHSR window), or it is not, i.e. there are relatively few cases with low

but not vanishing Pex. In Fig. 4.9 we present the fraction of excluded CY3’s

– with Pex (M|{di}) > 0.9545 – for each h1,1 for all three points in the moduli

space. We summarise our results in Table 4.2, stating the h1,1s with the peak

fraction of excluded CY3’s – i.e. before the curve turns over – and the excluded

fraction at this value.

Our results show that the exclusion probability depends greatly on both the

position in Kähler moduli space, i.e. the volumes of the cycles, as well as the

number of axions. In particular, the exclusions are stronger for KV1 than for KV25.

Initially, all constraints become stronger with increasing h1,1, but the effect of
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note that our overall exclusions are dominated by bounds from stellar mass
BHs, and that the results are largely unchanged if the LIGO BHs with poorly
measured spin are omitted (see Appendix 4.B). The noise at large h1,1 is caused
by low number statistics in our dataset at these values.
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self-interactions, which increases in magnitude as a function of h1,1 due to the

shrinking average value of fpert is significant in suppressing the constraints com-

pared to the case where self-interactions are neglected. Self-interactions cause

the constraints derived from supermassive BHs to be irrelevant in determining

exclusions for h1,1 & 15. For KV1 , the constraints peak around h1,1 ≈ 160, where

we exclude more than 50% of CY3’s at greater than 95% C.L. This result is easy

to understand from the fpert distributions shown in Fig. 4.7, where we observe

that for h1,1 = 157 the distribution is already moving to values outside the region

allowing for superradiance. At KV25, the constraints peak near h1,1 = 10, where

we exclude around 7% of CY3’s at greater than 95% C.L. At KV25 the fraction of

excluded CY3’s falls to almost zero at h1,1 & 100.

Note that the downward trend of the exclusion probabilities, as h1,1 increases

beyond the turnover in Pex (CY3), would drop off due to disruption of the con-

densate by self-interactions, once every axion has fpert . 1012 GeV: see Fig. 4.7.

We also note that both thema and fa for the FRSTs combine to give overall PDFs

per h1,1 – shown in Figs. 4.4 and 4.7 – assuming that the FRSTs generated for

each h1,1 are representative of the remaining geometries in each category.

4.5 Conclusions

This chapter has two principal results: a systematic study of the axion mass

spectrum and quartic self-interactions in more than 2 · 105 compactifications of

type IIB string theory at three different points in moduli space, and an analysis

of the parameter space excluded by black hole superradiance in these theories.

We summarise these in turn.
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4.5.1 Summary of results

The geometries studied in this work are CY3 hypersurfaces in toric varieties

obtained from triangulations of reflexive polytopes, spanning the full range of

Hodge numbers in the Kreuzer-Skarke database, namely 1 ≤ h1,1 ≤ 491.

Computing the instanton contributions from first principles by counting

fermion zero modes is not currently feasible for an ensemble of this size. To

analyze the scalar potential generated by instantons, we instead used a model

in which every prime toric divisor supports a Euclidean D3-brane superpoten-

tial term. We performed a series of tests to assess how much the properties of

the scalar potential in the ensemble would differ if the true set of contributing

instantons were different from those in our model. The results are as follows:

• Our conclusions are not appreciably changed by including arbitrarily

many additional superpotential contributions from Euclidean D3-branes

wrapping effective divisors that are linear combinations of prime toric di-

visors.

• Our conclusions are not appreciably changed by including arbitrarily

many Kähler potential contributions from four-cycles that are either

piecewise-calibrated or else saturate the bound dictated by the axionic

form of the Lattice Weak Gravity Conjecture.

• Our conclusions change qualitatively if there are� h1,1 independent four-

cycles supporting superpotential terms, or if there are sufficiently many

Kähler potential instantons manifesting strong recombination. We argued

that these situations are implausible, but we did not exclude them.

The Kähler metric and the scalar potential generated by instantons were
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evaluated at three locations in moduli space: at the tip, denoted KV1 , of the

stretched Kähler cone K̃V associated to an ambient toric variety V containing the

CY3; at the tip, denotedK∪1 , of the stretched Kähler cone K̃∪(V ) associated to the

union of all such ambient toric varieties; and at a location inside K̃V , which we

denoted KV25, that is an extremal point for realising the Standard Model gauge

couplings (see Fig. 4.1). The numerical challenge of our study came from the

vast hierarchies present in the instanton scales, which necessitated the use of

extremely high precision calculations to achieve convergent results.

We computed the axion mass and quartic interaction spectrum at the origin

of the axion field space (which, with zero CP phase δa, is a critical point of the

potential) for all geometries in our ensemble. We found that statistically similar

results apply including a random CP phase, and at generic local minima and

critical points.

The axion mass spectra displayed the following properties:

• There is a broad peak encompassing the most massive axions, the location

of which moves to smaller masses as h1,1 increases. The low mass tails of

the distribution converge to a uniform shape at large h1,1.

• The fraction of axions that are effectively massless, with ma < H0, ap-

proaches a constant value as h1,1 increases. At KV1 this fraction is 75%,

while at KV25 it is greater than 95%.

• At KV1 , the distribution of axions in the tail of the distribution appears to

converge to nearly log-uniform across a wide range of phenomenologi-

cally interesting values.

• At KV25, the peak of the distribution covers astrophysically interesting re-
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gions from 10−5 eV (at low h1,1) to 10−10 eV (at high h1,1).

We computed the axion self-interaction tensor, λijkl, and used this to define

the perturbative decay constant fpert from the diagonal elements λiiii. In all

cases, the distribution of fpert was found to be log-normal, with the mean de-

creasing with h1,1. The distribution of fpert is controlled by the Kähler metric

eigenvalues and is correlated with the axion mass in a well-defined way. We

found that axion self interactions can be either repulsive or attractive around

generic minima and critical points, and flavour-changing interactions are weak.

The trend of decreasing axion masses and decay constants with increasing h1,1 is

readily understood from the increase in volumes associated more topologically

complex compactifications.

We then used our distributions to compute the exclusion probability of a

CY3 based on the observed masses and spins of astrophysical black holes. Our

results are summarised as follows:

• For small h1,1, the probability of exclusion increases as h1,1 increases.

• In all cases, the effect of self-interactions is significant in suppressing the

constraints compared to the case where self-interactions are neglected.

• Self-interactions cause the constraints derived from supermassive BHs to

be irrelevant in determining exclusions for h1,1 & 15.

• At KV1 , the constraints peak around h1,1 ' 160, where we exclude more

than 50% of CY3’s at greater than 95% C.L.

• At KV25, the constraints peak near h1,1 = 10, where we exclude around

7% of CY3’s at greater than 95% C.L. In this case, the fraction of excluded

CY3’s falls to almost zero for h1,1 & 100.
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In summary, this work represents the first extensive and systematic study of

the properties of light axions in an ensemble of explicit string compactifications

sampling the entire range of the Kreuzer-Skarke database. We have uncovered a

rich phenomenology, and an intriguing level of regularity that is ripe for deeper

explanations and further exploration. We have also shown how this vast land-

scape of possible models can be effectively cut down by appeal to astrophysical

observations. Black hole superradiance provides some very clear boundaries on

what are observationally acceptable compactifications, and our work paves the

way to bringing yet more data to bear on the landscape.

4.5.2 Outlook: axion couplings to the visible sector at large h1,1

We made use of significant recent advances in computing and analysing trian-

gulations [8], and deployed an array of high-precision tools for computation

and minimisation of the axion potential. Even so, our most detailed compar-

ative analysis across all three datasets focused on the range 1 ≤ h1,1 ≤ 100.

However, we did include at least one CY3 for every h1,1 in the Kreuzer-Skarke

database, both inside and at the tip of the stretched Kähler cone, and can

roughly characterize the limits on theories with many axions. Here we offer

some speculations about possible future constraints on such theories, taking

h1,1 = 491 as an illustration.

Our results for fpert and fK for the CY3 we studied with h1,1 = 491 follow the

general trend expected for smaller values of h1,1, with a log-normal distribution,

and mean 〈fpert〉 ≈ 〈fK〉 ≈ 1010 GeV at KV1 , and 〈fpert〉 ≈ 〈fK〉 ≈ 108 GeV at KV25.

The low value of 〈fpert〉makes superradiance almost irrelevant in this case.
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The majority of the axions are expected to be massless. There are strong con-

straints on massless axions arising from visible sector couplings, in particular

to electromagnetism, L = gaγφFµνF̃
µν/4, where φ is the canonically normalised

axion field. The coupling is expected to be gaγ ∼ αem/(πfK) with αem the elec-

tromagnetic fine structure constant. In the case of multiple axions and multiple

U(1) sectors, such a coupling is generated by kinetic mixing of the U(1) fields,

but will in general be suppressed by a mixing angle. The allowed value of gaγ is

constrained by astrophysics.

One such constraint comes from the galactic supernova SN1987A. Axions

are produced inside the supernova by the Primakoff process with Ea ∼ T and

they free stream out of the supernova. Subsequently, these axions convert into

photons in the galactic magnetic field. If this process occurred, a gamma ray

burst would have been observed coincident with SN1987A, and it was not. This

excludes the existence of massless axions with gaγ & 5 × 10−12 GeV−1 [219] im-

plying fK . 4 × 1010 GeV. The gamma ray rate scales like g4
aγ , thus if there are

N massless axions the constraint on fK increases with N1/4.21

A second astrophysical constraint of interest arises from the X-ray spectra of

distant quasars. If there are massless axions with non-zero gaγ , then the X-ray

photons can convert into axions in the intergalactic magnetic field. Since there

are a large number of different coherence volumes for the magnetic field, this

leads a random modulation of the quasar spectrum caused by conversion and

reconversion. Such modulations are not observed, and consequently exclude

values of gaγ & 6− 8× 10−13 GeV−1 [221, 222] excluding fK . 4× 109 GeV. This

bound also increases like N1/4.
21The weaker bound from cooling of horizontal branch stars, gaγ & 5 × 10−11 GeV−1 [220],

excludes fK . 4×107 GeV. This bound does not rely on reconversion of axions to photons, and
so scales like N1/2.
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The astrophysical bounds would appear to strongly exclude a typical trian-

gulation at h1,1 = 491 at KV25, even allowing for some mixing angle suppression.

At KV1 there is some tension if a significant proportion of the O(400) massless

axions have large visible sector couplings. On the other hand, the huge number

of possible triangulations for the polytope with h1,1 = 491, possibly as many

as 10428 [7], means that at either point in moduli space there likely exist a vast

number of outliers that are not excluded by these considerations. A systematic

exploration of h1,1 = 491 will require the use of more advanced numerical tools

than we have developed here, possibly benefitting from machine learning. Our

results suggest that such an exploration would be very fruitful if astrophysi-

cal constraints are taken into consideration. This conclusion holds in general:

when superradiance bounds are weaker due to a small fpert and stronger self-

interactions, astrophysical constraints are likely to be stronger due to larger vis-

ible sector couplings controlled by fK .

Recently, Minami and Komatsu have reported a measurement of birefringence

in the polarization spectra of the cosmic microwave background (CMB) [223].

By using the frequency dependence of the polarized galactic foreground, Mi-

nami and Komatsu calibrated the absolute polarization angle in the Planck CMB

data. They could then measure the correlation betweenE (divergence)-type and

B (curl)-type polarization, which is expected to be generated only by a rotation

of polarization (i.e. birefringence) taking place between the surface of last scat-

tering (redshift zLSS = 1100, whereE type polarization is generated by Compton

scattering) and the present day. The inferred angle of rotation is β = 0.35±0.14◦,

i.e. a possible detection of birefringence at greater than 2σ confidence. While

caution is warranted in the absence of independent confirmation of this find-

ing, it is nevertheless interesting to take the claim of [223] at face value, and ask
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whether the axions in our dataset could naturally produce such a signal.

Cosmic birefringence can be generated by the parity violating coupling be-

tween an axion and electromagnetism [224, 100, 225, 226, 227, 228, 229, 230].

The large scale, uniform rotation (as compared to an angle-dependent rotation)

inferred by Minami and Komatsu can be generated by the slow rolling of the

axion field between the surface of last scattering and today, which corresponds

to axion masses in the range

H0 < ma < H(zLSS)⇒ 10−33 eV . ma . 10−28 eV . (4.27)

The angle of rotation depends only on θ, not the canonically normalised axion

field, and thus it is independent of the axion decay constant. For a single axion

with initial displacement θinit ∈ [−π, π] the rotation angle is β ≈ |(θinit/π)| ×

0.21◦ radians. Thus the necessary condition to explain the Minami and Komatsu

result is to have just a single axion in the mass window (4.27), provided that it

has O(1) mixing angle and initial displacement.

The amount of birefringence depends on the integrated ∆θ, the total change

in the coefficient of FµνF̃ µν , and can thus increase if multiple axions couple to

electromagnetism. If the displacements ~θinit are aligned, then the increase scales

with N , while if the displacements are random, it scales with
√
N as a random

walk. Thus a typical mixing angle suppression 0.1 can be overcome with ten

aligned axions, or 100 random displacements.

We have computed the number of axions in the birefringence window for all

h1,1 in our database, and the result is displayed in Fig. 4.5. The necessary con-

dition for birefringence occurs on average at h1,1 ≈ 100 for KV1 and K∪1 . The be-

haviour ofK∪1 is, as expected, close toKV1 for the covered values of h1,1. At larger

h1,1 we find an average of at most six axions in the birefringent window for KV1 .
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The maximum number of axions in the birefringent window is 13 for KV1 , and

five for KV25. Thus all three points in moduli space could explain the observa-

tion [223], and for aligned initial conditions can overcome moderate amounts of

mixing angle suppression using multiple axions. The observation is explained

most naturally close to the origin of moduli space and for large h1,1.

In closing, we remark that advances in computing the effective theories re-

sulting from string compactifications, combined with continuing progress on an

array of experimental tests of axion theories, present the tantalizing prospect of

probing swaths of the landscape. To realize the full potential of this connection,

it will be important to move beyond the comparatively well-understood realm

of weakly-curved type IIB orientifolds. Likewise, it will be worthwhile to bet-

ter characterize the axion couplings in solutions of string theory with realistic

visible sectors, so that constraints from BHSR can be used alongside constraints

from non-gravitational interactions.

Acknowledgements: We are grateful to Mona Dentler, Naomi Gendler, Se-

bastian Hoof, Manki Kim, Jakob Moritz, Andres Rios Tascon, and Fuminobu

Takahashi. The work of DJEM and VMM was supported by the Alexander von

Humboldt Foundation and the German Federal Ministry of Education and Re-

search. The work of MD and LM was supported in part by NSF grant PHY-

1719877. The work of CL was supported in part by the Alfred P. Sloan Foun-

dation Grant No. G-2019-12504 and by DOE Grant DE-SC0013607. The work

of MJS was supported by funding from the UK Science and Technology Facil-

ities Council (STFC). We made use of the open source packages NUMPY [231],

MATPLOTLIB [232], SCIPY [233], SEABORN [234], and PANDAS [235, 236].

147



4.A Changing Basis

From the data of a triangulation we reach an axion effective theory that takes

the form

L = − 1

8π2
M2

plKijg
µν∂µθ

i∂νθ
j +

P∑

a=1

Λ4
a

{
1− cos

(∑

i

Qai θi
)}

, (4.28)

where from an a priori infinite sum over instantons, we have retained the finite

number P of terms for which Λa . Λnum (see §4.4), and in this appendix we set

to zero the phases δa in each cosine, cf. (4.1). The Lagrangian (4.28) is expressed

in a particular basis of integral homology defined by h1,1 prime toric divisors

{Di}. We call this the lattice basis.

Transforming to the basis where the indices on φi are contracted with the

identity matrix, i.e.

M2
Pl

2
Kij∂

µθi∂µθ
j → 1

2
∂µφi∂µφi , (4.29)

gives,

φi = MPl diag (fK)i kU
k
jθ
j (4.30)

where U i
j is an orthogonal transformation matrix, which corresponds to the

matrix of eigenvectors of Kij , and fK =
√

eig (Kij) in Planck units. The trans-

formation takes the constant Kähler metric to its canonical form by means of a

rotation and a rescaling.

This gives the canonical Lagrangian,

L = −1

2
∂µφ

i∂µφi − Ṽ (φ) (4.31)

where Ṽ (φ) is the transformed potential,

Ṽ (φ) =
P∑

a=1

Λ4
a

(
1− cos

(
Qa
i φ

i
))

(4.32)
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with Qa
j ≡ U i

jQai .

Having found the Hessian in the lattice basis, i.e.

Hθ
ij =

∂2V (θ)

∂θi∂θj
(4.33)

at a minimum of the potential, we require a basis transformation in order to

extract the physical axion masses. This results in the mass matrixMij :

Mij := Hφ
ij = Fm

pU
p
iF

n
qU

q
jHθ

mn

⇒ F ·UT · Hθ ·U · F
(4.34)

where F i
j = 1

MPl
· (diag (1/fK))i j . We can also transform the quartic coupling

matrix, λθijkl in a similar way,

λθijkl ≡
∂4V (θ)

∂θi∂θj∂θk∂θl
→ ∂4Ṽ (φ)

∂φi∂φj∂φk∂φl
:= λφijkl

⇒ λφijkl =F p
aU

a
i F

q
bU

b
j F

r
cU

c
k F

s
dU

d
lλ
θ
pqrs

⇒ F ·UT ·
(
F ·UT · λθ ·U · F

)
·U · F

(4.35)

We then transform λφijkl into the mass eigenbasis using T ij = eigvec (M)i j ,

which defines the mass eigenstates ϕi = T ijφ
j with masses mi given by the

square roots of the eigenvalues ofMij i.e.

λϕ = TT ·
(
TT · λφ ·T

)
·T. (4.36)

Finally, we define the perturbative decay constants, fi,pert, by

fi,pert =

√
m2
i

|λϕiiii|
. (4.37)

The definition of fpert is by analogy to the case of a single axion with a cosine

potential where:

V (φ) = Λ4[1−cos(φ/f)] =
1

2

Λ4

f 2
φ2− 1

4!

Λ4

f 4
φ4+O(φ6/f 6) :=

1

2
m2φ2− 1

4!

m2

f 2
φ4+O(φ6/f 6) .

(4.38)
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4.B Null Tests

During the course of our analysis, we conducted many tests in order to cross-

check our conclusions and ensure the robustness of our results. We present

these here for completeness.

4.B.1 Statistics

First we show various statistical tests that we conducted.

Charge Matrix As discussed in §4.4.2, applying a cutoff – by using double

precision tools – reduces the number of contributing instantons, as shown in Fig.

4.11. However, these represent contributions that are far below what is defined

as effectively massless, i.e. ma < H0, and so are rendered irrelevant for our

analysis. In the same figure we also see the large disparity in cycle volumes and

the quadratically-increasing number of terms in the potential with h1,1. Further

statistical relationships and details in the geometrical data are given in chapter

3.

As already pointed out in chapter 3, the additional cycle volumes included

as h1,1 increases get larger and larger, thus increasing the hierarchy within Λa.

In fact, for h1,1 & 100,

Λmax

Λmin

& 106. (4.39)

Retaining only those Λa ≥ Λnum results in a reduction in P and therefore can

affect the rank ofQ. This results in changingQ shapes for the various triangula-
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tions, as shown in the bottom panel of Fig. 4.11. We note that Premoved/Pfull > 0.5

in more than 99% of the geometries we studied, and Premoved/Pfull > 0.75 in more

than 90%.22
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V
1

101

103

105

107

109

log ( max
min )
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h 1, 1

Figure 4.11: Top: The total number of instanton contributions versus h1,1. Middle:
The hierarchies of instanton scales versus h1,1. Bottom: The fraction of instanton
contributions removed when applying Λa ≥ Λnum ' 10−53eV versus h1,1. These
plots are fully explained in §4.4.2.

22However, in no CY3 is Premoved/Pfull = 1.
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Axion Masses We then look at the proportions of Hessian eigenvalues that

result in massless axions, i.e. below our working precision of 10−5000; effectively

massless axions, i.e. below the Hubble scale, and also those that are negative, i.e.

arising from the evaluation of the Hessian at a point other than a minimum23 in

Fig. 4.12.
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Figure 4.12: Proportion of massive/massless/tachyonic axions versus h1,1

23As shown in §4.4.2 and Figs. 4.17 & 4.18, the eigenvalue spectra are equivalent at different
points in the field space, despite the change in sign.
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Correlations Finally, in Fig. 4.13, we look at the Spearman rank correlations of

the physical data, noting ρ (ma, λiiii) ' 1 while ρ (ma, fpert) ' ρ (λiiii, fpert) ' 0.5.

Figure 4.13: Top: The Spearman rank coefficient, ρ, for comparisons of our phys-
ical quantities ma, λiiii, fpert from the KV1 dataset. As we see, ρ (ma, λiiii) ∼ 1.
The fact that 1 − ρ is small but nonzero accounts for the spread in the fpert dis-
tributions. Bottom: 3d scatter-plot of ma, fpert, and λiiii for a sample of values of
h1,1.

Resampling In Fig. 4.14 we calculate the fractions of geometries excluded

by BHSR using the overall distribution of masses and decay constants, by con-
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catenating the distributions of each geometry per h1,1 and randomly drawing

(ma, fpert) pairs. Comparing to Fig. 4.9 we see that using the overall distribu-

tions does not change the BHSR exclusions by an appreciable amount. For illus-

tration, we show a sample of the separate distributions of ma and fpert per CY3

at h1,1 = 100 in Fig. 4.15 and compare it to the distribution of their combination.
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Figure 4.14: Fractions of geometries excluded by BHSR after resampling the
masses and decay constants.

4.B.2 Minimisation

The Hessian matrix and the axion self-interactions vary from point to point in

axion field space. It is therefore critical that we carry out our analysis at points

where the axion vevs evolve slowly, or not at all, on cosmological timescales.

We therefore seek to identify local minima of the potential, and to evaluate the
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Figure 4.15: A sample of 10 individual distributions (coloured bars) of ma and
fpert per CY3 and their average distribution (red) at h1,1 = 100.

axion couplings there. In fact, critical points in which all unstable directions have

cosmologically-long lifetimes, i.e. in which even the most tachyonic axions have

m2
a & −H2

0 , are equally suitable for this purpose.

As detailed in §4.4.1, there are vast hierarchies in the instanton mass scales,

Λa, which inhibit many optimization routines. Below we detail the tools and

methodology we used to find minima and critical points in a subset of our ge-

ometries – namely all those in our datasets up to h1,1 = 100 – and detail the

various tests we carried out in order to ensure our obtained mass spectra and

decay constants are robust. Having tested a variety of algorithms in the opti-

misation suite pygmo2, we found that differential evolution was both the most

effective and computationally efficient.
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This optimization method stochastically populates a function and, at each

pass, mutates each possible solution with other possible solutions to create a

trial solution. Should the trial solution be an improvement on others, it is added

to the population of possible solutions, and otherwise it is discarded. This pro-

cess continues until an optimised solution is found or the maximum number of

iterations is reached. More precisely, we used the self-adapting differential evo-

lution (sade) algorithm in pygmo2, which provides a variety of strategies to

build the trial solution. We chose rand-to-best-and-current/2/bin for

our analysis.24 For illustrative purposes, best/1/bin is the default strategy in

scipy. Here, two members of the population, r0 and r1, are randomly chosen

and their difference is used to mutate25 the best 1, t0,

t′ = t0 + F (r0 − r1) . (4.40)

The trial vector is then built and filled sequentially with parameters from t′ or

the original candidate – this choice is made by generating a random number

in [0, 1) in a binomial distribution. If this random number is lower than the

crossover rate (CR) then the parameter is taken from t′, else it is taken from the

original solution.26 The trial vector is then assessed for fitness: if it is an im-

provement on vectors already in the population, it is kept and the original can-

didate solution is discarded, otherwise t′ is discarded and a new trial vector is

built. This procedure is conducted over a set domain and repeated until a solu-

tion is found. We used Rbound := π
√
h1,1 max(fK) as the diameter of the search

24We ran benchmark tests and found that randtobest1bin and best1bin were
the most appropriate strategies for our problem. However, natively these do not
take advantage of the self-adaptive qualities of the algorithm and thus, we chose
rand-to-best-and-current/2/bin, which allows for some adaptation in mutation coeffi-
cients and crossover rate – defined below.

25With weighting factor, or mutation coefficient, F .
26CR and F are input parameters that are adapted using the algorithm outlined in [237].

These can have a profound effect on the minimum found and thus it is often useful to automate
their selection.
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domain for the algorithm, as in chapter 3.

Note that we were unable to guarantee the global minimum was found –

see Fig. 4.16 – due to the noisy nature of the potentials we studied. In fact, in

many cases the algorithm found a critical point on completion, rather than a

minimum.
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10 100
0
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h 1, 1 = 20Minimum Critical
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Figure 4.16: Values of the potential at the points found by the differential evolu-
tion algorithm, i.e. θ = θmin, for the geometries at h1,1 = 20 & h1,1 = 40. Minima
are defined as points where the entire eigenvalue spectrum of the Hessian ma-
trix is positive semi-definite.

We therefore repeated the minima search for a random sample of triangu-

lations with different initialisation points, and also varied the search domain

in this sample. We sought to verify that, even if the minimum found was not

the global one, the physics would remain essentially unchanged – i.e. that at

all minima in the potential, the masses and quartic self-couplings do not vary

significantly. This comes about due to the vast hierarchies in Λa: in general,

physically relevant masses, ma ≥ H0, take very few of the elements of Λa as

dominant contributions and these would determine the overall distributions of

physical quantities of interest.

We verified this hypothesis by finding multiple critical points for 100 differ-
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ent geometries at h1,1 = 20 and 40. The results are shown in Figs. 4.17 and

4.18. As can be seen in the figures, upon calculation of the Hessian eigen-

values at the various local critical points, we found little – log ∆H � 1 – or

no difference.27 Additionally, global optimization was conducted for all ge-

ometries 1 ≤ h1,1 ≤ 100 and compared with the eigenvalue spectra at the

origin28. The overall distributions were found to be equivalent29 and so for

h1,1 > 100 optimization was not conducted, with evaluation of the Hessian and

self-interactions at the origin.

4.B.3 Phases

In the main part of our analysis, we used δa = 0 in eq. (4.1). Using current

geometric tools, this factor is currently inaccessible. However, it is reasonable

to assume that in some cases it will take approximately uniformly distributed

values δa ∈ [0, 2π). We thus conducted a smaller analysis to investigate the

physical consequences of such a random phase. We show the distributions of

decay constants and masses, for all geometries in our datasets up to h1,1 = 50, in

Figs. 4.19 and 4.20, respectively. We found that the phase had a negligible effect

on the overall mass distributions, though it did give a slight broadening of the

distribution of decay constants. In some cases the similarities can be expected to

arise from the phases simply shifting minima along flat directions. The minor

differences in masses and quartic self-interactions – shown in Figs. 4.21 and

4.22 – then result in a slightly weaker correlation coefficient, and thus a broader

decay constant distribution.
27Some Hessian eigenvalues were found to be negative, however, both critical points and

minima resulted in equivalent eigenvalue spectra by magnitude.
28In fact, in the majority of cases, the origin was found to be the global mininum.
29A Kolmogorov-Smirnov 2-sample test gave p & 0.5.
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Figure 4.17: Left: Mass, decay constant and quartic self-coupling distributions of
1000 local minima/critical points for a particular geometry at h1,1 = 20. Here we
compare the distributions obtained at the local critical points and the origin. In
the bottom plot, we show the fraction of positive/negative λiiii in each distribu-
tion. Right: In the top plot we show the value of V at the different critical points.
A minimum is defined as a point at which the evaluated Hessian eigenvalues
are positive semi-definite. We highlight that, due to the early stopping criteria
on the optimiser, there are no V < 0. The next two plots show that, interestingly,
the magnitude of the masses are unchanged at critical points vs minima despite
the change in sign, where the grey markers represent the masses found at the
origin.

Interestingly, we see an effect on the optimization: the addition of the phase

lifts most minima and critical points to V > 0. Some, however, are shifted to

more negative values. The minima with V > 0 should not be interpreted as

string theoretic constructions of de Sitter vacua, as we have not explicitly stabi-

159



11 12 13 14 15 16
log fpert (GeV)

0.00

0.02

0.04

0.06
Local
Origin

30 20 10 0 10 20
log ma (eV)

0.00

0.01

0.02

0.03

Pr
ob

ab
ili

ty

120 100 80 60 40 20 0
log | iiii| ((ma/eV)2)

0.00

0.01

0.02

0.03

0.04

Local
Origin

< 0 > 0

0 200 400 600 800 1000
Optimisation Run #

10 27

10 26

10 25

10 24

10 23

V

h 1, 1 = 40, CY3#21 Critical Minimum

20 15 10 5 0 5 10 15 20
0

25

50

75

100

125

Co
un

t

= min

m2 > 0

20 15 10 5 0 5 10 15 20
log ma (eV)

0

200

400

600 = critical

m2 > 0 m2 < 0

Figure 4.18: Left: Mass, decay constant and quartic self-coupling distributions of
1000 local minima/critical points for a particular geometry at h1,1 = 40. Here we
compare the distributions obtained at the local critical points and the origin. In
the bottom plot, we show the fraction of positive/negative λiiii in each distribu-
tion. Right: In the top plot we show the value of V at the different critical points.
A minimum is defined as a point at which the evaluated Hessian eigenvalues
are positive semi-definite. We highlight that, due to the early stopping criteria
on the optimiser, there are no V < 0. The next two plots show that, interestingly,
the magnitude of the masses are unchanged at critical points vs minima despite
the change in sign, where the grey markers represent the masses found at the
origin.

lized the Kähler moduli, and have added an arbitrary constant to the potential.
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Figure 4.19: fpert distributions when introducing a random phase, δa, into the
potential. These reproduce the fpert distributions at the origin for each dataset.
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Figure 4.20: Distributions of masses when introducing a random phase, δa, into
the potential. These reproduce the mass distributions at the origin for each
dataset.
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Figure 4.21: Top: The difference in V at θphase
min and θglobal

min , where θmin indicates
the field space coordinate of a minimum or critical point. Left: Mass, decay con-
stant, and quartic self-interaction distributions for the 1000 geometries sampled
at h1,1 = 20 with an additional phase, δa, compared with those at the origin.
Right: We show the distributions of masses and quartic self-couplings, indicat-
ing which are evaluated at minima, i.e. with eig(H) > 0, and those evaluated at
critical points, i.e. with eig(H) ∈ R. We note that the magnitude of the values is
unchanged at critical points vs minima despite the change in sign.
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Figure 4.22: Top: The difference in V at θphase
min and θglobal

min , where θmin indicates
the field space coordinate of a minimum or critical point. Left: Mass, decay con-
stant, and quartic self-interaction distributions for the 1000 geometries sampled
at h1,1 = 40 with an additional phase, δa, compared with those at the origin.
Right: We show the distributions of masses and quartic self-couplings, indicat-
ing which are evaluated at minima, i.e. with eig(H) > 0, and those evaluated at
critical points, i.e. with eig(H) ∈ R. We note that the magnitude of the largest
eigenvalues is unchanged at critical points vs minima despite the change in sign.
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Figure 4.23: A comparison of mass and decay constant distributions varying
the construction of the datasets as detailed in §4.2. The solid lines represent
data used in our analysis.
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CHAPTER 5

CONCLUSIONS AND OUTLOOK

Studying compactifications of string theory is one of the primary ways we

extend our knowledge of quantum gravity. Constructing compactifications was

instrumental in charting out the web of dualities between superstring theories

and M-theory in the 90s, it underlaid the attempts to make connection to exper-

iment, and the realization that there are many inequivalent ways of compact-

ifying string theory revealed the existence of the string landscape. While we

cannot study the entire landscape with the tools and theoretical understanding

we possess now, there are certain corners of the landscape that we can efficiently

explore. One such corner consists of weakly coupled compactifications of super-

string theories on Calabi-Yau manifolds.

A first step in exploring this part of the landscape is to study compactifica-

tions on Calabi-Yau manifolds with simple topologies, particularly with O(1)

Hodge numbers. These compactification manifolds often have symmetries that

greatly simplify calculations. The resulting 4D effective field theories have lim-

ited field contents and are easier to study. Such solutions have served as in-

valuable lampposts in the past. However, these compactifications represent an

exponentially small fraction of all known Calabi-Yau compactifications. More-

over, many physical properties of these compactifications are qualitatively dif-

ferent than those of compactifications on topologically complex manifolds. It is

therefore of great interest to extend our reach and study topologically complex

compactifications.

Prior to the advances described in this dissertation, many algebraic, geomet-

ric and computational methods used to construct compactifications were effec-
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tive only when the Hodge numbers of the compactification manifold wereO(1).

The computational resources required to perform calculations scaled exponen-

tially with the Hodge numbers. As a result, this part of the string landscape was

effectively inaccessible.

In this dissertation, we described a large array of tools and methods to con-

struct Calabi-Yau manifolds as hypersurfaces in toric varieties; and presented

algorithms to compute (some of the) topological data most relevant to string

compactifications. We showed that these methods are effective even when the

Hodge numbers are ∼ O(100). This was achieved by making use of modern

software, as well as inventing novel algorithms. Many of these methods are

gathered in an open-source software package, CYTools [8].

These methods enabled us to study compactifications of string theory on

topologically complex Calabi-Yau manifolds. In chapter 2, we explored the set

of Calabi-Yau hypersurfaces and focused our attention on counting, sampling

and machine learning hypersurfaces. First, we proved an upper bound on the

number of Calabi-Yau hypersurfaces that can be obtained from the Kreuzer-

Skarke list, NCY < 1.65 × 10428. Then, we developed a novel method to uni-

formly sample triangulations of reflexive polytopes and presented the statis-

tics of various geometric properties of hypersurfaces obtained from three ex-

ceptional polytopes with large Hodge numbers. Finally, we showed that neu-

ral networks can predict geometric properties of these hypersurfaces with high

precision, once the associated triangulations are represented in an appropriate

manner.

There are a number of clear future directions. First, it would be very interest-

ing to prove a lower bound on the number of Calabi-Yau hypersurfaces that can
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be obtained from the Kreuzer-Skarke list. While one expects such a bound to

be exponentially large, a rigorous proof is elusive as two hypersurfaces that are

seemingly inequivalent might be related by a nontrivial basis transformation.

Another obvious next step is a systematic study of the entire Kreuzer-Skarke list.

While it is not possible to study every Calabi-Yau hypersurface, it is possible to

study every 4D reflexive polytope. Finally, as we have developed the ability to

construct large ensembles of compactifications, using data science techniques to

extract patterns from these datasets is likely to be a fruitful endeavour.

In chapters 3 and 4 we focused on applications regarding C4 axions in com-

pactifications of type IIB superstring theory on orientifolds of Calabi-Yau hy-

persurfaces. In chapter 3, we showed that the Kähler cones are very narrow at

large h1,1, and the stretched Kähler cones are then very far from the origin. This

results in large 4-cycle volumes and compactifications with many ultralight ax-

ions. Then, in chapter 4, we showed that black hole superradiance puts strong

constraints on these compactifications, excluding large swathes of the moduli

space.

This ’Axiverse’ presents a great opportunity to make connections to exper-

iment. So far, we have studied observational constraints that are independent

from visible sector couplings and how the Standard Model is realized in the

compactification. An exciting future direction is to construct ensembles of com-

pactifications that include the Standard Model, and study the statistics of axion

couplings. This would allow us to make use of a much wider range of astro-

physical constraints that depend strongly on the couplings of the axions to the

visible sector.

As we consider compactifications of string theory on topologically complex
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manifolds, an overarching theme emerges: as the topology of the compactifica-

tion manifold becomes more complicated, calculations become more difficult,

but at the same time, simple patterns emerge, allowing one to make general

statements about the resulting effective field theories. This ’emergent simplicity’

allows one to make connection to experiment, even in the absence of a complete

understanding of the underlying UV theory.

The applications we considered here can be regarded as the first steps

towards exploring topologically complex compactifications of string theory.

These first steps required tremendous investment in developing methods to

construct complex compactifications. However, this was an investment worth

making, as these methods will enable numerous future applications and illumi-

nate our way towards a better understanding of what quantum gravity has to

say about our universe.
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