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Distributed computing systems are increasingly relied upon to manage valuable

data that is used to make important decisions, and as a result, are subject to

competing demands of dependability and performance. In this dissertation,

we propose and evaluate several systems that provide desirable dependability

features while maintaining high enough data throughput to be used in deploy-

ments with tight time constraints. First, we present a system for collecting data

from a network of “smart” devices (such as smart power meters) that allows

each device to keep its contributions anonymous while still providing accurate

and timely answers to queries about the network’s observed state. Next, we

introduce the Derecho platform, a library for building replicated datacenter

services that easily tolerates faults and keeps updates strongly consistent, yet

achieves incredibly low response times and high bandwidth due to an innovative

use of RDMA networking. We next explore how to guarantee data durability in

replicated services, describing and implementing an algorithm for recovering

replicated state machines (such as Derecho) after a shutdown that leaves only

their disk-persisted state. Finally, we describe a data storage service built with

the Derecho library that generates cryptographically tamper-proof logs for each

update to the data it stores, adding an additional layer of dependability for

high-value data.
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CHAPTER 1

INTRODUCTION

With the rise of cloud computing and the near ubiquity of Internet access,

distributed systems are an integral part of modern business, organizations, and

infrastructure. These systems are relied upon to manage and interpret vast

amounts of data, allow people to from around the world to communicate and

take coordinated actions, and even automate aspects of the physical world. For

example, the electrical power grid can now be remotely monitored and controlled

by computer systems [7], and “smart” power meters can communicate with

utility companies to provide fine-grained load monitoring that allows for more

efficient provisioning of energy resources [100]. Buildings can be embedded with

networked sensor devices that monitor the state of many utility services [41], and

their heating and cooling systems can be managed with software rather than

simple thermostats [9]. High-value financial transactions are regularly conducted

over distributed systems, not only within banking data centers but also over the

public internet via cryptocurrency systems such as Bitcoin [94].

As a result, reliability and dependability guarantees have become important

in the construction of distributed systems. Systems that process valuable data

and use it to make decisions with real-world impact must process updates

consistently, keep data free of corruption or errors, continue operating in the

presence of faults, and ensure that persistent records are saved durably. When

the data that a system manages is personal and potentially sensitive, such as the

electricity-usage habits of an individual household, it must also maintain the

privacy and security of that data. These dependability properties have always

been desirable in distributed systems design, but they become more critical
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the more tightly integrated distributed systems are with high-value data and

real-world effects.

Dependability, however, often comes at a cost to performance: compared

to a simpler, less reliable system, a distributed system that provides depend-

ability guarantees usually adds overhead. For example, allowing a broadcast

communication among members of a distributed system to tolerate the failure

of some participating machines or network links requires duplicating messages,

adding extra steps to acknowledge and retransmit messages, or both. Converting

a single-machine component of a system to a cluster of replica nodes enables

the service to tolerate transient crashes, but requires additional coordination

and duplication of effort in order to keep the replicas synchronized with each

other. Adding data durability to a service can be accomplished by recording

each state change to persistent storage, but this introduces a delay to each update

while the service waits for writes to complete, and recovering the service using

the persistent logs often requires careful coordination if the logs are distributed

among multiple nodes. Providing privacy and security guarantees can be even

more costly, since the cryptography required to keep data secret and authenticate

actions by untrusted participants is computationally difficult, and achieving con-

sensus among potentially-malicious participants usually involves many rounds

of communication.

In this dissertation, we challenge the perceived tradeoff between dependability

and performance in distributed systems by showing that dependability can be

achieved with only modest overhead. We present several distributed computing

systems that guarantee different forms of dependability while still providing

rapid responses and processing large volumes of data. Although this work was
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collaborative, in some cases involving large teams, we highlight the individual

contributions of the author, which included sole responsibility for designing and

implementing major elements of each system.

In chapter 2, we address the problem of aggregating and querying data from

distributed embedded devices, such as smart meters and building sensors. In

addition to the dependability issues raised previously, data collected by these

devices poses serious privacy concerns due to its personal nature and potential

to be abused for tracking and surveillance. However, the applications that rely

on this data need it to be provided quickly and accurately in order to make

intelligent decisions, which rules out traditional methods for privacy-preserving

data mining. We present an algorithm for aggregating data in a distributed

manner that keeps the data on the devices themselves, releasing only sums

and other aggregates to centralized operators. We offer two privacy-preserving

configurations of our solution, one limited to crash failures and supporting a

basic kind of aggregation, the second supporting a wider range of queries and

also tolerating Byzantine behavior by compromised nodes. Both configurations

are robust to failures and preserve the anonymity of participating devices, and

the second is capable of offering full differential privacy [49] for an important

class of queries. Yet both can complete queries across thousands of nodes in

only a few seconds, and present the operator with accurate results. At the core

of our approach is a new kind of overlay network (a superimposed routing

structure operated by the endpoint devices). This overlay is optimally robust

and convergent, and our protocols use it both for aggregation and as a general-

purpose infrastructure for peer-to-peer communications. The work reported in

this chapter was led by the author, but was collaborative with Ken Birman and
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Márk Jelasity, and also includes a key algorithmic idea that was contributed by

Bobby Kleinberg.

In chapter 3 we focus on cloud computing services within datacenters, which

must remain constantly available despite faults and turnover in datacenter

machines while processing large volumes of data. Here we present Derecho, a

library for adding replication to datacenter applications that enables them to

increase their fault-tolerance and scalability without sacrificing performance.

The API provides tools for structuring applications into patterns of subgroups

and shards, supports state machine replication within them, and automatically

manages group membership as nodes fail and rejoin. It also includes optional

mechanisms for logging state to persistent storage for durability. Running over

100Gbps RDMA,Derecho can sendmillions of events per second in each subgroup

or shard and throughput peaks at 16GB/s, substantially outperforming prior

solutions. Configured to run purely on TCP, Derecho is still substantially faster

than comparable widely used, highly-tuned, standard tools. The key insight

is that on modern hardware (including non-RDMA networks), data-intensive

protocols should be built from non-blocking data-flow components.

Chapter 4 addresses the challenges of achieving durability guarantees for

replicated cloud services when, as in Derecho, they are composed of multiple

independent subsystems that interact via messages. An application with internal

substructure is more difficult to make durable because, unless every subsystem

records the state of every other subsystem (which would defeat the purpose of

such modularity), the persistent state of the system is distributed across several

disjoint sets of logs. Restarting such a system after a shutdown or failure is a

complex procedure: A restart algorithm needs to provision all the subsystems by
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mapping them to nodeswith the needed data, while ensuring that each subsystem

has a sufficient replication factor and restarts into a state that is consistent with the

entire system’s pre-restart state. A further complication is that replicated services

often require replicas of the same state to be in distinct failure domains. In this

chapter, we present an algorithm for efficiently restarting a service composed

of sharded subsystems, each using a replicated state machine model, into a

configuration that has the same fault-tolerance guarantees as the running system,

including failure-domain constraints, and resumes operation in a state that is

mutually consistent across all subsystems and shards. Our algorithm makes safe

decisions about which updates to preserve from the logged state, ensures that

no committed update will ever be lost, and is itself a fault-tolerant procedure

that can safely restart if additional failures occur during recovery. Despite these

strong guarantees of consistency and durability, our algorithm is efficient and

can restart a replicated service quickly, minimizing application downtime.

As noted in the Acknowledgments, Derecho was a multi-person project

that took several years to carry out. The author’s specific responsibilities were

focused on the Derecho group management system, which is responsible for

fault detection and reconfiguration, self-repair of damaged update logs, and

initialization of the new “epoch” after such an event. The management system is

also responsible for scheduling application elements onto the available resources,

checking data placement on different participants to ensure compatibility, and

bootstrapping new replicas into the group. The development of the application

layout and startup services within Derecho led to the paper presented in chapter 4,

which was primarily the author’s work.
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Finally, chapter 5 considers distributed systems that need to provide security

and integrity guarantees in the form of a publicly-verifiable tamperproof record

of operations. Append-only verifiable logs are useful in a variety of settings,

from creating ledgers of financial transactions, to recordkeeping in healthcare,

building monitoring and security systems, and measurement and billing systems

for utilities. A common approach to providing these guarantees in the financial

sector is to use proof-of-work blockchains such as Bitcoin. However, blockchain

protocols are not well suited for all applications that need some form of tamper-

proof record; they impose severe performance limitations in order to ensure

consistency and integrity in a highly adversarial environment in which no entity

is ever trusted. In this chapter, we design a publicly-verifiable tamper-proof

logging service for systems that can trust a small core of servers to implement a

data storage service correctly until they are compromised by an outside adversary

(at which point the compromise will be promptly detected). It is based on adding

a signature and verification scheme to Derecho, and hence achieves much higher

throughput than a traditional blockchain, yet still produces a cryptographically

secure log that cannot be changed or repudiated. All of this workwas the primary

responsibility of the author.

Chapters 2, 3, and 4 are self-contained and slightlymodified versions of papers

that have appeared in print in peer-reviewed journals and conferences. The work

on anonymous distributed queries appeared in the journal ACM Transactions on

Cyber-Physical Systems [119], the work on Derecho appeared in the journal ACM

Transactions on Computer Systems [69], and the work on reliable restarts appeared

in the 2020 IEEE DSN Conference [120]. Chapter 5 is work in progress, and the

secure logging service is not yet fully implemented, but it will be submitted for

publication once complete.
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CHAPTER 2

ANONYMOUS, FAULT-TOLERANT DISTRIBUTED QUERIES FOR

SMART DEVICES

The material presented in this chapter was originally published in [119].

2.1 Introduction

New distributed computing platforms are being created at a rapid pace as

organizations become more data-driven, Internet connectivity becomes more

widespread, and Internet of Things devices proliferate. For example, in proposals

to make the electric power grid “smart,” network-connected smart meters are

deployed to track power use within the home and in larger buildings. The idea

is that this data could be aggregated in real-time by the utility, which could

then closely match power generation to demand, and perhaps even dynamically

control demand over short periods of time by scheduling heating, air conditioning

and ventilation systems. Such a capability could potentially enable greater use of

renewable electric power generation and reduce waste.

Yet the technical challenges of creating such a system are daunting, and they

extend well beyond the obvious puzzles of scale, real-time responsiveness and

fault-tolerance to also include public resistance to this form of universal monitor-

ing infrastructure. Electric power consumption data can reveal a tremendous

degree of detail about the personal habits of a homeowner, and customers are

reluctant to share their smart meter data with the grid owner due to fears it will

be used to profile them [133].
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Today’s most common approach is somewhat unsatisfactory: either the

utility itself or some form of third party collects the sensitive data into large

data warehouses, computes any needed queries against the resulting data set,

and then shares the results with the higher level control algorithm. The data

warehouse plays a key role, in protecting the consumers’ privacy, but to do so,

must be trusted and carefully protected.

The issue is not confined to smart grid uses; there are other types of cyber-

physical systems inwhich the collection and storage of sensitive data is an obstacle

to deployment. For example, a city or building owner might wish to query the

images captured by a collection of security cameras to find criminal activity, but

many people would object to collecting all the cameras’ video feeds in a central

location where they could also be used to track innocent citizens. The manager of

a smart office building might query room-occupancy sensors to determine which

parts of the building are inactive (and thus can have light and climate control

turned off), but employees would not want this data to be used to identify who

works the latest or comes in earliest.

Furthermore, all forms of data warehousing are under increased government

scrutiny, particularly in Europe. Data has value: for example, theWorld Economic

Forum has an activity that aims to create new legislative models for personal

data protection [132]. Data is the “new oil” of our economy (as put by Meglena

Kuneva, European Consumer Commissioner, in March 2009), and increasingly,

is being treated as an asset that the customer owns and controls [81]. A data

warehouse becomes problematic because it concentrates valuable information in

a setting out of the direct control of the owner, and where an intrusion might

cause enormous harm.
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Here we describe a practical alternative: a decentralized virtual data ware-

house, in which the smart devices collaborate to create the illusion of a data

warehouse with the desired properties. The data can be queried rapidly through

an interface that is reasonably expressive; while we don’t support a full range

of database query functionality, we definitely can support the kinds of queries

needed for smart grid control or for other kinds of machine learning from smart

devices. Focusing on the smart grid, our algorithm would allow power genera-

tion and demand balancing as often as every few seconds, which is more than

adequate: in modern smart grid deployments load balancing occurs every 15

minutes, and even ambitious proposals don’t anticipate region-wide scheduling

at less than a 5-minute resolution.

Although computation occurs in a decentralized way, our algorithm ensures

that individual smart meters have a light computational load centered on basic

cryptographic operations involving small amounts of data and simple arithmetic

tasks required for aggregation, such as computing sums. Similarly, the load

imposed on any individual communication network link is modest. We assume

a very simple and practical network connectivity model, and although we do

require that the infrastructure owner (the power utility) play a number of roles,

our protocol has a highly regular pattern of communication that can easily be

monitored to detect oddities. We believe that this would be enough to incent the

utility operator to behave correctly: the so-called honest but curiousmodel.

The cryptography community has developed protocols that address some

aspects of the problem we have described, notably homomorphic encryption and

secure multi-party computation. Both methods use encryption and computation

on ciphertexts to keep the values contributed by the smart devices secret while
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they are being aggregated. However, neither approach is scalable or efficient

enough for use in our target settings.

In contrast, our approach scales extremely well, is easy to implement (our

experiments run the real code, in a very detailed emulated setting), and is quite

fast. We offer several levels of privacy:

1. In one configuration of our protocol, the smart meters trust one-another to

operate correctly, and are trusted to not reveal intermediary data used in

our computation to the (untrusted) system operator. Here, we can rapidly

and fault-tolerantly compute aggregations. The system operator learns

nothing except the aggregated result.

2. A second configuration of our system is more powerful but a little more

costly. Here we can support a much broader class of queries: we still focus

on aggregation, but broaden our model to permit queries that prefilter

the input data, and hence might include or exclude specific households.

Further, in this second configuration, we assume that someboundednumber

of smart meters have been compromised and will behave as Byzantine

adversaries. Nonetheless, we are able to fully protect the private data, by

injecting noise in a novel decentralized manner. Here we achieve differential

privacy.

3. Beyond these two strongly private options, still further configurations of

our protocol are also possible; of particular interest is one that could reveal

a small random sample of anonymous raw data records to attackers, but

(unlike differential privacy), gives exact query results.
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In this chapter we present our design for this new fault-tolerant, anonymous

distributed data mining protocol, and prove its correctness. In a network of =

nodes, query results can be computed in time O(log =) (the lower bound for a

peer-to-peer network), and our anonymity mechanism introduces just a modest

O(log =) inflation in the numbers and sizes of messages on the network. The

solution can tolerate substantial levels of crash failures, can be configured to

overcomeboundednumbers of Byzantine failures, and is able tofilter extremedata

points while carrying out a wide range of aggregation computations. While our

focus here is on aggregation, the novel network overlay protocol we introduce can

also support a variety of other styles of peer-to-peer and gossip communication.

Specifically, the three main contributions of this chapter are:

1. A deterministic peer-to-peer overlay that is optimally efficient and fault-

tolerant, and several protocols for anonymous and fault-tolerant message

passing on this overlay.

2. A decentralized anonymous query system based on this overlay network

that can perform aggregate queries over client data without revealing

anything about individual contributions.

3. A design for a differentially private virtual data warehouse, based on

the anonymous query system, that provides differentially private query

results without a trusted third party and despite the presence of adversarial

(Byzantine) client nodes.

The rest of this chapter is organized as follows. First, in Section 2.2 we clarify

the system model we are using and state our assumptions and goals. Section

2.3 discusses related work, including other approaches we rejected. Section 2.4
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introduces our overlay network and lays out the details of our algorithm, Section

2.5 presents some extensions to it, and Section 2.6 provides proof of each version’s

correctness. Section 2.7 evaluates the practicality of our algorithm and presents

some experimental results. In Section 2.8 we discuss how the peer-to-peer overlay

we created as a part of this algorithm can be used to provide additional security

in other peer-to-peer settings, and Section 2.9 concludes.

2.2 SystemModel

Our target is a system set up and administered by a single owner or operator, with

all participating devices connected to the same reliable network and logically

within the same administrative domain.1 We assume that all client nodes (i.e.

smart meters) are kept up-to-date on the list of valid peers (other clients) by a

reliable membership service, run by a system administrator. We expect the set of

clients to change fairly infrequently, since adding new smart meters or sensors

to the network would require real-world construction effort, so the membership

service should be trivial to implement. Furthermore, we assume that each

client can be assigned an arbitrary integer ID by the system owner, and that the

membership service also keeps nodes up-to-date on these IDs (which should

only change when membership changes). Thus, in our system a node can choose

any valid virtual ID and send a message to the node at that ID, and it knows the

set of valid virtual IDs.

Many practical distributed systems [23, 123, 70, 85] assume that all nodes

have well-known public keys and can digitally sign all of their messages. We also

1This means that any participating device can communicate with any other device through
the network infrastructure.
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make this assumption; it requires just a standard PKI (public-key infrastructure),

which the system owner can operate. Although the owner is not a client node, we

also assume that the owner has a public key that is recognized by all the clients.

We consider the system owner or operator to be an honest-but-curious

adversary, whose goal is to learn as much as possible about the clients (regardless

of their consent) without disrupting the correct functioning of the system, and

without wholesale compromise of the computing nodes. Thus, all plaintext

messages sent on the network will be read by the owner, but the owner will not

tamper with signed messages, decrypt encrypted ones, or attempt to impersonate

smart meters. To prevent the owner from eavesdropping, the client nodes sign

and encrypt all messages they send to other nodes using standard network-

layer security (i.e. TLS [43]), and we will assume henceforth that all correct

clients implement such encrypted communications. Note that this does not

require us to assume that client devices are computationally powerful; TLS is an

industry standard and even limited-resource systems often include hardware

implementations of the needed functionality.

We consider two levels of trust for the client nodes (the smart metering

devices). The fastest implementation of our protocol involves a level of trust:

customers trust their own smart meters, but also those of other customers. These

are assumed not to leak data to the system operator, and not to be compromised.

A slightly slower version of our protocol makes much weaker assumptions, and

can tolerate Byzantine (arbitrary and malicious) behavior by up to a bounded

number of devices. Here, the devices might pretend to run our protocol, but

secretly submit all measured data directly to the operator. Our solution for the

former case yields exact answers to aggregation queries, and can tolerate fairly
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high levels of crash faults. For the latter case we inject noise that prevents the

extraction of private information from the query results, hence we give inexact

results, but have stronger protection guarantees (indeed, we can even support a

wider class of queries and still offer stronger privacy guarantees).

Our system is built to tolerate client failures. We assume that up to C client

nodes may fail during the process of executing a single distributed query. A crash

failure includes any situation in which the client stops sending and receiving

messages, whether due to loss of power, interruptions in network connectivity,

or software failure on the client. When our protocol is configured to tolerate

Byzantine failures, we bound the percentage of compromised nodes, but assume

that Byzantine clients may deviate arbitrarily from the protocol. However, they

cannot falsify the origins of the messages they send, and they cannot tamper

with messages sent by other nodes, since honest nodes should only accept

messages with valid digital signatures from the sender claimed in the message.

Furthermore, since we assume that the devices have been registered with the

operator, and trust the resulting list of devices, malicious clients are prevented

from using Sybil attacks (as defined in [46]) to artificially increase the number of

malicious nodes.

2.2.1 Goals

Now that we have defined the context of our system, we can give a more concrete

definition of the goals of our data mining protocol. Assume that each client node

starts with a single record, or data value, and that the system owner initiates a

query by broadcasting a request that describes the desired aggregation operation,
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such as the computation of a histogram over the data values. By the end of

the protocol, the system owner should receive a query result that is correctly

computed from the values originating at correct, non-failed nodes.

We consider two categories of queries. Both compute aggregates: sums or

other values that combine the input data, such as histograms. The first class of

queries lacks any form of input filtering: if issued over a population, the output

reflects the result of performing the requested aggregation over the full set of

data values, counting each value exactly once. We refer to these as unfiltered

aggregation queries. The second class of queries adds a pre-filtering step to the

first class, for example selecting data only from certain households, or taking

only data that satisfies some sort of predicate on the data items themselves.

These filtered queries are more expressive, but create a risk that private data

could be deanonymized, for example by running the same query twice, once

including all households, and a second time excluding some particular target

household: the delta is the data for that household. Accordingly, whereas we

give exact results for unfiltered queries (the individual’s data will be hidden in

the aggregate), we offer the option of noise injection for the filtered case. Here,

the gold standard is differential privacy [49], and we will see that our solution can

achieve that guarantee, if desired.

We also consider two classes of client nodes. With trusted client nodes,

only the query result should be released by any query. We are able to achieve

this property for unfiltered queries. In contrast, if some of the client nodes

might behave in a Byzantine manner, we need a stronger guarantee: because the

Byzantine clients might publish any data they glimpse, we require that all data

seen by client nodes must be anonymous and also contain injected noise. Further,
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we inject extra noise, so that the query result itself becomes imprecise. We can

achieve differential privacy in this case, even with filtered queries.

Differential privacy turns out to come at a non-trivial cost. Accordingly, we

also offer other configurations in which some anonymous data might be leaked

by Byzantine nodes. Here, we do not achieve differential privacy, but we do gain

performance and are able to give exact query results: a middle ground between

what some might see as unwarranted trust (our first case), and what could be

seen as excessive caution (the differential privacy case). This third option might

be appealing in settings that demand very rapid queries, or where a noisy query

result might not be acceptable.

2.3 Related Work

Privacy concerns in the deployment of smart grids have been a popular topic

for study since smart meters were introduced. Techniques from the area of

Non-Intrusive Load Monitoring [82] can extract the time of use of individual

electrical appliances from meter data, and Lisovich et al. [87] show that this

information can be used to infer much about the personal habits of the home’s

occupants. Anderson and Fuloria point out in [8] that the current approach of

most smart grid projects is to send all fine-grained smart meter data directly to a

centralized database at the utility, where it can easily be accessed by employees

and government regulators. McDaniel and McLaughlin [90] also survey the

security and privacy concerns that can arise in smart grids.

The most widely known existing solutions to the problem of privacy-preserv-

ing data mining employ secure multiparty computation (MPC) or homomorphic
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encryption. In the former scheme, for each value of = (the size of the system)

and each aggregation query, a special-purpose circuit is designed that combines

values in ways that can embody a split-secret security mechanism and can even

overcome Byzantine faults. However, costs are high. For example, in [108]

the authors remark that the size of an aggregating circuit will often be much

larger than =, and that when this is the case, the overall complexity of the MPC

scheme grows roughly as =6. Furthermore, each step that a participant takes

when executing a garbled circuit (i.e. evaluating a single gate) requires multiple

cryptographic operations in advanced cryptosystems. Although this may be

reasonable for clients that are desktop computers or servers, it represents a

significant computational overhead for the embedded devices our system targets.

Homomorphic encryption schemes keep data encrypted with specialized

cryptosystems that allow certain mathematical operations to be executed on

the ciphertexts, producing a ciphertext that decrypts to the results of applying

the same operations to the unencrypted data. This would allow clients to

aggregate encrypted data, and decrypt only the query result, as in the system

proposed by Li et al. [84]. However, fully homomorphic encryption (in which

any function can be computed on ciphertexts) remains exponentially slow, and

practical partially-homomorphic cryptosystems such as Paillier [99] allow only

addition to be performed on encrypted data. Thus, systems based on partially-

homomorphic encryption are restricted to only performing sum queries. Similar

to MPC, aggregation using homomorphic encryption also requires each client to

performmultiple expensive cryptographic operations on large ciphertexts, which

represents a high computational overhead in our target environment of smart

devices.
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The problem we address is similar to those addressed by Differential Privacy,

a framework first defined by Dwork [50, 49] which seeks to preserve the privacy

of individual contributions to a database when computing functions on that

database. In differentially private systems, a small amount of noise is added to the

result of each query run on a database, to ensure that a curious adversary cannot

analyze query results to determine any particular individual’s contribution to

the database. (In other words, the noise causes the margin of error of the result

to be greater than a single individual contribution). The noise introduced is a

Laplacian function proportional to the privacy-sensitivity of the query, which is

a measure of how much a single record can affect its result.

However, Dwork’s differential privacy model is normally formulated for a

data warehousing situation, with a trusted third party. As noted, in our setting,

there is no party that can be trusted to store the entire database. In fact we are not

the first to explore extensions of differential privacy for use in a distributed setting.

Two notable results are Dwork et al.’s distributed noise generation protocols [50],

and Ács and Castelluccia’s design for a smart metering system, in which each

meter adds noise to its measurement locally before contributing it to the aggregate

[5]. However, these systems still rely on MPC or homomorphic encryption to

keep individual values hidden during aggregation, so they suffer the same high

computational overheads. Our work innovates by achieving differential privacy

in a very different way, at far lower costs and with much better scalability, as we

discuss in Section 2.6.6.

In constructing our system, wewill make use of a peer-to-peer overlay network

for communicating amongst the clients. This network is based on gossip protocols,

which were first developed by Demers et al. in [42]. We design our gossip-like

18



protocol specifically to avoid interference by Byzantine nodes, a problem which

has not seen nearly as much study as crash-fault-tolerant gossip. The most

notable prior work on Byzantine-fault-tolerant gossip is BAR gossip [85]. The

difference is that the authors assume that gossip is being used specifically to

deliver a streaming broadcast from some origin node, and their solution is to

use cryptographically “verifiable randomness” to prevent Byzantine nodes from

picking gossip partners at will.

2.4 Our Algorithm

Our algorithm is based on a carefully constructed overlay network that clearly

defines how the client nodes communicate and makes it easy to extend the

system to tolerate Byzantine faults. It is similar to a peer-to-peer gossip network,

except it is completely deterministic instead of random. This allows nodes to

independently determine when each phase of our protocol has finished.

Before describing our full data mining protocol, we will describe our overlay

network and the ways nodes can communicate on it. Our approach assumes

that the smart devices have direct peer-to-peer connectivity: for example, they

might have built in wireless networking capability, similar to a smart phone, and

the wireless partner of the utility could provide routing between devices. A

“tunneling”model could alsowork: thedevices could all connect back to theowner-

operator, which would then provide routing at some central location. As will be

shown below, our solution imposes only light networking and computing loads

on the devices themselves. Although the aggregated traffic on a central routing

system (for example in a tunneled implementation) might be moderately heavy,
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when one works out the numbers for even a fairly large regional deployment,

they are well within the capabilities of modern network routers.

2.4.1 Building the Peer-to-Peer Overlay

Although our overlay network permits client nodes to communicate with each

other in a peer-to-peer fashion, it does not use the fully decentralized model often

seen in work on peer-to-peer systems, Traditional peer-to-peer systems assume

that there is no way for a central server to manage membership in the network, so

peer discovery becomes a hard problem that can be disrupted in many ways by

Byzantine nodes (see, for example, [68]). As we described in Section 2.2, however,

the data collection systems we target (such as the smart grid) already have a

central server that monitors node connections to the network, which we will use

to provide a basic membership service. Thus we can assume that every node in

the network reliably knows the set of peers and their identities.

Our peer-to-peer communication system works as follows. Each client node

is assigned a unique integer ID between 0 and =, where = is the total number

of nodes in the system. Each client node also keeps track of the “round” of

gossip it is in; like most gossip systems, we will describe it as if it takes place

in synchronous rounds, but in practice it can be implemented asynchronously.

We will define a function 6 : ID × Round→ ID × Round that specifies the gossip

partner for each node at each round of communication: if 6(8 , 9) = (0, 1), then

node 8 at round 9 should send amessage to node 0, whichwill receive themessage

in round 1. We assume for now that the number of nodes = is a prime number
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Figure 2.1: (a) Information flow from node 0 in our scheme, showing two full
epidemic cycles of log2 = rounds each. Every process sends and receives one
message per round; we omitted the extra messages to reduce clutter. Similarly,
although each round can be viewed as a new epidemic, the figure just shows two.
(b) Example of the path taken by a tunneled message, from node 0 to node 3.
This message would have 5 layers of onion encryption, since it has 5 different
recipients.

such that 2 is a primitive root modulo =,2 althoughwewill revisit this assumption

in Section 2.7.2. Under this assumption, we define the gossip function as

6(8 , 9) = ((8 + 29) mod =, (9 + 1) mod (= − 1)) (2.1)

Note that the Round component of the function’s output always refers to the

round immediately following its input; for reasons which will soon become clear,

we only number rounds 0 through = − 1 in this formal definition. The sequence

of message propagation this function generates is shown in Figure 2.1a, from the

perspective of node 0.

2This means that the sequence 21 mod =, 22 mod =, . . . , 2=−1 mod = generates each integer
between 1 and = exactly once. For example, 2 is a primitive root modulo 11 because {21

mod 11, . . . , 210 mod 11} = {2, 4, 8, 5, 10, 9, 7, 3, 6, 1}.
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This function has two useful properties that allow the sequence of messages it

prescribes to have the benefits of a random gossip system while being resilient to

Byzantine behavior, namely efficiency and uniformity. In order to carefully define

these properties, and prove that our function has them, we will need to make use

of the following formalism, which represents each round of communications as a

layer in a graph. For brevity, we will use the notation [=] = {0, 1, . . . , = − 1}.

Definition 1. A layered =-party gossip graph, denoted by !�(=), is a directed

graph with vertex set [=] × [= − 1]. The sets [=] × { 9}, for 9 = 0, . . . , = − 2, are

called the layers of the graph. There is a permutation of the vertex set, denoted

by 6, which cyclically permutes the layers. In other words, for every vertex (8 , 9),

6(8 , 9) is a vertex of the form (:, 9 + 1) for some value of : (where the index 9 + 1

is interpreted modulo = − 1). The edge set of the graph contains exactly two

outgoing edges from each (8 , 9): one of them points to (8 , 9 + 1) and the other

points to 6(8 , 9).

The edges in this graph represent the flow of information, which is why there

is always an edge from (8 , 9) to (8 , 9 + 1); it represents the fact that a message

that reaches 8 in round 9 will still be in 8’s memory at round 9 + 1. Now we can

precisely define what it means for our function to be efficient:

Definition 2 (Efficient Gossip Property). A graph !�(=) has the efficient gossip

property if for all (8 , 9), the set of vertices reachable in : = dlog2 =e rounds is the

entire layer [=] × { 9 + :}.

Note that dlog2 =e is the fastest that data could possibly spread through the

network in a peer-to-peer fashion if it starts at a single source. This property

means our deterministic gossip function is as efficient at spreading information

22



as the best-case scenario for traditional randomized gossip, and guarantees that

any node can find a path to any other node in dlog2 =e hops while sending only

messages approved by the function.

We can prove that the 6 we defined above has the efficiency property. Suppose

we want to find a path from (8 , 9) to (G, 9 + :). By choosing between the two

outgoing edges at every level from 9 to 9 + : − 1, we can find a path from (8 , 9)

to (8 + H, 9 + :)whenever H is an integer representable as the sum of a subset of

{29 , 29+1, ..., 29+:−1}. Note that this is the same as saying that H = (29)I, where I is

representable as the sum of a subset of {1, 2, 4, ..., 2:−1}. Equivalently, H = (29)I

where I is any integer in the range 0, ..., 2: − 1. In particular, H = G − 8 can be

represented in this way by setting I = H/(29)mod =. (Division by 29 mod = is a

well-defined operation, because = is an odd prime. Also note that H/(29)mod =

belongs to the set {0, ..., = − 1} which is a subset of {0, ..., 2:−1}.)

The other useful property of our peer-to-peer communication network is its

uniformity, which we define as follows:

Definition 3 (Uniformity Property). A graph !�(=) has the uniformity property if

for all distinct 0, 1 in [=], there is exactly one value of 9 such that 6(0, 9) = (1, 9+1).

In a graph with this property, each node gossips with every other node exactly

once before gossiping with the same node again. This minimizes the risk that

crash failures cause a split in the gossip network, since all possible paths are

used equally often. It also makes it difficult for Byzantine nodes to target their

malicious behavior at a particular victim, since they will get only one chance

in = to send a legitimate message to that victim, and honest nodes can discard

messages that do not come from the sender prescribed by the function.
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It is straightforward to prove that the 6 we defined above has the uniformity

property. Note that the equation 6(0, 9) = (1, 9 + 1) translates to 29 mod = = 1 − 0

when using our definition of 6, and there is a unique 9 satisfying this equation by

our assumption that 2 is a primitive root modulo =.

2.4.2 Communicating on the Overlay

There are three ways in which we use our overlay network to send messages be-

tween nodes: “tunneled” or “onion-routed” message sending, disjoint multicast,

and flooding. The first two can be combined for a tunneled multicast, which

uses onion routing for each path in the multicast. Each of these communication

methods are used in different stages of our data aggregation protocol.

To send a tunneled message through the network, sending node 0 finds a path

to receiving node 1 by performing a breadth-first search on the graph generated

by function 6 for the current round. A “path” is any sequence of transitions

through the graph (including remaining at the same node for a round) that

includes at least dlog2 =e/2 nodes; we place this minimum length restriction in

order to preserve the sending node’s anonymity, as explained in Section 2.6.5.

For example, Figure 2.1b shows one possible path from node 0 to node 3 through

a network of 11 nodes. Such a path will always exist within 2dlog2 =e rounds

of the current round, since the graph is efficient (it would be dlog2 =e if we did

not specify a minimum length). Then 0 encrypts its message with an encryption

onion, where each layer corresponds to one node along the path and can only

be decrypted by the private key of that node (similar to onion routing [107]). At

each layer of encryption, the node includes an instruction for the node that can
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decrypt that layer indicating how many rounds it should wait before forwarding

the message.

By relaying messages in this manner, 0 can be assured that no intermediate

nodes will learn the message it is sending to 1, or the fact that 0 is the sender and

1 the recipient of a message. Each node in the path will learn only its immediate

predecessor and successor when it relays the onion, and assuming messages are

continuously being sent around the network, even the first node in the path will

not know it is the first node because 0 could have relayed the message from a

previous sender.

While nodes are relaying tunneled messages, they may receive more than one

encrypted onion that they need to forward to the same successor, or receive an

encrypted onion along with a normal (unencrypted) message. To minimize time

and bandwidth overhead, all these messages should be forwarded at once in the

same signed “meta-message.”3

To send a disjoint multicast to a set of : nodes, 0 needs to find a set of : node-

disjoint paths through the overlay network to the receivers.4 These paths can be

found by a repeated breadth-first-search of the graph from 0 to the receivers, in

which the nodes on the path to a receiver are deleted once the receiver is found.

Our experiments suggest that these paths will have length at most : + dlog2 =e, as

long as the total number of elements in the paths (:dlog2 =e) is of the same order

of magnitude as
√
=. For values of = above roughly 10,000, this property holds,

and our system targets large sizes in this range. Node 0 then adds to each of :

copies of the message instructions for each intermediate node, indicating how

3Practically, this can be implemented by sending the messages in sequence over a TLS
connection.

4To clarify, these are paths that do not have any nodes in common.
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Figure 2.2: (a) A disjoint multicast from node 0 to nodes 3, 5, and 10. (b) Overview
of the design of the basic crash-tolerant aggregation protocol. In the Shuffle and
Echo phases, only a subset of the message paths are shown, and arrows of the
same color carry the same tuple.

many rounds it should wait before forwarding the message in order to follow

the path 0 has chosen, and sends them out. The node-disjoint property of the

paths means that they are failure-independent, which minimizes the impact of

node failures on this multicast: C failed nodes can prevent at most C recipients

from receiving the message. Figure 2.2a illustrates a node performing a disjoint

multicast to three recipients. Note that even with = as small as 11, : = 3 disjoint

paths can still be found in : + dlog2 =e = 7 rounds.

The combination of these two communications primitives is the tunneled

multicast. In a tunneled multicast, node 0 finds a set of : node-disjoint paths

to its chosen : recipients, as in the regular multicast, but then encrypts each

copy of the message with an encryption onion and puts the instructions for each

intermediate node in that node’s encryption layer, as in tunneled messaging.
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If the sending node wishes to prevent nodes other than the desired recipients

from reading the message, but does not care about remaining anonymous, it can

simply encrypt each copy of the message with the recipient’s public key before

sending it along the path to that recipient. The forwarding instructions are kept

in the clear, so the intermediate nodes do not need to do any work decrypting an

onion layer. We will refer to this variant as an encrypted multicast.

Finally, a node can send a message by flooding in a manner very similar

to a standard epidemic gossip algorithm. To flood a message, node 0 adds a

time-to-live field to the message initialized to dlog2 =e + C, where C is the number

of failures tolerated, and begins sending it to its gossip partners. Upon receipt

of a flood message, a node should decrement the TTL field, and forward the

message to its next gossip partner if the TTL is still positive. Flooded messages

are guaranteed (by the efficiency and uniformity properties) to reach every node

in the network in dlog2 =e + 5 rounds, where 5 is the actual number of failures, so

nodes can stop forwarding a flood message when its TTL reaches 0. Flooding can

be used for broadcasts, or it can be used to send a message to a single recipient in

a highly fault-tolerant manner by encrypting the body of the message with the

recipient’s public key.

To simplify failure detection and speed up our protocol, we require that every

node in the network send a message on every round that the overlay is running.

If a node has no messages to send or forward in that round, it should simply

send an explicitly empty message. This way nodes do not need to wait for the

entire message timeout interval to conclude that their predecessor is not sending

a message.
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Discussion Even if operated in a network smaller than the target sizementioned

above, or with an unusually high rate of failures, our solutions will not fail

catastrophically. The primary risk is of a gradual degradation of guarantees. For

example, if a multicast sender can’t find enough node-disjoint paths along which

to relay data, the algorithm could consider paths that share just a single node

(followed by paths that share two nodes, and so on). Thus we could still run our

protocol, but now some nodes would find themselves in more than one path.

The failure of such a node would disrupt more than one path, and with

enough such failures, data from a healthy node might not be properly relayed.

But notice that this will depend on a very specific set of nodes failing, and only

in certain rounds, and because nodes have no control over their position in the

overlay, the weakness would be very hard to exploit.

In future work we plan to explore this question experimentally, but we believe

that our solution would remain quite useful even in such cases. With a higher

probability of disrupted rounds, the risk is a gradually increasing possibility of

message delivery failure. For the aggregation protocol given below, this would

manifest as queries that fail to produce a result and must be resubmitted, or that

undetectably omit some inputs. In a smart grid or a similar setting, where the

input data itself is of limited quality in any case, such outcomes might well be

acceptable, particularly if the infrastructure owner knows that they are highly

unlikely.
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2.4.3 Basic Crash-Tolerant Aggregation

Using the overlay network we have defined above, we can build an algorithm for

fault-tolerant, anonymous data mining. Assume for the moment that the query is

unfiltered and that client nodes are trusted: theymay fail by crashing, but will not

disclose data to the systemoperator and are permitted to glimpse data contributed

by other client nodes. We will still seek a basic privacy guarantee, namely that

any data originating on some other node is seen only in an anonymous form, and

that no client system can see more than a very small number of these randomly

selected anonymous records.

At a high level, responding to a query with this algorithm involves three

phases: Shuffle, Echo, and Aggregate. In the Shuffle phase, nodes send their

values to a set of proxies who will contribute the values to the query on their

behalf, using onion routing to hide the source of the values. In the Echo phase,

proxies for the same value echo their values to each other to accommodate failures

during shuffle. Finally, in the Aggregate phase, each subset of nodes that contains

a single proxy for each value conducts binary-tree peer-to-peer aggregation; this

phase is the only one that does not use the overlay. The phases of the algorithm

are sketched in Figure 2.2b.

ShufflePhase First, the owner broadcasts its desired query function to all nodes,

using ordinary direct messages on the network. Upon receiving a query, each

node picks C + 1 proxy nodes, choosing one at random from each sequence of =
C+1

consecutive node IDs. Each sequence of =
C+1 IDs forms an aggregation group.5 Then

each node forms a tuple (', E, [?1, ?2, . . . , ?C+1]) where ' is the query number (a

5Nodes could be divided into aggregation groups by any deterministic function; we use
consecutive ID sequences because it is the simplest.
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monotonically increasing value set by the owner when it broadcasts the query),

E is the value it will contribute to the query, and [?1, ?2, . . . , ?C+1] is the list of

proxies. It uses a tunneled multicast to send this tuple to its chosen proxies,

along C + 1 disjoint paths through the overlay. After C + 1 + 2dlog2 =e rounds

of communication, all messages should have reached their destination. If a

node receives a tuple with a query number higher than the one it is currently

processing, it buffers the tuple and waits to receive a query request broadcast

from the owner (assuming that the owner’s message has been delayed longer

than the peer-to-peer message). If it receives a tuple from a past query (a lower

query number), it should discard that tuple.

Echo Phase At the end of the Shuffle phase, each proxy will have approximately

C + 1 tuples containing a value and a list of other proxies. Each tuple indicates a

proxy group that the node belongs to, where a proxy group is simply the set of

nodes that are all proxies for the same value. Within each proxy group, though,

not all nodes may actually have the tuple due to failures along the path from the

origin node. To resolve this problem, each node encrypted-multicasts a copy of

each proxy value it holds to the C other nodes that should proxy the same value.

(Onion encryption is not necessary, since the values are now being sent from a

proxy, not the node that contributed them.) After another C+1+2dlog2 =e rounds

of communication, all echo messages should have reached their destination.

Aggregate Phase This is the only phase in which we do not use our overlay

network for node-to-node communication. Instead, nodes within each aggrega-

tion group (as defined in the setup phase) communicate directly with each other.

Although it would be possible for us to conduct aggregation within the groups
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using only the overlay network, this would re-introduce failures into groups that

contain only healthy nodes (since communications must be routed through the

entire network), and increase the number of messages that must be sent.

Within each aggregation group, nodes use a binary tree to aggregate the

values into a leader, along with a count of the number of participating nodes. A

tree can be induced on the group by a simple ordering of the node IDs, making

the lowest half of the IDs the leaves, and adding rows in ascending order. A

non-leaf node should wait for an incoming message with the current query result,

then combine its values with the intermediate result, increment the participation

count by the number of values it contributed, and send the new query value to its

parent. In order for tree aggregation to produce correct results, query functions

must be associative and commutative. While this does preclude some types of

queries, it is not as restrictive as addition-only queries (which is the restriction

for systems based on homomorphic encryption).

Finally, all C + 1 leaders send their results to the system owner, along with the

count of how many nodes participated. If their values differ, the owner should

accept the result that has the most contributions. In order to accommodate the

case where a leader node has failed, the owner should wait for a fixed timeout

after receiving each result instead of waiting for C + 1 results.

This achieves our first goal: we now have a solution in which a trusted set of

client systems collaboratively compute the result of an unfiltered aggregation

query. Although the client nodes do glimpse a small randomized subset of

anonymous records, this is not a sufficient amount of data to enable any client

node to reconstruct the entire data set, or to attempt a de-anonymization attack

on the system.
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2.5 Extensions to Our Algorithm

The basic version of our protocol presented in Section 2.4 is intended for a system

with a small number of crash failures. It does not work as well when the number

of failures is larger than O(log =), and it is not designed to tolerate Byzantine

failures. In this section we will describe some alternate versions of our algorithm

that can handle these cases. The Byzantine fault-tolerance method injects noise,

and because this noise introduces very strong protection, that version of our

protocol can be used even with filtered queries.

2.5.1 Tolerating High Failure Rates

Sending messages along independent paths through the overlay to avoid faults

minimizes the number of nodes that must relay each message (reducing commu-

nications overhead), but this method becomes inefficient when C is larger than

O(log =) due to the difficulty of finding so many independent paths. Instead,

if the number of failures is expected to be a large percentage of =, the Shuffle

and Echo phases can be replaced with two phases of flooding. In the Scatter

phase, nodes flood C+1 encrypted copies of their values to randomly chosen relay

nodes, and in the Gather phase, the relay nodes flood their encrypted values to

the proxy nodes that can decrypt them.

Scatter Phase First, the owner broadcasts its desired query function to all nodes,

and each node picks a proxy from each of C + 1 aggregation groups, as in the

base protocol. In addition, for each proxy that a sending node has chosen, the

sender picks a “relay” node for that proxy, uniformly at random from the set
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of all nodes not chosen as proxies. The sender creates a copy of its tuple for

each proxy, encrypted with the public key of that proxy. It then floods these

encrypted tuples to their relay nodes, using the single-recipient version of flood

in which the message is encrypted with the recipient’s public key. (This means

each tuple is inside a simple two-layer onion, with the outer layer encrypted for

the relay, and the inner layer encrypted for the proxy). After dlog2 =e + C rounds

of flooding, every message will have reached every node, and nodes can discard

messages they cannot decrypt.

Gather Phase Once the Scatter phase has finished, each relay node begins

flooding all of the tuples it received and decrypted (each relay node will have

approximately C + 1). Since these tuples are already encrypted with the public

keys of the proxy nodes that should receive them, this is equivalent to a single-

recipient flood, but the relay nodes do not need to do any additional encryption.

After another dlog2 =e + C rounds of flooding, every message will have reached

every node, which means all healthy proxy nodes have received all of their proxy

values.

Aggregate Phase Unchanged from the base protocol.

2.5.2 Tolerating Byzantine Failures

In some cases, such as when the system is at risk of viruses infecting some of

the client nodes, it might be necessary to tolerate Byzantine failures rather than

crash failures. We have also developed a Byzantine-fault-tolerant version of

our protocol, which adds an additional setup phase and a Byzantine agreement
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phase in order to protect against malicious nodes. As noted, here we can support

filtered queries as well as unfiltered ones.

Setup Phase First, the owner broadcasts its desired query function to all nodes,

as in the base protocol. Upon receiving a query, each node still chooses one

proxy uniformly at random from each aggregation group, but there are now

2C + 1 aggregation groups (and they are defined as sequences of =
2C+1 consecutive

IDs). Each node forms a tuple (', E, [?1, ?2, . . . , ?2C+1]) as before, except that we

potentially add a noise factor to the data; the noise injection is discussed in detail

in subsection 2.6.6. It blinds the tuple by combining it with a random secret value,

asks the owner to sign the ciphertext, then unblinds the signed tuple, which

produces a cleartext tuple signed by the owner. (This is the blinded signature

scheme first described by Chaum in [35]).

Shuffle Phase This proceeds as in the base protocol, except it takes 2C + 1 +

2dlog2 =e rounds of communication to complete. If a node receives a tuple that

does not have a valid signature from the system owner, it should discard that

tuple.

Byzantine Agreement Phase This replaces the Echo phase from the base

protocol. It is still the case that some nodes within a proxy group for a tuple may

not actually have the tuple, since Byzantine nodes along the path from the origin

node may have refused to relay the message, or Byzantine origin nodes may have

sent a tuple to only some of their proxies. To resolve this problem, nodes within

a proxy group conduct two rounds of multicasts among themselves.
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First, each node in a proxy group that has actually received a tuple signs the

tuple with its private key and encrypted-multicasts it to the other nodes. Once

all messages have been received, each node counts the number of copies of the

tuple it has that are signed with distinct valid signatures. If a node receives C or

fewer distinct signatures for the tuple (including its own), it rejects that value and

does not act as a proxy for it. If a node receives at least C + 1 distinct signatures it

concatenates them all into a single message, signs it, and encrypted-multicasts

this message to all the other nodes. A node that receives such a message accepts

it if it contains at least C signatures that are different from the message’s signature,

and adds the tuples contained to its set of signed tuple copies. Then each node

decides to use a value if and only if it has received at least C + 1 distinct signatures

for it, and deletes the extra copies of the tuple. This is essentially the two-phase

Crusader agreement algorithm described by Dolev in [44], with the simplification

that Byzantine nodes cannot change the values they are multicasting (because

they are signed by the owner), so the decision is only on the presence or absence

of a single possible value.

Aggregate Phase This proceeds as in the base protocol, with the exception that

the count of participating nodes is not needed, because the owner can simply use

the query result that it receives at least C + 1 times. Since at least C + 1 out of 2C + 1

aggregation groups contain only correct nodes, the owner should receive C + 1

identical query results from the leaders of those groups, so a result that appears

at least C + 1 times is correct.
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2.6 Proofs of Correctness

For each version of our algorithm, wewill demonstrate that it satisfies all the goals

we defined in Section 2.2.1. First, we will show that the system owner always

receives an aggregation result that includes all values contributed by honest

nodes. For the versions that tolerate only non-Byzantine faults, this consists of

showing that the owner will receive the correct query result despite C failures.

2.6.1 Basic Version

In the basic version of our protocol, we start by proving that values from non-

failed sources will always reach their non-failed proxies. In the Shuffle phase,

since each source node sends its values along C + 1 node-disjoint paths, at most

C of those paths can contain a failed node (no node appears in more than one

path). This means at least one proxy in each proxy group must have received its

value by the end of the Shuffle phase, since the path from the source to that proxy

contained no failed nodes. Then, in the Echo phase, each node in a proxy group

sends its value to the other nodes along C + 1 node-disjoint paths. Due to the

uniformity property of our overlay graph (gossip partners repeat only once every

= rounds), these are different paths from the paths used in the Shuffle phase,

and hence they will not be affected by the same failures. Since there are only C

total failures, failures can only occur in these paths if they did not occur in the

Shuffle phase. Thus, either a value reaches its proxy during the Shuffle phase, or

it reaches it by a different path in the Echo phase. This means that every proxy

that has not itself failed will have the source’s value by the end of the Echo phase.
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Now we show that there is at least one correct aggregation group. With C + 1

aggregation groups, at least one aggregation group is guaranteed to contain no

failed nodes. Since every source node must have chosen a proxy in that group,

and all source values must have reached their non-failed proxies, that group

contains one copy of every value contributed by a source node. The query result

that the failure-free group returns to the owner will have the maximum possible

count of contributions, so it will always be accepted as the correct answer by the

owner.

2.6.2 High-Failure Version

The high-fault-tolerant version’s correctness stems from the efficiency property

of our overlay, which guarantees that a message from any node can be flooded

to all nodes in dlog2 =e rounds in the absence of failures. Since the number of

nodes “infected” with a flooded message doubles each round, a single failure

can delay the convergence of the flood by at most one round; even if the failure

occurs at the beginning of the flood (the worst case), the sending node will send

the message to a non-failed node in the next round, and effectively start a new

flood with a different tree of nodes one round later. This means that when a

source node starts flooding its encrypted tuple to relay nodes in the Scatter phase,

the encrypted tuple is guaranteed to have reached every non-failed node after

dlog2 =e + C rounds. Similarly, when a relay node starts flooding an encrypted

tuple to proxy nodes in the Gather phase, the message is guaranteed to reach

every non-failed node in dlog2 =e + C rounds. This means that every encrypted

tuple will have reached every non-failed relay by the end of the Scatter phase,
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and all non-failed proxy nodes that had non-failed relay nodes are guaranteed to

have received their tuples by the end of the Gather phase.

It may seem like some cause for concern that both the relay and the proxy for

a value need to be non-failed in order for that value to reach its proxy. However,

note that the relay nodes are chosen to be distinct from the proxies. This means

that each failure can either mean that a proxy failed, or that a relay node failed,

but not both. Thus each failure of a relay or proxy prevents exactly one proxy

from having a sender’s value (either because the proxy itself fails or because the

proxy’s relay fails). Essentially, a relay failure is equivalent to a proxy failure,

and there are at most C of either kind. Since the C failures can prevent at most C

proxies from learning the sender’s value, each sender is guaranteed to have its

value reach at least one non-failed proxy.

The proof that there is at least one correct aggregation group is the same as

with the base protocol. There must be one aggregation group that contains no

failed nodes, and every source has a proxy in that group that is non-failed. This

group will return the correct answer to the owner.

2.6.3 Byzantine-Fault-Tolerant Version

Although Byzantine nodes can exhibit arbitrary behavior, we have constructed

our system such that most actions that do not fit within our protocol will have

no effect on the system. For example, Byzantine nodes cannot successfully

impersonate correct nodes (even if they try) because correct nodes will not accept

a connection without a valid digital signature, and they know the public keys

of all the other nodes. They cannot contribute more than one value (each) to a

38



query, because in the Setup phase the owner will only sign one (blinded) value

from each node per query, and correct nodes will not use a value with the wrong

query number. Also, they cannot send messages to nodes that are not their

prescribed gossip targets, because every node can independently compute the

overlay network function and will reject messages that should not have been

sent in the current round. Since the membership server is reliable, the malicious

nodes also cannot use a Sybil attack [46] to artificially increase the number of

malicious nodes.

As a result, there are only two kinds of malicious behavior that we need to be

concerned with in proving that the algorithm runs correctly: stopping messages

from propagating by dropping them, and sending a message to some nodes

while withholding it from others. The first behavior is covered by our tolerance

of crash failures, while the second is nullified by the Byzantine Agreement phase.

Note that in the Shuffle phase, at least C + 1 proxies are guaranteed to receive

the value sent by a source node, for the same reasons that at least one proxy is

guaranteed to receive the value in the basic protocol.

In the Byzantine Agreement phase, each proxy group can have at most C

Byzantine nodes in it, so it has at least C +1 correct nodes. At the beginning of this

phase, some correct nodes may not have the proxy value due to Byzantine nodes

along the path to a correct node. Furthermore, if the source of the value was a

Byzantine node, it may be the case that only Byzantine nodes have the proxy

value, because the source Byzantine node refused to send it to correct nodes.6

However, the fact that correct nodes only accept values that have been signed by

6Conversely, if the source of the value was not Byzantine, then at least one correct proxy has
the value, which is how we know that any value contributed by an honest node will be included
in the aggregate.
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C + 1 distinct nodes guarantees that any value accepted by a correct node will

also be accepted by every other correct node.

In order for a value to get C+1 signatures, it must have arrived at C+1 different

nodes, and there are only C Byzantine nodes. If a value is accepted in the first

multicast step of this phase, this means it must have been seen by at least one

correct node. Therefore at least one correct node will send the C + 1 signatures to

every other node in the second multicast step, and any correct nodes that receive

this message will also accept the value. Since honest nodes choose disjoint paths

to their destinations for multicasts, Byzantine nodes will only be able to prevent

signatures from reaching honest nodes if they are not in the proxy group – the

disjoint paths can include group members only as endpoints. Each Byzantine

node that blocks a multicast message to one recipient guarantees one additional

honest node in the proxy group, which means one additional unique signature

will be sent to all recipients. Thus no Byzantine node can reduce the number of

distinct signatures received by an honest node by more than 1, so a value seen by

an honest node can always achieve C + 1 signatures at all honest nodes.

Restricting communication in the aggregation phase to only the processes

within an aggregation group has a similar benefit to restricting communication

to the overlay network in previous phases: it limits the nodes that Byzantine

participants can effectively communicate with. The aggregation groups for the

aggregation phase are deterministically defined and public knowledge, so if a

Byzantine node attempts to send messages to nodes outside its group, those

nodes can discard them as easily as they can discard out-of-order gossipmessages.

This means that at most C aggregation groups contain any Byzantine nodes, and

at least C + 1 are composed only of correct nodes.

40



The correct-only groups all start with the same set of values, since by the end

of the Byzantine Agreement phase all correct proxies within each proxy group

have received and accepted the same value. Thus the C + 1 correct-only groups

will all compute the same result. Regardless of what the C aggregation groups with

Byzantine nodes in them compute, the owner will receive C + 1 identical results

from the correct groups, and will accept their value as the answer.

2.6.4 Preventing Data Pollution

For the BFT version of our protocol, it is not sufficient to prove that the owner

receives a query response that includes all contributed values. We must also

consider the possibility that the Byzantine nodes contribute wildly incorrect

data in order to make the query result inaccurate, even though it completes

successfully. Such pollution attacks can have a substantial impact; for example,

in one highly visible event during 2008, Amazon S3 directed all writes to a single

server for a period of nearly 8 hours. The issue was ultimately blamed on a faulty

aggregation participant that kept asserting that the server in question had an

infinite amount of free space [4]. In what ways does our protocol protect against

this attack?

Our first line of defense is to ensure that any single node can only contribute

a single value towards the query. As we mentioned above, this is guaranteed by

the owner’s signature in the Setup phase. Thus a faulty node can only impact the

aggregate by providing a value that is extreme in some sense.

To protect against extreme outliers, we employ a second line of defense. As

we proved in the previous section, the aggregation value ultimately used by the
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owner is computed entirely by correct nodes in subgroups that have only correct

participants, and all of those subgroups employ the same sets of values. Any

Byzantine value is thus included by all, or excluded by all.

This setup makes it easy to eliminate bad data by including a conditional

clause with each query that will only include reasonable values. Since queries

can be any function that is associative and commutative, a conditional clause

that selects only values that fit some statically-defined criteria could easily be

included. For example, based on historical records, a power utility might know

that no matter how extreme the weather, individual household power use will

always be in the range of 0 kW/h to perhaps 2.5 kW/h. It could thus submit a

query that selects only values in this range. If a Byzantine nodewere to then claim

a consumption of -5 kW or 1.2 GW for a four hour period, that value would be

filtered out by honest nodes when they apply the query function in the Aggregate

phase. The Byzantine nodes cannot avoid this filtering, since it will be applied

by all honest nodes computing the query, and at least C + 1 aggregation groups

contain only honest nodes.

2.6.5 Privacy

Now we will show that our algorithm meets our privacy goals of preventing

both the system operator as well as individual client nodes from learning more

than a small number of anonymous individual records. First, it is impossible for

any node to learn the identity of the node that contributed a particular value

during the aggregation process. In the basic and BFT versions of our protocol,

the Shuffle phase effectively anonymizes the senders of the values, in the same
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way that onion routing anonymizes the senders of Internet packets, by hiding

values inside encrypted containers that reveal only one step of the routing path

at a time. Intermediate nodes do not learn the value they are forwarding, and

destination nodes have no way of tracing back the path that led to them. The

minimum length of the onion-routed paths also ensures that destination nodes

cannot guess at the sender of a value based on how quickly it arrived, since all

messages will take a minimum number of rounds to arrive.7 Every node sends

and receives a message in every step of the protocol, hence traffic analysis would

not be fruitful. In the high-failure-rate version of our protocol, the combination

of the Scatter and Gather phases anonymizes the senders, since relay nodes

cannot see the values they are relaying, and by the time any proxy node receives

a value, enough overlay rounds have elapsed that (by the efficiency property of

our overlay network) the value could have originated at any node.

In the non-Byzantine versions of our protocol, nodes will not share data with

each other by deviating from the protocol, and during the Aggregate phase, the

nodes only send intermediate query values, not individual records. Therefore,

each node only learns individual anonymous values when it receives them as

proxy values in the Shuffle or Gather phases. Each node is chosen as a proxy by

C + 1 different origin nodes on average, so in expectation, each node learns C + 1

anonymous values. If these nodes do not communicate to the owner, the owner

itself does not learn any individual values from these versions of the protocol,

because all communications between nodes are encrypted and only the query

result is sent back to the owner. With respect to the client nodes themselves,

an honest but curious client node will glimpse anonymous records, but only a

7Specifically, since all paths are required to be at least dlog2 =e/2 nodes long, and our overlay
guarantees that any node is reachable from any other node in at most dlog2 =e hops, any of =/2
nodes could be a possible origin for a message that arrives in the minimum time.
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small number of them, at the protocol step where blinded data is extracted back

into raw form. As a result, over time, a client node can build up a statistical

picture of the overall database. However, this kind of picture could have been

explicitly computed using an aggregation query that randomly samples data,

hence it reveals nothing that was not already available in the system.

In the BFT version, we must assume that Byzantine nodes may share informa-

tion with each other with out-of-protocol messages. Thus, although the number

of individual records learned by any one node is still limited to the number of

senders that chose it as a proxy (2C+1), the C Byzantine nodes could combine their

records to see an expected total of 2C2 + C anonymous values. Since for the BFT

version of the protocol (as with the base version) we expect C to be bounded by

dlog2 =e, the number of records learned by a Byzantine node is at most O(log2 =).

Without noise injected, this clearly represents a leak, and with sufficient

auxiliary data, the leak could compromise privacy. For example, suppose that

an attempt is being made to spy on a particular home, and the home happens

to have two electric hot water heaters that can both be scheduled to respond

to signals from the smart grid. This could be sufficiently distinctive that any

raw data record that reports a count of two such units is very likely from the

target home, and will very likely be revealed to the intruder. This motivates the

stronger option we now explore, in which our protocol becomes more complex,

but can be fully secured against such attacks.
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2.6.6 Differential Privacy

In the smart metering scenario, the most common form of data aggregation

involves a summation over some set of real numbers: for example, power

consumption over a given short period, or anticipated power need, or the amount

of power that can be scheduled (consumed early, or late, if the utility needs a bit of

help shaping demand to match the available generation capacity). We might have

thousands of consumers, and each successive aggregation query will typically

reflect different data, since the underlying power needs of the household vary

fairly rapidly.

As described earlier, the fundamental anonymity protection in our algorithm

is through a data shuffle phase that anonymizes private (raw) data. When the

aggregated local data is a single number, this data shuffle suffices because—even

if Byzantine nodes share the raw data samples they observe—re-identification of

anonymous samples that are glimpsed just occasionally would, in general, not be

feasible.

However, we might want to support the aggregation of more complex data,

such as high-dimensional vectors. If a single household contributes a long vector

of data, each element of which is somehow specific to that home, it becomesmuch

more likely that the individual record could embody patterns that would enable

compromised nodes to de-anonymize the random sample to which they gain

access: in effect, a more detailed form of raw data might sometimes be attacked

using forms of auxiliary information that could actually be available. We might

also want to support filtered queries, where certain households are included or

excluded based on ID or based on some properties. Such an extension would

be easy to implement: the query for a given iteration of the protocol is already
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disseminated by the owner/operator at the start of that iteration, and could

certainly include a filtering action. Thus all that would be required is to have the

smart devices execute the desired preliminary filtering before contributing their

data. Unfortunately, this would trivially allow the utility to learn the raw data of

any given household in the present setup, by submitting a filtered query that

excludes all but one household.

In this section we sketch our solution to achieve differential privacy that in

turnwouldmake it possible to extend our application scenarios and support high-

dimensional data and filtered queries with privacy protection. The definition

of differential privacy was given in [48]. For some single iteration of querying,

let " be an algorithm producing an answer to a query issued on any possible

database � ∈ D, whereD represents the possible databases that can be created

by prefiltering data in various ways at the start of the round. Then, when

computing a query on �, algorithm " should also introduce random noise,

thereby randomizing its output. That is, for a fixed database �, "(�) will be

a random variable. Let the distance function 3 : D × D ↦→ N be defined as

the number of records in which two given databases differ. Without loss of

generality, we assume that all the databases contain the same number of records

(for example, if the customer’s data is excluded by the filter, a node could simply

contribute default data).

Definition 4. (�-differential privacy) Let " be a randomized mechanism acting on

databases. " is �-differentially private iff for any two fixed databases � and �′

such that 3(�, �′) = 1, and for any output ", we have

%(� |") ≤ %(�′|") · exp(�). (2.2)
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We’ve expressed the traditional definition in a Bayesian style. This definition

is equivalent to the usual definition [48] if the prior distribution over the databases

is uniform (any possible database is equally likely, that is, %(�) = %(�′)).

We focus on the sum query from now on. One possible way to achieve

differential privacy in a database�8 is for" to compute a a noise value calibrated

according to the sensitivity of the query, and then add this value to the query

result [51]. For example, in the case of the sum query, we can return

" = "(�) = . +
=∑
8=1

E8 , (2.3)

where. is an appropriate random variable. A common choice for the distribution

of . when E is one-dimensional is . ∼ Laplace(0, //�), where / is a constant

representing the global sensitivity of the query function [51, 49]:

Definition 5. (Global sensitivity [51]) The global sensitivity / 5 of 5 : D ↦→ R is

given by

/ 5 = max
�,�′: 3(�,�′)=1

| 5 (�) − 5 (�′)| (2.4)

This approach can be generalized to higher dimensional data using appro-

priate vector norms to determine sensitivity and to define the high-dimensional

noise vector . [51].

Turning to our scenario, the obvious possibility is to simply inject noise in

the aggregation output, thereby applying the standard machinery of differential

privacy but performing the action in a decentralized manner, as in [50] or [5].

These approaches involve having each smart device inject noise into its raw data

before ever contributing it within the system, and selecting this noise in a purely

local manner, in such a way that the final aggregated noise will follow the desired

distribution, as a function of some fixed privacy parameters. In a setting where
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the infrastructure is trusted and the operator only sees the query results, such a

solution would suffice.

In our setting, however, Byzantine nodes are able to glimpse a random subset

of anonymous but unencrypted data records, and must be assumed to share

them with the query operator. Thus a level of noise adequate to protect the query

results would not necessarily be sufficient under the same &-differential privacy

requirement: this level of noise does not protect individual data records. The

proxying step, in effect, leaks private information.

One option would be to try to use differential privacy techniques to protect the

individual data contributions themselves, but this proves unsatisfactory. Suppose

that each raw data item has a sufficient level of noise injected at the outset so that

even relaying proxy nodes observe only differentially private information. In this

setup, each item must be considered a query that returns a single record, which

has a sensitivity equal to the value itself (calculated in the same way as that of

the sum query). Hence each node is required to inject noise of the same order of

magnitude as the value it intends to contribute. Naively summing such values

results in an overall noise with a variance of size $(=), which is so high as to

make the query result useless.

Fortunately, the regular structure of our overlay network offers a simple

remedy. Suppose that we pair nodes in the following manner: in overlay round A,

each node 0 communicates to some node 1. If we consider the pairing (0, 1), we

obtain a set of node-pairs that changes with each round. Each node will appear

in two such pairs: once as the sender, and once as the receiver.
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Next, notice that because we assume a PKI, the Diffie-Hellman protocol

enables us to construct a shared secret for each such pair, without requiring

further communication: each node knows the public key of the other as well as

its own private key, and this suffices to parameterize the Diffie-Hellman method

without further exchange of information. It follows that every matched pair (0, 1)

knows the matching for round A and also has access to a shared secret that can be

used when this matching arises. The same pairing will repeat every = rounds,

and we do not wish to reuse identical random noise values, so we use the shared

secret as the seed for a random sequence.

Accordingly, when a run of the query protocol starts, any node 8 can determine

its two counterparts for the current round of the overlay: one to which 8 sends,

and one from which 8 receives. We can use the shared secrets to select two

pseudo-random noise values, such that both members of each pair select the

same noise value for that same query. The distribution of this noise value must

be tuned to provide differential privacy for an individual record, as described

above. In a pair (0, 1), the “sender” node, 0, should add this random noise to

the raw data contributed by 0 for this query. Simultaneously, the receiver, 1,

should subtract that same noise value but from the raw data that 1 will contribute.

(Figure 2.3 illustrates the association between node pairs and noise values). Since

each node is a member of two pairs, each node thus modifies its raw data by

adding one noise value, and subtracting another, and no other node has access to

both secrets. However, when we aggregate these values to compute the sum, all

or most of the noise (depending on failures) will cancel out.

Accordingly, we obtain our desired solution by combining the two methods.

First, the paired-noise scheme is used to hide the raw data from our Byzantine
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Figure 2.3: Example of the paired noise generation scheme. If a query starts
on round A when node 1 has predecessor 0 and successor 2, it will add a noise
value that it shares with 2 and subtract a noise value that it shares with 0 before
contributing its data to the query.

nodes. Next, we also have our aggregation nodes add additional (unpaired) noise

to the aggregated output data value, proportional to the sensitivity of the overall

query. Now the paired noise cancels, but the additional noise is still included

into the aggregate. This additional noise enables us to assert that the query result

will be differentially private.

With this change, any anonymous random sample constructed by the com-

promised Byzantine nodes contains heavily noised values. Lacking any way

to know the level of noise that was injected, or any way to match the pairs of

values, forwarding nodes have no possibility of de-noising the raw data. This

is true even though the matching is public, and even if the nodes sending to

and receiving from some particular node 8 were both Byzantine and reveal the

amount of noise that they injected: a compromised proxy node would know that

there exists a record that originated with some particular smart meter containing

this specific level of noise, but would have no basis for identifying that record
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during the forwarding step. Thus, our scheme does not leak any private data

through actions or data available to compromised nodes.

Crash failures complicate the picture by allowing the aggregated noise to

depart from the analytic goals: although compromised nodes cannot force the

exclusion of data, if non-compromised nodes fail by crashing, we might now

include noised inputs that won’t have compensating negative noise inputs. For

example, if node 0 crashes during a query that starts on round A, then there

will be two uncompensated noise contributions: one (a positive contribution)

from the node that sent to 0 in round A, and one (negative) from the node to

which 0 was scheduled to send in round A. However, notice that because these

noise values were independently drawn from the same distribution, and one was

added but the other subtracted, their expected sum is 0. Moreover, the variance

of the uncompensated noise can be shown to be proportional to the node failure

probability, which is expected to be low in most applications. If the infrastructure

operator dynamically adapts the overlay to eject faulty nodes (and later to readmit

them once they are repaired or connectivity is reestablished), the duration of

such effects could also be limited. Thus we believe the issue would not be an

obstacle to practical use of our technique, and it does not give compromised

nodes any opportunity for disruptive behavior beyond the potential that already

was present.
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2.7 Evaluation

To evaluate how well our protocol works, we will theoretically analyze some of

its performance properties, then describe our implementation and experimental

tests.

2.7.1 Overheads

All versions of our protocol introduce some amount of communication overhead

in order to tolerate faults. However, our protocol is still efficient, scaling only

with the logarithm of the size of the network. For the basic version, there are

2C + 2dlog2 =e + 2 rounds of communication on the overlay network: the Shuffle

phase takes C + dlog2 =e + 1 rounds of communication, since a tunneled multicast

to : nodes takes : + dlog2 =e rounds and : = C + 1, and the Echo phase takes

another C + dlog2 =e + 1 rounds for a disjoint multicast. The Aggregate phase

can be considered one additional round of communication per node, since each

node needs to send only one message in this phase, so there are 2C + 2dlog2 =e + 3

rounds of communication. Since C is at most dlog2 =e for the basic version of

the protocol, this means the protocol will finish in at most 4dlog2 =e + 3 rounds

of communication, which is O(log =). We believe this to be practical, and also

to represent a tight lower bound: one cannot aggregate data from = sources in

fewer than O(log =) steps using a peer-to-peer protocol.

The BFT version also scales logarithmically. There are 6C+3dlog2 =e+3 rounds

of communication on the overlay network: the Shuffle phase is one tunneled

multicast, and the Byzantine Agreement phase is two disjoint multicasts, but now
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: = 2C + 1. Each node completes a round of communication with the owner in

the Setup phase, and one additional round in the Aggregate phase, so there are

6C + 3dlog2 =e + 5 messages. Since C is at most dlog2 =e for the BFT protocol, this

means the protocol will finish in at most 9dlog2 =e + 7 rounds, which is O(log =).

The high-failure-rate version of the protocol has a higher communication

overhead in order to accommodate more than dlog2 =e failures. There are

2C + 2dlog2 =e rounds of communication on the overlay network (C + dlog2 =e

for each of the first two phases), plus one round for the Aggregate phase, so

the protocol takes a total of of 2C + 2dlog2 =e + 1 rounds. However, this value

cannot be bounded by O(log =) since C > dlog2 =e. Also, note that the number

of messages sent per round in this protocol is much larger than the number of

messages per round sent in the other versions. In the other versions, each node

will be used in on average C + 1 or 2C + 1 different disjoint paths, so on any one

overlay round a node will need to send at most C + 1 or 2C + 1 messages (each

containing an encrypted proxy value). In this version, since all nodes flood their

encrypted tuples through the entire network, on a given overlay round a node

may need to forward up to = · C messages.

Our protocol also has low computational overhead. The only cryptography

involved is digital signatures, public-key encryption, and the symmetric encryp-

tion used in TLS connections. In all versions, for most of the protocol each node

only needs to compute a single public-key encryption per round (to set up a

TLS connection with its target). The Shuffle and Byzantine Agreement phases

are the most expensive. In the shuffle phase each sending node must compute

O(log =) public-key encryptions per destination node in order to construct the

encrypted onions for paths whose lengths range from log2 =/2 to dlog2 =e, which
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is O(log2 =) total encryptions per node. The BFT version of the protocol has an

additional expense in the Byzantine Agreement phase. First, each node needs to

sign each proxy value it has received; since each node will receive on average

2C + 1 proxy values, this is O(log =) signatures per node. Then each node must

compute O(log =) public-key encryptions per value that it multicasts, in order to

encrypt the message with the target’s public key. Since each node participates in

on average 2C + 1 proxy groups, and there are two multicasts per group, this is

O(log2 =) total encryptions per node (in addition to the encryptions performed

in the Shuffle phase).

2.7.2 System Size

We should take a moment to note that our assumption in Section 2.4.1 that the

network size = was a prime with primitive root 2 is practical. Artin’s primitive

root conjecture [93] asserts that, asymptotically, the density of primes having

primitive root 2 converges to a constant, known as Artin’s constant, whose value

is roughly 0.374. The conjecture is true assuming the Generalized Riemann

Hypothesis, as was shown by Hooley [64] in 1967. We verified experimentally

that suitable values of = are sufficiently dense, which makes it easy to find one

that is very close to the actual network size.

Specifically, we computed all the suitable sizes up to 20,000,000, and found

475,333 of them, which is indeed about 37% of the prime numbers in the same

range as predicted by theory. Figure 2.4 shows the histogram of the gaps between

consecutive suitable sizes. Similarly to the distribution of gaps between primes,

this distribution is approximately exponential. More importantly, we can observe
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Figure 2.4: Histogram of the distances between a suitable prime and the next
suitable prime, based on network sizes up to 20,000,000.

that any actual size can be approximated with a very high precision, and the

relative precision actually increases with size. The unused node IDs that result

from “rounding up” = to the nearest suitable prime can either be doubly assigned

(giving a few nodes a second ID) or treated as failed nodes if there are much

fewer than C of them.

2.7.3 Experiments

Our protocol is designed for networks of embedded devices such as smart meters,

and we did not have access to sufficient numbers of such devices to test the

protocol on real hardware. However, we created a detailed software simulation of

the smart grid in which to test our algorithm. Our simulation uses a probabilistic

model of electricity consumption, based on the one developed by Paatero and

Lund in [98], to generate a realistic electrical load at each of = simulated homes.

Each home has an associated “meter” that continuously records the electricity

being consumed and can communicate with any other meter by sending a
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Figure 2.5: Data collected by the utility, running queries using our system. Red
bars are reported non-shiftable load, while blue bars are reported load from
devices with DSM potential (i.e. heating and cooling systems). The black line is
the actual consumption recorded by the meters locally.

message through a simulated utility network. The simulated network chooses

latency delays between 2 and 10 ms for each message (using a normal distribution

with a mean of 4, plus a fixed constant of 2), which we believe represents the

latency to be expected from a dedicated network connecting meters in a small

local area. The simulation is event-driven to model an asynchronous system

in which each meter reacts independently to the event of receiving a network

message. Failures are modeled by choosing a fixed set of meters to fail at the

beginning of a query, and preventing them from sending or receiving messages

for the duration of the query. For the variants that expect only crash failures (not

Byzantine failures), non-failed meters can detect that a meter has failed when

they attempt to send a message to it, since a non-malicious meter that has crashed

will also fail to respond to TCP connection requests.
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Paatero and Lund’s model does not include home heating or cooling appli-

ances, but these represent the largest source of electrical load in most households

and present the best opportunity for demand-side load management via pro-

grammable thermostats. Therefore, we added central air conditioners, window

air conditioners, and furnace fans to the model as possible devices that could

generate load at a home. We used data from the American Housing Survey

[121] for the penetration rate (frequency of occurrence) of air conditioners and

furnaces, and information from several online datasheets (e.g. [24] and [83]) for

the per-cycle energy consumption of these devices.

We implemented the basic version of our protocol in this simulation and ran

an experiment in which the utility sent a query to the meters every half-hour

asking for two sum values: the total energy consumption in kilowatt-hours since

the previous query, and the total energy consumed by demand-side manageable

devices since the previous query (representing load that is available for shifting).

Figure 2.5 shows the data that the simulated utility collected from our system

over 24 hours, when running with 1019 simulated meters, and compares the

query results with the true sum of energy consumption recorded at meters locally

(obtained by inspecting the global simulation state).

In addition, we used our simulation to measure the time and bandwidth

costs associated with running our protocol. First, we measured the amount of

time it took for a single query to complete as the size of the system scaled up,

using the simulator’s internal clock. In order to more accurately model the time

it would take to complete a query, we simulated the overhead of cryptography

computations at each node in addition to the delays caused by network latency,

using benchmarks measured on OpenSSL to determine the amount of time
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each RSA encryption, decryption, and signature would take. Figure 2.6 shows

the delay experienced by the system owner between broadcasting a query and

receiving a reliable result from the nodes, in simulated milliseconds, for the basic

and BFT variants of our protocol. For each system size =, C is set to dlog2 =e, the

largest feasible value for these variants, and we ran the experiment once with

no failures and once with C failures. This experiment shows that queries can be

completed in a few seconds even for large networks of devices. Failures, and

their associated timeouts, impact the running time of the query much more than

an increase in the system size.

Second, we measured the approximate amount of data that each node would

need to send over the network as the size of the system scaled up. We did this by

assuming that each encrypted value-tuple object had a size of 1kb, and counting

the number of such messages that each meter sent during the execution of a

single query. Figure 2.7 shows the average total data sent per smart meter during

a query execution for the basic and BFT protocols, again using C = dlog2 =e. Note

that failures do not significantly affect the amount of data sent; in fact, they

slightly decrease it, since in our model failed nodes do not contribute any tuples

to the aggregate (they fail at the beginning of the query). As the figure shows,

even with a large system and the redundancy necessary for Byzantine fault

tolerance, each node needs to send only a few megabytes of data. The amount of

data sent scales with C, and since C = dlog2 =e it increases only logarithmically.

We also implemented the highly crash tolerant version of our protocol in our

simulation, and ran similar experiments on it, with C = 0.1=. These experiments

are still in progress, but preliminary results show that it is similar to the BFT
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Figure 2.6: Time for a single query to complete, in simulated milliseconds, for
the basic protocol (left) and the BFT variant (right)
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Figure 2.7: Average data sent per smart meter for a single query, assuming each
simulated message is 1kb, for the basic protocol (left) and the BFT variant (right)

protocol in terms of speed: with 797 meters, a query completes in 1.3 s with no

failures, and 8.1 s with 10% failures.

Finally, to test our overlay’s usefulness for general peer-to-peer applications,

we implemented an asynchronous version of the overlay network in PeerSim [92],

and used it to run a basic epidemic gossip algorithm, in which a source node

tries to spread its value to all the nodes in the network. We then measured the

number of rounds of communication it took for a value to propagate to all nodes

with different levels of random node failures, and compared this convergence

rate to an epidemic of the same size using a standard random gossip protocol.

Figure 2.8 shows that node failures delay convergence by only a few rounds, as
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Figure 2.8: Comparison of our overlay with random push gossip with several
node failure probabilities.

predicted by the properties of our overlay. In fact, even with 50% node failures

our overlay converges reasonably quickly, and significantly faster than random

gossip. This is because our overlay graph has a high degree of connectedness,

which provides multiple redundant paths by which data can reach each node

and results in many different opportunities for a node to learn about data that it

previously missed due to a failure.

2.8 Other Uses of the Overlay

Besides its uses in our aggregation protocol, the deterministic peer-to-peer overlay

network we described in Section 2.4.1 is very general-purpose. It provides many

of the same features as a gossip system, while providing better tolerance of

both crash and Byzantine failures. In fact, it is more efficient at broadcasting

messages through a network than random gossip, because its derandomized
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partner selection mechanism means that nodes always gossip with the optimal

peer for spreading data to “uninfected” nodes.

As our tests in Section 2.7.3 showed, our overlay is highly resilient to crash

failures. In addition, it is muchmore resistant to Byzantine behavior than random

peer-to-peer communications. In a random gossip system, Byzantine nodes can

send bogus gossip messages at a rapid rate to any or all of the other nodes, which

must accept and process them since honest nodes have no way of determining

whether their peers’ choices are truly random. This allows malicious nodes

to target a single victim node for a denial of service attack by flooding it with

messages, or introduce as much invalid data as they want with no limitations

on the number of times they contribute relative to honest nodes. By contrast, all

nodes in our system can independently and efficiently compute the peer-selection

function, so every node knows exactly which node it should be receiving a

message from in a given communications round. Honest nodes can thus quickly

reject too-frequent or out-of-order messages, and Byzantine nodes are limited to

participating only within the framework of the correctly functioning overlay.

There are many existing distributed systems applications that use peer-to-peer

communications to spread data around a network, which could benefit from

being adapted to use our overlay. For example, Astrolabe [123] is a lightweight

data storage system that uses gossip to keep records up to date, Fireflies [70] is

a network monitoring and intrusion detection system that uses regular peer-to-

peer exchanges to monitor node health, and T-Man [67] is an overlay topology

management system that itself uses gossip to set up other overlays. Our overlay

would not only make these systems more robust, it would make them faster,

because it guarantees that their gossip phases complete in exactly dlog2 =e rounds.
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On amore basic level, several peer-to-peer distributed computation algorithms

have been proposed that are gossip-like but spread computations instead of

data around a network. These include gossip-based aggregation [73], which is a

simple distributed aggregation scheme, distributed peer-to-peer learning [96],

which performs stochastic gradient descent based on random walks through

an overlay network, and chaotic matrix iterations [66], which builds a machine

learning model by repeatedly passing it between members of a peer-to-peer

network. Such algorithms could be made more Byzantine-fault-tolerant by using

our derandomized peer-to-peer network instead of random peer selection. In

addition, they can be made more accurate, because our network removes the

possibility of sampling bias that would be caused by random gossip choosing to

include some nodes multiple times and skip others completely.

2.9 Conclusion

In this chapter we have addressed the problem of securely and privately comput-

ing aggregate queries over data stored in a distributed system. The approach is

unusual in that we completely eliminate the need for a trusted third party data

warehouse. Instead, we treat the collection of devices as a virtual data warehouse,

and they execute the query through a distributed, collaborative protocol. The

solution is scalable, quite robust, and very inexpensive. As such, we believe it

offers a practical alternative for systems with clients that are too weak to use

expensive cryptography, and yet where it is important to minimize disclosure of

private data.
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Compared to existing data-aggregation schemes that rely on cryptography,

the primary tradeoff of our system is that it requires additional communica-

tion overhead in exchange for lower computational demands. Homomorphic-

encryption-based aggregation schemes send the encrypted data directly from the

clients to the data analyst, while our system requires clients to relay their data

through several other nodes before sending it to the analyst in order to provide

privacy. In a setting where network bandwidth is readily available but processing

power is not, we believe our system is the appropriate choice.

We actually offer three variants on our protocol. The first is optimized for

speed, and can tolerate crash failures; it is provably private so long as the smart

meters can be trusted, and if the class of queries doesn’t include any that filter

input data by deciding node by node whether or not to include data for particular

devices. A second much more general version of our protocol can support

filtered queries and is also Byzantine fault-tolerant. Moreover, this version

achieves differential privacy for sums and other aggregates where fractional

noise can be injected into the raw data in such a way that it will aggregate to

achieve a target noise level corresponding to an appropriate noise distribution.

However, the extra protection costs us performance, and the results of the queries

contain noise (noise injection is required in the differential privacy model). Other

configurations are also possible; most interesting of these is one that might slowly

leak a randomized anonymous sample from the underlying raw data, but gives

exact answers to unfiltered queries even with Byzantine attackers.

We envision our methods being used in systems operated by an honest but

curious entity such as an electric power distributor, who carries out a computation

that employs aggregated data or other information collected at large scale to
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perform a desirable function, such as optimizing power delivery. The user

would choose the lowest-overhead version of our system that meets their privacy

and fault-tolerance needs. For example, utility companies will have regulatory

and corporate-policy requirements for safeguarding user privacy (which dictate

whether differential privacy is necessary), and may also have dependability and

accuracy requirements (which dictate the level of fault-tolerance necessary); they

will choose the most efficient algorithm that can meet these requirements.

In large systems such as the smart grid where data privacy is a concern, the

lack of a practical and scalable method for aggregating data while preserving

privacy has prevented the implementation of many useful data mining features.

We hope that our solution will enable progress, and that it might also prove

useful in other kinds of large-scale systems where it is necessary to aggregate

and analyze private data safely.
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CHAPTER 3

DERECHO: FAST STATE MACHINE REPLICATION FOR CLOUD

SERVICES

The material presented in this chapter was originally published in [69].

3.1 Introduction

There is a pervasive need for cloud-hosted services that guarantee rapid response

based on the most up-to-date information, scale well, and support high event

rates. Yet today’s cloud infrastructure focuses primarily on caching with limited

consistency guarantees [26, 105]. A consequence is that if data were captured

from IoT source such as cameras and videos, and immediately processed at the

edge, errors could occur. Instead, incoming data is typically stored into a global

file system and processed later in batches, consuming significant resources and

introducing long delays.

A Derecho is an intense storm characterized by powerful straight-line winds

that overwhelm any obstacle. Our work views data replication similarly: Derecho

movesdata over non-stoppipelines, then superimposes a statemachine replication

model [109] on these flows using out-of-band logic. At each step, the developer

can customize event handling, leveraging consistent replicated state. Examples

include data compression, discarding uninteresting data, extracting higher level

knowledge from sensor inputs, initiating urgent responses, and so forth.

State machine replication can be implemented in many ways. Derecho uses

virtual synchrony [22] for dynamic membership tracking. The update path

uses a version of Paxos [76], and is independent of the path used for queries,
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which exploits a new form of temporally-accurate, strongly-consistent, snapshot

isolation. Unlike classic snapshot isolation, which in fact weakens consistency,

this new approach runs queries on a strongly consistent snapshot, which is

additionally deterministic (the same indexing operation will always return the

same result) and temporally accurate (up to clock synchronization limits). Full

details can be found in [115].

Many cloud computing architects have been critical of strongly consistent

replication [26], citing concerns about speed and scalability. In prior solutions

such issues can often be tracked to pauses associated with two-phase commit

or similar interactive data exchanges. While the leader is waiting, backlogs

form and this triggers congestion control. A central innovation in Derecho is

that our protocols exchange protocol-control information through a lock-free

distributed shared memory that we call a shared-state table (SST). All protocol

participants learn of progress directly from their peers through updates to the

SST. A form of monotonic deduction allows them to independently deduce when

batches of messages are safe to deliver and in what order. Thus data is moved

in non-blocking, high-rate flows; control information is exchanged through

non-blocking one-way flows; and the update and query paths are separated so

that neither blocks the other.

The developers of the Bloom streaming database system noted that distributed

systems can preserve consistency and execute asynchronously until an event

occurs that requires consensus. Consensus however cannot be implemented

without blocking [36]. This insight carries over to state machine replication.

Classical Paxos protocols run a two-stage protocol in which each stage uses a

form of two-phase commit on every update, whereas Derecho’s non-blocking
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pipelined protocols leverage the full throughput of the network, discovering

this same commit point asynchronously and in receiver-defined batches. Doing

so allows Derecho to avoid pausing on each update. Derecho is still forced to

pause when reconfiguring: virtual synchrony membership agreement requires

a two-phase majority information exchange to ensure that logical partitions

(split-brain behavior) cannot arise. But the delay is brief: typically, less than

200ms.

For example, when running over TCP on 100G Ethernet, Derecho is at least

100x faster than today’s most widely-used Paxos libraries and systems, and it can

support system scales and data sizes that trigger collapse in prior solutions. If

available, RDMA permits an additional 4x performance improvement, sharply

reduces latencies, and offloads somuchwork to theNIC that CPU overheads drop

to near zero. On a machine where the C++ memcpy primitive runs at 3.75GB/s for

non-cached data objects, Derecho over 100Gbps RDMA can make 2 replicas at

16GB/s and 16 replicas at 10GB/s: far faster than making even a single local copy.

The slowdown is sublinear as a function of scale: with 128 replicas, Derecho is

still running at more than 5GB/s. Moreover, the rate of slowdown as a function

of scale is logarithmic, hence very large deployments continue to give high

performance. Latencies from when an update is requested to when it completes

can be as low as 1.5�s, and recipients receive them simultaneously, minimizing

skew for parallel tasks. When persisting data to SSD, the replication layer is so

much faster than the NVM write speed that we can peg the full speed of the

storage unit, with no loss of performance even when making large numbers of

persisted copies.
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This new point in the cloud-performance space enables new options for cloud

infrastructure design. First, by offering consistency at high speed in the edge, it

becomes reasonable to talk about taking immediate action when critical events

occur, or using the edge as an intelligent data filtering layer that can draw on the

most current knowledge possessed by the cloud for decision-making. Second,

simply because it can make remote copies so quickly, Derecho enables a kind of

parallelism that would traditionally have been impossible.

The remainder of the chapter is organized as follows. Section 3.2 focuses on

the application model, the Derecho API and the corresponding functionality.

Section 3.3 discusses the system architecture, protocols and implementation

details. Section 3.4 focuses on Derecho’s performance, but also includes side-by-

side comparisons with LibPaxos, Zookeeper and APUS. Section 3.5 reviews prior

work. Additional details are available in the Appendix: Appendix A.1 shows

pseudo-code for some key protocol steps, and Appendix A.2 presents the full

protocol suite in detail. Appendix A.3 discusses the conditions under which

Derecho is able to make progress, comparing these with the conditions under

which classic Paxos can make progress.

3.2 Application Model and Assumptions Made

3.2.1 Use Cases

We target systems hosted in a single cloud-based data center, composed of

some set of microservices (�-services) each implemented by a pool of processes

(Figure 3.1). Today, such services generally interact with external clients via
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Figure 3.1: Derecho applications are structured into subsystems. Here we see
16 processes organized as 4 subsystems, 3 of which are sharded: the cache, its
notification layer, and the back-end. A process can send 1-to-1 requests to any
other process. State machine replication (atomic multicast) is used to update
data held within shards or subgroups. Persisted data can also be accessed via the
file system, hence a Derecho service can easily be integrated into existing cloud
computing infrastructures.

RESTful RPC, but use message queuing (rendezvous or pub-sub) for internal

communication. This architecture is widely popular both in the cloud edge and

in back-end layers, and is seen in platforms such as the Apache infrastructure,

Spark/Hadoop, Amazon AWS, Azure, Google Cloud, and IBM WebSphere.

Key-value sharding permits scalability.

Derecho could be used to create a new generation of faster, more scalable

�-services offering standard APIs but running at higher speeds. Obvious candi-

dates include configuration management (Zookeeper), pub-sub message queuing

(Kafka, SQS), file storage (HDFS, Ceph), tabular data storage (BigTable), dis-

tributed shared memory, etc. We intend to explore these possibilities, since the

mix of better performance with stronger consistency, all packaged for backward

compatibility, would appeal to a large existing community. On the other hand,

existing applications evolved in a setting lacking ultra-fast consistent data repli-

cation, hence simply porting the underlying infrastructure to run over Derecho

would make limited use of the system’s power.
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We conjecture that the most exciting possibilities will involve time-critical

applications arising in the IoT domain: services to support smart homes or power

grids, smart highways, self-driving cars, etc. Here application developers could

work directly with our library to perform machine learning tasks close to sensors

and actuators, for example to filter uninteresting images while tagging important

ones for urgent action. These are examples in which the standard cloud edge is

unable to provide the needed mix of consistency and real-time responsiveness,

hence Derecho would enable genuinely new functionality.

3.2.2 Process Groups

Derecho adopts a process group computing style that was popular for several

decades starting in the 1980’s. Process group software libraries fell into disuse

as cloud computing emerged, reflecting perceived scalability and performance

issues, limitations that Derecho overcomes. Process groups are dynamic, with

members joining and leaving while the application is active. In accordance with

the virtual synchrony model, membership evolves through a single sequence

of views, with no partitioning [19]. The system-managed view can easily be

augmented with parameters or other forms of application-defined metadata.

3.2.3 Programming Model

Our programming model assumes that a single service (a single “top-level

group”) will consist of a collection of identical application processes. A top-level

group might be large (hundreds or thousands of members), but would often be
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structured into a set of subsystems with distinct roles, as seen in Figure 1. In this

example, the �-services include a load balancer, a sharded cache layer, a sharded

back-end data store, and a pattern of shard-like subgroups used by the back end

to perform cache invalidations or updates. Each �-service is implemented by

an elastic pool of application instances. Notice that some �-services consist of

just a single (perhaps large) subgroup while others are sharded, and that shards

typically contain 2 or 3 members. Overlap is not permitted between the shards of

any single subgroup, but by creating two subgroups with the same membership,

it is easy to implement overlapped shards.

The capabilities of a�-service aredefinedbyaC++class of typereplicated<T>.

Each application instance runs identical source code, hence possesses all such

definitions. However, an application instance instantiates only objects associated

with roles it actually plays. A mapping function is used to compute this role

assignment: each time a new view of the top-level group is installed, it maps the

membership to a set of subgroups. If a subgroup is sharded, the mapper addi-

tionally lays the shards out in accordance with user preferences for replication

level.

Non-members interact with a subgroup or a shard by invoking point-to-

point handlers, using a handle object to obtain type signatures for the available

operations. At present, this option is available only for members of the top-

level group, but we plan to extend the system so that external processes with

compatible memory layouts could use the API as well, permitting them to benefit

from our strongly typed RDMA operations. Of course, external processes can

also use standard RPC mechanisms such as REST, WCF, JNI, the OMG IDE, etc.,

but such tools often have heavy marshalling and copying overheads.
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Q
Service was not running. P awaits 
an adequate set of participants 
(here, 2 suffice) repairs persistent 
data, and restarts the system.

Service was active, S joins.  State 
transfer used to initialize data.

P

Q
P

Figure 3.2: When launched, a process linked to the Derecho library configures
its Derecho instance and then starts the system. On the top, processes P and Q
restart a service from scratch, reloading persisted state; below, process S joins a
service that was already running with members {P,Q,R}. As the lowest-ranked
process, P “leads” during these membership reconfigurations; were P to fail, Q
would take over, and so forth. Under the surface, the membership management
protocol itself is also a version of Paxos.

Members hold replicated state, and can access it directly: data is fully

replicated, and all have identical content, which can be read without locks.

Members can also initiate updates through a multicast called ordered_send that

can be configured to behave as a what we call an “unreliable mode” 1-to-many

data transfer (lowest cost, but very weak semantics), an atomic multicast, or a

durable Paxos update. Figures 3.3–3.6 illustrate a few of the communication

patterns that a subgroup or shard might employ.

3.2.4 Restarts and Failures

When a group is initially started or a new member is added to an already-active

system, Derecho orchestrates the loading of persisted state, repairs logs that

contain uncommitted versions or omit committed ones, coordinates state-transfer

to the joining process, and so forth (see Figure 3.2). As a consequence, whenever

a group becomes active, every shard will be adequately populated, all data will

be replicated to the desired degree, and every replica will be in the identical state.
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Figure 3.3: Multicasts occurwithin sub-
groups or shards and can only be initi-
ated by members. External clients in-
teract with members via P2P requests.

Figure 3.4: If a failure occurs, cleanup
occurs before the new view is in-
stalled. Derecho supports several de-
livery modes; each has its own cleanup
policy.

Figure 3.5: A multicast initiated within
a single subgroup or shard can return
results. Here, the handler would run
on the most current version.

Figure 3.6: Read-only queries can also
occur via P2P requests that access
multiple subgroups or shards. Dere-
cho’s temporal indexing is lock-free,
yet strongly consistent: a new form of
temporal snapshot isolation.

Derecho can tolerate two forms of failure: benign crash failures and network

partitioning (see Appendix C for more details). We believe that such failures

will occur relatively infrequently for even moderately large data center services

(ones with thousands of processes). At Google, Jeff Dean measured reliability

for several such services, and found that disruptive failures or reconfigurations

occurred once per 8 hours on average [111]. In contrast, Derecho needs just a few

hundred milliseconds to recover from failure.

The transports over which Derecho runs all deal with packet loss1, hence

Derecho itself never retransmits. Instead, unrecoverable packet loss results in a

1RDMA requires a nearly perfect network, but does have a very primitive packet retransmission
capability.
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failure detection even if both endpoints are healthy. The communication layer

notifies Derecho, which initiates reconfiguration to drop the failed endpoint.

A network failure that partitions a group would manifest as a flurry of

“process failure” events reported on both “sides” of the failed link. However,

just one side could include a majority of the current view. Accordingly, virtual

synchrony requires that any service that loses access to a majority shut down.

This is in contrast with what Eric Brewer put forward as the CAP methodology,

in which consistency is weakened to permit availability even during partitioning

failures [26, 59]. In effect, Derecho favors consistency over availability: the

minority halts so that the majority can safely continue2.

Even if the top-level group never partitions, all the members of a shard could

fail. In Derecho, the mapping function treats such a state as inadequate and

forces the application to wait until more processes recover and all shards can

be instantiated. Indeed, Derecho pauses even if some durable shard simply has

fewer than its minimum number of members: here, if we allowed updates we

might violate the developer’s desired degree of replication.

Accordingly, after a failure Derecho waits for an adequate next view: one

that includes a majority of members of the prior view, and in which all durable

shards have a full complement of members. If needed, Derecho then copies state

to joining members, and only then does the system permit normal activity to

resume.
2Derecho targets data center use cases. In a WAN partitioning is more frequent and this tactic

would not be appropriate.

74



3.2.5 The replicated<T> Class

Each Derecho application consists a set of classes of type replicated<T>. The

developer can specify the operations and replicated state that the class will

support. Event handlers are polymorphic methods tagged to indicate whether

they will be invoked by point to point calls or multicast. The constructor of

replicated<T> configures the group to select the desired semantics for updates:

unreliable mode multicast, atomic multicast or durable Paxos.

Derecho groups know their own membership. An application process that

does not belong to a subgroup or shard would select a proxy, often the 0-ranked

member. Then it can issue a point-to-point request. In these examples, who

designates the desired proxy:

1 ExternalCaller<MemCacheD>& cache = g.get_nonmember_subgroup<MemCacheD>(k);

1 auto outcome = cache.p2p_send<RPC_NAME(request_put)>(who, "John Smith", 22.7);

1 auto result = cache.p2p_query<RPC_NAME(get)>(who, "Holly Hunter");

Themulticast and Paxos options are limited to communication from amember

of a subgroup or shard to the other members:

1 replicated<MemCacheD>& cache = g.get_subgroup<MemCacheD>(k);
2 auto outcome = cache.ordered_send<RPC_NAME(put)>("John Smith", 22.7);

Here, ordered_send was used: a 1-to-N multicast. Failures that disrupt an

ordered_send are masked: the protocol cleans up, then reissues requests as

necessary in the next adequate membership view, preserving sender ordering.
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The outcome object tracks the status of the request, indicating when the operation

has completed. If the method returns results, the outcome object can also be used

to iterate over responses as they arrive

3.2.6 Versioned Data and Persistent Logs

Derecho services are fault-tolerant and parallel by virtue of using state machine

replication. But where does the data live? One option is to simply declare some

variables within the class, and to register them for state transfer: when a process

joins an active group the variable will be included in the initialization state of

the joining member. Here, it suffices to perform updates using ordered_send.

Members will perform updates in the same order, and if any performs an update,

every non-failed members will do so.

In some applications it is more natural to save state in a log. A log could

implement a versioned variable (in which each update yields a new version),

function as the block store for a versioned file system, or even “Parliamentary

decrees” as in Lamport’s original Paxos scenario. In support of these cases, we

offer an atomic log append.

Derecho performs atomic appends in two steps. On arrival of the update, as

an atomic multicast, the system issues an upcall to the relevant event handler.

This runs, and the system learns the new versions of the associated state variables

(Figure 3.7). Each new version builds on the prior one, hence the event handlers

are simple to code and do updates in a natural way. For example, if counter

is a part of the replicated state of some shard, operations like counter++ work
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Figure 3.7: Derecho applications store data in replicated version vectors. Versions
pass through a series of stages: they are created (red), logged locally (orange) and
then become stable (green). Within the stable versions, Derecho distinguishes
between basic Paxos durability (all green versions) and temporal stability (darker
green), which adds an additional guarantee that no update with an earlier
real-time timestamp could occur.

.

normally. Where a version can more compactly be represented by a delta, the

option of doing so is available. If no change occurs, no version is created.

At this initial stage, the new versions are considered to be pending, but not

yet committed3. This is illustrated in Figure 3.7, with older and more stable data

on the left, and new updates on the right (the newest are colored red).

Next, Derecho writes the new data to the end of the respective log replicas:

each of P, Q and R has a local file that it uses for this purpose. In the figure, these

updates are shown in yellow: they are locally logged but not yet globally stable.

Finally, when enough copies are safely logged, Derecho can consider the up-

date to have committed (green versions), and read-only queries can be permitted

to access the updated values. If some failure disrupts this sequence, Derecho will

back the updates out by truncating the logs, then reissue them.

3Derecho has multiple levels of update stability. The ones relevant to the present chapter are
version commit and temporal stability. We define the latter to be the time such that no new
update could have an earlier timestamp. This is identical to the way Spanner [37] delays updates
until it is certain that no update with a prior timestamp could still be in the network.
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Since this sequence is subtle, Derecho packages it as a version-vector subsys-

tem. A replicated version vector is an extensible array of type volatile<T> or

persistent<T>; the developer defines the underlying byte-serializable class.

Version vectors have an in-form (the array API), but also an out-form: they can

also be accessed through a file system layer like HDFS or Ceph, via a file name

that the user supplies in the constructor for the vector object. Our version-vector

implementation is actually based on the Freeze Frame File System (FFFS) [115],

and can support extremely large amounts of data, using its own caching layer

to balance performance against memory footprint. The subsystem will retrieve

data in a way that is lock free, deterministic, out of band from the update path, as

temporally precise as possible within clock synchronization limits, and causally

consistent [33, 115].

A Derecho-based “file server” is fully customizable: all operations are ulti-

mately performed by event-handlers that the developer customizes. Thus we

end up with a new kind of temporal file system that can perform tasks such as

data compression, deduplication, transformation, and so forth directly on the

update and query code pathways. Moreover, the file system will scale through

sharding, and is both fault-tolerant and consistent.

In Figure 3.6 we saw an example that used time-indexed read-only versioned

queries. Such a query can arise from a file-system access in HDFS or Ceph, in

which case we obtain the temporal index from the file name (we overload a POSIX

notation used for file-system checkpoints). Alternatively, the query could arise

inside the Derecho-based C++ application itself, in which case the developer

would specify the timestamp. The indexing operation looks like any indexed

vector read, but the index will be of type time_t. If the requested time is in the
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future, or if the data is not yet committed it must await temporal stability, as seen

in Figure 3.7 (dark green). Then the read can occur. For queries that access data

spread across multiple shards, we obtain a powerful newmodel: stable, temporally

precise, and causally consistent temporal snapshot isolation.

3.3 Design and Implementation Considerations

In this section we turn to the question of how we created the actual Derecho

protocols.

The overarching trend that drives our system design reflects a shifting balance

that many recent researchers have highlighted: RDMA networking is so fast

that to utilize its full potential, developers must separate data from control,

programming in a pipelined, asynchronous style [14, 101].

To appreciate the issue, consider the most widely discussed Paxos protocol

(often called the “Synod” protocol). The goal of the protocol is to accept requests

from external clients, persist them into a a log, and then offer a way to learn

the contents of the log [76]. The technology of the 1990’s shaped Lamport’s

problem statement and choice of solution: I/O was very slow compared to

computation, and servers were single-core machines prone to long scheduling

and workload-related delays. Machines had assigned roles: the set of servers

running the application was known, even if at a particular moment some might

be unavailable.

We see this in Lamport’s description of a community governed by politicians

who wander in and out of the Senate, desiring progress on new legislation, but
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unwilling to wait for a quorum on the Senate floor. In the Synod protocol, each

proposal has a leader. It prepares the proposal (perhaps, a batch of end-user

requests), then competes to gain ownership of a slot in the log, using a series

of ballots that each require two-phase commit. When the leader succeeds in

obtaining majority consent to its ballot, a second two-phase operation commits

the action.

Suppose that we used this protocol to perform updates on today’s NUMA

machines and RDMA networks, that the request being transmitted contains 10KB

of data, and that there is just one active leader. With a 100Gbps RDMA network

that has a 1.5us round-trip latency, a leader successful in the first Paxos ballot

proposal will still need to send the 10KB proposal to each of the Paxos group

members, wait for a majority to respond, verify that all are still prepared to

commit, and then commit. With a group of 5 members, we might see 5 RDMA

send operations, a delay to collect at least 3 responses, 5 smaller RDMA sends, a

further delay to collect responses, and then a final commit. Thus in the best case

the latency will be at least 5 ∗ 1.5�s, plus 1�s for data transfer: 8.5�s. We would

need 115,000 concurrently active Paxos operations to keep the network busy!4

In a server group with 5 members, it might make more sense to have all be

leaders, each owning a disjoint sets of slots (a standard Paxos optimization). But

23,000 Paxos log-append proposals would need to be running in each leader:

prohibitive if each runs separately. Accordingly, leaders must batch requests:

perhaps 5,000 at a time, so that each Paxos operation carries 50MB of data. Doing

so has the disadvantage of forcing new request to wait, but resource stress is

reduced. The query side of the system also faces steep overheads. In Lamport’s

4Many protocols, including some variations of Paxos, run in a single round, but still use a
two-phase or request-response pattern during that round. The reduced number of rounds would
reduce the backlogs and delays, yet would still support the identical conclusion.
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classic Paxos, an update only needs to reach a majority of logs, but queries

therefore have to read a majority of logs and combine them, to ensure that

the reader learns complete set of committed updates. Thus any single read

operation needs to perform an RPC to multiple servers, and await a read-quorum

of responses: a costly remote operation.

Despite these drawbacks, the design just described is present in most modern

RDMA Paxos protocols, such as DARE and APUS [102, 126], which have leader-

based structures with the potential for pauses on the critical path (examples

of exception include AllConcur, which uses a leaderless approach [103] and

NOPaxos, which leverages datacenter network components to order events [86]).

But how might one implement Paxos if the goal, from the outset, were to

leverage RDMA? The central challenge is to shift as many decisions off the

runtime data path as possible.

3.3.1 MonotonicDeductiononAsynchronous InformationFlows

The points just made lead to a model called virtually synchronous Paxos, which

combines a membership-management protocol that was created as part of the

Isis Toolkit [22] with a variation of Paxos. The virtually synchronous Paxos model

was originally suggested by Malkhi and Lamport at a data replication workshop

in Lugano. Later, the method was implemented in a distributed-systems teaching

tool called Vsync, and described formally in Chapter 22 of [19].

The virtual synchrony model focuses on the evolution of a process group

through a series of epochs. An epoch starts when new membership for the group
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is reported (a new view event). The multicast protocol runs in the context of a

specific epoch, sending totally ordered multicasts to the full membership and

delivering messages only after the relevant safety guarantees have been achieved.

These include total ordering, the guarantee that if any member delivers a message

then every non-failed member will do so5, and (if desired) durable logging to

non-volatile storage. An epoch ends when some set of members join, leave, or

fail. This could occur while a multicast is underway. Such a multicast must be

finalized either by delivering it, or by reissuing it (preserving sender ordering) in

the next epoch.

In keeping with the goal that no component of Derecho unnecessarily wait

for action by any other component, we transformed Paxos into a version in which

all receivers continuously and asynchronously learn about the evolving state of

an underlying data stream. Key to expressing Paxos in this manner is the insight

that we can track the state of the system through all-to-all information exchanges

through a table of monotonic variables: single-writer, multiple-reader counters

that advance in a single direction. We should emphasize that in transforming

Paxos this way, we did not change the underlying knowledge-state achieved by

the protocol. We simply remapped the pattern of information passing to better

match the properties of the network. An analogy to a compiler optimization that

pipelines operations while preserving correctness would not be inappropriate.

When aggregation is performed onmonotonic data, and a predicate is defined

over the aggregate, we obtain a logical test that will be stable in the sense that once

the predicate holds, it continues to hold (even as additional data is exchanged).

But such predicates have a further, and particularly useful properly: they are

5The original Isis formulation added an optional early-delivery feature: multicasts could be
delivered early, creating an optimisticmode of execution. A stability barrier (flush), could then
be invoked when needed. Derecho omits this option.
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themselves monotonic, in that they can be designed to cover a batch of events

rather than just a single event. A monotonic predicate is one with the property

that if the predicate holds for message :, it also holds for messages 0...(: − 1).

Monotonic predicates permit discovery of ordered deliverability or safety for sets

of messages, which can then be delivered as a batch. Notice that this batching

occurs on the receivers, and will not be synchronized across the set: different

receivers might discover safety for different batches. The safety deductions are

all valid, but the batch sizes are accidents of the actual thread scheduling on the

different receivers.

In contrast, many Paxos protocols use batching, but these batches are formed

by a leader. A given leader first accumulates a batch of requests, then interacts

with the acceptors (log managers) to place the batch into the Paxos log. Batches

are processed one by one, and incoming requests must wait at various stages of

the pipeline.

Monotonic protocols help Derecho achieve high efficiency. Yet notice that

the core question of safety is unchanged: Derecho still uses a standard Paxos

definition. In effect, we have modified the implementation, but not the logical

guarantee.

3.3.2 Building Blocks

Derecho is comprised of two subsystems: one that we refer to as RDMC [13],

which provides our reliable RDMAmulticast, and a second called the SST, which

implements a shared memory table that supports the monotonic logic framework
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within which our new protocols are coded, and a bare bones multicast for small

messages that we refer to as SMC. In this section, we provide overviews of each

subsystem, then focus on how Derecho maps Paxos onto these simpler elements.

RDMC and SST both run over RDMA using reliable zero-copy unicast com-

munication (RDMA also offers several unreliable modes, but we do not use them).

For hosts P and Q to communicate, they establish RDMA endpoints (queue pairs)

and then have two options:

1. “Two-sided” RDMA. This offers a TCP-like behavior in which the RDMA

endpoints are bound, after which point if P wishes to send to Q, it enqueues

a send request with a pointer into a pinned memory region. The RDMA

hardware will perform a zero-copy transfer into pinnedmemory designated

by Q, along with a 32-bit immediate value that we use to indicate the total

size of a multi-block transfer. Sender ordering is respected, and as each

transfer finishes, a completion record becomes available on both ends.

2. “One-sided” RDMA, in which Q grants permission for P to remotely read

or write regions of Q’s memory. P can now update that memory without

Q’s active participation; P will see a completion, but Q will not be explicitly

informed.

RDMA is reliable and success completion records can be trusted. Should an

endpoint crash, the hardware will sense and report this. For portability, Derecho

accesses RDMA through LibFabric, an industry-standard layer that maps directly

to RDMA if the hardware is available, but also offers a standard TCP simulation

of RDMA functionality, so that we can also run on platforms that lack RDMA

capabilities. LibFabric can also support other remote DMA technologies, such as

Intel’s OMNI Path.
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Figure 3.8: Our RDMAmulticast protocol, RDMC [13], breaks largemessages into
chunks, then forwards them chunk by chunk over a network overlay of reliable
FIFO channels. Here the left diagram illustrates a binomial copying protocol,
with processes represented by circles and data transfer steps represented by
numbered arrows; the same number can appear on multiple arrows if transfers
are concurrent. The middle and right diagrams illustrate the idea of running 3
binomial protocols simultaneously on a 3-dimensional hypercube, created as a
network overlay within our RDMA network (which allows all-to-all connectivity).
For the binomial pipeline, transfers occur in sets of 3 chunks: 3 blocks colored
red, green and blue in this example. When the pipeline is fully active, every node
has one block to send and one block to receive at each logical timestep, somewhat
like in BitTorrent, but with a fully deterministic pattern.

To achieve the lowest possible latency, RDMA requires continuously polling

for completion events, but this creates excessive CPU usage if no RDMA transfers

are taking place. As a compromise, Derecho dedicates a thread to polling

completions while transfers are active but switches to sleeping when inactive,

reporting this through a field in its SST row. When the next transfer occurs, the

initiator of the RDMA transfer sees that the target is sleeping, and uses an RDMA

feature that triggers an interrupt to wake up the thread.
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3.3.3 RDMAMulticast: SMC and RDMC

Derecho moves data using a pair of zero-copy reliable multicast abstractions,

SMC and RDMC, both of which guarantee that messages will be delivered in

sender order without corruption, gaps or duplication, but lack atomicity for

messages underway when some member crashes. Later we will see how Derecho

senses such situations and cleans up after a failure. SMC and RDMC are both

single-sender, multiple receiver protocols. A group with multiple senders would

instantiate a collection of multicast sessions, one for each potential sender.

Small messages. Derecho’s small message multicast protocol, SMC, runs over

one-sided writes. Recall that Derecho’s subgroups can be sharded, but that

shards within a single subgroup cannot overlap. To implement SMC, we build on

this observation: for each subgroup or shard, we identify each potential multicast

sender with an SMC session. Then each subgroup or shard member allocates a

ring buffer for incomingmessages from that potential sender. To send a new SMC

multicast, the sender loops through the membership and for each member (1)

waits until there is a free slot, (2) writes the message and (3) increments a counter

of available messages. A receiver waits for an incoming message, consumes it,

then increments a free-slots counter. This approach dates (at least) to Unix pipes,

but was first applied to RDMA by systems such as U-Net [125], BarrelFish [12]

and Arrakis [101].

SMC costs rise linearly in subgroup/shard size, message size, and in the

number of subgroups or shards within which each process is a potential sender.

Accordingly, we use SMC only with small fanouts, for messages no more than a

few hundred bytes in size, and only if processes have a small number of “sender

roles.”
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Large messages. For cases that exceed the limits supported by SMC, we use

RDMC [13]. This protocol supports arbitrarily large messages which it breaks

into 1MB chunks, then routes on an overlay network (the actual network is fully

connected, so this overlay is purely an abstraction). A number of chunk-routing

protocols are supported, all of which are designed so that the receiver will know

what chunk to expect. This allows the receiver to allocate memory, ensuring that

incoming data lands in the desired memory region. Once all chunks are received,

the message is delivered via upcall either to a higher-level Derecho protocol (for

a group in durable totally ordered mode or totally ordered (atomic multicast)

mode) or directly to the application (for a group in unreliable mode).

In all cases evaluated here, RDMC uses a binomial pipeline, which we adapted

from a method originally proposed for synchronous settings [58] and illustrate in

Figure 3.8. Chunks of data disseminate down overlaid binomial trees such that

the number of replicas with a given chunk doubles at each step. This pattern of

transfers achieves very high bandwidth utilization and minimizes latency. If the

number of processes is a power of 2, all receivers deliver simultaneously; if not,

they deliver in adjacent protocol steps.

An obvious concern that arises with relaying is that scheduling delay at a

single slow member could potentially ripple downstream, impacting the whole

group. To our surprise, experiments on RDMC revealed no such issue even

when we were very aggressive about injecting network contention, overlapping

data flows, and scheduler hiccups. It turns out that the binomial pipeline has

a considerable degree of slack in the block transfer schedule. Although in most

steps a process relays a chunk received during the immediately prior step, every

now and then a process switches to relaying some other chunk that was received
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much earlier, and there are some steps in which a process has no chunk to relay at

all. These events offer opportunities for a slightly delayed process to catch up, and

where a delayed incoming block would not impact downstream performance.

Hybrid RDMC protocols. Although not used in the experiments reported

here, RDMC includes additional protocols, and a datacenter owner can compose

them to create hybrids. An interesting possibility would be to use the Binomial

Pipeline twice: once at the top-of-rack (TOR) level, then again within each rack.

Another option would be to use the chain pipeline protocol at the TOR level.

This forms a bucket brigade: each message is chunked and then sent down a

chain. Each TOR process would then be concurrently receiving one chunk while

forwarding a prior one. A TOR chain would minimize the TOR load but have

higher worst-case latency than a TOR instance of the binomial pipeline.

Failures. When RDMC senses a failure, it informs the higher level using

upcalls and then wedges, accepting no further multicasts and ceasing to deliver

any still in the pipeline. This can leave some multicasts incomplete (they may not

have been delivered at all, or may have been delivered to some destinations but

not to others).

3.3.4 Shared State Table: The SST

Reliable multicast is a powerful primitive, but requires that the application track

membership and arrange for the endpoints to simultaneously set up each needed

session, select a sender, and coordinate to send and receive data on it. With

multiple senders to the same group of receivers, these protocols provide no

ordering on concurrent messages. When a failure occurs, a receiver reports the
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problem, stops accepting new RDMC or SMC messages, and “wedges,” but takes

no action to clean up disrupted multicasts.

To solve these kinds of problems, Derecho uses protocols that run on a novel

replicated data structure that we call the shared state table, or SST. The SST offers a

tabular distributed shared memory abstraction. Every member of the top-level

group holds its own replica of the entire table, in local memory. Within this

table, there is one identically-formatted row per member. A member has full

read/write access to its own row, but is limited to read-only copies of the rows

associated with other members.

This simple model is quite powerful: it eliminates write-write contention on

memory cells, because any given SST row only has a single writer. To share data

using the SST, a process updates its local copy of its own row, then pushes the row

to other group members by enqueuing a set of asynchronous one-sided RDMA

write requests. We also support pushing just a portion of the row, or pushing to

just a subset of other processes.

Even though any given SST cell has just one writer, notice that a sequence

of updates to a single SST cell will overwrite one another (RDMA is order-

preserving, hence the last value written will be the final one visible to the reader).

If writes occur continuously, and the reader continuously polls its read-only copy

of that cell, there is no guarantee that they will run in a synchronized manner.

Thus a reader might see the values jump forward, skipping some intermediary

values.

The SST guarantees that writes are atomic at the granularity of cache lines,

typically 64 bytes in size. The C++ 14 compiler aligns variables so that no native
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data type spans a cache line boundary, but this means that if an entire vector is

updated, the actual remote updates will occur in cache-line sized atomic chunks.

Accordingly, when updating multiple entries in a vector, we take advantage of

a different property: RDMA writes respect the sender’s FIFO ordering, in that

multiple verbs are applied at the target node sequentially. Thus, we can guard

the vector within the SST with a counter, provided that we update the vector first

and then the counter in a separate verb. When a reader sees the guard change, it

is safe for it to read the guarded vector elements. It can then acknowledge the

data, if needed, via an update to its own SST row.

In the most general case, an SST push transfers a full row to # − 1 other

members. Thus, if all members of a top-level group were actively updating and

pushing entire rows in a tree-structured network topology, the SST would impose

an #2 load on the root-level RDMA switches. Derecho takes a number of steps

to ensure that this situation will not be common. Most of our protocols update

just a few columns, so that only the modified bytes need to be pushed. RDMA

scatter-gather is employed to do all the transfers with a single RDMA write: an

efficient use of the hardware. Furthermore, these updates are often of interest to

just the members of some single shard or subgroup, and hence only need to be

pushed to those processes. Thus the situations that genuinely involve all-to-all

SST communication most often involve just 2 or 3 participants. We have never

seen a situation in which the SST was a bottleneck.
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Figure 3.9: SST example with two members: P and Q. P has just updated its row,
and is using a one-sided RDMA write to transfer the update to Q, which has a
stale copy. The example, discussed in the text, illustrates the sharing of message
counts and confirmations.

3.3.5 Programming with the SST

The SST is a flexible abstraction. Earlier we mentioned SMC; this is implemented

directly on the SST’s API. Stability tracking is also a simple SST protocol: in

a subgroup or shard, as each multicast is received, members report receipt by

incrementing a per-sender counter in their row. By computing the minimum,

every member can track messages that every other member has received. The SST

can even implement barrier synchronization with the Filter version of Peterson’s

Algorithm, or with Lamport’s Bakery Algorithm.

Many protocols use aggregation. For example, suppose that a protocol needs

to compute theminimumvaluewithin some SST column. If the column contained

a strictly increasing counter, the minimum would be a value E such that every

counter 2? in every process P satisfies 2? ≥ E. This example illustrates stable

deduction, in the sense that once the predicate becomes true, it remains true.

Combining these ideas yields monotonic deductions: stable formulas �(G) such

that if �(E) holds, then not only will �(E) remain true, but we can also infer that

∀E′ < E : �(E′). In other words, learning that F holds for E implies that F holds for
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every value from 0...E. This generalizes the receiver-batched style of reasoning

discussed earlier.

The SST framework layers high-level tools for logic programming over the

basic functionality. The simplest of these is the projector, a wrapper type which

allows programmers to project a value froma row. Generally, projectors just access

some field within the row, although it may perform more complex reasoning (for

example, indexing into a vector). These projectors are functions with the type

Row→ T; they offer a convenient place to support variable-length fields and to

implement any needed memory barriers.

The second (andmore powerful) SST tool is the reducer function, SST’s primary

mechanism for resolving shared state. A reducer function’s purpose is to produce

a summary of a certain projector’s view of the entire SST; intuitively, it is run over

an entire SST column. One can think of these functions as serving a similar role to

“merge” functions often found in eventual consistency literature; they take a set

of divergent views of the state of some datum and produce a single summary of

those views. Aggregates such as min, max, and sum are all examples of reducer

functions.

By combining reducer functions with projectors, our Derecho protocols can

employ complex predicates over the state of the entire SST without reasoning

directly about the underlying consistency. The functionality of a reducer function

is in fact higher order; rather than simply running a projector 5 : Row→ T over

an SST column directly, it takes 5 , allocates a new field in the SST of type T, and

returns a new function 5 ′ : Row→ Twhich, when run on a row, sets the new field

in that row to the result of 5 when run over the SST, finally returning the newly-set

value. In this way, the reducer function actually has type projector→ projector,
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allowing reducer functions to be arbitrarily combined, somewhat like formulas

over a spreadsheet.

Let’s look at an example.

1 struct SimpleRow {int i;};
2 int iget(const volatile SimpleRow& s){
3 return s.i;
4 }
5 bool proj(){
6 return (Min(as_projector(iget)) > 7 ) || (Max(as_projector(iget)) < 2);
7 }

Here, function proj converts the function iget into a projector, calls the

reducers Min and Max on this projector, then uses the boolean operator reducers

to further refine the result.

We can do far more with our new projector, proj. The first step is to name the

SST cell in which proj’s output will be stored6. Additionally we can also register

a trigger to fire when the projector has attained a specific value. Extending our

example:

1 enum class Names {Simple};
2 SST<T> build_sst(){
3 auto predicate = associate_name(Names::Simple, proj());
4 SST<T> sst = make_SST<T>(predicate);
5 std::function<void (volatile SST<T>&)> act = [](...){...};
6 sst−>registerTrigger(Names::Simple, act);
7 return sst;
8 }

Here we have associated proj with the name Simple chosen from an enum

class Names, allowing us to register the trigger act to fire whenever proj

6In practice, our implementation includes the obvious optimization of not actually storing the
value unless other group members, distinct from the process that computes the projector, will
use the value.
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becomes true. As we see here, a trigger is simply a function of type volatile

SST<T>& -> void which can make arbitrary modifications to the SST or carry

out effectful computation. In practice, triggers will often share one important

restriction: they must ensure monotonicity of registered predicates. If the result

of a trigger can never cause a previously-true predicate to turn false, reasoning

about the correctness of one’s SST program becomes easy. Using this combination

of projectors, predicates, and triggers, one can effectively program against the SST

at a nearly-declarative high level, proving an excellent fit for protocols matching

the common pattern “when everyone has seen event X, start the next round.”

Encoding knowledge protocols in SST. SST predicates have a natural match

to the logic of knowledge [63], in which we design systems to exchange knowledge

in a way that steadily increases the joint “knowledge state.” Suppose that rather

than sharing raw data via the SST, processes share the result of computing some

predicate. In the usual knowledge formalism, we would say that if pred is true at

process P, then P knows pred, denoted  %(?A43). Now suppose that all members

publish the output of the predicate as each learns it, using a bit in their SST rows

for this purpose. By aggregating this field using a reducer function, process P

can discover that someone knows ?A43, that everyone knows ?A43, and so forth. By

repeating the same pattern, group members can learn  1(?A43): every group

member knows that every other member :=>FB?A43. Using confirmations, much

as with our simple multicast protocols, we can then free up the column used

for ?A43 so that it can be reused for some subsequent predicate, ?A43′. For

distributed protocols that run as an iterative sequence of identical rounds, this

allows the protocol to run indefinitely using just a small number of SST fields.
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Figure 3.10: SST example with three members, showing some of the fields used
by our algorithm. Each process has a full replica, but because push events are
asynchronous, the replicas evolve asynchronously and might be seen in different
orders by different processes.

Stable and monotonic predicates. Earlier, we defined a monotonic predicate

to be a stable predicate defined over a monotonic variable E such that once the

predicate holds for value E, it also holds for every E′ ≤ E. Here we see further

evidence that we should be thinking about these protocols as forms of knowledge

protocols. Doing so gives a sharp reduction in the amount of SST space required

by a protocol that runs as a sequence of rounds. With monotonic variables and

predicates, process P can repeatedly overwrite values in its SST row. As P’s peers

within the group compute, they might see very different sequences of updates,

yet will still reach the same inferences about the overwritten data.

For example, with a counter, P might rapidly sequence through increasing

values. Now, suppose that Q is looping and sees the counter at values 20, 25, 40.

Meanwhile, R sees 11, then 27, 31. If the values are used in monotonic predicates

and some deduction was possible when the value reached 30, both will make

that deduction even though they saw distinct values and neither was actually

looking at the counter precisely when 30 was reached. If events might occur

millions of times per second, this style of reasoning enables a highly pipelined

protocol design.
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Fault tolerance. Crash faults introduce a number of non-trivial issues specific

to our use of the SST in Derecho. We start by adopting a very basic approach

motivated by monotonicity. When a failure is sensed by any process, it will:

1. Freeze its copy of the SST row associated with the failed group member

(this breaks its RDMA connection to the failed node);

2. Update its own row to report the new suspicion (via the “Suspected”

boolean fields seen in Figure 3.10);

3. Push its row to every other process (but excluding those its considers to

have failed). This causes its peers to also suspect the reported failure(s).

Derecho currently uses hardware failure detections as its source of failure

suspicions, although we also support a user-callable interface for reporting

failures discovered by the software. In many applications the SST itself can be

used to share heartbeat information by simply having a field that reports the

current clock time and pushing the row a few times per second; if such a value

stops advancing, whichever process first notices the problem can treat it as a fault

detection.

Thus, if a node has crashed, the SST will quickly reach a state in which every

non-failed process suspects the failed one, has frozen its SST row, and has pushed

its own updated row to its peers. However, because SST’s push is implemented

by N separate RDMA writes, each of which could be disrupted by a failure, the

SST replicas might not be identical. In particular, the frozen row corresponding

to a failed node would differ if some SST push operations failed midway.

Were this the entire protocol, the SST would be at risk of logical partitioning.

To prevent such outcomes, we shut down any process that suspects a majority of
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members of the Derecho top-level group (in effect, such a process deduces that

it is a member of a minority partition). Thus, although the SST is capable (in

principle) of continued operation in a minority partition, Derecho does not use

that capability and will only make progress so long as no more than a minority

of top-level group members are suspected of having failed.

Stable, Fault-Tolerant Monotonic Reasoning. A next question to consider

is the interplay of failure handling with knowledge protocols. The aggressive

epidemic-style propagation of failure suspicions transforms a suspected fault

into monotonic knowledge that the suspected process is being excluded from

the system: P’s aggressive push ensures that P will never again interact with a

member of the system that does not know of the failure, while Derecho’s majority

rule ensures that any minority partition will promptly shut itself down.

With this technique in use, the basic puzzle created by failure is an outcome

in which process P discovers that ?A43 holds, but then crashes. The failure might

freeze the SST rows of failed processes in such a way that no surviving process

can deduce that ?A43 held at P, leaving uncertainty about whether or not P might

have acted on ?A43 prior to crashing.

Fortunately, there is a way to eliminate this uncertainty: before acting on ?A43,

P can share its discovery that ?A43 holds. In particular, suppose that when P

discovers ?A43, it first reports this via its SST row, pushing its row to all other

members before acting on the information. With this approach, there are two

ways of learning that ?A43 holds: process Q can directly deduce that ?A43 has

been achieved, but it could also learn ?A43 indirectly by noticing that P has done

so. If P possessed knowledge no other process can deduce without information

obtained from P, it thus becomes possible to learn that information either directly
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(as P itself did, via local deduction) or indirectly (by obtaining it from P, or from

some process that obtained it from P). If we take care to ensure that information

reaches a quorum, we can be certain that it will survive even if, after a crash, the

property itself is no longer directly discoverable! With stable predicates, indirect

discovery that a predicate holds is as safe as direct evaluation. By combining this

behavior with monotonic predicates, the power of this form of indirection is even

greater.

Notice also that when Derecho’s majority rule is combined with this fault

tolerant learning approach, P either pushes its row to a majority of processes in

the epoch, then can act upon the knowledge it gained from ?A43, or P does not

take action and instead crashes or throws a partitioning fault exception (while

trying to do the push operation). Since any two majorities of the top-level group

have at least one process in common, in any continued run of the system, at least

one process would know of P’s deduction that ?A43 holds. This will turn out to

be a powerful tool in what follows.

3.3.6 Derecho Protocols

To avoid burdening the reader with excessive detail, we limit ourselves to a brief

overview. Derecho’s protocols can be found in Appendix A.1, which uses a

pseudo-code notation to show the key steps in a high-level format, and Appendix

A.2, which walks through the full protocol suite.

Derecho’s core structure can be seen in Figure 3.11. We map the top-level

group to a set of subgroups, which may additionally be sharded. Here we see

one subgroup. For each active sender, Derecho needs an SMC or RDMC session
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The leader (P)’s SST after sensing Q’s failure. P is proposing that Q be 
removed.  Once healthy members have wedged, P will use nReceived to 
compute and propose a final trim resolving the status of mP:5 and mQ:4. 
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Figure 3.11: Each Derecho group has one RDMC subgroup per sender (in this
example, members P and Q) and an associated SST. In normal operation, the
SST is used to detect multi-ordering, a property defined to also include data
persistence. During membership changes, the SST is used to select a leader. It
then uses the SST to decide which of the disrupted RDMC messages should be
delivered and in what order; if the leader fails, the procedure repeats.

that will be used to stream multicasts reliably and in sender-order to the full

group; in the figure, two such sessions are in use, one from sender P and one

from sender Q. The group view is seen on the top right, and below it, the current

SST for the group.

The columns in the SST are used by group members to share status. From

the left, we see a vector of booleans denoting failure suspicions (in the example

shown, Q has just failed, and P is aware of the event and hence “suspects” Q,

shown in red). Eventually this will trigger a new view in which Q will have been

removed.

Next we see view-related SST columns, used by the top-level group leader to

run a Paxos-based protocol that installs new views. We’ll discuss this in moment.

To the right, we see a set of columns labelled “nReceived.” These are counts

of how many messages each group member has received from each sender. For
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example, in the state shown, R has received 5 multicasts from P, via RDMC.

To minimize unnecessary delay, Derecho uses a simple round-robin delivery

order: each active sender can provide one multicast per delivery cycle, and the

messages are delivered in round-robin order. Derecho has built-in mechanisms to

automatically send a null message on behalf of a slow sender, andwill reconfigure

to remove a process from the sender set if it remains sluggish for an extended

period of time. Thus in the state shown, P and Q are both active, and messages

are being delivered in order: P:1, Q:1, P:2, Q:2, etc.

Derecho delivers atomic multicasts when (1) all prior messages have been

delivered, and (2) all receivers have reported receipt of a copy, which is determined

as an aggregate over nReceived. Notice the monotonic character of this delivery

rule: an example of receiver-side monotonic reasoning. For durable Paxos,

Derecho delivers in two steps. As soon as a message can be properly ordered

relative to prior messages, Derecho calls the appropriate update handler, which

creates a new version of the associated data. This is then persisted to storage, as

explained in Section 3.2.6, and then the persist action is reported via the same

nReceived logic. Thus the same monotonic deduction used for atomic multicast

delivery can now be used to commit the update.

In our example, messages can be delivered up to P:4, but then an issue

arises. First, P is only acknowledging receipt of Q’s messages through Q:3. Thus

messages up to P:4 can be delivered, but subsequent ones are in a temporarily

unstable state. Further, the failure is causing the group to wedge, meaning that

P has noticed the failure and ceased to send or deliver new messages (wedged

bit is true on the far right). Soon, R will do so as well. Q’s row is ignored in

this situation, since Q is suspected of having crashed. Once the group is fully
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wedged by non-faulty members, the lowest-ranked unsuspected process (P in

this view) will propose a new view, but will also propose a final delivery “count”

for messages, called a “ragged trim.” P itself could fail while doing so, hence

a new leader first waits until the old leader is suspected by every non-faulty

group participant. Then it scans the SST. Within the SST, we include columns

with which participants echo a proposed ragged trim, indicate the rank of the

process that proposed it, and indicate whether they believe the ragged trim to

have committed (become final). The sequence ensures that no race can occur: the

scan of the SST will only see rows that have been fully updated.

This pattern results in a form of iteration: each successive leader will attempt

to compute and finalize a ragged trim, iterating either if some new member

failure is sensed, or the leader itself fails. This continues until either a majority is

lost (in which case the minority partition shuts down), or eventually, some leader

is not suspected by any correct member, and is able to propose a ragged trim,

and a new view, that a majority of the prior members acknowledge. The protocol

then commits. The ragged trim is used to finalize multicasts that were running

in the prior view, and Derecho can move to the next view. The property just

described is closely related to the weakest condition for progress in the Chandra

/ Toueg consensus protocol, and indeed the Derecho atomicity mechanism is

very close to the atomicity mechanism used in that protocol [32].

One thing to keep in mind is that the SST shown is just one replica, specifically

the copy held by P. Q and R have copies as well, and because SST push operations

are performed as a series of one-sided RDMAwrites, those other copies might not

look identical. Rows do advance in monotonic order based on actions by the row

owner, but at any instant in time, they can differ simply because one process has
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seen more updates than another. Our monotonic deductive rules are therefore

designed to only take safe actions, even when participants evaluate them and

take actions in an uncoordinated way. This is the underlying mechanism that

results in our receiver-side batching.

In Appendix A.1, the reader will see most elements of these steps expressed

through pseudo-code in a style similar to the internal coding style used by

Derecho for its SST protocols. Comments show the corresponding distributed

knowledge statement, where relevant. Appendix A.2 covers the same protocols

but explains them in English and also offers correctness justifications. We should

again emphasize that the protocols themselves are isomorphic to well known

virtual synchrony membership protocols, and well-known variants of Paxos for

use with virtually synchronous groupmembership, and have been proved correct

in prior work.

3.3.7 Optimizations

The central innovation of Derecho is that we have expressed all our protocols as

a composition of high-speed data-flow components that stream information in a

lock-free manner designed to eliminate round-trip interactions or other sources of

blocking. This offers the potential for very high performance, but to fully realize

that opportunity we also needed to remove any unnecessary “speed bumps” on

the primary data paths. The optimizations that follow describe some of the main

delay sources we identified when tuning the system, and how we removed them.

It is important to realize that all of these optimizations are secondary to that main

protocol transformation: if Derecho’s protocols including blocking steps, these
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optimizations would have little impact on system performance. But given that

Derecho is highly asynchronous, the optimizations become quite important to

overall system speed (they jointly gave us about a 1.5-2x speedup relative to the

first versions of the system, which lacked them).

RDMAwrites with no completions. In early work on the Derecho protocols,

we tended to think of the SST as an optimized message-passing layer, and just

as with many messaging systems, nodes would initiate I/O, and then check

completion outcomes. We soon discovered that this led to a backlog of completion

processing, resulting in delays in the critical path. Accordingly, we modified our

protocol to eliminate waits for request completions. The current version of the

SST operates without completions, but introduces a separate failure detection

thread, which periodically writes a single byte to a remote node (on the same

connection used by the SST), and waits for it to complete. If successful, the

single completion is treated as a batch completion for all prior SST writes; if

unsuccessful, this thread notifies the membership protocol, which terminates the

epoch. The new scheme yielded significant performance gains.

SMC for small messages. SMC exposes tradeoffs of a different kind, also tied

to the RDMA hardware model. High speed devices, such as 100Gbps Ethernet

or Infiniband, move data in side-by-side lanes that carry 64 bits of data plus

some error-correction bits in each network-level cycle. Our Mellanox 100Gbps

RDMA networks transmit 80 bytes per cycle (different devices would have

different minimal transfer sizes). Additionally, the first network-level transfer

for a particular object must carry IP or IB headers (26 bytes or more), as well

as a NIC-to-NIC RDMA protocol header (28 bytes). Frames subsequent to the

one containing the header will be filled with data. A single packet will thus be
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a series of frames containing headers, data and padding, limited in size by the

MTU: 8KB for a “jumbo” network packet.

Thus a one-sided RDMA write containing 1 byte of data would travel with

54 bytes or more of overheads, padded to an 80-byte total size. The 100Gbps

network will have been be reduced to an effective speed of just 1G! In contrast,

suppose we were to send large objects on the same 100Gbps 10-lane hardware.

8KB rounds up to 8240 because of this 80-byte requirement, leaving room for

8KB of data as well as both headers.

In effect, the 100Gbps RDMA network runs at its full rated speed if we send

large data objects, but is 80x slower for one-sided RDMA writes of single bytes.

Clearly it is of interest to accumulate small objects into larger transfers.

We are currently experimenting with opportunistic sender-side batching for SMC.

The basic idea is to never deliberately delay data, but shift the SST push used

by SMC from the multicast path to occur in the same (single) thread used for

SST predicate evaluations. The effect is that SMC would perform one RDMA

write at a time, leaving time for a few updates to accumulate. A further step uses

scatter-gather to send all the changed regions (the head and tail of the circular

buffer, and the counter) as a single action.

No locks in the critical code. We’ve stressed that Derecho aims for a lock-

free data acquisition pipeline. One way we achieved this was by designing

protocols in which nodes independently deduce that messages are stable and

deliverable, eliminating the need for consensus on the critical path. However,

the issue of thread-level locking also arises. At the highest message rates, any

delay in the core Derecho threads can result in a significant performance loss.
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Accordingly, we implemented our critical path to avoid use of locks in the critical

path. The resulting logic is slightly more complex, but the performance benefit

was dramatic.

Action batching. As noted earlier, by leveraging monotonicity, we can often

design predicates that will cover multiple operations in each action. This allows

Derecho to leverage receiver-side batching, enabling our multicast protocols

to catch up even when a significant scheduling delay impacts some process.

Within the system, batching is a widely used design pattern. For example, when

messages are received, we can hand them off in batches to the higher-level

protocol logic, not just one at a time. As noted earlier, when RDMA completions

occur, Derecho can do a batch of cleanup actions. There are several additional

such cases.

The benefit of a batched system architecture is that code paths that sense that

an event or action is ready to trigger are traversed once, but then the associated

action may fire multiple times, amortizing the code path cost over the actions.

3.4 Performance Evaluation

Our experiments seek to answer the following questions:

• How do the core state machine replication protocols perform on modern

RDMA hardware, and on data-center TCP running over 100Gbps Ethernet?

We measure a variety of metrics but for this section report primarily on

bandwidth and latency.
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• If an application becomes large and uses sharding heavily for scale, how

will the aggregate performance scale with increasing numbers of members?

Here we explore both Derecho’s performance in large subgroups and its

performance with large numbers of small shards (2 or 3 members, with

or without overlap; for the overlap case, we created 2 subgroups over the

same members). These experiments ran on a shared network with some

congested TOR links, and in the overlapping shards case, the test itself

generated overlapping Derecho subgroups. Thus any contention-triggered

collapse would have been visible (we saw no problems at all, and this is also

supported by other experiments, not shown here, in which we deliberately

exposed large Derecho deployments to a variety of network and node

stress).

• When using version-vector storage persisted to NVM (SSD), how fast is

our logging solution, and how does it scale with increasing numbers of

replicas?

• Looking at the end-to-end communication pipeline, how is time spent?

We look at API costs (focusing here on polymorphic method handlers that

require parameter marshalling and demarshalling; Derecho also supports

unmarshalled data types, but of course those have no meaningful API costs

at all), delivery delay, stabilization delay in the case of persisted (durable

Paxos) version-vector updates, and finally delay until temporal stability

occurs.

• Latency for updates versus latency for queries, again in the case of versioned

data. Here the queries exercise our temporally-consistent snapshot isolation

functionality, accessing data spread over multiple shards.
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• How does the performance of the system degrade if some members are

slow?

• How long does the system require to reconfigure an active group?

• How does Derecho compare with APUS, LibPaxos and ZooKeeper?

In what follows, the small-scale experiments were performed on our local

cluster, Fractus. For larger experiments, we used Stampede 1, a supercomputing

cluster in Texas. Fractus consists of 16 machines running Ubuntu 16.04 connected

with a 100Gbps (12.5 GB/s) RDMA InfiniBand switch (Mellanox SB7700). The

machines are equipped with Mellanox MCX456AECAT Connect X-4 VPI dual

port NICs. Fractus is also equippedwith a 100Gbps RoCE Ethernet switch, but we

did not repeat our full set of IB experiments on RoCE (we did test a few cases, and

obtained identical results). Stampede contains 6400 Dell Zeus C8220z compute

nodes with 56G (8 GB/s) FDRMellanoxNIC, housed in 160 racks (40 nodes/rack).

The interconnect is an FDR InfiniBand network of Mellanox switches, with a fat

tree topology of eight core-switches and over 320 leaf switches (2 per rack) with

a 5/4 bandwidth oversubscription. Nodes on Stampede are batch scheduled

with no control over node placement. Node setup for our experiments consists

of about 4 nodes per rack. Although network speeds are typically measured in

bits per second, our bandwidth graphs use units of GB/s simply because one

typically thinks of objects such as web pages, photos and video streams in terms

of bytes.
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3.4.1 Core Protocol Performance

Figure 3.12 measures Derecho performance on 2 to 16 nodes on Fractus. The

experiment constructs a single subgroup containing all nodes. Each of the

sender nodes sends a fixed number of messages (of a given message size) and

time is measured from the start of sending to the delivery of the last message.

Bandwidth is then the aggregated rate of sending of the sender nodes. We plot

the throughput for totally ordered (atomic multicast) mode.

We see that Derecho performs close to network speeds for large message sizes

of 1 and 100 MB, with a peak rate of 16 GB/s. In unreliable mode, Derecho’s

protocol for sending small messages, SMC, ensures that we get high performance

(close to 8 GB/s) for the 10 KB message size; we lose about half the peak rate

in our totally-ordered atomic multicast. As expected, increasing the number of

senders leads to a better utilization of the network, resulting in better bandwidth.

For the large message sizes, the time to send the message dominates the time to

coordinate between the nodes for delivery, and thus unreliable mode and totally

ordered (atomic multicast) mode achieve similar performance. For small message

sizes (10 KB), those two times are comparable. Here, unreliable mode has a slight

advantage because it does not perform global stability detection prior to message

delivery.

Not shown is the delivery batch size; at peak rates, multicasts are delivered in

small batches, usually the same size as the number of active senders, although

now and then a slightly smaller or larger batch arises. Since we use a round-robin

delivery order, the delay until the last sender’s message arrives will gate delivery,

as we will show momentarily, when explaining Figure 3.20b.
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Figure 3.12: Derecho’s RDMA performance with 100Gbps InfiniBand
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Figure 3.13: Derecho performance using TCP with 100Gbps Ethernet

Notice that when running with 2 nodes at the 100MB message size, Derecho’s

peak performance exceeds 12.5 GB/s. This is because the network is bidirectional,

and in theory could support a data rate of 25GB/swith full concurrent loads. With

our servers, the NIC cannot reach this full speed because of limited bandwidth

to the host memory units.

3.4.2 Large Subgroups, With or Without Sharding

Earlier, we noted that while most communication is expected to occur in small

groups, there will surely also be some communication in larger ones. To explore
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Figure 3.15: Derecho performance for
sharded groups using RDMC with 100
MB messages.

this case, we ran the same experiment on up to 128 nodes on Stampede. The

resulting graph, shown in Figure 3.14, shows that Derecho scales well. For

example we obtain performance of about 5GB/s for 1MB-all-senders on 2 nodes,

2.5 GB/s on 32 nodes, and 2 GB/s on 128 nodes: a slowdown of less than 3x.

Limitations on experiment duration and memory prevented us from carrying

out the same experiment for the 100 MB case on 64 and 128 nodes. This also

explains the absence of error bars: each data point shown corresponds to a single

run of the experiment. Note, however, that the performance obtained is similar

to that seen on Fractus for small groups.

Next, we evaluate performance in an experiment with a large sharded group.

Here, the interesting case involves multiple (typically small) subgroups sending

messages simultaneously, as might arise in a sharded application or a staged

computational pipeline. We formed two patterns of subgroups of fixed size:

disjoint and overlapping. For a given set of = nodes, assume unique node ids

from 0 to = − 1. Disjoint subgroups partition the nodes into subgroups of the

given size. Thus, disjoint subgroups of size B consist of =/B subgroups where

the 8Cℎ subgroup is composed of nodes with ids B ∗ 8 , B ∗ 8 + 1, . . . , B ∗ (8 + 1) − 1.

Overlapping subgroups of size B, on the other hand, place every node in multiple
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(B) subgroups. They consist of = subgroups where the the 8Cℎ subgroup is

composed of nodes 8 , 8 + 1, ..., 8 + B − 1 (wrapping when needed).

We tested with overlapping and disjoint subgroups of sizes 2 and 3. All nodes

send a fixed number of messages of a given message size in each of the subgroups

they belong in. The bandwidth is calculated as the sum of the sending rate of

each node. Figure 3.15 shows that for large messages (100 MB), the aggregated

performance increases linearly with the number of nodes for all subgroup types

and sizes. This is as expected; the subgroup size is constant, and each node has a

constant rate of sending, leading to a linear increase in aggregated performance

with the number of nodes.

We do not include data for small messages (10 KB) because this particular case

triggered a hardware problem: the “slow receiver” issue that others have noted

in the most current Mellanox hardware [62]. In essence, if a Mellanox NIC is used

for one-sided I/O operations involving a large address region, RDMA read and

write times increase as a function of the actual memory address being accessed

in a remote node. Derecho encountered this with small messages: in this case,

the system routes data through SMC, creating one SMC session per subgroup

or shard. Thus, as the number of subgroups increase, the amount of space

allocated for the SST row increases proportionally. We end up with very long SST

rows, triggering this Mellanox issue. Although Mellanox is planning to fix the

slow receiver problem, we are currently implementing a work-around, whereby

disjoint SMC subgroups will share SST columns. This should significantly reduce

the size of our SST rows.
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(b) Persistent version-vectors (SSD).

Figure 3.16: Derecho performance with marshalled method invocations, and
handlers that use version-vector storage.

3.4.3 RPC with Versioned Storage, With and Without NVM

Logging

Our next experiments focus on the costs of versioned storage. Whereas the

data shown above was for applications that invoke a null message handler,

figures 3.16a and 3.16b look at a full code path that includes marshalling on

the sender side (required only if the data being sent is not suitable for direct

RDMA transmission), demarshalling for delivery, and then storage into volatile

or persistent version-vectors, respectively. The latter incur a further marshalling

cost, followed by a DMA write, while the former entails allocating memory and

copying (this occurs within the Linux “ramdisk” subsystem). Not surprisingly,

Derecho’s multicast is far faster than the copying and DMA write costs, hence

we see flat scaling, limited by the bandwidth of the relevant data path. For the

SSD case, our experiment pegs our SSD storage devices at 100% of their rated

performance.

Wewere initially surprised by the relatively low bandwidth for volatile storage

of large objects: we had expected the 100MB speed to be higher than the 1MB
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numbers, yet as seen in Figure 3.16a, they are tied. We tracked the phenomenon to

slower performance of the memcpy primitive when the source object is not cached.

Whereas memcpy achieves single-core bandwidth of 8GB/s on our machines if

the source object is in the L2 cache, bandwidth drops to just 3.75GB/s for objects

too large to cache. In our experiment, this slowdown effect is amplified because

several copying operations occur.

In the best case, with neither volatile storage nor NVM logging, Derecho’s

RPC mechanisms incur a single copy to send RPC arguments and no copy on

receipt. Derecho’s RPC framework has no statistically significant overheads

beyond the cost of this copy. The initial copy is necessary to move RPC arguments

into Derecho’s allocated sending buffers; we plan to eliminate even this copy

operation by permitting RDMA from the entirety of the Derecho process memory,

instead of a dedicated set of buffers. Derecho supports user-defined serialization

and arbitrary datastructures, but tries whenever possible to use the same object

representation both in memory and on the wire. User-defined serialization

and serialization of certain datatypes (like STL containers) may incur additional

copies (and thus additional overhead).

3.4.4 End-to-End Performance

In Figure 3.17 we see Derecho’s end-to-end performance, measured in two ways.

The graphs on the left are for an experiment that initiates all-to-all multicasts in a

subgroup of 2 nodes (blue) or 3 nodes (orange), which store the received objects

into version vectors, showing 10KB objects (top two graphs) and 1MB objects
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Figure 3.17: End to end performance. On the left, time from when an update
was initiated until the new version is temporally stable. On the right, minimum
delay for a query to access data at time “now”.

(bottom two). We measured time from when the update was initiated until the

new version is temporally stable and the ordered_send has completed.

To obtain the histograms on the right, we launched an additional thread

within the same processes; it loops. During each iteration, our test samples the

local clock, then indexes into the local instance of the versioned object at the

corresponding time, measuring the delay until the data is available. This yields a

pure measurement of delay on the query path used to retrieve information from

a temporal snapshot (recall that in Derecho, updates and temporal queries use

different code paths, as illustrated in Figure 3.6 and discussed in Section 3.2).

In Figure 3.18, we repeat this experiment, but now vary the size of the group,

looking at the trends. Again, the update path is shown on the left, exploring

various patterns: all-to-all sending (solid lines), half-to-all (dashed) and one-to-all

(dotted), and object sizes 10KB and 1MB. On the right we looked at howDerecho’s
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Figure 3.18: Left: Latency as a function of group size for updates. Right: Latency
for a temporal query issued to a single member each, for varying numbers of
shards.

temporal query delays grow when increasing numbers of shards are accessed in

the query. For this experiment, we used 13 Fractus nodes. 12 nodes are structured

into a set of 2-member shards, holding data in version-vectors. We pre-populated

the vectors with objects of size 10KB or 1MB. The 13Cℎ node queries a single

member each within 1 to 6 shards, using Derecho’s p2p_query API, which issues

the P2P requests concurrently, then collects replies in parallel. The temporal

indices for these requests were picked to be far enough in the past so that the

data would be temporally stable, yet not so old that data would no longer be

cached in memory. We graph the time from when the request was made until

the full set of replies is available.

High variance is to be expected for the update path with multiple senders:

some multicasts will inevitably need to wait until their turn in the round-robin

delivery schedule. However, the spike in variance for 5-shard queries is an oddity.
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We traced this to Linux, and believe it is either caused by an infrequent scheduling

anomaly, or by a pause in the TCP stack (for example to wait for kernel netbufs

to become available). We are reimplementing p2p_send and p2p_query to use

unicast RDMA, which should improve the absolute numbers and eliminate this

variability.

3.4.5 Resilience to Contention

The experiments shown above were all performed on lightly loaded machines.

Our next investigation explores the robustness of control plane/data plane

separation and batching techniques for Derecho in a situation where there might

be other activity on the same nodes. Recall that traditional Paxos protocols

degrade significantly if some nodes run slowly [88]. The issue is potentially a

concern, because in multitenancy settings or on busy servers, one would expect

scheduling delays. In Derecho, we hoped to avoid such a phenomenon.

Accordingly, we designed an experiment in which we deliberately slowed

Derecho’s control infrastructure. We modified the SST predicate thread by

introducing artificial busy-waits after every predicate evaluation cycle. In what

follows, wewill say that a node isworking at an efficiency of-% (or a slowdownof

(100−-)%), if it is executing X predicate evaluation cycles for every 100 predicate

evaluation cycles in the normal no-slowdown case. The actual slowdown involved

adding an extra predicate thatmeasures the time between its successive executions

and busy-waits for the adjusted period of time to achieve a desired efficiency. In

contrast, we did not slow down the data plane: RDMA hardware performance
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Figure 3.19: Derecho performance for various values for efficiency and number
of slow nodes, as a fraction of the no-slowdown case.

would not be impacted by end-host CPU activity or scheduling. Further, our

experiment sends messages without delay.

In many settings, only a subset of nodes are slow at any given time. To

mimic this in our experiment, for a given efficiency of -%, we run some nodes

at -% and others at full speed. This enables us to vary the number of slow

nodes from 0 all the way to all the nodes, and simplifies comparison between

the degraded performance and the no-slowdown case. The resulting graph is

plotted in Figure 3.19.

The first thing to notice in this graph is that even with significant numbers

of slow nodes, performance for the large messages is minimally impacted. This

is because with large messages, the RDMA transfer times are so high that very

few control operations are needed, and because the control events are widely

spaced, there are many opportunities for a slowed control plane to catch up with

the non-slowed nodes. Thus, for 90% slowdown, the performance is more than

98.5% of the maximum while for 99% slowdown (not shown in the graph), it is

about 90%.

117



For small messages (sent using SMC), the decrease in performance is more

significant. Here, when even a single node lags, its delay causes all nodes to

quickly reach the end of the sending window and then to wait for previous

messages to be delivered. Nonetheless, due to the effectiveness of batching, the

decrease in performance is less than proportional to the slowdown. For example,

the performance is 70% of the maximum in case of 50% slowdown and about

15% for a 90% slowdown.

Notice also that performance does not decrease even as we increase the

number of slow nodes. In effect, the slowest node determines the performance of

the system. One can understand this behavior by thinking about the symmetry

of the Derecho protocols, in which all nodes independently deduce global

stability. Because this rule does not depend on a single leader, all nodes proceed

independently towards delivering sequence of messages. Further, because

Derecho’s batching occurs on the receivers, not the sender, a slow node simply

delivers a larger batch of messages at a time. Thus, whether we have one slow

node or all slow ones, the performance impact is the same.

From this set of experiments, we conclude that Derecho performs well with

varying numbers of shards (with just minor exceptions caused by hardware

limitations), that scheduling or similar delays are handled well, and that the

significant performance degradation seen when classic Paxos protocols are scaled

up are avoided by Derecho’s novel asynchronous structure.

Next, we considered the costs associated with membership changes.
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(a) Derecho multicast bandwidth with
200MB messages. A new member joins at

10s, then leaves at 20s.
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Figure 3.20: Multicast bandwidth (left), and a detailed event timeline (right).
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Figure 3.21: Timeline diagrams for Derecho.

3.4.6 Costs of Membership Reconfiguration

In Figure 3.20a we see the bandwidth of Derecho multicasts in an active group as

a join or leave occurs. The three accompanying figures break down the actual

sequence of events that occurs in such cases, based on detailed logs of Derecho’s

execution. Figure 3.20b traces a single multicast in an active group with multiple

senders. All red arrows except the first set represent some process putting

information into its SST row (arrow source) that some other process reads (arrow

head); the first group of red arrows, and the background green arrows, represent

RDMC multicasts. At 1 process 0 sends a 200MB message: message (0,100).
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RDMC delivers it about 100ms later at 2 , however, Derecho must buffer it until

it is multi-ordered. Then process 3’s message (3,98) arrives ( 3 - 4 ) and the SST

is updated ( 4 , 6 ), which enables delivery of a batch of messages at 7 . These

happen to be messages (2,98)...(1,99). At 8 process 3’s message (3,99) arrives,

causing an SST update that allows message 100 from process 0 to finally be

delivered ( 9 - 10 ) as part of a small batch that covers (2,99) to (1,100). Note that

this happens to illustrate the small degree of delivery batching predicted earlier.

In Figure 3.21a we see a process joining: 1 it requests to join, 2 - 6 are

the steps whereby the leader proposes the join, members complete pending

multicasts, and finally wedge. In steps 7 - 9 the leader computes and shares the

trim; all processes trim the ragged edge at 9 and the leader sends the client the

initial view ( 10 ). At 11 we can create the new RDMC and SST sessions, and

the new view becomes active at 12 . Figure 3.21b shows handling of a crash;

numbering is similar except that here, 4 is the point at which each member

wedges.

For small groups sending large messages, the performance-limiting factor

involves terminating pending multicasts and setting up the new SST and RDMC

sessions, which cannot occur until the new view is determined. This also explains

why in Figure 3.20a the disruptive impact of a join or leave grows as a function of

the number of active senders: the number of active sends and hence the number

of bytes of data in flight depends on the number of active senders. Since we are

running at the peak data rate RDMA can sustain, the time to terminate these

sends is dominated by the amount of data in flight. In experiments with 20MB

messages the join and leave disruptions are both much shorter.
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Figure 3.22: Derecho vs APUS with Three Nodes over 100Gbps InfiniBand

3.4.7 Comparisons with Other Systems

Using the same cluster on which we evaluated Derecho, we conducted a series of

experiments using competing systems: APUS, LibPaxos, ZooKeeper. All three

systems were configured to run in their atomic multicast (in-memory) modes.

APUS runs on RDMA, hence we configured Derecho to use RDMA for that

experiment. LibPaxos and ZooKeeper run purely on TCP/IP, so for those runs,

Derecho was configured to map to TCP.

The comparison with APUS can be seen in Figure 3.22. We focused on a

3-member group, but experimented at other sizes as well; within the range

considered (3, 5, 7) APUS performance was constant. APUS does not support

significantly larger configurations. As seen in these figures, Derecho is faster

than APUS across the full range of cases considered. APUS apparently is based

on RAFT, which employs the pattern of two-phase commit discussed earlier, and

we believe this explains the performance difference.

Comparison of Derecho atomic multicast with the non-durable configurations

of LibPaxos and ZooKeeper are seen in Figure 3.23 (Zookeeper does not support

100MB writes, hence that data point is omitted). Again, we use a 3-member
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Figure 3.23: Derecho vs LibPaxos and ZooKeeper with Three Nodes over
100Gbps Ethernet

group, but saw similar results at other group sizes. LibPaxos employs the Ring

Paxos protocol, which is similar to Derecho’s protocol but leader-based. Here the

underlying knowledge exchange is equivalent to a two-phase commit, but the

actual pattern of message passing involves sequential token passing on a ring.

The comparison with ZooKeeper is of interest, because here there is one case

(10KB writes) where ZooKeeper and Derecho have very similar performance over

TCP. Derecho dominates for larger writes, and of course would be substantially

faster over RDMA (refer back to Figure 3.13b). On TCP, the issue is that Derecho

is somewhat slow for small writes, hence what we are seeing is not so much that

ZooKeeper is exceptionally fast, but rather that the underlying communications

technology is not performing terribly well, and both systems are bottlenecked.

More broadly, Derecho’s “sweet spot,” for which we see its very highest

performance, involves large objects, large replication factors, and RDMA hard-

ware. The existing systems, including APUS, simply do not run in comparable

configurations and with similar object sizes.
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As a final remark, we should note that were we to compare Derecho’s

peak RDMA rates for large objects in large groups with the best options for

implementing such patterns in the prior systems (for example, by breaking a

large object into smaller chunks so that ZooKeeper could handle them), Derecho

would be faster by factors of 30x or more. We omit such cases because they raise

apples-to-oranges concerns, despite the fact that modern replication scenarios

often involve replication of large objects both for fault-tolerance (small numbers of

replicas suffice) and for parallel processing (here, large numbers may be needed).

3.4.8 Additional Experimental Findings

Above, we described just a small fraction of the experiments we’ve run. We omit

a series of experiments that explored very large configurations of as many as

500 group members, because the machine on which we carried those out had a

different architecture than the platforms on which we report. We also omitted

experiments on RoCE, focusing instead on datacenters equipped with RDMA

on IB, because datacenter use of RoCE is too much of a moving target for us

to identify a consensus deployment model. We studied Derecho performance

with contention, but on yet a different platform. The complication for those

experiments was that the background loads were imposed by a scheduler not

under our control, and as a result the exact nature of the contention was hard to

quantify.

We also studied API costs. Say that a multicast that sends just a byte array

is “uncooked,” while a multicast that sends a polymorphic argument list is

“cooked.” We measured the cost of the cooked RPC framework on simple objects
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without persistence, but discovered it added no statistically significant difference

in round-trip time compared to the uncooked case (discounting the initial copy of

the RPC arguments into Derecho’s sending buffers, a step which can sometimes

be avoided for an uncooked send when the data is already in memory, for

example after a DMA read from a camera). The primary finding in this work

was that copying of any kind can lead to significant delays. Thus applications

seeking to get the best possible performance fromDerecho should use “zero copy”

programming techniques as much as feasible. Within our API, we avoid copying

arguments if the underlying data format is suitable for direct transmission, and

on receipt, we don’t create copies of incoming objects so long as the event handler

declares its argument to be of C++ “reference type.” For example, in C++ an

argument of type int must be copied to the stack, but an argument of type

int& is treated as a reference to the parameter object (an alias). For even better

performance, handlers should declare arguments to be const, for example const

int&. A const argument is one that the user’s code will not mutate; knowing

this, C++ can perform a number of compiler optimizations, reducing costs on

Derecho’s critical path.

None of those experiments uncovered any signs of trouble: if anything, they

support our belief that Derecho can run at extremely large scale, on a wide variety

of platforms, and in multitenant environments.

3.5 Prior Work

Paxos. While we did not create Derecho as a direct competitor with existing

Paxos protocols, it is reasonable to compare our solution with others. As noted
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in our experimental section, we substantially outperform solutions that run on

TCP/IP and are faster than or “tied with” solutions that run on RDMA. Existing

RDMA Paxos protocols lack the asynchronous, receiver-batched aspects of our

solution. As a result, Derecho exhibits better scalability without exhibiting the

form of bursty behavior observed by Jallali [88].

With respect to guarantees offered, the prior work on Paxos is obviously

relevant to our paper. The most widely cited Paxos paper is the classic Synod

protocol [76], but the version closest to ours is the virtually synchronous Paxos

described by Birman, Malkhi, and van Renesse [19]. A number of papers have

suggested ways to derive the classic Paxos protocol with the goal of simplifying

understanding of its structure [122, 31, 104, 80, 89, 38]

Among software libraries that offer high speed Paxos, APUS [126] has the

best performance. APUS implements a state-machine replication protocol related

to RAFT, and developed by Mazieres [89]. APUS is accessed through a socket

extension API, and can replicate any deterministic application that interacts with

its external environment through the socket. A group of = members would thus

have 1 leader that can initiate updates, and = − 1 passive replicas that track the

leader.

Corfu [10] offers a persistent log, using Paxos to manage the end-of-log

pointer,7 and chain replication as a data-replication protocol [124]. In the Corfu

model, a single log is shared by many applications. An application-layer library

interacts with the Corfu service to obtain a slot in the log, then replicates data into

that slot. Corfu layers a variety of higher level functionalities over the resulting

7Corfu has evolved over time. Early versions offered a single log and leveraged RDMA [10],
but the current open-source platform, vCorfu [127] materializes individualized “views” of the
log and has a specialized transactional commit mechanism for applications that perform sets of
writes atomically.
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abstraction. Our version-vectors are like Corfu logs in some ways, but a single

application might have many version vectors, and each vector holds a single

kind of replicated data. Our RDMC protocol is more efficient than the Corfu

replication protocol at large scale, but Corfu is not normally used to make large

numbers of replicas. More interesting is the observation that with one original

copy and two replicas, we outperform the chain replication scheme used in Corfu:

RDMC never sends the same data twice over any RDMA link. With two replicas,

the leader (P) sends half the blocks to replica Q, which then forwards them to

R, and the other half to S, which forwards them to R, and the resulting transfer

completes simultaneously for Q and R almost immediately (one block-transfer)

after the leader has finished sending: potentially, twice as fast as any protocol

that either uses a chain of participants, or where P sends separately to both Q

and to R.

Round-robin delivery ordering for atomic multicast or Paxos dates to early

replication protocols [34]. Ring Paxos is implemented in LibPaxos [2], and Quema

has proven a different ring Paxos protocol optimal with respect to its use of unicast

datagrams [61], but Derecho substantially outperforms both. The key innovation

is that by re-expressing Paxos using asynchronously-evaluated predicates, we

can send all data out-of-band. Section 3.4.7 compares performance of LibPaxos

with Derecho.

RAFT [95] is a popular modern Paxos-like protocol; it was created as a

replication solution for RamCloud [97] and was the basis of the protocol used in

APUS. Microsoft’s Azure storage fabric uses a version of Paxos [28], but does not

offer a library API. NetPaxos is a new Paxos protocol that leverages features of

SDN networks. It achieves very high performance, but just for a single group,

126



and lacks support for complex, structured applications [40]. DARE [102] looks at

state machine replication on an RDMA network. RDMA-Paxos is an open-source

Paxos implementation running on RDMA [3]. NOPaxos [86] is an interesting new

Paxos protocol that uses the SDN network switch to order concurrent multicasts,

but it does not exploit RDMA. None of these libraries can support complex

structures with subgroups and shards, durable replicated storage for versioned

data, or consistent time-indexed queries. They all perform well, but Derecho still

equals or exceeds all published performance measurements.

Atomic multicast. The virtual synchrony model was introduced in the Isis

Toolkit in 1985 [20], and its gbcast protocol is similar to Paxos [130]. Modern

virtual synchrony multicast systems include JGroups [11] and Vsync [17], but

none of these maps communication to RDMA, and all are far slower than Derecho.

At the slow network rates common in the past, a major focus was to batchmultiple

messages into each send [57]. With RDMA, the better form of batching is on the

receiver side.

Monotonicity. We are not the first to have exploited asynchronous styles

of computing, or to have observed that monotonicity can simplify this form or

protocol, although Derecho’s use of that insight to optimize atomic multicast and

Paxos seems to be a new contribution. Particularly relevant prior work in this area

includes Hellerstein’s work on eventual consistency protocols implemented with

the Bloom system [36]. The core result is the CALM theorem, which establishes

that logicallymonotonic programs are guaranteed to be eventually consistent. The

authors shows that any protocol that does not require distributed synchronization

has an asynchronous,monotonic implementation (and conversely, that distributed

synchronization requires blocking for message exchange). This accords well
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with our experience coding Derecho, where the normal mode of the system is

asynchronous and monotonic, but epoch (view) changes require blocking for

consensus, during the protocol Derecho uses to compute the ragged trim.

DHTs. Transactional key-value stores have becomewidely popular in support

of both the NoSQL and SQL database models. Derecho encourages key-value

sharding for scalability, and offers strong consistency for read-only queries that

span multiple subgroups or shards. However, at present Derecho lacks much of

the functionality found in full-fledged DHT solutions, or DHT-based databases

such as FaRM [47], HERD [71] and Pilaf [91]. Only some of these DHTs support

transactions. FaRM offers a key-value API, but one in which multiple fields can

be updated atomically; if a reader glimpses data while an update is underway, it

reissues the request. DrTM [128] is similar in design, using RDMA to build a

transactional server. Our feeling is that transactions can and should be layered

over Derecho, but that the atomicity properties of the core systemwill be adequate

for many purposes and that a full transactional infrastructure brings overheads

that some applications would not wish to incur.

3.6 Conclusions

Derecho is a new software library for creating structured services of the kind

found in today’s cloud-edge. The system offers a simple but powerful API

focused on application structure: application instances running identical code

are automatically mapped to subgroups and shards, possibly overlapping, in

accordance with developer-provided guidence. Consistency is achieved using the

virtual synchrony model of dynamic membership management side by side with
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a new suite of Paxos-based protocols that offer atomic multicast and durable state

machine replication. Unusually, Derecho can perform updates and read-only

queries on disjoint lock-free data paths, employing either TCP (if RDMA is

not available) or RDMA for all data movement. Derecho is 100x faster than

comparable packages when running in identical TCP-based configurations, and a

further 4x faster when RDMA hardware is available. The key to this performance

resides in a design that builds the whole system using steady data flows with

minimal locking or delays for round-trip interactions.
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CHAPTER 4

RELIABLE, EFFICIENT RECOVERY FOR COMPLEX SERVICES WITH

REPLICATED SUBSYSTEMS

The material presented in this chapter was originally published in [120].

4.1 Introduction

We are seeing a shift from a query-dominated cloud in which most operations are

read-only and use data acquired out-of-band, to a real-time control cloud, hosting

increasingly complex online applications, in which near-continuous availability

is important. Such needs arise in stream processing for banking and finance, IoT

systems that monitor sensors and control robots or other devices, smart homes,

smart power grids, smart highways, and cities that dynamically manage traffic

flows, etc. These applications often have multiple subsystems that interact, and

that bring safety requirements which include the need for fault-tolerance and

consistency in the underlying data-management infrastructure.

Traditional transactional database methods scale poorly if applied naively [60].

Our work adopts a state machine replication model, using key-value sharding for

scaling. Suchmodels are relatively easy to programagainst andhence increasingly

popular, but pose challenges when crashes occur.

Tomaintain the basic obligations of the statemachine replicationmethodology,

updates must be applied to replicas exactly once, in the same order, and should

be durable despite damage a failure may have done. For a given replication

factor the system should also guarantee recoverability if fewer than that number

of crashes occur. Subsystems may being further constraints: numbers of cores,
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amounts of memory, etc. A further consideration is that datacenter hardware

can exhibit correlated failures due to shared resource dependencies. To ensure

high availability, replicas must be placed into distinct failure correlation sets.

Performance considerations further shape the design ofmodern cloud systems,

which often migrate artificially intelligent behavior into the edge [18]. This may

entail use of machine learned models for decision-making or event classification,

as well as real-time learning in which new models are trained from the incoming

data stream. For example, a smart highway might need to learn the behavior

of vehicles, and adapt the acquired models as vehicles change their behavior

over time. The large data sizes (photos, videos, radar, lidar) and intense time

pressure (guidance is of little value if based on stale data) compel the use of

accelerators, such as RDMA (which offloads data transport to hardware and

achieves zero-copy transfers), NVM (which offers durable memory-mapped

storage), GPU and TPU, and FPGA, without which applications would often be

unable to meet performance demands [69, 86, 126].

The Derecho library [69] was created to support this new class of demanding

edge applications. Derecho models the application as a collection of subgroups

where each subgroup is partitioned into shards (subgroups can overlap, but

shards of the same subgroup are disjoint). Each shard is a replicated state

machine. The membership of the entire system is managed in a top-level group,

which consists of all the nodes in the system. Figure 4.1 shows an example

application. Derecho makes several key design decisions that are necessary to

achieve high performance:

• Consensus off the critical path: Derecho adopts a virtual synchrony ap-

proach [22]. The top-level group membership moves through epochs (or
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views) where each epoch is a failure-free run of the system. Each failure

triggers a reconfiguration (or view change) of the group membership. The

view change involves agreement on pending updates and recomputation of

the membership of each shard.

• Update all, read any single replica: An update is only committed in a

shard if it has been logged at every non-failed member. Every replica

has full state, enabling fast single-replica queries that do not interfere

with updates. In this model, a shard can survive the failure of all but

one member without losing any committed updates. This is in contrast

to quorum-based protocols [77], where it suffices to update a majority of

replicas, but where a query or a restart involves merging state frommultiple

replicas. Moreover, Derecho pipelines updates, such that each log consists

of a prefix of committed updates followed by a suffix of pending updates.

A reconfiguration results in a distributed log cleanup where updates that

cannot be committed are discarded.

• Distributed logs: For safety, each shard member needs to log updates before

they are committed. In this class of services, the “state of the application”

is decentralized.

Services sometimes shut down and must later be restarted, for example

when the application is migrated to different nodes, software is updated or the

datacenter as a whole is serviced. Clearly we must recover each individual SMR

subgroup or shard, but notice that the recovered states also need to correspond

to a state the service as a whole could have experienced, while also preserving

every committed update. This obligation is not unique to Derecho: systems

like vCorfu [127] (the multi-log version of Corfu [10]) and Ceph [129] also
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“Front-end” subgroup 

“Back-end” subgroup 

Load-balancing subgroup 

Sensors, other 

external “clients” 

Shards 

Update logs 

Multicast-only subgroups 

Figure 4.1: A Derecho service spanning 16 (or more) machines and containing
several subsystems that employ a mix of point-to-point RPC and multicast.
The ovals represent subgroups and shards within which data is replicated.
Independent use of state machine replication isn’t sufficient: after a shutdown,
components must restart in a mutually-consistent state.

have multiple subsystems that use sharding. Nonetheless, the problem has not

previously been studied. For example, although the Derecho paper is detailed,

it focuses on the efficiency of its protocols, their mapping to RDMA, and the

resulting performance.

There are several factors that make restarting non-trivial:

• Failures during restart complicate the problem. We need to ensure safety

under all circumstances and restore the system to a consistent, running

state, equivalent to the last committed state before total failure.

• Some nodes that were once part of the systemmay never recover. Moreover,

some restarting nodes may have failed in a view preceding the last view

before the restart, inwhich case theywill not be aware of the lastmembership
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of the top-level group. We need to determine the conditions under which a

restart is possible and reconcile incomplete logs stored by shard members.

• We need to satisfy application constraints related to deployment. For

example, shards may require that the members belong to different failure

regions of the datacenter, impose a minimum on the number of members,

and specify hardware configurations (such as number of cores, amount of

memory, GPUs, etc).

The restart process should also be highly efficient to minimize application

downtime. Thus we need to minimize the data transferred during restart and

optimize data movement.

In this chapter, we describe our restart algorithm for such systems, with

configurable parameters as follows. Our algorithm requires the restarting service

to designate a restart leader; it can be any restarting node. We model the

failure characteristics of the nodes by organizing them into failure correlation

sets. The application specifies the minimum number of failure correlation

sets that the members of a shard should come from, for each shard of every

subgroup. The application provides mappings from nodes to failure correlation

sets through configuration files, making the process highly flexible; it can choose

to distinguish nodes that belong to different racks or different regions of the

datacenter altogether.

The chapter makes the following contributions:

1. Characterization of the state recovery problem for services composed of

stateful subsystems, including a definition of correct recovery for replicated

state machines that share a configuration manager.
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2. An algorithm for restarting such a system from durable logs, including rea-

soning that argues why the algorithm is safe in the presence of any number

of crashes, and live as long as any quorum of the last live configuration

eventually restarts.

3. An algorithm that provably assigns nodes to shards in a way that satisfies

deployment constraints and minimizes state transfer.

4. An experimental evaluation showing that a structured service can be

recovered quickly and efficiently using this algorithm.

An implementation is available in the Derecho system.

In section 4.2, we describe the restart problem at length, discussing our

desirable goals for any algorithm that solves it. In section 4.3, we discuss our

restart algorithm and the accompanying algorithm for assigning nodes to shards

while satisfying deployment constraints. In section 4.4, we reason about the

correctness of the restart algorithm and prove the node assignment algorithm

correct. We show the feasibility of our approach in section 4.5 and discuss

related work in section 4.6. Finally, we summarize our findings and conclude in

section 4.7.

4.2 Problem Description

The essence of our problem is that independent recovery of state-machine

replicated components is not sufficient. SMR guarantees that a service with

2 5 + 1 members can tolerate 5 crash failures. However a complex service with

multiple subsystems and shards has many notions of 5 . For the service as a
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whole, Derecho’s virtually synchronous membership protocol requires that half

the members remain active from one view to the next; this prevents “split brain”

behavior. But notice that in Figure 1 some shards have as few as 2 members. A

log instance could be lost in a crash, hence such a shard must not accept updates

if even a single member has crashed.

We can distinguish two cases. One involves continued activity of a service

that experiences some failures, but in which many nodes remain operational.

This form of partial failure has been treated by prior work, including the Derecho

paper. In summary, if the partial failure creates a state in which safety cannot be

maintained, the service must halt (“wedge”) and cannot install a new view or

accept further updates until the damage has been repaired.

The second case is our focus here: a full shutdown, which may not have

been graceful (the service may not have been warned). To restart, we must

first determine the final membership of the entire service, and the mapping of

those nodes to their shard memberships in the restarted service. Then we must

determine whether all the needed durable state is available, since recovery cannot

continue if portions of the state are lacking, even for a single shard. Furthermore,

intelligent choices must be made about the mapping of nodes to shard roles in

the restarted service. On the one hand, this must respect constraints. Yet to

maximize efficiency it is also desireable to minimize “role changes” that entail

copying potentially large amounts of data from node to node.

In what follows, we will describe the restart problem and our algorithm for

its solution in terms of a more generic system, with the hope that our techniques

will be useful even in systems where Derecho is not employed.
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4.2.1 System Setup

We consider a distributed system of nodes (i.e. processes) organized into

subgroups partitioned into shards, in which each shard implements a virtually

synchronous replicated state machine. In general, we will refer to a shard without

mentioning which subgroup it belongs to, unless the distinction is important

for clarity. Each shard maintains a durable log of totally ordered updates to

its partition of the system state, and an update is considered committed once

it is logged at every replica in the current view. As is standard in the virtual

synchrony approach [22], each update records the view in which it was delivered.

Also, each reconfiguration (view change) event requires every node to commit

to an epoch termination decision which must contain, at a minimum, the highest

update sequence number that can be committed in each shard, as well as the ID

of the view that it terminates.

We believe this model to be quite general. Obviously, it is a natural fit

for services implemented using Derecho, but it can also be applied to the

materialized stream abstraction in vCorfu [127]. A vCorfu stream abstracts the

action of applying a sequence of updates to a single replicated object (what we

would call a shard). Moreover, vCorfu has multiple subsystems: it stores the

system’s configuration in a separate layout server, rather than having replicas

store their own configuration. Turning to the Ceph file system [129], we find

a meta-data service, a cluster mapping service, and a sharded SMR-replicated

object store (RADOS). Again, the requirements are analogous to the ones we

described for Derecho, with the cluster map playing the role of the view. To our

knowledge, neither vCorfu nor Ceph currently addresses the issue of consistency

across different shards and subsystems in the event of a full shutdown; our
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methods would thus strengthen the recoverability guarantees offered by these

systems.

4.2.2 The Restart Problem

Our task is to ensure that the committed state of this system can be recovered in

the event that every node in the system crashes in a transient way. This could be

the result of a power failure or network disconnection, or an externally-mandated

shutdown caused by datacenter management policies. When the system begins

restarting after such a failure, we can assume that most of the nodes that crashed

will resume functioning and can participate in the restart process. However,

some nodes may remain failed. The system should be able to restart as long as

enough of its former members participate in the restart process to guarantee that

its state has been correctly restored.

Specifically, we need to restore the system to a consistent, running state, that

is equivalent to its last committed state before the total failure. The restarted

system must also have the same fault tolerance guarantees as it did before. This

means that the restarted distributed service must (1) include every update in

every shard that had reached a durably-committed state before the crash, (2)

adopt a configuration that is the result of a valid view-change procedure from

the system’s last installed configuration, and (3) assign nodes to shards such that

each shard meets its constraint of having nodes from different failure correlation

sets.

The service must also be resilient against failures during the restart process,

since the same transient crashes that caused it to stop can also occur during
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restart. It must tolerate the failure of any node in the system, detect it, and revert

the system to a safe state until recovery can continue. Recovery must be able to

continue from any intermediary state.

We assume that some simple external process triggers the restart procedure,

such as a datacenter-management system that re-runs each interrupted program

after a shutdown event. As a preliminary design choice, we will also assume that

the restart procedure will be leader-based. The restarting system’s first task, then,

is to choose a restart leader. While we could elect a restart leader using standard

techniques, we found it simpler and just as effective to use a preconfigured list of

restart leaders installed on all nodes in the system (e.g. through a settings file).

We have designed our protocol such that any node that was a member of the

system at any time can serve as the restart leader, so the choice of restart leader is

arbitrary and does not depend on the state of the system at the time of the total

failure. As we will see in section 4.4.2, this also means that it is easy for another

node to take over for the restart leader if it fails during recovery.

In order to restart to a consistent state, several subproblemsmust be addressed.

First, when the restart leader starts up, it does not knowwhether it was a member

of the last installed configuration, or whether it crashed much earlier but was

nonetheless set as the restart leader; thus, its logs of both system state and the

group membership could be arbitrarily out of date. Second, when the restart

leader communicates with other restarting nodes, it must determine whether

those nodes’ configuration and state data is newer or older than its own, and

whether it represents the last known state of the system, without knowing in

what order the other nodes crashed. Third, for each node that restarts and has

logged state updates, the restart leader must determine which updates in that
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log might have been externally visible and acted upon, and which were still

in-progress and might never have reached a majority of replicas. Answering

this question requires knowing what configuration was active at the time the

update was logged, and what configuration was active at the time the system

crashed. Finally, during the restart process any node could experience another

transient crash, including the restart leader itself, and these crashes should not

result in the system restarting in an inconsistent state or prevent the system from

restarting when it has a sufficient number of healthy replicas.

The restarted system must also install a configuration that meets each shard’s

fault-tolerance constraints. To avoid shard shutdowns due to correlated failures,

each shard is statically configured to require a minimum number of nodes from

different failure correlation sets. Here, a distinction between shards of different

subgroups is important, since only shards of the same subgroup are disjoint.

Given a number of restarted nodes and their failure correlation sets, the restart

leader must not only partition them between each subgroup’s shards, but it must

also (1) satisfy the minimum number of nodes required from different failure

correlation sets for each shard, (2) assign as many nodes as possible to their

original shards, in order to minimize the number of state transfers between nodes,

and (3) compute the new assignment in a timely manner. Section 4.2.3 gives a

detailed example of what is required.

The log-recovery system we describe here addresses all of these concerns, and

restarts the system as efficiently as possible by allowing each shard to complete

state transfer operations in parallel.
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4.2.3 Failure-Domain-Aware Assignment

Suppose that a system has failure correlation sets 51, 52, 53, such that 51 contains

nodes 0 and 1, 52 contains nodes 2, 3, and 4, and 53 contains nodes 5 and 6. It has

just one subgroup with three shards B1, B2, B3, which require 2, 3, and 1 node(s)

from different failure correlation sets respectively. A valid initial configuration

for this systemwould be B1 = {0, 2}, B2 = {1, 4 , 6}, B3 = { 5 }, leaving 3 unassigned

to any shard. This can be represented in the following diagram, in which colors

correspond to failure correlation sets:

a c b e g d f

B1 B2 B3

Now suppose a shutdown occurs and all nodes except 6 restart. Shard B2 is

no longer in a valid configuration because it has 1 less node than it requires, but

it would not suffice for the restart leader to simply add the unassigned node 3 to

the shard because 3 is from the same failure correlation set as 2.

a c b e g d f

B1 B2 B3

Anoptimal reassignment is tomove 5 from B3 to B2, and add 3 to B3, resulting in

the post-restart configuration B1 = {0, 2}, B2 = {1, 4 , 5 }, B3 = {3}. This reassigns

only 2 nodes to new roles, which is the minimum that can be achieved while

satisfying each shard’s requirements.

a c b e f g d

B1 B2 B3
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4.3 Restart Algorithm

Having established the parameters of the restart problem, we now present our

algorithm for solving it. At a high level, this algorithm has seven steps:

1. Find the last-known view by inspecting persistent logs

2. Wait for a quorum of this view to restart

3. Find the longest replicated state log for each shard

4. Compute new shard assignments and complete epoch termination from

the last view, if necessary

5. Trim shard logs with conflicting updates

6. Update replicas with shorter logs

7. Install the post-restart view

However, this is not a linear process, because failures at any step after 2 can force

the algorithm to return to step 2 if the quorum is lost. Also, in practice, steps 1-3

are executed concurrently by the restart leader, because it can gather information

about the longest update log available for each shard while it is waiting to reach

a restart quorum.

In order for log recovery to be possible, we must add a few requirements to

the system described in Section 4.2.1. First, during a reconfiguration, all nodes

which commit to a new view must log it to nonvolatile storage before installing it.

Furthermore, in order to ensure that no updates are used in the restarted state

of the system that would have been aborted by the epoch termination process,

live nodes must log each epoch termination decision to persistent storage before
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Algorithm 1 The restart leader’s behavior, part 1
1: +2 ← read(view_log)
2: A4BC0AC43← {=83<4}
3: D4 ← read(update_log).4=3
4: !!← {+2 .<H_B83→ (=83<4 , D4 .B4@=>)}
5: �) ← read(epoch_termination_log)
6: while ¬ quorum(+2 , A4BC0AC43) do
7: (+8 , =83= , B 83, B4@=>) ← receive from =

8: A4BC0AC43← A4BC0AC43 ∪ {=83=}
9: if +8 .E83 > +2 .E83 then

10: +2 ← +8
11: write(view_log, +2)
12: �) ← {}
13: if !![B83].B4@=> < B4@=> then
14: !![B83] ← (=83= , B4@=>)
15: 4C ← receive from =

16: if 4C ≠ {} ∧ 4C.E83 = +2 .E83 then
17: �) ← 4C

18: write(epoch_termination_log, �))
19: +A ← change_view(+2 , A4BC0AC43)
20: if �) = {} then
21: �).E83← +2 .E83

22: for all B ∈ +A .BD16A>D?B do
23: �).;0BC[B.B83] ← !![B.B83].B4@=>
24: B4=C ← {}
25: for all B ∈ +A .BD16A>D?B do
26: for all =83= ∈ B.<4<14AB do
27: BD224BB ← send(+A , �), !![B.B83].=83) to =
28: if ¬BD224BB then
29: handle_failure(=83= , B4=C)
30: B4=C ← B4=C ∪ {=83=}

acting upon it. Before committing to a new view, the new members of each shard

must download and save the epoch termination information for the prior view

in addition to the logged updates that they download during the state-transfer

process.

The pseudocode for our algorithm is shown in Algorithms 1, 2, 3, and 4, where

Algorithms 1 and 2 show the code that runs on the restart leader, Algorithm

3 shows the code that runs on a non-leader node, and Algorithm 4 shows the
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Algorithm 2 The restart leader’s behavior, part 2
31: if �).E83 = D4 .E83 then
32: BD224BB ← send(∅) to !![+A .<H_B83].=83
33: CA8<_B4@=> ← �).;0BC[+A .<H_B83]
34: else
35: BD224BB ← send(D4 .E83) to !![+A .<H_B83].=83
36: CA8<_B4@=> ← receive from !![+A .<H_B83].=83
37: if ¬BD224BB then
38: handle_failure(!![+A .<H_B83].=83, A4BC0AC43)
39: truncate(update_log, CA8<_B4@=>)
40: BD224BB ← state_transfer(!![+A .<H_B83].=83, =83<4 , +A)
41: if ¬BD224BB then
42: handle_failure(!![+A .<H_B83].=83, A4BC0AC43)
43: B4=C ← {}
44: for all =83= ∈ +A .<4<14AB do
45: BD224BB ← send(“Prepare”) to =
46: if ¬BD224BB then
47: handle_failure(=83= , B4=C)
48: for all =83= ∈ +A .<4<14AB do
49: send(“Commit”) to =
50: write(view_log, +2)
51:
52: procedure handle_failure(=83, =>C8 5 H_B4C)
53: A4BC0AC43← A4BC0AC43 − {=83}
54: for all =83< ∈ =>C8 5 H_B4C do
55: send(“Abort”) to <
56: if ¬ quorum(+2 , A4BC0AC43) then
57: goto 6
58: else
59: goto 19

state_transfer function that is common to both nodes. For brevity, we have

factored out the leader’s failure-handling code into amacro called handle_failure,

which should be inserted verbatim wherever it is named.

In our pseudocode’s syntax, the dot-operator accesses members of a data

structure by name, and the bracket operator accesses members of a map by key,

as in C++ or Java. Note that there are three kinds of integer identifiers: node

IDs or NIDs, shard IDs or SIDs, and view IDs or VIDs. Each node has a globally

unique node ID, and, as is common in virtual synchrony, view IDs are unique
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Algorithm 3 A non-leader node’s behavior
1: +2 ← read(view_log)
2: 4C ← read(epoch_termination_log)
3: D4 ← read(update_log).4=3
4: send(+2 , =83<4 , +2 .<H_B83, D4 .B4@=>) to leader
5: if 4C ≠ {} ∧ 4C.E83 = +2 .E83 then
6: send(4C) to leader
7: 2><<8C ← ⊥
8: while ¬2><<8C do
9: (+A , �), =83ℓ ) ← receive from leader

10: 4C ← �)

11: if 4C.E83 = D4 .E83 then
12: BD224BB ← send(∅) to ℓ
13: CA8<_B4@=> ← 4C.;0BC[+2 .<H_B83]
14: else
15: BD224BB ← send(D4 .E83) to ℓ
16: CA8<_B4@=> ← receive from ℓ

17: if ¬BD224BB then
18: continue
19: truncate(update_log, CA8<_B4@=>)
20: BD224BB ← state_transfer(=83ℓ , =83<4 , +A)
21: if ¬BD224BB then
22: continue
23: ? ← receive from leader
24: if ? = “Prepare” then
25: 3← receive from leader
26: 2><<8C ← (3 = “Commit”)
27: +2 ← +A
28: write(view_log, +2)

and monotonically increasing. Shard IDs are unique identifiers assigned to each

shard (globally, across all subgroups) of the system. In the following sections,

we will explain the details of the algorithm, which should make the pseudocode

more clear.
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Algorithm 4 The state-transfer function
1: function state_transfer(=83ℓ , =83<4 , +A)
2: if =83ℓ = =83<4 then
3: *!← read(update_log)
4: for all = ∈ +A .Bℎ0A3B[+A .<H_B83] do
5: E83= ← receive from =

6: if E83= ≠ ∅ then
7: B4@=>= ← find_max(*!, E83=).B4@=>
8: BD221 ← send(B4@=>=) to =
9: B4@=>4 ← receive from =

10: BD222 ← send({*![B4@=>4], . . . *!.4=3}) to =
11: if ¬BD221 ∨ ¬BD222 then
12: return ⊥
13: else
14: D4 ← read(update_log).4=3
15: BD224BB ← send(D4 .B4@=>) to ℓ
16: if ¬BD224BB then
17: return ⊥
18: {D4+1 , D4+2 , . . . , Dℓ } ← receive from ℓ

19: append(update_log, {D4+1 , D4+2 , . . . , Dℓ })
20: return >

4.3.1 Awaiting Quorum

The restart leader’s first operation is to read its logged view, which becomes the

first “current” view, +2 , and its logged epoch termination information, which

becomes the currently-proposed epoch termination, �). It then begins waiting

for other nodes to restart and contact it; non-leader nodes will contact the

preconfigured restart leader as soon as they restart and discover that they have

logged system state on disk.

When a non-leader node contacts the leader, it sends a copy of its logged

view, +8 , its node ID, the ID of the shard it was a member of during +8 , and

the sequence number of the latest update it has on disk. The joining node may

optionally then send a logged epoch termination structure, if it has one that is

as new as its logged view. The leader updates +2 and possibly �) if the client’s
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view and epoch termination are newer, and uses data structure !! (a map from

shard IDs to pairs of node IDs and update sequence numbers) to keep track of

the location of the longest log for each shard. Note that sequence numbers from

later views are always ordered after sequence numbers from earlier views.

After each node restarts, the leader checks to see if it has a restart quorum.

A restart quorum consists of a majority of the members of the system in the

last known view that includes at least one member of every shard from that

view. In addition, the restart leader must be able to install a new post-restart

view in which the entire group has at least 5 + 1 replicas to meet the overall

fault-tolerance threshold, and each shard is populated by nodes that meet its

failure-correlation requirements. Note that the post-restart view can add new

members that were not part of the last known view, since nodes that failed in an

earlier view but restarted after the system-wide failure can still participate in the

recovery process.

Once the leader has reached a restart quorum, if the newest epoch termination

structure it has discovered is from an older view than +2 , it makes its own

decision about how to terminate +2’s epoch. Specifically, it synthesizes an epoch

termination structure by taking the sequence number of the latest update for

each shard, and marking it with the same VID as +2 . It then computes +A , the

next view to install after restarting.

In practice, the leader waits for a short “grace period” after a quorum is

achieved to allow nodes that restarted at a slightly slower rate to be included in

+A . This makes it less likely that +A will require many node reassignments (and

hence state transfers), and has only a minor effect on restart time.
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4.3.2 Assigning Nodes to Shards

When testing for a restart quorum and computing +A , the leader must determine

an optimal assignment from nodes to shards. Since the shards of a subgroupmust

be disjoint, it can consider each subgroup individually. For each subgroup, the

leader computes the assignment of nodes to shards in +A by solving an instance

of the min-cost flow problem [6].

It first creates a bipartite graph from shards to failure correlation sets as

follows: For each shard there is a vertex B8 , and for each failure correlation

set (FCS) there is a vertex 5 2B 9 . There is one “shard” vertex D representing

unassigned nodes, one source vertex, and one sink vertex. If <8 is the required

number of nodes from different failure correlation sets for shard 8, then there is

an edge from the source vertex to B8 with cost 0 and capacity <8 . An edge with

cost 0 and capacity 0 extends from the source vertex to D. An edge extends from

each shard vertex B8 to each FCS vertex 5 2B 9 , with cost 0 if shard 8 contained a

node from FCS 9 in +2 , cost 1 otherwise, and capacity 1. For vertex D, these edges

always have cost 0 and capacity 1. Finally, there is an edge from each FCS vertex

5 2B 9 to the sink vertex with cost 0 and capacity equal to the number of nodes in

FCS 9 in +A .

The leader solves min-cost flow on the generated bipartite graph, increasing

flow along augmenting paths until all shard vertices B8 have at least <8 flow and

a solution is generated, or no augmenting path can be generated for the graph.

If a solution is generated, then the leader translates that solution into a node

assignment, where shard 8 is assigned one node from failure correlation set 9 if an

edge contains flow between vertices B8 and 5 2B 9 . If min-cost flow halts without a
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solution, then there is no solution that satisfies <8 for all shards, and there is not

yet a restart quorum.

4.3.3 Completing Epoch Termination

For each shard, the restart leader sends to each node that will be a member in +A

the identity of the node on which the latest update for that shard resides (denoted

node ℓ ), as well as +A itself and the epoch termination information.

When sending this information to node =, the restart leader might discover

that = has crashed because it does not respond to the leader’s connection attempts

(we assume TCP-like semantics for our network operations). In this case, the

leader removes = from the set of restarted nodes, sends an “Abort” message to all

the nodes that have already received its message, and recomputes whether it has

a restart quorum. If there is still a restart quorum, the leader recomputes +A and

starts over at sending �) and +A to each live node. If not, it returns to step 2 and

waits for additional nodes to restart.

Meanwhile, when a non-leader node receives +A , �), and =83ℓ , it compares

�)’s view ID to the view ID associated with its last logged update. If these IDs

match, the node completes epoch termination by deleting from its update log any

updates with a sequence number higher than the last commit point for its shard.

If the epoch termination structure is from a later view, though, all the updates

in the node’s log are from an earlier view that might have had its own epoch

termination. In order to ensure that it also trims any updates that were aborted by

the earlier epoch termination, the node contacts node ℓ and sends it the VID of its

last logged update. Node ℓ , upon receiving this message, inspects its update log
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and finds the last update with that VID, then replies with that update’s sequence

number. The sending node then deletes from its log any updates with a higher

sequence number. (Node ℓ ’s behavior in this exchange is implemented in the

state_transfer function).

4.3.4 Transferring State

Once each node, including the leader, has truncated from its log any updates that

would have aborted, it must download any committed updates that are not in its

log. Each node that has been designated as the location of the longest log must,

conversely, listen for connections from the other nodes that will be members of

its shard in +A and send them the updates they are missing. This is shown in

the state_transfer function in Algorithm 4. In this phase, a non-leader node

may discover that the node with the longest log has failed when it attempts to

contact it. In that case, the node can conclude that the +A it has received from the

leader will not commit, and return to waiting to receive a new +A and longest-log

location from the leader.

4.3.5 Committing to a Restart View

When a non-leader node finishes its state transfer operations, it awaits a “prepare”

message from the leader. Meanwhile, when the leader has finished its own state

transfer operations, it begins sending “prepare” messages to each node. If it

discovers while sending these that a node has crashed (because the connection is

broken), it sends an “abort” message to all nodes that it has already sent “prepare”
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messages to, and recomputes the post-restart view to exclude the crashed node.

The leader might then discover that it no longer has a sufficient quorum for

restart without the crashed node, in which case it returns to step 2 and waits

for additional nodes to restart. If it still has a quorum, however, the leader can

return to step 3, calculating the new shard membership and sending the new

+A and longest log location to all nodes. Once the leader has successfully sent

“prepare” messages to all nodes in +A , it can send a “commit” message to all of

them confirming that this view can be installed. Once a non-leader node receives

the leader’s commit message, it can install +A and begin accepting new messages

and committing new updates. At this point, the restart leader no longer has a

leader role, and all future failures and reconfigurations can be handled by the

normal view-change protocol for a running system.

4.4 Analysis

We will now prove that this protocol satisfies the goals we set out in section 4.2.2.

We first show that the protocol is correct in the case where there are no failures

during the restart process, and then show that failures of any node do not affect

its correctness.

Regardless of which view the restart leader has logged on disk when it

first starts up, it is guaranteed to discover the last view that was installed in

the pre-crash system before it exits the await-quorum loop, because a restart

quorum requires a majority of nodes from the current view +2 to contact it. The

view-change protocol in virtual synchrony requires a majority of the members of

the current view to be members of the next view, which means that if the restart
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leader starts with some obsolete view +: , a majority of members of +: were also

members of +:+1, and the restart leader will discover at least one member of +:+1

by waiting for a majority of members of +: . When a member of +:+1 restarts, it

will send +:+1 to the leader, which will then use +:+1 as +2 and begin waiting

for a majority of +:+1’s members. If +:+1 is not the latest view, then by the same

logic, the leader is guaranteed to discover +:+2 on at least one of the members of

this majority. Thus, the leader must have discovered and installed the last known

view +ℓ by the time it has satisfied the quorum condition of contacting a majority

of +2 .

Furthermore, by the time the leader exits the await-quorum loop, it is guaran-

teed to discover at least one log containing all committed updates for each shard

in the system. This is because an additional condition of a restart quorum is that

the leader must contact at least one member of each shard according to+2 . As we

have just shown, +2 must equal +ℓ before the majority condition of the quorum

can be satisfied, so the leader will contact at least one member of each shard in+ℓ .

Since updates that commit in a view are by definition logged on every member

of a shard in that view, any node that was a member of a shard in +ℓ will have a

log containing all committed updates for that shard up to the point of the total

crash. Thus, every shard will have a designated longest-log location that contains

all of its committed updates by the time the leader exits the await-quorum loop.

Recovery into a mutually consistent state follows because membership epochs

are totally ordered with respect to SMR events in shards or subgroups: the end

of each epoch is a consistent cut [33].

The epoch termination decision �) that the leader sends out after achieving

quorum is guaranteed to preserve any decision made by the group prior to the
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crash, and to include only updates that were safe to commit. Since the system’s

epoch termination process (as augmented in section 4.3) requires all members

of a view to log the epoch termination decision before acting on it, by the time

the leader reaches a majority of +ℓ , it must find at least one copy of the epoch

termination information that was computed for +ℓ if any node acted upon it.

Using this epoch termination structure as �) preserves the decision made by

+ℓ ’s reconfiguration leader about which updates to include. Conversely, if the

leader does not find any epoch termination information for +ℓ , then no node

had yet delivered or aborted any updates that were in-progress at the time of

the crash. This means it is safe for the restart leader to construct �) using the

longest sequence of updates that is available on at least one node in each shard,

and unilaterally decide to commit any pending updates at the tail of that log.

Before any node installs a view in which those updates are committed (+A), the

state transfer process ensures that any pending updates are fully replicated to

all members of their shard. Thus, for each shard, every update up to the last

commit point in �) will be present on all members of that shard in the new view,

which is the same guarantee provided by the epoch termination process during a

normal run of the system.

Finally, the post-restart view +A that the leader installs is guaranteed to have

the same stability and durability guarantees as any other view in the running

system. As we just showed, all nodes that will be members of a shard in +A will

have the exact same update log for that shard before +A is installed, which means

that the updates committed in +A are just as fault-tolerant as updates in any prior

view. +A itself is also durable, and guaranteed to be recovered by a future restart

leader during the recovery process, because a majority of members of +ℓ are also

members of +A .
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4.4.1 Tolerance of Failures of Non-Leaders

Our approach to failed non-leader nodes is to treat them as nodes that have not yet

restarted. Upon detecting a failure at any point after reaching a restart quorum,

the leader removes the failed node from its A4BC0AC43 set, and recomputes both

+A and whether it has a restart quorum. By sending an “abort” message to all

other nodes that may already have received +A , the leader ensures that they will

return to waiting for +A and the epoch termination information. Regardless of

how many times nodes fail and restart during the restart process, the leader still

cannot proceed past the await-quorum loop until it has reached a restart quorum,

which means it must reach at least one node from each shard that has all the

committed updates for that shard. Since nodes never truncate updates from

their logs that had actually committed in +ℓ (due to the correctness of the epoch

termination procedure), and committed updates were present on every member

of their shard in+ℓ , this will always be possible as long as enough members of+ℓ

eventually restart.

It is safe for the nodes that received �) and +A from the leader before it

detected a failure to begin the epoch termination and state transfer process,

because at the point the leader started sending+A it had reached a restart quorum.

This means that �) only included updates that were safe to commit, and only

excluded updates that had definitely aborted. Although+A will change whenever

there is a failure, the only way that �) could change after a failure is to include

or exclude a different number of pending-but-uncommitted updates at the tail of

a shard’s log, and that will only happen if the node that failed was the location of

the longest log for a shard. In that case, the new �) may include fewer of the

uncommitted updates at the tail of the shard’s log, but it is equally safe to abort
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these updates, since they had not yet committed at the end of +ℓ . Nodes that had

downloaded some of these updates at the time of the failure will simply truncate

them when they re-run the epoch termination process.

The two-phase commit at the end of the state-transfer process ensures that all

of the nodes in +A are still live and have finished state transfer before any of them

can commit to +A . This ensures that no node can begin acting on +A until all of

the updates committed by �) are fully replicated.

4.4.2 Tolerance of Failure of the Leader

Much of our restart protocol seems to depend on correct operation of the restart

leader, but in fact it can tolerate the failure of the restart leader: a subsequent

restart leader would always select a state that is a safe extension of the state of the

original leader (in fact it will be the identical state if the original leader’s proposal

might have been acted upon, and otherwise will be a safe choice with respect

to the state the system was in when it crashed). One caveat is that our solution

is correct only with a single leader running at a time. Since no fault-tolerant

configuration management system is yet in place while the system is restarting,

choosing a restart leader with an election protocol would be quite difficult.

However, a small amount of manual configuration can to be used both to choose

the initial leader and to select one to take over if the initial one fails. This can

be accomplished by, for example, specifying both a default restart leader and an

ordered list of fallback restart leaders in a configuration file. Handling the failure

of the leader in an efficient manner may also require some manual intervention,

specifically in the case where the leader fails during the await-quorum loop,
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because non-leader nodes can expect to wait a rather long time for the leader to

reach a quorum (depending on how long it takes nodes in the system to restart

after a total crash). They can eventually conclude that the leader has failed if

it does not send �) after a suitably long timeout, but the restart process can

complete faster if a system administrator or other outside process forcibly restarts

them if the leader fails while awaiting a quorum. Failures of the leader during the

2-phase commit are easier to detect, because the leader should send the prepare

and commit messages shortly after sending the ragged trim information, so the

non-leader nodes can safely use much shorter timeouts on these messages.

When non-leader nodes detect that the leader has failed, they restart the recov-

ery process using the new restart leader. This means that the new restart leader

receives all of the same view, epoch-termination, and update-log information

as the previous restart leader, and will reach the same conclusions. It will still

wait for majority of members of each view it discovers to restart, meaning it must

discover the last known view before it concludes that it has a restart quorum. If

the previous restart leader was in fact required to achieve a quorum (because,

for example, it was the only member of some shard in +ℓ ), then the new restart

leader must wait for it to restart and rejoin the system as a non-leader.

4.4.3 Correctness of Node Assignment to Shards

Next, we prove that our min-cost flow algorithm finds a node assignment that

satisfies each shard’s required number of nodes from different failure correlation

sets, given that a node assignment exists that obeys this constraint. We also

show that our algorithm is optimal, generating an assignment where a minimal
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number of nodes are moved to shards they were not previously a part of. Thus,

we minimize time spent on state transfer between old and new members of each

shard.

We prove correctness by reduction to min-cost flow. Our solution is correct if

it finds a feasible node assignment given that one exists. Given capacities of edges

from the source vertex to shard vertices, shard vertices to failure correlation set

vertices, and failure correlation set vertices to the sink vertex, any feasible flow in

the graph can be translated into a feasible assignment of nodes to shards. Each

shard receives exactly the number of nodes from different failure correlation sets

it requires, because that is the capacity of the edge from the source to the shard

vertex. No node from any failure correlation set is assigned to more than one

shard, because the capacity of the edge from the failure correlation set vertex to

the sink is number of nodes in that failure correlation set. All nodes assigned to

any one shard are from different failure correlation sets, because the capacity of

the edges from shard vertices to failure correlation set vertices is always 1. Thus

a solution to min-cost flow is a solution to the node assignment problem. In fact,

any solution to the node assignment problem can also be translated into a flow.

Furthermore, the solution to min-cost flow represents an optimal node

assignment. We defined optimality above; a solution is optimal if it minimizes the

number of nodes whose shard membership changes. By definition, the solution

to min-cost flow is a flow that minimizes the cost along all its edges. Costs along

edges are 0 except for edges from shard vertices to failure correlation set vertices,

where no member from the failure correlation set belonged in the shard in the

previous view. That is the definition of optimality. Thus any solution to min-cost

flow is optimal.
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Note that we opted to reduce to min-cost flow, which can be solved in

polynomial time, instead of integer linear programming, which can be used to

satisfy more generic constraints but might not find a solution efficiently.

4.4.4 Efficiency and Generality

Our restart protocol is designed for a particular form of state machine replication

(the one implemented by Derecho), which allows us to take advantage of some

efficiencies built into this SMR protocol. Specifically, Derecho’s SMR enforces

a read quorum of 1 within each shard, which means that reading the log of

one up-to-date replica is sufficient to learn the entire committed state of that

shard. Thus, the restart quorum only requires a single member of each shard

from the last known view, and when new or out-of-date replicas are added to a

shard during restart, they only need to contact and transfer state from a single

up-to-date member. Furthermore, uncommitted updates only occur at the tail of

a log, and there are no “holes” in the committed prefix of the log because updates

are only aborted during a reconfiguration (which also trims them from the log).

This allows us to easily make the correct decision about whether to accept these

updates during recovery: they can safely be committed unless a logged epoch

termination decision is found that proves they will be aborted.

Nevertheless, our protocol could be applied to other forms of SMR with a

few relaxations of these optimizations. For example, a read quorum > 1 would

merely increase the size of the restart quorum, as long as reconfiguration was

still handled via virtual synchrony. In a system with a per-shard read quorum of

A8 , the restart leader would need to contact at least A8 members of shard 8 in the
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current view in order to ensure it found both the next view (if one exists) and

the longest sequence of committed updates in shard 8; the restart quorum would

include a read quorum of every shard in the last known view. Any nodes added

to a shard in the restart view would also need to contact all the members of the

most-recent read quorum in order to complete state transfer.

Some SMR systems, such as vCorfu [127], separate configuration information

from the replicated state itself, using a separate “layout” service and “data”

service. In this case, our protocol would need to explicitly separate step 1 (finding

the last configuration) from step 3 (finding the longest log), rather than executing

them concurrently. The restart leader would first need to contact a quorum of

the layout service in order to find the last active configuration, then use that

configuration to compute and wait for a restart quorum of the data service.

4.5 Experiments

We have implemented our restart algorithm as part of the Derecho library, and

in this section we measure its performance when restarting sample Derecho

applications. All experimentswere carried out on our local cluster, which contains

12 servers running Ubuntu 16.04, using SSD disks for storage. In summary, we

found that our recovery logic scales well, and adds only a small delay compared

to the costs of process launches and initial Derecho platform setup.

Our first experiment was a straightforward end-to-end benchmark. We used

our algorithm to restart a simple Derecho service with a single subgroup and

shards of 2 or 3 nodes each, after an abrupt crash in which all nodes failed near

the same time, and measured the time from when the restart leader launched to
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Figure 4.2: End-to-end measurements of the restart algorithm. Error bars
represent 1 standard deviation

when the first update could be sent in the recovered service. For comparison,

we also measured the time required to start a fresh instance of the same service,

with no logged state to recover. Figure 4.2a shows the results.

We find that the restart algorithm adds only minimal overhead compared to

the fresh-start case, and that the assignment of nodes into more or fewer shards

does not have a noticeable effect on restart time, owing to the polynomial run

time of min-cost flow. In both cases, the time to launch the service increases

as the system scales up due to the fixed costs of initializing more distributed

processes. For example, there is an increasingly variable delay in the time it takes

each server to actually start the Derecho process after being given a command to

do so.

Next, we measured the amount of metadata that was exchanged between the

restart leader and the non-leader nodes in order to complete the restart algorithm,

using the same setup as the experiment in Figure 4.2a. (Metadata includes

everything sent during the restart process except for the missing updates sent

during state transfer). In Figure 4.2b, we see that the restart leader sends and

receives more metadata as the size of the overall group increases, increasing

at an approximately linear rate. This is because the restart leader must contact
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Figure 4.3: Breakdown of time spent in each phase of starting or restarting a
service, when 1 node per shard is out of date upon restart. Upper bars show
fresh start, lower bars show restart.

every restarting node, both to receive its logged information and to send out the

proposed restart view. However, the non-leader nodes exchange a nearly-constant

amount of data regardless of the size of the group, since they only need to contact

the leader and wait for its response. Note, also, that even at the largest group

sizes, the leader only needs to receive a few kilobytes of data, aggregated over all

of the restarting nodes.

In our next series of experiments, we evaluated the costs of restarting a system

with one or more significantly out-of-date replicas (i.e. nodes whose logs are

missing many committed updates). To do this, we created a Derecho service

organized into shards of 3 nodes each, and allowed two out of three replicas in

each shard to continue committing updates for some time after one replica had

crashed. We then crashed the rest of the replicas, and restarted all of the nodes at

once. Each update in this service contained 1KB of data.

Figure 4.3 shows a detailed breakdown of the amount of time spent in the four

major phases of the restart algorithm in this situation: (1) awaiting quorum, (2)

truncating logs to complete epoch termination, (3) transferring state to out-of-date

nodes, and (4) waiting for the leader to commit a restart view. It also shows a
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Figure 4.4: Data downloaded by each out-of-date node, in a system with 3 shards
of 3 members each.

fifth phase, which is the time spent in the setup process of the Derecho library

before the first update can be sent; this includes operations such as pre-allocating

buffers for RDMA multicasts. For comparison, we also measured the breakdown

of time spent in a fresh start of the same service, which has only two phases:

Awaiting quorum (i.e. waiting for all the processes to launch) and setting up the

Derecho library.

This experiment shows even more clearly that our restart process is quite

efficient compared to the normal costs of starting a distributed service. Even

when one replica in each shard is missing 10000 committed updates, state transfer

accounts for at most 120 ms, a small fraction of the overall time. It also shows the

benefits of allowing each shard to complete state transfer in parallel: The 3-shard

service spent no more time on state transfer than the 2-shard service, even though

there were an additional 1000 or 10000 updates to send to an out-of-date node.

We also measured the number of bytes of data received by each out-of-date

replica during the state-transfer process, and varied the amount of data contained

in each update as well as the number of missing updates. The results are shown

in Figure 4.4, and are fairly straightforward: the amount of data transferred

to each out-of-date replica increases linearly with the size of an update, and

162



101 102 103 104 105 106
103

104

Update size (in Bytes)

T
im

e
(i
n
m
il
li
se
co
n
d
s)

5000 updates behind
1000 updates behind
16 updates behind

Figure 4.5: Time to restart a service with 3 shards of 3 members each, with 1
out-of-date node per shard. Error bars represent 1 standard deviation.

with the number of updates that the out-of-date replica has missing from its log.

Moreover, it is almost exactly equal to the number of missing updates multiplied

by the size of each update, because the node did not need to download andmerge

logs from multiple other replicas. It is also important to note that this data is

sent in parallel for each shard, so unlike the metadata in Figure 4.2b, there is no

difference in how much data any one node must send as the number of shards

increases.

Finally, we measured the amount of time required to restart a service with

out-of-date replicas as the size of each update scales up, shown in Figure 4.5. We

found that for updates of sizes below 1 MB, neither the size of the update nor the

number of missing updates on the out-of-date replicas had much of an effect on

the restart time. For update sizes of 1MB and larger, the increasing amount of

data that needed to be transferred to the out-of-date replicas had the expected

effect of slowing down the restart process.
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4.6 Related Work

The algorithms implemented by Derecho combine ideas first explored in the

Isis Toolkit [20, 22] with the Vertical Paxos model [78]. Other modern Paxos

protocols include NOPaxos [86] and APUS [126]. Recent systems that offer a

more durable form of Paxos, such as Spinnaker [106] and Gaios [25], include

mechanisms for restarting failed nodes using their persistent logs. However,

these papers generally do not consider the case in which every replica must

be restarted at once. “Paxos Made Live” [31] explores a number of practical

challenges (including durability) seen in larger SMR systems, a motivation shared

by our work.

Bessani et al. looked at the efficiency of adding durability to SMR in [15],

including the problem of minimizing state transfer during replica recovery. They

provided a solution for recovering a non-sharded service in a Byzantine setting,

and also showed how to lower the runtime overhead of logging and checkpointing.

Their work did not look at services with complex substructure, which was a

primary consideration here.

Corfu [10] is a recent implementation of SMR that uses a different approach

from classic Paxos, distributing the command log across shards of storage-only

nodes. Clients use Paxos to reserve a slot, then replicate data using a form of

chain replication [124]. vCorfu [127] extends this by offering virtual sublogs on

a per-application basis. However, if multiple subsystems use Corfu separately,

recovery of the Corfu log might not recover the application as a whole into a

consistent state. As we mentioned in sections 4.2.1 and 4.4.4, our protocol could

be adapted to vCorfu to ensure that a quorum of replicas from each sublog of the
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last known layout is contacted before the system is restarted. Other replicated

cloud services, such as Hadoop [112], Zookeeper [65], and Spark [134], employ

an alternative approach to durability by ensuring that any state lost due to an

unexpected failure can always be recomputed from its last checkpoint, but this is

not an option in our setting.

Our work is inspired by a long history of distributed checkpointing and

rollback-recovery protocols, many of which are summarized in [52], but updates

these principles to the modern setting of replicated services and SMR. Rather

than rely on an explicitly coordinated global checkpoint, as in [74] and [53], or

attempt to record a dependency graph between locally-recorded checkpoints, as

in [16], our system incorporates the dependency information already recorded in

SMR updates to derive a globally consistent system snapshot from local logs.

Recovery of the final state of a single process group was first treated in

Skeen’s article “Determining the Last Process to Fail” [113]. Our scenario, with

potentially overlapping subgroups, is more complex and introduces an issue of

joint consistency they did not explore.

A number of projects explored optimization in distributed systems. One

could consider such methods to guide the mapping of recovering nodes to the

roles they will play in the restarted service. We chose not to do so: Our mapping

solution is strongly constrained because shards need access to the persistent state

they employed when previously active, and this forces our solution to restart

most nodes in the same “role” they held prior to the crash. Although after

mapping there may still be a few unbound nodes (and hence some freedom to

decide which subsystem or shard these remaining nodes should be placed into),
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it is unclear how this second stage of placement could anticipate performance

implications for the different options.

4.7 Conclusion

Modern datacenter services are frequently complex, and may employ SMR

mechanisms for self-managed configuration, membership management, and

sharded data replication. In these services, application data will be spread

over large numbers of logs, and recovery requires reconstruction of a valid

and consistent state that preserves all committed updates. We showed how this

problem can be solved even if further crashes occur during recovery, implemented

our solution within Derecho, and evaluated the mechanism to show that it is

highly efficient.
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CHAPTER 5

HIGH-THROUGHPUT TAMPER-PROOF DISTRIBUTED LOGS

5.1 Introduction

Distributed systems applications that manage highly valuable data, such as

financial transactions, often require some form of publicly-verifiable tamperproof

record of their updates to this data in order to gain the trust of potential clients.

A popular solution to the need for such external validation is to use blockchain

technologies, which are an active and rapidly-evolving area of research in the

systems, security, and finance communities. The most commonly used and

studied are public, or permissionless, blockchain systems, such as Bitcoin [94]

and Ethereum [27, 131]. These use cryptographic hashing both to verify the

integrity of transaction blocks and to implement a distributed consensus protocol

using proof-of-work. In Bitcoin transactions record exchanges of cryptocurrency;

Ethereum additionally allows Turing-complete programs to be recorded as

transactions, enabling smart contracts to be recorded and enforced by the ledger

(these have been extensively studied in recent work such as [30] and [75]).

One key assumption of permissionless blockchains is that all entities that

participate in appending blocks to the ledger (and replicating the ledger’s state) are

anonymous anduntrusted. Thismeans all updates to the ledgermust be approved

by a consensus protocol that is both Byzantine-fault-tolerant and resistant to

Sybil attacks [46]; this is a difficult problem to solve, and even the largely

successful proof-of-work scheme employed by Bitcoin has been shown to have

vulnerabilities [55]. Achieving distributed consensus with such minimal trust

requires significant computation and communication overheads, and reduces

167



Bitcoin’s throughput to only 1 to 3 transactions per minute. Systems such as

Bitcoin-NG [54] attempt to improve Bitcoin’s scalability, but the throughput of

block creation is still limited by the speed at which participating nodes can solve

cryptographic puzzles.

Permissioned blockchains, such as HyperLedger Fabric [118], Kadena [1], and

RSCoin [39], are designed for settings in which the entities that participate in

appending to the ledger have known identities, but are still untrusted. Without

the need to defend against Sybil attacks, permissioned blockchains can use more

traditional BFT consensus protocols, such as PBFT [29]. While their throughput

is much improved compared to permissionless blockchains, BFT consensus still

imposes considerable overhead.

However, not all applications that could benefit from a blockchain-style

verifiable ledger operate in a setting that requires so little trust. Consider the

example of a hospital record-keeping system that wants to log every access to a

patient’s healthcare information for security and audit purposes. A tamper-proof

ledger would provide a mechanism for immutably recording each transaction

that read or updated the healthcare information, but the features of a blockchain

are not well matched to this situation. The hospital already has a limited set of

known individuals who are allowed to propose transactions for this ledger (i.e.

doctors and certain staff), so there is no need to allow anonymous participation.

Furthermore, there is no need for all of the transaction-submitting individuals to

compete with each other to decide on which transactions should commit; there

are well-defined rules for which transactions can be accepted and for how they

should be ordered. Using a blockchain to implement this transaction record

would be unnecessarily slow and expensive.
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Similarly, an Internet of Things system that collects data from sensor devices

and uses it to control the heating and cooling systems in a building may want to

create a tamper-proof record of both the data submitted by each device and the

control decisions made as a result. One could imagine requiring the devices to

submit their data to a blockchain, and encoding the control decisions as smart

contracts, but the transaction rate of blockchain systems is orders of magnitude

too slow for the building-control system to be able to react promptly to new data.

The minimal trust assumptions of a blockchain would also be unsuited for this

system, because the components of the building monitoring system are all within

the same administrative domain, not potentially-malicious competitors.

In response to the need for lower-overhead alternatives to blockchains in

settings like these, we created CascadeChain, a distributed tamper-proof logging

system that augments the Cascade distributed storage service. CascadeChain is

designed to be run across multiple datacenters, each of which internally trusts

its own server nodes (but does not trust outside clients or other datacenters). It

supports a wide variety of data types and allows computation to be embedded

into the update path. Clients of the system can verify that any transaction they

submit has been permanently logged, and any external auditor can verify the

entire history of state updates recorded to the log. The cryptographic operations

required to support these features add only modest overhead to the Cascade

system, which already achieves high throughput rates due to its underlying use

of Derecho.

We will begin, in Section 5.2, by providing a brief overview of the Derecho

library and the Cascade system. In Section 5.3 we describe our design for

CascadeChain, including our modifications to Derecho that enable it. We
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discuss the security of this design against various threats in Section 5.4. In

Section 5.5 we evaluate the performance of CascadeChain and compare it to the

unmodified Derecho and Cascade. Finally, Section 5.6 discusses related work

before concluding.

5.2 Derecho and Cascade

CascadeChain is an augmentation of the Cascade [116] distributed storage service,

which was built using the Derecho [69] library; building it required modifications

to Derecho as well as adding a new component to Cascade. Although both

Derecho and Cascade are described in detail in their respective publications, we

will give an overview of their design here to assist the reader in understanding

our modifications.

Derecho is a library for creating strongly consistent replicated-state-machine

services using the virtual synchrony model of membership management. Within

a Derecho group (a set of servers within a datacenter), users can define the state

to be replicated and the operations that update the state by writing classes in C++:

member variables become replicated state, and member functions become RPC

functions that cause the state to be changed simultaneously at all replicas. Users

can optionally define replicated state variables to be persistent, which means that

Derecho will keep a log of updates to these variables on persistent storage, along

with timestamps and version numbers. This allows the service to retrieve prior

versions of its state on demand, and makes the state durable in case of transient

failures. Cascade (and CascadeChain) uses the persistent feature of Derecho
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Figure 5.1: Persistent logs and the relevant portion of the SST in a 3-member
Derecho group replicating object X. Dashed outlines indicate updates recorded
in memory but not yet on persistent storage.

for all significant object state, so we will only consider the persistent version of

Derecho in this work.

Any member of a Derecho group can initiate an update to the replicated

object, and the order in which updates are delivered is pre-agreed upon rather

than determined by consensus at each update. Once an update is initiated, by a

single member multicasting an RPC message to the other members of the group,

it proceeds through several stages. First, the update message must be delivered

successfully to all members of the group. Once this atomic multicast is complete,

each member independently applies the update to its local state in memory.

Then the new state is recorded to the persistent log, creating a new version and

associating it with the time of the message’s delivery. The update is considered

“committed,” and can be retrieved by a later query, once all replicas have finished

writing this persistent log entry to disk.

Figure 5.1 shows the evolution of the persistent logs in a three-replica Derecho

group as a sequence of updates are made to a replicated object. The current

state of the object is defined as the highest-numbered version that is persisted on

every replica, which is version 2 in this case. It also shows a section of the SST

(Shared State Table), an internal data structure Derecho uses to track the state
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of updates across replicas. The SST is a region of memory shared between all

replicas using RDMA, in which each replica writes to a single row in both its own

memory and the other replicas’ memory. (This is accomplished by giving each

replica remote-write privileges to the region of each other replica’s memory that

corresponds to its row in the SST). For example, replica R1 will write the value 4

to the “Persisted” column in row R1 when it has finished logging update 4 to

persistent storage, and replicas R2 and R3 will see this new value in row R1 of

their own memory. Each replica uses the SST to independently determine which

atomic multicasts have been delivered and which updates have committed to the

persistent log by taking the minimum of the relevant SST column.

Derecho’s SST-based mechanism for tracking the commit state of replicas has

two important features: it is asynchronous — determining which updates have

reached stability occurs off the critical path of delivering the updates themselves

— and batched, since multiple updates can become committed at once if the

minimum over the SST column increases by more than 1. For example, if replica

R2 delivers and persists update 4 in the same time it takes replicas R1 and R3 to

finish persisting update 4, the minimum persisted version will jump from 2 to

4 the next time all the replicas check their copy of the SST. This mechanism is

guaranteed to produce a consistent state on all replicas because the counters in

the SST are monotonically increasing.

A Derecho group can be partitioned into multiple subgroups, each of which

is a distinct replicated state machine defined by its own C++ class. Subgroups

within the sameDerecho group share the samemembership-management service,

but are otherwise independent. They each use a separate instance of the update

mechanism described above, and create separate persistent logs.
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Although all members of a Derecho group are assumed to be within a single

datacenter, multiple Derecho groups can communicate with each other between

datacenters given a suitablewide-areamessaging protocol. Cascade is a key-value

storage service built on Derecho that adds wide-area replication features. It

creates a Derecho group at each datacenter with a single subgroup that replicates

a collection of data objects (of any data type) indexed by keys, and implements

a protocol for transferring objects between datacenters. Each key-value pair in

the collection has an update log that is persisted to disk, and prior versions of a

key-value pair can be retrieved from this log, using Derecho’s persistent logging

features.

5.3 System Design

The goal of CascadeChain is to provide the following features:

• Clients of the service can submit updates to key-value pairs that are applied

in a well-defined order, and receive confirmation that their update was

applied and took effect at a specific time.

• Any entity, including a client, can validate the log of updates produced by

the service to prove that a particular update was applied at a particular

time.

• Any external auditor can promptly detect when a single group (datacenter

site) of the service has been compromised and attempts to change past

entries in the log, such that altered logs will never be accepted as valid.
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In order to accomplish this, we make several changes to both the Derecho library

and the Cascade service architecture.

5.3.1 Adding Signatures to Derecho

Our most significant change is to augment the Derecho replication protocol with

the ability to add digital signatures to committed updates, as a feature that can

be enabled for any subgroup within a Derecho group.1 Each Derecho group

that uses this feature must be configured with a private key, and the associated

public key must be published in a certificate that is linked to the identity of the

Derecho service, in the same manner as HTTPS certificates for standard public

web services. Since all members of the group are replicas of the same service,

they all share the same private key; we will refer to this as the group key. When a

member of a subgroup with signatures enabled receives an update, it uses the

group key to add a signature to the update as follows.

As in the standard Derecho protocol, when a replica for object X determines

that an atomic multicast message requesting an update to X is deliverable, it

applies the update to object X, creating a new version -8 of the state of X in

memory, with an associated timestamp, denoted )8 . The replica then computes a

cryptographic one-way hash (e.g. SHA256, which is commonly used with digital

signatures) of the state of X, the timestamp, and the signature associated with

the previous version of X: �(-8 |)8 |(8−1). It then signs the hash with the group

key to produce a signature (8 for the current version, appends both -8 and (8 to

the log for X, and writes it to persistent storage.

1Any digital signature algorithm may be used, although in practice our implementation uses
RSA.
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We also added a new column to the SST to exchange these signature values

with other replicas and ensure that they have signed identical data. When

a replica finishes writing its log to persistent storage up through version 8, it

updates the SST’s “Persisted” column with the value 8 (as in the normal Derecho

protocol), and then places the signature (8 in the new “Signature” column. The

“Signature” column is treated as a monotonically advancing counter similar to

the “Persisted” column, and each replica tracks the minimum correctly-signed

version as well as the minimum persisted version across all replicas. Each replica,

upon observing that the “Persisted” value in another replica’s row has advanced

to 8, compares the signature in that row’s “Signature” column to its own logged

signature for version 8. If they match, it considers that replica to have a correct

signature for version 8; when all replicas have reported a correct signature for

version 8 or greater, it can report to the application code that version 8 has been

signed.

To make persisted versions of objects available to the application as soon as

possible, these checks for minimum signature correctness are done in parallel

to the checks for a new minimum persisted version. This creates a new level of

“commitment” beyondDerecho’s original notion of when an update is committed:

update 8 is considered committed when all replicas are observed to have persisted

version 8 (or greater), and it is later considered signed when all replicas are

observed to have correctly signed version 8 (or greater).

Note that the chained nature of the version signatures, in which each signature

signs a hash of the previous version’s signature, enables the “Signature” column

to be just as monotonic as the other SST columns. If replica R1 last observed a

correct signature from replica R2 on version 8, and then checks R2’s signature on
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Figure 5.2: Design of a single site of the CascadeChain system: a Derecho group
with three subgroups. Updates to key-value pairs are logged in the storage
subgroup (left), while signed hashes of the updates are logged in the signature
subgroup (right).

version 8 + 4 and finds it to be correct, R1 can be confident that R2 also produced

matching correct signatures on versions 8 + 1 through 8 + 3.

5.3.2 CascadeChain Site Design

These modifications to Derecho allow us to create a signed log of arbitrary state

updates within one or more replica subgroups. However, applying this signature

scheme directly to the key-value storage subgroup of Cascade would introduce

a performance bottleneck. Each update to a key-value pair would need to be

hashed and signed before it could be persisted, but Cascade values can be very

large objects (hundreds of MB), and computing a cryptographically strong hash

of such a large update would be time-consuming. Introducing this hashing delay

into the critical path of storing new updates would increase the latency before an

update is durable; furthermore, servers that are intended to be used for key-value

storage may be provisioned with fewer CPU resources, which could mean an

even longer delay while the hashes are computed.
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Instead, our design for a CascadeChain storage site separates the hashing,

signing, and data storage operations into three Derecho subgroups, as shown in

Figure 5.2. The storage subgroup is an unmodified Cascade key-value storage

subgroup, with an unsigned log of object updates, but it no longer interacts

directly with clients. The hashing subgroup, which has no persistent state,

provides the client-facing API. Upon receiving a put request from a client,

it forwards the request to the storage subgroup, and simultaneously begins

computing the cryptographic hash of the update data: �(-8). The storage

subgroup responds to the put request as soon as the update has been applied

in memory (as in the standard Cascade design), and includes the timestamp )8

that was assigned to the update. The hashing subgroup adds this to the hash

it has computed, producing �(-8 |)8), and then submits this hash value to the

signature subgroup, along with the timestamp itself.

The signature subgroup simply stores an ordered log of hashes, and uses

Derecho’s “client-supplied timestamps” feature to manually assign timestamps

to each update (specifically, each hash is assigned the same timestamp as the

key-value update it corresponds to). This subgroup has signatures enabled on its

update log using the scheme described in Section 5.3.1. This means that upon

receiving a hash �8 = �(-8 |)8), it will record a state update with timestamp )8 ,

compute �(�8 |)8 |(8−1), sign this hash, and record both �8 and the signature in its

log. Note that, other than the redundant addition of the timestamp a second time,

the value this subgroup signs is equivalent to the hash �(-8 |)8 |(8−1) that the

storage subgroup would have signed if it had signatures enabled. Thus, update

-8 is stored in the storage subgroup’s log, while its corresponding signature (8 is

stored in the signature subgroup’s log.
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This three-subgroup design allows the computation of cryptographic hashes

to be efficiently parallelized. Since each hashing subgroup member is stateless,

they can act independently rather than as a replica group2, with each node

processing a different client update. The updates will be ordered by the storage

subgroup, and they will become durable as soon as it finishes persisting them. It

also allows the hash-computing and signature-computing roles to be assigned to

nodes with more computation power, while the data-storage role can be assigned

to nodes that prioritize nonvolatile storage capacity.

5.3.3 Wide-Area Replication

The signature-augmented Cascade group described above represents a single

storage site, within a single datacenter. However, this is not sufficient to provide

an effective tamper-proof log. Since all the replicas share the same private key,

any one replica that is compromised by an adversary could be used to produce

an entirely fictitious log with valid signatures on each entry. In order to prevent

a compromised replica group from compromising the historical integrity of the

update log, and provide external assurance of the correctness of the group’s

behavior, we must use multiple storage sites in different administrative domains.

The CascadeChain service is deployed at multiple georeplicated datacenters,

using the wide-area replication features of Cascade. Each datacenter contains

a Derecho group that is provisioned with its own private key (with the public

key available to clients in a certificate). One datacenter’s group is designated as

2In Derecho, this is accomplished by designating each node as a one-member shard of the
hashing subgroup; shards maintain independent state from each other.
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the primary site for the CascadeChain service, able to add new entries to the log,

while the others are read-only backup sites.

Clients of the service submit their proposed updates to any member of the

hashing subgroup at the primary site; each update generates a new version of the

service’s state, which is signed and appended to the log at that site as described

above. After the primary site has processed a fixed number of updates, which we

will call the block size (by analogy to blockchains), it sends the batch of updates

to all of the backup sites. Upon receiving a block from the primary site, a backup

site verifies the latest signature in it: if the latest update in the log is version 8, the

backup computes �(-8 |)8 |(8−1) and verifies this value against the signature (8

using the primary site’s public key. If the signature passes verification, the backup

site hashes and signs (8 using its own private key, and stores this signature with

the update batch in its local replicated storage. Figure 5.3 shows how updates

propagate from a client to the primary and backup sites in this system.
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Although only the primary site has the latest version of CascadeChain’s

state, all of the datacenter sites can respond to read requests for CascadeChain

values, as long as the requested version (or timestamp) is sufficiently far in the

past. Furthermore, the backup sites need not be entirely passive; each one can

simultaneously act as the primary site for a separate instance of CascadeChain

(e.g. one that manages a different partition of keys) that uses the other sites as

backups.

5.3.4 Auditing the Log

When a client submits a request that results in updating a value stored in

CascadeChain, the hashing-subgroup node it contacts waits until this update

has been both persisted and signed by the other two subgroups in the primary

site. The replica then replies with an acknowledgment containing the version

number and timestamp that was assigned to the client’s update, the primary site’s

signature for the update, and the primary site’s signature for the previous version

in the log. This provides assurance to the client that its update has been applied

to the log in exactly the claimed position: it can verify the primary site’s signature

over its update, in the same way a backup site does, by computing �(-8 |)8 |(8−1)

andusing this value in the verify operation on the provided signature (8 . Similarly,

when a client submits a request to read a particular value from a specified point in

the log’s history, the replica it contacts returns the value, the signature associated

with it, and the signature from the previous version, to allow the client to verify

that the value is correctly embedded in the log’s signature chain.
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A client that has read a value from the primary site can verify the authenticity

of this value by sending a signature request to all of the backup sites. When a

backup site receives a signature request for update 8, it locates update 8 within

a signed update block, which consists of a sequence of updates and signatures

from the primary site. It replies with the tail of this block, from the signature on

update 8 to the end of the block, as well as its own signature on the last update in

the block. The client can then verify the integrity of the block by verifying the

signatures forward from position 8, as follows. For each log entry 9 between 8 and

the last entry 4, it computes the value �(-9 |)9 |( 9−1) and uses it in a public-key

verification against the signature ( 9 . Once it verifies (4 in this manner, it then

computes �((4) and verifies against the backup site’s signature on the block.

Figure 5.3 also shows the client making signature requests to backup sites B

and C. To reduce latency in the case of widely-distributed backup sites, the first

backup site that the client contacts can forward its signature request to the other

backup sites and then relay their responses.

If a client detects a signature mismatch in any of these verification operations,

it should immediately make a signature request to all of the backup sites if it

hasn’t already. Given signatures from all CascadeChain sites, it can unequivocally

determine the source of the corruption, and the true value of the log, using the

same principles as the solution to the classic Byzantine Generals problem [79, 45].

In general, if the primary site is A and the backup sites are B and C, then a client

should receive an identical signature (�
8
for update -8 from every site; if one of

these sites reports a different signature, but the other two have matching and

valid signatures, then the mismatching site is the traitor. We will describe the

procedure for detecting corruption in more detail in Section 5.4, below.

181



5.3.5 Recovering from Intrusions

If a signature mismatch reveals the primary site to be corrupted, no further

updates at the primary site can be trusted, and it should be shut down until the

adversary can be removed from the datacenter. When CascadeChain backup

sites become aware that the primary site is corrupted (either through their own

validation or on a report from a client), they initiate a recovery procedure to make

one of the backups the new primary site.

First, each backup site records and signs a special end-of-log update at the

end of its last valid block from the primary site, indicating that no updates after

this point should be accepted from the primary site. The sites then exchange

signatures on the end-of-log update, and only proceed when each backup site

has a signature from a majority of other backup sites on the end-of-log update

recorded in its local storage; this ensures that a primary can only be excluded

by consensus of the backups. Finally, one backup becomes the new primary

site, using a predetermined ranking such as the order of identifiers associated

with the backup sites. If only a single backup site remains after excluding the

primary site, this site must transition to a read-only mode and not commit any

new updates to the data store until another backup site is added to the system,

since a primary site running in isolation can be corrupted undetectably.

If the primary site is later recovered to a trustworthy state, it must rejoin

CascadeChain with a new group key. It may then become a backup site for the

same service for which it used to be the primary, or an administrator can initiate a

primary-site rotation procedure in which the service’s current primary site loses

its write privileges (via a similar end-of-log entry) and the recovered primary
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site is configured as the new primary. Clients that attempt to send state updates

to the old primary site will be redirected to the new one.

5.4 Analysis

Now that we have described the design of CascadeChain, wewill analyzewhether

it meets its stated security goals. By virtue of the fact that every update committed

at the primary site is signed as described in Section 5.3.1, CascadeChain ensures

that any client can verify that its updates were applied at at the specified time

and can prove this fact to any other entity that trusts the CascadeChain service.

Since a valid signature on a CascadeChain update also includes (the hash of)

the update’s timestamp and the signature on the immediately preceding update,

a client can use this signature to prove that both the update’s contents and its

position in the log were accepted by the CascadeChain service. A malicious

client cannot pretend to have submitted a different update to CascadeChain, or

lie about the time at which an update was committed, without invalidating the

primary site’s signature.

Using these primary site signatures to authenticate the update log, of course,

only works as long as the primary site remains trustworthy. If a malicious party

gains control of a server in the primary site, it can force the server to create

and sign arbitrary updates, or rewrite the history of the log and change the

corresponding signatures. This is why it is necessary to have at least two backup

sites per primary site.

When a client attempts to read update -8 from a compromised primary site,

the adversary can reply with a forged update -′
8
, forged signature (′�

8
, and forged
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prior signature (′�
8−1. Initially, the client will conclude that the signature is valid.

However, upon sending a signature request for 8 to backup site B, the client will

receive the correct -8 and (�8 , as well as subsequent log entries -9 through -4 ,

signatures (�
9
through (�4 , and block signature (�4 . If (�4 is a valid signature

on (�4 , and the chain of signatures from (�
8
to (�4 is valid, then this proves that

site A had previously committed to the value -8 and is now lying to the client.

This is the same principle by which a process is determined to be faulty in the

authenticated solution to the Byzantine Generals problem [45]. At this point, the

client should alert the backup sites that the primary site is compromised, and

cease trusting any values recorded by the primary site after -4 .

Unfortunately, once the primary site is compromised, there is little that can

be done do to prevent the adversary from generating and signing new updates at

the tail of the log. However, if the compromise is quickly detected and reported

to the backup sites, they will initiate the primary-site exclusion procedure and

terminate the log at the end of the last uncorrupted block. No client will then

accept these newly forged updates, since they will not be verified by signature

requests from the backup sites.

An adversary could also compromise a backup site, but in this case the

corruption is even easier to detect. Without knowledge of the primary site’s

private key, a compromised backup site cannot change or delete log entries from

the update blocks without invalidating their signatures from the primary site.

It could refuse to provide valid signatures over update blocks to clients (or, in

general, stop responding to client requests entirely) in an attempt to make clients

doubt the veracity of updates they read from the primary site, but as long as

one other backup site remains in operation, clients will still be able to get an
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equally-valid backup signature to validate primary site updates. A backup site

that stops responding will eventually be treated as failed and removed from the

system.

5.5 Experiments

We evaluated the performance of our modifications to the Derecho library by

deploying a simple Derecho service with the features described in Section 5.3.1.

We then evaluated the performance of various operations on the CascadeChain

system, although at press time only one of these experiments was complete. All

experiments were conducted on our local Fractus cluster, which contains 16 nodes

running Ubuntu 18.04 connected with a 100Gbps (12.5 GB/s) RDMA InfiniBand

switch. 12 of these nodes have 375GB Intel Optane NVMe drives for persistent

data storage, with an advertised write throughput rate of 2GB/s, and we used

these exclusively for our tests.

First, we measured the throughput of a Derecho group that replicates a

persistent object with the signatures feature enabled for every update. For each

group size, we tested configurations in which only one replica submitted updates,

half the replicas submitted updates, or all the replicas submitted updates. In

this experiment, each sending node in the group sends sends a fixed number of

updates of a given size, and time is measured from the start of sending to the

point at which the last update is reported to be committed and signed. We then

compute the bandwidth as the average rate at which update bytes reached the

signed stage, aggregated over all senders. Figure 5.4 shows the results.
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Figure 5.4: Overall throughput, in GB/s, of a Derecho service that persists data
to logs with signatures enabled. Error bars represent 1 standard deviation.

By comparison with the results reported in [69], which showed that Derecho

groups can persist updates at a rate that saturates the write rate of SSD storage

devices, the Derecho group with signatures enabled is much slower. The

measured bandwidth is lowest with the smallest update sizes, since there is

a minimum fixed computational cost for a SHA256 hash and RSA signature

operation, and the time spent on this computation dominates the time spent

delivering and persisting updates. Similarly to the results for unmodifiedDerecho

groups, we find that groups with all nodes sending can achieve higher aggregate

throughput than groups in which only a single node sends, since the receive-only

nodes leave half of their available network bandwidth idle.

These results confirm our intuitions in designing the CascadeChain storage

sites to separate persistence from hashing and signing: the signature stage

would introduce a significant bottleneck if applied directly to Cascade updates.

Nevertheless, they do represent reasonably good throughput compared to a

traditional blockchain service, which commits updates at a rate of only a few
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Figure 5.5: Overall throughput, in GB/s, of a CascadeChain primary site with 3
storage nodes and 3 signature nodes. Error bars represent 1 standard deviation.

kilobytes per second. This experiment also confirms that a Derecho group

with signatures enabled maintains the low-overhead replication scaling of an

unmodified Derecho group; the throughput decreases only slightly as more

replicas are added, except for the initial decrease from 2 to 3 replicas.

Next, we evaluated the performance of “put” operations at a single primary

site of the CascadeChain system, andmeasured the effect of varying the size of the

hashing subgroup on the maximum achievable throughput. For this experiment,

we had a local process at each node of the hashing subgroup generate and submit

updates to that node, in order to eliminate the effects of variable latency between

external clients and the CascadeChain group. As in the first experiment, each

hashing-subgroup node processes a fixed number of updates, and the aggregate

bandwidth is computed as the total number of bytes persisted and signed divided

by the total time elapsed when the last update has been signed. Figure 5.5 shows

the results for a primary site configured with 3 nodes in the storage subgroup

and 3 nodes in the signature subgroup, where each update’s size is 1MB.
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This experiment demonstrates that scaling up the size of the hashing subgroup

can effectively reduce the overhead of computing cryptographic hashes of large

updates. As more nodes are added, they can hash more updates in parallel,

which increases the total throughput of the service even though the storage

and signature subgroups remain the same size. This allows the CascadeChain

group to achieve over twice the throughput of the simple Derecho group when

configured with a similar replication factor for storage (3 nodes), as long as there

are at least 4 nodes in the hashing subgroup. With hashing subgroup sizes larger

than 4 nodes, the benefit from adding additional nodes decreases, indicating that

hashing is no longer the bottleneck.

We next plan to evaluate the performance of read operations from a Cas-

cadeChain site, the effects of varying the sizes of the other subgroups, and the

performance of wide-area replication and signature requests. However, at press

time these experiments were not yet complete.

5.6 Related Work

As noted in the introduction, CascadeChain is similar to a permissioned

blockchain system such as HyperLedger Fabric [118] or RSCoin [39], sharing

the goal of creating an immutable and publicly auditable record of transactions.

However, it is designed for a less adversarial environment in which the core

servers that commit to the signed log are trustworthy until compromised, rather

than always mutually distrustful.

Our work is also inspired by the history of related work on audit logs in

database systems, such as Schneier and Kelsey’s classic secure audit log [110],
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which uses a chain of encrypted hashes to produce a log of transactions that

is write-once and readable only by an external trusted auditor. Snodgrass

et al. [114] introduced a database with a more publicly verifiable audit log,

using an external notary service to commit to hashes of each logged transaction.

More recently, designs such as Sutton and Samavi’s [117] involve permissionless

blockchains in the audit log by using a blockchain transaction to record the

database’s commitment to its transactions (in effect, using the blockchain as a

notary service). Unlike those systems, however, CascadeChain is a more general-

purpose key-value storage system, rather than a relational database, and operates

as a distributed system of replicas rather than a monolithic DBMS.

5.7 Conclusion and Future Work

TheCascadeChain service achieves desirable data integrity properties at a fraction

of the overhead of a permissionless blockchain system. All updates to its state

are permanently recorded in a publicly verifiable ledger, and regularly backed

up to multiple geodistributed locations, making repudiation or equivocation

of submitted transactions impossible. Yet the clients need only wait a few

milliseconds, rather than several seconds or minutes, for their transactions

to be durably committed, because no participants need to perform wasteful

cryptographic puzzle-solving in order to guarantee consensus on the order of

transactions.

This system is still in the process of being implemented, which is why end-to-

end operations such as submitting an update to the primary site and submitting

signature requests to the backup sites have not yet been evaluated. Our next
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step is to finish implementing the wide-area replication system, evaluate the rate

at which updates can be signed by both primary and backup sites, and adjust

the block size based on the tradeoff between how frequently blocks must be

transmitted over the wide-area network and the delay imposed on clients waiting

for their update to become part of a signed block. We also plan to evaluate the

efficiency of the primary-site rotation procedure described in Section 5.3.5 in

order to better characterize the impact of a site compromise.
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CHAPTER 6

CONCLUSION

Distributed systems today are used to collect and process a huge variety

of data. Due to the ever-increasing ubiquity of fast network connections and

the falling cost of datacenters, many formerly “analog” domains such as power

grid management, financial transactions, and building monitoring and control

now depend on networked computing services. These systems must therefore

provide a high level of dependability – guaranteeing consistency, durability,

and availability of the data – and in many cases must also be able to handle

sensitive personal data without compromising privacy. At the same time, these

systems must operate at a fast enough speed to enable responsive decision

making. Traditionally, dependability and performance have been considered

diametrically opposed. In this dissertation, we have proposed and evaluated

several distributed systems that provide useful dependability guarantees while

still providing much better performance than comparable solutions.
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APPENDIX A

DERECHO PROTOCOL DETAILS

A.1 Pseudo-Code for Key Protocol Steps

A.1.1 Notation

SST

1 column_name −> string | string[int] // e.g. wedged or latest_received_index[3]
2 sst_row −> sst[row_rank]
3 row_rank −> int
4 sst_column −> sst[∗].column_name
5 sst_entry −> sst_row.column_name // e.g. sst[0].stable_msg_index[0]

A reducer function, for example, Min(sst_column) represents the mini-

mum of all the entries of the column. Count(sst_column, value) counts the

number of entries that are equal to value. MinNotFailed(sst_column) is a

Min(NotFailed(sst_column)) where NotFailed is just a filtering function that

removes the rows that are suspected, from the column.

A rank of a member is the index of its row in the SST. The code shown below

is run by every process, but each has a distinct rank (referred to as my_rank).

Message Ordering

The group is represented by �. The failed node set is denoted by �, � ⊆ �.
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Message : "(8 , :) represents a message with 8 as the sender rank and : as the

sender index. For example, the zerothmessage by sender number 2 is"(2, 0). We

have a round robin ordering imposed on messages. "(81, :1) < "(82, :2) ⇐⇒

:1 < :2 | |(:1 == :2 ∧ 81 < 82).

The global index of "(8 , :), 68("(8 , :)) is the position of this message in the

round-robin ordering. So "(0, 0) has a global index of 0, "(1, 0) has a global

index of 1 and so on.

It is easy to see that,

68("(8 , :)) = 8 ∗ |� | + :

Conversely, if "(8 , :) = 6, then 8 = 6 <>3 |� |, : = 6/|� |.

Knowledge

P : a predicate.

 <4(P) : This process (“<4”) knows that P is true.

 ((P) : Every process in set ( knows that P is true.

 1(P) : Every process knows that P is true i.e.  �(P).

 2(P) : Every process knows that every process knows that P is true i.e.

 �( �(P)).

^P : Eventually, either P holds, or a failure occurs and the epoch termina-

tion protocol runs.

Note that all of these are completely standard with the exception of ^P : in

prior work on knowledge logics, there was no notion of an epoch termination
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and new-view protocol. This leads to an interesting line of speculation: should

epoch-termination be modelled as a “first order” behavior, or treated as a “higher

order” construct? Do the Derecho membership views function as a form of

common knowledge, shared among processes to which the view was reported?

We leave such questions for future study.

A.1.2 SMC

In what follows, we begin by presenting the SST multicast (SMC), which imple-

ments a ring-buffer multicast. In combination with the atomic multicast delivery

logic and the membership management protocol that follows, we obtain a full

Paxos. RDMC could be similarly formalized, but is omitted for brevity.

SST structure

SMC uses two fields, slots and received_num. slots is a vector of window_size

slots, each of which can store a message of up to max_message_size characters.

The index associated with a slot is used to signal that a new message is present in

that slot: For example, if a slot’s index had value : and transitions to : + 1, a new

message is available to be received. The vector received_num holds counters of

the number of messages received from each node.

Initialization

1 for i in 1 to n {
2 for j in 1 to n {
3 sst[i].received_num[j] = −1;
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4 }
5 for k in 1 to window_size {
6 sst[i].slots[k].buf = nullptr;
7 sst[i].slots[k].index = 0;
8 }
9 }
10

11 // helper variable
12 sent_num = −1;

Sending

First the sending node reserves one of the slots:

1 char* get_buffer(msg_size) {
2 assert(msg_size <= max_msg_size);
3 // a slot can be reused if the previous message in that slot was received by

everyone.
4 // Combine it with the FIFO ordering of messages
5 completed_num = Min{sst[∗].received_num[my_rank]};
6 if (sent_num − completed_num < window_size) {
7 return nullptr;
8 }
9 slot = (sent_num + 1) % window_size;
10 sst[my_rank].slots[slot].size = msg_size;
11 return sst[my_rank].slots[slot].buf;
12 }

After get_buffer returns a non-null buffer, the application writes the message

contents in the buffer and calls send:

1 void send() {
2 slot = (sent_num + 1) % window_size;
3 sst[my_rank].slots[slot].index++;
4 sent_num++;
5 }
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Receiving

1 always {
2 for i in 1 to n {
3 // the next message from node i will arrive in this slot
4 slot = (sst[my_rank].received_num[i] + 1) % window_size;
5 if (sst[B8].slots[slot].index == (sst[my_rank].received_num[i] + 1)/

window_size + 1) {
6 ++sst[my_rank].received_num[i];
7 recv(M(i, sst[my_rank].received_num[i]));
8 }
9 }
10 }

A.1.3 Atomic Multicast Delivery in the Steady State

Receive

1 on recv("(8 , :)) {
2 // |=  <4(Received "(8 , :))
3 // store the message to deliver later
4 msgs[68("(8 , :))] = "(8 , :);
5 sst[my_rank].latest_received_index[8 ] = :;
6 // calculate global index of the message in the global round−robin ordering
7 (min_index_received, lagging_node_rank) =
8 (min, arg min)8sst[my_rank].latest_received_index[i];
9 sst[my_rank].global_index = (min_index_received + 1) ∗ |G| +

lagging_node_rank − 1;
10 // |=  <4(Received all messages
11 // "(8 , :) B.C. 68("(8 , :)) ≤ sst[my_rank].global_index)
12 }

Stability and Delivery

1 always {
2 stable_msg_index = Min{sst[∗].global_index}
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3 // |=  <4(∀? ∈ � :  ?(“Received all messages
4 // "(8 , :) B.C. 68("(8 , :)) ≤ sst[my_rank].global_index”))
5 for (msg : msgs) {
6 if (msg.global_index <= stable_msg_index) {
7 deliver_upcall(msg);
8 msgs.remove(msg.global_index);
9 }
10 }
11 sst[my_rank].latest_delivered_index = stable_msg_index
12 }
13 // |=  <4(Delivered all messages ≤ sst[my_rank].latest_delivered_index)

A.1.4 View Change Protocol

Failure Handling and Leader Proposing Changes for Next View

1 every 1 millisecond {
2 post RDMA write with completion to every SST row that is not frozen
3 if (no completion polled from row r) {
4 sst.freeze(r);
5 report_failure(r);
6 }
7 }

1 report_failure (r) {
2 // local node suspects node that owns row r
3 sst[my_rank].suspected[r] = true;
4 total_failed = Count(sst[∗].suspected, true);
5 if (total_failed >= (num_members + 1)/2) {
6 throw derecho_partitioning_exception;
7 }
8 }

1 find_new_leader (r) {
2 // returns the node that r believes to be the leader, on the basis of the current sst.

Notice that
3 // because of asynchrony in the sst update propagations, callers other than r

itself might be using
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4 // old version's of r's suspicion set, in which case the caller could obtain an old
leader belief of r's.

5 // This is safe because leader beliefs are monotonic (they are ascending, in rank
order).

6 for (int i = 0; i < curr_view.max_rank; ++i){
7 if (sst[r].suspected[i]) continue;
8 else return i;
9 }
10 }

1 always {
2 //Waits until all non−suspected nodes consider me to be the leader. This implies

that a new leader
3 //takes action only after every healthy node has pushed final nReceived data to it.
4 new_leader = find_new_leader(my_rank);
5 if (new_leader != curr_view.leader_rank && new_leader == my_rank){
6 bool all_others_agree = true;
7 //so long as I continue to believe I will be leader
8 while(find_new_leader(my_rank) == my_rank) {
9 //check if everyone else agrees I am leader
10 for (r : SST.rows){
11 if (sst[my_row].suspected[r] == false)
12 all_others_agree &&= (find_new_leader(r) == my_rank)
13 }
14 if (all_others_agree){
15 //and set myself to leader
16 curr_view.leader_rank = my_rank;
17 break;
18 }
19 }
20 }
21 // ∃ leader_rank s.t. ∀ node_id′ < leader_rank,
22 // ∀9 ∈ SST, SST.suspects[9][node_id′] ∨ SST.suspects[leader_rank][9]
23 }

1 always {
2 for (every row r and s) {
3 if (sst[r].suspected[s] == true) {
4 // failure propagation − the local node also suspects s
5 sst[my_rank].suspected[s] = true;
6 }
7 }
8

9 for (s = 0; s < num_members; ++s) {
10 // if s is newly suspected
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11 if (sst[my_rank].suspected[s] == true and curr_view.failed[s] == false) {
12 freeze(s)
13 report_failure(s);
14 // mark s as failed in the current view
15 curr_view.failed[s] = true;
16 // |= B ∈ �
17 // removes predicates defined in section 1 so that no new message can be sent

or delivered
18 curr_view.wedge();
19 sst[my_rank].wedged = true;
20 if (curr_view.leader_rank == my_rank and sst[my_rank].changes.contains(

s) == false) {
21 next_change_index = sst[my_rank].num_changes − sst[my_rank].

num_installed;
22 sst[my_rank].changes[next_change_index] = id of node owning s
23 sst[my_rank].num_changes++;
24 // |= proposed a new membership change and wedged the current view
25 }
26 }
27 }
28 }

Terminating Old View and Installing New View After Wedging

1 when (sst[leader_rank].num_changes > sst[my_rank].num_acked) {
2 // |= leader proposed a new change
3 if (curr_view.leader_rank ≠ my_rank) {
4 sst[my_rank].num_changes = sst[leader_rank].num_changes;
5 // copy the entire changes vector from the leader's row
6 sst[my_rank].changes = sst[leader_rank].changes;
7 sst[my_rank].num_committed = sst[leader_rank].num_committed;
8 curr_view.wedge();
9 sst[my_rank].wedged = true;
10 // |= acknowledged leader’s proposal and wedged the current view
11 }
12 }
13

14 when (curr_view.leader_rank == my_rank and
15 MinNotFailed(sst[∗].num_acked) > sst[my_rank].num_committed) {
16 // |=  *\�( acknowledged a new proposal )
17 sst[my_rank].num_committed = MinNotFailed(sst[∗].num_acked);
18 // |= committed acknowledged proposals
19 }
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20

21 when (sst[my_rank].num_committed[leader_rank] > sst[my_rank].num_installed[
my_rank]) {

22 // |= leader committed a new membership change
23 curr_view.wedge();
24 sst[my_rank].wedged = true;
25 when (LogicalAndNotFailed(sst[∗].wedged) == true) {
26 // |=  *\�( current view is wedged)
27 terminate_epoch();
28 }
29 }
30

31 terminate_epoch() {
32 // calculate next view membership
33 committed_count = sst[leader_rank].num_committed − sst[leader_rank].

num_installed;
34 next_view.members = curr_view.members;
35 for (change_index = 0; change_index < committed_count; change_index++) {
36 node_id = sst[my_rank].changes[change_index];
37 // if node already a member, the change is to remove the node
38 if (curr_view.contains(node_id) == true) {
39 new_view.members.remove(node_id);
40 }
41 // otherwise the change is to add the node
42 else {
43 next_view.members.append(node_id);
44 }
45 }
46 if (leader_rank == my_rank) {
47 leader_ragged_edge_cleanup();
48 }
49 else {
50 when (sst[leader_rank].ragged_edge_computed == true) {
51 non_leader_ragged_edge_cleanup();
52 }
53 }
54 curr_view = next_view;
55 // |= New view installed
56 }

1 leader_ragged_edge_cleanup() {
2 if (LogicalOr(sst[∗].ragged_edge_computed) == true) {
3 Let rank be s.t. sst[rank].ragged_edge_computed is true
4 // copy min_latest_received from the node that computed the ragged edge
5 for (n = 0; n < |G|; ++n) {
6 sst[my_rank].min_latest_received[n] = sst[rank].min_latest_received[n];
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7 }
8 sst[my_rank].ragged_edge_computed = true;
9 }
10 else {
11 for (n = 0; n < |G|; ++n) {
12 sst[my_rank].min_latest_received[n] = Min(sst[∗].latest_received_index

[n]);
13 // |=  <4(sst[my_rank].min_latest_received[n] messages from =

14 // are safe for delivery)
15 }
16 sst[my_rank].ragged_edge_computed = true;
17 }
18

19 deliver_in_order();
20 }
21

22 non_leader_ragged_edge_cleanup() {
23 // copy from the leader
24 for (n = 0; n < |G|; ++n) {
25 sst[my_rank].min_latest_received[n] = sst[leader_rank].

min_latest_received[n];
26 }
27 sst[my_rank].ragged_edge_computed = true;
28 deliver_in_order();
29 }
30

31 deliver_in_order() {
32 curr_global_index = sst[my_rank].latest_delivered_index;
33 max_global_index = max over n of (sst[my_rank].min_latest_received[n] ∗ |G|

+ n);
34 for (global_index = curr_global_index + 1; global_index <=

max_global_index; ++global_index) {
35 sender_index = global_index / |G|;
36 sender_rank = global_index% |G|;
37 if (sender_index <= sst[my_rank].min_latest_received[sender_rank]) {
38 deliver_upcall(msgs[global_index]);
39 }
40 }
41 }
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A.2 Detailed Design of Derecho’s Protocols

Derecho is implemented over the building blocks and programming model

described in Section 3. Appendix A.1 illustrated key steps in the protocol in

a higher level formalism. Here, we walk through the entire protocol suite in

greater detail, describing all aspects of the solution, and offering a correctness

justification. As noted earlier, the protocols are transformed versions of a standard

virtual synchrony membership protocol, within which we run a standard Paxos-

based atomic multicast and durable state machine replication protocol. All three

protocols are well known, and were proved correct in Chapter 22 of [19].

A.2.1 The Derecho Membership Protocol

One set of protocols is concerned with membership management. For this

purpose Derecho uses a partition-free consensus algorithm based on the protocol

described in Chapter 22 of [19], modified to use the SST for information passing.

The key elements of the membership subsystem are:

• When a new process is launched and tries to join an application instance, if

Derecho was already active, active group members use the SST associated

with epoch : to agree on the membership of the top-level group during

epoch : + 1.

• Conversely, if Derecho was not active, Derecho forms an initial membership

view that contains just the set of recovering processes.

• When a process fails Derecho terminates the current epoch and runs a “new

view” protocol to form a membership view for the next epoch. These steps
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are normally combined, but if Derecho lacks adequate resources to create

the new view a notification to the application warns it that Derecho activity

has been temporarily suspended.

• If multiple joins and failures occur, including cascades of events, these

protocol steps can pipeline. Moreover, multiple joins and failures can be

applied in batches. However, in no situation will the system transition

from a view : to a view : + 1 unless the majority of members of : are still

present in view : + 1, a constraint sufficient to prevent logical partitioning

(“split-brain” behavior).

The corresponding protocols center on a pattern of two-phase commit exchang-

ing information through the SST. We designate as the leader the lowest-ranked

member of the SST that is not suspected of having failed. Notice that there can be

brief periods with multiple leaders: if P is currently the lowest-ranked member,

but Q suspects P of having failed, then R might still believe P to be the leader,

while Q perhaps believes itself to be the leader. Such a situation would quickly

converge, because Derecho aggressively propagates fault suspicions. In what

follows protocol-state shared through the SST is always tagged with the rank of

the current leader1. If a succession of leaders were to arise, each new leader can

identify the most recently disseminated prior proposal by scanning the SST and

selecting the membership proposal with the maximum rank.

1Readers familiar with the Paxos Synod protocol [122] may find it helpful to think of this rank
number as the equivalent of a Paxos ballot number. However, Paxos can perform an unbounded
number of 2-phase exchanges for each ballot, whereas Derecho would not switch leaders more
than #/2 times before pausing. We revisit this issue, which bears on conditions for progress, in
Appendix A.3.
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The epoch termination protocol runs as soon as any failure is sensed. The

leader will collect information, decide the outcome for pending multicasts, and

inform the surviving members.

The new-viewprotocol runs as soon as an adequate set of processes is available.

Often, this protocol is combined with epoch termination: both employ the same

pattern of information exchange through the SST, and hence the actions can

piggyback. The leader proposes a change to the view, through a set of SST

columns dedicated for this purpose (we can see such a protocol just as it starts

in Figure 3.11). In general, the change proposal is a list of changes: the next

view will be the current view, minus process Q, plus process S, and so forth.

Non-leaders that see a proposal copy it into their own proposal columns, then

acknowledge it through a special SST column set aside for that purpose. When

all processes have acknowledged the proposal, it commits.

If a new failure is sensed while running the two-phase commit to agree upon

a new view, the leader extends the proposal with additional requested changes

and runs another round. Recall that if any process ever suspects a majority of

members of the current view of having failed, it shuts itself down; this is also

true for the leader. It follows that progress only occurs if at most a minority of

members of the prior view have failed. Agreement on the next view is reached

when (1) every process has acknowledged the proposal, or has been detected as

faulty; (2) the set of responsive members, plus the leader, comprise a majority

of the current membership; (3) no new failures were sensed during the most

recent round. This is the well-known group membership protocol of the virtual

synchrony model [20, 22, 21] and has been proven correct [19]. We will not repeat
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the proof; passing data through the SST rather than in messages does not change

the fundamental behavior.

Next, Derecho uses the new top-level view to compute the membership of

subgroups and shards. Specifically, as each new top-level view becomes defined,

Derecho runs the mapping function described in Section 3.2 to generate a list of

subviews for the subgroups and shards. The new membership can now trigger

object instantiation and initialization, as detailed momentarily. Given a new

top-level view, for each process P, Derecho examines the subgroup and shard

views. If P will be a member of some subgroup or shard that it is not currently

a member of, a new instance of the corresponding object type is created and

initialized using constructor arguments that were supplied via the constructor

call that created the top-level group.

Initialization of newly created objects is carried out as follows:

• For each subgroup or shard that is restarting from total failure (that is,

those with no members in the prior epoch, but one or more members in the

new epoch), a special cleanup and recovery algorithm is used to retrieve

the most current persisted state from logs. Our algorithm is such that no

single failure can ever prevent recovery from total failure, but if a subset of

the system is trying to restart while a number of processes are still down,

several logs may be missing. In such states, recovery might not be possible,

in which case the view is marked as inadequate and Derecho waits for

additional recoveries before full functionality is restored.

• Conversely, if a process is joining an already-active subgroup or shard, state

transfer is performed as a two-step process. In the first step, a process

that is restarting is informed of the future view, and which existing active
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member has the data needed to initialize it. The restarting process will pull

a copy of that data and load it while still “offline”. In the second step, it

pulls copies of any updates that occurred while the first step was running,

updates its versions, and installs the new view. The joining member is now

fully operational.

State transfers from an already-active subgroup or shard include both fields

of the replicated<T> object that are included in its serialization state as well

as data associated with its volatile<T> and persistent<T> version vectors. In

contrast, on restart from a total failure, only persistent<T> data is recovered;

volatile version vectors are initialized by the corresponding constructors.

Next, Derecho creates a new SST instance for the new epoch and associates an

RDMC session with each sender for each subgroup or shard (thus, if a subgroup

has : senders it will have : superimposed RDMC sessions: one per sender).

The epoch is now considered to be active.

A.2.2 Atomic Multicast and Paxos

A second set of protocols handle totally ordered atomic multicast (vertical Paxos)

or two-phase message delivery to a subgroup or shard handling persistent data.

These protocols take actions in asynchronous batches, a further example of

Derecho’s overarching pipelined behavior.

A sender that needs to initiate a new multicast or multi-query first marshalls

the arguments, then hands the marshalled byte vector to RDMC (or, if small, to

SMC) for transmission. As messages arrive, Derecho buffers them until they

206



can be delivered in the proper order, demarshalls them, and then invokes the

appropriate handler. When data can be transmitted in its native form, a scatter

gather is used to avoid copying during marshalling, and references into the buffer

are used to avoid copying on delivery.

Although Derecho has several modes of operation, unreliable mode simply

passes RDMC or SMC messages through when received. Totally ordered (atomic

multicast) mode and durable totally ordered mode employ the same protocol,

except that message delivery occurs at different stages. For the totally ordered

(atomic multicast) mode Derecho uses the SST fields shown as nReceived in

Figures 3.10 and 3.11. Upon receipt, a message is buffered and the receiver

increments the nReceived column corresponding to the sender (one process can

send to multiple subgroups or shards, hence there is one column per sender,

per role). Once all processes have received a multicast, which is detected by

aggregating the minimum over this column, delivery occurs in round-robin order.

Interestingly, after incrementing nReceived, the SST push only needs to write the

changed field, and only needs to push it to other members of the same subgroup

or shard. This is potentially a very inexpensive operation since we might be

writing as few as 8 bytes, and a typical subgroup or shard might have just 2 or 3

members.

For durable totally ordered mode, recall that Derecho uses a two-stage

multicast delivery. Here, the first-phase delivery occurs as soon as the incoming

RDMC message is available and is next in the round-robin order (hence, the

message may not yet have reached all the other members). This results in creation

of a new pending version for any volatile<T> or persistent<T> variables. After

persisting the new versions, nReceived is incremented. Here, commit can be
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inferred independently and concurrently by the members, again by aggregating

theminimumover the nReceived columns and applying the round-robin delivery

rule.

All threemodes potentially deliver batches of messages, but in our experiment

only very small batches were observed. Moreover, unless the system runs short

on buffering space, the protocol is non-blocking, and can accept a continuous

stream of updates, which it delivers in a continuous stream of delivery upcalls

without ever pausing.

A.2.3 Epoch Termination Protocol

The next set of protocols are concernedwith cleanupwhen the system experiences

a failure that does not force a full shutdown but may have created a disrupted

outcome, such as the one illustrated in Figure 3.4. The first step in handling such

a failure is this: as each process learns of an event that will change membership

(both failures and joins), it freezes the SST rows of failed members, halts all

RDMC sessions and then marks its SST row as wedged before pushing the

entire SST row to all non-failed top-level group members. Thus, any change

of membership or failure quickly converges to a state in which the epoch has

frozen with no new multicasts underway, all non-failed members wedged, and

all non-failed processes seeing each-other’s wedged SST rows (which will have

identical contents).

Derecho now needs to finalize the epoch by cleaning up multicasts disrupted

by the crash, such as multicasts <&:4 and <%:5 in Figure 3.11. The core idea is

as follows: we select a leader in rank order; if the leader fails, the process of
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next-highest rank takes over (the same leader as is used for membership changes,

and as noted previously, a single pattern of information exchange will carry out

both protocols if the next proposed view is already known at the time the current

epoch is terminated). As leader, a process determines which multicasts should be

delivered (or committed, in the two-stage Paxos case) and updates its nReceived

fields to report this. Then it sets the “Final” column to true and replaces the

bottom symbol shown in Figure 3.11 with its own leader rank. We refer to this as

a ragged trim. Thus one might now see a ragged trim in the nReceived columns

and “T|r” in the column titled “Final”, where r would be a rank value such as 0,

1, etc. Other processes echo the data: they copy the nReceived values and the

Final column, including the leader’s rank.

The ragged trim itself is computed as follows: for each subgroup and shard,

the leader computes the final deliverable message from each sender using the

round-robin delivery rule among active senders in that subgroup or shard. This

is done by first taking the minimum over the nReceived columns, determining

the last message, and then further reducing the nReceived values to eliminate

any gaps in the round-robin delivery order. Since messages must be delivered

in order, and Derecho does no retransmissions, a gap in the message sequence

makes all subsequent messages undeliverable; they will be discarded and the

sender notified. Of course the sender can still retransmit them, if desired. This

is much simpler than the classic Paxos approach, in which logs can have gaps

and readers must merge multiple logs to determine the appropriate committed

values.

For example, in Figure 3.4 the round-robin delivery order is <%:1, <&;1, <%:2,

<&,2, <%:3, <&:3, <%:4, <&:4, <%:5, <&:5, and so forth. However, the last message

209



fromQ to have reached all healthy processes was Q:3, because the crash prevented

Q:4 from reaching process P. Thus the last message that can be delivered in the

round-robin delivery order was message P:4. Any process with a copy of Q:4 or

P:5 would discard it (if the message was an atomic multicast) or would discard

the corresponding version-vector versions (if the message was a durable totally

ordered mode message and the first-phase delivery had already occurred).

The leader would thus change its own nReceived columns2 to show P:4, Q:3.

Then it would set T|0 into the final field, assuming that P is the leader doing

this computation. Other processes see that Final has switched from false to true,

copy the ragged trim from the leader into their own nReceived columns, and

copy T|0 to their own Final column. Then they push the SST row to all other

top-level members.

A process that knows the final trim and has successfully echoed it to all other

top-level group members (excluding those that failed) can act upon it, delivering

or discarding disrupted multicasts in accord with the trim and then starting the

next epoch by reporting the new membership view through upcall events.

Although Figure 3.11 shows a case with just a single subgroup or shard,

the general case will be an SST with a block structure: for each subgroup or

shard, there will be a set of corresponding columns, one per sender. During

normal execution with no failures, only the members of the subgroup or shard

will actively use these columns and they push data only one one-another; other

top-level members will have zeros in them. When the epoch ends and the row

wedges, however, every process pushes its row to every other process. Thus,

2Reuse of columns may seem to violate monotonicity, because in overwriting the nReceived
column, P may decrease values. No issue arises because the nReceived columns are no longer
needed at this point and the SST message delivery actions that monitor those columns are
disabled. In effect, these columns have been reassigned them to new roles.
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the leader is certain to see the values for every subgroup and shard. At this

point, when it computes the ragged trim, it will include termination data for all

subgroups and shards. Every top-level member will learn the entire ragged trim.

Thus, a single top-level termination protocol will constitute a ragged trim for

active multicasts within every subgroup and shard, and the single agreement

action covers the full set.

A.2.4 Recovery From Full Failure

To deal with full shutdowns we will need a small amount of extra help. We will

require that every top-level group member maintain a durable log of new views

as they become committed, and also log each ragged trim as it is proposed. These

logs are kept in non-volatile storage local to the process. Our protocol only uses

the tail of the log.

With this log available, we can now describe the protocols used on restart from

a full shutdown. These define a procedure for inspecting the persisted Derecho

state corresponding to version vectors that may have been in the process of being

updated during the crash and cleaning up any partial updates. The inspection

procedure requires access to a majority of logs from the last top-level view and

will not execute until an adequate set of logs is available. It can then carry out

the same agreement rule as was used to compute the ragged trim. In effect, the

inspector is now playing the leader role. Just as a leader would have done, it

records the ragged trim into the inspected logs, so that a further failure during

recovery followed by a new attempt to restart will re-use the same ragged trim

again. Having done this, Derecho can reload the state of any persisted version

211



vectors, retaining versions that were included in the ragged trim, and discarding

any versions that were created and persisted, but did not commit (were excluded

from the ragged trim). The inspector should record a ragged trim with “top”

shown as its leader rank: in a given epoch, the inspector is the final leader.

A.2.5 Failure of aLeaderDuring theProtocol, or of the Inspector

During Restart

Now we can return to the question of failure by considering cases in which

a leader fails during the cleanup protocol. Repeated failures can disrupt the

computation and application of the ragged trim, causing the “self-repair” step to

iterate (the iteration will cease once a condition is reached in which some set of

healthy processes, containing a majority of the previous top-level view, stabilizes

with no healthy process suspecting any other healthy process and with every

healthy process suspecting every faulty process). When the process with rank

A sees that every process ranked below A has failed, and that all other correct

processes have discovered this fact, it takes over as leader and scans its SST

instance to see if any ragged trim was proposed by a prior leader. Among these,

it selects and reused the ragged trim proposed by the leader with the highest

rank. If it finds no prior proposal, it computes the ragged trim on its own. Then

it publishes the ragged trim, tagged with its own rank.
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A.2.6 Special Case: Total Failure of a Shard

One remaining loose end remains to be resolved. Suppose that a subgroup

or shard experiences a total failure. In the totally ordered (atomic multicast)

mode, this does not pose any special problem: in the next adequate view, we can

restart the subgroup or the shard with initially empty state. But suppose that the

subgroup was running in the durable totally ordered mode and using objects

of type persistent<T>. Because no member survived the crash, and because

nReceived is written by a subgroupmember only to the other subgroupmembers,

the leader has no information about the final commit value for the subgroup (had

even a single member survived long enough to wedge its SST row and push it to

the leader, then any committed version would be included into nReceived and

the leader would include it in the ragged trim, but because all members crashed,

the leader sees only 0’s in the nReceived columns for the subgroup’s senders).

This is a specific situation that the leader can easily sense: for such a subgroup,

everymember is suspected of failure, and the leader lacks a wedged SST row from

any member. It can then record a special value, such as -1, for the corresponding

ragged trim columns. Now, before allowing the subgroup to recover, we can

reconstruct the needed state by inspection of the persisted state of any subgroup

member, treating the state as inadequate if the persisted data for a shard is not

accessible. Suppose that the state is adequate, the leader is able to inspect the

state of subgroup member Q, and that it discovers a persisted vector containing

versions 0..:. Clearly, this vector must include any committed data for the

subgroup because (prior to the failure) any commit would have had to first be

persisted by every member, including Q. Furthermore, we know that subsequent

to the crash, the leader did not compute a ragged trim for this subgroup.
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Conversely, the version vector could contain additional persisted versions that

are not present in any log except for Q’s log. These versions are safe to include into

the ragged trim because they were generated by delivery of legitimate multicasts

and reflect a delivery in the standard round-robin ordering. Thus, we can include

them in the ragged trim. When the subgroup recovers in the next view, these

versions will be part of the initial state of the newmembers that take over the role

of the prior (crashed) members. Accordingly, we copy the version vector from Q

to each process that will be a member of the subgroup in the next epoch, record

the ragged trim, and resume activity in the new epoch. Notice that this approach

has the virtue that no single failure can ever prevent progress. While we do need

to access at least one log from the subgroup, it is not important which log we use,

and because copies are made (for the new epoch) before we start execution in the

new epoch, a further failure exactly at this instant still leaves the system with

multiple copies of the log that was used. This property can be important: in a

large system, one certainly would not want a single crash to prevent progress for

the entire system.

A.2.7 Discussion

Our approach can be understood as a new implementation of older protocols,

modified to preserve their information structure but favor an asynchronous,

pipelined style of execution. In effect, we reimplement both virtually synchron-

ous membership management and Paxos as a collection of concurrently active

components, each optimized for continuous data flow. These include our use of

RDMA itself, if available, for reliable communication, the RDMC (or SMC) for

1-to-N messaging, streams of lock-free SST updates in an N-to-N pattern (here
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N is the shard or subgroup size: probably just 2 or 3), and queries that run in a

lock-free way on temporally precise snapshots. Receiver side batching ensures

that when a Derecho receiver is able to make progress, it does as much work as

possible. Monotonicity lets us maximize the effectiveness of this tactic.

Derecho’s replication model, in which all replicas are updated and reads can

access just one instance eliminates the usual Paxos quorum interactions, and

simplifies the associated commit logic: it becomes Derecho’s notion of distributed

stability.

Yet the usual Paxos “Synod” messaging pattern is still present, notably in the

membership protocol after a failure occurs. Here, consensus is required and the

usual iteration of two-stage commit protocols has been replaced by a pattern of

information exchanges through the SST that corresponds to the fault tolerant K1

concept, discussed in Section 3.3.5. The key challenge turns out to be consensus

on the ragged trim, and the key idea underlying our solution is to ensure that

before any process could act on the ragged trim, the trim itself must have reached

a majority of members of the top-level view and been logged by each. Thus in

any future execution, a ragged trim that might have been acted upon is certain to

be discovered and can be reused.

It should now be clear why our protocol logs the proposed ragged trim, tagged

by the rank of the leader proposing it, at every member of the top-level group.

Consider a situation in which a partially recorded ragged trim has reached less

than a majority of top-level members, at which point a failure kills the leader.

When this failure is detected, it will cause the selection of a new leader, which

might in turn fail before reaching a majority. With our scheme, a succession of

ragged trim values would be proposed, each with a larger rank value than was
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used to tag the prior one. This is shown in Figure 3.4 as a column “Final” where

values are either F, with no leader (bottom), or T, in which case the nReceived

values report the ragged trim, and the rank of the leader that computed the

ragged trim would replace the bottom symbol: 0, 1, etc. The key insight is that

if any ragged trim actually reached a majority, it will be learned by any leader

taking over because the new leader has access to a majority of SST rows, and at

least one of those rows would include the ragged trim in question. Thus, in the

general case, the ragged trim used to clean up for the next epoch will either be

learned from the prior leader, if that trim could have reached a majority, or it will

be computed afresh, if and only if no prior value reached a majority.

This is precisely the pattern that arises in the Synod protocol [122] (the slot-

and-ballot protocol at the core of Paxos). The main difference is that classic Paxos

uses this protocol for every message, whereas Derecho uses the Synod protocol

only when a membership change has occurred. Nonetheless, this pattern is really

the standard one, with the leader rank playing the role of ballot number.

Although the Derecho protocol is expressed very differently in order to take

full advantage of the SST, it can be recognized as a variant of a protocol introduced

in the early Isis Toolkit, where it was called Gbcast (the group multicast) [20]. The

protocol is correct because:

• If any message was delivered (in totally ordered (atomic multicast) mode)

or committed (in durable totally ordered mode), the message was next in

round-robin order and was also received (persisted) by all group members,

and every prior message must also have been received (delivered) by all

group members. Thus, the message is included into the ragged trim.
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• If the ragged trim includes a message (or version), then before the ragged

trim is applied, it is echoed to at least a majority of other members of the

top-level group. Therefore, the ragged trimwill be discovered by any leader

taking over from a failed leader, and that new leader will employ the same

ragged trim, too.

• Upon recovery from a total failure, the inspector runs as a single non-

concurrent task and is able to mimic the cleanup that the leader would have

used. Moreover, the inspector can be rerun as many times as needed (if a

further failure disrupts recovery) until the cleanup is accomplished.

A further remark relates to the efficiency of Derecho. Keidar and Schraer

developed lower bounds on the information exchanges required to achieve stable

atomic broadcast (they use the term Uniform Agreement) [72]. By counting

exchanges of data as information flows through the SST, one can show that

Derecho achieves those bounds: Derecho’s distributed decision making ensures

that as soon as a process can deduce that a message can safely be delivered, it

will be delivered. Because control information is shared through the SST and

transmitted directly from the member at which an event occurs to the members

that will perform this deductive inference, the pattern of information flow is

clearly optimal.

With respect to the efficiency of data movement, note first that for small

objects Derecho uses SMC, which simply sends messages directly from source

to receivers. RDMC’s binomial pipeline has logarithmic fan-out, once “primed”

with data, all processes make full use of their incoming and outgoing NIC

bandwidth, and every byte transfers traverses a given NIC just once in each

direction: the best possible pattern for block-by-block unicast data movement.
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A.3 Progress

A full comparison of Derecho to classic Paxos requires two elements. Setting

aside subgroup and sharding patterns, consider a single Derecho group in which

all members replicate a log either in-memory (virtually synchronous atomic

multicast, also known as “vertical Paxos”) or on disk (via Derecho’s durable

version vectors). For both cases, Derecho’s protocols guarantee that the Paxos

ordering and durability safety properties hold in any state where progress is

permissible. Indeed, one can go further: any “log” that a classic Paxos protocol

could produce can also be produced by Derecho, and vice-versa (they bisimulate).

But progress raises a more complex set of issues. Note first that the Fischer,

Lynch and Patterson impossibility result establishes that no system capable of

solving consensus can guarantee progress [56]. This limitation clearly applies to

Derecho and also to any Paxos implementation. This is a well known observation,

dating to the 1990’s, and not at all surprising. No system of this kind can

guarantee “total correctness”, in the sense of being both safe and live.

The good news is that the scenario studied in the FLP result is very unlikely

in real systems (FLP requires an omniscient adversary that can examine every

message in the network, selectively delaying one message at a time now and

then). Thus, FLP does not teach that consensus is impossible. On the contrary,

we can build practical systems, and they will work in the target environments.

We simply must be aware that they cannot guarantee progress under all possible

failure and message delay scenarios.

Accordingly, one talks about a form of conditional liveness by treating failure

detection as a black box. These black boxes can then be categorized, as was done
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by Chandra and Toueg [32]. Relevant to our interests is a failure detector called

%, the “perfect” failure detector. A perfect failure detector will report every real

failure that occurs and will never misreport a healthy process as failed.

% is normally defined in the context of a perfect network that never drops

packets, even because of router or switch failures. This is unrealistic: Any real

system does experience network failures, hence % cannot be implemented. This

leaves us with two options. We could ignore the question of realism and simply

ask “Yes, but would progress occur with P”? This is the essential technique used

by Chandra and Toueg. We end upwith an interesting but impractical conclusion,

for the reason noted. For our purposes here, we will not say more about this

form of analysis.

Alternatively, we can work around the limitation by accepting that networks

do fail, and then treating unreachable processes as if they had failed. To prevent

logical partitioning, we employ a majority-progress rule. This is how Derecho

is implemented: rather than insisting on accurate failure detections, Derecho

concerns itself entirely with unreachability, but uses virtually synchronous

membership to prevent “split brain” behavior.

Thus, as seen earlier, Derechowill make progress if (1) nomore than aminority

of the current view fails, and (2) the failure detector only reports a failure if the

process in question has actually failed or has become unreachable. Classic Paxos

protocols have a similar liveness guarantee, but not identical. For classic Paxos,

any two update quorums must overlap, hence Paxos requires that a majority of

the processes be accessible. Classic Paxos doesn’t actually “care” about failures.

It simply waits for processes to respond.
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We could take these to be equivalent progress conditions. Indeed, and this is

why we noted that the % detector is of interest, Keidar and Schraer argue that %

can be generalized to cover all such behaviors (the work is spread over several

papers, but see [72]).

However, a subtle issue now arises: it turns out that there are conditions

under which Derecho can make progress where a classic Paxos protocol would

have to pause. As an example, consider a group of initial size # in which half

the members fail, but gradually, so that Derecho can repeatedly adapt the view.

Recall that Derecho’s majority progress requirement applies on a view-by-view

basis. Thus, for example, we could start with # = 25 members, then experience a

failure that drops 5 members. Now# = 20. Both Derecho and Paxos can continue

in this mode. Next, suppose 9 of the remaining processes crash. Derecho can

adapt again: 9 is a minority of 20, hence Derecho forms a view containing 11

processes, and continues. Classic Paxos, in contrast, finds that 14 of the original 25

processes have become inaccessible. Updates cease until some processes restart.

But the situation gets more complex if all 11 now fail, so that the entire system

is down, and then some restart. Classic Paxos will resume updates as soon

as 13 members are up and running: any majority of the original 25 suffices.

Derecho cannot recover in this state without 6 of the 11 members of that final

view: otherwise, it deems the view to be inadequate. In effect, sometimes Paxos

is live when Derecho is wedged. But sometimes Derecho is live when Paxos is

wedged. And yet both always respect the Paxos safety properties.
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